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Abstract
A file caching setup to access ATLAS data was deployed for the NEMO HPC cluster in Freiburg, using

an XRootD proxy server running in forwarding mode. This setup allows running HEP workflows without
the need to operate a large local data storage. Several performance tests were carried out to measure any
potential overhead caused by the caching setup with respect to direct, non-cached data access.

1 Introduction
At the moment there are four research groups in Freiburg which participate in the ATLAS experiment [1] at
the Large Hadron Collider (LHC) [2]. Each user from these groups needs access to a large amount of data:
a typical physics analysis for a PhD thesis requires an order of 10 TB of derived input data. Even though
datasets can be shared among the users and groups, a larger data storage has to be available in Freiburg.
Currently, a dCache [3] file system with a total storage capacity of 2.5 PB is being operated, which stores
both data for local users and serves as a Tier-2 site in the Worldwide LHC Computing Grid (WLCG) [4].
This data corresponds only to approximately 1/100 of the current total disk storage of 235 PB used by the
ATLAS collaboration. During the operation of the High-Luminosity LHC (HL-LHC) [5], the required storage
will increase significantly and reach more than 2.5 EB in 2030 [6].
In the future, the ATLAS collaboration plans to centralize the data storage by establishing huge storage centers
[7]. Local data storage at single sites is then no longer anticipated. Therefore, caching solutions are being
developed. In this approach, the required data is transferred from external storage sites and then stored on
local cache spaces. This enables fast access if the data is subsequently requested and reduces additional traffic
to external sites. Only data that is currently being processed is transferred and, to preserve the limited disk
space, the data is automatically deleted if it is not used for some predefined amount of time.
A caching setup was deployed for the NEMO [8] HPC cluster in Freiburg and benchmarked with a typical High
Energy Physics (HEP) workflow. The starting point for this setup was a sandbox implementation developed
by researchers at Goethe-Universität Frankfurt am Main and GSI Darmstadt [9].

2 Setup and technical details
2.1 Caching setup
The caching setup consists of three parts: the client, the proxy server, and the cache space where the cached
files are stored. In the following sections, the necessary components of the caching setup are described.
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2.1.1 Client

On the client host, the machine where the actual data will be processed, the XRootD 1 [10] client package
has to be available, for instance via CVMFS [11]. The components for the caching setup are enabled non-
invasively by setting environment variables: the XrdClProxyPlugin is activated by setting the environment
variable XRD_PLUGIN to the path of the plug-in. This plug-in automatically replaces the site-url of any file
request with the IP address of the proxy server, specified by the environment variable XROOT_PROXY. To
establish a connection with the proxy server, the VOMS 2 [12] package has to be available. A valid X.509
certificate that contains a Virtual Organization (VO) attribute requested by the proxy server, in our case
"atlas", needs to be present on the client machine.

2.1.2 Server

On the server, the XRootD server package has to be available, and the XRootD server daemon has to be
running. The server daemon needs to be configured to serve as a forwarding proxy and to execute the disk
caching features provided by XRootD. Being configured as a forwarding proxy, the proxy server establishes a
connection to the endpoint of the file request by the client. For the authentication of this connection, a valid
robot certificate that is linked to the ATLAS VO has to be present on the proxy server. This robot certificate is
used to create a X.509 certificate for the service account "xrootd" that is running the XRootD server daemon.
For this, the VOMS package has to be available.
For the authentication of incoming requests from the client, the proxy server needs a valid host certificate. To
ensure that only users that belong to the ATLAS collaboration can connect to the proxy server, the xrootd-voms
package has to be installed and configured to require that the X.509 certificate of the incoming connection
includes the VO attribute "atlas".
To limit the occupied space in the caching storage, a "purging mechanism" can be configured. Files can
automatically be deleted if a threshold limit of the disk space occupied by the caching setup is reached, or if
a file was not accessed for a pre-defined duration.

2.1.3 Cache space

Any type of distributed file system can be used as cache space. For the studies presented here, a dedicated
workspace [13] on the local beeGFS [14] file system in Freiburg was created, for which no privileged user
access was required.

2.1.4 Caching workflow

The workflow of the caching setup is shown in Figure 1. The client requests a file from an external site. This
request is forwarded to the proxy server by the XrdClProxyPlugin. The proxy server checks if the file is already
completely available in the cache space. If this is the case, the client is pointed to the path of the file in the
cache space. If the file is not present in the cache space, the proxy server points the client to the external
site and in parallel begins to download the file to the cache space. This download is only active during the
request of the client. If the file is not downloaded completely during the request, the download is continued
if a client requests the file again. If multiple clients request the same file at the same time, all are directed to
the external site. Any other client that requests the same file from the same external site after the download
is complete will be forwarded to the path of the file in the cache space. This caching setup is therefore viable
for data shared among multiple users.

2.2 Benchmark setup
The client was running on a virtual machine on a node of the NEMO cluster, and was configured with
OpenStack [15], with 1 core of Intel(R) Xeon(R) CPU E5-2630 v4 @ 2.20 GHz and 2 GB of RAM using
CentOS Linux 7.8.2003 [16]. The proxy server was running on a virtual machine configured with VMware
ESXi [17], with 4 cores of Intel(R) Xeon(R) CPU E5-2640 v3 @ 2.60 GHz and 8 GB of RAM using CentOS

1XRootD is a software framework for data access.
2VOMS is a service for access control.
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Figure 1: Workflow of the caching setup. 1. The client requests data from an external site, the request is sent
to the proxy server. 2. The proxy server checks whether the data is already available in the cache space. 3a.
If this is the case, the client is directed to the location in the cache space. 3b. If not, the client is directed to
the external site. 4a. The client accesses the data on the cache space. 4b. The client accesses the data on
the external site and the proxy server downloads the data to the cache space.

Linux 7.9.2009. This setup of the proxy server is completely independent from the NEMO cluster. XRootD
4.12.3 was used on the client, while XRootD 5.2.0 was used on the proxy server.
In both the OpenStack and VMware ESXi environment, the resources are not exclusively reserved for the client
and the proxy server, but are possibly shared with other virtual machines. This reflects the conditions in a
realistic production environment.
The ATLAS sites used for the benchmarking were: KIT (Karlsruhe), LRZ (Munich), TRIUMF (Vancouver,
Canada), BNL (Brookhaven, USA), DESY (Hamburg), and UNI-FREIBURG (Freiburg).
Two setups were tested for each of these sites: for the first setup, the file is placed in the cache space on the
local file system before running the benchmark with active caching setup. This simulates the scenario when
the file was already requested in the past and is now locally available. For the second setup, the file is not in
the cache space when the benchmark is performed, and the initial request of the file is simulated instead.
These scenarios with the active caching setup can be compared to directly accessing the file on the local file
system or on the external sites without using the caching setup. This provides a test of potential overhead
caused by the caching setup.
Three different file sizes were used for the benchmarks: small (1.3 GB, 50k events), medium (4.9 GB, 200k
events), and large (13 GB, 500k events). The files contain information about simulated tt̄ events originating
from proton-proton collisions at a center-of-mass energy of 13 TeV and were generated with the event generator
Pythia 8.303 [18]. Each event corresponds to one proton-proton collision and contains information about this
collision: the number of produced particles and seven physical properties of all these particles. The mean size
of a event is approximately 26 KB.
The benchmarks were performed with Python 3.8.6 [19] and the Python module for ROOT 3 6.22.06 [20].
To test the dependence of the performance of the caching setup on the number of events that are processed,
different values of this parameter were used: 1, 100, 1000, and 50k events for all file sizes, 200k events for
the medium and the large file, and 500k events for the large file.
For the benchmarks, some steps of a typical physics analysis are performed: the given file is opened by using
the ROOT Python module, and the data inside the file is retrieved. After that, a loop over the given number
of events is executed. For each iteration, the corresponding data entry and the number of particles for this
entry are retrieved. In a second, nested loop over all particles, one particular property of each particle is filled
in a histogram. In addition, the mass of the tt̄ system is calculated and filled in another histogram. After the
loop over the events is finished, the two histograms are written to the disk and the file is closed.
To decrease the statistical uncertainties, and to reduce the impact of possible occasionally heavy load from
other sources on the external sites, the local file system, or the network, 10 consecutive benchmarks for each

3ROOT is a data analysis framework.
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setup were repeated multiple times over a range of several weeks, while also varying the time during the day.
The reported values are the arithmetic mean and the standard deviation of the respective durations that were
needed to complete the individual benchmarks.

3 Results and discussion
The caching setup introduces no significant overhead in the workflow when reading a file from an external site.
This is shown in Figure 2, which compares benchmark results for KIT with and without active caching setup
for different numbers of events and for different file sizes. For these benchmarks, the file is not available in the
cache space on the local cluster file system, therefore the file is read by the client from KIT in both setups.
For a given number of events, there is no difference in the results for the three file sizes. Therefore, the results
are averaged over the three file sizes in the following figures. The comparison between reading the file when
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Figure 2: Benchmark results for KIT with (orange) and without (blue) the caching setup being active, and for
the small, medium, and large files (from left to right).

it is already available in the cache space and the caching setup being active, and direct access to the file on
external sites without caching setup is shown in Figure 3. For sites that are geographically near to Freiburg (or
that have a fast network connection), like KIT and DESY, the direct access is as fast as accessing the cached
file locally. But for sites at a larger distance (or with a limited bandwidth), like TRIUMF, it takes longer to
access the file directly on the external site. In such cases the client profits from the cached file on the local
cluster file system. Benchmark results with and without active caching setup when the file is not available in
the cache space and has be to read from the external site are shown in Figure 4 for KIT, DESY, and TRIUMF.
In case of TRIUMF, the benchmark with a large number of events, i.e. more than 50k, is faster if the caching
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Figure 3: Benchmark results for the caching setup when the file is already available in the cache space (yellow),
and for direct access without active caching setup for several sites: KIT (blue), DESY (brown), and TRIUMF
(pink). The results are averaged over the three file sizes.
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setup is active. In such cases, the proxy server downloads the file faster than it takes the event loop to finish.
As soon as the file is completely downloaded, the client is pointed to the path in the cache space and the
further access is therefore faster. On the other hand, if the caching setup is not active, the file access during
the complete event loop is carried out on the external site. This feature is most visible for TRIUMF, since it is
geographically far from Freiburg, but slight hints can also be seen for DESY. Therefore, even if the cached file
is never accessed again and eventually purged, the initial and unique file access is already faster if the caching
setup is used. The benchmark results with active caching setup are shown in Table 1 for all tested sites. The
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Figure 4: Benchmark results for KIT with (orange) and without (light blue) active caching setup, for DESY
with (dark blue) and without (brown) active caching setup, and for TRIUMF with (green) and without (pink)
active caching setup. The results are averaged over the three file sizes.

time per event decreases and reaches a plateau at about 0.014 seconds for larger numbers of events, since
the impact of the initialization of the file gets more irrelevant. The usage of files with a very small number of
events should therefore be avoided.

Time [s] Time per event [s]
Number of events 1 100 1000 50000 200000 500000 1 100 1000 50000 200000 500000
Site
Local file system 3.6 4.8 18.1 740 2980 7060 3.6 0.048 0.0181 0.0149 0.0149 0.0141
UNI-FREIBURG 4.8 6.3 20.4 742 2880 6980 4.8 0.063 0.0204 0.0148 0.0144 0.01395
LRZ 5.0 6.7 19.5 730 2940 6960 5.0 0.067 0.0195 0.0145 0.0147 0.0139
DESY 5.4 6.6 19.6 730 2940 6860 5.4 0.066 0.0196 0.0146 0.0147 0.01372
KIT 5.4 6.7 19.5 730 3080 7010 5.4 0.067 0.0195 0.0147 0.0154 0.0140
BNL 7.5 9.3 22 739 2840 7050 7.5 0.093 0.022 0.0148 0.01421 0.0141
TRIUMF 9.8 11.3 24.1 760 3000 7120 9.8 0.113 0.0241 0.0152 0.0150 0.0142

Table 1: Benchmark results with active caching setup. Shown are the total time and the time per event for
all tested sites and different numbers of events. The results are averaged over the three file sizes and rounded
to significant digits.

4 Conclusions
A file caching setup was successfully deployed for the NEMO HPC cluster in Freiburg. In this setup, the
proxy server is installed on a virtual machine which is independent from the NEMO cluster. On the clients,
no additional installations are required and the caching functionality is activated by setting environment
variables. The results of the benchmarks show that this setup does not lead to any significant overhead in
the performance, and that the access to cached files is faster compared to accessing the files directly from
geographically far sites. The initial access to files from geographically far sites is also faster when the caching
setup is active, since for a large number of events, processing the data in the event loop takes longer than the
download of the file, after which the client is pointed to the file in the local cache space. Therefore, caching
is a viable alternative to a locally managed storage, especially with the increasing amounts of data in the near
future.
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