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Abstract — This paper presents novel data augmentation
techniques for gesture recognition based on multistatic Doppler
spectrograms. Contrary to intricate approaches such as
generative models or simulations, the presented methods generate
additional samples by manipulating data in time and Doppler
frequency domain. Thus, they resemble well-known techniques
from computer vision tasks, but produce physically plausible
data. Moreover, based on a comprehensive dataset a thorough
investigation of the impact of training data extent on cross-subject
validation accuracy is conducted. It is demonstrated that accuracy
tends to saturate with growing training sets, and that the
techniques presented in this work can help to reach the accuracy
at saturation with only half the number of measurements.
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I. INTRODUCTION

Despite impressive progress in recent years, one remaining
challenge for self-driving cars is the robust and reliable
detection of pedestrians and their intentions [1], e.g. by
exploiting non-verbal communication towards the vehicle such
as gestures. Gesture recognition algorithms can utilize sensors
such as camera or radar, with the latter having an increased
robustness against environmental impairments.

Radar-based gesture recognition using convolutional
neural networks (CNNs) is able to accurately distinguish
between different gestures, such as fine-grained control
gestures for human-machine interaction (HMI) [2], [3] or
larger-scale gestures for traffic scenarios [4]. However, gesture
classification algorithms for automotive scenarios need to
generalize to a large amount of unseen subjects, i.e. traffic
participants, which imposes high requirements on training
set size. Moreover, this problem is aggravated by the wide
range of potential variations of gesture execution that can
alter the recorded radar response, making data collection
even more cumbersome. As the provision of sufficient
amounts of data has been known to be critical ever since
the advent of powerful machine learning (ML) algorithms,
a wide range of data augmentation strategies have been
proposed to enhance generalization. In computer vision,
strategies such as rotation, flipping, or cropping are widely
used [5]. Unfortunately, when it comes to radar, these
methods potentially produce physically implausible samples.
For that reason, researchers in radar-based gesture recognition
have proposed more sophisticated methods to synthesize
additional samples. Mainly, these methods are divided into
ML-based techniques, such as the use of generative adversarial

networks (GANs) [6], [7] or variational autoencoders [7], and
simulation-based approaches [8], [9], [10]. However, these
methods come with a high complexity and require a lot of
effort in implementation and training, while their benefit is
strongly problem-dependent and not guaranteed.

Therefore, in this paper we propose signal
processing-based augmentation techniques for Doppler
spectrograms that resemble the methods for optical imagery
but take into account the specific characteristics of radar
data. Namely, these methods are subsampling measurements
with overlap as well as synthesizing versions of spectrograms
scaled in both time and Doppler frequency domain. We
demonstrate that these methods are suited to enhance
cross-subject classification accuracy. Moreover, we provide a
thorough experimental investigation of the impact of dataset
size on gesture recognition performance, revealing the limits
of additional measurement effort. Experiments are performed
on a profound dataset, and to the best of our knowledge, this
is the first time such an analysis is presented.

The paper is organized as follows: Section II introduces
the dataset and the classifier model used throughout the paper.
Section III presents the analysis of dataset impact on accuracy
before Section IV investigates the potential of the novel signal
processing-based augmentation techniques.

II. EXPERIMENTAL SETUP

A. Dataset

The dataset used for experiments within this paper
consists of radar data recorded with three frequency-modulated
continuous wave (FMCW) radar sensors forming an incoherent
sensor network. The sensors operate at 77 GHz and
provide range and Doppler resolution of ∆R= 15 cm and
∆v= 8.1 cm s−1, respectively. Chirp sequence frames were
recorded at a frame rate of 14 s−1, and each measurement
comprises 79 frames. All radar nodes are placed along a
line with the outer sensors 1.34 m apart providing multiple
perspectives. Participants performed eight different traffic and
control gestures such as “come closer” and “wave through”
at a distance of about 3.5 m and under different orientations.
The gesture set was identical to that in [4]. In total,
45 subjects participated in the measurement campaign, giving
1440 measurements in total. The chirp sequence frames for
each sensor were processed by 2D-FFT as in [11] to obtain
the range-Doppler maps. Finally, the range-Doppler maps
were compressed along range dimension using a maximum
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Fig. 1. Cross-subject validation over Nfold folds with training set size sweep
with training (blue) and cross-validation (orange) data highlighted. Here,
Ntrain = 5 subsets are used for training in each fold, i.e. 25 subjects.
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Fig. 2. Cross-subject validation accuracy over training set size for different
subsampling strategies.

operation, and the result is concatenated along the frames,
thus producing Doppler spectrogram-like 2D images. As each
measurement contains multiple repetitions of a specific gesture,
the spectrograms are subdivided into shorter snippets of 2 s
length, which is in the following referred to as “subsampling”.

B. Classifier Architecture

As classifier the 10-layer CNN from [4] is used, with
spectrograms from the different sensors concatenated along
channel dimension at the input. The Doppler spectrograms are
resampled to 64×64 to provide the CNN with quadratic input.
For each experiment, the classifier is trained with stochastic
gradient descent with learning rate α= 0.003 and momentum
of 0.95 until cross-subject validation accuracy converges.

III. IMPACT OF DATASET EXTENT ON GENERALIZATION
PERFORMANCE

One crucial metric for a classifier is its generalization
performance represented by the cross-subject validation
accuracy, i.e. the accuracy when validating on participants
excluded from the training set. Taking measurements from
more subjects is expected to increase this metric. However,
acquisition of huge amounts of radar data is a time-intensive
and costly task, so one crucial question is whether more data
always results in a higher cross-validation accuracy. To answer
this question for our dataset, we investigate the dependency of
the accuracy on the extent of the training set. First, we extract

two spectrogram snippets from each measurement to avoid
overlapping subsequent samples. Then, the dataset is divided
into nine subsets with data from five participants each. The
classifier is trained with 9-fold cross validation , i.e. with nine
iterations, on varying numbers of subsets in the training set. In
fold if the if-th subset is used as cross-subject validation set,
while the subsets {(if + 1, ..., if +Ntrain) modNfold} constitute
the training set, with Nfold = 9 and Ntrain the number of
subsets for training. This is repeated for all Nf subsets, i.e.
if ∈ {0, Nfold−1}, and for all possible numbers of training sets
Ntrain ∈ {1, Nfold − 1}. An example of the training procedure
is illustrated in Fig 1. As a result, we obtain the averaged
cross-subject validation accuracy over the number of training
subsets. The result obtained for the baseline subsampling
strategy with overlap time TO = 0 s is shown as blue curve
in Fig. 2.

As expected, a larger training set improves accuracy.
However, as more and more data is added, the benefit gets
smaller, with the curve eventually converging to an upper
boundary. At this point, more descriptive data, e.g. from better
sensors, exploitation of more signal domains, or the extensive
use of sensor networks might help to shift maximum accuracy
upwards. With this inherent limitation due to data quality and
distinguishability, data augmentation techniques can reduce
measurement effort, while still reaching accuracies close to
the expected maximum. For that purpose, the following section
introduces signal processing-based augmentation methods that
are shown to enhance generalization for limited dataset sizes.

IV. SIGNAL PROCESSING-BASED AUGMENTATION
METHODS

A. Subsampling with Overlap

One approach to generate more training data is to
subsample spectrogram snippets with overlap. For this,
a sliding window is moved over the original full-length
spectrograms with the offset between subsequent window
positions smaller than the window length. The resulting
samples show an overlap of TO with neighboring samples.
In order to quantify the advantage of advanced subsampling
the same analysis as above is performed on datasets with
TO ={0, 1, 1.5, 1.71} s, with the results displayed in Fig 2. It
can be seen that subsampling with higher overlap enhances the
accuracy over all dataset extents by producing more samples
and helping to foster temporal invariance. For maximum
dataset size, accuracy is improved by up to 2.4 % compared
to the baseline, with larger improvements for smaller extents.
However, the effect saturates for high overlaps. Therefore,
TO = 1.5 s is used for subsequent experiments.

B. Doppler Frequency Domain Augmentation

Data augmentation can also be realized by modifying data
in the signal domains. For this purpose, we propose two
augmentation methods that manipulate data in the Doppler
frequency and time domain. The first technique rescales the
Doppler frequency components of moving body parts. For
each radar chirp, the range spectrum is computed by the
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Fig. 3. Illustration of the frequency-scaling approach. (a) shows the the
original Doppler spectrum containing four peaks; (b) represents the scaled
version with the Doppler peaks of the moving parts scaled by γf = 1.4 (dashed
red). The blue peak falls below the scaling threshold fmin.

range FFT, and for all range bins in proximity to the torso
range of the measurement participant the Doppler FFT along
the chirps is computed to obtain the Doppler spectra. Static
clutter is suppressed by subtracting the mean values before
the Doppler FFT. In the Doppler spectrum, the Np strongest
peaks are identified together with the surrounding bins that
can be assigned to the same target. In order to create a scaled
version of the Doppler spectrum, the peaks are moved to a new
peak position determined by f ′=γff , with f ′ representing the
new and f the original frequency and the frequency-scaling
factor γf. Thus, the Np shifted peaks constitute a new,
frequency-scaled Doppler spectrum. The Doppler spectra are
augmented by Gaussian noise before being transformed back
to the slow-time domain. Next, the mean value is added again,
before the final Doppler FFT is computed for all range bins,
eventually resulting in the manipulated range-Doppler maps
from which Doppler spectrograms are computed. An example
of the frequency-scaling process is shown in Fig. 3.

Compared to techniques known from image processing
such as cropping and resampling images, the SP-based
approach avoids a widening of the Doppler components in
the signature that would render the scaled version physically
defunct. In addition, the presented technique allows the
introduction of a scaling threshold fmin. Peaks that fall within
the Doppler frequency range [−fmin, fmin] are assumed to
represent slow-moving larger body parts such as the human
torso, whose movement typically is not significantly affected
by limb movement. Therefore, these slow-moving targets are
excluded from the scaling operation by setting a proper fmin.
Fig. 4 shows both an up- and downscaled spectrogram with
fmin = 6∆v/λ. It can be seen that static and slow returns are
left unchanged, thereby preserving data integrity.

C. Time Domain Augmentation

The second technique leaves the Doppler frequency
unchanged but instead stretches or compresses the subsampled

spectrograms in time domain. This can be efficiently realized
by varying the width of the time window in the subsampling
step, producing longer or shorter sequences. These sequences
are then interpolated to match the input size of the CNN.
Time-domain rescaling is characterized by the time-scaling
factor γt = Tw/2 s, with the window length Tw. For γt < 1, the
resampling corresponds to a stretching in time, whereas γt > 1
results in a compression in time domain. By adjusting Tw, the
execution and repetition time of a specific gesture execution
can be manipulated. As the Doppler frequencies occuring in
a sample are kept constant, temporal rescaling is also linked
to changing the range of motion. For example, for unchanged
velocity a stretching in time increases the covered path (the
integral), corresponding to a more pronounced motion by the
limbs. By combining time- and frequency-domain rescaling,
varying combinations of repetition time, range of motion
and execution speed can be synthesized. Fig. 4 demonstrates
time-domain rescaling output for both up- and downscaling.

D. Experimental Results

In order to demonstrate the superiority of the
SP-augmentation approach over standard training, we
repeat the experiments from Section III with augmented
datasets. The sweep over the number of participants in the
training set is conducted for a frequency-rescaled dataset, a
time-rescaled dataset and a dataset combining both. For all
augmentation steps, sensible values are used that preserve the
samples’ underlying structure. For augmentation in frequency
domain, the training data is scaled by γf ={0.80, 1.00, 1.20},
tripling the number of training samples. Similarly, for scaling
in time domain three window lengths are used, leading
to γt ={0.82, 1.00, 1.18}. For the augmented dataset that
contains both time and frequency scaling, the original dataset
is at first manipulated in frequency domain before applying
multiple subsamplings with the different window lengths,
such that nine different combinations of γf and γt are applied.

To assess the potential of the techniques, the differences
in cross-subject validation accuracy between training on the
augmented datasets and the original one are computed. The
result is plotted over the number of subjects for training in
Fig. 5. It can be observed that training on augmented datasets
always improves the accuracy. Best results are obtained for
augmentation in both frequency- and time-domain. Moreover,
enhancements are most pronounced for small dataset sizes,
also indicating a saturation effect for a growing number of
subjects. For training data from ten users, accuracy increases
by 4.2 %, which is comparable to the 4.7 % GAN-induced
increase coming at much higher complexity for a training set
with nine users reported in [2]. Note that the numbers reported
therein refer to validation accuracy, which might be easier to
enhance. In addition to the improvement, Fig. 5 also shows
the remaining gap between the new accuracy values and the
highest level achieved by training without augmentation and
full dataset, which is 87.1 %. The accuracy with augmentation
surpasses the previous benchmark already with 25 subjects in
the training set and falls less than one percent short of it for
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Fig. 4. Synthesis of additional samples by Doppler frequency-domain and time-domain rescaling. Red arrows indicate the direction of rescaling.
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Fig. 5. Improvement of cross-subject validation accuracy over dataset
extent for frequency-domain (FD), time-domain (TD), and joined (FD+TD)
augmentation. The blue curve reflects the negative of the difference between
the best result without augmentation and the result with augmentation,
−(Accmax − Acc).

20 subjects. Thus, the extent of the training set can be halved
without significant performance loss, reducing measurement
effort.

V. CONCLUSION

In this paper, novel data augmentation techniques for
Doppler spectrograms have been presented. By manipulating
data throughout the radar signal processing chain in time
and Doppler frequency domain, additional samples can be
generated that enhance gesture recognition accuracy by
margins comparable to more complex approaches. In contrast
to methods used in computer vision, the introduced techniques
take into account spectral width of the radar data in the Doppler
frequency domain. By combination with other methods, even
larger improvements may be achieved. Furthermore, it has
been demonstrated that cross-subject accuracy tends to saturate
with growing dataset size. With the presented augmentation
techniques, saturation accuracy can be reached with only half

the amount of training data, thereby relaxing measurement
requirements.
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