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EXECUTIVE SUMMARY
This deliverable will detail the requirements of the data collection framework to be deployed for the
project. The requirements include the performance and energy indicators that the data collection
framework is expected to log and analyse, the agreed data formats and the architecture of the data
collection tool. The deliverable also discusses the available datasets from Flexiant and the University
of ULM.
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CACTOS

Context-Aware Cloud Topology Optimisation and Simulation
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IPMI

Intelligent Platform Management Interface
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Hadoop Distributed FileSystem
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Baseboard Management Controller
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Intelligent Platform Management Bus
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Performance Application Programming Interface
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Virtual Machine
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HVAC
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PDU

Power Distribution Unit
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I. INTRODUCTION
This deliverable outlines the requirements of the CactoScale data collection framework. The
requirements include the performance and energy indicators that the framework should collect
from datacenters; the format of the data collected from the datacenters; an outline of the existing
performance datasets available to CACTOS for analysis; and a preliminary architecture of the data
collection, logging and analysis tool and its interfaces to low-level data collection tools.
The data collection framework is part of CactoScale and therefore it shares its output with CactoOpt
and CactoSim. The results of the data analysis will help identify opportunities for optimization in
CactoOpt for scheduling, mapping and provisioning. CactoSim will exploit CactoScale results to
simulate optimization models, to predict the behaviour of applications on different resources and to
validate and improve models. The work carried out in WP4 along with the work of WP3 will support
WP5 to deliver a context-aware-cloud topology optimization toolkit. The toolkit will provide
automated infrastructure management methods including dynamic workload placement, scheduling
and migrations.
The CactoScale data collection framework is based on the Hadoop distributed file system (HDFS),
thus it shares its valuable attributes such as scalability, parallelism and fault tolerance. It features
extensible monitoring capabilities which allow the monitoring of a variety of resources such as
embedded sensors, external instrumentation, hardware counters, error log files, workload traces,
network, processor core, memory, storage and application logs.
CACTOS utilises an agent-based monitoring architecture, but it also features IPMI monitoring
capabilities. The role of IPMI is complementary to agent-based monitoring systems. IPMI runs
independently of the installed OS. Therefore, it is not vulnerable in cases where the operating
system becomes unresponsive. A typical configuration of IPMI is comprised by a baseboard
management controller BMC and a set of sensors which are connected to BMC via I2C or IPMB bus.
The structure of this deliverable is as follows: Section II presents the performance and energy
indicators that the framework will collect and analyse. Section III presents the required data formats
for performance and energy data and outlines the preliminary design of a scalable data collection
architecture for CACTOS. Section IV presents the existing data traces available to CACTOS and
performs an analysis of their content. Section V provides concluding remarks.
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II. PERFORMANCE AND ENERGY INDICATORS
The implementation of scheduling optimisations requires feedback from the system status in order
to dynamically adjust the schedule and balance the current system load. There is a plethora of
available system monitoring tools that expose the system metrics to the user. Next to the typical
performance indicators related to the effective execution time of the application, its actual energy
consumption also plays a vital role for the control and management of modern day data centers. Not
only does the current carbon emission of data centers sum up to the same amount as the current
aviation industry, it also increases at a rate way faster than any other industrial domain. What is
even more important for data center providers is the implicit cost in terms of energy consumption,
cooling etc.

1. PERFORMANCE INDICATORS
There is large range of tools that can be used to extract information from a cloud platform. Each tool
can be used to target specific components of a host node and analyse its performance. The most
important components of a host that CactoScale has to measure are cpu, memory, I/O and network.
In this section we describe some of the available tools and its uses to extract information on the
system performance.

a) CPU MEASUREMENTS
There are many tools that can be used to collect the performance indicators required by the CACTOS
toolkit. One of them is the sar tool[8] which is part of the sysstat utilities package reports
information on CPU, disk, and memory performance indicators. The processor core (CPU) usage that
can be collected from this tool is %user, %nice, %system, %iowait,%idle, %irq and %steal values of
each node. CPU utilization is measured by evaluating the percentage of time that the allocated CPU
spends for processing the instructions of the applications. In [12], CPU usage is considered a Green
Performance Indicator(GPI) and it is used to estimate the efficiency of resources allocation among
the running applications. An application using less CPU but delivering the expected results according
to the user requirements consumes less energy[13].

b) MEMORY MEASUREMENTS
Memory usage is a performance indicator, which characterizes the percentage of allocated memory
that is used by applications. The tools that report memory statistics are vmstat, free, top, sar and
pmap. Vmstat[14] is part of the sysstat utilities package and it reports the amount of memory that is
free, used, swapped, buffered and cached. These monitoring statistics are used to diagnose major
performance issues caused by lack of free memory and large swapping files which cause system
thrashing.
The memory I/O usage metric determines the average memory operational performance in terms of
I/O operations. It indicates whether a HPC job is memory intensive. Monitoring this metric enables
the diagnosis of a possible bottleneck for a job, which produces medium CPU load whilst outbidding
the available memory bandwidth. In this case a scheduling optimization would allow the job to be
deployed on a node with higher memory bandwidth capability, thus improving both the
performance and energy efficiency for the job execution [12].The perftools is a performance
2|P a g e
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analyzing utility that can be attached to a running process in order to measure performance
counters[19]. Intel Performance Counter Monitor (PCM) tool also reports memory bandwidth using
integrated memory controller counters. Hardware counters employ circuitry residing in the memory
controller, and monitor transaction requests coming from various sources, e.g. the processor cores,
the graphic engine, or other I/O agents. Memory traffic metrics can be derived in the form of data
read/written from or to DRAM in number of bytes.
The number of page faults per second[20] indicates the frequency that data is missing from physical
memory and CPU cache. Disk access is required when a page fault occurs. A large number of page
faults hinders the system performance and indicates that the running applications are memory
intensive. Based on this metric the scheduler can assign the running application to a node with
higher memory bandwidth capability and higher memory capacity. The number of page faults per
second is reported by ps, top and sar tools.

c) PERFORMANCE COUNTERS
The number of cache misses per second indicates the frequency of failed attempts to write or read a
piece of data in the cache. A high rate of cache misses results in longer latencies which occur from
accessing the data from the main memory instead of the cache. The amount of cache depends on
the CPU architecture. Given this performance indicator a scheduler can assign VMs or running
applications to nodes with higher memory bandwidth or to nodes that utilize CPUs with larger cache
or a combination of both. The monitoring of this indicator is accomplished by collecting log files
produced by PAPI[21], PCL[22] and LIKWID[23] tools that provide access to hardware performance
counters of modern processors.

d) I/O MEASUREMENTS
The I/O operations per second (IOPS) is a performance measurement used to monitor storage
performance[24]. It indicates the number of reads and writes per second to non-contiguous storage
locations. The iostat monitoring tool reports the storage IOPS and also provides the percentage of
time (iowait) that the CPU is idle while waiting an I/O operation. A high iowait value indicates a
bottleneck at system storage or a running application, which is storage intensive. The average I/O
throughput of a storage device is determined by the I/O latency and the seek time of the medium as
follows: 1/(seek time+latency)=IOPS.

e) NETWORK MEASUREMENTS
Network latency indicates the propagation time of a packet to reach its destination. High latencies
can result to an unresponsive system and lag. A ping test is performed to monitor latency. High
latencies can result from network contention. Using the ping and traceroute[25]commands we
obtain the Round-Trip-Time (RTT), which is the time required to send one packet and receive an
answer back.
Network bandwidth usage indicates the utilization of the available network bandwidth. High
network utilization can result in a slowdown of the communicating nodes.Iptraf[26]and iftop are
monitoring tools, which report the network utilization. By monitoring bandwidth utilization the VMs
can be distributed to system nodes in such a way that utilization peaks in individual nodes is
avoided.
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f) DATA LOGS
Application errors can be spotted by collecting and analysing application logs. Most services write
their error log files to subdirectories of the /var/log directory.OpenStack services use the standard
logging levels, at increasing severity: DEBUG, INFO, AUDIT, WARNING, ERROR, CRITICAL, and TRACE.
That is, messages only appear in the logs if they are more "severe" than the particular log level, with
DEBUG allowing all log statements through. OpenStack error logs come from different services:
nova, syslog, horizon, keystone, neutron, glance and libvirt.

2. ENERGY INDICATORS
Power consumption logs can be created either by means of external digital multimeters, which
measure the voltage and current or by probing embedded sensors. Intel introduced the Running
Average Power Limit (RAPL) [10]. RAPL sensors allow measuring the power consumption of the
following CPU-level components: whole CPU package, processor cores, an undocumented specific
device in the uncore space and the memory controller.
System temperatures are an indicator of the system power consumption. Higher energy
consumption leads to higher temperatures which can be measured either by onboard sensors [27]
or by external instrumentation. IPMItool reports the temperatures and fan speed that are
monitored by onboard sensors. The flexibility of the proposed infrastructure allows us to extend our
metrics and monitoring tools by adding measurements from a variety of resources such as hardware
performance counters, environmental sensors in the datacentre or any other resource of interest.
Within this section we will summarise the key Green Performance Indicators, i.e. metrics and
properties that reflect the energy consumption of an application in terms of the utilisation of
resources and their respective energy impact. Even though data centers consume energy (and thus
produce CO2) as a whole, one must distinguish how the individual levels of the infrastructure
contribute to the total energy consumption:
It is obvious, that as we go closer to the actual processor, the impact of resource utilization plays a
bigger (relative) role, as for e.g. the utilisation of just the CPU alone already contributes to 50% of
the motherboard’s energy consumption (Figure 3). On server level, the utilisation still plays a
considerable role, but is distributed over multiple motherboards at the same time, so that the total
impact depends on the number of nodes actually utilised and the impact of power supply starts to
play a considerable role (Figure 2). Finally, on the level of the total data center, we must consider the
total amount of servers involved in the execution of the respective application, but in particular the
total cooling starts to become the major energy consumption factor (Figure 1).
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Figure 1:Typical energy consumption on data center level [Source: Info-tech Research Group, 2010]

Figure 2:Typical energy consumption breakdown at the level of a server [32]

Figure 3:Typical energy consumption breakdown at the level of a single processor motherboard [33]
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To be more precise, with respect to modern data center organisations, we can distinguish between
three levels of energy consumption factors:
1.

The node:
The lowest level of infrastructure in a data center (that is treated as a logical unit) is the
motherboard or node, including local cooling, RAM etc.

2.

A rack or cabinet:
Multiple of such groups aggregated into a cabinet, not sharing memory directly anymore,
but connected by a common bus. Typically contains an uninterruptible power supply (UPS)

3.

Data center as a whole:
A group of racks or cabinets put together in a single room with heating, ventilation and air
condition (HVAC) for cooling. This includes power distribution equipment.

Building up from the investigations executed by [12], [13], [31], GAMES1 and CoolEmAll2, we can
therefore identify the following key green performance indicators (GPI):
Level

Energy Factors

Source

Node

Node Power Usage

CPU Utilisation

MHz per Watt

Server Usage

Bandwidth per Watt

Network Usage

Capacity per Watt

Storage Usage

IOPS per Watt

IO Usage

Power Supply loss

Power Supply

Relative utilisation*

accordingly

Heat exchanger usage

AC

UPS usage

UPS

Relative utilisation*

accordingly

Power Conversion

Power Supply

Rack

Data
Cente
r

Data Center Utilisation
(DCU)
Power Usage Effectiveness
(PUE)
Energy Efficiency Ratio

AC, cooling

(EER)
* aggregated according to deployment
Table 1:overview of green performance indicators for a data center

In the following, we will quickly explain these individual factors:

1
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„Green Active Management of Energy in IT Service centers“, funded by the EC under contract
nr.248514. http://www.green-datacenters.eu/
2
„Platform for optimising the design and operation of modular configurable IT infrastructures and
facilities with resource-efficient cooling“, funded by the European Commission under contract nr.
288701. http://www.coolemall.eu/
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a) NODE-LEVEL ENERGY FACTORS
The node level is essentially the level equivalent to a single desktop machine. Though nodes can be
bundled into blades and groups, and nodes can also be segmented into processors, this does not
make a lot of difference in terms of their key performance indicators and distribution of energy
consumption. For reasons of simplicity, we assume here that the full node is dedicated to a single
application instance or user. To break up the application/user’s information on a more fine-granular
level, it must be assumed that the respective information is available on a per processing unit level.
The key components on this level are hence: CPU, Memory, Network I/O, Fan, Power Supply and any
other potential storage device, in case of disk-based clusters. Accordingly, we can distinguish the
following energy metrics:


Node Power Usage: represents the relative power used by the respective node over its
power rating, as specified by the manufacturer. This is the effective relative power
consumption.



MHz per Watt: indicates the relationship between actual (current) frequency and the actual
(current) power consumption. This is similar to FlOPs per Watts.



Bandwidth per Watt: similar to MHz per Watt, this metric refers to the efficiency of data
access per unit of power. It is calculated as current effectively used bandwidth over current
power consumption.



Capacity per Watt: represents the energy efficiency of the storage facility (RAM and/or disk)
in terms of the actual offered capacity over the power drawn by the respective device.



I/O operations per Watt: measures the power efficiency for I/O operations or transactions
per second. It is defined as the ratio of number of operations over the power consumed by
the I/O device.



Power supply loss: for every node (and more correctly, for every group attached to a power
supply unit), the loss by the respective unit has to be taken account for. This factor adds
proportionally to the effective power consumption of all devices in the node/group.

b) RACK-LEVEL ENERGY FACTORS
A rack or cabinet aggregates multiple nodes, which almost always means that the unit is not fully
dedicated to one single application, but in fact to multiple applications at the same time, which
needs to be respected accordingly.
Next to the individual nodes, the rack typically adds an uninterruptible power supply and a heat
exchanger to the list of devices consuming energy. In terms of energy related metrics, this means:


Relative utilisation: represents the aggregation of all node level power utilisation for a
specific application over the total resource usage in the rack. In other words, this is the
relative contribution of the application examined to the power consumption per rack.



UPS usage: is the total power supplied by the UPS measured at the output in relation to the
rated apparent power of the UPS (as given by the manufacturer). It too must be added as a
proportional power consumption factor.



Heat exchanger usage: is defined as the heat reduction of the heat exchanger in relation to
the maximum capacity of heat transportation. The according ratio can be converted into
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energy consumption proportionally and adds accordingly to the power metric per resource
utilisation of the application within the rack.

c) DATA-CENTER-LEVEL ENERGY FACTORS
The highest infrastructure level is obviously the data center itself, which incorporates multiple racks
into a single environment. As a simplification, we ignore the loss of power supply towards the data
center, but only consider the actual power utilisation (and hence energy consumption) within the
main computing pool. We furthermore assume that all according pools are aggregated into a single
unit, though practically the calculations below can be applied to each pool accordingly.
Next to the racks, the data center adds the following components that contribute to energy
consumption: (water/air) Cooling and Power Converter. Therefore we can identify the following
additional metrics:


Relative utilisation*: just like on rack level, but accounting for the total number of racks and
their respective application-specific utilisation.



Power Conversion: compares to the UPS usage, yet on the data center’s net level, from the
incoming power supply onwards.



Data Center Utilisation (DCU): the amount of power consumed by the IT equipment in
relation to the total equipments’ rated capacity (according to The Green Grid, “Productivity
Indicator,” 2008).



Power Usage Effectiveness (PUE): the ratio of the actual power consumption of the data
center over the power consumption of the IT equipment [34].



Energy Efficiency Ratio (EER): reflects the theoretical cooling capacity according to the
manufacturer’s specification in relation to the actual power usage of the cooling system.
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III. DATA STRUCTURES AND FORMAT
The data collected in CACTOS are compliant to the Common Information Model (CIM). The CIM is an
abstract data model that may be used as a reference, a category scheme of labels (data names) and
applied meanings of data definitions, database design, and a definition of the structure and
vocabulary of message schemas. The CIM also includes a set of services for exchanging data called
the Generic Interface Definition (GID). Due to its abstract nature, the CIM may be implemented in
many ways. Some users may want to be more specific to support a particular product or project;
others may want to limit its scope. The abstract nature of the CIM leads to flexibility and competing
demands for its enhancement. It is important to remember that the CIM does not have to be
implemented in its entirety in a given project. The model is based on an object oriented design and
does not outline implementation details. In this section we present the CIM data structure for
CACTOS and we also present IPMI’s complementary role to CACTOS which is designed as an agentbased monitoring system. Furthermore, we outline the preliminary design of a scalable data
collection architecture for CACTOS.

1. CIM
The Common Information Model (CIM) [28] is a conceptual framework for describing computing and
business entities in enterprise and service provider environments. It provides a consistent definition
and structure of data based on an object-oriented model.
CIM consists of a specification and a schema. CIM Specification describes an object-oriented meta
model using Unified Modeling Language (UML) and defines the syntax and rules. CIM Schema
provides a set of classes with properties and associations to set a well-understood conceptual
framework in order to organize the available information about the managed environment[29].
CIM Schema is comprised of the Core and Common Models. The core model includes classes,
associations and properties to provide a basic vocabulary for describing managed systems. The
Common Models capture notions common to particular management areas, but independent of any
particular technology or implementation. The common models are Application Model, Database
Model, Devices Model, Event Model, Interop Model, Metrics Model, Network Model, Physical
Model, Policy Model, Support Model, Systems Model, and User Model. Among these different
models, CIM Metrics Model is considered appropriate to define the data scheme and structures for
any data collected by the CACTOS monitoring infrastructure.
CIM Metrics Model defines the management components that allow the dynamic definition and
retrieval of metric information. The model is based on dynamic definition, manipulation, and use of
arbitrary metric information for all types of objects in the CIM class hierarchy.
Advantages of CIM Metrics Model
The CIM Metrics Model has several benefits:
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It allows metrics to be dynamically associated with any kind of resource in the CIM class
hierarchy.



It provides definition of the measurement data for the management application to
understand what the data means.



A metric definition may apply to several different types of resources ensuring that the
metric has the same semantics across different resources.



A metric may have multiple values over a certain time period, but the same metric
definition can be applied to all of them.



Management application can read most current measurement.



Allows long-term monitoring, where the data collector stores collected performance values
for future use.



Asynchronous access to performance data, where the application subscribes for events and
gets notified later with an event if the given criteria are met.



Ability to “drill down” to the root cause of a given problem which can help administrators
to analyze and correct a problem.

Implementation of CIM Metrics Model
A CIM Client sends operation requests to a CIM Server, which processes the operations. In typical
implementations, CIM server is split into two major components: the CIM Object Manager (CIMOM)
and one or more CIM Providers. The CIMOM is responsible for protocol and operation processing,
security, and repositories; the CIM Provider is the glue code between the resource instrumentation
and its CIM object representation. Whenever a CIM client application asks for the monitoring data,
the Metrics provider would forward this request to the existing infrastructure and return the result.
In the CACTOS monitoring infrastructure, if for example HBase is the monitoring data store, by using
CIM Metrics Model, an object-oriented model can be applied while keeping Hbase underneath.
Figure 4describes the layered architecture for this. Hbase gathers the monitoring data periodically.
On top of the Hbase is the Distributed Data Server, which maps the Hbase data into XML over HTTP
format. This interface could be exploited by a CIM Metrics Provider on top of CACTOS monitoring
infrastructure.

CIM Client

CIM Object Manager (CIMOM)

CIM provider

Distributed Data Server (XML over
HTTP)

HBase

Figure 4: Providing a CIM interface to Hbase
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2. IPMI
The Intelligent Platform Management Interface (IPMI) [16] is an open standard hardware
management interface specification that defines a specific way for embedded management
subsystems to communicate [15]. IPMI information is exchanged through baseboard management
controllers (BMCs), which are located on IPMI-compliant hardware components. Its main usage by
system administrators is to manage a computer system and monitor its operation. Using low-level
hardware intelligence instead of the operating system has two main benefits. First, this
configuration allows for out-of-band server management, and second, the operating system is not
burdened with transporting system status data. The out-of-band server management allows
monitoring of systems that might be unresponsive by using a network connection to the hardware
instead of the operating system.
The IPMI standardized protocol allows monitoring and management software to monitor multiple
heterogeneous systems. IPMI operates independently of the operating system, thus a remotely
monitored system is not required to comply with specific OS requirements or to have installed
specialized monitoring and management software. IPMI functions can work in all the following
scenarios where an OS has not booted yet, the system is powered down or there is an OS failure.
Typical sensor groups that are monitored using IPMI are temperature, voltage, current, fan, physical
security (e.g. chassis intrusion), platform security violation attempt, processor and memory
embedded sensors.
The functionality of IPMI lies in specialized firmware that runs on a dedicated embedded controller
referred as Baseboard Management Controller (BMC) that is typically on the system board. An IMPI
function is accomplished by sending commands over IP to the BMC using standardized instructions
identified in the specification. The BMC collects and logs event messages in the System Event Log
(SEL) and maintains a Sensor Data Record (SDR) which describes the embedded sensors in the
systems. The sensors are connected to BMC through an I2C bus or through an Intelligent Platform
Management Bus/Bridge (IPMB) which is an enhanced implementation of the I2C bus. The BMC itself
may have other interfaces to an external management system through serial ports or Ethernet.
LAN

Direct
Interface

System
Interface

Baseboard
Management
Controller

IPMB
IPMB

Management
Controller

Sensors

Power supply

Sensors

System
Event
Log

Sensor
Data
Repository

Management
Controller

Sensors

Chassis

Figure 5: Baseboard Management Controller
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The IPMItool[17][18] is a toolkit designed to interact with BMC and collect the status information for
system components including fan RMP, temperature probe reading and memory ECC errors.
Furthermore, the IPMItool integration in CACTOS provides real time monitoring information of the
power consumption by retrieving Field-Replaceable Unit (FRU) data from the power supply. Disk
failures can be predicted by monitoring sensor readings from storage units, which indicate the disk
status. IPMItool is used to retrieve error logs that are recorded in the System Event Log. The
produced error logs can also indicate a processor failure, BIOS failure, power supply failure, physical
security breach, boot errors and LAN errors.
IPMI has a complementary role in agent-based systems like CACTOS. The functionality of IPMI is
independent of the condition of the CPU, the BIOS and the Operating System. Therefore, IPMI is
suitable for monitoring and diagnosis in cases where the OS is not responding.

3. MONITORING TOOLS OVERVIEW
This section outlines the data collection framework to be deployed for the project. This includes the
use of monitoring tools for data extraction and the designing of a data transferring and storing
scheme for the efficient manipulation of data. Our goal is to present a scalable solution for
monitoring large scale distributed systems and performing real time analysis on collected data logs.
The suggested data collection framework is able to monitor and collect workload, system and log
traces from an elastic cloud platform. The architecture of the monitoring tool is designed to handle
big data efficiently and use parallel MapReduce jobs to perform analytics.
Modern monitoring tools have to face the challenge of monitoring large-scale elastic platforms. The
majority of the monitoring tools are capable of collecting and managing a large infrastructure by
implementing a hierarchical structure based on a static topology. In the case of cloud platform,
monitoring tools have to cope with a volatile number of virtual machines while maintaining high
data collection throughput and respond in real-time.
Currently, there exist a large number of different monitoring systems. Some of the most known
monitoring tools are Splunk[2], Nagios[3], Zabbix[4],TIMaCS, Ganglia, Flume and Chukwa. We have
selected to present Ganglia, Flume, Chukwa and Ganglia because of their scalability, the reliability
they present and the real time log analysis performance.

a) GANGLIA
Ganglia is a scalable distributed monitoring system for high performance computing systems such as
clusters and Grid [6]. It is based on a hierarchical design as seen in Figure 6, targeted at federations
of clusters and it utilises widely used technologies such as XML for data representation, XDR for
compact, portable data transport and RRDtool for data storage and visualisation. Ganglia
architecture is based on the following main components:
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Ganglia monitoring daemon (gmond)



Ganglia meta daemon (gmetad)



Round Robin Database (RRD)



Ganglia PHP web front-end
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GANGLIA MONITORING DAEMON
Ganglia monitoring daemon (gmond) runs on every system node we need to monitor. Gmond
gathers metrics from the monitored node, listens to other gmond agents over multi-cast and
transmits over a TCP connection the XML description of the cluster state to gmetad.
GANGLIA META DAEMON
Gmetad is a metric aggregation agent. Its basic functionality is to poll a designated cluster node for
the status of the entire cluster. Gmetad has the ability to switch node in case of failure of the cluster
node which gmetad polls for metrics. Gmetad gathers data from multiple gmond or gmetadsources,
stores it to a local round-robin database and exports the aggregated data in XML format over a TCP
connection to the clients.
ROUND ROBIN DATABASE
RRD provides high performance data logging and graphing system for time series data. RRD
maintains a constant and predictable data storage size that is defined at the time the RRD file is
created. When new data is added to RRD, old data is eliminated. Older data are compacted into
Round-Robin Archives (RRA) using a consolidation function which performs some computation on
many data points to combine it into a single data point over a longer period.

Figure 6: Ganglia architecture

b) FLUME
Flume monitoring tool provides a distributed and reliable system for efficiently collecting,
aggregating and shipping large amounts of data logs from many different sources to a centralized
data store [5]. Flume is based on the following core concepts:
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Agent
o

Source

o

Channel

o

Sink

Flume event: An event is a singular data unit that Flume transports from a point of origination to its
final destination.
Client:Any interface implementation that connects to Flume and sends data to a source. Examples of
clients would be a syslog daemon or a logging package such as a log4j appender.
Agent: A container for hosting sources, sinks and channels to facilitate the transportation of events
from one place to another.
Source: A component which gathers events from a specialized location or mechanism and places it
to one or more channels. A source requires at least one channel to function.
Channel: A component that buffers an event until it is consumed by a sink.
Sink: A component that removes events from a channel and transmits them to a chained agent or
their final destination. Sinks that transmit events to their final destination are called terminal sinks.
HBase sink and HDFS sink are examples of terminal sinks. An Avro sink is an example of a regular sink
that can transmit messages to other agents running an Avro sink.
DATA FLOW
The data flow in Flume starts from the client. Each event flows from the client to a source which
operates within an agent. The source delivers it to one or more channels and the channels are
drained by one or more sinks operating within the same agent. The event will be forwarded to the
next agent until it reaches a terminal sink.
By configuring sources to deliver the event to more than one channel, flows can fan out to multiple
destinations as in Figure 7. Flows can also converse as in Figure 8, by assigning multiple sources
within one agent to the same channel.

Figure 7: Flow fan out
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Figure 8: Converging flow

c) CHUKWA
Chukwa is a scalable, reliable and open source data collection system for monitoring and analyzing
large distributed systems [1]. It is built on top of Hadoop Distributed File System (HDFS) and
MapReduce framework. Therefore, it inherits Hadoop’s scalability and robustness. It is available as
open-source software and is currently in use at a number of sites, including Berkeley, Selective
Media, and CBS Interactive [35]. It is also has been used in the past by NetFlix which is an industrial
large cloud service provider and currently they have developed their own branch named Suro [36]
based on the original release of Chukwa. Chukwa is being under constant and active developement
and a new version has been released as of 22/11/2014. The design of Chukwa is based on the
implementation of the following basic components:


Agents



Collectors



Extract Transform Load Processes (MapReduce Jobs)



o

Achiving

o

Demux

Hadoop Infrastructure Care Centre (HICC Web Interface)

CHUKWA AGENTS
Agents are services which run on every node where logs need to be collected to Hadoop HDFS. The
agents feature a range of dynamically-controllable modules called Adaptors. The adaptors act as
source “wrappers” and enable the agent to collect logs from a variety of sources as shown in Figure
9.

Figure 9:Chukwa Agent
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AGENT ADAPTORS
An agent can monitor different data sources on a node. This is achieved by using dynamically
controllable modules called adaptors. The adaptors wrap other data sources such as a file or Unix
command line tools. Chukwa features a variety of adaptors such as:


File tailing adaptors that can tail a single log file or a directory with various log files.



ExecAdaptor which can be used to run a monitoring tool periodically.



UDPAdaptors. These adaptors can receive data packets over a selected UDP port and
transmit them to a remote collector.



X-trace adaptors for network diagnostics.



Sigar.SystemMetrics adaptor which collects CPU, disk, memory and network utilization
statistics.



SocketAdaptor binds to a port and listens for Log4j SocketAppender traffic.

COLLECTORS
The data logs are gathered by the agent in every node and then they are forwarded to the Collector
over HTTP. The collector gathers data logs from several agents and stores them in a Data Sink in the
Hadoop Distributed File System (HDFS) as seen in Figure 10. The collector provides a port to allow
external processes to watch the stream of chunks passing through the collector. The description of
this module matches the release being available at the time of writing of this deliverable 3.

Figure 10:Chukwa Collector

EXTRACT-TRANSFORM-LOAD PROCESSES
Collectors can write data directly to HBase or sequence files. HBase is suitable for continuous
monitoring of data streams. HDFS provides better throughput when working with large volume of
data. Chukwa provides two kinds of MapReduce jobs (Figure 11) to process incoming data:


Archive Job: It is used to consolidate a large number of data sink files into a small number of
archive files. Archiving jobs do no parsing or modification of the file contents.



3
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Demux Job: It parses Chunks to produce ChukwaRecords which are set of key-value pairs.

A new release version 6.0 of Apache Chukwa has been released as of 22/11/2014.
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Figure 11: ETL Processes

DATA FLOW
Figure 12 depicts how Chukwa is deployed in a multiple node system. As noticed from the figure, in
Chukwa architecture there is an obvious distinction between the monitoring system and the system
being monitored. This is very useful in the case of cloud systems due to the elastic nature of the
monitored Virtual Machines.
The data collection scheme works as follows: Data logs are generated in each node. Several adaptors
capture the data logs from different types of sources and send them to the agent. The agent
connects to one of the available collectors and sends the data. The collectors gather the logs from
the agents and store them in HDFS.

Figure 12:Chukwa Monitoring Tool

d) TIMACS
The German national research project TIMaCS has been delivering an architecturefor an
autonomous management platform for very large cluster computing systems. Its implementation is
relying on data collection solutions such as Nagios[3], [30] or Ganglia[6]and uses this data to assess
the overall system situation and to trigger (re-)actions. The actions are derived from pre-defined
rules and policies by human operators and stored in a knowledge base. Additionally regression tests
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analysing the health status by comparing properties such as read performance over time are used to
predict component failures before they actually happen.
The TIMaCS framework is designed as a policy and knowledge based monitoring and management
framework with an open architecture and hierarchical structure, capable to monitor and manage
pro-actively very large computing systems. Manageability layers acting on different levels of
aggregation and abstraction of information form the hierarchy of the system. This is achieved by
aggregating values or by generating state information for groups of different granularity, forming
abstraction layers:
Resource/Node layer consists of switches, storages and compute-nodes on which virtual machines
or jobs are executed. It is responsible for provisioning of (a) HPC resources and VM instances for
execution of jobs, (b) basic monitoring information reflecting the state of resources, VM instances
and processes/applications running on these resources, and (c) management interfaces allowing to
execute commands on these resources.
Node-Group layer is responsible for aggregating, abstracting and intelligently reducing the
information-flow received from the underlying nodes, enabling to resolve scalability limitations of
existing monitoring tools by building groups (of nodes within a node-group) according to capacity of
monitoring tools (such as Nagios or Ganglia) used by TIMaCS framework. The group building can also
be based on resources that depend on each other or on common resources, such as nodes that are
connected to the same network-switch. The reduction of information flow can be determined by the
state of particular group of nodes.
Cluster layer is a group of Node-groups that depend on common cluster-infrastructure or clusterservices, such as a job-scheduler. It is responsible for (a) scheduling of jobs and their assignment to
available resources, (b) monitoring status of these resources based on information provided by
underlying layers of the TIMaCS framework, and (c) monitoring of jobs based on state of resources
and VM-instances on which jobs are executed.
IT-Service layer is in charge of monitoring and managing service levels (and QoS) offered to
customers, based on status of jobs and their QoS (such as response-time) provided by cluster layer,
comparing to those defined in Service Level Agreements (SLAs).
Business layer is responsible for steering of the entire process of service provisioning by setting
business policies (such as violation of SLAs for class gold must be lower than 1%) and monitoring
compliance of IT to these business policies and external regulations.
A possible realization of the hierarchies can be achieved in a tree-like structure, as shown in Figure
13below.
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achieved in a tree-like structure, as shown in ﬁgure 1
below.
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8
As mentioned above the implemented aggregation and decision rules are simple and assume the
typical rather homogeneous application set of parallel applications found on cluster systems. The
decision procedures are assuming a hierarchy making it possible to have very simple rules on the
resource level with short decision times and more complex analysis and decision rules on the higher
layers. Nevertheless the whole decision procedures are based on pre-defined rules by human
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errors, described by Algorithm 1. In the next step,
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end
Algor ithm 2: The decision procedure
Figure 15:TIMaCS Simple Data Processing Flow
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decollection and analysis system for monitoring large distributed systems, it is reasonably robust
and it is built8on top of HDFS and MapReduce. Chukwa is tailored for collecting logs and other
data from distributed monitoring systems and it provides a workflow that allows for incremental
data collection, processing and storage in Hadoop. It is available as open-source software and is
currently in use at a number of sites, including Berkeley, Selective Media, and CBS Interactive
[35]. It is also has been used in the past by NetFlix which is an industrial large cloud service
provider and currently they have developed their own branch named Suro [36] based on the
original release of Chukwa.

20 | P a g e

D4.1 Data Collection Framework

Cactos

Figure 16: Data collection architecture design

DATA FLOW DESCRIPTION
The data collection flow for CACTOS cloud platform is as follows: A VM produces logs which can
either be stored in a file or streamed directly to a port. An agent is running in each VM and gathers
the logging information using a custom adaptor depending on the type of source. The collected data
are forwarded to a collector node as in Figure 17.
Collector nodes are part of the monitoring infrastructure and each collector can manage a few
hundreds of agents. Collectors pack data in large chunks which are then marked for later processing.
This procedure improves the throughput of the storage subsystem. The data chunks can be archived
directly into Hadoop Distributed File System (HDFS) without any modification, or they can be preprocessed into sequences of (key, value) pairs using map-reduce jobs [7].
Collectors also provide the option of writing the collected data to HBase. HBase is a ColumnOriented data store which is built on top of HDFS. It supports random real-time CRUD operation and
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provides consistent reads and writes. It supports MapReduce for massively parallelized processing
on the input data and there are various HBase clients available such as Java, Thrift, REST and Avro.
The data collected in HBase or HDFS can be further analyzed using Map-reduce framework to
provide us with useful results concerning the system status, potential bottlenecks and anomaly
detection.

Figure 17:Chukwa Data Flow

DATA PERSISTENCE AND SYSTEM SCALABILITY
In order to perform long term data analysis it is necessary to collect data logs for long time periods.
Logs from a 2000-node production cluster at Yahoo! would generate approximately 5.5 MB of data
per second [1]. More than 95% of this data was Task Tracker Logs and system metrics data
accounted more than half the remainder (2.5%). This amounts to an estimated 4.3TB of system
metrics data collected annually out of an overall of 143TB of data for 2000 nodes. CACTOS data
collection storage architecture is based on Hadoop Distributed File System (HDFS) to accomplish
scalable and reliable data storage. Figure 18 depicts the topology of the nodes for the deployment of
HBase on top of HDFS. Separate server nodes, as shown in the picture, for HBaseMaster, Namenode
and SecondaryNamenode would enhance the HDFS stability. The available storage capacity is
expandable by including additional DataNodes which can be hosted by regular nodes.

22 | P a g e

D4.1 Data Collection Framework

Cactos

Figure 18:HBase on top of HDFS

HBASE DATA MODEL
HBase is a key-value store that works as sparse, persistent, distributed, multidimensional, sorted
map. It works as an ordered map by associating keys to values. The key is multidimensional and
consists of the row-key, column family, column and timestamp, thus the mapping has the form of
(row-key, column family, column, timestamp) -> value. The term sparse in this case means that only
cells which have a value will be stored in the database.
The HBase data model consists of different logical components such as tables, rows, column
families, columns, cells and versions.
The HBase tables consist of rows and columns. Columns are grouped into column families. Rows are
identified by a rowkey. Rowkeys are unique in a table.
Column families have one or more columns and each column family is stored in storage file known
as HFile. A column is identified by a column qualifier that consists of the column family name
concatenated with the column name using a colon (e.g.cf:cn). A column family can have multiple
columns and rows within a table.
A cell stores data which is called value. A cell is a unique combination of the row key, the column
family and the column.
The value stored in the cell is versioned and the value versions are identified by a timestamp. The
default number of versions is 3 and it is configurable.
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IV. CACTOS DATA TRACES
In this section we present and analyse the available dataset traces provided by FLEX and UULM. The
input data from UULM include I/O traces that are derived from two Unix tools used for monitoring.
The first tool is strace and it is used to monitor the system calls executed and the signals received by
a process. The second tool is iostat, and is used for monitoring system input/output device loading.
The data from these tools are consolidated into the database of the CACTOS monitoring tool.
Traces of FCO platform from Flexiant can be obtained with scripts that use the system and admin API
systems available to the administrator of the CACTOS cloud environment. The output of the FCO
platform includes a diverse amount of information such as traces on memory usage, cpu usage and
power usage.

1. CACTOSCALE DATA TRACING
Monitoring a cloud datacenter provides us with a variety of information about the status of the
cloud platform. The information can be derived from multiple sources which can be distinguished
into three categories as seen in tables Table 2 Physical layer dataTable 2,Table 3 and Table 4. In the
case of the physical layer Table 2 we have data that can be collected by performing measurements
on each host of the cloud platform. Table 3 presents data that consider the logical layer of a cloud
platform. As the logical layer of the cloud we define all the metrics, data and services with regard to
the Virtual machines and the virtualisation middleware of the platform. Table 4 presents a variety of
data logs which is another source of information of a cloud. Data logs are valuable for a cloud
operator because they enable the maintenance and support of the platform.
Table 2 Physical layer data

Physical Layer
Metric Type

Processing
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Metric

Description

cpu core#

The number of cores in each
processing unit.

Frequency

The frequency of each cpu core in
Mzh

Cache

The amount of cache on each
processor expressed in Bytes.

Cpu_user

The percentage of CPU utilization that
occurred while executing at the user
level (application).

Cpu_ nice

The percentage of CPU utilization that
occurred while executing at the user
level with nice priority.
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Physical Layer

Memory

Network

Cpu_sys

Thepercentage of CPU utilization that
occurred while executing at the
system level (kernel).

Cpu_idle

The percentage of time that the CPU
or CPUs were idle and the system did
not have an outstanding disk I/O
request.

Cpu_irq

The percentage of CPU utilization that
occurred while serving hardware
interrupts.

Cpu_wait

The percentage of time that the CPU
wasidle during which the system had
an outstanding disk I/O request.

Architecture

The processing architecture such as
X86- and RISC-based processors.

RAPL_PCK

Cpu package power consumption.

size

Total memory size

Free

The amount of memory that is free.

used

The amount of memory that is used.

Read/Write bandwidth

The read and write bandwidth of the
memory.

RAPL_DRAM

Memory controller power
consumption.

rx_bytes

Number of bytes received on a
network interface.

rx_dropped

Number of packets dropped while
received on a network interface.
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rx_errors

Number of erroneous packets
received.

rx_frame.

The total number of received frames.

rx_overruns.

The number of received packet
overruns on a network interface.

rx_packets.

The total number of transmitted
packets.

tx_bytes

Number of bytes transmitted on a
network interface.

tx_carrier

Number of transmitted carrier errors.
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Physical Layer

Storage

Node

tx_collisions

The number of times a collision is
detected later than one slot-time
from the start of packet transmission.

tx_dropped

Number of packets dropped while
transmitted on a network interface

tx_overruns

The number of transmitted packet
overruns on a network interface.

Free

Total free Kbytes on filesystem.

Used

The total used Kbytes on filesystem.

Number of disk
reads/writes

Number of physical disk reads/writes.

Bytes read/write

The Number of physical disk bytes
read/written.

Uptime

Uptime shows the duration since the
last time the node was not
operational.

nodename

The name of the current node.

Node Power Usage.

The relative power used by the
respective node over its power
rating, as specified by the
manufacturer. This is the effective
relative power consumption.

Table 3 Logical layer data

Logical Layer
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Metric Type

Metric

Description

VM

cpu cores per
VM

Number of cores assigned to a VM.

Cpuutilisation

The cpuutilisation of a VM.

Allocated
memory

Memory allocated to a VM.
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Logical Layer

Hypervisor

Resident set
size memory

Memory used by a VM.

Net RXBY

Number of bytes received by a VM
to the network.

Net TXBY

Number of bytes transmitted by a
VM to the network.

Block RDRQ

Number of disk read requests.

Block WRRQ

Number of disk write requests.

RDBY

Disk bytes read by VM since last
displayed.

WRBY

Disk bytes writtenby VM since last
displayed.

Active

Number of active VMs in host.

Blocked

Number of blocked VMs in host.

Crashed

Number of crashed VMs in host.

Inactive

Number of inactive VMs in host.

Domain ID

VM identification.

Domain
name

Name assigned to the VM.

Hypervisor
type

Type of hypervisor in host (KVM,
XEN, ESXi, Hyper-V).

Table 4 Data logs

Data Logs

Logs

Console logs
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Description

Output generated by
console.
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messages

Operating system and
general messages

auth.log

Authenication logs

kern.log

Kernel logs

cron.log

Crond logs (cron job)

Keystone.log

Cloud platform
authentication logs.

Nova.log

Compute node logs.

Glance.log

Image service logs.

Neutron.log

Cloud platform network
logs.

Libvirt instance
logs

Instance specific logs.

Cinder.log

Block storage logs.

2. UULM TRACES
University of Ulm provides three types of input data. All of them were acquired during the
procurement of a compute cluster and reflect common application patterns as they can be found in
the area of chemical computation. The benchmarks and their methodology are discussed in detail in
the upcoming deliverable D7.1. This section mainly deals with describing the tools that are used to
gather the information that was later used as input for the benchmarks, iostat and strace. It
further presents the data format used by these tools, and finally, necessary steps to extract the
required information.

a) STRACE
strace is a system tool that ships for instance with any Linux distribution. Its primary purpose is to
monitor the system calls4 executed by a single operating process as well as the signals received by
that process. It is commonly used for diagnostic, instructional, and debugging purposes in particular
of binary applications. Calling
strace <straceargs> <application> <application args>
will execute <application> with <application args> as parameters. The application runs
regular, but will be intercepted whenever it crosses the user/kernel space boundary. Then, strace
will monitor the kernel level function to be called as well as the arguments passed to that function
call and the return value. This data is either written to standard error or collected in a file.

4
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The output format is mostly text based and dependent on the respective system call to be
performed. For instance,
open("/dev/null", O_RDONLY) = 3
has successfully opened the file “/dev/null” in read-only mode. The success is indicated by the
return value 3 that represents a file descriptior that can be used in subsequent read operations.
Similarly, the command ls -l /dev/null (list information about “/dev/null”) generates the
system call
lstat("/dev/null", {st_mode=S_IFCHR|0666,
st_rdev=makedev(1, 3), ...}) = 0
Here, lstat (return information about a file) for “/dev/null” is invoked. The status of the
invocation is 'successful' (indicated by 0). Further, the returned information about the file is
captured in the second parameter stating that it is a character device (S_IFCHR) readable and
writable and by all three user groups (0666). “st_rdev” denotes the file id of this character device.
The rest of the return value is truncated.
The output of strace can be configured via various command line parameters. In the following, we
present a non-exhaustive list of options that may be valuable for the use in CACTOS.






-c enables the collection of statistics such as time, number of calls, and errors on a per
call basis
-f enables the tracing of spawned child processes
-r print timestamps for each system call
-T shows the time spent in system calls
-e specifies which events to trace. This may be used for instance to only collect file
operations, but no networking operations.

Needless to say that tracing applications with a non-neglectable run-time and regular operating
system interaction generate masses of output data. The analysis of these data is cumbersome due to
the text-based, call-dependent output format.
Tools such as straceanalyzer5 may help with the analysis. Nevertheless, strace is probably the
best choice when a priory knowledge is available on what information to trace.
The following listing shows the first few lines (about one quarter) of the output generated when
strace is run with the date command:
execve("/bin/date", ["date"], [/* 45 vars */]) = 0
brk(0) = 0x705000
access("/etc/ld.so.nohwcap", F_OK)

= -1 ENOENT (No such file or …

mmap(NULL, 8192, PROT_READ|PROT_WRITE, MAP_PRIVATE|MAP_ANONYMOUS, -1, 0) = …
access("/etc/ld.so.preload", R_OK)

= -1 ENOENT (No such file or …

open("/etc/ld.so.cache", O_RDONLY|O_CLOEXEC) = 4
fstat(4, {st_mode=S_IFREG|0644, st_size=123627, ...}) = 0

5
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mmap(NULL, 123627, PROT_READ, MAP_PRIVATE, 4, 0) = 0x7f0839840000
close(4) = 0
access("/etc/ld.so.nohwcap", F_OK)

= -1 ENOENT (No such file or …

open("/lib/x86_64-linux-gnu/librt.so.1", O_RDONLY|O_CLOEXEC) = 4
read(4, "\177ELF\2\1\1\0\0\0\0\0\0\0\0\0\3\0>\0\1\0\0\0\20#\0\0\0\0\0\0" …
fstat(4, {st_mode=S_IFREG|0644, st_size=31760, ...}) = 0
mmap(NULL, 2128984, PROT_READ|PROT_EXEC, MAP_PRIVATE|MAP_DENYWRITE, 4, 0) = …
mprotect(0x7f083943e000, 2093056, PROT_NONE) = 0
mmap(0x7f083963d000, 8192, PROT_READ|PROT_WRITE, MAP_PRIVATE|MAP_FIXED| …
close(4) = 0
access("/etc/ld.so.nohwcap", F_OK)

= -1 ENOENT (No such file or …

open("/lib/x86_64-linux-gnu/libc.so.6", O_RDONLY|O_CLOEXEC) = 4
read(4, "\177ELF\2\1\1\0\0\0\0\0\0\0\0\0\3\0>\0\1\0\0\0\260\37\2\ …
fstat(4, {st_mode=S_IFREG|0755, st_size=1852120, ...}) = 0
mmap(NULL, 3966008, PROT_READ|PROT_EXEC, MAP_PRIVATE|MAP_DENYWRITE, 4, 0) = …
mprotect(0x7f083922d000, 2093056, PROT_NONE) = 0

The Molpro application is a scientific tool used for chemical computations. The traces provided by
UULM are coming from different runs of the Molpro application [37] and each run is captured in one
or multiple log files. UULM provided log data based on strace from 15 runs and the average size of
log data per run is around 500GB. The actual size of the logged data per run is dependent on the
length of the Molpro run which depends on the chemical reaction being computed. Regarding the
traces, the run with the largest data set generated around 1.6GB of data while the run with the
smallest data set generated around 450MB.
Due to the nature of strace, a log file is produced while the traced application is running.
Therefore, the size of the file gradually increases until the application run ends. The estimated rate
at which the strace size increases for a Molpro run is around 160 MB/hour on average.

b) IOSTAT
The iostat command is a Unix tool for monitoring system input/output device loading. The tool
observes the time the devices are active and relates this time to their average transfer rates. The
tool is invoked by the following command:
iostat [ -c | -d ] [ { device [ ... ] | ALL} ]
[ -p [ { device | ALL } ] ]
[ interval [ count ] ]
Calling iostat without any parameters prints a report with the usage statistics of all devices since
the system's boot time. When interval is specified a new report is created every interval seconds.
The usage statistics of later reports only take into account the time elapsed since the preceding
report has been generated. Specifying count results in count reports. Omitting it, results in
continuous report generation.
Unless specified differently by the -c (do show CPU) and -d (do show device) flags, iostat
generates two reports, one for devices and another one for CPU usage. The CPU report contains
values such as user and kernel level usage of CPU resources as well as idle time and time spent
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waiting for I/O. For multi-core CPUs the average value of all cores is listed. The following listing
shows the output of two consecutive CPU reports:
avg-cpu: %user
%nice %system %iowait %steal
3.38
0.00
1.00
0.00
0.00
95.62

%idle

avg-cpu: %user
%nice %system %iowait %steal
%idle
7.79
0.00
3.64
3.89
0.00
84.67
The entire set of CPU metrics is listed in Table 2.
The device reports list various values of device usage on basis of both physical device or partition.
The set of devices to be reported upon may be specified on the command line. The values reported
include transfers per second, number of completed read/write requests per second, average size of
read/write request, etc. The following listing shows the default device statistics while downloading a
file from the internet.
Device: tpskB_read/s
kB_wrtn/s
kB_readkB_wrtn
sda
0.00
0.00
0.00
0

0

Device: tpskB_read/s
kB_wrtn/s
kB_readkB_wrtn
sda
73.00
0.00
36376.00
0

36376

Device: tpskB_read/s
kB_wrtn/s
kB_readkB_wrtn
sda
209.00
0.00
107008.00
0

107008

The entire set of device metrics is listed in Table 6.
metric

description

user

Show the percentage of CPU utilization that occurred while
executing at the user level (application).

nice

Show the percentage of CPU utilization that occurred while
executing at the user level with nice priority.

system

Show the percentage of CPU utilization that occurred while
executing at the system level (kernel).

iowait

Show the percentage of time that the CPU or CPUs were idle
during which the system had an outstanding disk I/O request.

steal

Show the percentage of time spent in involuntary wait by the
virtual CPU or CPUs while the hypervisor was servicing another
virtual processor.

idle

Show the percentage of time that the CPU or CPUs were idle and
the system did not have an outstanding disk I/O request.
Table 5: CPU Utilization Report

Using the -x command line parameter enables further details on device statistics. Other command
line options enable the grouping of multiple devices into one statistic or changing the data unit.
Concluding, similar to straceiostat provides a low-level tool with textual output. In contrast to strace,
the data provided by iostat are rather homogeneous and easy to parse and analyze.
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metric

description

tps

Indicate the number of transfers per second that were issued to
the device. A transfer is an I/O request to the device. Multiple
logical requests can be combined into a single I/O request to the
device. A transfer is of indeterminate size.

blk_read/s

Indicate the amount of data read from the device expressed in a
number of blocks (kilobytes, megabytes) per second. Blocks are
equivalent to sectors and therefore have a size of 512 bytes.

blk_wrtn/s

Indicate the amount of data written to the device expressed in a
number of blocks (kilobytes, megabytes) per second.

blk_read

The total number of blocks (kilobytes, megabytes) read.

blk_wrtn

The total number of blocks (kilobytes, megabytes) written.

rrqm/s

The number of read requests merged per second that were
queued to the device.

wrqm/s

The number of write requests merged per second that were
queued to the device.

r/s

The number (after merges) of read requests completed per
second for the device.

w/s

The number (after merges) of write requests completed per
second for the device.

rsec/s

The number of sectors (kilobytes, megabytes) read from the
device per second.

wsec/s

The number of sectors (kilobytes, megabytes) written to the
device per second.

avgrq-sz

The average size (in sectors) of the requests that were issued to
the device.

avgqu-sz

The average queue length of the requests that were issued to the
device.

await

The average time (in milliseconds) for I/O requests issued to the
device to be served. This includes the time spent by the requests
in queue and the time spent servicing them.

r_await

The average time (in milliseconds) for read requests issued to the
device to be served. This includes the time spent by the requests
in queue and the time spent servicing them.

w_await

The average time (in milliseconds) for write requests issued to the
device to be served. This includes the time spent by the requests
in queue and the time spent servicing them.

util

Percentage of CPU time during which I/O requests were issued to
the device (bandwidth utilization for the device). Device
saturation occurs when this value is close to 100%.
Table 6: Device Utilization Report

3. FLEXIANT FCO TRACES
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Flexiant can pull a diverse amount of information from the FCO platform; this information is pulled
from both clusters within the platform and currently includes:


Node ID ( IP Address )
o



Internal IP address of node. Eg 10.157.128.31

Node Currentload
o

Node is represented from a value of 0.0 to 100.0 and details the current load that
the node is under.



Node MacAddress
o



The MacAddress of the node.

Node Ram usage
o

Represented as a percentage from 0 to 100% where 100 means that the node’s
RAM is fully utilised.



Storage usage
o



The total storage used within each cluster within the testbed.

Node Network usage
o

The network utilization represented of each individual node. Eg
rxbyt/s : 1.31 txbyt/s: 0.74



Node CPU utilization
o

Is represented as a percentage from 0 to 100% where 100 means that the node is
fully utilised.



Rack power information
o



Number of VMs on node
o



Represented is the Rack name as well as the Ampers value
The total number of VM’s per node

State of Node
o

The current state of the node, whether running, stopped, error or within
maintenance.



Error state of node
o



VM node location
o



States if node is within a error state or not.
The corresponding node UUID for where each VM is currently placed.

VM state
o

The current state of the VM, whether in running, stopped, migrating, starting or in
error.



VM CPU
o



The total number of virtual CPU’s assigned to the VM.

VM RAM
o

The total amount of RAM assigned to the VM.

An example of an output for nodeload output can be found in figure 19.
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Figure 19:Flexiant FCO example output

Data collection from the FCO platform is done by the use of the FCO API. Platform information is
pulled using a number of scripts that use the system and admin API’s and these are available to the
administrator of the CACTOS cloud environment (Flexiant). This information is pulled as close to real
time as possible using the API.
To pull this information a variety of API commands are used. This information is then captured and
presented for use by the CactoScale tool. The scripts using the API methods used such as:
listNodes that will display a full list of nodes when passed a cluster ID
The Cluster Type Node from the system API is used to pull the latest available CPU, RAM, ID, Load,
macAddress, number of servers, state for each Node
FCO also provides a command line tool called "nodetool”http://docs.flexiant.com/display/DOCS/node-tool
This tool is pre configured on the management node and can provide a range of node information as
shown below.

Dump from the Flexiant API node tool output:
Node IP:
10.157.128.39
XVPManager data
Node ID:
10
Node RAM:
10126.449 MB
CPU cores:
4
State:
Running
Error:
No
Load:
0.200
Servers:
5
Config group:
0
Node type:
Compute
Router group:
0
MAC addresses for 10.157.128.39:
d4:ae:52:c4:31:09
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This information is then presented in a way for the CACTOS Tools to pick up and use.
Per node, the total size of all currently exposed data sources per day is on average 106kb. If we
multiple this by the total numbers of nodes, then this equals an average data size for the FCO
testbed to be 1.696MB per day. For historical usage this information is compressed and stored every
24 hours, so total storage for longer term can be reduced.
Further development will see more data sources exposed and used within the CACTOS project. For
example a networked PDU (power distribution unit) will be added to the CACTOS research platform
to allow more detailed power usage of the compute nodes running the project VMs. In addition a
monitoring agent will be installed at a VM level, this will allow VM level metrics to be pulled
accurately from within the VM as well as allow custom metrics to be pulled from the VM.
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V. CONCLUSIONS AND NEXT STEPS
This deliverable describes the requirements of the CactoScale data collection tool, in terms of the
performance and energy indicators that need to be collected, the data structures and formats that
will be used in the framework, the architecture of a scalable data collection infrastructure that will
be used in the project. A preliminary analysis of existing data traces is also provided as a reference.
CactoScale integrates a diverse set of monitoring tools that report the performance and energy
indicators to be collected. These tools are monitoring the status of the nodes and virtual machines
of the system and produce logs in real time. The monitoring infrastructure is designed to consume
the logs produced by the resources and store them in HDFS which is a scalable, parallel and
distributed storage. Furthermore, the monitoring architecture allows log data to be written directly
to HBase on top of HDFS. HBase is a key/value store and it works as Sparse, Consistent, Distributed,
Multidimensional, Sorted map.
By using MapReduce on the collected data we plan to perform correlation analysis of workload,
system and log traces. This task focuses on a statistical correlation analysis of the following types of
traces: workload traces derived from logs of schedules; system utilization traces derived from
periodic sensing; and error logs. We will focus on temporal analysis of workloads at multiple time
scales, which will help identify opportunities for optimization in WP3. Contrary to state of the art
practices that analyze each of the three types of traces that we consider in isolation, we follow an
approach that correlates all traces in an attempt to gain deeper insight into workload and system
behaviour. The correlation analysis process will begin with spatial and temporal filtering algorithms
which eliminate redundancy in traces. While many generic spatio-temporal filtering algorithms are
applicable in this context, we will innovate by exploring algorithms that leverage semantic
information on the workload, such as classification of jobs in terms of the lifetime and number of
VMs. The next step is to derive pair-wise cross-correlation between: job VM lifetime, number of job
VMs and server utilization metrics; job VM lifetime, number of job VMs and errors; and server
utilization metrics and errors. We will initially deploy signal-processing algorithms for generic
correlation and refine those algorithms with semantic information about job VMs, similarly to the
process that we propose for filtering. We expect this initial correlation process to yield valuable
insight on how consolidation of VMs affects server utilization, power and failure rates. Following
pair-wise correlation, we will perform holistic correlation of the three classes of traces (workload,
system, errors) and apply advanced correlation clustering algorithms to the end result. The main
purpose of the clustering algorithms will be to classify VMs in bins according to their resource
requirements, power requirements and likely failure patterns. These bins will form suitable profiles
of the datacenter resources that should be assigned to each class of VMs for maximizing underutilization, SLA or energy-related criteria.
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