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EXECUTIVE SUMMARY 
This deliverable outlines a first prototype version of the optimisation model used in CactoOpt, the CACTOS 

infrastructure optimisation tool. The purpose of this deliverable is to demonstrate interfacing of the optimisation 

model with preliminary characterization templates describing workloads and infrastructures, i.e. model 

representations of cloud application workloads (describing virtual machine deployment, configuration, and load) 

and the data centre (hardware) resources they are executed on. This deliverable additionally shows the 

integration of CactoOpt in the overall architecture of CACTOS and discusses use cases and optimisation capabilities 

supported by the first CactoOpt prototype. 

CactoOpt is designed using a sensor-actuator model where the optimisation engine’s view of the surrounding 

world is captured in a set of infrastructure topology and load models (sensors) and the actions the optimisation 

engine can use to affect data centre resources (actuators) are represented using an optimisation plan language 

(describing a set of infrastructure actions recommended to optimise data centre layout and operation). The model 

does not assume that all recommended optimisation actions are immediately taken, but rather views these as a 

set of recommendations the optimizer gives to an external party (e.g., a virtualisation middleware integration 

implementation or a systems administrator) as part of a greater optimisation plan. 

This document describes CACTOS deliverable D3.1 – a prototype optimisation model designed for use in CactoOpt. 

As described in this document, the CactoOpt tool is one of the three main tools in the CACTOS toolkit and this 

document is related primarily to two other CACTOS year 1 deliverables: CACTOS deliverable D5.2.1 - CACTOS 

Toolkit Version 1 (2014) that describes the overall design and architecture of the toolkit, and CACTOS deliverable 

D5.1 - Model Integration and Supporting Tooling (2014) that details the construction of infrastructure topology 

and workload models and the integration of the different tools in the toolkit based on these models. 
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I. INTRODUCTION 
This document describes the prototype CactoOpt optimisation model, its integration in the CACTOS Prediction 

Toolkit and CACTOS Runtime Toolkit, and discusses use cases and initial prototype capabilities for infrastructure 

optimisation.  

The main purpose of this initial delivery is to demonstrate the model used to integrate CactoOpt with the rest of 

the CACTOS infrastructure toolkits, including the CactoScale runtime / production environment monitoring tools 

as well as the CactoSim simulation and prediction tools. 

The remainder of the document is structured as follows: first the overall CACTOS toolkit architecture is described 

at a high level in Section II. Section III presents CactoOpt itself, while Section IV shows the detailed integration. 

Section V presents CactoOpt’s intended use cases and finally Section VI describes the optimisation capabilities of 

the first prototype. 
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II. CACTOS TOOLKIT ARCHITECTURE 
This section provides a high-level view of the CACTOS toolkit architecture. 

 

Figure 1: High-level view of the CACTOS toolkit integration architecture (illustration from [1]). 

CACTOS brings together analysis, optimisation and simulation of large-scale data centres, enabling data centre 

operators to use their infrastructure in a more efficient manner. As illustrated in Figure 1, the first version of the 

CACTOS run-time toolkit defines three main tools that each realize a core functionality in cloud infrastructure 

management : CactoScale (run-time analytics), CactoOpt (infrastructure optimisation) and CactoSim 

(infrastructure simulation and evaluation). 

CactoScale collects information on the physical properties of a data centre. This includes information on the 

physical infrastructure, such as the nodes and the hardware placed in each node, as well as the placement of 

virtual machines (VMs) on nodes. CactoScale periodically collects the infrastructure information and combines it 

with information on the current load measured for the physical as well as the virtualized resources. It then uses 

the information to build and periodically update instances of the CACTOS infrastructure model.  

The infrastructure model instances created by CactoScale are periodically passed on to CactoOpt for optimisation. 

CactoOpt analyses the infrastructure models and identifies optimisations on the infrastructure, such as VM 

migrations or an increase of resources assigned to a virtual machine. The optimisations are serialized into a set of 
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optimisation operations. These optimisation operations are then carried out by the virtualization middleware, e.g. 

OpenStack. 

CactoSim plugs into the unified CACTOS tooling similar to the cloud middleware. It gets notified of optimisation 

through the same abstraction layer used for the virtualisation middleware. The simulation can be used to simulate 

arbitrary scenarios represented in CACTOS models. These CACTOS models can either be created automatically by 

CactoOpt, or manually constructed by a data centre operator e.g. in order to estimate the benefit an expansion of 

the data centre hardware would have on the provided QoS. 

As also illustrated in Figure 1, the information flow between CactoOpt and the rest of the CACTOS toolkit is 

encapsulated in the infrastructure and optimisation plan models. CactoOpt defines a sensor-actuator model, i.e. a 

model that captures what the optimization engine can see (sensors) and affect (actuators) in its surrounding 

world, that allows CaptoOpt to isolate and define optimisation algorithms that act independent of the remainder 

of the CACTOS toolkit architecture. Additional information regarding the tooling and integration of CACTOS tools 

are available in CACTOS deliverables D5.2.1 [1] and D5.1 [2] respectively. 
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III. CACTOOPT - THE CACTOS OPTIMISATION TOOLS 
The purpose of the CACTOS optimisation toolkit (CactoOpt) is providing resource optimisation mechanisms that 

can be used to optimize the operations of cloud data centre infrastructures. Over several iterations, the toolkit is 

planned to implement a set of resource optimisation tools for, e.g., workload modelling and prediction, resource 

configuration, and virtual machine deployment optimisation. Four releases are planned for CactoOpt:  

 the first prototype version demonstrating the integration of the model into the toolkit architecture 

(documented in this document),  

 a predictive cloud application model detailing modelling and description of cloud application behaviour 

and implied resource requirements (month 15),  

 an extended optimisation model defining more advanced optimisation capabilities (end of year two),  

 and a final optimisation model demonstrating the fully integrated and tuned optimisation model (end of 

year three).  

The following tables describe the specific features of each release and refine this overall plan. 

  Date: September 30th 2014 

Deliverable Scope and Description 

Prototype optimisation model 

An initial optimisation model to demonstrate the interfacing of 
the model with preliminary characterization templates 
describing workloads and infrastructures. All performance 
predictions are made on virtual machine level and are based on 
historical data from virtual machine monitoring and logs. The 
initial version of the optimisation model is intended to lay the 
foundation work on infrastructure and workload models, as well 
as preliminary versions of the optimisation actuators (i.e. what 
the optimisation engine is able to affect in the target 
infrastructure), and will not contain any advanced optimisation 
algorithms for infrastructure optimisation. Optimisation abilities 
are in this version of the toolkit restricted to search-based 
methods for finding optimal virtual machine placements and 
configurations based on infrastructure model data. 

 

 Date: December 30th 2014 

Deliverable Scope and Description 

Predictive cloud application model 

A prediction-capable model of cloud services that models 
application characteristics such as execution environment, user 
behavior, and quality of service aspects like service response 
times, workloads, scalability, and burstiness. Application 
behavior is quantified in terms of hardware resource capacity 
requirements (e.g., CPU, RAM, etc.) as these are expressed at 
virtual machine level. Preliminary prediction capabilities are 
based on application resource utilization pattern models. An 
initial workload approximation and prediction model that 
describes the resource capacity requirements of cloud 
applications and outlines foundational work in workload 
characterization and application classification. From the initial 
models defined in this release, more advanced resource capacity 
prediction mechanisms that characterize and predict application 
behavior will be developed. 
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 Date: September 30th 2015 

Deliverable Scope and Description 

Extended optimisation model 

An enhanced version of the optimisation model that will feature 
predictive capabilities based on further developed application 
resource utilization models. Building and extending on the 
prototype optimisation and predictive cloud application models, 
the extended optimisation model will incorporate more 
advanced optimisation algorithms, e.g., constraint programming 
optimisation as well as heuristics-based optimisation models that 
can be applied to resource level optimisation scenarios such as 
optimisation of initial virtual machine placement, virtual machine 
migration, vertical scaling of virtual machines (and their resource 
assignments). The purpose of the extended optimisation model 
is to finalize the initial versions of optimisation interfaces and 
models defined in the prototype models, and to demonstrate the 
potential of more advanced algorithms and optimisation tools 
based on these models. 

 

 Date: September 30th 2016 

Deliverable Scope and Description 

Final optimisation model 

The final optimisation model supports joint optimisation of 
network usage and system resources. The model should also be 
capable of considering consolidation effects together with 
workload scheduling and migration. The final optimisation model 
will naturally build (and extend) on the extended optimisation 
model and will feature more advanced and fine-tuned 
optimisation mechanisms that operate on both resource and 
(holistic) data centre level. Higher-level optimisations are 
intended to both interact with and use resource-level 
optimisations to achieve holistic data centre level infrastructure 
optimisation objectives. 
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IV. INTEGRATING CACTOOPT 
CactoOpt integrates with the other CACTOS tools primarily through two constructs – Infrastructure Models that 

capture and describe the elements of the surrounding infrastructure (e.g., virtual machines and data centre 

compute resources), and an Optimisation Plan Model that describes the actions the optimisation engine 

recommends to optimize the data centre (virtual) layout and configuration. 

Infrastructure optimisations are actions that can be taken to improve the efficiency of the target infrastructure. 

From a high-level perspective, the optimisation process can be seen to consist of a continuously repeated 

workflow that: inspects the current state of the infrastructure, builds a (set of) model(s) to represent the state, 

reasons and constructs optimisation plans for the infrastructure, and enacts individual actions within the 

optimisation plans to improve the efficiency of the infrastructure. 

 

Figure 2: The Sensor-actuator Model of CactoOpt. 

As illustrated in Figure 2 the integration concept between the optimisation core of CactoOpt and the rest of the 

CACTOS tools can be described in terms of a sensor-actuator model. The sensors (i.e. what the optimizer sees of 

the surrounding world) consist of the physical and logical data centre and load models described in Section 2. 

These models contain all state data the optimizer prediction and optimisation algorithms operate on. The 

actuators (i.e. what CactoOpt can affect in the surrounding world) are described in an optimisation plan that 

consist of a set of optimisation recommendations generated by the optimizer, e.g., actions such as “place virtual 

machine x on physical machine y” or “migrate virtual machine x from physical machine y to physical machine z”. 

The optimisation actions are described using a (configurable) set of predefined optimisation actions defined in the 

Optimisation Plan Model. Optimisation plans are translated to cloud stack-specific operations by middleware 

integration components (as illustrated in Figure 1). 
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1 APPLICATION PROGRAMMING INTERFACE 
All interaction between CactoOpt and the other parts of the CACTOS is initialized via the CactoOpt Application 
Programming Interface (API). For simplicity, this interface consists only of a single method in the initial prototype 
of the toolkit: 
 
OptimisationPlan generateOptimisationPlan (PhysicalDCModel pdcm, 

                                           LogicalDCModel ldcm, 

                                           PhysicalLoadModel plm, 

                                           LogicalLoadModel llm, 

                                           Deadline deadline) 

The optimisation method takes five arguments as an input. The first four represent models of the topology 

(structure and configuration) and load of the data centre at physical and logical levels (described in Section IV.2). 

These models constitute the full view of what the optimisation algorithm knows about the data centre 

infrastructure. The last argument, deadline, sets a limit on a computation time. If the optimisation process is not 

able to find the optimal solution in the given time it returns the best of the solutions it has found within the 

specified time frame (possibly an empty set of optimisation recommendations, i.e. a recommendation to not apply 

any changes). The use of optimisation deadlines may impact what optimisation algorithm to use to obtain the best 

possible result in the given time (e.g., narrow deadlines exclude use of certain computationally demanding and 

time-consuming optimisation methods). 

The result of generateOptimisationPlan is a set of recommended changes to the logical and physical infrastructure 

of the modelled data centre. The format of OptimisationPlan is described in detail in Section 3. 

The optimisation process of CactoOpt can be triggered in two ways: automatically and manually. Automatic 

invocation can be triggered by some other part of the CACTOS toolkit, e.g., periodically on some configured 

schedule or in response to some internal or external event such as a hardware failure, a utilization limit being 

reached or simply the arrival of a new virtual machine. Manual triggering of CactoOpt is of course also possible, 

and can be performed by systems administrators for example in experimentation in simulated environments (in 

conjunction with CactoSim) or using CACTOS administration tools in production environments. 

Full details of the integration of CactoOpt and the surrounding CACTOS infrastructure is available in D5.1 [2]. 



 

8 | P a g e       D 3 . 1  P r o t o t y p e  O p t i m i s a t i o n  M o d e l  C A C T O S  

 

2 INFRASTRUCTURE TOPOLOGY AND LOAD MODELS 
As previously described, the sensor part of the CactoOpt sensor-actuator model consists of model representations 

of the topology and load of the optimized cloud data centre. The CACTOS Cloud Infrastructure Model represents a 

formalized description of the infrastructure of the data centre managed and optimised by the CACTOS runtime 

and prediction toolkits. The model defines the general structure of a data centre’s hardware environment, the 

layout and deployment specifics of the logical virtualization layer placed on top of the hardware, and the load 

measurements for both physical and virtual layers of the data centre. The purpose of this is to encapsulate an 

abstract topology and load description of the data centre that completely allows tool integration via a proper 

defined meta-model. 

The CACTOS Cloud Infrastructure Model consists of four models. Two topology models describe the topological 

layout of the physical and virtual entities of the data centre - the Physical Data Centre Model and the Logical Data 

Centre Model. Two load models describe the (current and in later versions historical) load applications and 

services place on the data centre resources - the Physical Load Model and the Logical Load Model.  

The Physical Data Centre Model represents the physical infrastructure of the data centre. This includes, but is not 

limited to, the hierarchical rack-node structure, cluster configuration, network layout, and a description of the 

hardware installed in each node.  

The Logical Data Centre Model models the virtual infrastructure deployed on top of the physical resources, e.g., 

the virtual machines, their configuration, network definitions, and deployment patterns (mappings of virtual 

machines to physical compute resources).  

The Physical Load Model contains load measurements taken on the physical infrastructure that are caused by the 

applications running on the data centre.  

The Logical Load Model has the same purpose as the Physical Load Model but for the virtualised resource 

environment: instead of measurements on physical resources, e.g. the CPU utilization, it is used to represent 

measurements performed on virtualized resources such as virtual CPUs. 

The CACTOS infrastructure models are fully documented in CACTOS deliverable 5.2.1 [1]. High-level Unified 

Modeling Language (UML) representations of the models are available in Infrastructure Model . 
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3 INFRASTRUCTURE OPTIMISATION PLAN MODEL 
Invoking the CactoOpt optimisation API produces a CactoOpt Optimisation Plan, a standalone model instance 

describing a set of recommended optimisation actions that can be taken to alter the state of the modeled cloud 

data centre to improve its overall efficiency (as expressed by some targeted objective function). In the sensor-

actuator model of CactoOpt, actuators are essentially represented by sets of actions that middleware integration 

implementations define for infrastructure optimisations, e.g., placement or migration of a virtual machine. 

CactoOpt provides optimisation plans that can be modified, approved and executed by the Virtualization 

Middleware Integration. The semantics is set in the Optimisation Plan Model. An optimisation plan specifies a 

recommended order between optimisation actions as part of its description. This allows execution in parallel, 

where possible.  

 

Figure 3: Optimisation Plan Model with actions and their orders 

An OptimisationPlan consists of arbitrarily nested sequential and parallel steps represented with SequentialSteps, 

ParallelSteps and OptimisationActionSteps, as shown in Figure 3. Possible actions include: the initial placement 

(VmPlacementAction), VM migration (VmMigrationAction), vertical scaling (VerticalScalingAction), as well as 

starting, suspending and stopping VMs (StartVmAction, SuspendVmAction and StopVmAction). These actions are 

described in the following paragraphs. 

VMPlacementAction describes what VM should be placed on what host (Hypervisor), what amounts of memory 

and storage are required (proposedMemory and proposedStorage), and specifies the required frequency of 

VirtualProcessingUnit (proposedFrequency) together with possible processing unit affinities (PuAffinity). 

VmMigrationAction provides information from which physical machine (sourceHost) to which physical machine 

(targetHost) a given VM (VirtualMachine) should be migrated. It can also specify new processing unit affinities 

(PuAffinityAfterMigration). 

VerticalScalingAction is a superset of actions for controlling vertical scaling. They are described separately later in 

this section. 
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StopVmAction determines which VM (VirtualMachine) should releases all used resources, while SuspendVmAction 

releases virtual processing unit and memory by moving the second one to the permanent storage. StartVmAction 

restores resources (if they are available) to the VM and resumes processing. 

 

Figure 4: Optimisation Plan Model vertical scaling actions 

Figure 4 shows the vertical scaling actions. The actions allow changing the amount of storage 

(LogicalStorageScalingAction) or memory (LogicalMemoryScalingAction) as well as frequency of both physical 

(PhysicalFrequencyScalingAction) and virtual processing unit (LogicalFrequencyScalingAction). 

PhysicalFrequencyScalingAction specifies a recommended value of frequency (proposedFrequency) for selected 

physical processing unit (scaledPhysicalProcessingUnit). Similarly, LogicalFrequencyScalingAction specifies a 

recommended value of frequency (proposedFrequency) for a selected virtual processing unit 

(scaledVirtualProcessingUnit). 

LogicalStorageScalingAction specifies a recommended amount of local storage (proposedLocalSize) assigned to the 

selected VM (vMImageInstance). 

LogicalMemoryScalingAction specifies a recommended amount (proposedSize) of memory (scaledVirtualMemory) 

assigned to the selected VM. 

As a result of optimisation method CactoOpt toolkit will generate a CactoOpt Optimisation Plan, a standalone XML 

document describing all suggested optimisation actions. That document will be then parsed by middleware 

integration implementations in order to apply suggested actions on existing or simulated data centre. 
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4 CACTOOPT INTEGRATION 
CactoOpt is accessible through the API documented in Section 1, in the same manner both when integrated in the 

CactoSim simulation environment and in the CactoScale runtime environment. As illustrated in Figure 1, CactoOpt 

is designed to operate seamlessly in both environments. Being fully abstracted by the API and the infrastructure 

and optimisation models allows a degree of separation of concerns where CactoOpt can define optimisation 

mechanisms only in terms of what it is capable of seeing in the infrastructure models and what it is capable of 

changing using optimisation recommendations in optimisation plans. 

As CactoOpt is realized as a standalone Java component, the CactoOpt API is reachable both over network and in 

process depending on the deployment method used. When deployed as a web service, other parts of the CACTOS 

toolkit can reach the API using standardised web service invocations (to be realized in later versions of the 

CactoOpt toolkit). When imported as a plain-old-Java-object (POJO), the CactoOpt component can be deployed as 

part any regular Java process, and operate in the same virtual machine as the hosting application (CactoScale or 

CactoSim). 
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V. INTENDED USE CASES 
CactoOpt facilitates the optimisation of data centre infrastructures with respect to efficient provisioning of 

compute capacity to virtual machine hosted cloud applications. The intended use cases of CactoOpt are essentially 

to provide cloud data centre infrastructures (semi-)automated mechanisms for optimizing its configuration and 

operation, intended to be coupled with other data centre operator tools to visualize results of, experiment with, 

and predict the impact of data centre optimisation strategies. Fundamental capabilities of CactoOpt include: 

 The ability to optimize the deployment of virtual machines. CactoOpt inspects (via data from CactoScale) 

the infrastructure (including current load and running virtual machines) and determines the optimal 

placement of new (arriving) virtual machines. This is done based on evaluation of some high-level 

objective function such as maximization of (some aspect of) resource capacity (e.g., network bandwidth), 

minimization of overall power consumption, or maximization of server consolidation (e.g., number of 

virtual machines per physical machine). 

 The ability to perform heuristics-based evaluations of current deployments of virtual machines. CactoOpt 

defines heuristic functions that express some aspects of utility in virtual machine deployment, e.g., a 

summarized cost function for the load virtual machines place on local network segments or a predicted 

energy consumption cost on virtual machines, node, or rack level. Deployment evaluation cost functions 

are then used to evaluate and compare current deployment plans against alternative plans from 

simulation or optimisation. 

 The ability to (continuously) identify opportunities for improvements in virtual machine deployment 

layouts and plan for migrations of virtual machine within and between clusters in data centres. Key to this 

ability is the definition of cost functions that accurately model the cost of migration of virtual machines 

(not only in direct transfer costs or performance delays, but also in resulting network load and potential 

impact on co-located / neighbouring machines and workloads). Important use cases for this ability include 

not only use of virtual machine migration as an actuator in optimisation, but also in interactive use cases 

where data centre operators may want to weigh the potential gains of migrating a workload against the 

risks and costs associated with the action. 

 The ability to plan for optimized dynamic reconfiguration of both virtual and physical resources within the 

data centre. Reconfiguration of virtual machine hardware assignments may be used to dynamically adapt 

to changes in incoming request rates to servers (planned or predicted peaks in workload), for example 

increasing the amount of RAM and CPU cores assigned to virtual machines in anticipation of a load peak. 

Reconfiguration of physical hardware may consist of, for example, to adjust CPU frequencies in a similar 

manner. 

 The ability to plan for optimized admission control and (horizontal) scaling of virtual machines for cloud 

applications. This ability can be used both for automatic adjustment of the number of virtual machines 

spawned for a particular cloud application as well as to (in simulation) evaluate alternative deployment 

plans for both hardware and software (virtual machines). Key to this ability is the formulation of 

application workload models and load prediction techniques that can capture workload fluctuations to an 

accuracy where, e.g., the costs of virtual machine instantiations can be weighed against the costs of 

potential service-level agreement violations that would result from delays. 

In this first iteration, CactoOpt supports algorithms for initial placement and scaling of virtual machines. Heuristic 

functions for evaluation of placement efficiency and comparison of optimisation actions are in the initial prototype 

version based on virtual machine state and do not consider holistic effects of individual optimisation actions on 
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the entire data centre. Optimisation algorithms are developed in prototypical (simulated) environments and (in 

the initial version) focused on simple, greedy functions (e.g., finding the node that best matches a certain resource 

capacity description). These capabilities will be further refined in later versions of the toolkit. Optimisation and 

heuristics functions will later on be developed to support more advanced modeling of application behavior, virtual 

and physical machine load, prediction of application and workload behavior. 
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VI. OPTIMISATION CAPABILITIES 
In this chapter, the optimisation capabilities of the initial prototype version of the CactoOpt are described. As the 

main purpose of the first deliverable of the toolkit is to demonstrate the integration of the optimisation model 

with the CACTOS toolkit architecture, the optimisation capabilities of the prototype are limited. Here we described 

a first selected subset of optimisation capabilities that are supported in the first version of the toolkit. The 

capabilities are primarily search-based and do not require advanced optimisation algorithms, but are 

representative of the intended use cases of the model. 
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5 OPTIMISATION OF INITIAL ASSIGNMENT OF VIRTUAL MACHINES 
A key task in any cloud data centre operation environment is matching newly arrived virtual machines to physical 

hardware resources to execute on. We refer to this as virtual machine placement and consider it to be a crucial 

component in automated data centre scheduling and resource management. In CactoOpt, virtual machines are 

placed at physical hosts subject to a set of placement criteria that collectively aim to fulfil an operator controlled 

objective function, e.g., optimisation of energy efficiency in the data centre or highest possible fulfilment of a 

previously negotiated service-level agreement. Placement criteria can range from user-specified restrictions on 

placement locations (e.g., affinity constraints such as “make sure to place virtual machine X on a host with at least 

64GB RAM”) to automatically calculated optimisation criteria that ensure some desirable aspect of data centre 

layout or configuration (e.g., anti-affinity constraints such as “do not place virtual machine X on the same physical 

host as virtual machine B” or “do not place virtual machine X on any host connected to a network segment with a 

load exceeding 20% of the available bandwidth”). 
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6 OPTIMISATION OF HARDWARE RESOURCE ASSIGNMENTS OF VIRTUAL 

MACHINES 
In addition of placing virtual machines on physical hosts, automated data centre operation must also consider 

optimisation of the (amount of) hardware resources that are assigned to virtual machines. Optimisation of virtual 

machine hardware resource assignments (often referred to control of vertical virtual machine elasticity) refers to 

two separate tasks: determining a suitable amount of hardware resources to assign to a newly arrived virtual 

machine at the time of placement and instantiation (virtual machine configuration), and finding the optimal 

amount of hardware resources to (re)assign to an existing virtual machine during runtime (virtual machine 

reconfiguration). The process of initial virtual machine configuration can be aided by user- or configuration-guided 

requirements, e.g., specification of a minimum amount of CPU cores for a virtual machine, whereas virtual 

machine reconfiguration typically relies on monitoring of VM performance in terms of some key performance 

indicator or quality of service constraint. 
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7 DETECTION OF LOAD-INDUCED MIGRATION OPTIMISATION 

OPPORTUNITIES 
A key characteristic of cloud workloads is that the resource requirements (and resource usage) of virtual machines 

vary over time. Hence data centre optimisation engines must consider not only static, but dynamic optimisation 

scenarios as well. Vertical elasticity adaptations can be very useful to dynamically adapt to fast variations in 

workload, but are inherently limited to the resource capabilities of the virtual machine host. In server 

consolidation scenarios it can sometimes be necessary to migrate virtual machines to split workloads between 

hosts, e.g., to move a virtual machine to reduce the load of a shared physical resource or to migrate a virtual 

machine to a less loaded resource. The initial version of the CactoOpt prototype is limited to coarse-grained 

approximations of resource requirements, and optimisation searches that only consider shallow search depths. 

Seen from the perspective of workload migratability, the natural extension of migration is horizontal virtual 

machine elasticity (adding or removing virtual machine instances instead of scaling their size). This as well will be 

addressed in later versions of CactoOpt and will require application models capable of modelling application 

behaviour and resource requirements in an accurate and predictive manner. 
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8 ALGORITHMS AND PLANNED FUTURE OPTIMISATION CAPABILITIES 
As the initial version of the optimisation toolkit is aimed at demonstration of integration of the CactoOpt and the 

rest of the CACTOS toolkit, the first prototype supports only limited optimisation capabilities based on greedy 

algorithms and search-based optimisation methods. For initial assignments of virtual machines the first version of 

CactoOpt supports satisfying placement constraints directly related to performance optimality, e.g., placing 

arriving virtual machines at the least loaded physical host, or at the physical host with the largest amount of 

available (unutilized) RAM. For virtual machine (re)configuration the first version is limited to reactive approaches 

detecting VM-level resource shortages for vertical resource elasticity. Detection of load-induced virtual machine 

migration opportunities are similarly limited to greedy detection of less loaded physical resources, which in later 

versions of the toolkit will include more holistic approaches to also take more advanced load mixing scenarios into 

considerations. 

These initial optimisation capabilities are included to demonstrate (a subset of) the intended use cases of the 

toolkit. Later releases of the toolkit are intended to use more advanced optimisation mechanisms such as integer 

programming and mixed integer-linear programming approaches for assignment problems, constraint 

programming algorithms for combined scheduling and placement optimisations, and heuristics-based optimisation 

methods for combined resource-level and data centre-level optimisation mechanisms. 
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VII. INFRASTRUCTURE MODEL UML DIAGRAMS 
The formalized infrastructure model of the CACTOS toolkit is documented in CACTOS deliverable 5.2.1 - The 

CACTOS Toolkit Version 1 [1]. For completeness we here include overview UML diagrams and brief high-level 

descriptions of the topology and load models used in CactoOpt. 
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9 PHYSICAL DATA CENTRE MODEL 
The Physical Data Centre Model, shown in Figure 5, defines the structure of a data centre’s physical infrastructure. 

It describes the data centre physical resources (modelled as a hierarchy of racks and nodes), which are 

interconnected by a physical network. Node configurations, cluster memberships, and network configurations are 

modelled at an abstraction level chosen to facilitate optimisation of data centre infrastructure configuration and 

operation. 

 

Figure 5: The CACTOS Physical Data Centre Model 
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10 LOGICAL DATA CENTRE MODEL 
Similar to the physical data centre model, the logical data centre model describes the layout, configuration, and 

mapping of virtual machines to physical machines in the data centre. The logical data centre model encompasses 

descriptions of a number of virtual machine-level features such as amount of provisioned memory, virtual 

processing unit (virtual CPU) type and settings. In addition, the model also describes a set of virtual-physical 

machine mapping related properties such as the VM-PM mappings, CPU affinity settings, and specification of 

storage types and access qualities for virtual machines, as well as a set of bootstrapping and migration data such 

as the size and location of virtual machine disk images and virtual network configurations and link qualities. 

 

Figure 6: The CACTOS Logical Data Centre Model. 
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11 PHYSICAL LOAD MODEL 
The physical load model annotates the physical data centre model with measurements of the load applications 

and services place on the physical resources of the cloud data centre. The purpose of the model is to describe and 

quantify resource load in multiple dimensions, e.g., CPU load, RAM utilization, and network bandwidth 

consumption, in order to facilitate planning and optimisation of data centre operations. 

 

 

Figure 7: The CACTOS Physical Load Model. 
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12 LOGICAL LOAD MODEL 
Similar to the relationship between the physical data centre and load models, the logical load model annotates the 

logical data centre model with quantifications of the load placed on virtual resources, e.g., the CPU load and RAM 

utilization of a virtual machine. Differentiation of the physical and logical load data allows not only tracing what 

load emanates from what source in the infrastructure, but also detection of resource contention issues and virtual 

machine-level workload modelling and prediction. 

 

Figure 8: The CACTOS Logical Load Model. 
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