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FOREWORD 
The computing paradigm has changed severely over recent decade(s): from the frequency race and 
the search for alternative computational approaches (e.g., bio-computers and quantum computing) 
came the very pragmatic approach of multi-core processors. By nature, these types of processors 
do not perform faster, but more computation per timeframe. To exploit this feature, software must 
become parallel, so that parts of the work can be executed on different processing cores. 

Because of parallelization (or, in fact, any work distribution), additional effort needs to be invested 
into exchange of work, data, execution status etc. which can quickly lead to deterioration of 
performance. Since the dawn of parallel computing way back in the sixties, soft- and hardware 
developers alike try to reduce this deterioration through better algorithms, more intelligent 
memory access strategies, faster busses etc.  

Unexpectedly, the design and architecture of Operating Systems has (originally) changed little to 
adapt to these new conditions and it is not surprising that this led to significant impact –in terms of 
OS performance, but also and more importantly in terms of application execution speed. This is 
mostly due to constrained access to shared resources and overhead caused by the OS complexity.  

This PhD thesis was originally triggered in 2006 to address this problem with a new Operating 
System architecture that builds up from lessons learned in Distributed and High Performance 
Computing. The idea was to split the Operating System into distributed modules that can potentially 
be replicated. Due to the complexity of the task, the initial work focused solely on said architecture.  

By the time of writing this (2019), even though the state of the art in Operating System architecture 
has changed slightly, the main problems and challenges still apply. However, multiple enterprises 
have by now recognized the problem and have started to work on approaches like the one 
presented in this thesis. At the same time, work on the Modular Operating System (ModOS) 
presented here has continued through multiple venues and it is worthwhile to quickly recapitulate 
the main developments surrounding this PhD: 

2010  The first models and design principles were presented to and discussed with various 
researchers from different universities. The outcome of the discussion led to the research 
project S(o)OS1 funded by the European Commission from 2010 to 2013. Following concepts 
like XtreemOS (subsection [D]IV.1.i), it focused on a Service-Oriented-Architecture approach 
that was not focused on HPC alone, but on internet-based distribution supporting Edge and 
Cloud. The main work consisted in developing the underlying foundations, programming 
principles and mathematical basis resulting in a conceptual simulator that allowed for many 
of the complexity analysis used in this thesis (Baaij et al., 2012). 

The project contributed to the PhD thesis of Christiaan Baaij (2015), who was part of the 
S(o)S research team at the University of Twente, NL; as well as of Javad Zarrin (2017), who 
was part of the research team at the Instituto de Telecomunicações, PT 

 
1 https://webarchiv.hlrs.de/sites/soos/index-2.html 
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2013  Work on the programming concepts was continued in the EC funded POLCA project2 from 
2013-2016. The project contributed to the PhD thesis of Robert de Groote (2015), who was 
part of the research team at the University of Twente, NL. 

  At the same time, the advanced architecture concepts were funded by the German Federal 
Ministry of Education and Research (BMBF) to address new approaches for large scale 
computing. The MyThOS project realised the main reference implementation of ModOS, 
which was developed in collaboration between the Universität Ulm and the Brandenburg-
Technische Universität Cottbus-Senftenberg. The project focused on a scalable Operating 
System for High Performance Computing purpose and therefore strongly follows the initial 
idea of the thesis. However, to allow realization of a running prototype within the project 
duration, multiple corners have been cut. As such, MyThOS was devised to support standard 
POSIX commands and library support; it runs threads in user mode (as opposed to kernel 
mode) and only works for multi-core processors, making use of shared memory instead of 
supporting communication. Scheduling and additional memory abstraction were completely 
omitted, and the base implementation of MyThOS essentially boots a pre-configured 
distributed application and runs it to completion. The work has been published in (Rotta et 
al., 2016) among others. All results are open and available on the project repository3. 

Work on the MyThOS project was a direct part of the Master thesis of Stefan Bonfert (2015), 
and of the PhD thesis of Vladimir Nikolov (2016) – both from the University of Ulm. 

2017  The concepts originally pursued by S(o)OS are being continued in the second BMBF project 
called ProThOS. The project tries to address the fact that writing distributed applications 
tailored for the Operating System and vice versa, tailoring the OS for the application case. 
Whilst the focus was on programmability, development of MyThOS continued, improving 
memory management, and most importantly supporting co-hosting the MyThOS kernel next 
to standard Linux. This allows running MyThOS on any environment and exploiting the 
communication support of Linux, though at cost of performance. The results are available on 
the project website4. 

2019  At the time of writing this, a third BMBF project, called HorME, was approved. The project 
focuses on executing complex distributed sensor scenarios with a focus on Ambient Assisted 
Living (AAL). Though not focusing on Operating Systems, HorME wants to exploit features of 
MyThOS for execution of distributed applications over embedded devices (smart sensors). 
Some work thereby aims at realizing the scheduling support for the OS. Also, MyThOS will 
be ported to ARM based devices. The results are available on the project website5 and will 
be updated as the work progresses. 

  In addition, 3 applications for research grants were submitted in 2019 to both the European 
Commission and the BMBF that build up and use concepts and results from this PhD work. 

All in all, the concepts elaborated in this PhD thesis laid the foundation for 5 research projects with 
a total funding of more than 10M€, and for at least 5 additional research project applications, 3 of 
which have not been evaluated yet. Further to this, the work contributed to 4 other PhD theses and 
1 MSc thesis. By now, the concepts and principles have been published and presented over 25 times, 
including multiple journal publications and at least 2 book chapters (see “References”). 

 
2 http://www.polca-project.eu/16-info-point/project-news 
3 https://manythreads.github.io/mythos/ 
4 https://manythreads.github.io/prothos/ 
5 https://manythreads.github.io/horme/ 
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Focus and Main Contributions of this Thesis 

It is impossible to summarise all the finds and all the research performed surrounding the Modular 
Operating System over the last 12 years. Instead, true to its original intention, this work will focus 
primarily on the key architectural concepts of a ModOS (chapter [B]IV), outline its implementation 
(part [C]) and discuss indicative performance measurements basing on the MyThOS reference 
realization (part [D]). 

The thesis will show that the traditional architecture of operating systems needs to be completely 
revised to suit the modern system environments – specifically to deal with large scale, multi-core 
infrastructures. With the modular approach promoted here, the overhead created by shared 
resources can be reduced drastically and thus allow for better scalability in shared memory 
systems. What is more, this work will show how the same approach can be used to improve 
manageability and programmability of distributed memory systems, even under completely 
heterogeneous setups. 

Even though many of the concepts elaborated in this work are by now being addressed even by 
larger companies and OS providers, including Google, Microsoft and Apple, there is as of now, no 
Operating system available that fully exploits all concepts elaborated here. This is at least partially 
since we make a series of simplifying assumptions in this work that do not easily hold true in a 
commercial environment - these are specifically: 

#1 POSIX compliance. To offer best compatibility with existing programs, a modem day Operating 
System should comply with the POSIX standards. POSIX however tends to be overloaded with 
functionalities that are secondary to main OS features, as we shall argue in part [B]. ModOS 
therefore does not aim at POSIX compliance, though MyThOS does. 

#2 Programmability and Ease-of-Use. Though explicitly addressed in the HorME and ProThOS project, 
programmability is of no concern in the present work. In fact, this work was written under the 
presumption that performance is more important than easy application development. This holds 
generally true for High performance and Embedded computing. Nonetheless, higher order 
programming concepts have been conceived and published by the author that would principally 
apply to ModOS architectures, too.  

All this does not imply that a ModOS could not be POSIX and/or C/C++ compliant - it just means that 
such were not the purposes of this thesis. Along similar lines it must be noted that this thesis did 
not endeavour to develop a full implementation of a ModOS compliant Operating System, as this 
would have exceeded the available time and effort by far. Even MyThOS must be considered a 
partial reference implementation which nonetheless serves as a proof of concepts made in this 
thesis (see part [D]). 
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I. INTRODUCTION 

"Research means that you don’t know, but are 
willing to find out." 

Charles F. Kettering 

The architecture of operating systems has hardly changed since their original conception and design 
in the 70ies – the majority of available OS are still either Micro- or Monolithic kernel based. What 
they have in common is that the operating system is still designed and developed as a single block, 
even if the functionalities are organized in modules and classes. Due to this design, all functions are 
highly dependent on each other, and adaptations are accordingly difficult. What is more, this 
organization leads to scalability issues since functions and variables can become critical shared 
resources. Whilst all other software development has moved from monolithic development to a 
modular, service-oriented and distributed architecture, it is surprising to see that operating systems 
have not followed this trend.  

There are multiple reasons for this, including performance (all functionalities are perfectly aligned 
to each other), backward compatibility (the same applications should still be executable on the 
operating system) and ease of use (application developers should get the maximum support through 
abstraction). In other words, there was no need to consider alternative architectures, though in 
recent years also Exokernels (or Library operating systems) appeared on the market – see part [A].  

There are multiple advantages to a modular and distributed approach though, including higher 
scalability and distribution of concerns, i.e., higher stability and adaptability. This work started out 
as an attempt to apply these principles to the operating system architecture to increase scalability 
for High Performance Computing (HPC). Its primary intention consisted in reducing the overhead 
created by shared resources and by the OS complexity. We also hoped that a modular approach 
would be helpful to deal with the growing heterogeneity in HPC setups (Feldman, 2011).  

To achieve best performance, the key design concepts were (cf. part [B]): 

#1 Minimalism.  

#2 Overhead.  

#3 Scalability.  

Consequently, it turned out that the approach is also well suited for the growing domain of 
Embedded Computing via the internet, also typically referred to as Internet of Things (IoT).  

This work focused thereby primarily on designing and discussing a potential architecture and which 
implementation implications arise from it, rather than trying to build a full-blown operating system 
that would realize all the architectural features. This is mostly because development of an OS is a 
time-consuming and resource-intense endeavour, and full functionality tests can only be performed 
with an advanced implementation. Considering the aspects that contribute to performance and 
scalability of an operating system, it would furthermore have been necessary to perform a full 
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instrumentation of an existing OS and perform multiple measurements under a large scope of 
varying conditions. Implicitly, full tests and implementations were considered outside the scope of 
this thesis. Instead, we rely on dedicated micro-benchmarks and logical indicators derived from the 
architectural behaviour (part [D]) – tests performed against the reference implementation MyThOS 
support the findings. 

1. Organization of This Document 

This thesis is segmented into 4 main parts:  

Part [A], “The End of an Era”, focuses on the problems for operating systems that arise from 
distributed and multi-core parallel computing. The main problem is thereby related to managing 
shared resources in a shared memory environment. However, we will show how the management 
of distributed (non-shared) memory across multiple processors can benefit from a better OS 
architecture. In this section we will also discuss the state-of-the-art approaches to dealing with 
these problems. It is worth noting here that this analysis is incomplete and mainly focuses on the 
state of play at the time when this thesis was originally conceived, i.e., around 2010. Since then, the 
operating system and its deficiencies have received increasing awareness both from academia and 
industry We will briefly discuss these developments in the same section. 

Part [B], “Beyond ProcessE/ORs”, discusses a new, modular, and service-oriented approach to 
Operating system. Microservices and modular software architecture have long been recognized as 
a means to deal with distribution and heterogeneity, yet these have not been fully exploited at the 
level of the operating system. With the OS showing stronger and low-level dependencies between 
the core functionalities, the main intent and purpose of the OS needs to be carefully (re-)assessed 
and its potential mapping to services and functions is discussed in this section. We thereby reach 
the conclusion that the deployment of such a mapping needs to be highly application-dependent 
and thus needs to be supported with the according flexibility. 

Part [C], “Implementation” outlines the implementation principles, i.e., the key software 
architecture components and their basic logical algorithms. As has been noted, since there is no full 
reference implementation of ModOS, this bases primarily on concepts and methods, rather than 
fully elaborated code. Instead, pseudo-code is provided wherever possible to support the 
behavioural descriptions and provide usage examples. 

Part [D], “Results Discussion” elaborates the main performance criteria that a large-scale operating 
system for HPC usage would have to fulfil, respectively which criteria are addressed by ModOS. 
Given again that no full implementation exists, the evaluation builds up on architectural analysis, 
complexity assessment etc. Performance measurements from MyThOS will serve as an indicator for 
the correctness of the assessment and assumptions. The results thereby clearly show that ModOS 
will expose considerably less overhead and higher scalability compared to traditional monolithic OS. 
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[A] THE END OF AN ERA 

With the introduction of multi-core processors, a new era of computing began that affected the way 
we thought about software and thereby the role and behaviour of the operating system. Operating 
systems were slow to adapt to multi-core and parallel processing and introduced many overheads 
to ensure correct functioning under all circumstances – none of them cater explicitly for performance 
issues in large scale applications. This part focuses specifically on these problems and how they affect 
the traditional, monolithic operating system architecture. This section will also introduce some of 
the ongoing alternative approaches to dealing with multi-core processors and why they fail to meet 
the needs of large-scale parallel processing. 

Parts of this section were published in (Schubert et al., 2019), among others. 
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I. FOUNDATIONS

 

OF OPERATING SYSTEMS 

“Where I'm from, we believe in all sorts of things 
that aren't true... we call it history.” 

Gregory Maguire  
(Wicked) 

Operating systems have evolved as complex systems to manage the resources in a computer and 
the access to and interactions with them through processes running on the machine. The first 
operating systems were accordingly simple and basically just ensured common, abstract access to 
resources, much like a library would do. For example, the Disk Operating System MS-DOS was 
developed for the primary purpose to allow a user to interact with files on a hard-drive and start 
executing them, respectively to allow running processes to load and store data on disk. MS-D0S was 
one of the first operating systems to try to expose different hardware to the user / processes in a 
standard and unified fashion - operating system. before that time were (mostly) fully dedicated to 
the machine they were running on. MS-D0S handled this by embedding different device drivers into 
its code, so that essentially different versions of it were running on different machines. 

MS-DOS was still a very simple operating system with no support for running multiple processes 
(time-slicing), let alone multiple cores or processors. Before we investigate these aspects, we first 
need to have a closer look at how operating systems are working and how they interact with devices 
and the processor. This is specifically important for this thesis, as we will have to ignore many of the 
later OS developments to instead take a different branch from an early point on. As will be discussed 
later in this chapter, this is mostly due to two aspects: (1) the co-evolution of processors and 
operating systems, where processors took up many functions of operating systems to improve their 
execution - which is now in conflict with new many core challenges; and (2) because many of these 
developments focused on features that are secondary to this thesis (cf. section [B]II.1). 

1. The Basics: Single Core Processors 

Just like an embedded program, the operating system runs straight on the processor - this is not 
surprising, as it is only the operating system that makes (interactive) execution of other processes 
(and therefore applications) possible. Leaving specialized systems aside, processors have no 
execution logic themselves - instead, they are designed to start executing code from a specific 
memory region upon start up. Since this would require the base code to reside already in ROM, 
modern processor support this process with the BIOS, which essentially provides the raw capabilities 
to read the start-up information from an external device, such as the hard drive. This is however 
only an intermediary step, which can be omitted here for reasons of brevity. 

Similarly, most processors start up in the so-called 16 bit "real node" which gives us access to 16 bit 
addressing only - as most modern processor support 64 bit, we also first need to switch to 64 bit 
"protected mode". Again, this is only mentioned for completeness; the real work of the operating 
system starts, once these essential steps have been completed: 
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Without- an operating system, an (embedded) application would run without any interruption. In 
fact, it would not be able to receive any inputs unless it actively awaits them and similarly it would 
have to actively interact with a device to create output. Since most devices act slower than a normal 
processor, this would constantly stall execution – instead, most processors use memory mapped 
I/O interactions, so that the actual communication takes place via a dedicated memory space which, 
like a job queue, must be queried by the device itself. Likewise, input from a device will be stored in 
a memory region to be queried by the running process. 

Writing an application that constantly queries these memory regions would however be very 
tedious, if it were not for timers and, more importantly, interrupts. Interrupts are a very important 
concept for this thesis, as it is basically the main means of enabling communication between process 
and operating system and, even more importantly, between cores in a multi-core environment – 
and principally even between multiple processors in an infrastructure(!) 

i) Interrupts 

Interrupts are the general event-system of the processor and can thus be triggered for different 
reasons or event-types (Mejia-Alvarez et al., 2018). We thereby distinguish between  

#1 Interrupt Requests (IRQs) are basically all events from “outside” of the processor itself, i.e., from 
any remote hardware. These include keyboard inputs, notifications from the network card, but also 
other cores (see below).  

#2 Software Interrupts can be triggered by the process itself to request the attention of the CPU, 
respectively more correctly of the operating system. In principle, and as we will discuss further in 
section [B]II.2, this is the same as calling a sub-routine handler from the process – however, since a 
process has only a limited view on other processes and the operating system, it cannot directly issue 
such a call (cf. Memory Management, below). Such calls include e.g., interacting with the hard drive 
or display, but also requesting or releasing memory space. Software interrupts are the most relevant 
form of interaction for us in this thesis. 

#3 Exceptions represent that the CPU runs into an erroneous state – potentially triggered by a 
process. This includes for example a division by zero or requesting access to a memory region that 
does not exist anymore (such as in an index out of range). This also includes trying to communicate 
with devices that do not exist, respectively cannot be found. We can differentiate between 3 types 
of exceptions: faults, traps, and aborts – though the type impacts considerably on the way the 
running process is handled and how virtualisation works (cf. sub-section ii), it is secondary for this 
thesis in general, so we will treat all exceptions equally in the following text.  

Each interrupt is designed by an identifier which in turn determines where the according interrupt 
handler resides. Though in particular hardware interrupts are generally handled by an extra device, 
the Programmable Interrupt Controller (PIC), and thus can be treated with different priorities we 
assume in the following without loss of generality, that all interrupts lead to an immediate 
suspension of the running process. This means that the process state, including its Program Counter 
(PC) is frozen and the PC jumps straight to the interrupt handler, which is part of the operating 
system. Once the interrupt has been served, the process state is retrieved and continued at the 
same PC, so that the process is not impacted by the interrupt itself.  

Notably, the running process itself may be subscribed to the type of events, e.g., for registering 
keyboard or mouse inputs, in which case, the interrupt must be forwarded to a dedicated sub-
routine in the process itself, rather than “just” jumping back into the running position.  
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A specific type of interrupt consists in a timer, which ensures that events happen at regular intervals. 
This not only allows for timed events, such as a clock, but also to regularly jump into the OS in case 
the process froze, or to allow for time-slicing between different processes (see Scheduling, below). 

ii) Context Switching 

Originally, operating systems handled a single task at any given time: once it started the respective 
process, the OS acted as nothing but a library for specific device calls and to forward interrupts to 
the running process. MS-DOS was such a single-task operating system and essentially any 
application started in MS-DOS would run until completion, when control is handed back to the OS.  

Most modern operating systems support multi-tasking, i.e., the concurrent execution of multiple 
processes. As can be expected from the preceding discussion on interrupts, this means nothing else, 
but that each process gets a certain slice of processing time for execution, after which the operating 
systems switches to another process instead. When which process is executed for how long is 
determined by the scheduling method. Depending on the situation and the types of processes to be 
executed, different scheduling methods may be employed, e.g., if a process must react within a 
given time (real-time applications), if it has a low priority and should only be executed if nothing 
else happens on the processor etc. 

Notably, each jump in and out of a process takes time in itself in the order of up to 50.000 CPU cycles 
(Weaver, 2013), depending on processor type. Since with time-slicing multiple context switches take 
time per second, this can sum up to an overhead as high as 10% of execution time (Tsafrir, 2007). 
Notably, context switch occurs even if only one process is running, due to the simple fact that the 
operating system constantly interrupts the process for sanity checks and own services (ibid.).  

 

Figure A.1: CPU Protection Rings.  Ring 0 (also “kernel mode”) has the highest privileges 
and is typically reserved for the operating systems. Applications reside in Ring 3 (“user 
mode”) with lowest privileges, which means that any interrupt will have to be routed 

through Ring 0. 

As noted above, interrupts may (have to) be executed in asynchronously with the process to not 
stall its execution, such as e.g., sending a message out via a network socket. With time-slicing, some 
other process may take over the wait time, but there is also the implicit risk that two processes 
compete over resources, thus potentially leading to inconsistency or indeterminate behaviour. The 
operating system must arbitrate between such requests and, implicitly, the processes should not be 
able to directly access the devices to avoid conflicts. This is one of the reasons why modern 
processors distinguish different protection levels or “rings”, where the operating system has 
implicitly the highest privileges, i.e., may access and control all devices, whereas a normal process 
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has the least, i.e., always needs to ask the OS for access to devices. These are also known as kernel 
and user modes, respectively, and must be explicitly controlled by the operating system. 

Most processors have more than two protection rings to cater for intermediate privileges (Figure 
A.1), such as for device drivers which control the actual behaviour of the device but are subject to 
the management by the operating system. With the introduction of virtualization, modern 
processors may even have further protection levels, where the Hypervisor and thus the Host OS 
may reside on Ring -1, such as in Intel-VT and AMD-V (Neiger et al., 2006; Uhlig et al., 2005).  

This thesis focuses primarily on kernel mode, as aspects of security are secondary to performance 
(section [B]II). 

iii) Cache Behaviour 

A specific type of device that is (more or less) under control by the operating system, is memory. 
For us, both RAM and Cache are important, though the OS has little control over Cache behaviour. 
However, Cache behaviour impacts strongly on performance, in particular in multi-core systems, 
which is why we need to spend some space here on analysing said behaviour.  

 

Figure A.2: Data access principles  in a storage hierarchy. In case of a Cache miss, the 
request is forwarded at RAM clock speed and processed there with ~20 cycles delay. The 

Cache is then filled by the prefetcher in e.g. 64 Bytes steps. 

Leaving swapping aside, all code and data resides in the computer’s RAM – this equally applies to 
the processes themselves, as well as to the operating system. Data access – in particular to RAM – 
is generally slow compared to the speed of the processor: though modern DDR4 RAM can read up 
to 25.6 GBytes per second, its actual clock speed rests at only 1.6 GHz, that means that the RAM 
reads effectively 2 DWORD64 per clock cycle - one at the rising flank of the clock signal and one at 
the falling (Drepper, 2007). A DWORD64 is the normal instruction / data size of a 64-bit processor 
which in most cases operates at a clock rate of 3.6 GHz, which means that it can (at maximum) try 
to read a DWORD64 at a rate of 3.6 / 1.6, i.e., 2.25 times more often than the RAM can provide it 
and we have not taken data access latency into account in this calculation. Notably, not every CPU 
operation will request data from RAM (but use registers instead), but have not considered that 
modern CPUs, such as the Intel Core i9 consists basically of 8 processors (cores) at the same time, 
which all can try to access RAM. Whilst we will look more into multi-core architectures further below, 
for now this means that the ratio is 8 times higher, i.e., factor 8*2.25=18. In other words, only every 
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18th operation will be able to access RAM – bearing in mind once again that not every operation will 
require RAM access. Due to latency, this access will be delayed further by ~20 clock cycles and the 
next memory access must wait until this cycle is conclude. Note though that modern memory has a 
burst mode, which allows that a second access to a contiguous address will have only 1 clock cycle 
delay.  

It is well known that to overcome RAM access latency and delay, Caches were introduced as 
intermediary fast but small temporary memories. Caches work under the assumption that most 
programs will indeed access contiguous memory for multiple operations before jumping into 
another memory region – this is the so-called “data locality” of the application. Caches prefetch the 
data in background from memory in a sequential fashion, so that only the first access to local data 
is delayed. Note though that prefetching also only works at the frequency of the RAM (Figure A.2). 

Even though the (Modified) Harvard Architecture separates code and data, it does so only in terms 
of the addresses they occupy in memory – not in terms of how they are treated. In other words, 
code must be equally fetched from memory to Cache. If the code is sequentially executed, this 
means that prefetching works just fine to load the cache line before the Program Counter accesses 
the instruction. Also, instructions are preloaded into a dedicated instruction buffer on chip, which 
is used for Instruction Level Parallelism (ILP) analysis. Thanks to these, there is virtually no delay in 
instruction access, unless the ILP methods fail, e.g., in case of an unpredicted jump. Notably, context 
switches may also lead to the Cache being evicted, so that the instructions need to be fetched again.  

The OS has no direct control over Cache behaviour, as this is defined by the CPU design – however, 
it impacts directly on performance and therefore this thesis will investigate the relationship 
between Cache and OS behaviour. 

iv) (Virtual) Memory Management 

As opposed to Cache behaviour, the OS has more control over organization of the main memory – 
though strongly supported by the CPU hardware. What is important to know about memory 
organization is that with multi-task OS, every process has its own address space. This does not only 
refer to reserved space in RAM, but more importantly to the way this space is organized:  

 

Figure A.3: Physical memory space in RAM  is segmented into pages that can be freely 
associated with any process-specific virtual address.  

To allow for more than one process to be allocated in RAM, each process must start at a different 
physical address. Processes are logically written in a fashion that their address space starts always 
with 0, so that the target address of any jump is known in advance. This means that the processor 
has a different view on the memory addresses than the process itself, i.e., the process acts on a 
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Virtual Address Space. What is more, modern processors allow that the space itself can be 
segmented into logical blocks or pages that can be freely arranged in physical address space. In 
other words, the memory space of a process may not even be contiguous in physical space (Figure 
A.3). 

To make this happen, the CPU’s Memory Management Unit (MMU) keeps a table of virtual and 
physical addresses, which the operating system can manipulate to assign process space, but also to 
defragment the address space regularly for performance reasons. With the modern storage 
hierarchy including Solid State Drives (SSD) and Hard Disk Drives (HDD), process space is not 
constrained to RAM alone and modern OS frequently use the disk drives as additional targets for 
virtual address space. Since these drives are considerably slower than RAM, access latency needs to 
be accounted for and typically this space is only used for processes that are rarely active. This 
procedure is known as “swapping”.  

As we will see, virtual memory management gets specifically challenging and interesting for this 
thesis, when multiple cores are processors are involved in defining the memory space of a single 
(parallel or distributed) process. 

2. Multi-core Processors 

Modern processors are no longer constrained to a single processing unit. Instead, due to the various 
problems with increasing the clock-rate further (Etiemble, 2018; Zhislina, 2014) most modern 
processors incorporate multiple processing units (“cores”) at once. This makes all modern CPUs 
parallel processors which require corresponding programming and, what is more important, 
according support by the operating system (see chapter IV). 

With the introduction of multi-core processors, the basic principles described in the preceding 
chapter had to be adapted slightly – and accordingly, the way the operating system deals with them. 
Traditional operating systems have not been built for scale and thus struggled (and still struggle) 
with the switch to manycore systems. This scalability problem is one key focus of this thesis which 
is why it is worth investigating these changes in a bit more detail: 

i) Booting / Start up 

Though multi-core processors are effectively multiple processors at the same time, the cores do not 
boot up individually. Instead, only one single core is woken up at start up time and needs to perform 
all necessary steps to get the processor operational. This not only involves switching to protected 
mode, but now also includes identifying and waking up any other core. Notably, some modern multi-
core processors allow for separate booting (and handling) of multiple cores individually, which will 
indirectly affect this thesis (see chapter IV) but is secondary for now.  

As an implicit consequence, the operating system kernel resides at the start up core (core 0) when 
the bootup has finished. This is therefore also the central control point and, as we shall see, the 
bottleneck for scalability.  

ii) Interrupts 

Traditionally, an interrupt would be routed to the operating system residing on the same core, thus 
forcing this core to switch to kernel mode. As noted, with multi-core processors, the OS generally 
resides on a single core which implicitly needs to receive the interrupt requests. Consequently, the 
issuing call does not need to switch to kernel mode, but the process nonetheless must be 
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interrupted. With the Advanced Programmable Interrupt Controller (APIC) it becomes possible to 
route interrupts to specific cores, thus allowing vice versa that the operating system can send 
interrupts to specific cores for example to handle the I/O events or to talk with specific device drivers 
that are not integral to the kernel. As we shall see, this allows for a distributed setup of the operating 
system. 

iii) Caches and (Virtual) Memory Management 

Caches in multi-core systems differ significantly from Caches in single-core processors. This is 
primarily because multi-core processors are organized as shared-memory systems, i.e., all cores 
share the same address space. This makes programming and distributed execution considerably 
easier, as any process can be executed on any core without having to explicitly move the according 
data, cater for explicit communication etc. As it stands, the operating system can easily instantiate 
a process on any core and even move it for scheduling purposes without having to cater for memory 
allocation. 

 

Figure A.4: Typical Cache hierarchy in four-core processors. Every core has one private, 
isolated (L1) Cache. All higher-level Caches are shared, typically in a 2-by-1 configurations, 

i.e., two lower-level Caches share one higher-level Cache. 

However, sharing memory comes at the cost of having to organize access and ensuring that no 
conflicts arise. As the data bus is shared between all participating processing units, network 
congestion may arise in addition to this, all stalling the data access even further. Since RAM is too 
slow for a processor, Caches serve the individual cores, just like in the single-core case (see above). 
To avoid congestion problems and to have first level (L1) access as fast as possible, Caches in a multi-
core processor are typically organized in different sharing configurations. The most typical 
architecture assigns a private L1 Cache to each core, shares L2 over two cores, and shares a potential 
L4, or at the latest the RAM, over all four cores (Figure A.4). Notably, other architectures tried to 
share all second level Caches over a ring bus (e.g., Intel Xeon Phi6). 

By default, this can lead to different representations of the same data in different Cache positions 
and levels. For example, Core #2 may change a datum in a memory position that Core #3 uses – in 
this case, the private Caches will show different values. Similarly, Core #3 may ask access to a value 

 
6 https://ark.intel.com/content/www/us/en/ark/products/128690/intel-xeon-phi-processor-7295-16gb-1-5-ghz-72-core.html 
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that Core #2 has just changed – whereas the change is notable in the private Cache of Core #2, the 
shared Cache above will first have to be updated before the according values can be copied to the 
private Cache of Core #3. 

To ensure correct functioning, the processor needs to cater for data consistency across the 
individual Cache instance. To ensure Cache coherency, the data is typically annotated with 
additional state information following the MESI (Modified-Exclusive-Shared-Invalid) Protocol 
(Papamarcos and Patel, 1984). Cache coherence is not under the operating system’s control, but 
the principles are relevant for parallel computing in general. 

Processes still run in their own virtual memory space in each core, respectively in a shared virtual 
memory space in case of some parallel application. Mapping of virtual to physical space must work 
in every core equally, as otherwise data access would have to be resolved by the central core every 
time. Instead, the memory management unit is replicated on every core – which needs to be 
maintained by the operating system. 

Before we investigate the specific problems that modern operating systems must deal with these 
conditions, we need to investigate some basics of parallel computing, as it defines the base 
conditions and assumptions for this thesis. 
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II. FOUNDATIONS OF PARALLEL COMPUTING 

“Lions, and tigers, and bears! Oh, my!” 

Lyman Frank Baum 
 (Wizard of Oz) 

At the latest with introduction of multi-core processors parallel computing has generated an 
increasing amount of interest. This is primarily because multi-core processors do hardly increase in 
clock-rate anymore and instead, processor vendors and manufacturers have turned to increasing 
the numbers of processing units, rather than the speed of the processor (Figure A.5). This has the 
implicit consequence that applications do not get faster simply by waiting for the next processor 
anymore – instead, modern applications must be written in a parallel fashion so that they can make 
use of the increased numbers of processors to still gain performance.  

 

Figure A.5: The development of clock frequency (crosses) and number of cores (circles) of 
processors, with average trend. (Basing on data from Karl Rupp7) 

Parallel computing is nothing new and has been pursued in the domain of High Performance 
Computing since the early 70ies. Essentially, parallel computing bases on the simple assumption 
that a workload can be distributed across multiple processing units, so that the work can be 
performed in less time. Specifically, complex calculations over billions of points fall into this category, 
such as the calculation of fluid / air dynamics or stress test of a given material.  

By default, however, this cannot be achieved by simply dividing the work between all processors 
and gathering the results again – instead, most such tasks are defined by a high degree of 

 
7 https://www.karlrupp.net/2015/06/40-years-of-microprocessor-trend-data/ 
https://www.karlrupp.net/2018/02/42-years-of-microprocessor-trend-data/ 
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dependencies between all involved calculations. In general, algorithms must be completely 
rewritten to be (efficiently) executable on a parallel machine. 

Since this thesis focuses specifically on scalability issues in operating systems, we will briefly discuss 
the main aspects of parallelization in this chapter. 

1. Parallelism 

We distinguish between two general types of parallelism: task- and data-parallelism. This distinction 
is relevant for how an algorithm needs to be restructured but has little impact on how the work is 
handled by the operating system. Since it is helpful to understand problems of dependencies and 
consistency, we will briefly discuss the two types here: 

i) Task Parallelism 

In general, any algorithm can be described as a workflow of tasks (or series of operations) that need 
to be executed in a specific order. The order may thereby be defined by two aspects:  

#1 the sensible order, where it is common sense to perform task A before task B, such as blending 
a milkshake first and then getting a glass to pour it in, and  

#2 the logical or mandatory order, where task B cannot be performed before task A has been 
executed, e.g., putting the ingredients in a blender before blending them.  

Our logical order for making a milkshake would hence be (1) buy banana, (2) buy milk, (3) put banana 
in blender, (4) pour milk in blender, (5) blend both, (6) get a glass, (7) pour milkshake in glass. Yet in 
principle, someone else could buy the banana (for example in a fruit market), whilst we get the milk, 
and that same person may get a glass during the time that we blend the milkshake. Mandatory 
constraints are only set by needing all ingredients to blend and not wanting to pour the milkshake 
on the countertop (Figure A.6).  

 

Figure A.6: The logical workflow for making a milkshake  allows for multiple parallel 
execution paths. Hard dependencies are indicated by the symbols, respectively. 

Our milkshake workflow has a degree of parallelism of two, i.e., the workload can principally be split 
between two people (leaving the sense of it aside). In task parallelism, the workload is split up into 
different types of work to be performed (i.e., tasks) according to the dependencies in their execution. 

This kind of parallelism is very typical for standard applications running on a PC – for example, a 
browser will treat every open tab as a separate task and dependencies exist along the line of 
bookmarking all tabs or opening and closing the browser. Other examples involve saving a text 
document in the background of a word editor etc. 
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ii) Data Parallelism 

Data parallelism assumes that the same tasks must be executed on a large set of data. Where task 
parallelism splits the workload according to different work that must be performed, data parallelism 
segments it according to different data that must be processed in the same fashion. This is typically 
the case in simulations, where the interaction of particles defines the total behaviour of the process, 
such as in Computational Fluid Dynamics (CFD): 

 

Figure A.7: The principles of parallelizing Computational Fluid Dynamics  on the example of 
an airplane. Each processor calculates the forces acting on the particles surrounding a part 

of the airplane. Forces must pass from one processor to the next.  

Particle movement is defined by the forces acting on every molecule within the medium. When 
pressure or an external force is applied it propagates through all particles according to the density 
of the medium and the strength of the force. This can be iteratively calculated over a discretized 
space so that what essentially needs to be done consists in calculating all surrounding forces on a 
specific location at time t in order to generate the forces at time t+1 (Milne-Thomson, 1973). This 
leads to a simulation of how forces propagate over time and is e.g., used to calculate the airflow 
over planes, and thus their lift and hence fuel consumption, speed etc. (Figure A.7). 

To produce realistic results multiple millions of particles need to be calculated. Each particle takes 
around 100 floating point operations (flop) to calculate one single time step. If we assume that 106 
particles are to be calculated, this means that calculation of a single time step takes 108 flop/s. To 
create stable results, a single time step is smaller than 4 fs, i.e., 4x10-15 s – if we calculate 1 fs with 
every time step, this means that to simulate just a single second, 1015 time steps are required, i.e., 
1015 * 108 = 1023 flop/s. An Intel Core i9 processor is close to 100 Gflop/s (Kinghorn, 2017), i.e. 1011 
flop/s.  

This means that without any parallelization, simulation of just 1 second would take 1023 / 1011 = 1012 
seconds ≈ 28,000,000 hours ≈ 3,170 years. Since for one time step(!) each particle can be calculated 
separately, we can parallelize the workload by distributing an equal number of particles to different 
processing units. At ~2,500,000 cores, it would thus take the leading HPC system as of June 20198, 
around half a day to compute. Notably, this leaves a substantial number of additional methods to 
reduce the computational complexity aside.  

 
8 https://www.top500.org/lists/2019/06/ 
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It will have been noticed that each particle depends on the forces of surrounding particles, so that 
only the calculations within one time step are independent from each other and hence can be easily 
distributed. In-between time steps, however, the pressure information needs to be exchanged 
between the individual processing units. With shared memory, this exchange does not require 
explicit mechanisms by the application developer, but data manipulation needs to be carefully 
handled by the CPU and the operating system: 

2. Shared and Distributed Memory Systems 

Multi-core processors share a common memory – at the latest at the level of the RAM, as was 
already discussed above. With parallel applications, each instance not only contributes to the overall 
task, but also shares data with the other instances due to dependencies in the computation, such 
as between time-steps in case of the Computational Fluid Dynamics. If an application is not carefully 
written, multiple instances may manipulate the same data at the same time, leading to consistency 
issues in memory that must be handled by the processor. In general, and as shall be discussed 
further below, the operating system prevents such conflicts by isolating individual processes in 
accordance with the Virtual Memory setup per process – however, parallel applications are treated 
by the operating system as processes that can share this Virtual Address space. This is principally no 
problem, as the entries in the memory table need to be synchronized between cores anyway to 
ensure that any reallocation is reflected correctly. 

To avoid unnecessary synchronization overhead, parallel applications are generally written in a 
fashion to minimize dependencies between workloads. In the case of the Computational Fluid 
Dynamics, such dependencies only occur between time steps, which means that the application 
forces synchronization across all instances regularly. This behaviour is called fork-join, where one 
main process distributes (forks) workload over many processes regularly and gathers (join) the 
results after each iteration. 

With a requirement for multiple thousands of cores, a multi-core processor is no option anymore. 
Instead, multiple processors need to be combined in a larger system that, by nature, cannot have a 
single shared memory anymore. Each computing unit thus has its own RAM, own processor(s) and, 
most importantly, own operating system. To ensure data consistency and even just availability, the 
workload needs to be explicitly distributed to each unit and this one in turn needs to know how to 
handle it. By default, this means that each unit must have the necessary application logic pre-
installed that expects workload to be sent and that will return the computed data as a result for 
each iteration. 

Consequently, these units share no common address space and cannot access or manipulate shared 
data other than by explicit messaging. Whilst this reduces problems for consistency management, 
it increases data access delay considerably. Whereas we can say that RAM access is delayed by 
effectively ~50 cycles (for a single-core processor), the delay by an (uncongested) network lies 
between 0.5us (HDR InfiniBand) and 7.22us (10Gb Ethernet). For a 3.6GHz processor, this is the 
equivalent of 1,800 and 26,000 cycles, respectively – i.e., 36-520 times slower than RAM access.  

3. Scalability and Overhead  

Back in 1967, Gene Amdahl already rightly assumed that a sequential overhead of an application 
that cannot be parallelised itself will lead to a degradation of scalability (Amdahl, 1967). This later 
became famous as Amdahl’s law, which can essentially be formulated as follows: 
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𝑠𝑝𝑒𝑒𝑑𝑢𝑝 =
1

𝑠 + 1−𝑠
𝑛

 

where s is the non-parallelizable part (percentage) of the application and n is the number of 
processors applied. It can immediately be seen that the speedup is delimited by the sequential part 
(Figure A.8).  

 

Figure A.8: Amdahl’s law  postulates that speedup of parallelization converges against the 
inherently sequential part of an application. Realistically however, a part of the 

(sequential) overhead is not a constant but increases proportionally with the number of 
cores (lines with round markers). This leads to a serious performance degradation 

compared to expectation (indicated by grey arrow). 

What is important for us, however, is that Amdahl underestimated the impact and nature of 
overhead. As we shall discuss in more detail in the next chapter, there is a part of the overhead 
which not only does not scale but increases with the number of instances. This is typically due to a 
centralized resource which must handle all requests from or for all instances – such as distribution 
of the workload in a fork-join fashion. 

Even a minimal overhead of less than 0.01% can affect the scalability significantly, leading not only 
to reduced speedup but can even reduce the performance to less than for a purely sequential 
version. It can also be immediately seen from Figure A.8 that a slight reduction in overhead has 
significant impact on scalability of the code. 

This insight is specifically important for this thesis, as we will show that this overhead can be reduced 
significantly by changing the operating system. To understand this better, it is necessary to look at 
how the operating system handles processes internally. 

4. Processes vs. Threads 

i) Processes 

So far, we have been talking about running applications as “processes” in the operating system. 
Whenever an application is started, the operating system sets up a completely self-contained 
environment for this application in memory. This means that essentially a (virtual) block of memory 
is reserved to host all aspects of the application, including code, data and temporary memory used 
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for executing the process (such as register states and call addresses etc.), i.e., the stack. Since both 
stack and used memory of an application may change over time, most operating systems designate 
a reserved, unused memory space to the application that it can freely use. This prevents the OS from 
having to reallocate memory every time that the requirements of the application changes, though 
this may still occur if the application requires more space than originally reserved to it.  

The operating system maintains a list of all instantiated processes and their current state in the 
process (or thread) table, where each process is associated with a unique ID and its status 
information in form of the Process Control Block (PCB). This contains  

#1 the process state, which reflects how the operating system can currently handle the process – 
this includes whether the process is being instantiated (new), is ready to run (ready), that it is 
currently running (running) or waiting e.g., for I/O input (waiting), and if the process is terminated 
(terminated) and thus can be removed from the PCB.  

#2 the program counter, the registers etc. all reflect the current execution state that will be relevant 
during context switches. 

#3 I/O state and memory management information represents the resources assigned to the 
process.  

With this information, the operating system can pre-empt processes for the purpose of multi-
tasking, i.e., by changing the process state from running to waiting (#1) and serializing the execution 
context (#2). The operating system can even reallocate the process to another core at runtime by 
ensuring that the assigned resources (#3) are available from the target core, too. Due to their 
symmetric setup, this holds true for most modern multi-core processors, but it requires that the 
according entries in the PIC are updated. 

An application can (principally) be instantiated multiple times, which leads to multiple, individual 
entries in the PCB table and instances in memory. Just as for any other process, multiple instances 
of one application share no resources and can be considered completely isolated, i.e., do not know 
of each other’s address space etc. 

ii) Threads 

As opposed to processes, threads share resources and address space with each other. This means 
that threads can access the same data at the same time, bearing the consistency constraints 
discussed above in mind. By nature, threads are the traditional way to realize parallel workloads 
within a multi-core system. Each thread handles a different part of the data that together 
constitutes the main problem and solution space. Even though threads can access the shared data 
space, each thread still has its own local  

Threads are considered elements of a process, meaning that a process can spawn threads and vice 
versa that each thread belongs to exactly one process. Threads are handled similarly to processes 
by an explicit table, the Thread Control Block (TCB) in the operating system. Notably, threads are 
very similar to processes and can be scheduled individually and independently of each other, if no 
I/O dependency stalls them. Each thread has therefore 

#1 its own execution state (new, running ready, waiting, done) 

#2 its own execution context, including program counter and register 

#3 pointers to the process in the process control block, including to its designated stack. 
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This way of managing processes and threads is relevant for this thesis with two respects: (1) 
processes are maintained in a centralized fashion – if new processes or threads (see below) are 
instantiated or scheduled, their respective entries need to be updated in the central PCB table; (2) 
as an implication, processes cannot be managed, let alone migrated across process-boundaries.  
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III. PROBLEMS WITH SCALING AN OS 

“It is a mistake to think you can solve any major 
problems just with potatoes.” 

Douglas Adams 

Some of the main problems that arise by moving from single-core to multi-core processors can 
already be noticed from the preceding chapters. It is thereby particularly obvious that traditional 
OS were designed to handle multiple applications in one processor at the same time, much rather 
than a single application with multiple threads over many processors. The assumption is also that 
interactivity and responsiveness of an application plays a higher role than its execution speed. Both 
these statements do not hold true in modern environments anymore, though. Even though 
interactivity is still a major concern, not all threads running in the background of an application must 
show such responsiveness as they run asynchronous to the main User Interface (UI). 

In this thesis we specifically look at how operating systems need to be adapted for the specific 
purposes of large-scale distributed applications. To assess the specific problems even better, it is 
sensible to investigate how traditional operating systems behave under large-scale conditions; since 
we know that overhead creates a major scalability impact (see above), we will specifically 
investigate which overhead is created and why. 

1. General Behaviour: Shared Memory System 

The main purpose of scaling out an application is to increase its performance to perform 
computations that otherwise could not be executed. As an implication, such applications do typically 
not run in a concurrent fashion with other applications, to not waste processing time by pre-empting 
the main task. Under ideal circumstances, we would want each processing unit (core, processor) to 
perform no other tasks but the part of the designated workload.  

As we know, a large-scale application in a shared memory system starts by instantiating a single 
process which in turn spawns all the threads to compute the respective designated workload. Also, 
typically, the results of all threads are gathered per iteration, leading to a fork-join behaviour – in 
pseudo-code:  

main: 

for (iteration=0; iteration<iters; iteration++) 

{ // fork threads 

 for (i=1; i<threads; i++) 

  pthread_create( ... ); 

  // join threads 

 for (i=1; i<threads; i++)  

  pthread_join( ... ); } 

From the perspective of the operating system, this means that the main process gets instantiated 
with its own dedicated memory space at any core that is available at the time. With reaching the 
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fork part, the main process asks the OS to generate a set of threads for the individual workloads – 
as we already know, this means that the process issues a software interrupt to the OS with the 
respective information for thread spawning (such as pointer to code and data). Since the OS kernel 
is located only in core 0, these requests are queued centrally and, implicitly, are served sequentially 
(Figure A.9).  

Each thread takes thereby takes around 100.000 cycles for creation.  

Once created, each thread is put into the main scheduling queue, which will be regularly checked 
according to the multi-tasking behaviour of the OS. The OS scheduler will designate a processing 
unit (core) to the thread and update the TCB accordingly. Notably, there is no mechanism in place 
that will prevent the OS from pinning multiple threads to the same core. In fact, depending on the 
scheduling rule, a thread may be pre-empted at any time to be interrupted by another thread. This 
is particularly true when one thread waits for I/O input, e.g., to get access to data. For the sake of 
simplicity, we here just note that at regular intervals a thread gets pre-empted by the OS, unless 
explicitly denoted otherwise. 

 

Figure A.9: Distributed thread management  from an OS perspective. 

Each context switch and pre-emption thereby takes around 50.000 CPU cycles (Weaver, 2013). 

Threads will constantly require resources from the operating system, as well as additional support 
for computational tasks as far as provided by the OS (see section [B]III.1). The most typical requests 
related to file access and to reserve and release memory – in both cases the respective thread will 
perform a software interrupt, which will be routed from the respective core to core 0. If no other 
IRQ is still being processed, the OS interrupts any thread running on core 0 and perform the 
requested operations. 

Memory access in a shared memory environment is handled by the local Memory Management 
Units per core. Nonetheless, reserving and freeing address ranges needs to be maintained centrally 
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to ensure consistency. This can lead to congestion in core 0 and to pre-emption of any thread on 
core 0. The same applies for file access requests, as the file descriptor table is handled centrally for 
the sake of consistency and as files cannot be accessed in parallel. 

What is more, modern operating systems perform a variety of background tasks to e.g., defragment 
memory, check device availability, check for I/O requests, perform sanity checks and related tasks. 
Each of these tasks will not only pre-empt the running thread(s), but also take execution time 
themselves. What is more, since the operating system is centralised, it will have to execute these 
calls in a sequential (queued) fashion, thus contributing even more to the delay (cf. Figure A.10). 

 

Figure A.10: System calls from two processes  can lead to delays when the first call has not 
been fully processed as the second is initiated (Schubert et al., 2010b). 

Taking for example a pwrite system call, Soares and Stumm have measured an impact for 14.000 
cycles on process execution performance (2010) – any further invocations during this period will be 
stalled accordingly until the system call has been processed. The number of system call invocations 
per process depend among other on the operating system, the programming language, the 
compilation process etc. For example, a simple Cholesky decomposition process may create 350 
system calls when written in C++ on a Windows 10 machine, and already a simple “Hello World” will 
incur around 50 syscalls on Linux.  

If we take all this together, we can note that each system call produces two penalties: (1) the context 
switch and (2) the execution of the call itself. Even for just a “Hello World”, this already sums up to 
(roughly): 

 50 ∗ (50.000 + 14.000) = 3.200.000 (1) 

cycles. Even on a 3.2 GHz processor this amounts to 1 millisecond (out of a few milliseconds runtime). 
What is more, the main time is spent apparently on context switching, rather than on the actual 
execution of the request (0.78 ms).  

Notably, even though in this case the impact of the operating system on execution speed amounts 
to around 10% of the total runtime, the actual impact obviously varies strongly between different 
applications. So much so that we cannot use this ratio for meaningful performance impact 
evaluation. 

In the ideal case, all system calls in one core would be issued in-between syscalls of the respective 
other core(s). There is obviously no good number available for how many system calls are executed 
per application, as it fully depends on the code and even on how it was compiled. For the sake of 
argumentation, we can say that an arbitrary application will make a system call once every 500.000 
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cycles. In a multi-core application, we can thus say that (in this case) the probability of a system call 
being issued. 

Each system call will take at least 64.000 cycles, so that the chance of a system call already being 
processed is   

 𝑝𝑠𝑦𝑠𝑐𝑎𝑙𝑙 =
64.000

500.000
 (2) 

per cycle of any process on a second core. This is a chance of more than 12% to the issues call being 
queued and therefore its execution stalled for until the first call has been served. In other words, 
for a dual-core system, we have a 12% chance that a syscall will take 128.000 cycles instead of “just” 
64.000.  

Obviously, this factor increases with the number of cores being used, namely 

 𝑝𝑠𝑦𝑠𝑐𝑎𝑙𝑙 =
64.000∗(n−1)

500.000
 (3) 

with n being the numbers of cores.  

It thereby does not matter whether the cores all execute threads from the same process or whether 
they each run different processes, as there is only one operating system instance responsible for 
executing the system calls. However, HPC parallel programs typically exploit data parallelism (see 
chapter [A]II) which means that all threads have the same code structure and exhibit highly similar 
behaviour. Therefore, the risk of issuing system calls at the same time increases significantly(!) 

Variations in the execution time per thread obviously reduce the probability again. Such variations 
are however undesired in an HPC context because of their effect on the join operation: 

With the join operation, the main process waits for all running threads to finish operation and then 
gathers their respective resulting values – given that the threads act in a shared memory 
environment, all threads may write the results directly into the respective memory space. This can 
lead to similar blocking delays as for the system calls since the memory acts here as a bottleneck. 

 

Figure A.11: Runtime variations in threads can lead to resource underutilization in fork-join 
parallelism. As the join waits for all threads to finish, cores with faster threads will not be 

released for OS scheduling again. 
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Notably, by default, any thread that has terminated will be released again from the TCB. Implicitly, 
with every iteration, all threads will have to be created again, unless thread pools are exploited (cf. 
chapter [D]III). 

By nature of a join, all following operations are blocked until the results from all participating 
threads have been received (Figure A.11). This also means, that no further iteration can be started 
beforehand. It is for this reason that variations in runtime per thread can have an impact on the 
throughput and hence performance of an application since all faster threads will have to wait until 
the slowest thread has finished. Therefore, an ideal HPC program is (theoretically) written in a 
fashion that this variation is close to 0 (thus increasing the probability of concurrent syscalls again).  

To reduce the impact of workload variations between threads, most developers and supporting 
tools, such as OpenMP, instantiate more threads than available cores. With pre-emptive scheduling 
in place, this means that the scheduler implicitly evens out the variability by assigning new (smaller) 
threads to any core that should be free (Figure A.12). 

This has the further benefit that any thread currently waiting for the response of a system call can 
be pre-empted and another thread can take over on that respective core. Whilst this reduces the 
impact of system-calls considerably, it generates other, similarly serious problems: 

Foremost of all, with around triple the number of threads, this means that the number of context 
switches per application increases by factor 3, too. Similarly, the instantiation time is multiplied 
equally since more threads need to be handled by the operating system this way. 

 

Figure A.12: OpenMP improves resource utilization  by instantiating more threads than 
cores are available and allowing for pre-emptive scheduling. This way, individual variations 

in run-time are compensated by OS scheduling. Note the impact of context switching. 

Finally, with the more dynamic distribution, data locality may be violated more frequently, thus 
leading to increase cache management cost. While the scheduler may cater for which thread has 
used which data (and hence cache) last, this decision process leads to additional complexity and 
thus may not be more beneficial in terms of performance. For correct assessment, the scheduler 
would also have to know which code segment is associated with which data segment. 



28 | P a g e  
 

i) Overhead Summary 

In total we can thus note the following sources of overhead in multi-core systems due to the 
traditional OS architecture: 

#1 centralized thread creation for each iteration 

#2 context switches due to scheduling and background services 

#3 execution of background services 

#4 centralized resource management (memory, files) 

This overhead will occur at every iteration, thus leading to a proportional overhead over time. In 
addition, #1 and #4 will increase proportional to the number of threads as they generate a 
bottleneck. 

2.  General Behaviour: Distributed Memory System 

We have already indicated how parallel applications are generally set up over multiple processors 
that do not share memory in chapter [A]-II.2. It is obvious that a multi-processor setup implicitly has 
no single instance of an operating system. Instead, each computing system in such a setup must be 
considered a fully independent environment with its own OS, memory, and devices. Accordingly, 
the individual systems behave just like described in the previous chapter. The main challenge 
consists in connecting these systems to realize large-scale application behaviour.  

To achieve this, the application is essentially designed like a distributed application where each 
system runs a process that explicitly waits for instructions from another instance – in case of a fork-
join behaviour, this means that one process acts as the designated distributor and collector of all 
data.  

Since each system is effectively independent of the other, no central operating system can assign 
processes or threads to this system, manage resources on its behalf, or schedule the execution. 
Likewise, the process cannot invoke the central OS, but only the one local to its own system. In other 
words, the main OS instance can only perform exactly those tasks remotely that the respective 
remote processes expose to it – typically this means only sending workload data to it and receiving 
results from it (Schubert et al., 2019).  

Notably, each system itself typically consists of a shared-memory multicore processor itself, so that 
locally the system behaves just like described in the previous section. 

To set up such an environment, each system is started in a normal fashion (see booting process 
above) with its own operating system instance. One system will start the designated main process 
which will distribute and collect work. Each other systems will start with a reference to this instance 
and register its own network address and instance with it. This allows the main instance to 
communicate with all other instances. 

With exception of the main instance, each process will basically immediately start to wait for work, 
i.e., expect to receive its workload. Since it has no access to any shared memory, this data needs to 
be explicitly sent over the network. Due to the setup, there is a high tendency that all instances want 
to receive and return data at basically the same time, leading to potential network congestion.  

Even without congestion, network latency accounts for 2.000 to 26.000 CPU cycles, depending on 
the network type (section II.2). 
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Only now each process can start the cycle described in the previous section. This cycle will typically 
reflect one iteration of the overarching process. Once the local cycle has been completed, the results 
will again be sent back over the network, and the next cycle can begin. 

It should be noted that since each system is completely independent, no local system calls or 
interrupts will be forwarded to a central OS instance – instead, they are all locally treated. This 
means that no resources or devices between the systems can be easily synchronized – for example 
for shared file access. By default, the impact of jitter is also stronger and less easy to control.  

i) Overhead Summary 

The overhead in a distributed memory environment is essentially identical to the one in shared 
memory per computing system. Since one instance creates all the workload and distributes it, each 
sub-instance can only start creating individual threads once it has received the respective data. In 
the worst case, i.e., if no broadcast can be employed, the messages must also be generated 
sequentially, adding to the delay – we will neglect this here, though, as it is only indirectly related 
to the OS behaviour.  

In a fork-join scenario, we can thus note the following sources of overhead per iteration (Schubert 
et al., 2019): 

#0 communication via network for distributing the workload 

#1 thread creation for each iteration per system 

#2 context switches due to scheduling and background services per system 

#3 execution of background services per system 

#4 locally centralized resource management (memory, files) 

#5 shared resources management by network 

#6 communication via network to collect the workload. 

Notably, most of the overhead in a distributed setting is created by the network delay, which is not 
under the OS’ control. What will have been noticed though is that the complexity for setting up such 
environments is considerably high and requires additional effort for communication control, 
workload segmentation etc. This complexity arises mainly from the fact that the operating system 
is not designed to be part of such an environment in the first instance. 

3. Other Problems  

Operating systems have developed over many decades as means to serve multiple applications on 
single-core machines in a user-friendly fashion. With the next generation of processors always 
having been faster than the preceding ones, efficiency and performance became secondary to user-
friendliness and the automation of services that otherwise the user must take care of -such as 
defragmentation of memory or the hard drive, graphics support etc. With the additional need to 
cover a wide variety of use cases and types of resources, the operating system has grown 
successively in complexity and in size.  

Modern operating systems are constituted of tens of millions of lines of code where individual 
services are highly dependent on hundreds of sub-functions and -procedures. Not surprisingly, 
making even simple changes to the functionalities affect thousands of lines of code (Baumann et al., 
2009). Because of all this, bugs are frequent and fixing them takes a serious amount of effort and 
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money, leading among others to hasty patches, much less than full corrections. Frequently, the 
complexity and number of necessary patches have led to almost complete re-writing of the 
operating system, such as in Windows NT. 

 

Figure A.13: High-level architecture the Linux Operating System as of 2005  
(Source: https://makelinux.github.io/kernel/map/) 

Figure A.13 depicts the architecture of Linux as of 2005, as well as its internal dependencies between 
modules and functions. The complexity is immediately evident and by now has only increased 
manifold. 

This however also leads to other problems than "just" sustainability - the complexity most likely also 
contributes to performance degradation on multiple levels: 

#1 too many cases: Operating systems have evolved with the hardware they are running on and 
with. As the number of devices and the scope of applications increase, the OS needs to become 
more and more versatile by supporting more and more cases. Though external libraries (drivers) 
help with this adaptability, optimal support still means that the OS is adapted to the individual 
specific requirements while maintaining backward compatibility. This added complexity leads to an 
increasing amount of case identifications and respective switches which creates overhead and 
challenges locality (see #5). 

#2 too complex realizations: Modern operating systems support a wide variety of use cases and 
needs leading to a highly complex system architecture (cf. Figure). The organisation and constant 
adaptations lead to complex invocation and execution patterns which are not only highly difficult to 
maintain, but also are no longer algorithmically optimised. Instead, already just for reasons of 
maintainability, separation of concerns is more important than performance or algorithmic 
complexity. 
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#3 mis-aligned subroutines: Following from #2, as the modules and sub-routines build on each other 
to achieve complex functionalities, they start to diverge in purpose and usage. It is a common 
software engineering problem that individual functions and classes do not serve all purposes 
anymore, so that workarounds are used to get the desired behaviour. Only constant reassessment 
of the architecture (and therefore of most of the code) can help with this problem. 

#4 non-predictable behaviour: It is due to all this complexity and the diversity in usage, as well as to 
the primary purpose of the OS (namely to manage resources and their interactions and usage) that 
the actual behaviour of an Operating system becomes highly non-deterministic. Not only can 
Interrupts constantly interfere with execution but also the way and which functions are used by 
which applications is subject to too many case distinctions as to allow clear prediction. This however 
makes it difficult for the processor and an application to adapt to the OS' behaviour.  

#5 memory footprint: As one specific consequence of this complexity and the non-deterministic 
behaviour, the data and code locality in an operating system is comparatively low. This means that 
the OS either requires a considerable amount of memory itself or creates frequent cache misses. 
Together with context switches and time-slicing this leads to a considerable overhead in memory 
usage. 

These issues are however difficult to quantify (without performing an in-depth analysis of the 
operating system's code itself) - if we take the amount of use cases and device types into 
consideration. As such, most functional.hr and behaviour were optimized for specific conditions, 
but fare worse under other circumstances. To identify and evaluate all those criteria in detail would 
require that the Operating system code itself gets instrumentated and measured under different 
circumstances. Detailed traces of invocations, memory usage and cache misses would have to be 
evaluated over a long time, given the non-deterministic behaviour of operating systems. 
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IV. SOME APPROACHES 

“There’s an infinite number of monkeys outside who 
want to talk to us about this script for Hamlet 
they've worked out.” 

Douglas Adams  
(The Hitchhikers' Guide to the Galaxy) 

Obviously, the problem that the operating system has serious scalability issues did not pass 
unnoticed, even though for a relatively long time no serious attempts were made to remediate them. 
This is mostly due to problems with backward compatibility and lacking market interest - not so 
much because HPC is not a major market segment, but because most OS target the common user 
market, which has considerably lower scalability needs. It was this one of the main motivations for 
this thesis in the first instance. 

In this chapter we will investigate some of the attempts that are and were underway to address 
these scalability issues. It is worth noting that the height of research in this area was around the 
early 2010s, though hardly any major advances have been made. This is mostly because most 
industrial OS work, such as Microsoft, Apple, and Google, focus on completely different use cases 
than ModOS does. This does not reduce the value of the work in any means, but only goes to show 
that the primary focus of OS development consisted in overcoming the multicore challenges, much 
more than addressing the High Performance Computing needs.  

Due to the lack of fully comparable approaches, we will here also investigate other, more generic 
methods to achieve scalability and parallelisms, as these will guide our design choices and concepts. 

1. Scalable Operating Systems 

Traditional operating systems are not designed to be parallelised or distributed in the first instance. 
This means specifically that all core data structures, from process tables to file system and device 
registries, are single, centralised instances. For most of these data structures, correctness and 
consistency is essential – for example, two entries in the process table with the same ID, but 
different memory pointers can lead to critical failure during context switches. Similarly, file names 
pointing to different entries will lead to data loss etc.  

Accordingly, most attempts to distribute the operating system over multiple instances were 
approached by maintaining central instances of these data structures, which implicitly creates a 
bottleneck. Most off-the-shelf operating systems still suffer from this bottleneck, leading to most of 
the performance issues in scalability (Boyd-Wickizer et al., 2010, 2010; Veal and Foong, 2007; 
Wentzlaff and Agarwal, 2009; Yan Cui et al., 2009). 

Even with just a small number of cores, the overhead for synchronisation and consistency 
management is so high that e.g. the Corey-System tries to distribute responsibility for data 
maintenance as partial ownership to different applications (Wickizer et al., 2008). 
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The most common way to address the problem of concurrent access to shared resources, i.e., 
equally for system calls and critical resource maintenance, consists in moving from the traditional 
synchronous interrupt handling to a message-based, asynchronous invocation. As such, for example 
the Barrelfish-System (Baumann et al., 2009) introduces the concepts of “Multikernel”s. A 
Multikernel is essentially a microkernel that is (fully) replicated to each core in a multicore processor. 
Instead of sharing data and system state information, each kernel has a replicated data set of its 
own, thus principally acting like a full, individual operating system. Cooperation between the kernels 
is achieved by (asynchronous) message exchange, thus ensuring lazy consistency between state data. 
Barrelfish bases on the assumption that each process running on a core will only interact with its 
local state information (such as the Process Control Block) thus leading to little inconsistencies and 
therefore little message exchange between cores. Shared resources and synchronous system calls 
therefore have to be mediated between the Multikernel instances in order to e.g., manage memory 
or grant access to I/O in a coherent fashion. The implicit assumption is that an application consists 
of a few concurrent but mostly independent threads, that therefore create few state conflicts 
between kernels. Implicitly, Barrelfish manages to increase the scalability of multiple processes in a 
multi-core system, not however the scalability of a single processes with multiple threads in a 
distributed multi-processor system with multiple cores per processor (i.e., an HPC cluster). 

The Multikernel approach has been taken up by many HPC centric operating systems, such as 
mcKernel (Gerofi et al., 2016). IBM takes the approach one step further with FusedOS (Park et al., 
2012). FusedOS was initially developed for the IBM Blue Gene/Q to support HPC applications. It 
essentially combines traditional full operating system kernels – “Full Weight Kernels” (FWK) – with 
microkernels – “Light Weight Kernels” (LWK). Since FusedOS aims at HPC applications, it can assume 
that the cluster partition it is running on is dedicated to one single application with multiple threads. 
Accordingly, one Full Weight Kernel can serve all the complex application needs, whereas the Light-
Weight Kernels can manage the resources locally in a microkernel fashion. Essentially, FusedOS 
takes Barrelfish’s Multikernel and expands it with a rich central kernel that offers expanded 
functionalities, which the microkernel by nature does not support. These can be dedicated 
functionalities, such as drivers for InfiniBand. Intel’s Multi-Operating System (mOS) very much 
follows along the same lines (Wisniewski et al., 2014). 

The benefit of microkernels over full scale kernels (or FWK) is primarily that their complexity is 
greatly reduced, thus allowing for easier adaptation, and reducing overhead for complex operations. 
They can implicitly be better scaled out, as dependencies can be controlled more easily. Further to 
this, by fitting into the operable cache, cache misses due to system calls and during context switches 
can be decreased considerably. Many microkernel approaches therefore build up on reducing the 
OS functionalities to an absolute minimum. For example, Mach (Accetta et al., 1986) and L4 (Liedtke, 
1993) reduce the overhead by providing core OS functionalities only. More complex functionalities 
like drivers or file systems are left to the application developer.  

To reduce the complexity further, TinyOS (Gay et al., 2007), Sloth (Hofer et al., 2009) and Reflex 
(Walther et al., 2008) reduce the OS to a synchronous execution model which therefore only 
requires one stack to manage the processes and reduces context switching impact. In these 
operating systems, processes are replaced by non-preemptable “activities” which must be known 
to be planned ahead. Not surprisingly, they typically serve embedded tasks. However, with the 
growing number of processing units in multicore processors, multiplexing of processes may become 
less and less relevant, as each process could – in theory – be hosted on its own core, very much like 
a strict parallel application’s threads would be distributed over all units. 
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The Nanokernel architecture takes this one step further by delegating even traditional OS 
functionalities, such as interrupt handling, to the application level, thus realising an extremely small 
footprint in memory (Bomberger et al., 1992). 

In summary, the microkernel and hybrid OS architecture approach have demonstrated that the OS 
scalability can be improved considerably by reducing the overhead and complexity of the traditional 
monolithic Operating System. By distributing critical resource management, multiple instances of 
microkernels (“multikernels”) show a higher scalability of processes in multicore environments. As 
nanokernels show, the performance of microkernels can be improved further by more functionality 
reduction, but this leads to significant application development complexity, as well as no further 
increase in scalability, since critical resources now need to be managed by the application on user, 
rather than kernel level. 

2. Specialised Operating Systems 

Applications have individual needs and systems differ strongly from each other. Traditional 
operating systems try to cater for the full usage scope both in terms of applications and system 
setup, which makes them large, difficult to adapt and increases their overhead. To cater for this, 
many major operating systems allow for dynamic extension through loadable kernel modules. This 
way, the user (respectively the according application) can expand the OS capabilities at runtime, 
such as adding additional device support. Though this simplifies adaptability, it is far from free 
customizability, let alone performance-driven adaptation for certain application tasks. Even with 
dynamic kernel modules, the main OS kernel remains essentially monolithic in the sense that it is 
complex and overloaded with tightly incorporated functionalities. 

Full customization is highly relevant for optimal application support, though it conflicts with 
backward compatibility. However, even IBM’s FusedOS exhibits properties of application- (or here: 
HPC-) specific customisation. In general, such adaptation is fixed in the sense that the full OS has 
been adapted to the specific use case, rather than allowing for on-the-fly adaptation depending on 
changing conditions or needs.  

Specialisation of the operating system however clearly demonstrates performance and scalability 
improvements (Gerofi et al., 2016; Park et al., 2012), which justifies the invested effort. Yet the lack 
of adaptability constrains usability so much that only few adaptations are possible for a large scope 
of application cases. Flexible customisation is therefore a highly relevant research topic. 

Library Operating Systems try to improve the situation by allowing the developers to put together 
their own specialised OS basing on various pre-defined libraries. This however requires that the OS 
must be explicitly compiled once the respective libraries have been selected. Whilst this allows also 
for optimisation, it is a tedious and undynamic process that is typically only used for embedded 
systems. Likewise, the Fiasco.OS approach offers such modularity and composability at compile-
time (Lackorzynski and Warg, 2009).  

The team around Wentzlaff (2009) developed the concept of the “factored” Operating System, 
short: fos. fos is specifically targeted at manycore systems with focus on scalability. It builds up on 
the principle to space-sharing instead of time-sharing. Essentially this means that rather than OS 
and application competing over the same resource, the processes and OS kernels are designated 
discrete locations in the system. This reduces the impact of context switching and consistency 
management. In fos, core OS functionalities are exposed much like web-based services, which can 
be invoked by any thread of the running process. This allows for a dynamic distribution of selected 
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system “services” over the environment and unused services can just be omitted. Just like with the 
Multikernel, all system calls are message-based and can hence be queued, which however may still 
lead to specific service becoming a bottleneck or requiring additional consistency mechanisms. Due 
to the potential communication overhead, depending on processor type, this may also cause delays 
higher than context switching in the first instance. 

Similar principles for embedded systems are for example pursued by Contiki (Dunkels et al., 2004) 
and TinyOS (Alliance, 2008), which use network like protocols to control the interactions between 
processes and OS. TinyOS thereby uses a bidirectional messaging protocol (Gay et al., 2003), 
whereas Contiki relies on sockets. 

3. Resource Generalisation  

Specialisation is antagonistic to resource abstraction – arguably the most important feature of 
operating systems, in the context of High Performance Computing and Embedded Systems. With a 
single task running and no resource abstraction, the OS may as well be omitted, as basically all the 
functionalities may be directly catered for in user space (Bomberger et al., 1992). 

It comes as little surprise, that specifically Google (Li, 2019) and Microsoft (Kan, 2012; Warwick, 
2018) are investing a lot of effort into performance maximisation on embedded and specialisation 
systems, whilst trying to be as generally applicable as possible. Many modern approaches for 
generalization build up from the virtualisation capabilities of modern processors to support 
hardware abstraction – this however either takes away specialised performance or does not reduce 
the adaptation effort. Complex memory management can be reduced that way, however.  

Of interest in this context is the Hobbes OS from Sandia National Laboratories, which focuses on 
light-weight virtualisation for large scale execution (Brightwell et al., 2013). Hobbes aims strongly at 
resource abstraction and thus makes it difficult to manage the data dependencies between threads 
in scalable applications, though. Parallax on the other focuses more on dependencies and allows for 
quick reconfiguration, but it is primarily aimed at workflows in multi-core processors, with relaxed 
shared data requirements (Mikkilineni and Seyler, 2011) 

A very specific research area in the context of large-scale resource abstraction are the so-called 
Single System Images which aims at exposing a complex distributed infrastructure as a single system 
(Buyya et al., 2001). At its most elaborate, any infrastructure is represented by a single core system 
to the application, which would then be “automagically” distributed, parallelized, and adapted to 
the system specifics. This is however pure theory so far and only works for very well-defined cases 
(Fonseca et al., 2016; Sohal and Kaur, 2016). More frequently, therefore, a single system image just 
subsumes certain aspects under one abstract joined view, such as the I/O subsystem, or the memory 
management. 

At its most extreme, emulators allow for full abstraction over the hardware, thus enabling resource-
agnostic execution. However, abstraction comes at the cost of performance (Rizzatti, 2015) and 
should therefore only be employed if portability stands way over execution speed - ideally an 
integrative approach does not remove the possibility to exploit system-specific characteristics.  
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V. SUMMARY: ASSUMPTIONS AND OBJECTIVES 

“Elementary, my dear Watson.” 

P.G. Wodehouse  
(Psmith Journalist) 

We have seen that traditional operating system architectures have been developed for completely 
different purposes than what is needed in large-scale and in High Performance Computing: 

Traditional OS have evolved to support multiple applications with a full functional scope so that they 
can function in an interactive fashion even when competing over limited resources. Performance is 
primarily relevant where overhead may affect interactivity and responsiveness. 

As opposed to this, in High Performance Computing a single application tries to exploit as many 
resources as possible to improve its execution speed. Any kind of interference with the execution 
or unnecessary overhead is therefore generally avoided. Competitive execution with other 
applications would thereby be directly against its primary purpose and is generally avoided. 
However, as we noticed, the OS will interfere with any execution for the purpose of resource 
maintenance and (theoretical) switch to other processes. 

What is more, in a large-scale HPC application, very few threads have a need for the complex 
operating system support than a full-fledged application would need. For example, interactivity and 
graphical output are hardly even a concern, whereas memory management is essential for almost 
all threads; I/O need on the other hand varies strongly between instances and use cases. Essentially 
and ideally, it would run stand-alone on "bare metal” so to say. However, we have already seen that 
the effort for ensuring Executability under these conditions would have to be repeated for each new 
infrastructure and setup. It is this circumstance that HPC shares with Embedded Computing - 
however where in the latter resources such as memory are highly constrained, in the second all 
resources are exploited to the maximum. In both cases hence the footprint of the operating system 
must be minimal with all respects: processing time, memory usage and complexity. 

In summary we can thus note that the following preconditions and objectives hold for an ideal 
execution support by the operating system (and therefore for this work): 

#1 Every thread has different needs. As threads are part of a full process dedicated to specific tasks, 
they do not require the full OS support of the typical applications that operating systems were built 
for. Specifically, very few of them need graphical output or in fact any I/O other than network or 
sometimes the file system. Other typical OS services such as defragmentation hardly ever play a role 
- yet an OS always comes with all features, unless it is (manually) adapted. 

#2 Threads are meant to run by themselves. To achieve maximum performance, there is no sense in 
running multiple applications at the same time: every second spent on a different process is a 
second more that it takes to execute the intended tasks. With the additional cost for context 
switching, it is generally not sensible to run multiple threads at the same time, with the exception 
to compensate jitter or waiting time in a thread (if existent). 
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#3 Security, isolation and interactivity are secondary to performance. Though security and 
prevention of malicious interference are highly relevant in industrial usage of High Performance 
Computing, they are ideally offered by the setup if the infrastructure and not by the OS or in any 
fashion that affects execution performance. Though there is an increasing interest in realising 
interactive HPC applications, this is still a major problem from the algorithmic side and therefore is 
considered irrelevant in this work. However, we will discuss how the OS can principally support it 
with minimal impact on performance, if so desired. 

#4 Memory requirements are typically high. Most tasks in an HPC application make use of a large 
amount of memory. Other applications or processes (such as the ones of the operating system) 
should therefore need as little memory as possible to reduce the frequency of cache misses. 

#5 Overhead should be reduced to a minimum. We have shown that any -form of overhead can 
impact tremendously on performance. HPC application developers already try to reduce any factor 
that creates overhead to a minimum, yet as we have seen, the OS can contribute considerably to 
generating overhead. 

#6 Code is error-free. Though obviously not generally true, we can safely assume that large scale 
applications are functionally correct, error free and do not lead to system faults, such as memory 
overflow. This is simply because errors lead to incorrect results and execution delays - both of which 
are costly for a user, even if only due to the cost of the processor time. Therefore, faulty behaviour 
is generally avoided. Likewise, the operating system and the devices should not produce faults that 
could disrupt the code. 

Though not a primary concern, we can also note that the executing environment and the best 
workload distribution will differ strongly between use cases. This means that the parallelisation may 
have to be adapted frequently. To reduce the adaptation effort, we therefore ideally support #7 
maximum flexibility and adaptability. As we shall see, this may consist in distributed shared (virtual) 
memory support, if fast enough. 
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[B] BEYOND PROCESSE/ORS 

To reduce the operating system overhead and increase scalability, we need to change its focus from 
multiple processes on a single machine to one distributed process on multiple machines. This means 
changing the OS layout from grounds up. In this part of the work, we will examine which 
functionalities of an operating system are essential for supporting large-scale parallel application. 
Basing on this analysis we will try to sketch out a new OS architecture and design principle. It will 
become evident that a modularisation of the architecture is best suited to serve these needs. 

Parts of this section were published in (Schubert et al., 2005; Schubert and Jeffery, 2012), among 
others.  
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I. OUTLINE OF THE APPROACH 

“Sometimes doing our best is not good enough. 
Sometimes you must do what is required” 

Winston Churchill 

The preceding chapters have shown how the classical monolithic operating system design fails at 
addressing the requirements arising from the increasing parallelism in modern multi-core and multi-
processor systems. Because core functions and information are maintained centrally in traditional 
OS, any attempt to support scalable processes hits multiple bottlenecks. Monolithic operating 
systems are complex by nature, with many intertwined functions and data structures, which leads 
to severe problems when trying to make even just simple changes for improved scalability. For 
example, as Russinovich has demonstrated, just removing the dispatcher lock from Windows 7 
required that 6.000 lines of code had to be adapted (Russinovich, 2009). Similarly, a simple system 
call will route through many code segments of the operation system, due to exactly these 
dependencies. This also leads to an increased amount of cache misses as the OS code will obliterate 
most of the space even for simple functions. 

Due to the growing complexity of the execution framework or middleware, i.e., all stacks on top of 
the operating systems, the degree of system calls, and memory usage further increases by the 
amount and complexity of these stacks. This also holds true for comparatively simple invocations 
which could be executed with way less overhead, but at the cost of manageability, reliability and / 
or programming comfort. With the growing number of threads and in terms of performance, 
however, these additional capabilities and implicit constraints must foremost be regarded as 
obstacles.  

We have already seen in the preceding chapter how scalability and performance of operating 
systems for HPC are approached through (1) simplification, (2) multiple kernel instances and (3) 
adaptation to the use case. With this work we propose a new approach to deal with this problem, 
building up from the concepts already under examination and from lessons learned in scalable Grid 
Computing, Service-Oriented Architectures, and in particular in Software Engineering: 
modularization. 

We aim to show that by segmenting the OS into individual functional modules that can be freely 
instantiated in and adjusted to the environment, the performance and scalability operating 
systems and – more importantly – of HPC applications running on them can be greatly improved. 
By making use of an indirect, message-based invocation schema, we can freely place modules and 
exploit different consistency schemata for shared resources, respectively split up information 
according to usage. This allows the maximum adaptation to the specific application’s needs per 
thread and therefore for minimal parallel execution overhead. 

This chapter introduces the three base principles that are of relevance for generation of the 
operating system architecture as foreseen by this work. These are in particular: (1) modularity of 
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the application, (2) modularity of the execution stack and (3) adaptability through (re)combination 
of modules. 

The concept of modularizing an application to logically separate functions is not new and has 
recently gained a lot of interest again in the form of microservices (Erl, 2016). Essentially, object-
orientation is a type of modularisation and libraries are effectively nothing else but externalized 
modules that a developer can integrate and use at will. Not always is the modular approach followed 
in a stringent fashion though and typically objects, functions and data structures are mixed and 
intertwined with no clear software architecture in mind. 

With the introduction of Grids and in particular Service-Oriented Architectures, but also with formal 
specification of business processes, the principles gained more relevance, and what is more 
important, found more stringent application. This led to an increased awareness and realization 
effort for message-based invocations, standardized protocols, and interfaces etc. These concepts 
introduced “replaceability” and adaptability to the application execution, thus allowing distributed 
execution with different setups. What is more, the individual hosts do not require full knowledge of 
the complete execution context anymore but can treat the respective code logic they are hosting as 
a completely isolated process, where dependencies are defined as explicit message exchange. 

What is of importance here, is that this modular approach allows the application to be executed 
without having explicit knowledge or control over each module (service) and without having to cater 
for the implementation details of each instance. In other words, the environments per instance may 
differ completely, if the interface is identical, i.e., if the communicating modules can invoke the 
according function (respectively module).  

In the Web Service and Grid domain, this capability is principally achieved by providing a full 
execution framework per service hosting instance. In other words, each module / service can indeed 
be regarded as a completely self-contained application that gets input-data at starting point and 
creates output-data during its execution – that both datasets are communicated rather than locally 
maintained is secondary for the application and its execution. 

This is closely related to how modern High Performance Computers handle a distributed process: 
each node hosts its own full-fledged operating system, which takes care of executing 
communication and interaction across nodes and thereby across processes and threads.  

However, just like a service does not have to have the full application context for its individual 
application, so does the operating system not have to provide the full system support for each type 
of application, process, or thread it is hosting. The most obvious example is probably GUI support 
which is completely irrelevant for a purely computational task with no graphical output. Similarly, 
scheduling functionality, process management etc. all can be strongly restricted during single-task 
execution, as we have already discussed in the last chapter. 

Without going into detail yet, it can be generally stated that the necessary OS support is primarily 
defined by the service / module to be executed, and only secondarily by the application context. In 
this sense, pure web service hosts essentially do not need a full-fledged operating system, but a 
simple host (container) that allows them to process the services, without additional GUI support etc.  

Though modular principles are mostly applied to applications running on top of execution 
environments, we intend to show here that the principles can be applied to the execution 
environment itself, too. 
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1. Modular Execution Frameworks 

The only way to regain control over the execution behaviour and, as will be elaborated below, to 
increase the performance of the application on top of it, therefore consists in modularizing all layers 
of the execution environment itself. This way, modules can focus on specific functions that are 
aligned to the infrastructure’s characteristics and can be replaced by modules with the same 
functionalities, yet different implementation to meet another infrastructure’s specific 
characteristics.  

 

Figure B.1: Modular architecture of a Virtual Organization framework  to support the 
controlled execution of an application service (denoted as “?”). Some VO services offer 

essential execution and management functions (Schubert et al., 2005)  

The principle is therefore close to the concept of Virtual Organisations (Schubert et al., 2005): 
instead of offering a whole application in a single location, the application is defined by multiple 
tasks distributed over a resource infrastructure (which could be servers distributed over the web). 
For example, Figure B.1 depicts a typical structure of VO execution environment with different 
functionalities distributed over different hosts that offer such functionalities as services. It will be 
noted that each service fulfils a substantial part of the overall workflow, so that the overall 
application can be considered as being composed in a service-oriented fashion. 

In its strict realization this means that not only each resource will just host the system functions it 
requires for direct execution of the application / service on top of it, but also that not even all 
necessary functions will be deployed locally with the application. In other words, a system call may, 
like a remote service call, be routed to another resource where it is executed rather than being 
executed locally.  

In principle, the framework can be regarded just like an application itself: essentially all execution 
calls are no different from library calls, with the main difference that they provide supporting 
capabilities to all application modules or services running on top of it. As noted, the general 
approach to this consists in replicating the full infrastructure. However, this does not mean that the 
respective capabilities must reside locally, but could be deployed somewhere else, if (a) the location 
and communication mechanisms are supported and (b) the interface and parameters are clearly 
specified.  
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As a logical consequence, not all capabilities of the execution environment necessarily need to be 
provided from / at any specific location in the infrastructure if the calling application or module can 
create (directly or indirectly) a path to the requested capability. Depending on the relationships with 
and between the execution framework’s modules, this can imply that only a fraction of the full 
framework is required. 

Notably, this does not prevent creation of multiple stacks by itself and thus that misalignment 
between these leads to similar control and implicit performance concerns as discussed in part B, 
chapter II. Furthermore, correct alignment between intended function and its actual usage may 
deviate more and more with the level of indirection, thus leading to performance degradation due 
to increased memory obstruction, dependencies etc. again.  

The best way to avoid this consists in maintaining a horizontal architecture to the largest degree 
possible, i.e., adding modules that exploit specific hardware functionalities, rather than building up 
on the existing modules. This way, new functional support can be added as the infrastructure’s 
heterogeneity grows without having to add additional layers. This approach has the obvious 
drawback that it requires applications to be written directly on top of the execution layer with little 
added support in the form of libraries or similar. 

2. Specialising the Execution Environment 

By adjusting the execution environment to the requirements of a specific (set of) application(s), it 
becomes specialized to its execution, not unlike domain-specific languages and compilers aiming at 
adjusting all capabilities to execution of tasks that characterize the according domain. Domain 
specific environments concentrate on providing functions that are perfectly adjusted for the use 
cases and the infrastructures they will be running on. This means that it aims specifically at fulfilling 
the characteristics considered most relevant in the domain context.  

Such execution infrastructures are not restricted to the operating system level but can be realized 
by any stack on top of that. Likewise, Platform as a Service (PaaS) offerings, such as the Google APP 
Engine, can be seen as a form of specialized execution environment that fulfils the quality aspects 
considered most relevant in a best fashion. Whilst the stack may best provide for these aspects, 
performance will nonetheless be impacted since the underlying stacks are not adjusted to the 
domain in the same fashion.  

With the divergence of stacks, addressing the domain specific requirements on this level is a 
complex task that is mostly defined by overcoming the limitations of the underlying stacks and trying 
to ensure specific quality criteria means that the environment developers must invest a 
considerable amount of effort into aligning the stacks to each other. Implicitly, not only is the effort 
considerably high, but also is it almost impossible to carry the environment into other 
infrastructures, as the relationship between stacks and system specific will implicitly change, 
requiring re-alignment. 

Just restricting the scope to a specific domain is therefore not enough to achieve the desired 
adaptability and performance. 

With the modular (service-oriented) approach, as pursued by web service frameworks etc. and as 
elaborated in the preceding sections, this could mean that different combinations of modules can 
be employed for specialised support in different domains. Primarily, modules that are not required 
for the tasks in question can be omitted, but also specialised modules can be employed to deliver 
the specific needs of the application. For example, visualisation modules can differ depending on 
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the type of data they represent – rather than developing one single module for all cases, different 
modules may perform the task according per domain. 

This approach adds the further advantage, that the effort in porting the respective capability to new 
infrastructures is greatly reduced, since it is not necessary to redevelop all interdependencies, too. 
At least, if only a part of the functionalities is to be offered in the new infrastructure. This also allows 
the provider / developer of these functionalities to concentrate fully on these capabilities, thus 
offering better quality (Schubert and Jeffery, 2012). 

We can now attempt to take the principles to the operating system to thus devise a specialised and 
adaptive environment for distributed and parallel applications. In general, frameworks and 
operating systems have all been developed to run on a wide variety of infrastructures with different 
hardware setups and processor models and supporting a wide variety of applications with only 
minimal similarities. This obviously reduces the overhead for adaptation to new environments and 
new application domains, but at the implicit cost of performance, as discussed.  

Modern OS development, such as Android, reduces this functionality and infrastructure support 
scope again, due to the constraints in available memory, power, and performance. But these OS 
architectures are still monolithic in themselves and not modularised, i.e., they cannot replace 
individual functions to meet different infrastructure setups, nor can they specialise for a specific 
application. Instead, these OS still need to be specifically adjusted for new infrastructures and 
support a wide variety of use cases, thereby making them uninteresting for e.g., specialised data 
centres. 

Dedicated application environments, such as provided by the Google APP Engine, make use of only 
a subset of these full OS functionalities and in web provided cases or homogeneous working 
environment setups, the hardware specifics are generally identical between instances. In such cases, 
the execution environment provides more functionalities than really required by the applications 
provided.  

 

Figure B.2: Applications make use of “external” functionalities that differ strongly between 
application types and behaviour. These functionalities are typically provided as libraries. 

Development tools such as Microsoft Visual Studio9 can visualize these dependencies, thus 
also showing some of the dependencies between these libraries.  

Given the source code of such applications (and ideally, of the underlying framework), the 
dependencies can be easily analysed by looking for invocations within and beyond the scope of the 
program. Figure B.2 depicts the dependencies of a simple data management application built on 
the .NET framework. It can be clearly seen that the main code builds up on a set of functionalities 
(“externals”) provided by the framework itself, rather than by the code. 

 
9 https://visualstudio.microsoft.com/ 
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As opposed to this, Figure B.3 depicts the dependencies of a desktop extension application, which 
inherently interacts more strongly with the operating system. Since both applications build up on 
the .NET framework, they share a multitude of core libraries (such as Forms and Drawing, which are 
common for working with the graphical user interfaces), but due to the actual purpose, it is not 
surprising that the desktop extension application relies on more “external” functionalities than the 
data management application. 

 

Figure B.3: Complex applications may use more external functionalities than simpler ones 
(cf. Figure B.2) – this however highly depends on the (intended) application behaviours, 

such as GUI support, exploitation of framework functionalities etc.  
Depicted again using Microsoft Visual Studio. 

An execution framework supporting the first type of applications therefore principally needs a 
different setup from one focusing on the latter type. In this case this would mean that an 
environment focusing on provisioning of the data management application requires a much smaller 
framework than the desktop extension case. 

As can be seen, the .NET framework already implements a certain degree of modularity through 
strong use of dynamically linked libraries – due to the setup, however, lower dependencies to the 
OS itself are not displayed, as this leaves the boundaries of the .NET framework stack. This is 
denoted by the common dependency towards the “mscorlib.dll” which is essentially the entry-point 
to the lower stack. The dependency graph thereby makes also clear, why vertical stacking must lead 
to functional misalignment on lower levels: because of the organization, the modules will sooner or 
later invoke most of the functions in the stack underneath. 

Due to this constraint, the impact of the infrastructure (i.e., hardware) configuration can also not 
be derived from the dependency analysis on framework level, as the driver access etc. is hidden 
behind the lower stacks. It is obvious, however, how the same principles apply here too: as the 
individual application cases do not make use of all existing devices (e.g., in both cases: network I/O) 
the according drivers and support by the environment are not required and could therefore be 
skipped. 

The better the individual modules can be separated, i.e., the better dependencies can be removed, 
the easier it becomes to generate a sub-instance dedicated to a specific application type, and thus 
reduce its size and overhead. At the same time, adjustment to infrastructures and more specialized 
application cases becomes even simpler, too, as it requires only the adaptation of the according 
modules, and no longer of the framework. 
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3. Incomplete Instances 

So far, it was assumed that the execution environment is still completely co-located with the 
application to be executed. However, just like the application, the framework, too, can be 
distributed across multiple resources:  

For the application and / or the framework itself to be able to invoke modules as described in the 
preceding section, they need to expose a common interface that enables the calling instance to pass 
parameters in the correct form and order, as well as to enable interpretation of the results. In 
object-oriented languages, this interface is implicitly defined by the function declaration – e.g., in 
C++ via the header files. Libraries may either imply the knowledge of the interface, or allow for 
explicit interpretation by the invoking code using reflection mechanisms (Liberty, 2001). Suffice to 
say that any re-implementation or adaptation of the module / library in question needs to expose 
the same interface for the main instance to be able to invoke the according functionalities. 

The actual invocation on machine code level means nothing else but that the main code block makes 
an explicit call to the memory address of the sub-routine, passing the parameters as memory 
pointers in the appropriate registers. As will be discussed below, the according memory space still 
needs to be interpreted and mapped to physical space, which in turn then needs to be loaded into 
cache, before its execution can occur. In other words, the invocation is never as direct, as it may 
appear to the developer.  

This invocation principle applies to any level of code and does not require explicit support of an 
underlying framework, but can be handled principally by the hardware itself with according 
mechanisms in the code. Remote code, i.e., leaving the processing unit’s boundary thereby 
effectively only means that the parameters are serialized and some identifier on behalf of the 
physical memory location is passed to the hosting resource using standard communication protocols. 
At recipient site, on the other hand, the environment needs to be able to recognize the invocation 
request, identify the physical location and then perform the same actions as for local execution. The 
results will then have to be serialized again and communicated back as a response to the previous 
request. 

In other words, even modules of the execution environment do not have to be hosted at the same 
physical location as the application running on top of it, but instead can be hosted in another 
resource, just in the same fashion as services in a distributed, SOA-based process. In the examples 
provided above, for example the Microsoft.Office.Interop.Outlook module may be instantiated on 
another machine (cf. Figure B.3), so that every usage of that respective module occurs via a 
serialized, message-based mechanism. 

Obviously, to realize this approach, a messaging support framework needs to be available that 
enables the sending and receiving of this form of invocations. Implicitly, additional modules are 
necessary that provide the according functionalities, which means that it can serialize the request, 
enact different protocols, receive messages, enqueue and deserialize them again.  

This means in principle that every operating system functionality is invoked in the same fashion, 
services in a distributed application are called, namely through an explicit message over a pre-
defined interface. Every distinct operating system module may therefore be realized in the same 
fashion as a service with a binding contract or interface that specifies the functions the module can 
provide and its in- and output data. Any invocation should thereby be transparent to with respect 
to its actual execution – in other words, the module should not have to invoke different protocols 
or interfaces according to either the receiving module’s “flavour” (i.e., the specialized version for a 
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specific infrastructure type), or the respective module’s location and implicitly its connection to the 
calling module. This means that the messaging framework acts as an intermediary and interpreter 
to all invocations. Only this way can a dynamic (non-predefined) deployment be enabled. 

This sounds straight-forward in itself, but poses multiple serious concerns: 

(1) In order to be able to communicate with any module at all, a messaging framework is required. 
This implicitly becomes a necessary module for all (partial) instances that need to communicate with 
any other module – and therefore, at a first glance, all of them. The messaging framework can 
therefore not be hosted on a remote instance, as this would require a messaging framework for its 
invocation. 

(2) The messaging framework must be able to cater for a wide range of different circumstances and 
capabilities, covering the different potential protocols ranging from local shared memory over non-
shared up to potentially internet protocols. It must thereby also be able to route invocations to the 
correct instances whether remote or locally located. To realise these capabilities, the framework 
becomes quite large and overloaded.  

(3) Messaging generates considerable overhead, due to serialisation, queuing, protocol enactment 
etc. Most current approaches (cf. section [A]IV) simply take the lowest common denominator for all 
communication, letting lower stacks handle the conversion. This way they ensure that the according 
functionality is supported for all endpoints, yet at the same time generate the biggest possible 
overhead. An efficient messaging framework must therefore also be able to distinguish between 
the different types of connectivity and handle them accordingly. 

(4) With standard interfaces comes the problem of interoperability: either new interfaces will not 
be supported or all flavours of implementation have to follow up on the same specification (Meek, 
1990). Standardisation problems are however outside the scope of this work, though obviously the 
work will make recommendations as to the structure of interfaces on basis of the functionalities and 
dependencies identified (see chapter [C]I) 

Due to all these aspects, the messaging framework can be considered a type of monolithic operating 
system, thus seemingly contradicting the purpose of this work. The impact can however be reduced 
by following the modularity principle in the messaging stack itself, thus treating different protocols 
like drivers in a modern operating system. In other words, only the “drivers” of the protocols really 
required will be instantiated and not one stack able to execute all possible protocols. 

4. Difference to Traditional Operating Systems 

It will be noted that traditional operating systems effectively have a modular structure, too, 
according to at least the conceptual architecture of the respective framework. Just like any other 
software, operating systems are functionally defined, i.e., with a specific set of functionalities in 
mind. This functional structure is principally reflected in the architecture of the according operating 
system, as depicted for example in Figure A.13. At the same time, it becomes obvious that each 
function has a strong interdependency with other blocks of the operating system – this is 
comparatively obvious if one considers the tasks of an OS: for example, to generate a data stream 
from a file on a web server, it is necessary to create a stream over the network and an access to the 
respective file. In both cases, the OS requires the according drivers to handle the respective devices 
(network I/O, hard drive etc.). Similarly, granting access via memory in stream fashion requires that 
memory is handled accordingly etc. With multi-core systems, this means furthermore that the OS 
must cater for different memory architectures and so on. 
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Just for this purpose, the operating system needs to incorporate at least the following functions: 
memory management, serialisation, driver handling, protocol enactment, routing etc. To keep the 
size of the operating system comparatively low, and to reduce implementation effort, these 
individual functions are not implemented completely individual from one another, but in tight 
cooperation with one another, meaning that each invocation leads to multiple invocations in other 
functions.  

The main problem thereby is that operating systems have been developed from base on to realise 
the largest degree of generality possible, i.e., allow for large scope of applications, various device 
setups etc. In other words, applications should be able to run on any infrastructure, using the same 
operating system.  

Modularisation means that these main functions should become as stand-alone as possible, with at 
the same time a minimal weight on memory and on execution. In principle, such modules can be 
simply achieved by creating a whole operable environment for each of the individual functions 
potentially called by the application, such as the Stream Handler above. This way, we would end up 
with a series of functional modules that each of them are comparatively huge in size though. 
Furthermore, additional functions would have to be introduced for each of the respective module 
to enable their consistent execution across a distributed environment.  

In effect, this would mean that  

(1) each OS module can create a large amount of cache misses, due to the comparatively large size 
of the module 

(2) additional effort would have to be invested for distributed execution  

(3) adaptation would still be comparatively complex, due to the frequent repetition of 
functionalities 

The main point for modularisation consists therefore not in simply extracting the individual 
functions to be provided from an existing operating system, but instead a careful segmentation of 
typical tasks and segmentation of their dependencies is needed. Functionalities are therefore not 
to be selected along the line of atomicity, on the one hand, or of isolation, on the other hand. Instead, 
like segmentation of an application along the line of essential tasks and a maximum degree of 
concurrency, functionalities (and thus modules) should be identified on basis of them creating the 
least overhead when being connected, respectively split. 

In the next chapters, the main modules will be identified on this basis. 
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II. ANALYSING THE OS 

“The chief cause of problems is solutions.” 

Eric Severeid 

As noted, this work focuses on applications that already expose a high degree of parallelism, i.e., 
High Performance Computing applications. Whilst the principles laid out here can be applied to any 
other type of application and environment, HPC applications have typically a clearer structure in 
terms of segments or tasks (i.e., threads) and have a specific requirement towards highly efficient 
execution.  

Within this chapter, the specific characteristics of HPC applications and the implicit requirements 
towards the operating system (respectively any execution environment) will be elaborated in more 
detail. This means, what kind of execution support functionalities are required, such as memory 
management etc. As will be noted and as has been indicated in preceding chapters, the necessary 
functionalities of an HPC application are few in comparison to general purpose desktop applications.  

Even though the analysis builds up on generic HPC application structures, a reference example case 
will be provided to clarify the terminology and the type of behaviour that is understood as “typical 
for High Performance Computing”. Implicitly, this type of behaviour denotes the primary usability 
scope foreseen by this work. Even though more complex cases do exist, it must be distinguished 
between (a) those that are limited in scale themselves due to their high dependencies and (b) those 
that exhibit more diverse, yet clearly structured dependencies, which could implicitly benefit from 
the proposed mechanisms, too. 

1. HPC Application Specific Aspects 

High Performance Computing applications generally have a strong focus on computationally 
intensive tasks with a large problem or data scope, such as calculating the interactions between a 
large number of molecules. In such cases, the main work must be executed multiple times in almost 
the same fashion, but under slightly different conditions, i.e., with different (sub-) datasets. For 
example, the interactions between molecules can be computed by a set of coupled mass-spring 
calculations – for each molecule in the same fashion (Sekercioglu and Duysak, 2009). Without going 
into details about mechanisms to improve the scalability behaviour or how to write parallel 
applications, it can be noted that the general application structure follows the fork-join principle, as 
already discussed in chapter [A]III: 

One main application entry point (“main thread”) is responsible for spawning out the actual parallel 
working threads, which all take part of the actual computational task. By nature of parallel 
applications, all threads work on a common data set (the result) and accordingly will share some 
common read and write operations on this set. 

What is important to remember here, is that with a traditional operating system, all thread 
instantiations will be managed centrally to maintain process consistency. Accordingly, thread 
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instantiation itself cannot be parallelized and will be executed sequentially, queued at the central 
OS instance, even if triggered in parallel by multiple cores, respectively processes, at the same time. 

i) Reference HPC Application 

In the following we will use the heat diffusion algorithm as a simple reference application to analyse 
the specific requirements of an HPC application from an operating system. This will also serve as a 
reference case for the suggested modifications of the operating system that we will talk about in 
the rest of this part and the next. In the rest of this section, we will quickly introduce the algorithm 
and its core behaviour. 

The heat diffusion algorithm is building up on simple physics: heat is spreading radially in all 
direction from a heat source across space according to a heat diffusivity constant α for the 
respective material. Within a given (1-dimensional) coordinate system, the heat equation over time 
t can be represented as: 

 
𝜕𝑇(𝑥,t)

𝜕𝑡
−∝∙ ∇2𝑇(𝑥, 𝑡) = 0 (4) 

The temperature variation T(x,t) over space and time t can thus be calculated using differential 
equation solving methodologies (Cannon, 1984; Crank and Nicolson, 1996). Without going into the 
full details here, the formula can be simplified and discretized over time and space, as: 

𝜏𝑖
′ = {

𝜏𝑜                                                                                                           

𝑓(𝜏𝑖−1 𝜏𝑖, 𝜏𝑖+1) = 𝜏𝑖 + 𝑐 ∙ (𝜏𝑖−1 − 2𝜏𝑖 + 𝜏𝑖+1)
𝜏𝑁                                                                               

 
; 𝑖 = 0                  
; 1 ≤ 𝑖 ≤ 𝑁 − 1
; 𝑖 = 𝑁                

 (5) 

for any location i in the array of discrete space points τi size N+1. It is assumed that the borders (0, 
N) are thereby static, i.e., not affected by their neighbours. It is also assumed that delta t and the 
distance d between two points are chosen so that the difference in temperature affects only the 
respective immediate neighbours, i.e., that the heat does not spread further beyond the radius of 
two discretized points within dt. To calculate the development of the temperature over a given 
period t, the same equation must be solved multiple times, namely exactly so that t = n*dt, with n 
the number of iterations. 

double heat[xsize][ysize]; 

double heat_tmp[xsize][ysize]; 

Code B.1: Primary data space for the heat distribution algorithm. 

Taking the formula up to the 2-dimensional case, the calculation can be turned into a simple 
computational algorithm. Given a dedicated memory space for the temperature at each discretized 
point and a second memory space for maintaining intermediate results (Code B.1) the actual 
calculation for each time iteration dt needs to simply loop through all space coordinates and 
calculate each coordination as a function over all neighbours, and store the results in the temporal 
space (Code B.2). 

for (int y=1; y<ysize-1; y++)  

{ 

 for (int x=1; x<xsize-1; x++) 

 { // read neighbours 

  double dphi = heat[x-1][y] + heat[x+1][y] + 

        heat[x][y-1] + heat[x][y+1] –  

        4*heat[x][y]; 

  // write core to temporary space 
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  heat_tmp[x][y] = heat[x][y] + c*dphi;  

  // c: material’s dissipation constant 

 } 

} 

Code B.2: Basic heat diffusion algorithm according to (5). 

After each calculation, we store the results back into main space (Code B.3), thus concluding the 
timestep dt. 

// write the temporary values back to main space 

for (int y=0; y<ysize; y++) 

 for (int x=0; x<xsize; x++)  

 { 

  heat[x][y] = heat_tmp[x][y]; 

 } 

Code B.3: Write back of the calculation results from Code B.2. 

It will be noticed that with this approach time is an implicit factor represent by the number of 
iterations. Denoting the starting time as t0, the simulated time is therefore tn = t0 + n*dt where n is 
the number of iteration the process is currently in. With this approach it is therefore not possible to 
directly compute T(x,y,t) without going over T(x,y,t-1) – or in other words 

𝑇(𝑥, 𝑦, 𝑡) = 𝑓(𝑇(𝑥, 𝑦, 𝑡)) 

The full algorithm will be elaborated in more detail in section [C]II.3. 

It can be easily seen that the calculation of the individual locations in time and space is independent 
of other locations (besides for direct neighbours), and that therefore a simple parallelization 
approach could consist in calculating each location on a separate core. This means that the inner 
body of each loop can be encapsulated in an individual thread.  

Without going into the full parallelization details, this would obviously violate all concerns previously 
raised regarding the relationship between communication overhead and task workload. A cleverer 
approach would therefore consist in cutting the space into segments that circumscribe multiple 
discrete points. In other words, each thread would act over a subspace of the main array heat[x][y] 
with size n, m, according to the segment size.  

The optimal segmentation and distribution are secondary for this elaboration now. What is more 
important is the fact that even though the computations are independent of each other in terms of 
writing, the individual functions still require read access across each dedicated segment. This 
implicitly impacts on how the data is distributed across the processing units, and the algorithm 
assumes that at least the read data (heat[x][y]) is shared (i.e., all functions can access it). Since the 
written data (heat_tmp[x][y]) is copied back to the main space (heat[x][y]), cutting across the 
segments is primarily a concern at the beginning of each iteration.  

Obviously, the availability of a shared memory space depends primarily on the chosen destination 
architecture and not on the application. The code needs to be adapted to the actual deployment 
layout or that the lowest common mechanism is applied to all function bodies. This implies that 
either a suboptimal communication protocol is enacted or that the developer must go through 
major efforts to adjust his code to the architecture and implicit reduces portability considerably. At 
the same time, non-regarding the actual distribution, the virtual data space used within each thread 
(heat[x][y] to heat[x+n][y+m]) needs to be mapped to actual physical local memory of each thread, 
according also to the memory layout of the infrastructure. 
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2. Analysis of Reference Case 

Given the general behaviour of a parallel application as discussed in the preceding section, it is 
possible to derive the typical tasks that a developer must consider when developing and in particular 
when executing a multi-threaded application. Obviously, the developer could cater for all these 
aspects explicitly himself, i.e., develop a fully stand-alone application, but this would considerably 
constrain portability of the code and imply that all developers must perform the same, or at least 
highly similar tasks again and again. Whilst libraries would help to at least alleviate the development 
effort, they contribute little to the portability, unless a common denominator is chosen again and 
thus performance sacrificed. This already starts with the necessary booting mechanisms.  

As has already been elaborated in the conclusions of part [A], it is assumed here that the execution 
support does not need to cater for any other applications besides for the one to be executed – in 
the case here, this means the heat diffusion calculation as elaborated above. In other words, the 
operating system is geared towards single task execution per individual processing units – or, in 
other terms, no resource sharing on each separate thread. The individual cores therefore behave 
very much like an application running in classical MS-DOS (Microsoft Disk Operating System), i.e., 
strictly sequential without any switching between processes or threads.  

On this basis, the following core functionalities are necessary to execute parallelised code in a 
heterogeneous, distributed environment: 

i) Run a dedicated application 

To be able to execute any application in the first instance, it is mandatory that the operating system 
provides support to load up the code into memory and execute it there. In general, this is performed 
through the OS providing means to access the hard drive (or a comparable storage device) and load 
the resulting stream into memory, before moving the processor’s program counter (PC) to the 
respective starting address. 

This would necessitate a module to read a byte stream from file into the executing processor’s 
memory. Notably, the storage resource may thereby be regarded as a special instance or level of 
the memory environment in the first instance. The main problems with accessing the storage are 
related to standard file system formats and the different mechanisms to access different hard drives 
through dedicated drivers. 

Without restriction of generality, it can be assumed for the sake of this work, though, that the 
application in question is loaded directly at boot-up time, i.e., that the application is essentially 
booted, like the operating system. Whilst this makes handling of the application to be executed 
more inconvenient, there is no substantial hindrance in this approach.  

ii) Creating multiple threads / processes 

The “core” of the application consists in distributing the calculations across multiple processing units 
in a homogeneous fashion. For the time being, it is assumed that all processing units are of the same 
type, so that no specific mechanisms are needed to make the code (or operating system) executable 
within these – the impact of heterogeneous processing units will be discussed later (section [D]II.2).  

What needs to be considered in this context though, is the memory / cache layout of the destination 
infrastructure: processing units sharing the same memory (UMA), can instantiate threads right away 
from this memory unit by copying the according code space into their own virtual process space. 
Similarly, for processing units that grant some form of remote access to memory (RMA) support 
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from hardware side – typically, however, this is only supported on cache level. Most frequently in a 
large-scale system, memory will on some level not be shared and accordingly the code to be 
executed needs to be shipped to the destination environment.  

As opposed to memory management, which generally deals with data, thread creation must deal 
with executable code and therefore with the instructions space of the destination processor. This 
implicitly also means that no consistency mechanisms for the code itself must be applied (leaving 
special cases of reflection aside). The instantiation process furthermore needs to be controlled to 
maintain communication consistency and execution synchronization.  

iii) Invoking a thread / process  

Instantiation itself is insufficient, if the main worker thread cannot invoke these threads to execute 
them and to provide their starting data. In this context, one must distinguish between invoking a 
remote thread / process to execute a task as opposed to invoking a function to be executed locally, 
i.e., whether the code is copied into local space and executed there, or whether the process 
execution is somehow passed to the remote environment.  

Only in the second case real asynchronicity can be exploited – in case one either the operating 
system must switch back and forth between the respective processes / tasks, thus requiring 
additional support and memory, or must finish a given execution first, before returning to the calling 
space. For threads of the given nature, this means principally remote invocations – which does not 
mean that this applies to all application and operating system level tasks though. 

Like instantiation, invocation of this form must respect the different potential memory layouts and 
their implication on the means of communication in terms of which protocols to enact etc. Along 
that line, not every processing unit can be directly controlled, i.e., the calling application may have 
to execute an explicit function call, rather than “just” redirecting the remote program counter – this 
implicitly requires an according counterpart on the reception side, i.e., a mechanism to receive the 
call and locally alter context and program counter. 

iv) Accessing memory (within and across threads, implicit communication) 

The main important capability supported by an operating system consists in managing access to 
memory. Notably, memory management by the operating system was mostly introduced as a 
mechanism to deal with pseudo parallel (time-sharing) execution of multiple applications at the 
same time. The relationship between cache space and physical space on RAM is thereby typically 
supported by the memory management unit of the processor. It could therefore be argued that 
memory management in a single-task environment is not required – however, distributed execution 
implies multiple challenges for memory management, if the data space is principally shared, i.e., if 
not every thread or process hosts its completely own, unshared space.  

With the introduction of many-core processors, memory management mechanisms across multiple 
processing units have created an increasing interest from processor manufacturer side. However, 
due to the inherent scalability issues of distributed coherency systems, there is a growing discussion 
to realize non-cache-coherent memory setups in modern processors (cf. part A, chapter I). In 
distributed applications, state does not necessarily have to be fully consistent between threads: in 
the example provided above, only partial data is shared between the individual threads (namely the 
neighbour crossing the respective instance’s boundaries).  

Whilst this kind of data exchange between instances could principally be handled by the application 
itself, rather than by the operating system, this would necessitate additional intermediary 
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frameworks that could take over the according tasks - thus leading to the same problems again. 
With the distribution being principally controlled by the operating system, it is sensible to rely on 
OS support for remote memory access and state maintenance.  

v) Explicit communication 

Most of the capabilities described above imply the capability to communicate data or even 
operations across processing instances. Depending on the layout of the respective infrastructure, 
this could consist in simple direct access to the respective unit, or, in more complicated cases, in 
having to support the serialization and de-serialisation of the according message, as well as the 
necessary communication protocols.  

Just like in any cases above, since the operating system handles the actual deployment of the 
threads and tasks over the infrastructure, the application itself cannot know which kind of protocols 
it has to enact to reach the destination. As noted, the mechanisms will differ between 
communications from core to core, versus processor to processor etc. 

3. Key HPC OS Capabilities 

On basis of this analysis, one can identify the primary functionalities that the operating system must 
support to execute a distributed application of the nature discussed above (cf. Figure B.4).  

(1) Process Handling / Management subsumes all functionalities related to the handling of 
processes – non-regarding whether they share an address space or whether they are completely 
isolated from one another. This involves the full functionality support from creation and 
instantiation to deployment and localization of the respective tasks to be executed. This implicitly 
involves the capability to host processes and to invoke them, without executing the communication 
or serialization.  

 

Figure B.4: Main functional support expected by the operating system for (shared- and 
non-shared-memory system) HPC applications 

(2) Memory Management addresses all the capabilities related to accessing memory space from 
the respective application (“global”), respectively from each executing process or thread (“local”) 
without violating the global, or shared local space. This equally involves reserving and maintaining 
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address spaces for each individual (local) environment, and granting access to local, as well as 
remote memory instances. This may thereby also include mechanisms for consistency maintenance 
between individual (local) instances, if so required by the according use case. To realize remote 
access and access across different processor and system architectures, memory management, like 
process handling, requires mechanisms to serialise and communicate data between the respective 
processing units.  

(3) Communication Support is responsible for exactly the lacking support to execute both process 
and memory management across different processing units and architectures, namely, to 
communicate messages or data across this infrastructure. This covers all aspects from serializing 
and deserializing data to enacting whichever protocol necessary to actually transmit the respective 
information – this implies mechanisms on both sides of the transaction, i.e., sender and receiver 
side, as well as additional support for routing the message over different units. 

 

  



60 | P a g e  
 

 



61 | P a g e  
 

III. ESSENTIAL OS MODULES 

“The art of simplicity is a puzzle of complexity” 

Douglas Horton 

The preceding section has shown which key functionalities the operating system must at least 
support to execute a distributed application. Even though the performance of the execution is 
primarily defined by the appropriate segmentation of the workload, the structure and organization 
of the operating system support can contribute essentially to the execution performance. As has 
been elaborated this is influenced in particular by size, complexity, and organization of the 
functional segment(s), to reduce overhead on workload, management, and memory.  

Essentially, the modules should convert the application, respectively its threads into standalone 
executable units as close to the hardware as possible (low-level processes). In other words, the 
operating system should add no other overhead than the absolute necessary minimum – just as if 
the application would have been developed in machine code for exactly this purpose. Obviously, 
optimization of the algorithm is thereby still up to the compiler. 

This chapter will analyse these key capabilities to generate a technical approach to their realization. 
In other words, this section will specify which functionalities need to be concretely provided to fulfil 
the capabilities needed to support applications of the type(s) described in the preceding chapters. 
On this basis, the set of modules and the functionalities they provide can be identified, that 
essentially form the key functionality segments of the operating system proposed. 

To this end, the reference use case elaborated in the last chapter will serve as the main starting 
point.  

1. Key Functions 

To execute the example case, the application needs to incorporate the following functions, 
independent of their exact execution behaviour (cf. chapter III): 

i) Thread management: 

Even though parallel applications are not generally written using threads (e.g., using parallel loops 
instead), they nonetheless are converted into some form of threads by the compiler, to generate 
process-like executable units that can be handled individually by the operating system. Besides for 
the data dependencies, it is thereby irrelevant for the OS, whether these units are threads or 
processes (see “memory access” below).  

However, the operating system must be able to instantiate new code environments with a 
dedicated memory space, and to deploy these environments on a dedicated processing unit. Due to 
the potential dependencies (in terms of shared data or explicit communication) between these units 
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(i.e., threads), the operating system must furthermore provide a means to ensure that all dependent 
instances can somehow reach each other. 

Even though the operating system generally decides on the location of the processes created, the 
developer must be able to control this process by defining the preferred destination unit. Notably, 
this does not address aspects related to identifying the respective processing units, or the most 
suitable units for a given thread or code. For such details refer e.g. to (Baaij, 2012). 

Notably, instantiation does not necessarily imply execution / invocation, and the application must 
be able to control the threads up to a certain degree. This involves starting a thread and potentially 
stopping it, if so desired. 

In the following, the key functions that need to be supported are described in more detail. Note the 
following description conventions: “<>” stands for parameters that are optional, i.e., can be null and 
“[]” denotes lists of parameters, with at least one instance. The functions are generally notated in 
the form of result:=functionname(parameters), unless the function does not return a value, in 
which case result is omitted. 

#1 Create a new thread: by registering the (virtual) code address to be executed. For future 
reference, the thread must be registered in the process lookup table with a unique identifier 

threadid := createthread( pointer to code ) 

As a background task to its creation, the thread must be registered in some lookup table to be able 
to retrieve its location for communication and for checking its status. Though the functionality is not 
necessarily accessible from the outside it can be declared as: 

register( threadid , [PU id(s)] ) 

Similarly, the location(s) of a registered thread needs to be easily retrievable from this same table / 
data base.  

[PU id(s)] := resolve( threadid ) 

#2 Start and stop a thread: according to its unique identifier. See also discussion on “calling” a thread 
below 

startthread( threadid ) 

stopthread( threadid ) 

#3 Destroy an existing thread: to free the reserved resources again 

destroythread( threadid ) 

#4 Deploy code: To create a thread or process, the respective instructions need to be deployed into 
the destination unit’s instruction space, so that it can be executed. Notably, this may require an 
explicit sandbox like environment in some cases, whilst in other architectures this can be performed 
by a simple memory copy (cf. memory access below) 

deploy( PU id, threadid, context <optional> ) 

ii) Execution control: 

In a principally distributed environment as discussed in chapter [A]III, any memory access can leave 
the boundaries of the currently executed process – this does not only apply to read and write 
operations, but also to function invocations (calls). In such cases, the execution counter of the 
hosting resource must be set to the intended value – whether local or remote. Obviously, this 
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principally also applies to jumps, with the main difference that a called invocation will have to return 
to the invocation point whereas a jump does not.  

In the context of this work, however, calls are generally understood as asynchronous invocation, 
insofar as the deployment allows it (i.e., that the destination is indeed remote), whereas jumps are 
synchronous in nature. It can be easily seen that a thread invocation is therefore nothing more than 
a call. In the specific case of the reference example provided above, the thread is furthermore forced 
to be executed synchronously by explicitly blocking execution continuation through a barrier or 
synchronization point. 

The main problem for the OS consists in deciding whether a call leaves the processing unit’s 
boundary or not. One can thus distinguish between: 

Remote calls, which effectively mean that the execution responsibility is passed to a remote 
processing unit – synchronously or asynchronously – to be executed there and in one way or another 
pass the results back to the main execution. 

Local calls, which means that the instruction space of the desired function is assigned to the same 
processing unit than the caller. In the case of single-task systems, this automatically implies 
synchronous execution, whereas in multi-task systems, it at least means half the execution speed 
than without the call.  

According to this definition, a remote jump principally wastes the origin resource and thus must be 
considered bad programming – in the rest of this work, it is therefore ignored. 

Key functions are thus: 

#1 asynchronous invocation of a thread or process by its unique identifier or the designated memory 
address. Optionally, the call may pass an initial set of parameters for controlling the execution (input 
variables) 

call( threadid, <parameters> ) 

 or 

call( virtual memory address, <parameters> ) 

#2 return from a call invocation 

return 

#3 wait until a thread has returned, respectively all threads have finished (“barrier”). This 
necessitates that the execution status of the registered threads is accessible. This could either be 
supported directly 

wait( <threadid> ) 

or indirectly by exposing the thread’s status 

status := getstate( threadid ) 

setstate( threadid, status ) 

To maintain minimalism of operations, the get / set operations are sufficient and can fully represent 
the wait operation. 

#4 Change program counter: Executing a process or thread, performing jumps and calls etc. all 
means in principle that the program counter of the respective unit is redirected to the respective 
instruction set. Whilst this is currently easily done within a processor domain (i.e., between cores), 
across boundaries, this requires explicit software support 
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setpc( PU id, new (virtual) pc address ) 

iii) Memory access: 

Reading and writing to memory, independent of the actual physical location of the respective data 
set. In the example case, this involves access to the local segment, and potentially to remote data 
instances over the neighbouring segments – the details depend on the implementation of the halo 
function; the most basic approach would consist in directly accessing the direct neighbours. From 
the application perspective, the location should however be completely transparent.  

The actual data location and their consistency management is not prescribed by the function but 
should principally be supported by its implementation. The choice of mechanism should be left to 
the context situation or to the developer if explicitly desired. The function should however offer the 
kind of support that allows best execution of halos etc. 

Even though memory access is typically constrained to the direct memory hierarchy (cache, RAM), 
the hard disk has already long been accepted as an extension to this hierarchy and there is no reason 
why this should not be extended further to remote devices, tapes, flash drives etc. Implicitly, not 
only the location should be transparent to the developer, but also the type of endpoint and its 
means of access. 

Memory access also is the base mechanism to provide data streams, which is effectively a means 
for consecutive access to a data range on any type of data device. The main difference to simple 
read / write consists in the fact that the pointer and route to the stream is normally maintained- 
which also makes it difficult to maintain a stream over multiple different sources. In the context of 
this work, however, streams are disregarded. 

This strongly relates to reading complex data structures, i.e., reading a set of consecutive low-level 
data (bytes) to aggregate the necessary data structure. 

Essential capabilities / functions are: 

#1 reading data: simplistically, this means reading data byte by byte – however, to increase 
efficiency and usability, it is typically expected to read (at least) the data structure of a whole object 

object := read( virtual memory address ) 

#2 writing data: just like read, but with serializing the (primitive) object into the memory rather than 
the other way round 

write( virtual memory address, object ) 

Implicit to both functions is the capability to #3 resolve a location in the distributed memory space 

{location ID, physical address}[] :=  

 resolve(virtual memory address) 

iv) Memory management: 

To enable these functions for the application, the operating system must provide internal 
capabilities or functions which are executed as part of the application execution, either directly or 
indirectly. One could say that the according functionalities must be explicitly incorporated into the 
source code, but this would imply that the operating system cannot make deployment specific 
decisions on its own. This means effectively, that the operating system performs to a certain degree 
a managed execution of the application in the sense that it takes over responsibility for handling its 
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environment. Only this way can the OS guarantee common execution even across different 
environments and processor types. This means that every functionality can be implemented in 
different ways, as shall be elaborated in more detail in the next section and was already introduced 
in the section on modular principles. 

 

Figure B.5: Memory hierarchy and the "controllers", i.e., the instances that define their 
behaviour, on the right.  

Notably, one of the main features of the modular operating system consists in the capability to 
extend the resource scope, also in context of the storage devices. This means that the typical storage 
hierarchy is transparently extended – in other words, any type of storage device can be accessed as 
plain memory, even layers that were classically under control of the OS or application itself.  

Figure B.5 depicts the traditional memory hierarchy from the perspective of the processor, i.e. in 
terms of access delay – the further down the hierarchy, the slower the access to the respective data 
and implicitly the higher the cost for the overall execution performance. It is thus obvious that 
registers (L0 cache) and the direct cache levels are fastest, whereas any storage device connected 
over a slow network is slowest. Classically, the direct cache levels are under control by the hardware, 
using the virtual memory management unit and paging mechanisms to keep the cache up-to-date 
and consistent. The operating system can control caching behaviour only to a certain degree but 
has particular influence on the RAM structure and in particular the file system. If higher order 
storage devices are to be supported, the operating system typically needs support by the software, 
which in turn has only marginal influence on the memory structure in RAM. 

Since the main differentiating factor is not the organization of the storage device itself (i.e., access 
protocol, logical units etc.), but the access cost in terms of delay versus bandwidth, the operating 
system should principally not only support the full hierarchy, but also differentiate between device 
types depending on the specific application’s needs. Principally, ModOS can differentiate the 
behaviour of these devices using different “flavours” of memory management modules for different 
address spaces, or even adding another virtual level in front. The concepts defined here principally 
foresee implementation of different such mechanisms, they will however not be elaborated here as 
they would exceed the scope of this work.  

Instead, the base memory management functionalities are: 
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#1 Reserve space in virtual memory: Extend the current space dedicated to the process with the 
according size to be reserved. This is an implicit reaction to declaring and initiating variables on 
source code level. The space can be distributed over multiple instances / devices, if no explicit 
parameters are provided that constrain the space to specific resources (in terms of access speed etc. 
from the perspective of a given thread / process).  

virtual memory address :=  

 reserve( space, <threadid>, <constraints> ) 

#2 Free space in virtual memory: Memory space that has been reserved should be freed again once 
it is no longer in use, to reduce the overhead for data maintenance and provide more space for 
other processes 

free( virtual memory address, space ) 

#3 Retrieve the physical location: to access the (virtual) memory address, the actual physical address 
needs to be maintained (cf. part [C]I.1 for more details. Like thread handling, this involves that this 
table is updated with every reserved and freed address: 

register( virtual memory address, PU id, 

 physical memory address size) 

and that the location can be resolved accordingly:  

[PU id(s)] :=  

 resolvelocation( virtual memory address) 

physical memory address :=  

 resolve( virtual memory address, PU id) 

respectively destroyed:  

unregister( virtual memory address, PU id ) 

v) Communication: 

Closely related to memory management are those functionalities that control the data exchange 
across multiple threads or at least across multiple processing units through explicit communication, 
rather than through remote memory access: 

#1 Send message: Most invocations and operations across boundaries require that the instructions 
are send using the available network connection from the caller to the recipient where it needs to 
be transcribed and executed. Notably, transferring memory content is just a special sort of 
invocation to the respective memory management systems. 

send( destination PU id[],  

 message and / or data ) 

#2 Route / forward message: The recipient address may not always be fully resolvable, as will be 
elaborated in more detail in the context of the deployment architecture. Suffice to say that 
messages may have to be relayed to reach their true destination. This is an implicit functionality of 
the receiver and cannot be invoked directly. 

#3 Receive a message: Sending a message effectively simply means adding them into a FILO (first in, 
last out) queue at the reception side. A receiving instruction therefore either fetches the last 
message from the queue or waits, until a message has been queued, if the buffer is empty. 

messageobject :=  receive( <source PU id> ) 
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vi) Resource Handling: 

With many of the preceding functionalities it is assumed that some knowledge about the resource 
infrastructure exists. Without going into details yet, this means that some form of table exists that 
maintains all resources. This implies (non-public) actions for registering 

register( PU id, physical address,  

 specifications ) 

and releasing entries 

remove( PU id ) 

For practical reasons, it must furthermore be assumed that some mechanism exists to retrieve 
resources according to its specifications, which may include communication protocols, chip type etc. 

PU id := retrieve( specifications ) 

2. Dependency Analysis 

As has been discussed in the introductory section, the operating system must principally be treated 
in the same fashion as the application itself, when an efficient distribution is desired. In other words, 
the operating system must undergo a similar analysis of dependencies than the application itself. 

The dependencies between the functionalities of an operating system provide the relevant 
information about the potential performance impact of a given distribution. As noted, the cross 
dependencies between functions in an operating system can lead to massive execution overhead in 
terms of memory usage and communication. The analysis therefore can also provide an indication 
as to whether a distribution of the function is sensible in the first instance, or whether in fact all 
functionalities would remain together in a monolithic type of fashion. 

It will be noted by this analysis, that all communication takes a special stance, depending on the 
actual deployment and distribution of the functionalities: in principle, the modular architecture 
foresees that any of the operating system modules could be deployed / located on any processing 
unit of the infrastructure and still must be reachable in the same fashion as if co-located with the 
calling function. In other words, the application or depending functions should not have to explicitly 
cater for remote vs. local invocations for any function. How this can be implemented will be 
discussed in the next chapter – for here, it is only relevant to notice that the communication support 
takes a central stance in all execution and therefore in the dependency analysis. 

Figure B.6 provides an overview over the main functionalities and their dependencies upon each 
other, as identified in the preceding section. As such, for example the “Deploy Thread” functionality 
implies that the thread is identified on basis of its id, that the memory space is reserved in the 
destination resource and that the code data is read from the source and written into the destination, 
and finally that the thread location and status is registered in the database. The full algorithmic 
details of each function will be elaborated in part 10. 

What can be clearly seen from this analysis, is how the complexity of OS architectures, such as the 
one by Linux (see Figure A.13) comes about: the number of cross-dependencies between essential 
functionalities to be supported by the operating system are so high that an efficient implementation 
will automatically try to reuse as much code as possible, thus leading to the bad memory alignment, 
which only really causes problems with the rise of many-core systems.  
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The analysis in section II.1 has already shown, however, that not all these functions are needed for 
the execution, so it can be noted that some of the functionalities in Figure B.6 have higher invocation 
frequencies than other. As such, e.g., to create a thread is only of relevance for tasks that spawn of 
subtasks. Similarly, the ability to resolve locations is only needed when the respective task 
communicates in some form with other tasks, which however is quite frequent for parallel 
applications.  

The main point for identification of the key modules is therefore not so much their functional 
relationship, but the intensity of this relationship in terms of usage frequency. In other words, 
functions that are frequently used together should be maintained within the same logical module 
so as not to increase overhead unnecessarily.  

 

Figure B.6: Core OS functions and their dependencies to each other. 

Note that it is possible to separate all functions from one another and let all invocations take place 
via messaging. This approach however creates unnecessary delays in case of functions that are 
frequently invoked with each other. The problem is thereby not so much the invocation overhead, 
but the additional effort for resolving the random accesses to the main OS source and the 
misalignment in memory pages. This approach would also reduce the effect of optimization 
strategies in terms of memory layout and data re-usage, making development and execution more 
complicated. 

Instead, the approach suggested here may lead to some functions being replicated in multiple 
modules, thus increasing the principal development overhead, but improving the performance by 
reducing the impact of the issues mentioned above. Obviously, it should be avoided that the 
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execution requires multiple modules with the same functions incorporated, as this would impact on 
the available memory space. As will be elaborated in the next section, though, it is principally 
possible to realize different “flavours” of the same module to cater for different execution contexts 
and situations. The final section will elaborate how the maintenance of such an operating system 
could be performed from the developer’s perspective. 

3. Key Modules 

Using this dependency information as a key to specify the main modules, it becomes obvious that 
for example memory reservation is closer related to thread creation, than to reading and writing 
memory. This is simply because reservation and freeing memory is related to object instantiation, 
whereas read and write typically is only required once the object is instantiated. It should be noted 
though that reservation is typically followed by write operations to fill the reserved space with the 
object specifications, respectively with the code of the thread created.  

A good coding practice tries not to create too many variables at run-time but sticks with the space 
reserved at instantiation time – this allows memory management to manage the available space 
better and distribute it in the most efficient fashion. If the memory space constantly changes, this 
means that its arrangement must change, too. In essence, the number of read / write accesses to 
memory outweighs reservation and freeing space by far, which in turn occurs more frequently than 
creating and destroying threads.  

Very closely related to handling threads, on the other hand is their maintenance in terms of starting, 
stopping, and setting program counters. Any call or jump from the main process may lead to 
invoking these functionalities, in particular – obviously – setting the program counter. Notably, 
setting the program counter only needs to be supported by the operating system if the jump leaves 
the processing boundaries – locally, any jump or call can be directly handled by the processor’s ISA. 
Even though not frequently used, start, stop and setting the program counter across boundaries are 
essential mechanisms to handle any process. 

In all contexts, it is essential to be able to resolve endpoints in the system – be that relating the 
virtual memory address to its actual physical location, or the endpoint of the process to 
communicate with. This capability is crucial for all types of interactions and strongly related to 
messaging in the first instance, though local memory access does not require messaging per se. 

On this basis, the following main functional modules stand out: 

i) Communication Support 

The most fundamental capability in a large-scale environment with a modular, distributed 
application running on top of it, consists in the capability to communicate with different endpoints. 
As will be elaborated later, communication support can take on various flavours depending on the 
infrastructure setup and the relationships of the executing segment / thread.  

Communication support circumscribes the following main functions: 

• sending and receiving messages, including their serialization and deserialization. 

• routing (forwarding) messages and invocations. 

• resolving locations, including (remote) virtual memory addresses. 
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It is worth noting in this context, that interrupt handling is needed to be able to receive messages. 
Even if the running process is not actively interrupted by the invocation (asynchronous message 
enqueuing), it is still necessary that the logical processes are triggered to handle the message queue. 

ii) Memory Access Management 

is involved in all memory accesses that either cross the local boundary, i.e., to remote instances, or 
where specific actions, such as consistency maintenance, must be enacted upon memory access. 
Notably, maintenance of access locks is also part of this module. As for the communication support, 
this does not mean that this module implements all potential types of locking mechanisms or 
consistency protocols – instead, it can be implemented (or more correctly: aggregated) in different 
flavours according to the requirements of the executing process. 

It consists of the following main functions: 

• read data from a (virtual) memory space – potentially making use of the communication 

infrastructure. 

• write data to a (virtual) memory space – potentially via communication support. 

• mapping a virtual memory address to its physical counterpart, potentially involving a remote 

endpoint. 

Notably, stream management is developed on top of the memory access manager and can 
principally even be executed without any additional OS support, by having the compiler convert the 
stream into consecutive pointer accesses.  

iii) Distributed Execution Support 

provides the low-level capabilities for maintaining threads and processes that are necessary to 
principally control them remotely. This involves: 

• starting a thread / process. 

• setting the program counter. 

• executing remote jumps or calls. 

• maintaining the process id and their locations, as well as any metadata required for it. 

iv) Process / Thread Maintenance 

Creation and registration of new threads (or processes) under the main execution environment are 
only required at a certain point of time and the according modules can be dismissed again after 
execution. Due to the nature of these modules, they must be realized in two versions: one for the 
instantiator (client) and one for the host (server).  

The functionalities include: 

• creating and registering a new thread / process. 

• deploying code (using remote memory management). 

• destroy and unregister thread. 

v) Memory Maintenance 

Reserving and freeing memory space are less frequently required than accessing an already reserved 
and assigned space. Even though the according module is required at least at beginning and end of 
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every process, it can nonetheless generally be unloaded after usage, without seriously affecting 
execution performance. Proximity maintenance of the module depends on the source code’s 
requirement for temporary object instantiation and destruction. Due to its nature, memory 
maintenance is typically co-deployed with thread maintenance. 

Core functionalities of this module are: 

• reserve a memory space and register it in the virtual memory address space (using memory 

access manager). 

• free a reserved memory space and unregister it from the address lookup table. 

vi) Resource Management 

It is essential to identify the correct resources in the infrastructure to host the code and data, and – 
what it more important – to generate correct messaging routes. Whilst resource characteristics 
must be exploited to achieve best execution performance, in the context of this work it is only of 
interest to be able to identify which resources exist and how to reach them. Therefore, the main 
functionalities are: 

• find available resources. 

• resolving the physical location and path to a (virtual) resource. 

• (un)registering resources. 

 

It will be noted that the modules are like the functional categories identified earlier but differ slightly 
in scope due to the dependency of functions and their usage context. It may also be observed that 
there is no functional support for context switching or interrupt handling offered by any of the 
modules discussed. As has already been elaborated, this is because the base operating system 
promoted here concerns itself with execution of processes and threads close to the hardware to 
achieve best performance possible. Accordingly, it is a single task system with no management of 
the application and thus with no interrupt control or user and kernel space distinction (see also part 
[D]). 
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IV. MODOS ARCHITECTURE  

“All you need is trust and a little bit of pixie dust!” 

James Matthew Barrie  
(Peter Pan) 

The functionalities of the modules and their contribution to the overall execution of an application 
already prescribe a certain way of their deployment. Due to the nature of a modular architecture, 
however, there is no concrete deployment model that will always be applied, such as is the case in 
monolithic architectures. Instead, the deployment and selection of modules depends very much on 
the tasks to be performed by the running application. This chapter will elaborate how the operating 
system architecture is principally structured, given the modularity and flexibility of its deployment. 

1. Base Architecture Principles 

As elaborated in the preceding chapter, the key modules forming the low-level operating system 
pursued by this work consist in: 

1) Communication Support  

2) Memory Access Management 

3) Distributed Execution Support 

4) Process / Thread Maintenance 

5) Memory Maintenance 

6) Resource Management 

These modules exhibit the dependencies basing on the relationships of their constituting functions 
(cf. Figure B.6). Due to these relationships, communication support builds a base module that is 
involved in almost all OS operations. On this basis, one can derive a building block architecture of 
ModOS as depicted in Figure B.7. 

 

Figure B.7: High-level building block architecture of the modular operating system. 
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Building blocks that may principally exchange data are depicted connected by a line. Implicitly, if 
such a relationship is to be exploited in the execution of an application and the modules are 
deployed on different processing units, some form of communication support is required on both 
ends of the deployment. 

Even though ModOS is not stacked, but horizontally aligned, it will be noticed that certain 
functionalities depend on the availability of other building blocks, such as thread maintenance 
requiring memory access management for actual deployment of the code. This means that usage of 
the one automatically requires deployment of the other. Again, once the deployment is not co-
located on the same processing unit, communication support is required to establish the 
relationship.  

Basing on these dependencies, we can easily derive how a specific distribution of functionalities 
leads to a representative deployment of core modules to fulfil these tasks. For example, if a thread 
needs to access a data set on a remote processing unit, it automatically requires within its 
boundaries: 

1) local support for memory access management to execute the access request (#4) 

2) local communication support to route the request to the hosting instance (#0) 

3) remote communication support to receive the request (#0) 

4) remote memory access management to execute the access (#4) 

 

Figure B.8: Possible distribution of ModOS modules for a specific type of application that 
(here) only consists of two threads (processes) being executed on different processors, such 
as in a client-server relationship. Note how communication serves for interaction between 

modules across and within processor boundaries. 

Due to the nature of the ModOS organization, there is no single clear kernel architecture that is 
repeated for all processing units or processors within the system. Unlike the classical monolithic 
architecture, each processing boundary can host its own dedicated subset of the operating system, 
according to its respective execution needs. In must be highlighted again in this context that the 
needed modules only must be accessible for the respective thread (or other module), i.e., they do 
not necessarily have to reside on the same core, if the hardware can grant access using e.g., the 
Advanced Programmable Interrupt Controller (APIC) – see also section [C]II.1. 

In its most complete form, each thread, respectively stand-alone process may host all the operating 
system modules it requires for its execution, thus effectively becoming its own application with 
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dedicated communication interfaces to interact with other processes. This is the primary, maximum 
constellation of the kernel, fulfilling just the required necessities.  

As has already been discussed, local OS instances do not need to be complete in that sense though. 
The thread may host an incomplete instance that exploits communication to interact with other 
modules. This implicitly impacts on the performance of the invocation due to the communication 
overhead but reduces the overhead on local memory. At the same time, to execute this capability 
requires support from the communication modules. 

It is important to notice again in this context that each module prescribes an interface, but not a 
specific implementation. Communication support thus does not necessarily imply that all potential 
protocols or layouts are supported. The exact configuration instead depends on the concrete 
deployment and infrastructure.  

2. Application Lifecycle 

The deployment and organisation of the modules is not fixed with a specific layout of the application, 
respectively its threads and processes. Instead, it may also change over time, as do the requirements 
of a process change over its execution time. Whilst it is generally not sensible to change the OS 
structure constantly, as this leads to the same overhead problem, that lead to this work in the first 
instance, it is nonetheless necessary, to allow e.g., for on-the-fly deployment of code, which in turn 
requires a base sandbox at this point in action. 

To investigate the organisation and the deployment of the modules over time, it is necessary to first 
understand the change in requirements towards the operating system over a typical execution 
period. For the time being the analysis will stick to the example case elaborated earlier (Section 
II.1.i). 

It is assumed here, that the infrastructure will only host this specific application and basically boots 
around this application. In other words, it will not support any interaction (such as for loading and 
starting) or multi-tasking, and the setup is discarded once the application has run its cycle. This way, 
all results are lost, too, but this would “just” imply introduction of another access to storage (higher 
order memory) at the end of the cycle to be able to reuse the outcome. The application could 
obviously also incorporate a dedicated saving step for this end. This is however outside the scope 
of this work and has no effect on the principles. 

 

Figure B.9: Lifecycle of a ModOS configuration 

In a straight-forward, single-threaded implementation, the application would go through the 
following main phases (cf. Figure B.9): 

0) specification of the deployment (definition of requirements, identification of resources etc.) 

1) setup of the processing units 
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2) deployment of the application 

3) execution of its computation 

4) finish  

Notably, for a multi-threaded application, such as the example case, part of the execution phase 
consists in spawning off further working threads (or even processes), which may share data, 
respectively the memory space with the main application. Each of these threads however behave 
like their own applications from the OS stance, sharing and communicating data with other 
processes according to their definition(s). Even though generally not supported by any current 
programming model, this principally enables an application to create nested threads, i.e., threads 
which themselves spawn off further threads – this is particularly helpful to e.g., unroll nested loops.  

Implicitly, any spawned thread will traverse the same lifecycle phases as the main application, with 
exception of the phase 0, as this is already covered by the main application.  

The following will specify the phases and the implicit tasks and deployment pointers for the 
operating system in more detail: 

Phase 0 
Specification of the application or “programming phase”:  

During this phase, the developer will specify the application’s behaviour, as well as the deployment 
layout and dependencies through whatever means available. Principally, this step can be supported 
by intelligent compilers and appropriate programming models, which however exceeds the scope 
of this work. In the context of this document, it is generally assumed that the application 
specification already carries sufficient information to guide the resource identification, 
segmentation, and distribution of the application over the infrastructure. 

Phase 1 
Configuration of the processing unit: 

Before the process can be deployed and executed, the processing unit must be configured according 
to the specifications of the application. Primarily, this means that the required memory space is 
allocated and assigned to a process id that is known to the operating system for communication and 
management purposes. All memory space is thereby primarily “virtual”, i.e., though fixed for the 
process, not fixed in its actual physical location. 

This means that the operating system must already have the capability to create processes (or 
threads) and to configure the memory layout of the processing unit for this specific execution. This 
involves the following units: 

#2 Thread / Process Maintenance 

#5 Memory Maintenance 

Phase 2 
Deployment of the process / thread and its OS environment: 

Once the processing unit has been configured according to the application specifications, the 
executable code itself must be deployed so that it can be executed. For the primary thread (or 
application core), the last two steps are basically identical to the boot-up process, during which the 
primary executable code (i.e., the first task) is uploaded into the processing unit’s instruction space. 
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It must be noted in this context again, that applications executed according to the fashion promoted 
here effectively act on the same level as the operating system itself. As opposed to this, in the 
classical approach, the boot-up process would only load the operating system into instruction space, 
which in turn assigns the memory space for the application to be executed and loads it into space. 

Deployment is effectively nothing else but loading the desired application code into a memory space 
that is accessible to the program counter of the designated processing unit. To this end, support 
from the following modules is required: 

#2 Process / Thread Maintenance, which in turn requires 

#4 Memory Access Management to upload the code 

In a large-scale distributed environment, it is unlikely that the desired code can be directly accessed 
in a local memory space or storage device. Instead, it is more likely, that the necessary code has 
either to be transmitted to the destination unit first, or that the memory manager uses a route to 
the actual source. In either case, the system will require functionalities of  

#0 Communication Support 

During deployment, not only the code itself is deployed in the processing unit, but also co-located 
operating system modules that the process requires for execution. These are not executed at this 
point but deployed in a similar fashion to the process. It must thereby be assumed that the 
application provides sufficient information about these dependencies and their distribution in the 
environment. During this step, these modules also need to be registered in local kernel setup, to 
make sure that they are reachable from the application code.  

Phase 3 
Execution: 

The main application part obviously consists in its execution, i.e., in the context of High Performance 
Computing, typically in solving a large amount of computation. The specific dependencies with the 
operating system thereby depend strongly on the structure of the task itself, and the development 
process in phase 0 should make sure that these dependencies are clearly identifiable at this point. 

Execution is generally triggered by the instantiating thread, i.e., the booting kernel in case of the 
main thread, respectively the thread spawning of worker threads (cf. above). Effectively, triggering 
the execution means either passing over the execution pointer (program counter) to the respective 
code segment, or by instructing the respective remote core, to alter its program counter accordingly. 
Depending on the type of invocation, execution could involve passing specific parameters and 
storing a return point (calls). In general, the execution context must be provided with the 
instantiation of the respective thread, so that all relevant information is available – notably, this also 
involves base configuration of the potentially shared address space, over which the necessary data 
may be accessible. 

The main module involved in this support is 

#3 Distributed Execution Support 

which may require additional help from  

#0 Communication Support 
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if remote processing units are to be controlled, e.g., if the main thread triggers remote worker 
threads. 

Notably, this does not involve all the OS support required by the respective thread for its proper 
functioning, e.g., accessing a specific device or similar. Again, this means that the according 
dependencies are specified in the program and that the deployment phase ensures that the 
according modules are somehow available (locally or remote). 

Phase 4 
Finish / Wrap Up: 

The execution cycle is finished when the respective thread has reached its final return instruction. 
This means that the reserved code and data space can be released again and that the process id can 
be unregistered. This generally also implies that the respective thread is no longer available for 
communication or accessing memory – instead, all memory content etc. must be resolved back to 
the main space, insofar as still required. This is identical to destroying an object after usage and has 
the same impact, namely that its content is no longer available. As threads are essentially objects 
with local scope, this is common programming practice in the first instance and does not require 
any additional intelligence by the operating system. 

Main modules involved in destroying the object (thread) and its context again consist in  

#2 Thread / Process Maintenance 

#5 Memory Maintenance 

just as for creation of the thread in the first instance (see phase 1). 

3. Deployment Principles 

The dependencies and requirements at a given time specify the base deployment and relationship 
of the modules with one another. Within this section, the main principles of module deployment 
will be elaborated in more detail with a particular focus on the example application provided earlier. 
It will be remembered that with the modular approach, no full operating system support is needed 
per thread – nonetheless, each processing unit used in a distributed application requires at least 
some minimal OS capabilities to enable it to host, execute and maintain threads that contribute to 
the overall application’s task(s). This however does not necessitate that the module configuration 
remains the same throughout the lifetime of each thread – in fact, the modular structure allows 
exchanging operating system capabilities much the same way, code or threads can be (re)deployed, 
instantiated etc. 

The actual deployment choice builds up on three major aspects: 

1) The requirements of the application and other OS modules (“conditional” deployment) 

2) The infrastructure conditions and its requirements (“flavour”) 

3) The dependencies between threads and OS modules and their communication / 

maintenance overhead (“distribution”) 

Without restriction of generality, it is assumed in the following that the application does provide 
enough information for the setup and distribution of the task segments, their relationships and OS 
requirements. This information can thereby either be gained through the compiler, through analysis, 
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through extensive annotation by the developer, or even through trial and error in the execution 
process – for the time being, this does not matter. 

As has been noted, for the time being it is also assumed that the infrastructure is of a homogeneous 
form with multiple processing units per processor and multiple processors forming one node, 
multiple of which in turn form a cluster etc. 

Even if the points in the infrastructure are replicated homogeneously, i.e., all cores are of the same 
type, as are processors and nodes etc., the connectivity between the processing units nonetheless 
differs immensely. For example, data exchange between cores of one processor will change from 
data exchange between two processors on a shared memory node, and this in turn will be different 
from communication between processors on two different nodes. In general, shared memory on 
some level (L0-L2) may be used for data exchange between cores, whereas network protocols may 
have to be enacted between processors and between nodes. 

Implicitly, the layout of the code, i.e., its distribution and the deployment in the infrastructure plays 
a major role in terms of the operating system support required and the impact on performance, as 
well as overhead. With a computation task such as in the example, i.e., with access to neighbour 
data to compute its local status, most cores will have to cross the hierarchical boundaries at some 
point in the execution (synchronisation points).  

In a straight-forward approach, all cores would incorporate all communication protocols in their OS 
modules to ensure reachability of any data within the distributed application. In other words, all 
threads would host the same operating system configuration, at least with respect to 
communication support in this case. Whilst this makes deployment comparatively easy and straight-
forward, this approach means that most of the cores host unnecessary functionalities which take 
away unnecessary space and potentially reduce the performance of the OS module.  

i) Heterogeneous Flavours 

 

Figure B.10: ModOS components of different "flavours" in one processor. 

Given that all layout information is available, this approach can be improved by deploying different 
Communication Support modules according to the interaction needs of the local thread. For 
example, threads that only interact with cores in the same processor only require a realization of 
the module that deals with data exchange across cores, whereas threads that communicate across 
processors will incorporate a version that supports the according protocols. Frequently, some 
threads will have to incorporate multiple different protocols to communicate e.g., between cores 
and across processors. Within a single processor there may be therefore multiple different versions 
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of the same module, according to these requirements (cf. Figure B.10) – these are called “flavours” 
in the context of this work.  

The implementations of these flavours may not only differ in terms of protocols supported, but also 
in the way they are implemented, e.g., to address different processor architectures, cater for 
different mechanisms, such as asynchronous vs. synchronous communication etc. If the interface 
remains the same, the selection of flavour depends on the application requirements, the capabilities, 
and limitations of the infrastructure, as well as the indicators provided in the application 
specification, e.g., by the developer. 

ii) Hierarchical Deployment 

It has already been noted that not all modules, respectively functionalities must be co-located with 
the threads that make use of them. With the communication support acting as an intermediary 
equally between threads, as between modules, the required functionality may be located on a 
remote instance, potentially even across the infrastructure boundaries. Obviously, such a 
deployment necessitates that the (local) communication support can relay the request to the 
appropriate instance that hosts the required module, respectively flavour of this module.  

This principle also holds true for communication support itself, so that not all protocols necessarily 
have to be incorporated in the local module. In the case outlined above, e.g., only one core may 
host the module that allows for cross-processor communication, whereas all others only allow for 
local (core-2-core) message exchange. This way, the load on the local core with respect to less 
frequently used capabilities can be reduced even further (Figure B.8). 

The essential capability to enable this behaviour consists in the location resolution and routing 
mechanisms of the communication support module. It essentially exposes a mechanism to call all 
interfaces and routes the request according to the deployment layout of the system. It thereby 
needs to be able to distinguish between the flavours of these modules in terms of what kind of 
protocol needs to be enacted etc. The decisive factor may thereby be the endpoint of the action 
(such as the communication destination). The details of a potential implementation will be discussed 
in more detail in the next chapter. 

This approach can be used to generate a hierarchical layout of functionalities, where the number of 
complex flavours, which produce more overhead and put more stress on memory, is reduced to a 
minimum. Notably, whilst this deployment choice increases scalability in terms of stress per core, it 
at the same time creates additional communication costs, due to the indirect enactment of the 
request and may lead to bottlenecks, when multiple requests must be routed via the same point. In 
most cases, however, this setup is more aligned to the actual hardware configuration, which 
typically limits the amount of networking I/O controllers in the first instance, thus creating a natural 
bottleneck, which is not enhanced by the hierarchical layout. 

iii) Layouting 

The distribution of this hierarchy, i.e., the deployment of functionalities in the infrastructure is 
generally determined by the cost implication from selecting a specific layout, i.e., the impact on 
overhead and (implicit) performance delay. It must thereby be kept in mind that this cost is 
constituted by distance, frequency of usage, workload, and various communication specifics – more 
details will be elaborated in part [D]. 

Contrary to intuition, distributing the functionality to each core is not necessarily the best layout, 
even if there would be no impact on memory usage. This is since some functionalities need to 
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exchange information with related modules to keep proper functioning, e.g., maintaining 
consistency in memory spaces, or maintaining the lookup table for distributed data. In such cases, 
a local deployment of the module may lead to considerable communication overhead for providing 
the updates to all related modules. Depending on the situation, a remote function invocation may 
generate less overhead than this repeated updating of the information across all modules involved. 

One can generally distinguish three types of layouts for a specific function / flavour of a module in 
the infrastructure:  

1) Centrally shared, i.e., one single instance of the required functionality is deployed, and all 
access must be routed to this place 

2) Completely distributed, i.e., all threads requiring the specific functionality will have an 
accordingly configured module co-located within the processing unit 

3) Segmented, i.e., the respective functionality is partially replicated, and a segment of threads 
share access to this specific instance 

In most cases the third choice is best, whereby the number of replications and the number of 
threads sharing this instance of the module depend on the frequency and size of invocations created 
by the invocation itself and the maintenance strategy on the other hand. With a similar calculation 
the location of these modules can principally be assessed – for now, however, this is of secondary 
relevance and will be elaborated in part [D]. 

iv) Flexible Deployment 

It must be noted here again that the deployment and flavour of modules must not be considered 
fixed at any point in time. In fact, due to the nature of the modular architecture and the low-level 
execution of all applications (i.e., basically behaving like the OS themselves), it is possible to change 
the layout of software (and thus modules) on any processing unit at any point in time.  

From a purely conceptual stance, this is identical to jumping into a new code space with the 
respective setup or redeploying an object instance. This allows altering the setup at runtime, for 
example when specific functionality requirements only occur at dedicated points in time. The most 
prominent example for this is the initial deployment of a code thread: 

For the main thread to reach the destination unit and be able to communicate the code to it, as well 
as to configure it for the respective worker thread, reachability etc., the processing unit(s) in 
question must have been booted with a base operating system that allows the base functionalities 
for communication and configuration. The essential capabilities are provided in this case by the 
Thread Maintenance and the Communication Support modules, which form a type of sandbox for 
remote code deployment and activation. 

Once however the processing unit has been configured and its designated code deployed, Thread 
Maintenance is no longer of relevance and can principally be destroyed. Notably, destruction in this 
context must not necessarily mean that the respective code instance is deleted from any accessible 
storage devices of that unit, but instead that it is not treated with any priority anymore. In other 
words, the instance will no longer be used by any neighbouring thread and may be moved to a slow, 
large-size storage device up on the memory hierarchy. This way, it does not obstruct any execution, 
but may be reactivated at any future point in time, if needed, e.g., after process execution. 

All redeployment and alteration of the unit’s setup does come at a cost though, including the 
reconfiguration of all adjourned threads, communication of the code, rearrangement of memory 
and deployment of the code, respectively removal of an existing module. Such alterations should 
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therefore only be considered, if an actual benefit in terms of performance can be expected from 
this rearrangement, such as for initial deployment of a thread.  
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V. SUMMARY: MAIN PRINCIPLES 

“Elementary, my dear Watson.” 

P.G. Wodehouse  
(Psmith Journalist) 

The main principles of a modular operating system consist in: 

• Each thread / process / application is essentially on the same level as the operating system, 
i.e., they are principally executable without any additional operating system. 

• The operating system essentially serves as a series of services or libraries that enable the 
application to perform the main management tasks itself. 

• These main tasks include management of memory, instantiation of threads etc., thus 
enabling the application to behave like its own operating system. 

• Module deployment is flexible, allowing minimal configuration of each executing segment 
(thread, process …). 

• Each module can be implemented in different flavours, adhering to the respective use case’s 
and infrastructure’s characteristics. 

• The distribution of modules depends on multiple factors which can particularly be derived 
from the dependency information of the application (such as amount of data shared with a 
module etc.). For the sake of simplicity, it is assumed here that the user specifies the 
deployment. 

• The modularisation allows for adaptation and specialisation to use case (application) and 
infrastructure. 

Notably, some simplifications had to be made in the context of this work, such as that only one 
application is executed at one time and that the operating system interacts with the user only via 
this this application. In other words, the OS boots right into the application and shuts down after 
completion. This does not impact on the validity of the concept. 
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[C] IMPLEMENTATION 

The principles laid out before impact on the realisation of the operating system considerably, as it 
necessitates capabilities for dynamic routing, distributed knowledge of memory assignments and 
usage, common function interfaces etc. As opposed to monolithic architectures, a potential 
implementation must thereby focus on performance and minimalism. 

In this part we will show that non-regarding the flexibility of the architecture, the operating system 
can behave well-defined and offer all necessary execution support. Deployment choices impact on 
performance, but the total overhead can be reduced significantly compared to monolithic systems.  

Parts of this section were published for example in (Schubert and Kipp, 2009)   
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I. MODULE BEHAVIOUR 

“If the facts don't fit the theory, change the facts.” 

Albert Einstein 

In chapter [B]III the main modules constituting the core operating system functionalities have been 
identified and outlined in terms of their main tasks. In combination with the functionality 
description in part [B]IV, this provides an intuitive understanding of what capabilities the modules 
provide. However, this does not clarify yet, how messages can be routed, i.e., how endpoints can 
be identified, how virtual memory is mapped etc. To this end, it is necessary to elaborate each 
functionality in more detail: 

1. Memory Maintenance  

(instance MEMMGR) 

The core module of all operating system capabilities relies in the management of a distributed 
memory that can incorporate both code and data. Accessibility of these effectively means that the 
memory management can identify the true source and make the data / code accessible. As soon as 
this action leaves the direct communication boundaries, this action will implicitly have to make use 
of communication support (see below).  

Each process maintains its own virtual memory environment, and whilst it is generally assumed that 
there is only one main process (i.e., one application instance) in the execution context of the 
operating system. However, the implementation approach must show readiness to move towards 
multi-process environments, i.e., where the distributed operating system is aware of multiple 
application instances running concurrently to each other and potentially exchanging dedicated data.  

It should be noted thereby that each spawned off thread is effectively its own process with local 
variable- and thus memory-space. In principle it is therefore possible to already treat each thread 
with its own dedicated virtual memory environment, of which a part happens to be reproduced or 
shared. In this case, however, this only really has an impact on the compilation process which would 
have determine the thread boundaries and treat memory access within this range different from all 
other spaces. This would create unnecessary stress on the compiler and, as shall be seen later, also 
reduces the flexibility of code segmentation and distribution significantly. Thus, even though it is 
possible to treat memory in a fashion that separates each thread, it is not generally recommendable. 

The primary tasks in this context therefore consist in maintaining a mapping from virtual address 
space into the physical, distributed space. In case of replicated instances, this may mean that per 
entry, multiple locations exist – as will be elaborated in more detail in the context of memory access 
management, this can lead to various consistency management mechanisms, depending on the 
flavour selected.  
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With the routing mechanisms, as detailed in the discussion of the communication support module 
below, it will be noticed that the local mapping table must not be complete to provide the desired 
capabilities – if some instance of the table provides the necessary information, and a route can be 
found to this instance. Two potential approaches to this problem are thinkable: (1) the location of 
the instance hosting the missing information in its memory table is preserved, or (2) if the location 
cannot be locally retrieved, the memory manager will query a “higher-level” memory manager (such 
as the instantiator of the thread or the main thread) for resolving the information (see also memory 
access management).  

The second approach can thereby be regarded as a form of fail-safe mechanism, which should be 
enacted when resolution fails. In principle however all information should be available with the 
deployment and distribution of the threads and processes – typically the consistency problem 
applies with respect to the actuality of the data, not with respect to lacking completeness of the 
look-up table. 

The main entries of the memory lookup table are listed in Table C.1. 

Table C.1: Structure of the memory lookup table 

Column  Type Description 
   

Virtual 
Base 

Address 
 ID (int32) 

The starting address of a chunk of 
memory – in the simplest case, this is 0 
and the whole address space is uniquely 
assigned 

Process 
ID 

 ID 

The unique ID of the process the virtual 
memory belongs to. This is a foreign key 
to the processes registered through 
Thread Maintenance.  

Size  Int32 
The size of the memory space assigned 
to a specific location 

Location 
ID(s) 

 ID[] 

The unique endpoint holding the 
(virtual) memory space. This may be 
null, or the local ID for local 
assignments. When multiple endpoints 
hold the (replicated) space, this may be 
a list of IDs. This is a foreign key to the 
resource lookup table (Table C.3). 
Notably, this is not the location ID linked 
to the process ID. 

Physical 
Address 

 Int32 
The actual physical address of the 
memory source – this may also be a 
pointer to a remote instance 

 

The entries in the memory lookup table are created through memory assignments by the memory 
maintenance module. Principally, any code instance with access to that module can reserve a 
memory space for anywhere within the system. In principle, any distributed lookup- or hash-table 
mechanism will satisfy the needs for non-local maintenance of the table. To improve performance, 
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however, it is sensible to maintain addresses local to the thread requiring them, and thus generally 
the thread requesting the memory allocation in the first instance. 

To be retrievable from other locations, too, at least the range and a point over which the source 
location can be identified must be registered at a lookup table instance that is reachable from all 
potential access location. Again, a distributed hashtable approach may fulfil this need. Memory 
allocation itself can be sped up if the fallback mechanism discussed earlier is employed and the new 
location is only registered at the common parent instance. In the worst case, an access attempt can 
be routed through multiple instances (see below). With this approach, not even the range needs to 
be registered at all instances, as any failed attempt will be routed to this parent instance. The 
implementation details below will base on this mechanism, as it also reduces the amount of 
information that the developer must provide with the application code. 

It must be noted that local allocation and local maintenance of the respective address in the memory 
lookup table does not imply that the actual physical address must be local, too – though in most 
cases that may be preferable to reduce access time. In fact, identification of the best storage 
resource can be realized using different mechanisms again, whereas the preferred one will take 
access delays into account. 

In this context, it should be highlighted that any process may have multiple virtual base addresses 
and spaces assigned – on the one hand to distinguish between different local address spaces, on the 
other hand to distinguish between the different storage endpoints (devices, locations) to which the 
memory spaces have been assigned. This way, a memory space can be split up across multiple 
devices. Due to the nature of distributed processes, any processing instance may host different 
tables, reflecting their local copies, or refer to multiple addresses, as discussed above. 

As opposed to the classical, hardware supported virtual memory management, this approach allows 
distribution of storage across multiple instances and devices across the infrastructure and is not 
constraint to local memory instances. As will be seen in the context of Communication Support, this 
approach also allows integration of external memory devices, such as hard-drives, tapes etc. without 
having to explicitly handle the different device types. 

Basing on this, the main functionalities of the memory maintenance module can be defined as 
follows: 

i) Reserve memory space 

virtual memory address :=  

 reserve( space, <threadid>, <constraints> ) 

Reserving memory generally means appending an address space to the already reserved space. If 
this is the first allocation attempt, this means that a table entry is created to the table for the calling 
process and the initial virtual memory address (0) is assigned. With the operating system being 
single-task oriented, the process id can generally be considered a constant for a given processing 
unit – alternatively, globally unique IDs may be created at thread instantiation time and stored along 
with the process as its header (see there). 

To add an entry to the memory lookup table, the memory maintenance module will seek all spaces 
assigned to the requested process and calculate the total reserved space. Adding this to the virtual 
memory entry point (typically 0) results in the return value, i.e., the entry point for the requested 
memory space. Notably, it is sufficient to identify the highest virtual memory address and its space, 
to identify the new virtual memory space address. For the sake of simplicity, it is assumed here that 
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a distributed hashtable is employed, or that all entries are also registered in the higher-level memory 
management lookup table. In all other cases, the search will have to be executed over the according 
number of registered process instances. 

 

Figure C.1: Workflow for memory (storage space) allocation 

Once the base address has been assigned, an appropriate storage host is searched for. This may 
invoke a dedicated resource discovery process to identify entities within the infrastructures that 
meet the given properties. These properties may be defined in form of a Service Level Agreement, 
for which multiple discovery mechanisms already exist (Wieder et al., 2008). The concrete value per 
property (quality) may thereby be derived from the cost assessment, as elaborated in part [D]. 

Once an appropriate endpoint has been identified, physical space needs to be reserved in 
accordance with the space requested by the call. Depending on the type of endpoint, this could 
mean creation of an empty file, or in the case of random access memory, creating an according entry 
in the hardware memory manager etc. It will be noted that different endpoints require different 
flavours of the memory maintenance module to execute this request, as discussed in section [B]IV.1. 

This approach allows also for partial assignment of a memory space, e.g., if the designated endpoint 
does not own sufficient free resources / space to accommodate for the requested size. In such cases, 
the storage device handler (or driver) will assign as much space as possible and return the space 
that could be assigned (not depicted in the workflow graph). The memory maintenance module will 
create an entry for the assigned space and repeat the assignment process for the remaining, 
unassigned space. In other words, it will create an entry with 

Process ID,  

Virtual Base Address, Assigned Space,  

Device ID, Physical Address 

and will then repeat the allocation request with 
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reserve( space – space assigned so far,  

 constraints <optional> ) 

When the space has been allocated and the according entry created, the update needs to be 
communicated to (at least) all interacting endpoints. In the context discussed here, it is sufficient to 
communicate the new assigned virtual base address to the higher-level memory maintenance 
instance (i.e., of the parent thread), if existent, together with the location ID of the current execution 
processing unit, i.e., the one that initiated the allocation.  

The whole process is depicted as a workflow in Figure C.1. 

ii) Free reserved memory space 

free( virtual memory address, <space> ) 

Memory space (for objects, processes etc.) should be released again, once it is no longer needed, to 
reduce the stress on storage and memory management and allow for new objects to be created in 
the according space. Freeing that space means nothing else than removing the entry from the 
lookup table if the actual assignment is performed dynamically. More pragmatically, however, the 
according entity in the storage device (RAM, hard drive) should be deleted as well, to make the 
space available again.  

Notably, we must distinguish between permanent storage (such as output files of the application) 
and temporary storage (process-local memory space, such as variables, arrays etc.): whereas 
temporary storage should be freed again at the latest after execution of the application has 
concluded, permanent storage will have to be maintained even after the process has finished. From 
the position of ModOS, there is no explicit difference in handling the two, i.e., both are just storage 
spaces on an unknown device with a transparent access mechanism, not unlike storing arrays and 
variables. The main difference is that the developer declares some space as the output space, the 
“result” of the function the application stands for. 

 

Figure C.2: Workflow for releasing allocated memory (storage space). 

To free memory space, the maintenance module must first identify its actual location / endpoint – 
this is the same process as for resolving a location in the first instance (see Memory Access 
management module below). Just like for creating the actual physical instance, the respective device 
drivers / handlers need to destroy the according space (file or similar) prior to its removal from the 
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virtual memory space. The actual removal, as noted, consists in removing the respective entry from 
the memory lookup table. 

Freeing memory has major implications on the layout of the memory space: unless the space to be 
freed lines up with the end of the virtual memory space, it means that freeing memory generates a 
gap in the memory continuum. This is a classical problem in operating systems and one of the 
reasons why paging was introduced in the first instance. It should be noted however, that in this 
case the physical layout of the memory is distributed and segmented. Given the allocation process 
in the first instance, it is unlikely that objects not aligned to that segmentation are destroyed, so 
that the physical memory layout can be handled in classical approaches, such as free page queues 
etc. (Denning, 1970; Silberschatz et al., 2018). 

It must be noted that freeing an address space does not imply that the virtual memory is re-aligned: 
the (virtual) addresses remain the same so as not to disrupt the computation process, which acts on 
fixed addresses. In principle, the according ranges could be explicitly requested again by the 
developer, but this is ignored here for the sake of space. 

Figure C.2 depicts this process in the form of a workflow. There are two main steps involved in this 
process that require further elaboration, though: 

(1) “get fitting entry” returns all the entries that are affected by the free request, i.e., that overlap 
in some fashion with the range from request.virtual_memory_address to 
request.virtual_memory_address + request.space. Specifically, this means that either of the 
following conditions need to be fulfilled 

a) request.virtual_memory_address < entry. virtual_base_address && 

(request.virtual_ memory_address + request.space) > entry. virtual_base_address 
b) request.virtual_memory_address > entry. virtual_base_address && 

request.virtual_ memory_address < (entry. virtual_base_address + entry.size) 

(2) “update entry” updates the entry when it is not completely deleted. This means, we need to 

distinguish the following cases: 

a) request.virtual_memory_address < entry. virtual_base_address && 

(request.virtual_ memory_address + request.space) >  
 (entry. virtual_base_ address + entry.size) 
→ the entry can be removed completely 

b) request.virtual_memory_address < entry. virtual_base_address && 
(request.virtual_ memory_address + request.space) <  
 (entry. virtual_base_ address + entry.size) 
→ set new entry with  
entry.size = entry.size – (request.virtual_ memory_address + request.space – entry. 
virtual_base_ address) 
entry. virtual_base_ address = request.virtual_memory_address + request.space 

c) request.virtual_memory_address > entry. virtual_base_address && 
(request.virtual_ memory_address + request.space) >  

 (entry. virtual_base_ address + entry.size) 

→ set new entry with  

entry.size = request.virtual_ memory_address – entry. virtual_base_ address) 
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d) request.virtual_memory_address > entry. virtual_base_address && 

(request.virtual_ memory_address + request.space) <  
 (entry. virtual_base_ address + entry.size) 

→ set two new entries  

1) entry.size = request.virtual_ memory_address – entry. virtual_base_ address) 
2) entry.size = entry.size – (request.virtual_ memory_address + request.space – entry. 

virtual_base_ address) 
with entry. virtual_base_address = entry. virtual_base_address + request.space 

It will be noted that the mechanisms provided do not directly foresee any mechanism for paging, 
i.e., for segmentation of the memory into discrete blocks. Page sizes are typically controlled by the 
operating system, with no option for the developer to adjust it to the application’s needs. The 
proposed approach can principally incorporate the necessary means for software defined page sizes, 
which is however subject to future work. For the time being, we may safely assume that the 
application handles requests according to predefined block sizes. 

iii) Update memory table 

update( virtual base address, process id,  

 location id[], physical address ) 

For the sake of completeness, the updating function shall be briefly elaborated here. Updating the 
memory table allows to communicate changes, such as reallocations of physical memory space to 
different locations, or, for consistency maintenance mechanisms, specifying the latest sources etc.  

The updating mechanism by nature is a very usage dependent mechanism – in case of using a 
distributed hash-table for maintaining the virtual address spaces, updating is equivalent to the SQL 
update command, whereby the entries in the appropriate columns are updated to meet the new 
specifications. 

In the example provided here, with a hierarchical memory table layout, an update must be traversed 
from the calling point up to the highest shared node that carries the respective information and 
then traversed down the tree, until the nodes are not affected anymore. 

2. Memory Access Management 

(instance MEM) 

As an implication from the distributed maintenance of memory as discussed in the preceding section, 
the actual location of the data is unknown to the software and cannot (in all cases) be easily 
accessed using local memory addresses. In general, a memory access in a distributed case such as 
presented here requires that the actual location is resolved, the access serialized, transported via 
which ever communication means necessary and processed at the actual memory location. This 
however means additional overhead for accessing data, even if that data is locally available through 
standard memory (RAM, cache) access mechanisms supported by the hardware. Even though it can 
be expected that future hardware support for virtual memory management will change drastically, 
the module nonetheless must be able to deal with current hardware support and reduce the 
overhead wherever possible. 

To allow this, the module employs a mixture of classical caching strategies and asynchronous 
prefetching mechanisms:  
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Local Caching: First, any data that is frequently accessed should be cached locally, just like in the 
case of any memory access. This should be treated with care though: whilst reading a memory space 
causes no issues in terms of consistency and thus data distribution, writing data may cause 
inconsistency issues if another thread tries to read the data after the write attempt. In such cases, 
writing to a remote cache, without updating the change back to its original source can lead to 
incorrect application behaviour. However, if local access is completely left to the hardware cache 
management, the update would not be communicated back to its original source. Therefore, write 
attempts must be executed in a controlled fashion if the data is principally shared. Notably, if the 
data is purely local to the thread, there is no need to control the access in the first instance. 

Asynchronous Background Access: In addition to caching, the overhead for data access can be 
reduced by performing all access attempts ahead of time using asynchronous requests. Similarly, 
write backs can be attempted in parallel to the actual execution. The principle itself is relatively 
simple: for read access, the request is serialized ahead of time and transmitted via whichever 
communication protocol to the actual host location, where it is enqueued until it can be processed 
with little impact on local execution. This approach has two major drawbacks though: on the one 
hand, a “background” approach, where the data request is handled by the hosting unit as a separate 
thread, requires some form of multi-tasking support by the unit handling the communication 
support and the memory access. Notably, if the hosting unit is a dedicated storage resource (i.e., 
executing no application thread), this does not apply, and the resource can be treated as a single-
task resource server. Second, and the problem with all prefetching, the timing behaviour of either 
thread needs to be known to reduce the communication impact. 

int x, y, z = 0; 

// function 1 

... // any code here 

m = y * y; 

n = x * x; 

z = sqrt( m + n ); 

// function 2 

... // any code here 

x = x + 1; 

y = y + 1; 

Code C.1: Variable re-usage in a simple sequential program.  

To control this behaviour, all data dependencies between threads must be known, including their 
timing behaviour, i.e., in which order relative to each thread, read / write operations must be 
executed. This information can be passively exploited by annotating a data space as “unavailable” 
before its final write operations prior to the read request have been executed. An access attempt 
may carry the timestamp with its request, getting a response only once the according timestamp 
has been reached. For example, consider the (simple) sequential Code C.1: the variables x and y are 
written in function part 2 after having been read by the function 1. 

In an attempt to execute these two functions in parallel, the second function (thread) may perform 
a write operation on the data before it was read by function 1 (cf. Code C.2), which would lead to 
wrong results as opposed to Code C.1. This is a typical problem in application parallelization and is 
one of the most challenging tasks for parallel application developers. 

int x, y, z = 0; 

// function 1 

... // any code here 

m = y * y; 
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n = x * x; 

z = sqrt( m + n ); 

// function 2 

... // any code here 

x = x + 1; 

y = y + 1; 

Code C.2: Straight-forward parallelisation of Code C.1  
without bothering about thread specification  

An MPI like approach to parallelizing this code would explicitly communicate the shared data, 
blocking the second function until the data has been made explicitly available by the first function 
(cf. Code C.3). 

int x, y, z = 0; 

// function 1 

... // any code here 

send( {x,y} ); 

m = y * y; 

n = x * x; 

z = sqrt( m + n ); 

// function 2 

... // any code here 

(x,y) = _receive(); 

x = x + 1; 

y = y + 1; 

Code C.3: Principle of an MPI-like parallelisation of Code C.1  
using a pseudo-annotation 

This approach prescribes an implicit order of execution due to the synchronicity of the receive 
function, i.e., function 2 must wait until it has received the necessary variables. This also prescribes 
the parallelization and distribution. The timestamp approach allows for considerably higher 
flexibility and can principally be exploited for asynchronous data fetching. 

int x, y, z = 0; 

// function 1 

fetch( {x,y} , 0 ); 

... // any code here 

m = _read(y,0) * _read(y,0); 

n = _read(x,0) * _read(x,0); 

z = sqrt( m + n ); 

// function 2 

fetch( {x,y} , 1); 

… // any code here 

write(x,2) = read(x,1) + 1; 

write(y,2) = read(y,1) + 1; 

Code C.4: Code C.3 with timestamps for fetch and usage 

Code C.4 illustrates how timestamps can principally be handled in the program by effectively 
annotating the code with some form of dependency information. With this approach, the operating 
system can start fetching the data prior to its actual usage. The fetch attempt will be enqueued at 
the storage hosting site, until the preceding fetch has been concluded. fetch operations are 
thereby effectively copies into the local cache and read / writes just denote when the data must be 
ready. These operations have to be stalled until the fetch has concluded successfully. Effectively, it 
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is just the first operation that hast to be stalled and even annotated, unless partial fetches are 
executed. 

Further fetch operations will be queued up until write operations in the preceding timestamp have 
concluded. In other words, with the last write operation, the timestamp is advanced to the next 
point, thus allowing follow-up _read operations to execute.  

It must be noted in this context that this type of operation should not be executed on a per-variable 
level, as each fetch still creates performance overhead for managing the operation and 
communicating the content.  

Prefetching is not the only mechanism to realize asynchronous memory access and effectively 
consistency maintenance. Other means include (Kumar and Arora, 2012; Patterson and Hennessy, 
2009): 

• Immediately push all updates to all dependent instances – for many read and little write 

operations 

• Pull potential updates upon need, i.e., query all dependencies for updates prior to usage – 

for many write and little read operations.  

• Transactional memory, when the order of access plays no role (Gramoli et al., 2012), this is 

similar to  

• eventual or lazy consistency, which essentially means that updates are distributed whenever 

some criteria (amount of updates or network load) is fulfilled (Vogels, 2009) 

• … 

Notably, different hardware and software based protocols exist to generally fulfil consistency, such 
as snooping or directory based access (Alshehri, 2015; Patterson and Hennessy, 2009)  – in order to 
improve performance, however, it is best if the according dependency information is available, i.e. 
which processes share which data etc. This requires representation of the application in form of a 
dependency graph (Morrison, 2011; Planas et al., 2009; Schubert et al., 2014). 

Different “flavours” of the memory maintenance modules can be provided to cater for different 
consistency means, giving the developer effectively full control over the behaviour. He is thereby 
expected to make sensible choices about the degree of segmentation, frequency of updates etc., 
just like in any other parallel application development. The final choice of the maintenance 
mechanism therefore rests with the program annotation, and not the operating system. 

ModOS will not (and cannot) provide the means for automagical parallelization, but, as will be 
elaborated further in the context of Communication Support below, relieves the developer of having 
to cater for different protocols, access mechanisms etc. and offers additional mechanisms to further 
increase performance.  

The following discussion of the module’s function details will restrict itself to the core access 
mechanisms for read and write operations in an asynchronous fashion. However, the entry points 
for mechanisms such as the discussed timestamp will be clearly indicated and the mechanisms for 
pre-fetching outlined. 

i) Resolving the location of a virtual memory address 

{location ID, physical address}[] :=  

    resolveaddr(virtual memory address) 
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The nature of virtual memory addresses demands that they map to actual physical locations and 
storage units. Due to consistency and replication mechanisms, virtual addresses may map to 
multiple physical locations. This does not necessarily imply that all locations must be maintained 
and updated with every access (cf. consistency discussion above). When resolving a location, it is up 
to the chosen consistency implementation whether the function returns all physical locations, the 
most up to date one, or one dedicated to the respective process. 

With the asynchronous prefetching mechanism discussed above, storage is maintained at two 
locations: in a local cache and at the designated storage point in the infrastructure. The nature of 
the prefetching mechanism leads to copies of the requested data in local memory and thus direct 
accessible using standard (hardware-based) memory access mechanisms. In other words, this form 
of access does not require resolution of the location but can be handled via direct access. 
Accordingly, the only function that requires resolution is the fetching and the store back to the main 
storage, once all access has been concluded, respectively an update is requested. The update 
request may be triggered by the fetching attempt from another location – cf. read data operation 
below. 

Resolution of an address is performed by querying the memory lookup table for the requested 
address and return the location entry, consisting of both the endpoint ID and the physical memory 
address. The memory lookup table stores the addresses in the form of a base address and allocates 
space per resource unit / endpoint. To identify the appropriate entry, the resolution request must 
therefore identify the entry where the following conditions holds true:  

𝑉𝑖𝑟𝑡𝑢𝑎𝑙 𝐵𝑎𝑠𝑒 𝐴𝑑𝑑𝑟𝑒𝑠𝑠 < 𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑒𝑑 𝐴𝑑𝑑𝑟𝑒𝑠𝑠 < 𝑉𝑖𝑟𝑡𝑢𝑎𝑙 𝐵𝑎𝑠𝑒 𝐴𝑑𝑑𝑟𝑒𝑠𝑠 + 𝑆𝑖𝑧𝑒 

or reformulated 

0 < 𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑒𝑑 𝐴𝑑𝑑𝑟𝑒𝑠𝑠 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙 𝐵𝑎𝑠𝑒 𝐴𝑑𝑑𝑟𝑒𝑠𝑠 < 𝑆𝑖𝑧𝑒 

whereas “Virtual Base Address” and “Size” are queried from the lookup table and “Requested 
Address” is the virtual location to be resolved.  

Depending on the implementation of the memory lookup table, not finding an entry does not 
necessarily imply that no memory has been assigned for that address space, but that the local table 
may not have been updated. In fact, given the communication overhead, updates of the table may 
always be executed in a passive fashion, i.e., through the first attempt to resolve the location. In 
cases of failed retrieval, the resolution attempt will be routed to the next known higher-level 
instance of the memory access module, in accordance with the thread layout of the application (cf. 
Section [B]II.1). 

The location ID entry or the physical memory address entry may be null, depending on whether the 
physical address space is hosted locally or not. It is up to the implementation choice, whether the 
resolution request is resolved directly to its endpoint, i.e., whether the request is routed directly to 
the location endpoint (by invoking the next location with the same resolution request), or whether 
the actual resolution is performed via the actual access attempt. In either case, the information is 
updated once the location is completely resolved (cf. Figure C.3). 

ii) Read data from (virtual) memory space 

object := read( virtual memory address ) 

Data can be read either via managed access, or by prefetching the space around it using a dedicated 
fetching call (see below). The choice depends on the amount of frequency of access – with few 
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accesses, it is unnecessary to fetch a larger memory space, if the overhead for fetching the space is 
higher than the sum of individual accesses within that given space.  

As noted, under prefetching conditions, read operations can be executed on local memory space. 
This however requires acknowledgment that the respective space has been completely retrieved 
and loaded into memory. It is therefore recommended to perform the first read operation into the 
fetched state using a managed call, which can then enforce synchronization. 

Again, the choice of managed access versus any type of prefetching mechanisms rests with the 
developer or any other form of code analysis and metadata about the application.  

Managed access to a storage unit consists in a resolution attempt (see “resolve” above) and the 
follow-up access to the location identified. If the location is not local, i.e., if the memory access 
manager cannot perform a local read operation using any given driver to handle the unit, the access 
requested must be forwarded to the assigned endpoint. Leaving the communication issue aside, 
this requires an instance of the memory management module to receive the request on the hosting 
site. 

Using prefetching mechanisms, the read access will have to be stalled, when the data has not been 
made available yet. The memory space is therefore flagged with an “availability” status that is set 
once the fetching mechanism has copied the requested space into local memory.  

Under normal conditions, the memory distribution is comparatively stable, i.e., the locations of 
storage, with exception of the most up-to-date location, will not alter at execution time. This means 
that the results of the resolution can be stored for future access attempts and reused accordingly. 

All read (and write) operations are essentially sequences of memory accesses over a number of 
bytes according to the byte layout of the object to be retrieved. Even though low level programming 
models only foresee basic object types, the mechanism can be easily extended to access any number 
of bytes. Notably, the pointer created to the virtual instance can be logically operated like any other 
pointer and thus also incremented byte by byte – ideally, however, the required amount of data is 
requested right away with the read request.  

Again, the whole process is depicted as a workflow in Figure C.3. 

 

Figure C.3: Workflow for reading data from a storage location.  
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iii) Write data to (virtual) memory space 

write( virtual memory address, object ) 

Writing to memory is effectively handled in much the same fashion as reading it in the first instance, 
i.e., the destination address must be resolved and the according data forwarded to this endpoint, 
where it is put into the respective storage unit.  

Just as for read operations, write operations may be executed solely on the local replication of that 
storage space. However, writing changes the consistency of the data space and may lead to 
deviations between the individual threads (see consistency discussion above). To maintain 
consistency, writing operations therefore must be fed back to the main, shared storage unit. At least 
the update must be communicated to all other instances, so that the unit with the last write 
operation automatically becomes the main storage unit. 

Writing is essentially identical to reading, with the difference that data is submitted with the request, 
rather than returned (cf. workflow representation in Figure C.4). 

 

Figure C.4: Workflow for writing data to a storage location.  

iv) Discussion: Fetch and writing back data space (from VM) 

fetch( virtual memory address, size ) 

writeback( virtual memory address, source memory address, size ) 

Fetching a data space is effectively identical to reading an object from a remote location, with the 
main difference that the operation is (a) asynchronous, i.e., executed in the background and (b) 
copies the remote memory space into a dedicated local memory space, rather than making the 
result temporarily accessible to the code (e.g., through usage of registers). 

Implicitly, a fetch does not provide the data right away and should be executed with sufficient timing 
delay before the data is actually needed. Since fetching involves a larger memory space than a 
simple read, and since the execution is handled in the background, the effective reading speed is 
lower than in the “read” case. Due to the purpose of prefetching data, however, all successive 
accesses to that respective data space are faster than with “read” operations. The usage of “fetch” 
thus needs to be carefully evaluated and depends strongly on the amount of data, its volatility 
(frequency of change) and number of access attempts within the program scope in question. 
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Like read, fetch requires that the actual host is identified on basis of the virtual memory address 
first. It is generally assumed that fetch deals primarily with remote storage, as local storage would 
rarely require such prefetching, unless the storage device is comparatively slow. For such a remote 
fetch, the actual request must be forwarded to the storage endpoint where it is enqueued and 
processed when the interrupt handler reaches this message. The actual execution on the endpoint 
is thereby identical to the read operation in the first instance. The result of this execution leads to 
the data space desired, which will be serialized and returned to the requestor in an asynchronous 
fashion, too. This triggers a callback interrupt on caller side, which in turn leads to a sequence of 
write operations into the local memory. Once all data has been stored, the according space is 
flagged as “available” (cf. “read” operation), and the program counter returned to the main program.  

The callback can thereby be completely treated within the process domain, without creating a 
context switch. In particular, handling of the callback may be executed with the first read attempt 
into the address space. 

It must be noted that due to the distribution of storage, the requested space may not be hosted on 
a single location, but instead be distributed over multiple different resources. In such cases, the 
fetch attempt is simply divided in accordance with the endpoint information hosted in the memory 
lookup table. It is however sensible to segment memory spaces into page like blocks and perform 
access attempts on these spaces, rather than with random block sizes. This not only improves local 
memory handling for outdated spaces, but also ensures that fetches (and read operations) are 
constrained to a minimum of storage endpoints.  

Writeback reverses the fetch function to communicate data updates back to the main storage unit. 
It thus essentially behaves like fetch, with the main difference being that write operations are 
executed and serialized data is communicated back, rather than requested.  

 

Fetch, write and read etc. do not prescribe an order to the operations per se and can thus lead to 
inconsistencies if not handled carefully in the application. For example, access operations during the 
asynchronous execution may completely change the order of read and write operations. Due to the 
nature of asynchronous requests, an order of execution cannot be guaranteed. As discussed above, 
this can be improved using a timestamp mechanism or adding a synchronous behaviour such as 
locks to ensure execution order. This exceeds the scope of this work, however – for more details on 
consistency management principles in distributed environments see (Kemme et al., 2013). 

3. Thread (or Process) Maintenance 

(instance THREADMGR) 

It is obviously crucial for an operating system to be able to host and execute the actual application 
logic, i.e., code. As discussed, the operating system must not only be able to boot up a dedicated 
process that will execute in its primary processing unit as the main thread, but it will also have to 
enable a process to spawn off side processes, or threads that can take over part of the computing 
logic. These threads may thereby share part of the main data, create their own local memory space, 
or explicitly exchange data between each other. 

Each execution part, i.e., thread must therefore be clearly assigned to processing unit hosting and 
executing that logic. This processing unit must thereby not only be able to host the necessary 
environment for performing the execution, but also must be reachable for communication between 
threads, respectively for data sharing.  
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Thread instantiation is primarily related to handling (remote) memory and writing data into it, with 
the major exception that the data in this case consists of code to be executed by that remote 
processing unit. This work will not go into details about compilation and annotation of the code to 
generate executable code in the first instance. Without restriction of generality, the following 
assumes that such code has been generated and that the data dependencies between threads are 
clearly marked. It will also be assumed that any additional operating system support required by the 
respective thread, such as graphical interfaces, device access or similar are clearly identified by the 
application and that this information is accessible to the operating system – in other words, that the 
graphical structure of the application clearly specifies all dependencies within and beyond the 
application. The developer may even specify an individual deployment batch script to layout the 
operating system. 

With this information, the OS must be able to expose and support the following functionalities: 

i) Creating and registering a new thread / process 

threadid := createthread( pointer to code, <destination> ) 

As discussed, deploying a thread primarily means that the according code to be executed is moved 
to the designated processing unit and that the unit can jump into this part of the memory. In 
principle this means nothing else but that a memory space must be reserved for the code on the 
destination processing unit and that the code is then stored into this memory space. This could 
principally be automated by the function, yet for the sake of minimalism, we assume here that these 
operations are performed by the developer (cf. section [C]II.2 

 

Figure C.5: Creating and deploying a thread  

Within the same processor, generally the instruction space for other cores can be controlled and 
manipulated from a given core, thus allowing the main thread to deploy a code in any core, 
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respectively controlling its program counter. With the growing number of cores and the increasing 
heterogeneity even in the cache and memory architecture of multi-core processors, it is however 
possible that this capability will change in the future. More importantly, already now it is not 
possible to exert this type of control between different processors, i.e., that a main thread on one 
processor deploys and controls code in another processor. 

For this to happen, the destination processor must expose a base (operating) system that enables 
the main thread to communicate and share data with it. Specifically in this case, the main thread 
must be able to (1) create a memory space in the designated processing unit, (2) transfer code into 
this space and (3) control its execution (see “starting a thread” for controlling the execution), which 
also includes the base linkage information. The thread maintenance module takes over the main 
responsibility for coordinating this effort but requires the support from communication and 
memory maintenance (cf. workflow depiction in Figure C.5).  

Notably, the resource for hosting the thread is identified using the memory reservation for the 
respective code space which implicitly defines the deployment and distribution of the threads. As 
discussed in section 1 the reservation operation can take additional criteria to steer the selection 
process according to the communication requirements of the thread. 

Instantiated threads or processes need to be registered along with their location and some form of 
reachability information, i.e., which form of protocol or transaction needs to be enacted to 
communicate with the respective instance (cf. Table C.2). Notably, the discovery process and the 
implicit knowledge about the necessary communication protocol is beyond the scope of this work 
but can base on standard mechanisms derived from service-oriented architectures, virtual 
organisations and similar. To identify the appropriate capabilities, description languages such as 
Cλash may be employed, as elaborated in more detail in (Baaij, 2012). 

Table C.2: Structure of the process lookup table 

Column  Type Description 
   

Process 
ID 

 ID 

The unique identifier of the process 
hosted by the operating system. 
Notably, this can also be the ID of a 
thread. 

Virtual 
Base 

Address 
 ID (int32) 

The virtual starting address of the 
process, i.e., its location in virtual 
memory. This is a foreign key to the 
memory lookup table (Table C.1) and 
implicitly resolves to the physical 
location(s) of the process / thread. 

Entry 
Point 

 Int32 

The base call address, i.e., the (relative) 
memory address that resolves either to 
the initial jump address, or to the 
interface resolution address 

Execution 
State 

 char 
Provides information about the current 
state the process / thread is in (stopped 
=> running => waiting) 
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For the sake of simplicity, it is assumed here that all resources have been identified and that the 
destination for each thread has been designated. The createthread function generates a process 
ID for newly instantiated threads that are registered together with the location it is deployed in and 
the access protocol (retrieved from identification). 

The processing units to be used in the infrastructure must be booted up to be able to support the 
setting up process. Each processing unit that should be able to host a thread needs to host the 
relevant modules as discussed above, i.e., communication, memory maintenance and thread 
management.  

Along that same line, the main thread cannot be instantiated in the same fashion as any worker 
thread, as this would require a higher-level thread to perform the instantiation. Instantiation of the 
main thread is normally performed via some interactive input to select the file (code) to be executed. 
It is assumed here that the main thread is instantiated at boot-up time, i.e., that the main thread’s 
code is part of the boot environment.  

ii) Starting a thread and potentially force stopping it 

startthread( threadid ) 

stopthread( threadid ) 

Once the thread has been instantiated and registered, it can be started at any time. Generally, a 
thread can start right after its deployment, but generally, the right context needs to be created (i.e., 
copied locally) too. Furthermore, in most HPC cases it is desirable to control the start-up, too, to 
align the execution and thus communication as best as possible. Without restriction of generality 
though, the startthread operation can be called right after deployment and creation of the 
necessary execution context.  

Starting a thread means little more than moving the processing unit’s program counter (PC) to the 
starting point of the thread, i.e., to the memory address assigned to the thread code at instantiation 
time (see above). Just like for creation, the calling (main) thread may not be able to alter the 
program counter directly, so that local support via a communication interface is required. 

Stopping a thread on the other hand is optional and generally occurs automatically with the code 
running to its final operation. A stop is generally not intended by the application logic itself, unless 
specific circumstances require a graceful shutdown of the program. In general, this requires a 
dedicated interrupt handler reacting to the according request and forcing the program counter to 
move to a save halting position. 

Stopping should not be confused with destruction of a thread, even though it may directly lead to 
it. 

iii) Destroying a thread 

destroythread( threadid ) 

Primarily, destruction of the thread implies that the reserved memory space can be freed up again 
and thus be reused for other purposes. Destruction of a thread is therefore essentially identical to 
the free operation of the memory management module as described above. Just like in all other 
cases, it must be respected whether the invoking thread / process is able to control the processing 
unit which hosts the thread to be destroyed, i.e., whether it can directly free the memory space, or 
whether it must invoke a remote instance to execute this step. For simplicity’s sake, it is assumed 
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that in the latter case the operating system does not have to cater for an interrupt by employing an 
according hierarchical deployment. 

Notably, freeing the instruction space when the thread is still actively using it can lead to 
unpredicted behaviour and should therefore be avoided at all costs. This means that any thread 
should necessarily be stopped prior to its destruction. This can be easily tested by annotating the 
thread in the process lookup table, respectively by verifying the processing unit’s execution status. 
It can be assumed here though that application has been developed formally correct and therefore 
that the thread has been stopped prior to the destruction attempt. 

Next to freeing the memory (here: the instruction space), the according process or thread must also 
be unregistered from the process lookup table. The resource can automatically be registered again 
in the list of free resources, if such a mechanism is maintained for resource identification (cf. above).  

Destruction of the thread furthermore implies that the according resource is reset to an initial state 
that makes it available for potential deployment again. This means, that the base operating system 
modules necessary for maintaining and exposing the resource are re-deployed in case they have 
been removed to free memory space. The process and conditions for this will be elaborated in more 
detail in chapter [C]II below – for now, suffice to say, that destruction of a thread needs to trigger a 
process to ready the resource again for future processes, i.e., reset the local OS environment.  

4. Communication Support 

(instance COMM) 

In a distributed execution environment such as foreseen by this PhD, where both the application 
and the operating system are dispersed over a large scale of potentially heterogeneous resources, 
communication becomes the most fundamental capability. The communication support must 
thereby not only enable the exchange of data between executing threads, but due to the setup of 
the operating system and application itself, must be able to act completely invisible to the full 
execution environment. This is to make sure that any component, thread, or data instance may be 
reachable at any point in the execution process – this means implicitly that no matter where the 
data must be moved as part of the application execution, it will be accessible to all other units, too, 
respectively that context and consistency is maintained no matter the distribution. This equally 
applies to the modules of the operating system and their deployment on the infrastructure, as will 
be elaborated in more detail in chapter [C]II. 

The support must thus be able to enable communication no matter whether the respective 
endpoints are local or not, and no matter the connectivity between the hosting instances. In other 
words, communication support must be able to enact a wide range of protocols. The classical 
approach to this consists in building up all communication from within all instances on the highest 
level, i.e., a protocol that any lower level can implicitly support. In case of the .NET framework, for 
example, communication is generally enacted over http. With locally co-located instances, both 
effectively thus must support a protocol, they would not really require for communication, thus 
impacting on performance significantly. 

To maintain the necessary performance, communication support must therefore be able to support 
the lowest level protocol needed between two instances (including none, if local). Ideally, rather 
than encoding all standard protocols, the module(s) involved should also support only the necessary 
levels to save code space and increase flexibility, in the sense of exchangeability. Notably, this 
equally means mechanisms for communication via explicit channels (TCP/IP, sockets), as well as 
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using shared memory, if the code foresees explicit communication in such situations. Typically, 
memory management itself will only make use of communication support if the memory behind it 
is not local or shared. 

Since the necessary protocol depends on the infrastructure and the deployment, rather than on the 
implementation of the task / module, changes in the communication setup (i.e., the deployment) 
should not necessitate a change in the task configuration every time. In other words, the developer 
should not have to have to explicitly cater for the different possibilities, and, more importantly, he 
/ she should not have to rewrite the means of module invocation, respectively communication every 
time the deployment changes.  

Considering these circumstances and requirements, the communication support module does not 
actually expose functionalities, but primarily acts as an interceptor for any invocations between 
modules or threads. Besides for the direct interception of messages, however, the communication 
components must provide additional functionalities to other modules for the purpose of configuring 
the routes (i.e., the deployment) and for resolving endpoints if needed for e.g., memory 
management. In the following, all functions will be described, even if they do not expose an explicit 
interface: 

i) Send / receive message 

send( [destination thread ids],  

 pointer to data, size, datatype ) 

send( [destination thread ids],  

 pointer to object ) 

pointer to destination space =  

 receive( <source thread id> ) 

object = receive(<source thread id>, datatype ) 

 (using the interface is optional) 

Sending and receiving messages is the primary task of the communication support module(s). Due 
to the conceptual purpose of the module, messages can be anything ranging from invocations, over 
event notifications to explicit exchange of data. Notably, a thread does not invoke a module or 
another thread via communication support, but only directly, so that the thread does not directly 
use the send / receive interface for invocation purposes. On application level, the communication 
interface will instead only be used in the same context as MPI, i.e., for explicit communication of 
data between two (or more) calculating instances (threads).  

With the main concept behind this work that operating system and application essentially execute 
on the same level, the same principally holds true for the operating system, i.e., a module will 
generally not invoke another module using the communication support. Due to the flexibility of the 
deployment of both application and operating system onto the infrastructure, neither modules nor 
threads should have to cater for maintaining locations and catering for communication routing (as 
discussed above). Ideally, all modules and threads are unaware of the distribution and hence 
location of each other and behave as if all enactment is local.  

Send and receive are therefore mainly used either on the level of the communication module itself, 
or to exchange data explicitly on application level. In this case, send and receive act as explicit 
communication barriers, whereby send enqueues an outgoing message and receive queries the local 
queue for any new messages. Send will make use of the process lookup table maintained by the 
Process Manager to identify the correct endpoint of the destination thread and potentially the 
correct protocol (see “resolving an endpoint”, below), if this is not extracted from some 



106 | P a g e  
 

infrastructure description table. The message will then be queued into the I/O hardware according 
to the protocol. At reception point, the message will be queued accordingly, until queried by the 
application / operating system. Notably, reception can make use of the same identification 
mechanism to verify, respectively retrieve the right source. 

By nature, synchronous reception will stall the receiving thread until a message is available in the 
queue again. Notably, send / receive can principally act asynchronously, too, which means that 
reception of a message triggers an event to interrupt the receiving thread.  

For asynchronous communication, it is necessary to register a system code to the event interrupt 
handler of the operating system, which in turn triggers the according reception part of the 
communication support module. Since operating system and application act on the same space and 
in the same context, this requires no context switching, but necessitates respective precautions 
from the application-side, namely an event handler. The operating system can automate this to the 
degree of exploiting background communication, such as for the purpose of pre-fetching data. As 
such, operation of the main application can principally be continued until the point where the 
requested data is needed, rather than when the query is executed. This is however subject to a work 
of its own and shall not be elaborated further in this document, as it would exceed the scope of this 
work. 

To enable transfer of meaningful information and even data between threads, it is furthermore 
necessary to agree on common data formats on both sender and receiver side. In other word, the 
data to be transferred must be serialized in a fashion that the receiver can interpret the stream of 
data and convert it back (deserialise) into a format that is meaningful to the recipient and yet at 
least logically equivalent to the origin. In the straightforward case, such as also envisaged by MPI, 
sender and receiver thread belong to the same application and make use of the same way of writing 
data to memory. Therefore, no explicit means for data conversion between instances is necessary. 
In less controlled environments, the operating system may write the data to memory in different 
formats, but this can be generally disregarded in the context here. Nonetheless, with the potential 
heterogeneity of the infrastructure, sender and recipient may have fundamental organizational 
differences, such as e.g., precision or memory layout, which may affect the interpretation of the 
same stream in these contexts. Without restriction of generality, it is assumed here, that no 
additional conversion is necessary, and therefore information about the datatype does not need to 
be transferred. Such an extension could however be easily made if an according conversion 
mechanism for the datatype is provided. 

ii) Routing a message 

forward( [destination thread ids],  

 pointer to data, size, datatype ) 

forward( [destination thread ids],  

 pointer to object ) 

(generally not exposed) 

Due to the complexity of the distribution, as well as potential dynamicity in the deployment, the 
intended destination of the message may not reside at the location registered by the sender. In such 
cases, the recipient may have to forward the message to the actual intended destination, without 
changing the behaviour of the send / receive. This means that return values are not routed again 
over the intermediary, but instead are returned directly to the sending instance. Similarly, the 
lookup table of the sending instance should be updated with the actual (new) receiving instance’s 
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location to ensure that future messages do not have to be routed again. Notably, this update does 
not have to occur if the routing was intentional in the first instance. 

Routing not only serves the purpose of forwarding a misdirected message, but also provides a 
failsafe mechanism, in case no endpoint is known in the first instance. In other words, the routing 
mechanism allows sending messages to processes which are not even registered locally. In the 
simplest case, the message is forwarded to the first registered endpoint, which in turn can either 
forward the message to the correct endpoint or attempt the same process with the next registered 
(and unused) endpoint. This allows for a certain degree of self-adaptability to the environment, if 
the entry is rectified, respectively registered in the table upon such failures. 

A completely uncontrolled approach can become highly inefficient, though, as only few resources 
may have the correct endpoint registered in the first instance. It is therefore generally 
recommendable to take a more coordinated approach. The suggested approach here would consist 
in a hierarchical organization of the information distribution in the first instance, as this allows the 
highest degree of scalability and coordination. With this approach, the communication support 
would try to resolve the unknown address by querying a look-up table of a higher instance, i.e., of 
the instance creating and configuring the communication support in the first instance.  

iii) Resolving an endpoint 

{ physical endpoint, communication protocol } :=  

 resolve( thread ID ) 

alternatively: 

physical endpoint := resolve( thread ID ) 

communication protocol :=  

 resolvecomm( local endpoint, destination endpoint) 

Communication takes place via the thread IDs, rather than actual physical endpoints, as they are 
not fixed to a specific thread. Upon creation and deployment of a thread, the location it is deployed 
to is registered in the process lookup table (see “create thread”). During send (see above), the 
deployment location must be retrieved again from this table through a simple query. As discussed 
exhaustively in the context of sending / receiving messages, the necessary information may be 
wrong or non-existent, in which case multiple fail-safe mechanisms need to take hold.  

Potential mechanisms include: some form of crawling through the network until the information 
can be retrieved – this can however lead to major delays in an unstructured network, or some form 
of broadcast, to ensure that the point is reached as quickly as possible even in an unstructured setup, 
which however creates massive communication overhead, which quickly leads to saturation of 
bandwidth. Obviously, it would also be possible to communicate all changes always to all endpoints, 
but this would lead to the same overhead as broadcasting and should only be applied if changes 
occur very rarely. 

In the context of this work, it is suggested to use a hierarchical approach instead, where failure to 
resolve an endpoint will lead to escalating the query, just as for memory management (cf. workflow 
depiction of the whole process in Figure C.6). The query is thus forwarded, until it either can be 
successfully resolved, or the highest hierarchical level is reached, in which case the endpoint cannot 
be resolved. Notably, the message may be directly routed as part of the resolution process, if its 
body is not so large as that this may unnecessarily decrease the network performance. 

The resolution functionality is realized mostly through the process lookup table. Just like with 
memory management, the escalation process for resolution failure follows the hierarchical setup 
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(cf. Sections [B]III.3 and [B]IV.3). It is assumed here that the code is written correctly, i.e., that no 
endpoint resolution failures, due to wrong assignment or wrong query exists (see also part [D]) – an 
according verification mechanism could be added to the module. 

 

Figure C.6: Simple workflow for endpoint resolution. 

iv) Register / update locations 

Even though the communication support makes excessive usage of lookup tables to identify the 
endpoints and the potential protocols to reach them, it does not in itself maintain a location lookup 
table, but instead makes use of the tables available through the Thread Manager and, if need be, of 
the Memory Manager to resolve an address. It must be noted, however, that communication 
support is not intended to be used for writing (or reading) code remotely into (from) memory. As 
has already been and will be exemplified again in the execution view (below), communication 
support acts as an intermediary between an invocation of a module, not as a replacement for its 
functionality, or to stream access a device. Communication support should therefore not be 
confused with the device handler in classical operating systems. 

Accordingly, any updated of the location information arising from resolution failures will be 
forwarded to the Thread (respectively Memory) Manager. This means implicitly, however, that the 
Process Manager needs to incorporate the same fail safe mechanisms as Communication Support, 
to make sure that e.g., the higher level instances, respectively their endpoints, are registered in the 
table – see Thread Maintenance. 

5. Distributed Execution Support 

(instance EXEC) 

Execution support is not really a module or component, but an incorporation of the core 
mechanisms to instigate and orchestrate distributed execution. This can be effectively seen as the 
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core kernel of the operating system, but it should be noted that this kernel does not have to be 
available with all operating system modules, or at all resource instances. Instead, the functionalities 
discussed here are more comparable to the central entry and organization point, comparable to the 
main thread of an application. 

As such, the functionalities here do not really expose an interface, though they could generally be 
exposed as a form of user interface to load a specific application code for execution. However, 
without restriction of generality, it can be assumed that the code is loaded at boot-up time, so that 
no specific user interface and loading capability is required in the first instance. As has been 
discussed in Section [B]II.3, the operating system’s work starts with loading the application code to 
be executed and distributing it over the infrastructure according to the code and system layout.  

In the FET project S(o)OS it was discussed how the operating system can employ graph matching 
strategies to support the segmentation and distribution of code according to the infrastructure’s 
specific characteristics (Schubert and Kipp, 2009). In fact, the principles of the service-oriented 
operating system allows that OS takes care of most of the management work automatically, i.e., 
removing the responsibility of handling the distribution of threads, maintaining memory etc. all 
away from the program developer and handling them by the OS modules instead. It should be noted 
here again, though, that application and operating system essential act on the same level, i.e., the 
same execution space. As such, there is no essential difference between a system call and a function 
invocation within the application itself. In other words, it can be generally assumed that all operating 
system functionalities are directly invoked by the application, rather than that the OS handles them 
internally – except for messaging, which needs to act transparently to application threads and OS 
modules (see above).  

For the sake of simplicity, however, this work assumes that the application to be executed takes 
care of its own management using the functionalities exposed by the OS as discussed above. This 
also assumes that the layout of the operating system modules, i.e., which modules are to be 
deployed with which thread is also specified by the application. OS modules are thus treated 
equivalent to threads and instantiated and deployed in the same fashion.  

On this basis, the main kernel will have to be able to support the following types of functionalities: 

i) Loading and Handling the (Main) Code 

Without going into details as to how to realize access to storage devices that contain the code, the 
primary step for the operating system consists in generating a code towards the storage unit and 
the appropriate location of where the code resides. The OS architecture proposed here incorporates 
mechanisms to deal with any storage device as a type of memory unit on different hierarchical level, 
i.e., with different access properties (i.e., “flavours”) – in other words, from the operating system 
perspective it is completely transparent whether the code resides in local memory or on some 
storage unit residing somewhere in the infrastructure. Obviously, communication needs to handle 
the route to the device and memory management the actual access to the device.  

If the pointer to the storage unit exists as part of the start-up (booting) process and that the 
necessary driver modules are deployed on the processing unit with access to the according device, 
the OS main instance does not need to load the code into memory, but only needs to generate a 
route to this device. To this end, the setup process will register the physical endpoint of the storage 
device in the local memory management unit, along with the size of the code space; similarly, the 
remote memory unit will have to be configured to resolve the according access requests to a stream 



110 | P a g e  
 

access to the device. This implies (a) that the remote unit has a memory management unit deployed 
and (b) that this unit is accessible through the communication interface. 

Without constraint of generality, it is assumed that the code resides local with the initiating instance, 
in other words that the application start is triggered from the same instance that the code resides 
on. In this case, loading the code means little more than registering the device pointer in the local 
memory lookup table. From this point on, any access to the code (for instantiating threads, loading 
initial data etc.) can occur directly via memory management. 

ii) Initiating the Application 

Access to the code alone is insufficient for executing it – it just makes the code accessible like any 
data stream. To make it executable, it needs to be loaded into the code stack of the processing unit 
and the execution pointer needs to be moved to the entry point of this first code. Under normal 
circumstances, this would mean that the whole code is loaded into RAM and the first block moved 
into the code stack. In the given case, the setup thread, i.e., the main application handler may be 
nothing but a short code block that handles the setup and configuration in the first instance. 

This means that after configuration of the memory manager to point to the relevant code space, a 
thread – the main thread – is instantiated and registered in the process lookup table. This can 
obviously be performed via the Thread Manager module. 

iii) Executing Code / Jumping into Code 

Once the threads are instantiated, the operating system switches into execution of the respective 
code. For current day operating systems this means that the scheduler switches the context and 
moves into user space, i.e., it effectively manages the code execution and can interrupt it for the 
purposes of task switching. In the context of the proposed OS, however, the application executes in 
the same space as the kernel and is neither controlled nor scheduled by the operating system itself. 
In effect, the operating system just jumps into the code space of the application, rather than 
scheduling the respective tasks. 

Within local space, execution is thus simple and straight-forward: it requires only that the operating 
system jumps into the memory space of the code to be executed. To do this, the kernel needs to 
read the (virtual) address of the application entry point and resolve it using the memory lookup 
table. Notably, if the jump can execute within local memory, the hardware can handle the 
movement to the respective code space, as if executing a jump within the operating system itself.  

The story gets obviously more complicated, if the destination address is not local, respectively 
cannot be handled by the hardware itself. In such cases, a jump cannot be executed simply by 
moving into the destination address space but requires that the jump is executed remotely. As noted 
above, this should be as transparent for the application as possible, which means that no explicit 
code should have to be generated for remote jumps, just as for local ones. To this end, the execution 
support will have to resolve the destination’s actual endpoint and contact the remote execution 
support with a request to perform a jump to the respective address. This means effectively that the 
execution support explicitly invokes the communication interface with a message towards the 
remote execution support, which in turn interprets and executes the jump.  

Effectively, this means not so much that a jump is executed, but that the code is “continued” in a 
remote space. This assumes, however, that the remote thread can execute without additional state 
information (context). In general, this assumption does not hold true though. Consider the jump in 
Code C.5 
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LD AX, #FFBC 

JP L3 

... 

L3:  

INC AX 

Code C.5: A simple jump in assembly 

If the code part from L3 is located in a remote processor, i.e., if the execution support moves from 
processing unit PU1 to PU2 with the jump, it automatically means that the behaviour of “INC AX” 
becomes unpredictable. In other words: the state of AX in PU2 is not determined by the load 
operation in PU1. 

To address this, the operating system must therefore not only resolve the remote address and send 
a request to alter the destinations program counter, but it must also cater for the means to serialise 
and communicate the execution context or state to the destination processor. Primarily, execution 
state means the content of all registers – in this context, it is difficult to distinguish between registers 
that are in use and ones that can be overloaded without affecting application behaviour. 
Considering modern day bandwidth in most systems, the impact of serializing and communicating 
all registers can still be neglected. This issue may however arise again with the rise of 3d stacked 
memory, which however shall be no concern in the context of this work here. 

Context serialization focuses on the register states, rather than on the immediate memory – which 
on code level would be represented by the function local and application global variables (at least 
in so far as the latter are used within the function). With the virtual memory system, the OS can 
maintain data access even under dynamic conditions. This means that a pointer to the memory 
space, and thus the content of a given set of variables, remains valid, even if the according code is 
relocated to a different processing unit. Implicit with this behaviour, however, the access time to 
the respective data space increases proportional to the connectivity characteristics between the 
requesting and the hosting instance (chapter [D]III). 

This impact can be influenced considerably by either taking a proactive step (moving the data space 
with the code), or a passive step (moving the data upon the first access attempt). Depending on the 
distribution of access points, moving the data may however impact on the performance of other 
access points that happen to share the data. This means that the best strategy depends very much 
on the use case and the layout of the deployment. Effectively, storage hierarchy mechanisms and 
access patterns may be the best general-purpose solution, if the application details are not known 
(cf. Section [B]IV.3). 

In the simplest case, the developer (respectively the compiler) explicitly identifies the necessary 
context variables and explicitly serializes them, i.e., writes all relevant register content into memory 
and sends a jump request with a pointer to the data to be transported (cf. sending a message). As 
this would have to be done for local jumps, too, if the destination is not fully known, this causes 
unnecessary delays in execution performance. Accordingly, the layout should be clear to the 
developer at the latest at compile time, to only inject context serialization at points where a jump 
to a remote processing unit will – or at least is likely to happen.  

Depending on the flexibility of the deployment, the actual points of jumps to remote processes and 
the implicit requirement for serialization of context – and potentially memory – may be decided at 
compile or deployment time. In case the deployment is highly flexible, the operating system needs 
to provide explicit support to handle resolution and serialization, rather than serializing at every 
jump time.  
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Figure C.7: Jump destination resolution process. 

In this case, the jump is replaced by an explicit system call which takes care of resolving the endpoint, 
and – depending on the location of the destination- handles serialization of the context on its own 
(see Figure C.7). This has the advantage that neither developer nor compiler must know the actual 
deployment of the application. Implicitly, this not only increases flexibility, but also portability of 
the application without necessitating recompilation for every new invocation. On the other hand, 
the additional steps necessary to (a) jump into the system kernel and (b) more importantly, to 
resolve the destination address, have a considerable impact on the jump performance – in particular, 
if the jump is actually local, i.e., resolution is unnecessary.  

Jumps versus Calls 
Jumps are effectively non-revocable branches in the code execution behaviour. Non-conditional 
jumps thus can effectively be replaced by moving the code of the jump destination to its origin, 
which may not be in the best interest of code reuse and software engineering though. As opposed 
to this, modern processors also support “calls”, which are effectively like function-invocations in 
higher-level languages. This means that code execution will return to the invocation point, once the 
respective (sub)routine has finished execution.  

 LD AX, #FFBC 

 CALL L3 

 INC AX // =BX+1 

 ... 

 ... 

 CALL L3 

 ... 

 ... 

L3: 

 LD AX, BX 

 RET 

 LD AX, #FFBC 

 JP L3 

L3RET: 

 INC AX // = BX+1 

 ... 

 JP L3 

???: 

 ... 

L3: 

 LD AX, BX 

 JP L3RET 

Code C.6: Calling a routine vs. jumping to it in assembly.  

Code C.6 shows how a call can principally be realized using two jump operations. However, with 
that approach, the sub-routine will always return to the same address, thus making two 
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independent call invocations from different positions in the code impossible. Calls must therefore 
carry the return point to the code with their invocation, which must then be used by the sub-routine 
to identify the return address.  

Modern processors realize this by pushing the return address to the stack, jumping to the 
destination address, and then returning to the call point by retrieving the address from the top of 
the stack. Considering that in the system envisaged, a call may leave the processing unit’s boundary, 
this strategy is not sufficient: just as the execution context (register state) gets lost with a jump 
outside the processor, so does the content of the stack, unless it is realized in a shared memory 
space. In general, however, the destination unit will have no knowledge or access to the stack’s 
content.  

Accordingly, the remote jump invocation must also carry the return point to be executed at the end 
of the respective routine’s operation. It must be noted that this way, there is no real distinction 
between a jump and a call, as a jump may always transfer a return point, too, even if not required. 
Due the distribution of the code segments, if the call destination is remote, so will be the return 
address from the point of view of the (running) sub-routine. In other words, it is not sufficient to 
serialise the (local) return point, but instead, a virtual return address must be communicated, which 
can be resolved remotely. Finally, a return behaves just like a jump, as it needs to carry the context 
back into the calling code again – Code C.6 exemplifies this by overloading the AX register content 
in the called sub-routine. 

Since the return point is communicated to the execution support on the called side, it can be 
arbitrarily defined, i.e., the calling instance may specify that the called routine does not return to 
the operation right after the call, but instead jumps to any location within the code. This is less 
surprising as it may seem at first, because even modern machine code allows for such behaviour, if 
the developer manipulates the stack (Lomont, 2012). With a few exceptions, however, this must be 
considered unwanted behaviour and can also be realized by a simple combination of a call operation, 
followed by a jump. 

iv) Instance Maintenance 

To function correctly, the system must ensure that an instance hierarchy is maintained during 
execution. In particular, (1) all instances must always be reachable, even if the location has moved, 
or the according instance has been created after the other has already been configured, and (2) all 
relevant modules must be in place to ensure communication support, memory access etc.  

In the easiest case, all relationships, and implicitly all deployment is completely pre-defined by the 
developer, respectively provided with the application code in some fashion. In this case, the 
operating system only needs to maintain an instance list and deploy the modules, threads, and links 
accordingly. However, this means that the setup allows for no dynamicity, and furthermore that the 
deployment mapping is fixed at start-up time. In other words, this approach would reduce the 
flexibility of the system immensely.  

Route Maintenance 
To maintain a certain degree of flexibility in the setup – to allow flexible placement of new threads 
and modules in the environment, respectively to enable movement of modules as described below 
– it is necessary that the operating system can find a communication route for any module or 
instance access, i.e., including memory and main function bodies.  
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At the same time, the application should be completely unaffected by the distribution and 
communication routes, as they may be subject to the individual deployment choices. Just like with 
virtual memory, the developer should not have to cater for the physical location of a code segment 
(thread, process). This however not only applies to threads with explicit communication IDs, but 
also to jumps and calls relative to the current execution point, which can always necessitate 
communication, if the local boundary is left (cf. remote jump, above). Communication routing must 
therefore follow the double-blind invocation principles coined by Kipp and Schubert (Haller et al., 
2006; Kipp et al., 2010). 

To realize this, the operating system principally needs to realize any of the following options 

(1) Maintain a complete list of locations at all places, which allows any communication to directly 
identify the correct endpoint. This implies that any updates in the setup are automatically 
distributed to all endpoints. Such an approach leads to comparatively high communication 
requirement during dynamic changes and necessitates a relatively large memory for maintaining all 
data, depending on the scope of distribution. Finally, this approach alone cannot guarantee 
reliability in case of a configuration problem 

(2) Crawl the infrastructure until the requested endpoint is found, which reduces the degree of 
maintenance effort to a minimum and increases reliability to a maximum but leads to a high 
communication overhead for any communication attempt. This in turn affects performance 
considerably, which should be avoided. The performance can be slightly improved by maintaining 
the addresses after discovery and only attempting a crawl when resolution fails. 

(3) The best combination of the two approaches consists in having a clear deployment structure and 
maintaining a partial table with all relevant entries at each endpoint as described in section [B]IV.3. 
This way, frequent communication endpoints can be resolved right away, whilst unknown endpoints 
and failures can be routed over known instances. This is the mechanism supported by this work. 

The base principle of the hierarchical layout consists in having information always available at a 
higher level instance, i.e., at the instance that created the respective thread(s) (see Figure C.8). In 
most modern applications, threads are (intentionally) created only one level down, i.e., a thread 
typically does not create further threads itself – this is however mostly because hardly any thread 
management model allows this behaviour, rather than that the concept would not apply to multiple 
use cases. For example, nested loops or similarly, multi-dimensional calculations can be directly 
represented by hierarchical threads. 

To realize this behaviour, the instantiating thread should maintain a table of all instantiated 
(sub)threads. Whilst this is principally straight-forward, it does imply though that an instance of the 
thread / process manager is directly linked to the higher-level instance – in its simplest case, it means 
that the process instantiating a thread has a thread manager co-located within the same processing 
unit. The general modularization of the operating system does however not dictate such a setup. 
Instead, an according thread management module may appear to be co-located, whereas really the 
communication support realizes the messaging route – this way, multiple threads may even share 
the same thread manager, and therefore information about the existing threads. If this linkage 
between the instantiating thread and the (sub)instances is maintained, however, i.e., if the 
associated thread manager to any code instance is not changed, this linkage fulfils all the same 
purposes as if the module was indeed co-located.  

With this layout, not every application segment (e.g., thread) in the application setup must know 
every endpoint, and yet still can principally communicate with all other instances, even in cases of 
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dynamic re-organisation of instances and endpoints at runtime. Each communication module 
follows thereby the principle (upon reception of a request, no matter its origin) already depicted in 
Figure C.6. 

 

Figure C.8: Double blind invocation and escalation principles 

This concept allows updating and maintenance of the endpoints with every failure, rather than 
having to pro-actively distribute all changes to all endpoints. It is up to the maintenance mechanism 
whether to actually store new updates or just adapt existing ones in care of failure. In the context 
of this work, it is assumed that only existing end points are updated, and no essential changes are 
performed on the database. Notably, if access is rare and the endpoint changes frequently, it may 
be more sensible to always route via higher instances rather than having to update the lookup table 
every time.  

Double blind invocation is thereby considered to be completely optional. Obviously, the developer 
can maintain the address space and locations directly in the application, instead. 

Module Maintenance 
It has been noted multiple times that the service-orientation of the module setup allows for highly 
flexible deployments with partially local and partially remote and even shared OS module instances. 
Whilst the concept allows for principally any setup to support execution, the operating system must 
be able to identify a deployment that suits the application’s needs best. Obviously, the developer 
could provide the full deployment and dependency information with the code specification, which 
would require full knowledge of the execution behaviour and the infrastructure layout though. If 
the developer uses the full API as outlined here, i.e., that all module dependencies are clearly 
identifiable, the operating system principally has the two options to execute the deployment: 
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(1) fully adaptive, on-demand: each module (and in principle also each code instance) is instantiated 
and deployed at the time of need. This is effectively an extension to the messaging and route 
maintenance mechanisms described above: in this case, failure of retrieving an endpoint does not 
imply a problem in the setup, but instead that the module (service) in question should be 
instantiated and deployed. In a straight-forward approach, the respective module would be co-
located with the respective calling instance, unless this would conflict the local memory restrictions, 
e.g., by exceeding the cache sizes and thus leading to performance concerns. In the latter case, the 
memory management module could identify the next suitable storage instance that still grants 
sufficient access speed. In principle, each code segment may thus locally instantiate a full OS 
environment according to its requirements. 

(2) The layout can however be improved in terms of memory usage and data reuse, if each access 
request is also verified against potential neighbouring instances, i.e., if existing instances are 
reduced rather than new instances created every time. In this case, access is only considered a 
failure, when no alternative module instance can be identified in the vicinity of the calling code – 
otherwise, the respective instance is used instead of creating a new one. This may implicitly create 
considerable communication overhead, it the respective instances are too far apart, respectively if 
the instances are shared by too many code segments.  

The performance of both approaches can be considerably improved, by bringing in intelligent 
adaptation criteria, that support relocation and replication of modules depending on access criteria. 
For example, if a unit is shared by multiple instances, it may be sensible to replicate it in locations 
that frequently access the according module(s). Similarly, modules may move closer to instances 
that access it more frequently than others. The ideal location can be comparatively easily calculated 
on basis of access frequency, average message size and communication characteristics (bandwidth, 
latency). A simple adaptive approach may move the instance closer to the requester with every 
access attempt, until either an optimal location is found, or the location would alternate, in which 
case the module should be replicated, thus fulfilling both location requirements. 

Notably, adaptive mechanisms should only be employed, if the code has a sufficiently long total 
execution time, so that the additional cost for adaptation (halting execution, moving, or 
instantiating code, replicating context and re-initiating execution) are compensated by the benefits 
of adaptation. The actual requirements regarding amount and location of instances can also be 
estimated using a static analysis of the code and its invocation behaviour – essentially by counting 
the number of invocations per code segment, thus getting an indicator for the ideal placement. Such 
static analysis is, however, automatically constrained to the data-independent behaviour of the 
application, i.e., the impact of variable loop-sizes etc. cannot be assessed correctly.  

6. Other Functionalities 

Notably, there exists another set of functionalities and data / information spaces that support the 
OS lifecycle yet take a secondary role in the actual execution of the application. This is on the one 
hand the boot manager that ensures proper setup at booting time, and on the other hand the 
resource manager that maintains information about the infrastructure setup and its characteristics. 
Whereas the first one can be ignored in the scope of this work, as it is generally assumed here that 
boot process is out of scope, since it does not add to the main aspects of the ModOS principles, the 
resource management is of slightly more relevance, since it maintains the resource table that will 
be queried for process / thread deployment and provides the necessary access information for each 
processing and storage unit. 
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Resource management can include all aspects related to discover resources in a distributed and 
potentially dynamic environment, as it is frequently understood in the Grid and in the P2P concept. 
With a strict HPC scenario, however, this assumption is not really justified since the system typically 
has a well-defined (and static) setup. Resources are reserved for the duration of the application and 
even though it may be interesting in the long run to add dynamicity to improve resource utilization, 
it is secondary for the work presented here. 

Table C.3: Base resource lookup table 

Column  Type Description 
   

Resource 
ID 

 ID 

The unique identifier of the respective 
resource. Resource ID and network 
address can principally be treated as 
identical, unless the network is 
hierarchically organized (in which case 
many resources map to one address).  

Network 
Address 

 ID (int32) 

The address under which the device 
can be reached – depending on the 
protocol in use, this can be the IP, the 
MAC address or something proprietary 
to the system 

Description  char[] 
A description of the resource that can 
be principally used to identify its 
processing characteristics (Baaij, 2012) 

Protocol  any 
Definition of the protocol to be 
enacted for communication 

 

Accordingly, in the case described here, resource management essentially only consists of a lookup 
table with all the essential information about all resources in the infrastructure listed in it. For the 
sake of simplicity, it is once again assumed that the infrastructure is dedicated only to the execution 
of that one application and therefore that all resources registered in the table are also principally 
available, without necessitating additional checks to verify their actual status, respectively to update 
availability first.  

For the immediate purposes here, a simple lookup table is therefore sufficient (Table C.3). 
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II. BEHAVIOURAL DESCRIPTION 

“I don't say we all ought to misbehave, but we ought 
to look as if we could.” 

Orson Welles 

The preceding sections have elaborated how the individual modules of the operating systems 
behave individually and how the main kernel coordinates the full behaviour through minimal 
regulatory concepts. Within this section, the behaviour of the operating system as a whole will be 
elaborated first on a generic use case – this depicts the behavioural principles of the operating 
system as a whole, as it would apply to all application types. To exemplify this further, the 
application introduced in chapter [B]II will be used as a concrete usage instance. 

It will be shown that the OS specification is complete. Methodologies such as described in (Baaij et 
al., 2012) were used to support this test. Use case description of ModOS can also be found in (Assel 
et al., 2011; Schubert et al., 2011, 2009; Schubert and Jeffery, 2012). 

1. Operating System Lifecycle 

As already elaborated in section [B]IV.2, the operating system’s primary purpose consists in 
supporting the full lifecycle of an application (or in theory, multiple applications), from initialisation 
/ starting time over its execution, to finalising and wrapping up the application. As noted, execution 
may thereby be supervised by the operating system to gather further information about the 
execution behaviour, such as invocation frequency of specific modules etc. 

From the point of view of the operating system, the following main phases can specifically be 
distinguished: 

1) Booting the operating system: the very first step in the life of an operating system consists in 
starting up the system. During this step, classical operating systems load the main boot kernel into 
memory and start processing it, which in turn loads up the full operating system. Generally, this 
operating system waits for user input to start a specific application. 

2) Loading the program: once an application has been selected for execution, the operating system 
must load the according code into memory by accessing the respective storage source. In modern 
operating systems, it typically does not matter anymore, whether storage is local or remote – 
however, in both cases, the code is transferred into local memory, so that it is directly available to 
the processing unit. Applications that exceed the memory space are either handled in local storage 
or are structured in a fashion that they handle loading of additional software components 
themselves, like the operating system in the first instance. 

During this step, the operating system must reserve memory space for the application and its direct 
environment. This memory space must be virtually local to the application, i.e., reachable relative 
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to the application itself. Though in theory the application can directly affect the code memory, in 
practice code and data space are strictly separated during application runtime.  

Note that in cases of distributed applications, the respective other instances need to be loaded into 
memory space accordingly – either by triggering the remote operating system (if outside the 
system’s scope) or by managing the memory of the co-processing units. 

3) Executing the application: once the application has fully loaded, the operating system moves the 
program counter into the respective starting address. In single-task operating systems, the OS 
passes full control to the application, until it has finished executing or it is interrupted by the user. 
Most modern operating systems are however multi-tasking or time-shared enabled, that means that 
they supervise the execution and jump between processes according to a scheduling principle. With 
every such switch between applications, the operating system must store, respectively recover the 
execution context of the application, including register state, memory environment etc. In the 
context of this work, multi-tasking will be generally ignored, though, as it would exceed the scope 
of this document. However, the concept of task-switching is like system call invocations, which do 
not directly change the execution context, but force the operating system to switch between two 
types of applications.  

(i) Handling memory (note that in our case here, the application and the OS together basically form 
one whole process): During execution, the operating system must handle the application’s memory 
space in a fashion that it appears to be a single, almost infinite data space to the code, whereas truly 
it is separated between cache, memory, and storage. Though supported by the hardware, the 
operating system nonetheless must control the process of resolving the address and making the 
according memory space available to the application. Access fail is thereby triggered via the 
hardware. 

(ii) Accessing devices: During execution, the application may access different types of devices, 
respectively read their state as a form of interaction. This does not only mean writing and reading 
files from disk, but also reacting to keyboard events, reading the mouse position etc., depending on 
the type of application. There may furthermore be dedicated devices, such as sensors or actors of 
e.g., a robotic arm, that the application will interact with. In all cases, a dedicated driver needs to 
be provided to realise the necessary communication protocol – this also holds true for “typical” 
devices such as hard drives etc., even if standard drivers may suffice in such cases. Within the 
context of this work, drivers can be regarded as special types of modules. It is outside the scope of 
this work to go into full details of a driver implementation, though – it is assumed here without 
restriction of generality that the drivers expose common access interfaces in accordance with the 
ones elaborated above. 

(iii) Dynamicity: Principally, the execution of any application is subject to two types of dynamicity: 
changes in the environmental structure (infrastructure dynamics) and changes in the program 
structure itself (application dynamics). With the specific focus of this document, infrastructure 
dynamics are neglected for now, as they can lead to reliability issues, unexpected behaviour etc. 
which each constitute the scope of a full document. Suffice to say here that the modular approach 
suggested principally allows easy adaptation given an according mechanism for early detection of 
such problems. Here it is of more interest to support (intentional) dynamics of the application code 
itself, such as in particular the creation of new threads and the instantiation, respectively 
destruction of objects. Essentially, this type of dynamics does not differ much from instantiating a 
completely new process, yet requires that the essential environment parameters are initiated 
according to the main process’ context, such as (virtual) data address space etc. 
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4) Halting execution and resetting the state: In multi-tasking operating systems, halting the 
execution of a process does not necessarily imply termination of the according application – instead, 
the process may simply be halted as part of the task-switching behaviour of the scheduler. Similarly, 
a particularly relevant in the context of reliability (as mentioned above), halting execution may be 
part of a check-pointing and rollback functionality of the application to recover from potential 
infrastructure failures. As noted, in the context of this document, both aspects (multi-tasking and 
reliability) are ignored for the sake of simplicity. Here it is therefore assumed that halting the 
application is the same as concluding its execution and therefore that all resources must be freed 
again. This means that the storage designated for code and data is freed again and that the reserved 
processing units are available for further applications and processes. With a single-task operating 
system, resetting is essentially identical to rebooting the system. In other words, after the reset, the 
system should be back at phase 2. 

i) Deployment Re-Visited 

With the concrete modules, their requirements and behaviour in mind, it is possible to refine the 
deployment principles that have been developed in section [B]IV.3. “Deployment” in this context is 
understood as the (memory) location in which the respective module’s code resides. For example, 
if one copy of the code of the memory management module resides in the L1 cache of core 1 in 
processor A, this is referred to as “the memory manager is deployed in L1 of processing unit A.1”. 
Notably, deployment in A.1 does not imply that the memory manager is only responsible for 
maintaining memory layout in this unit – instead, it can manage all memory units that it can directly 
or indirectly reach. However, it must be noted in this context that it can only directly handle storage 
it has direct access to, i.e., to which the hardware enables access. This holds true for example for 
shared memory machines, remote direct memory access (RDMA) support etc. In all other cases, 
some intermediary is required to perform the requested operations.  

What is more, the memory manager may not be invoked by a local process but may be triggered by 
a remote unit in the first instance. In such a case, it is necessary that a communication route from 
the calling instance to the module exists. Again, the hardware layout frequently allows direct access 
to remote instances, depending on system characteristics, e.g. through Advanced Programmable 
Interrupt Controllers (APIC) according to the Intel specification (Intel Corporation, 2008). This means 
that in cases, where the hardware supports some form of inter-core control, no intermediary 
mechanisms are needed to realise the communication.  

This has direct impact on the deployment: processing units that share some form of access across 
typically necessitate only one operating system module to execute the respective control feature 
for all shared units. More concretely, for the following modules specific deployment suggestions can 
be made: 

Memory Maintenance and Memory Access Management require direct access to the storage units 
they are controlling – typically RAM and cache, though in principle other types (hard drive, optical 
drive, SSDs etc.) need to be considered, too (see below). Considering just memory usage, the crucial 
criterion consists in whether the hardware provides a means to allow remote control of the 
respective memory units. This does not necessarily have to be down to low cache levels, as access 
to these may be completely under the hardware’s control. Typically, such hardware support is 
granted between cores in a multi-core processor on level L2 and higher, or within a node, between 
processors sharing the main memory. For each such system boundary, only one memory 
maintenance and one memory access management module are required. Notably, memory 
maintenance (reserving and freeing space) is not always required, depending specifically on the type 
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of hardware (e.g., embedded processors) and process (e.g., fixed address space). Memory access 
management (reading and writing to memory) will however be necessary in most cases. In large 
scale systems, it may furthermore be sensible to host multiple instances of the modules to reduce 
the impact of communication and execution bottlenecks. 

In cases where other storage units than RAM or cache are employed for process memory, similar 
criteria hold: for a collection of processing units that all have access to the respective storage unit, 
at least one instance of the memory maintenance and memory access management modules are 
suggested. Implicitly, the unit controlling storage rather than memory would be implemented in a 
flavour according to the storage unit’s requirements. 

As will be seen below, this deployment pattern holds true, even if the according management 
requests are initiated by a remote process, module or segment that is not hosted within the same 
boundary. 

Thread (or Process) Management modules are necessary wherever new instances of threads (or 
processes) need to be created. Notably, it is assumed that the code is already copied into a memory 
local to where the new thread or process needs to be instantiated, respectively, that an according 
Memory Access module is co-located. Thread creation itself requires only that the destination 
processing unit can be controlled by the Thread Management Module, i.e., that it can jump the 
program counter of the respective processing unit to the designated code space. This may require 
a minimal implementation of the Memory Access module to resolve just this virtual address, which 
basically just resolves the access to the lookup table – but this is only necessary, if the respective 
core does not offer support for virtual memory address resolution, which currently all multi-core 
processors offer. Thread Management is crucial for all processing units, at least at initialisation time 
to get the respective code ready for execution – afterwards, the module may not be required 
anymore (see below). 

Implicitly, Thread Management should be hosted exactly once per system boundary, whereby the 
boundary is again defined by all the processing units that can be controlled either by each other or 
by one dedicated unit. Modern multi-core processors generally allow any core to control the other 
cores through the APIC, but typically only one core will get the according rights designated at boot-
up time (Intel Corporation, 2008). This core should accordingly host the Thread Management 
module. 

To allow remote instantiation beyond the respective management boundaries, it is necessary that 
(a) a communication route between the two boundaries exists and that (b) at least at destination 
side the operations can be executed, i.e., a Thread Management module is deployed. 

Notably, the boundaries for memory management and thread control may differ from one another 
– in other words, multiple different deployment patterns may apply for data access and code control. 
Figure C.9 depicts how such access boundaries affect different interaction mechanisms, such as 
memory control in a shared memory environment – though one must distinguish between shared 
RAM (e.g., across multiple processors on one node), and shared cache (typically between multiple 
cores in one processor) – and process control, i.e., the boundary within which processes / threads 
can affect each other. Process control boundaries implicitly define the scope within which system 
calls can be resolved without requiring explicit messaging support. This applies typically to all cores 
within a processor. 
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In general, however, the code that builds a thread must be transferred into the executable memory 
space first, so that the effective boundary will typically consist in the intersection of the two 
separate boundaries. 

 

Figure C.9: Three different access boundaries: (1) communication via shared cache or (2) 
via shared memory and (3) inter-process(or) communication by interrupt 

As noted, Communication Support is crucial for all data access or control across the respective 
system boundaries. Communication support is an intermediary for invoking modules or processes 
whenever such invocation cannot be performed locally, i.e., within the respective boundary. Due to 
its nature, the Communication Support module must be deployed within the common area of the 
memory management and the process management boundaries, as it requires that it is invoked and 
that data can be passed to, respectively through it. Obviously, communication support is only 
needed between systems that need to exchange information, respectively require that modules can 
be invoked across.  

Communication Support is thus generally needed whenever a large-scale application must be 
deployed on a larger system. Like Thread Management, it should be available at boot-up time to 
make other processing units reachable in the first instance (see below). Notably, communication 
will always be constrained by the number of channels available in the first instance, so that per 
boundary, typically one instance of the Communication Support module per channel is advisable. 
The flavour of the Communication Support is defined by the types of channels that need to be 
supported. 

Though Distributed Execution Support is not a module as such, the respective kernel functionalities 
primarily deal with instantiation and distributed management of an application. The individual 
processes are only concerned with these functionalities, when they must perform jumps or calls 
outside the process’ execution scope, i.e., beyond the processing unit. Resolving the endpoint of 
such invocations is mostly task of the Thread and the Memory Management modules – however, 
the according system call needs to be intercepted and executed by the main kernel. System calls are 
effectively interrupts in the processing environment, i.e., they can be realised using the APIC. 
Accordingly, the respective system kernels must be available only once per Interrupt Controller 
Communication (ICC) bus.  
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ii) Instantiation Conditions 

Before turning to the actual behaviour (and deployment) at run-time, it is worth formalising the 
conditions under which a specific module will be required and where it can be deployed: 

(1) Memory Maintenance: is necessary at least once per memory control boundary  
a. To start a new application (optional in a single-task environment) 
b. When the process instantiates objects (which may be the thread code object) 

The module can be removed again, when all memory spaces have been assigned and no special 
support is needed for freeing the spaces again. 

(2) Memory Access Management: is necessary are least once per memory access boundary 
a. To store the application (optional in single-task environments) 
b. When the process loads from / writes to remote or virtual memory 
c. When the process writes code for a thread 

Notably, this module is required at both the source and the destination boundary, to execute 
the operation. Communication Support may be required between. 

(3) Thread (or Process) Management: is needed at least once per process control domain (i.e., per 
ICC domain) 
a. When the process spawns new threads 
b. When multiple applications are hosted (not applicable here) 

The module may become obsolete after instantiation of the threads or applications. 

(4) Communication Support: at least for each communication domain, and typically at least once 
per channel in use 
a. Whenever a process needs to communicate with a module or process outside the 

communication domain 
b. Whenever a module needs to communicate with a module or process outside the 

communication domain 

This both includes read from / write to remote (or virtual) memory 

(5) Distributed Execution Support: once within each control domain,  
a. whenever execution across multiple process instances and processing units must be 

supported.  

Notably, different mechanisms can be enacted to control deployment and hence distribution of 
components across the platform / infrastructure. In the following it is generally assumed that a 
human user (the developer or the platform host) provides the deployment information according 
to the application’s needs in the form of which module should be co-located with which code 
segment (i.e., clear dependency information). Graph matching strategies may be applied to map the 
communication requirements (Chien-Chung Shen and Wen-Hsiang Tsai, 1985), as well as more self-
adjusting mechanisms as rented from the clouds (Buyya et al., 2011; Herbst et al., 2013) – in the 
latter case, OS modules could move and replicate according to the invocation pattern and / or 
availability criteria  (Jeffery et al., 2013; Schubert et al., 2010a). 

2. The Generic Lifecycle Applied to ModOS 

Basing on the elaboration of the individual modules above, it is now possible to generate a holistic 
view on the module behaviour given an actual application case, i.e., a view on the behaviour of the 
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operating system as a whole given the functionalities of the individual modules. Before turning to a 
specific use case, it is worth examining the actions given a generic application case, i.e., without 
specific requirements and conditions set by the use case. In the case here, it is assumed that the 
system consists of n dual-processor nodes, with shared RAM per node. Each processor consists of 
m cores that all share the L2 cache and have programmable interrupt controllers connected via an 
ICC bus. The nodes are connected to each other using high-bandwidth Ethernet, allowing dedicated 
socket communication. 

i) Booting the Operating System 

Without going into the full details of how the boot-up process works, it is obvious that the primary 
goal of booting consists in readying the infrastructure to host and execute applications – in other 
words, uploading the operating system into the processor. The main point of the operating system 
model proposed here is that the functionalities booted are constrained to a minimum, to keep 
impact on application execution as minimal as possible.  

This is, at boot-up time only the functionalities are loaded that are essential for loading and 
instantiating processes, and therefore the main application code, as well as other function modules. 
Without restriction of generality, it is assumed here that the operating system boots just for this 
specific application, so that no additional steps for application finding and selection are required – 
essentially, this is identical to booting a batch system. 

Given the modules described above, this means that at start-up time basically all modules are 
needed, namely (1) Memory Maintenance for setting up the virtual memory space for the 
application, (2) Memory Access Management for uploading the application code into the designated 
memory space, (3) Process Management for creating the new application environment and starting 
it. (4) Communication Support will automatically be needed when the application spawns beyond 
the starting processing unit, which is taken for granted here. This means that the deployment needs 
to be assessed more closely:  

Each node can act as a single unit with shared memory and (partial) behavioural control through 
programmable interrupt controllers. This means that within each node, only one instance of each 
module is required, which can thus load the code into memory and initiate the individual processing 
cores. As the application will span multiple nodes, Communication Support is needed at least once 
per node to enable the distribution of the respective processes beyond the current node.  

It is therefore assumed that all nodes boot up with all four main modules in place, though 
Communication Support can be loaded by the main kernel (i.e., the three main modules) once the 
system has booted. By default, each node will designate one core as the main boot instance, which 
will later automatically act as the head core of the operating system – in the following this is referred 
to as core #0 of the respective node n. Though this core does not have to host Communication 
Support, but can designate another core for managing communication, it is assumed here for the 
sake of simplicity that core #0 takes care of this, too. 

By default, the initial operating system is basically the most “complete” instance of the operating 
system, to be able to control the full deployment and initialisation process. As the application code 
to be executed (as well as potentially any module code) will reside on a storage unit other than 
memory, the Memory Management Module needs to come in the flavours necessary for accessing 
RAM, as well as for accessing the code storage unit. This does only apply to the first or main node, 
as all others will get the data shipped from this first node.  
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ii) Loading the application 

Once the operating system has booted, the system is ready to load the desired application – again, 
here it is assumed that the application is pre-selected in a batch process. It is also assumed, that a 
module has been booted that grants access to the hosting storage (see above). With this in place, 
the Thread (or Process) Maintenance module will be triggered to create a process from the code 
located in the respective hosting storage – to this end the operating system will either copy the code 
from the storage unit into memory first, or it will simply assume that the application code starts at 
the virtual memory address 0, which is registered to the storage unit hosting the code. The latter 
has the advantage that execution can start right off the hard drive but does not allow any 
preparatory actions on the code, such as to convert jumps or calls into system interrupts, or to adapt 
the code to the specific hardware model.  

In the first case (copy from storage to memory), the following operations have to be executed: 

const int appsize; // size of the application 

const ID source;   // the pre-fixed source location 

cons tint sourceaddr;  // and its address 

// create / register a virtual memory space within the first node(!) 

int main := MEMMGR::reserve( appsize ); 

// loop through the main process code  

int n = 0; 

do {  

 // move data from storage to application location 

 MEM::write( main+n, MEM::read( source+n ) ); 

 n++; 

} while (n<appsize); 

Whereas in the second case, it is essentially only necessary to register the storage space as virtual 
address for the process 

int main = MEMMGR::reserve( appsize ); 

// update the start address with the source location 

MEMMGR::update( main, 0, source, sourceaddr ); 

The result of the two approaches is however identical: the code is available at virtual address 0 for 
the first processing unit (core) to start execution. This means that a thread (respectively here: a 
process) is created and registered at the Thread Manager in core #0 for the first free core, here: 
Node 0, Processor 0, Core 1 (N1P1C1). Thus: 

// create thread from virtual memory address 0 

ID mainthread = THREADMGR::createthread( *main ); 

It is assumed here that the first process takes care of the actual application setup, i.e., the creation 
of all further threads – this is in line with how current large scale applications are structured: the 
main thread is responsible for distributing work and data to the number of worker threads spawned 
out. Without restriction of generality, the main thread is thus structured something along the line 
of: 

const maxthreads; 

const maxiter; 

// instantiate threads 

for (int tct=0; tct<100; tct++) 

{ // create all worker threads  

 int taddr[tct] = MEMMGR::reserve(threadsize); 
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 for (int n=0; n<threadsize; n++)  

  MEM::write( taddr[tct]+n,  

   MEM::read( threadsource+n ) ); 

 ID threadid[tct] =  

  THREADMGR::createthread(taddr[tct]); } 

// initialise data (preprocessing) 

... 

// outer loop of work 

for (int iter=0; iter<maxiter; iter++) 

{ // start worker threads 

 for (int tct=0; tct<maxthreads; tct++) 

 THREADMGR::startthread( threadid[tct] ); 

 // syncing barrier 

 for (int n=0; n<maxthreads; n++) 

  do {} 

  while(THREADMGR::getstate(threadid[n]== 

   THREADMGR.EXECUTING); } 

// prepare data (postprocessing) 

... 

Note that synchronisation points are ignored for now – the main thread does not actually control 
the worker threads, or actively communicates with them. Similarly, all worker threads communicate 
over memory according to the PGAS definition (Almasi, 2011).  

With this setup in mind, the operating system can now pass program execution to this first thread. 
In other words, the program counter is set to N1P1C1, virtual memory address 0, by performing an 
according jump that needs to be handled by the Distributed Execution Support (section I.5). 

EXEC::jump #0  // resolves to N1P1C1 

The same effect could be achieved with just starting the main application as a thread, i.e. 

THREADMGR::startthread( main ); 

which would be equivalent to an asynchronous call, rather than a jump, meaning that the OS would 
still be available and idle. For this work, however, it is not desirable that the OS should still be ready 
for further requests, so that option is disregarded here. 

iii) Execution of the program 

It must be noted right away that even though the operating system passed the execution state to 
the actual application, this does not mean that loading has thereby concluded. Effectively, each 
additional thread that is created by the main process is another load and execution stage, so that 
execution may alternate between step 2, 3 and (partially) 4, with every thread that is being stopped 
effectively halting part of the execution.  

Step 1: Initiating Variables 

The typical program starts with instantiating the necessary objects and in particular the required 
data space. In higher languages such as C/C++, this is performed by variable definition and 
assignment, e.g. 

int* mainarray = new int[1000];  

This is effectively identical to reserving memory of 4 (size of an integer) times 1000 bytes, i.e. 

char* mainarray_startaddress = malloc(4000);  
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From the point of view of the operating system proposed here, this in turn is identical to 

int mainarray_virtualaddress = MEMMGR::reserve( 4000 ); 

What is interesting in this context is, however, how the Modular Operating System deals with this 
request in the first instance: classical operating systems would require first of all that the necessary 
library (stdlib.h) is added to the source code, which in turn would trigger the respective OS 
operations. This library is implicitly deployed at the same processing unit in which the process is 
executed. The actual system interrupt can now be handled by the (classical) operating system by 
either forwarding the interrupt to the main boot core (core#0) in which the OS resides or by handling 
the interrupt locally, in which case the respective OS code areas are swapped into the local cache 
of the process, thus typically replacing the local process at least temporarily (see Results Discussion). 

As opposed to this, in case of the Modular Operating System, the actual behaviour can be easily 
adapted and offers any of the three options: (1) jumping to a central instance without affecting local 
memory, (2) instantiating the module stand-alone on another processing unit and jumping to it 
without affecting local memory, and (3) hosting a local instance of the module, thus affecting local 
memory, but less than in the monolithic OS case. The actual deployment depends on the 
instantiation criteria (see above) set by the application or OS developer. In the example case here, 
it is assumed that no Memory Maintenance module is co-deployed with the main thread, so that 
the reservation operation will trigger an interrupt to jump to core#0.  

Step 2: Creating Worker Threads 

Once the memory has been initialised, the main thread will typically start creating the worker 
threads. As described above, the code of the threads must be available to the operating system, 
either in memory or in another storage unit. As opposed to classical operating systems, the actual 
location does not matter to ModOS if an according module grants access in conformation with the 
Memory Access Management module’s interface. For the actual instantiation of a thread, the 
respective code base is copied into a designated memory space, so that each thread foremost 
contains a full copy of the relevant code.  

Classical, monolithic operating systems basically creates a full kernel environment for each thread 
and hosts it as a full process with replicated information from the instantiating thread (Russinovich, 
2019). Implicitly, the classical thread not only carries a large functional environment with it, but also 
a large amount of data that it does not necessarily require, let alone needs already at instantiation 
time – this typically leads to long delays in thread creation time and to large resource usage at 
execution time (cf. chapter [D]III). As opposed to this, ModOS can take a completely minimalistic 
approach: threads that fall into the same control and memory access domain as the worker thread 
do not require any further modules, as they basically already have the full environment available. 
However, this may lead to access conflicts, like a monolithic kernel, so that it is sensible to replicate 
the modules every few instances – in particular with frequent (and potentially shared) memory 
access, it is sensible to replicate an instance of the Memory Access Management module with every 
thread. 

What does that mean? As noted, with the classical memory hierarchy, the process’ attempt to 
access the memory space of the system functionality in question will automatically lead to its 
replication in local cache. However, at the same time, since the memory is not designated to that 
respective process alone, any access attempt from other processes will automatically invalidate the 
cache status (Kanter, 2007; Papamarcos and Patel, 1984), thus potentially leading to access conflicts 
in main memory. Therefore, most operating systems create a completely new thread environment. 
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In the case here, only the Memory Access Management module is replicated, i.e., coupled to the 
specific replicated thread code. This means that the application and in particular the operating 
system on core #0 is unaware of the thread calling the respective functionality, until the module 
calls higher-level functionalities hosted in core #0.  

In the case presented here, it is also assumed that more threads than processing units on a node 
are instantiated – in other words, that the main process will also try to create threads on remote 
nodes. To this end, the main thread will not actively contact the respective node explicitly, but 
simply try to create another thread in yet another processing unit (i.e., with a designated destination 
id). The Thread Maintenance (TM) module will thus forward the call to the remote node’s TM 
module, e.g., of node N2. In principle, the node’s local TM could use the remote Memory Access 
and Memory Maintenance modules to create the threads, but it will not be able to start them at a 
later point (see below), wherefore it can directly transfer responsibility to the remote TM. The 
respective TM in turn will load the code data into local memory using the remote Memory modules 
co-located with the main thread, as it is assumed here that the thread code resides here.  

The principle for this access is straight-forward: the TM will first reserve local memory space to the 
intended destination unit (e.g., Processor 1, Core #2) using the local Memory Maintenance module. 
Once the thread memory is reserved, it will try to load the code from the virtual memory address of 
the first thread – to this end it will simply try to load the code from the local Memory Access module, 
which in turn will resolve the virtual address to the physical endpoint, here node N1 and forward 
the requests to the Memory Access module of node N1 (N1.MAM). N1.MAM will identify the 
physical code endpoint and forward the loaded data back to N2.TM. 

After loading the code, the TM will register the new thread as local to N2.P1.C2.  

Step 3: Starting the Threads 

Once the threads have been instantiated, the main thread can trigger their execution. Notably, it is 
secondary whether all the threads have been initiated or whether they are still in progress: the main 
thread can trigger their execution, without creating conflicts, as the according start operation 
message will be enqueued in the communication queue and only triggered once the thread creation 
has been completed.  

Starting a thread is identical to execution of the first thread of the application, where the operating 
system passes the execution state into the main process by jumping into the according address 
space. However, as opposed to the jump into the first thread, all worker threads are executed 
asynchronously to the main thread – in other words, the main thread will continue execution 
(though in this case, it will just wait for all threads to finish processing). To this end, the main thread 
will call 

THREADMGR::startthread( threadid ); 

at the local Thread Manager, with the thread id of the respective threads initiated as main 
parameter. Such an asynchronous execution means simply that the processing unit of each thread 
jumps into its main code address. As ModOS here is single-task oriented, each processing unit can 
jump into the code of the thread, without having to take care of any background tasks – in other 
words, the call needs to execute remotely, to continue execution of the main thread. Again, this 
simplification can be overcome by introducing scheduling modules into ModOS, which however lies 
outside the scope of this work.  

Notably, starting a thread may be principally handled identically to a remote call, given that 
distributed execution support will continue with the calling thread in a speculative fashion (cf. 
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Instruction Level Parallelism). This has the advantage over the explicit start of all threads, that the 
synchronisation barrier comes for free with the point of collecting all data from all threads again: by 
nature of the speculative execution, the main execution will be halted or rolled back to the point 
where the data read locally was altered remotely (Rubio Bonilla and Schubert, 2012). 

Step 3a: Executing the Worker Threads 

Worker threads execute in the same fashion as the main thread with the main difference that the 
worker threads are running in parallel in multiple processing unit instances. Without restriction of 
generality, it is assumed here that the worker threads access data from a shared memory space, use 
it together with some temporal local data to generate the actual results and write them back to a 
shared memory space (see next steps).  Without going into too much detail on the purpose of the 
worker threads, each thread thus essentially performs four main steps: (1) initiate the local data 
environment, (2) load data, which is either completely local to the thread (and provided with 
instantiation) or may be shared between multiple threads, (3) execute work on the data and (4) 
store it back into the memory space where it was loaded from. The details may obviously vary with 
the actual application cases (cf. Reference Use Case description below). 

Step 3a (1) Reserving Local Data Space 

Just like in step 1, the first task of the thread consists in configuring the execution environment and 
in particular the memory space. To this end, each thread will locally call the Memory Maintenance 
module, which however currently is not locally co-deployed to the processing unit hosting the 
worker thread. Again, the thread can either copy the module into its own local cache, by accessing 
the respective memory space, or forward the request in form of a message or interrupt to the actual 
hosting unit. In the case here, it is assumed that the scale of the multi-core processor is too small to 
warrant replication of the Memory Maintenance module.  

Instead, the reservation request is forwarded to the local MM unit, which each node hosts (see 
above). This unit creates a virtual memory entry registered to each individual thread – in the specific 
case here, this new memory space is completely local to the thread and not shared with any other 
thread, so that the existence of the new entry does not need to be communicated to any other unit. 
Notably, if such sharing would be desired, the MM unit would have to forward the new entries to 
the main MM instance on core #0, i.e., the hierarchically higher instance. The decision can rest with 
the specific implementation of the module, though in general, the new entries will always be 
forwarded to the higher instances.  

Step 3a (2) Loading Data from Shared Memory 

Without restriction of generality, it is assumed here that each thread treats the common data space 
as shared memory, i.e., that it does not try to copy the data locally first explicitly, but that every 
access attempt is routed to the (shared) main memory. One must distinguish in this context between 
the access within the node that hosts core#0 and remote nodes, as the first ones do physically share 
the RAM that hosts the main data – in other words, as they are co-located with the main thread on 
N1P1C1 and since the processors on the node physically share the main memory (see above), any 
processing unit on N1 implicitly has access to the data of the main thread, too. 

However, the thread developer cannot know that distribution and will implicitly not cater for it by 
developing two different types of code – instead he will generate once common access mechanism 
for all threads. Classically, this is either solved through explicit messaging (e.g., MPI) or using virtually 
shared memory that hides the access mechanism from the developer (e.g., PGAS). Whilst the latter 
has the benefit of easy development, it means that the compiler must generate a common 



131 | P a g e  
 

mechanism, independent of the deployment, thus leading to the same problem as direct usage of 
MPI. With the approach proposed here, the responsibility for the right access mechanism rests with 
the operating system, which implicitly knows the right deployment.  

With ModOS, all threads will equally invoke the Memory Access module to resolve the virtual 
memory address – like current processors’ virtual memory unit. However, the virtual memory unit 
of the CPU only allows for local resolution, and not across distributed nodes (Barry and Crowley, 
2012). With the normal deployment, the Memory Access unit will identify either that the source 
resides locally and directly access the memory, or that the source is remotely located and thus 
requires other means of access: 

Thus, within the “local” node, the address look-up will result in just the local physical address and 
no (virtual) endpoint address. Given the system configuration described above, the access unit, or 
in fact the thread itself can access the memory space then directly using this address. The memory 
hierarchy of most modern processors will automatically lead to the accessed space being copied 
into cache for easy reference (Hennessy and Patterson, 2019). The operating system cannot directly 
override this behaviour, but it can prevent it by routing the access to another core, i.e., by 
forwarding the access request, rather than executing it locally. This is beneficial if only few data 
needs to be accessed or if the access is executed in large strides, so that effectively the page 
swapped into cache will never be fully exploited, but will reduce the availability of other, more 
relevant data in cache. 

This gives rise to three deployment and configuration options within the local node, which, as shall 
be seen, are identical to the ones in remote nodes: 

Option 1: the Memory Access unit of N1P1C1 is actually executing the requests, thus automatically 
caching the data there, rather than at the worker thread’s site. The invocation in this case occurs 
over the Interrupt Controller, meaning that the APIC is programmed to forward the interrupt to 
N1P1C1. This is particularly beneficial, if all threads access the same data range (so that the cache 
can be reused), but with sufficient timely delay between each other (so that no bottleneck arises). 

Option 2: the access unit is co-located to the worker thread, i.e., the interrupt is executed within 
the same core. The lookup table of the access unit points however to N1P1C1 as if it would be a 
remote endpoint, thus leading to a messaging interaction with the access unit of the latter, so that 
again the cache of N1P1C1 is used, rather than the local one. This way, the operating system can 
handle the access requests in a more structured fashion, but implicitly also with greater delay, so 
that the mechanism should be preferred for asynchronous data requests.  

Option 3: the access unit is co-located and directly accesses the storage endpoint. In this case, the 
access is treated as local, and the memory manager of the CPU will swap the according page into 
the worker thread’s hosting core’s cache. This configuration is particularly sensible if a lot of read 
operations are executed within a comparatively small space (i.e., a page) of the data. 

As will be seen, these options principally hold true for the remote nodes, so that the configuration 
decision can be taken for all threads equally, i.e., that the developer does not have to distinguish 
between different threads and their deployment: 

Threads on the “remote” node, as opposed to on N1, do not have direct access to the data associated 
with the main thread, due to the system set up (no shared memory between nodes, see above). 
Implicitly, any access attempt must be forwarded to the actual hosting unit – in this case N1. This 
does not necessarily mean though that every single access needs to be routed all the way – instead, 
the Memory Access manager may replicate the data locally, so as to have a local copy to which 
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access is faster. On the other hand, this means that the state needs to be somehow maintained for 
consistency reasons. The impact of different consistency mechanisms has already been discussed in 
great length, so this will not be repeated here – for now it is sufficient to assume that all threads 
first just read from the common data (no consistency concerns) and then writes directly to the 
common data space at the end of the process, without going through local cache.  

It must be noted in this context that the memory manager of the processor has less impact on the 
behaviour of data access across nodes, than within the node (see discussion above). This is since the 
remote access occurs via the communication channel (classically the southbridge) and not the 
memory controller (northbridge), i.e., that the memory manager is not involved in the access in the 
first instance.  

The actual request to data access is identical in both cases, i.e., whether in local or remote nodes – 
that means that the respective thread invokes the Memory Access module, which in turn tries to 
resolve the virtual address provided. There may be two potential consequences of this request, 
depending on whether the thread creation configured the memory look-up table with all entries, or 
just registered the higher-level instance. In the first case, the look-up will result in the right endpoint 
address (here: N1) right away and forward the request to the Memory Access module in N1, as 
described in the previous chapter. If the virtual address did not get registered, however, the look-
up will fail, leading the Memory Access module to forward the request to the higher-level instance, 
here M1, which in turn executes the access and returns the correct endpoint for later reference as 
also discussed in the preceding chapter. 

Just like in the local case, the remote node has the choice between three types of deployment: 

Option 1: the Memory Access unit is located on the boot-up core of the second node, respectively 
on any other dedicated core which is registered accordingly in the interrupt controller; no module 
instance is co-located with the worker thread. Considering that the Memory Access unit will have 
to make use of the communication channel, it is sensible to deploy the module on a core with direct 
linkage to the I/O chip. The thread’s request will trigger this module instance and directly return the 
result to the requesting thread.  

This option comes with two configuration choices: (a) The data is not locally cached and thus needs 
to be retrieved again with the next access and (b) the data returned is cached locally in much the 
same fashion as processors cache access attempts down the memory hierarchy. This means that 
the module reserves some memory space (using the Memory Management module) in the 
respective node and stores the results within that memory space. In the latter case, shared access 
between threads can be exploited by reusing the data space. Implicitly, with any access to the 
memory space, the module will load the surrounding memory space, i.e., a “page” of memory. Such 
caching is however only sensible when multiple data accesses within the page region can be 
expected. Notably, under these conditions, the memory hierarchy mechanisms of the processor will 
take effect again. 

Option 2 (like option 3, local node): no central Memory Access unit is stored on the respective node, 
but every worker thread hosts a co-located instance, i.e., a local Memory Access module, which 
directly tries to resolve the virtual address and then forwards the request to the access unit hosted 
on N1 (cf. option 1). The returned data can again be directly returned to the thread (cf. option 1.a) 
or stored in a memory space dedicated to just this thread (cf. option 1.b). This is however only 
sensible if not too many concurrent access attempts are made at the same time, as the 
communication channel between this node and N1 is automatically restricted, so that the messages 
will queue anyway, in this case it is better to deal with:  
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Option 3: the node hosts a dedicated (“central”) Memory Access unit, as well as replicas with each 
unit. Access to memory requests by the threads will be enqueued in the “central” unit as messages, 
so that they can be processed in a structured fashion (cf. option 2, local node above). 

Step 3a (3) Execute Work on the Data 

The main task of the thread consists in performing some actions on the data, of the type 

𝑜𝑢𝑡 ≔ 𝑓(𝑖𝑛) 

The details of these tasks are however less important for the behaviour of the operating system and 
shall therefore be ignored here. 

Step 3a (4) Store Data Back into Shared Memory 

Once the data has been processed, the thread stores the results back into a common data space, 
whereby it can be assumed that each thread creates its own segment of the full data, i.e., has a 
dedicated, non-overlapping memory space. This way, no write consistency issues arise – even 
though such conflict handling could be catered for by the operating system, this is outside the scope 
of this work. Write access is handled in much the same fashion as read access to memory and again 
the memory management mechanisms of the processor may interfere with the intentions of the 
operating system, though it can be bypassed to a certain degree using message interactions etc. as 
described above. For writing, the same deployment options hold true as for reading, so this will not 
be repeated here. 

The main difference to read access consists in the way that the data is passed between the thread 
and the memory access unit, i.e., that the data is either directly passed, or access to a concrete 
physical address must be provided. From the position of the thread, though, the physical address 
must not necessarily be known, as it can be derived using the memory look-up table, too (cf. section 
I.5). As opposed to reading, the invocation by the thread will have to pass a register or a pointer to 
the (virtual) memory from which the Memory Access unit will pass the data forward. 

Step 4: Destroying the Threads  

After the threads have finished execution and the results have been gathered (here via write-back 
mechanisms directly in the thread), the according resources (i.e., processing units and their 
memory) can be released again for other processes / threads. Though the application may still 
continue running after the threads have been closed, there is no clear distinction between a thread 
and a process in the operating system: both act effectively on the level of the operating system and 
therefore destroying either means only releasing its direct context and configuration, not the one 
of the whole environment. In other words: since the application can be regarded as a thread of the 
operating system, respectively as the operating system of a thread, closing the thread is only 
conceptually different from closing an application – accordingly, without restriction of generality, 
the two can be treated as equal. 

The individual threads can only be released once their status has been set to finish or their execution 
is explicitly stopped (ideally by the main thread). In the case here, the thread will set its own state 
to finish after conclusion, i.e., after having written back the results to the main memory (see step 3 
above). The main thread will trigger destruction of the individual worker threads – destroying the 
thread will however generally automatically trigger that they are stopped. Implicitly, if the main 
thread effectively destroys the threads right after having started them, they will not have concluded 
their operation. This is a classical multi-thread problem, where the threads by default do not know 



134 | P a g e  
 

of their execution state, whilst they are still continuing asynchronously. To compensate, thread 
handlers introduce state communication and / or synchronisation barriers.  

In the case here, the main thread will simply wait for all threads to finish – alternatively, each thread 
may be instructed to self-destruct after conclusion. Waiting can be realised simply by checking the 
state of all threads via the Thread Maintenance unit, e.g., by simply looping over all thread states, 
until their state has been set to finished 

for (int tnr=0; tnr<maxthreads; tnr++) 

 do {} 

 while(THREADMGR::getstate(threadid[tnr]== 

  THREADMGR.EXECUTING); 

Whilst this is not necessarily the most elegant solution, it is easy to program and understand. What 
will happen in the background is that the Thread Management module will look up the state of the 
threads using the registry table (cf. Table C.1). When the Thread Manager does not manage to find 
the respective entry, it will turn to the higher-level Thread Maintenance unit and forward the state 
query to him. Notably, in this case, the entry will not be forwarded to the requesting instance, as it 
will not be maintained live. Specific mechanisms can be added to handle this capability, but this is 
out of scope of this document – one basic principle consists in registering another information sink 
at the higher-level instance and pass that back to all sources, so that they extend their subscription 
scope. 

Once the threads have completed, their resources can be released by the main thread triggering the 

THREADMGR::destroythread( threadid ); 

instruction. In this case here, destruction needs to take no further actions than simply removing the 
respective process and memory entries from the look-up tables, as the cores in this case here do 
not need to be reconfigured. In general, however, this depends very much on (a) the type of storage 
employed, as persistent storage may have to be explicitly cleaned, and (b) on the configuration of 
the node, i.e., whether its configuration state, including deployment of modules, needs to be reset, 
to make it available for future deployments. In general, it is best to completely reset the respective 
processor.  

iv) Wrapping up execution 

As already noted, application (process) finalisation is effectively identical to thread destruction – the 
main principles have therefore already been laid out in the preceding sections. The main difference 
to thread destruction consists therein that it is here assumed that the system operates only for the 
purpose of the initial application – in other words, the system may shut down once the last (the 
main) thread has finished its execution. It is assumed here that the developer himself caters in the 
code for storing the final memory content, so that the processing results are not lost after system 
shutdown. As discussed above, by default the developer does not know whether the actual storage 
used for a specific memory space will be persistent, i.e., available after system shutdown. To this 
end, the developer either must explicitly request persistent storage and either stream the data there 
after processing or maintain the array right away on the respective device and let the memory 
hierarchy handle availability. In that case, final memory synchronisation needs to be triggered at 
process end. 

For the sake of simplicity, this is not elaborated here in more detail, and it is assumed that all the 
data results are discarded at project end.  
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Even though the system could simply shut down after execution of the final operation, without 
caring about freeing the resources again, as all state will be lost by reboot, it is generally 
recommended to go through the same clean-up steps as for thread destruction to avoid potentially 
erroneous states. 

3. Example Case: Heat Diffusion 

A major task for HPC applications consists in handling communication and data exchange between 
threads. One of the main tasks of ModOS consists in reducing the load on cache and on 
communication to provide specifically for the needs of large scale, multi-threaded applications. To 
this end, only essential communication support will be hosted alongside with the working threads 
and any (software-level) consistency mechanism can be enacted. 

This use case exemplifies the behaviour and the potential of the Modular Operating System under 
a simple reference application that executes the same type of calculation in multiple iterations over 
a large data set, with data synchronisation (and thus communication) taking place after every 
iteration. Data is segmented so that every core (or processing unit) writes only to its own data set, 
whereas read access may be shared between cores (e.g., in so-called Halos). This requires no explicit 
consistency maintenance mechanisms, unless data is handled in unaligned blocks, which is not 
assumed here. 

 

Figure C.10: The data space configuration for head diffusion calculation. The (white) 
boundaries show a potential segmentation for parallelisation. 

This setup applies to multiple problem cases. The following will base on the heat-diffusion problem, 
which has already been introduced in chapter [B]II. The base algorithm assumes that the heat space 
is discretized over an n-dimensional matrix (here: n=2) where every point in this matrix represents 
a given temperature as this specific location and any given moment in time. Figure C.10 depicts such 
a discretised space over 15 times 10 matrix – in this example, red cells denote “hot” areas, and blue 
“cold” ones.  

Using this matrix, every value at (x,y) in the temperature matrix m can be calculated (written) by 
accessing (reading) just the neighbouring values at (x-1,y), (x+1,y), (x,y-1) and (x, y+1) respectively. 
The data space can thus be easily segmented into cells of size n x n where each processing unit 
computes exactly one cell, i.e., for the cell at column c and row r, where each column and row has 
the width, respectively height n, it calculates the data space  

[(c*n,r*n), (c*n+1,r*n), …, (c*n+n-1,r*n),  
(c*n,r*n+1), …, (c*n+n-1,r*n),  

…,  
(c*n,r*n+n-1), …, (c*n+n-1, r*n+n-1)] 
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Due to the algorithm, each processing unit must furthermore get access to the cell’s “border”: 

[(c*n-1,r*n-1), ..., (c*n+n,r*n-1)],  
[(c*n-1,r*n), …, (c*n-1,r*n+n-1)],  
[(c*n+n,r*n), …, (c*n+n,r*n+n-1)],  

and [(c*n-1,r*n+n), ..., (c*n+n,r*n+n)] 

This can be realised in two ways: (1) using shared memory (or a software implementation thereof) 
with all processing units having access to that common data. Obviously, in this case, the individual 
threads must nonetheless write to local data, or a second shared array to not overwrite data that 
would be read (as “border”) by the other units (and even the thread itself). 

Or (2) generating so-called “halos” – these are overlaps in data space with read-only access. In other 
words, certain areas of the data space are replicated and made accessible to each thread individually, 
i.e., as local data. With this approach, only the non-halo data is written back to the main memory at 
synchronisation time, thus avoiding data consistency problems. 

Whereas halos need to be manually specified, shared memory is implicitly supported by the 
Modular Operating System presented here. The following text will elaborate both options to show 
what kind of support the operating system offers and how this is enacted. Obviously, the choice has 
impact on performance depending on the infrastructure characteristics (shared memory 
architecture, low bandwidth, workload etc.) which needs to be assessed by the developer just like 
with any other OS model.  

i) Code & Algorithm 

The code can be easily derived from the algorithm discussion above: the main body essentially 
consists of several loops over (1) all cells, (2) all rows and columns in each cell and (3) all neighbours 
for each individual cell. Each cell is encapsulated in a thread, so that the first loop essentially creates, 
respectively starts all worker threads. Each thread reads data from a common source, respectively 
receives a local copy including halo, and writes to a new memory space, which may either be globally 
shared, or just locally instantiated and written back to the global memory at synchronisation time. 
Due to the essential algorithm, this setup creates no data consistency issues.  

// simple single-threaded heat diffusion 

// reserve parameter space 

double heatmap[xsize][ysize]; 

double heatmap_tmp[xsize][ysize]; 

 

void main() 

{ // initialize values (initiate space) 

 for (int y=0; y<ysize; y++) 

  for (int x=0; x<xsize; x++) { 

   heatmap[x][y] = 0;  

   heatmap_tmp[x][y] = 0; } 

 

 // calculate the values in 100 iterations 

 for (int iter=0; iter<100; iter++) 

 { // iterate through all values (excl. borders) 

  for (int y=1; y<ysize-1; y++) 

   for (int x=1; x<xsize-1; x++) 

   { // read neighbours 

    double dphi = heatmap[x-1][y] +  

     heatmap[x+1][y] + heatmap[x][y-1] +  
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     heatmap[x][y+1] – 4*heatmap[x][y]; 

    // write core to temporary space 

    heatmap_tmp[x][y] = heatmap[x][y] +  

     c*dphi;  

     // c: material’s dissipation constant 

   } 

  // write the temporary values back  

  for (int y=0; y<ysize; y++) 

   for (int x=0; x<xsize; x++)  

    heatmap[x][y] = heatmap_tmp[x][y]; }} 

Code C.7: Single-threaded heat diffusion 

This code ignores explicit external input or output, that is, it assumes that the full configuration and 
the initial values are hard-coded in the application and that the results are lost after execution. 

Using data segmentation, the code can be easily parallelised, if the destination platform uses a 
shared memory architecture, i.e., that the developer does not have to cater for any communication 
mechanisms –  Code C.8 presents a very simple example. Implicitly, the code does (theoretically) 
not require any additional operating system support – however, due to the organisation of modern 
operating systems, compilation of the code will generate dependencies for memory management 
etc. 

The experienced reader will notice that the example code poses multiple threats, such as catching 
thread creation exceptions. It must therefore be stressed here that the code serves primarily 
illustration purposes (though it will generally execute correctly). For more details on parallelisation, 
see e.g. (Butenhof, 1997; Foster, 1995; Grama et al., 2003). 

// simple multi-threaded heat diffusion 

// using shared memory and data segmentation  

// reserve parameter space 

#include <pthread.h>  

#define SIZE_X xsize 

#define SIZE_Y ysize 

#define SIZE_CELL cellsize // xsize-2 & ysize-2 

#define NUM_THREADS ((xsize-2)/cellsize)* 

 ((ysize-2)/cellsize) 

 

// global variables 

double heatmap[xsize][ysize]; 

double heatmap_tmp[xsize][ysize]; 

 

struct thread_data { 

 int xorigin; 

 int yorigin; } 

struct thread_data thread_data_array[NUM_THREADS]; 

 

void *CalculateCell(void* threadargs) { 

 struct thread_data *origin =  

  (struct thread_data *) threadarg; 

 

 // iterate through all values in the cell 

 int y = origin->yorigin; 

 for (int yp=0; yp< SIZE_Y; yp++) { 

  int x = origin->xorigin; 

  for (int xp=0; xp<SIZE_X; xp++) { 
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   // read neighbours 

   double dphi = heatmap[x-1][y] +  

    heatmap[x+1][y] +heatmap[x][y-1] +  

    heatmap[x][y+1] – 4*heatmap[x][y]; 

   // write core to temporary space 

   heatmap_tmp[x][y] = heatmap[x][y] + c*dphi;  

   x++; } 

  y++; } 

 

 pthread_exit(NULL); 

} 

 

void main() { 

 pthread_t thread[NUM_THREADS]; // thread array 

 

 pthread_attr_t attr; 

 pthread_attr_init(&attr); 

 pthread_attr_setdetachstate(&attr,  

  PTHREAD_CREATE_JOINABLE); 

 void *status; 

 

 // initialize values (initiate space) 

 for (int y=0; y<SIZE_Y; y++) 

  for (int x=0; x<SIZE_X; x++) { 

   heatmap[x][y] = 0; // some should be >0  

   heatmap_tmp[x][y] = 0; } 

 

 // calculate the values in 100 iterations 

 for (int iter=0; iter<100; iter++) { 

  // iterate through cells 

  int t=0; // thread iterator 

  for (int ycell=1; ycell<((SIZE_Y-2)/CELLSIZE);  

   ycell+=CELLSIZE) 

   for (int xcell=1;  

    xcell<((SIZE_X-2)/CELLSIZE); 

    xcell+=CELLSIZE) 

   { // for every iteration one thread per cell 

    // thread initiation arguments 

    thread_data_array[t].xorigin = xcell; 

    thread_data_array[t].yorigin = ycell; 

    pthread_create(&threads[t], &attr,  

     CalculateCell,  

     (void *) &thread_data_array[t]); 

    t++; } 

   

  // wait for all threads to finish 

  pthread_attr_destroy(&attr); 

  for(t=0; t<NUM_THREADS; t++) { 

   pthread_join(thread[t], &status); 

 

  // write the temporary values back  

  for (int y=0; y<ysize; y++) 

   for (int x=0; x<SIZE_X; x++) 

    heatmap[x][y] = heatmap_tmp[x][y]; 

 } // next iteration 
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 pthread_exit(NULL); 

} 

Code C.8: multi-threaded heat diffusion code with globally shared data space. 

It can be easily seen when comparing Code C.8 with Code C.7, that the parallelisation has 
complicated the code considerably in multiple respects. What is even more interesting is that it has 
created multiple functional dependencies on an external library in addition to the existing memory 
and process management functionalities already offered by the operating system. The library 
contains multiple various entry points into the operating system, thus contributing to the constant 
cache misses. 

To convert the code into ModOS specifics, it is necessary to first inspect the memory behaviour 
expected from the application in the modular case: 

ii) Preparing the Application for ModOS 

The Modular Operating System in its presented form specifically offers support for the handling of 
threads and the management of memory, along with the mechanisms to communicate data in-
between processing units easily. These are therefore the key aspects to be investigated when trying 
to convert the code. Effectively, this relates to parallelisation of the algorithm above. More 
specifically: 

• Reservation and Usage of Global, Shared Data Space 

• Reservation and Usage of Local, Non-Shared Data Space 

• Instantiation and Execution of Threads 

As has been noted above, there are multiple approaches to dealing with the distributed data 
structure. With the support of ModOS, like programming models such as PGAS, the actual memory 
access is hidden from the developer, so he can treat the data array independent of its location and 
thus independent of the underlying memory architecture. In other words, the developer can either 
rely on the Modular Operating System to handle the access independently of its distribution across 
the system architecture, or the developer can structure the data distribution across memory to 
reduce communication actively. Obviously, there is an implicit performance trade-off in either 
approach, depending on the degree of dependency between the threads in terms of data and the 
relationship between work- and communication load. What is important here, is that not only the 
developer can actively choose the approach, but also the operating system or infrastructure 
provider according to the specification of the hardware setup (see part [D]). 

Thread Handling 
The core element of the parallel application, and at the same time the part principally independent 
of the actual memory distribution used, is obviously the thread creation, instantiation, and 
execution. Operating systems do not generally provide the capability for thread handling natively. 
Typically, additional libraries such as for Posix threads are used, though the growing relevance in 
the context of multicore processors makes this capability increasingly an integral part of the OS.  

#include <pthread.h> // external thread library 

... 

#define NUM_THREADS ((xsize-2)/cellsize)* 

 ((ysize-2)/cellsize) 

... 

 

void *CalculateCell(void* threadargs) { 
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 ... 

 pthread_exit(NULL); } 

 

void main() { 

 pthread_t thread[NUM_THREADS]; // thread array 

 pthread_attr_t attr; 

 pthread_attr_init(&attr); 

 pthread_attr_setdetachstate(&attr,  

  PTHREAD_CREATE_JOINABLE); 

 void *status; 

 ... 

 pthread_create(&threads[t], &attr, CalculateCell,  

  (void *) &thread_data_array[t]); 

 ...   

 // wait for all threads to finish 

 pthread_attr_destroy(&attr); 

 for(t=0; t<NUM_THREADS; t++) { 

  pthread_join(thread[t], &status); 

 ... 

 pthread_exit(NULL); } 

Code C.9: classical thread handling using Posix.  

This means foremost that the classical construct, as depicted Code C.9 is no longer necessary in that 
form. Instead, ModOS treats all threads effectively as equal processes on the operating system level. 
In other words, a thread is foremost a (virtual) memory region that happens to host code. As such, 
it allows the process to not only instantiate, access, and destroy it, but also to start and stop it. The 
code thus becomes much more elegant (Code C.10). 

... 

void *CalculateCell(void* threadargs) { 

 ... 

 // explicit (optional) 

 THREADMGR::setstate( origin->threadid,  

  THREADMGR.ThreadState.executing); } 

 

void main() { 

 ... 

 thread_data_array[tc].threadid =  

  THREADMGR.createthread( CalculateCell );  

 THREADMGR::startthread(  

  thread_data_array[t].threadid ); 

 ... 

 

 // wait for all threads to finish 

 for (int tnr=0; tnr<maxthreads; tnr++) 

  do {} 

   while( THREADMGR::getstate(threadid[tnr] ==  

    THREADMGR.EXECUTING ); 

 

 // destroy all threads 

 for (int t=0; t<NUM_ THREADS; t++) 

  THREADMGR::destroythread(  

   thread_data_array[t].threadid ); } 

Code C.10: thread handling in ModOS.  
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It will be noted, however, that even though the code appears more straight-forward, there is one 
fundamental flaw in it: the parameters controlling the threads (the cell origin) is no longer 
communicated to the thread instances and thus principally not accessible. The primary 
communication means in ModOS is via (virtual or physical) memory, in accordance with classical 
programming models. Explicit communication could be added, but is unnecessary for most of the 
cases, given the availability of remote memory access support by the operating system: 

Shared Global Memory 
Shared memory is typically the easiest programming approach, since the developer does not 
actively have to decide on distribution of data, consistency management, communication etc. The 
approach is principally straight-forward: the data accessed by all threads is maintained at a globally 
shared virtual address space. To this end, the global arrays heatmap and heatmap_tmp are allocated 
using the memory-management module: 

// global variables 

double heatmap[xsize][ysize]; 

double heatmap_tmp[xsize][ysize]; 

becomes 

// global variables 

long vadr_heatmap =  

 MEMMGR::reserve( xsize*ysize* 

  size(typeof(double)) ); 

long vadr_heatmap_tmp =  

 MEMMGR::reserve( xsize*ysize* size(typeof(double)) ); 

It must thereby be respected that the reserved space is in number of bytes, and not in number of 
double-instances. This is, in fact, identical to how classical memory functions (e.g., malloc) handle 
such allocation. Also, ModOS does not by default cater for pointers – instead, all memory references 
will be through concrete, though virtual memory addresses.  

The conversion of the thread_data and its array is not explicitly discussed here but follows the same 
concept (cf. complete code below).  

(Shared) Local Memory 
Once the application must deal with several dependencies that read / write conflicts start to occur, 
the single shared memory instance becomes a performance bottleneck. As discussed in the context 
of the memory management units, the performance can be further improved through replication 
of the data in (more) local storage units but implicitly necessitates that consistency is maintained in 
some form. If much more read than write operations occur, the performance loss through 
consistency maintenance may be considerably lower than the one through data bottleneck in a 
single source instance.  

For the heat diffusion application this is particularly useful if the “halo” distribution of data is applied, 
as discussed above. This foremost requires some rethinking of the application structure itself, since 
the current approach builds up on the assumption that all data is globally shared. This approach 
necessitates that the data for each cell plus the halo needs to be distributed to each thread with 
each calculation iteration and that it is collected again after execution.  

In the reference Code C.8, all threads are created with every iteration and therefore may be 
initialized right away with the respective data set. Alternatively, and more aligned to the adapted 
code (cf. Code C.11), it is sensible to keep the (local) memory space reserved to reduce management 
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overhead. This would mean that the threads are instantiated ones and reused (thread-pool), 
respectively that a local data space is reserved and assigned with the threads at every iteration. To 
this end, dedicated communication between the main thread and the worker threads needs to be 
supported to send the respective data set (unless the hardware supports some direct access to the 
remote memory (RDMA). The Message Passing Interface (MPI) model serves exactly this purpose.  

Even though the Modular Operating System principally allows for explicit communication, it is even 
easier to exploit the capabilities of the memory access manager to directly use the remote memory 
space, as if local, i.e., through usage of the respective (unique) virtual memory address.  

To achieve this, each destination processing unit gets a dedicated memory space associated with 
the thread it executes. This memory space is then principally reserved for usage with the respective 
thread, though the concept of the modular memory access manager, as discussed in section I.2, 
generally allows other units to access the memory region, too. 

The general concepts of ModOS do not necessarily imply that the memory space is co-located with 
the thread host, i.e., data could be instantiated in a completely different unit in the system. Due to 
the system principles the according region will still be reachable by the thread, though the access 
time will not only be considerably longer than for local storage, but also generally unpredictable. 
This is particularly problematic when the developer wants to align timing between the threads 
carefully (e.g., in real-time applications) but cannot assess the actual timing in advance due to the 
unpredictability of the deployment. 

To ensure co-locality, it is sensible to instantiate the memory in the same location that is designated 
for the respective thread. With the minimal setup as presented here, the operating system will try 
to reserve space near to the requesting memory maintenance manager. Though more explicit 
operations could be supported, this basically means that the main thread must contact the memory 
maintenance module of the destination processing unit.  

To this end, the main thread must execute the same steps as for retrieving the destination endpoints, 
but before contacting the respective process managers, it will query the associated memory 
maintenance modules to reserve dedicated data space. As has been discussed in the context of 
memory handling (cf. chapter [B]III), to be globally visible, new instances either need to be 
communicated to all involved modules, or mechanisms for routing from a higher-level instance must 
exist – this way all memory instances are always globally reachable (though not necessarily known).  

This opposes classical local memory management, which typically creates an address space solely 
for the respective thread, not visible on global level. The Modular Operating System offers multiple 
ways of dealing with the situation: (1) all new addresses are communicated to the higher level 
instance, i.e. they are effectively global, but no additional steps have to be taken by the developer 
to achieve availability – in this case, creating a new instance will automatically reserve an address 
space not yet taken; (2) an endpoint identifier is added to the virtual address specification, along 
the line of id:vaddress, where id can be null (unknown), thus signifying a unique global address – 
this increases the address range available and reduces availability, since the id must be known. In 
the second case, new instances only need to be communicated to the higher-level module only if 
they are supposed to be globally reachable (id = null). 

For the sake of simplicity, it is assumed here that all instances are registered globally, as discussed 
with respect to the memory module (section I.1). This means that effectively even though the new 
memory instances are primarily associated with the respective thread, they are automatically 
globally reachable – and this means in this context by the main thread. The main thread can 
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therefore directly distribute the data for each thread, though due to the global availability of the 
main heatmap array, each thread can easily build up its data space. 

With this approach the code for the thread specification will look essentially as depicted in Code 
C.11. 

// global variables 

// SIZE_X/Y: total calculation space 

// TS_X/Y: segment size per thread 

long vadr_heatmap =  

 MEMMGR::reserve( (SIZE_X+2)*(SIZE_Y+2)* 

  size(typeof(double)) ); 

 

struct thread_data { 

 long threadid; 

 int xorigin; 

 int yorigin; 

 long vadr_heatmap_local; 

 long vadr_heatmap_tmp_local; } 

// helper function to “serialise” 2d array 

int32 pmem( int xp, int yp ) 

{ return ((yp+1)*SIZE_X + (xp+1)) size(typeof(double)); } 

 

void *CalculateCell(void* threadargs) { 

 int xp, yp, x, y; 

 // get data from global heatmap and  

 // copy into heatmap_tmp with halo 

 y = yorigin-1; 

 for (yp=-1; yp<TS_Y+1; yp++) { // halo 

  x = xorigin-1; 

  for (xp=-1; xp<TS_X+1; xp++) // halo 

  { // write core to temporary space 

   MEMMGR::write(threadargs.vadr_heatmap_local  

    + pmem(xp, yp), 

    MEMMGR::read(threadargs.vadr_heatmap  

    + pmem (x, y))); 

   x++; } 

  y++; } 

 // iterate through all values in the cell 

 for (y=0; y<TS_Y; y++) { 

  for (x=0; x<TS_X; x++) { 

   // read neighbours 

   double dphi =  

    MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x-1,y)) +  

    MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x+1,y)) +  

    MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x,y-1)) +  

   MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x,y+1))  

     - 4 * MEMMGR::read( 
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     threadargs.vadr_heatmap_local  

     + pmem(x,y)); 

   // write core to temporary space 

   MEMMGR::write( 

    threadargs.vadr_heatmap_tmp_local  

    + pmem(x,y), 

    MEMMGR::read( 

    threadargs.vadr_heatmap_local  

    + pmem(x+1,y)) + 

    c*dphi; } 

 THREADMGR::setstate = THREADMGR.FINISHED; } 

 

void main() { 

 // initialize values (initiate space) 

 for (int y=0; y<SIZE_Y; y++) 

  for (int x=0; x<SIZE_X; x++) 

  { // some values should be >0 (heatsources) 

   MEMMGR::write(vadr_heatmap + pmem(x,y), 0);  

   MEMMGR::write(vadr_heatmap_tmp + pmem(x,y),  

    0); } 

 

 // create the thread pool 

 for (int tc=0; tc<NUM_ THREADS; tc++) 

 { // here the resources could be discovered  

  // (ignored for the sake of simplicity) 

  thread_data_array[tc].threadid =  

   THREADMGR::createthread(CalculateCell );  

  // create local memory per thread 

  thread_data_array[tc].vadr_heatmap_local =  

   MEMMGR::reserve( (TS_X+2)*(TS_Y+2)* 

    size(typeof(double)) ); 

  thread_data_array[tc].vadr_heatmap_tmp_local =  

   MEMMGR::reserve(  

    (TS_X+2)*(TS_Y+2)*size(typeof(double)));} 

 // calculate the values in 100 iterations 

 for (int iter=0; iter<100; iter++) { 

  // iterate through cells 

  int t=0; // thread iterator 

  for (int ycell=1; ycell<((SIZE_Y-2)/CELLSIZE);  

   ycell+=CELLSIZE) 

   for (int xcell=1;  

    xcell<((SIZE_X-2)/CELLSIZE); 

    xcell+=CELLSIZE) 

   { // on thread per cell / segment 

    THREADMGR::startthread( 

     thread_data_array[t].threadid ); 

    t++; } 

  // wait for all threads to finish 

  for(t=0; t<NUM_THREADS; t++)  

   do {} while( 

    THREADMGR::getstate(threadid[n])== 

    THREADMGR.EXECUTING); 

 

  // write temporary values back to main space 

  for(t=0; t<NUM_THREADS; t++)  

   { y = thread_data_array[t].yorigin; 
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   for (yp=0; yp<TS_Y; yp++)  

    { x = thread_data_array[t].xorigin; 

    for (xp=0; xp<TS_X; xp++) { 

     MEMMGR::write(vadr_heatmap + pmem(x,y),  

     MEMMGR::read( 

     thread_data_array[t].vadr_heatmap_local 

     + pmem(xp,yp)); 

   x++; }  

  y++; } 

 } // next iteration 

 

 // destroy all threads 

 for (t=0; t<NUM_THREADS; t++)  

  MEMMGR::destroythread( threadid ); } 

Code C.11: the heat dissipation algorithm adapted to ModOS (excerpt).  

Notably, an alternative would consist in having the threads directly cater for the instantiation of the 
memory as one of their first actions, but this makes reusage of the thread slightly more complicated, 
to avoid re-instantiation of the memory with every iteration. 

This code obviously exhibits a higher complexity than the version with purely shared memory, due 
to the segmentation overhead. However, it reduces the memory wall considerably, given that each 
thread has a significantly large number of iterations to execute, i.e., that the calculation / operation 
time exceeds the data transfer. In classical operating systems, thread initiation also creates a 
considerable overhead, though it can be reduced considerably through thread pooling. Given the 
basic structure here, it can be assumed that thread instantiation of ModOS is way cheaper, since it 
hardly creates any overhead after first creation10. 

Alternative to Threads 
For the sake of completeness, it is worth noting a completely different approach to developing and 
handling the application discussed – namely through usage of CALLs rather than threads: 

In this case, the capabilities of the memory manager to effectively instantiate remote code spaces 
in addition to data spaces, is exploited. In other words, rather than explicitly instantiating and 
registering threads, the application can create code instances on different cores and jump into them 
using an asynchronous CALL – this obviously necessitates that such calls are supported by the 
execution support. 

With this approach, however, all support for thread state maintenance and scheduling is 
automatically shifted to the developer too. It should therefore only be applied if no additional 
support for communication or scheduling is necessary. 

iii) Execution 

With the code adapted to the specific operations and support by ModOS, it is time to investigate 
the expected behaviour of the application and its surrounding OS. Note that the following 
elaboration bases on the completely adapted code, i.e., including global shared and local (halo) 
memory. 

Obviously, the example primarily behaves according to the generic lifecycle as elaborated in the 
preceding sections. It is easy to see that the first two phases do not actually deviate from the generic 

 
10 In the meantime, this has been proven to be true by the MyThOS project (subsection [D]III.2.iii). The speedup can reach a factor of 20 against 
standard Linux. 
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description above, as they describe the generic booting and initiation process. The instantiation 
process can principally prepare the environment already for the specific application by providing 
any additional modules for execution.  

Assumption: In the case given here, it is assumed that after initiation each node hosts exactly one 
memory management module, one process management module and the communication support. 
The initial configuration is empty in all cases, besides for the “higher” instances being registered to 
the initial boot-up node. It is also assumed here, that the system consists of a homogeneous 
collection of dual multi-core processor nodes with something like an InfiniBand connection between 
nodes.  

III.A. Executing the Main Thread 
Given these conditions, the interesting part starts with execution of the actual code, once loaded 
into memory.  

Step 1: Initiating Global Memory Space 

// global variables 

long vadr_heatmap =  

 MEMMGR::reserve( (xsize+2)*(ysize+2) 

  *size(typeof(double)) ); 

With the fully adapted code version, the only real global data space is the actual heatmap (here: 
vadr_heatmap). To reserve it, the code invokes the “reserve” operation, which is compiled into a 
system interrupt to the memory manager. If no local memory manager is registered, the interrupt 
will automatically be forwarded to communication support, which in turn takes the necessary 
actions that the interrupt is forwarded accordingly. Since no specific instance was referenced in the 
invocation, the interrupt is taken to the local instance.  

Step 2: Creating the Thread Pool 

 // create the thread pool 

 for (int tc=0; tc<NUM_ THREADS; tc++) { 

  thread_data_array[tc].threadid =  

   THREADMGR::createthread(CalculateCell );  

Though the order does not matter, the given code here creates the basis for the threads, i.e., the 
thread pool after having instantiated the global memory space. Effectively, thread creation consists 
of the following phases for each thread (1) the endpoint of a free resource is retrieved, (2) the 
resource is reserved, (3) memory space is initiated in that resource, (4) the code is transferred, (5) 
the process is registered. To create the thread, the according system interrupt is triggered together 
with a pointer to the serialised parameters (i.e., pointer to code and potentially destination 
specifics).  

As discussed in detail above, the actual creation process is comparatively complex and will not be 
repeated here again. Suffice to say that operations result in a series of processing units registered 
at the starting unit and hosting the code of the threads (not started yet!). More specifically, the 
process manager will have a list of thread ids associated with unique endpoints in the system.  

Step 3: Initiating the Local Memory per Thread 

  // create local memory per thread 

  thread_data_array[tc].vadr_heatmap_local =  

   MEMMGR::reserve( (TS_X+2)*(TS_Y+2) 

    *size(typeof(double)) ); 
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  thread_data_array[tc].vadr_heatmap_tmp_local =  

   MEMMGR::reserve( (TS_X+2)*(TS_Y+2) 

    *size(typeof(double)) ); 

With creation of the threads, the necessary resources have been identified, reserved, and initiated 
– this also includes the base configuration of the memory manager, but does not imply any local 
space (beyond the one directly used for the thread’s code). The local memory per thread therefore 
needs to be instantiated now. 

To this end, the memory manager of the respective thread instance is invoked directly to ensure 
that primarily local storage units are assigned, rather than remote units. Due to the modularity the 
memory manager responsible for the thread is not necessarily co-located with the code if some 
access mechanisms exist (cf. section [B]IV.3). This means that the endpoint of the thread is not 
necessarily identical to the one of the memory manager.  

As has been seen above, however, each thread has an access route to the memory manager via the 
setup of the local interrupts. Implicitly, the theoretically best way is to stimulate the thread to 
instantiate the memory – or more concretely, to trigger the interrupt in its stead. This however can 
be achieved using the communication support functionalities: 

To this end, the main thread triggers the local memory manager with a concrete endpoint (namely 
the one of the thread), which implicitly means that the call should be forwarded to the respective 
endpoint provided. First, the interrupt will be forwarded to the main memory management instance, 
which in turn requests the communication support to trigger the same operation remotely, i.e., on 
the endpoint’s instance. This means that the interrupt request is serialized, forwarded to the remote 
communication support and there deserialised again to call the according interrupt, thus 
automatically leading to the correct memory manager.  

Rather than keeping all memory tables up to date, the local memory unit will query the higher-level 
unit for the next free virtual address and register that locally using the create operation. At the same 
time, the address, size, and endpoint is registered at the main unit, too, so that future requests will 
get the right virtual endpoints. Whilst this may seem redundant, it has the major advantage that no 
further capabilities need to be supported by the modules, respectively that no more specific 
conditions need to be respected. Instead, the modules can use the same behaviour, as if no 
additional conditions apply. In this specific case, the increased delay for the complex interaction can 
be ignored since the instantiation takes place only once per thread. 

Step 4: Triggering the Worker Threads 

 // calculate the values in 100 iterations 

 for (int iter=0; iter<100; iter++) { 

  // iterate through cells 

  int t=0; // thread iterator 

  for (int ycell=1; ycell<((SIZE_Y-2)/CELLSIZE); 

   ycell+=CELLSIZE) 

   for (int xcell=1;  

    xcell<((SIZE_X-2)/CELLSIZE); 

    xcell+=CELLSIZE) 

   { // per iteration one thread per cell  

    THREADMGR::startthread(  

     thread_data_array[t].threadid ); 

    t++; } 
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Once the threads have been initiated and all instantiation steps have been taken, the main loops 
are executed, which in turn consist mainly in starting the threads with different parameters. The 
first part therefore consists in setting the thread parameters that need to be passed to the thread 
with starting. 

Though each thread has its own local data space, the initialization parameters do not necessarily 
have to be written into it – in fact, the actual space for the parameters (here the 
thread_data_array) is created and instantiated in the main thread. In principle, the respective data 
is communicated to the threads per explicit send / receive at start-up time. Given the memory 
management principles here, however, the threads will have virtual access even to the memory 
space of the main thread – this way, the send / receive communication is implicit with the access 
attempt of the thread. In other words, the initialization passes a virtual address as a pointer, rather 
than the data itself.  

The thread can then set up this data space to its own intent and purposes (see below). 

III.B. Executing the Worker Threads 
The main thread will trigger each thread right after initialization with the base parameters – here 
foremost the origin of the cell and the relevant pointer to the heatmap array.  

Step 1: Initialisation Parameters 

void *CalculateCell(void* threadargs) { 

 int xp, yp, x, y; 

 // get data from global heatmap and copy into heatmap_tmp  

 y = yorigin; 

 for (yp=0; yp<TS_Y; yp++) { 

  x = xorigin; 

  for (xp=0; xp<TS_X; xp++) 

  { // write core to temporary space 

   MEMMGR::write(threadargs.vadr_heatmap_local  

    + pmem(xp, yp), 

    MEMMGR::read(threadargs.vadr_heatmap  

     + pmem (x, y))); 

   x++; } 

  y++; } 

As discussed, the threads will automatically get access to the data space of the main thread, so that 
there are two possible ways of passing the thread parameters to the worker thread: (1) either 
directly, at start-up time by serializing the data and sending it via the communication support to the 
thread’s memory manager, where a dedicated space is initiated and the data deserialized into, or 
(2) indirectly, by having the thread access the data on its own from the main thread. The efficiency 
of the approaches depends strongly on the size of data and the frequency of access / usage. If the 
data is copied into local space, there is no effective difference between (1) and (2), however, if it is 
expected to support write back by the thread (i.e., if pointers are passed), local copies may just add 
to the maintenance overhead. 

For the given case, the best option consists in creating a local copy. Though more complex for the 
developer, the following builds up on the assumption that the developer creates the mechanisms 
for creating local copies of the initialization parameters to exemplify how local parameter handling 
and stream copying could be realized. It must be noted again that the presented memory access 
modules perform byte-wise read / write operations, which are the least efficient to read a stream, 
since every operation will have to go through the whole process of interrupt handling.  
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Step 2: Halo data space 

void *CalculateCell(void* threadargs) { 

 int xp, yp, x, y; 

 // get data from global heatmap  

 // and copy into heatmap_tmp with halo 

 y = yorigin-1; 

 for (yp=-1; yp<TS_Y+1; yp++) { // halo 

  x = xorigin-1; 

  for (xp=-1; xp<TS_X+1; xp++) // halo 

  { // write core to temporary space 

   MEMMGR::write(threadargs.vadr_heatmap_local  

    + pmem(xp, yp), 

    MEMMGR::read(threadargs.vadr_heatmap  

     + pmem (x, y))); 

   x++; } 

  y++; } 

Before performing the actual execution, the halo data space is copied into local memory to reduce 
access time and risk of conflict, as discussed. This is effectively very similar to storing the 
initialisation parameters, though in this case the memory has been pre-instantiated already from 
the main thread, so that it does not need to be created here, again. Since the memory space with 
halo is not dynamic, this saves considerable overhead for memory maintenance. 

Step 3: Actual work 

 // iterate through all values in the cell 

 for (y=0; y<TS_Y; y++) { 

  for (x=0; x<TS_X; x++) { 

   // read neighbours 

   double dphi =  

    MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x-1,y))  

    + MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x+1,y))  

    + MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x,y-1))  

    + MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x,y+1))  

    - 4 * MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x,y)); 

   // write core to temporary space 

   MEMMGR::write( 

    threadargs.vadr_heatmap_tmp_local  

    + pmem(x,y), 

    MEMMGR::read( 

     threadargs.vadr_heatmap_local  

     + pmem(x+1,y))  

     + c*dphi; } 
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Once the local space with halo has been initiated, the actual work on the data can be initiated, i.e., 
the local heat shift can be calculated for every location x,y. It can be easily seen that the main 
function accesses the heatmap data 6 times for a single calculation iteration 
(MEMMGR.read(vadr_heatmap_ local ± a)). With the creation of the local space with halo, this 
also means that for every remote read (creating the local space) there are 6 local reads (using the 
local space). Given that the time for accessing remote data is tremote and for accessing the local is 
tlocal, the creation of a local space creates a speed up per thread of  

𝑡𝑙𝑜𝑐𝑎𝑙𝑐𝑜𝑝𝑦 = 6 ∗ 𝑇𝑆𝑋 ∗ 𝑇𝑆𝑌 ∗ (𝑡𝑟𝑒𝑚𝑜𝑡𝑒 − 𝑡𝑙𝑜𝑐𝑎𝑙) + [(𝑇𝑆𝑋 + 2) ∗ (𝑇𝑆𝑌 + 2)] ∗ 𝑡𝑟𝑒𝑚𝑜𝑡𝑒 

𝑡𝑟𝑒𝑚𝑜𝑡𝑒𝑎𝑐𝑐𝑒𝑠𝑠 = 6 ∗ 𝑇𝑆𝑋 ∗ 𝑇𝑆𝑌 ∗ 𝑡𝑟𝑒𝑚𝑜𝑡𝑒 

𝑡𝑠𝑝𝑒𝑒𝑑𝑢𝑝 = 𝑡𝑟𝑒𝑚𝑜𝑡𝑒𝑎𝑐𝑐𝑒𝑠𝑠 − 𝑡𝑙𝑜𝑐𝑎𝑙𝑐𝑜𝑝𝑦 

= 6 ∗ 𝑇𝑆𝑋 ∗ 𝑇𝑆𝑌 ∗ 𝑡𝑟𝑒𝑚𝑜𝑡𝑒 − 6 ∗ 𝑇𝑆𝑋 ∗ 𝑇𝑆𝑌 ∗ 𝑡𝑟𝑒𝑚𝑜𝑡𝑒 + 
6 ∗ 𝑇𝑆𝑋 ∗ 𝑇𝑆𝑌 ∗ 𝑡𝑙𝑜𝑐𝑎𝑙 − (𝑇𝑆𝑋 + 2) ∗ (𝑇𝑆𝑌 + 2) ∗ 𝑡𝑟𝑒𝑚𝑜𝑡𝑒 

 (where TSX and TSY denote the segment size, as defined in Code C.11) 

It can be easily seen that the speedup is directly defined by the size of the cell, i.e. by the workload 
(Foster, 1995; Grama et al., 2003). Notably, further tricks could be applied to increase the speed-up 
even more, by using direct memory access rather than triggering a memory interrupt every time – 
this would decrease tlocal even further. If the behaviour of the Memory Manager Module at creation 
time is well defined, the developer can easily replace the according trigger below with direct 
memory access (LD) operations. 

It should be noted that in the code example above, the result is directly written back to the globally 
shared (temporary) address space, rather than writing back locally and then gathering the total data 
afterwards. In theory, direct write back should create a performance improvement, since (a) no local 
memory needs to be maintained, thus avoiding cache misses, (b) there are no write conflicts 
between the cells (threads), so that no additional mechanisms are needed to handle the write back, 
and (c) for every write to local space there would be an additional read from the main thread to 
gather the data, i.e. twice the operations (i.e. adding one tlocal for every cell value. However, the 
speedup is not so obvious since the concurrent write attempts of all threads may create a bottleneck. 
As has already been discussed by Baumann et al. (2009) and will be elaborated in section [D]III.2, 
one of the advantages of a modular approach consists in the fact that this concurrent blocking can 
be reduced by using a message queue, so that updating can take place asynchronously in the 
background without hindering overall execution. 

Step 4: Destroying the memory 

for (int tc=0; tc<NUM_ THREADS; tc++)  

{ 

 MEMMGR::free(  

  thread_data_array[tc].vadr_heatmap_local ); 

 MEMMGR::free(  

  thread_data_array[tc].vadr_heatmap_tmp_local ); 

} 

Since the thread will create a memory space for the thread arguments with every invocation, it must 
also destroy the according space again, to avoid memory leak. Obviously, this could be avoided by 
assigning the local space only once, just as for the local heatmap array. In the given example, the 
resources and memory spaces are not used after computation has finalized, so that this step may 
be skipped without fear of leakage. 



151 | P a g e  
 

Step 5: Wrapping up the thread 

THREADMGR::setstate = THREADMGR.FINISHED; } 

Once the memory has been destroyed again, the worker thread has basically concluded its 
operation and the execution state can be reset to ready, making it available for the next cycle of 
iterations. This is simply achieved by explicitly setting the state as the last operation 

III.A2. Back in the Main Thread 
Notably, even though this text is presented as if the main thread was interrupted during execution 
of the worker threads, it was active in parallel. To avoid conflicts between iterations, such as trying 
to reinvoke the same thread multiple times, the main thread must be halted in some fashion, i.e., a 
barrier needs to be created that ensures that the iterations only continue once all threads have 
concluded their respective tasks. Obviously, more complex scheduling algorithms, such as employed 
by StarSS could principally be employed in order increase resource utilization by starting next 
iterations ahead of time (Lelli et al., 2012; Planas et al., 2009; Serreli et al., 2010) – this is however 
outside the scope of the work presented here.  

Step 1: Waiting for worker threads 

// wait for all threads to finish 

for(t=0; t<NUM_THREADS; t++)  

 do {} 

  while(THREADMGR::getstate(threadid[n])== 

   THREADMGR.EXECUTING); 

Since the execution state is effectively a (semaphore) flag that is explicitly set by the thread or thread 
manager and accessible to all connected instances 

Obviously, callback, as well as wait time estimation mechanisms could be employed to reduce the 
resource stress during the waiting period. For the purposes of this work, however, the load on the 
main core can be neglected as minor in comparison to all active worker threads. 

Step 2: Collect data again 

// write the temporary values back to main space 

for(t=0; t<NUM_THREADS; t++) { 

 y = thread_data_array[t].yorigin; 

 for (yp=0; yp<TS_Y; yp++) { 

  x = thread_data_array[t].xorigin; 

  for (xp=0; xp<TS_X; xp++)  

   MEMMGR::write(vadr_heatmap + pmem(x,y),  

    MEMMGR::read( 

     thread_data_array[t].vadr_heatmap_local  

     + pmem (xp,yp)); 

  x++; } 

 y++; } 

With segmenting the data so that each thread maintains its own space (plus halos), it is sensible to 
collect and merge the data again, to have one designated “result space”. This is obviously not 
mandatory, since each thread’s memory space is also accessible from the main space and thus could 
be collected on the fly, and since in the reference case here the results are discarded after 
processing. 

Step 3: Destroying all threads 
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// destroy all threads 

for (t=0; t<NUM_THREADS; t++)  

 MEMMGR::destroythread( threadid ); 

Once all iterations have concluded, the threads are no longer necessary and can be destroyed. Due 
to the setup and the implicit flat hierarchy in ModOS, the thread could be maintained and even 
turned into main processes, if so desired. This means that the application does not necessarily have 
to end with the main thread but could also switch completely to the worker thread. In the example 
cases there is however no need for such behaviour, so instead the main thread will simply request 
destruction of the worker threads at the Thread Manager Module. 

IV. Wrapping up Execution 
Considering that the operating system presented here effectively just runs for the purpose of 
executing that one single application, it is not necessary to explicitly wrap up the state after 
execution, since effectively the system could simply re-boot, thereby completely resetting the state 
of the system. In fact, it is not even necessary to destroy the worker threads if the system is re-
booted completely. This however nonetheless means, that the main core triggers a re-boot for all 
other nodes, to reset them. For the example given, it does not matter that with such a reset also all 
results are lost and in fact it is generally up to the developer and not the operating system, that the 
data is stored in a non-volatile environment.  

The general purpose of the wrap-up consists in readying the system for the next application – ideally 
without reboot. To achieve this means that all memory is freed again, that all relevant modules are 
re-instantiated and -deployed, if removed during runtime, that all processes and threads are 
destroyed, and that the communication state is re-set. 

Without restriction of generality, this can be considered a hard reset of the system, and thus a re-
boot (respectively shutdown).  
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III. SUMMARY: BASE CODE 

“I couldn’t repair your brakes, so I made your horn 
louder.” 

Steven Wright 

This part has elaborated how the individual modules of the operating system behave under which 
conditions and thus implicitly, how the operating system behaves. Since the individual modules 
essentially expose their own behaviour, i.e., react to environmental conditions according to their 
local policies, it is difficult to assess whether the behaviour as a whole is correct though. To this end, 
the behaviour has been examined in the context of a general and a specific use case that poses the 
same requirements towards the operating system, as identified in the beginning of this document, 
i.e., specifically with respect to performance, scalability, and reduction of the memory wall effect.  

It has been shown that the modularity of the approach allows for easy implementation and 
provisioning of different functionalities according to the system and application specifics – at the 
same time, however, it becomes obvious that it requires some knowledge by the application 
developers, respectively the system provider as to which specific “flavour” of the implementation 
suits the needs best. Due to this principle, however, the system provider can offer a specialized 
minimal environment that will automatically be configured to the application needs according to 
the type of usage / deployment. Due to this modularity, also, the number of deployed modules can 
be reduced to a minimum. The degree of auto-adaptation is thereby subject to another work. 

The impact of ModOS’ behaviour has been indicated in many places but will be examined in more 
detail in the next part. 

As far as the author can say, this is the first attempt of a full implementation specification of the 
Modular Operating System. Approaches so far either pursued a full microkernel approach with all 
the OS functions here merged in a single kernel, therefore having different communication 
requirements; or specifying it modularly, but compiling it much like linked libraries, realising a full 
kernel again which again simplifies communication, memory management etc. 
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[D] RESULTS DISCUSSION 

Since it was not possible to provide a full implementation of the operating system in time, feasibility 
and efficiency of the approach needed to be evaluated differently. This part discusses the evaluation 
methodologies, their potential, and problems. It develops an evaluation strategy on basis of the 
software architecture and the complexity of the functions. This indicates clearly that the overhead 
will be significantly reduced in comparison to monolithic operating systems, even under worst case 
conditions.  

Initial results from partial implementations also show that the structural and complexity analysis 
realistically represents the actual behaviour and overhead. 

Parts of this section were published among others in (Baaij et al., 2012; Schubert et al., 2010b) 
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I. OBSTACLES 

“- Life is difficult 
- Compared to what?” 

Groucho Marx 

Microbenchmarks allow for evaluation of dedicated capabilities, such as thread instantiation or 
scheduling etc. However, even this approach only provides an indicator for the behaviour of the 
whole system under given circumstances (i.e., application type and environmental conditions), and 
allow for little conclusive evidence for the overall performance of the system in a wider, more 
generic context.  

Such benchmarks essentially only perform tests on top of the respective operating system / 
framework and measure the execution time to draw conclusions about the underlying system’s 
performance. What is really needed, however, is some way of measuring the actual behaviour of 
the operating system itself, which in turn necessitates a layer underneath the operating system. 
Hypervisors are an obvious approach to provide such an underlying platform yet are highly complex 
in themselves and typically make some simplification assumptions to reduce the building effort and 
increase the performance of execution. 

One major problem in this context arises from the fact that the work promoted here aims directly 
at improving the cache performance of the operating system itself – evaluation of which is a 
research subject of its own.  

This chapter will elaborate which challenges have to be faced to assess the performance gain of the 
OS architecture proposed and how accurate such information will be, respectively how much 
problems arise in its correct assessment. In the following chapter, an evaluation approach will be 
suggested that allows for a more qualitative assessment.  

1. Evaluation Goal 

The proposed modular architecture for operating systems aims primarily at increasing the 
performance of scalable applications by reducing the overhead of the operating system on memory 
load. More concretely, and as elaborated in more detail in the next chapter, the approach tries to 
reduce the amount of cache misses produced by the operating system. 

The main approach thereby consists in reducing the size of the necessary OS functionalities to an 
absolute minimum – this also implies a segmentation of the functionalities by similarity and 
invocation frequency (cf. chapter [B]IV). To ensure performance and miniaturisation, the individual 
modules must furthermore be principally replaceable and, more importantly, adaptable to the 
environment, therefore allowing for specialisation on the level of (a) the application’s requirements 
and (b) the destination infrastructure’s specifics.  
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Given this base layout of the operating system and its implicit characteristics, one can identify the 
following main criteria that impact on performance following the assumptions laid out in chapter 
[A]V: 

1) Cache misses introduced by the operating system, respectively their reduction in comparison to 
classical, and monolithic operating systems 

2) Communication overhead generated by the distributed approach, as opposed to the classical, 
more centralistic layout 

3) Performance impact by the operating system in comparison to the monolithic system, i.e., the 
degree of delays caused by each system invocation (notably, (1) and (2) impact on this factor). 
This can be subdivided into the following aspects 
a. Asnychronicity of the OS calls, i.e., the time span the calling function must wait minimally / 

maximally 
b. Specialisation in terms of providing the right capabilities and making best us e of the hardware 

The following will elaborate in more detail what evaluation of each of these aspects entails in terms 
of complexity and accuracy: 

i) Cache Misses 

The primary goal of the approach suggested here consists in reducing the number of cache misses, 
as they are currently the costliest performance issues in large scale computing. The approach 
pursued in this work aims at reducing this impact by reducing the direct and indirect size of 
operating system functionalities residing in cache. The general claim is that due to the structural 
organisation of in particular monolithic operating systems, the program counter will constantly 
reach into memory pages yet not loaded into cache, similar to random access problems due to 
indirection in e.g. connected component problems (Aho et al., 2006). Just like in random access 
cases, the principal approach to solving the issue consists in reorganisation of the according data, 
or here: code space. 

To measure the effect of the approach in quantitative terms, i.e., to evaluate the number of cache 
misses and their performance impact, it is necessary to identify the degree in which the operating 
system contributes to the cache misses during application execution and the degree in which these 
misses stall the execution. This however depends on multiple factors: 

1) The “depth” of the miss, i.e., the number of levels down the memory hierarchy that must be 
traversed to retrieve the relevant information. 

2) The size of the individual cache / storage levels in comparison to the size of the code / data taken 
up by both the operating system and the running application. 

3) The page size, i.e., the size of the data block that is swapped into a higher memory level with 
each cache miss. 

4) The number of invocations within a specific page, i.e., the priority assigned by the virtual memory 
manager to maintain the respective area in cache. 

5) The history of accesses, i.e., whether the access attempt has already been executed before and 
the cache area has not been cleared yet. 

Example Cases  
I. Minimal Code and Data, Few Cross-Dependencies. To understand the problem better, it is 
beneficial to investigate a specific example. Let us therefore assume that a given code takes up 100 
units of memory (e.g., bytes), its associated data takes 20 units, and the operating system takes 50 
units. It is furthermore assumed that only two levels of cache exist, whereby the lower level (L1) 
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cache has a size of 50 units and the higher level (L2) is infinite. This is depicted in Figure D.1, where 
each cell denotes 10 units of cache. 

The figures are obviously simplified for illustration purposes – more realistic figures would range 
along the line of 10MB for an application, around 2MB for the data, and around 15GB(!) for the OS 
(Windows). L1 cache ranges typically at 64kB and L2 around 256kB. For this example, these figures 
are however secondary. 

 

Figure D.1: Content of a simplified L2 cache with an example application running. Each 
block denotes 10 memory units  

Under these conditions and under the assumption that the operating system is not active at the 
beginning, it is obvious that at start-up time only the first part of the application is loaded into cache, 
i.e., the first 10 units. Figure D.2 below depicts the following process from left to right with tx 
denoting time step x – each block of 10 units is depicted as one cell, where A stands for application, 
D for data and OS for operating system. Implicitly at time step t1 (start-up), the only unit in cache is 
A.1, namely the first application part. 

 

Figure D.2: Cache status over time (denoted by tx) in example case 1 

Typically, within the first operations, the data set is prepared, so that it can be assumed that the 
memory location of the data is transferred into cache next (units D.1 and D.2 at t2). If processing 
continues until within the second set of memory units (A.2), this set is loaded into cache, too (t3). 
At this point the very latest a normal application displays some information on the screen, 

A.1 A.1 A.1
 D.1 D.1
 D.2 D.2
  A.2
   

t1 t2 t3

A.1 A.3 A.6
D.1 D.1 D.1
D.2 D.2 D.2
A.2 A.2 A.4

OS.2 OS.2 A.5
t4 t5 t6

A.6 A.6 A.6
D.1 D.1 D.1
D.2 D.2 D.2
A.7 A.9 A.9
A.8 OS.4 OS.4
t7 t8 t9
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necessitating an operating system function call – potentially starting at OS.2 (t4). The cache is now 
fully loaded, and every further access will lead to some existing units being replaced. 

Jumping back to A.2 and A.3 leads to t5. Let us assume that A.4-A.6 execute a large loop over D.1 
and D.2 results in the setup displayed in t6. Let us furthermore assume that A.7 and A.8 now clean 
up D1 and D2 (t7). Over time, D.1 and D.2 have been frequently called, so that they now basically 
reside constantly in the respective locations in cache (depending a bit on the cache swapping 
mechanism, but assuming a simple “number of invocations” preference (Aho et al., 1971; 
Tanenbaum and Bos, 2015).  

If now A.9 displays the data using OS.4, the “weakest” cache regions (A.7 and A.8) get dismissed 
with A.9 and OS.4 respectively (t8). In the simplest case, OS.4 now returns to A.9 leading to A.10 
and concluding the execution (t9, last time step in Figure D.2).  

It can be seen with this example that hardly any periodically repeating misses were created and that 
all currently needed code and data instance reside nicely in cache. This is basically the ideal case. To 
achieve this, code and data need to expose the following characteristics: 

• Few branches and jumps beyond the respective code block 

• Small data instances that are frequently reused 

• Small function implementations with little cross-dependencies 

II. Minimal Code, Larger Data, Few Cross-Dependencies. Let us now assume that the application 
structure is essentially the same, but the data takes up twice the amount of space (for cache pages, 
or 40 memory units). With the previous behaviour in mind this means e.g., that each code block A.4, 
A.5 and A.6 iterates over the whole data space (inner loops), and all blocks are executed multiple 
iterations (outer loop). The impact on cache organisation is depicted in Figure D.3, timesteps t6.1 
until t6.n. 

 

Figure D.3: Example from Figure 11.2 with larger data set. 

As opposed to this A.7 and A.8 clean up D1-4 in one single loop, i.e., A.7 and A.8 sequentially access 
each item in D.x iteratively. Presuming that A4-6 have been less frequently accessed than D.x, the 
cache mechanism will first swap A.6 with A.7 and A.8 (t7.1, t7.2, respectively in Figure D.3) until A.7 
and A.8 are accessed more frequently recently, thus replacing D.3 or D.4 (t7.3). By the time it 
reaches D.4, D.1 and D.2 have become obsolete and can be replaced instead of A.7 or A.8 (t7.4). 
Obviously t7.1/2, t7.3 and t7.4 are each repeated multiple times before passing on to the next time 
region. Afterwards, execution can continue as in the preceding case. 

A.3
D.1

… D.2
A.2

OS.2
t5

D.3 D.3 D.3 D.3 D.3
D.1 D.1 D.1 D.1 D.1
D.2 D.2 D.2 D.2 … D.2
A.4 A.5 A.6 A.4 A.6
D.4 D.4 D.4 D.4 D.4
t6.1 t6.2 t6.3 t6.4 t6.n

D.3 D.3 D.3 D.3 D.3
D.1 D.1 D.1 D.1 … D.1
D.2 D.2 D.2 D.2 D.2
A.7 A.8 A.8 A.8 A.9
D.4 D.4 A.7 A.7 A.7
t7.1 t7.2 t7.3 t7.4 t8
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It will be easily noticed that this case produces considerably more cache misses, though code and 
OS structure remain essentially unchanged. Due to the different loop organisations (A.4-6 versus 
A.7-8), the same code and data can also generate different cache behaviour which cannot be simply 
derived from analysis of the code and data sizes. 

III. Larger Code, Minimal Data, Few Cross-Dependencies. For bigger data, this behaviour is obvious, 
so what about larger code sizes? If A.4-8 are all twice the size, i.e., 20 units each, the result is like 
the larger data case: as the individual functions exceed the cache regions (even more), the code 
generates more cache misses, which now start to overwrite other code blocks, rather than data 
regions. This is depicted in Figure D.4 with A.4-8 split into two subunits A.x.1/2 each. 

 

Figure D.4: Example as Figure 11.2 with larger code blocks  A.4-8. 

IV. Minimal Code, Minimal Data, Many Cross-Dependencies. According to the preceding 
observations, it can be said that the more space code and / or data consume, the more cache misses 
are produced. This follows from the simple fact that more memory is required than available 
through the cache. There is however, yet another factor which has been strongly simplified in the 
preceding examinations: the ratio of dependencies between code and data instances. 

 

Figure D.5: Example as Figure 11.2 with more in-code dependencies. 

A.3
D.1

… D.2
A.2

OS.2
t5

A.3 A.5.1 A.6.2 A.6.2 A.6.2
D.1 D.1 D.1 D.1 D.1
D.2 D.2 D.2 D.2 … D.2

A.4.1 A.5.2 A.5.2 A.4.1 A.5.2
A.4.2 A.4.2 A.6.1 A.4.2 A.6.1
t6.1 t6.2 t6.3 t6.4 t6.n

A.6.2 A.8.1 A.8.1
D.1 D.1 D.1
D.2 D.2 … D.2

A.7.1 A.8.2 A.8.2
A.7.2 A.7.2 A.9
t7.1 t7.2 t8

A.1 A.1 A.1 A.1 A.3
 D.1 D.1 D.1 D.1
 D.2 D.2 D.2 D.2
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A.1 A.1 OS.2 OS.2 A.6 A.6
D.1 D.1 D.1 D.1 D.1 D.1
D.2 D.2 D.2 D.2 D.2 D.2
A.4 A.4 A.4 OS.4 OS.4 A.4
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Let us make two simple assumptions: (1) each iteration in the outer loop of A.4-6 invokes the 
operating system function OS.2 at A.5, as does each iteration of the loop in A.8, e.g., for accessing 
storage, displaying intermediary results or similar; and (2) the OS.2 necessitates support from other 
OS function, OS.4. To reduce the impact, it is assumed that the calls to OS.2 at t4 do not trigger OS.4. 
Figure D.5 represents the impact on cache behaviour from time step t6 onwards. 

As can be easily seen, cross-dependencies between different code areas (or, for that matter, more 
access to data) can have the same effect as increasing the size of either code or data. This is because 
from the cache point of view, these dependencies resolve into data / code accesses that exceed the 
cache space. Obviously, dependencies within the cache space have less effect, as noted by the 
simple loops in case I above. 

Summary 
In summary, it can be said that the actual cache behaviour depends on a multitude of factors, not 
all of which are under the operating system’s control, but also subject to compilation, coding, data 
layouting etc. Foremost it can be said that the following characteristics of the code, data and OS 
principally play a role in the amount of cache misses produced: 

1) Size 
2) Dependencies 
3) Layout 
4) Cache Size / Layout 
5) Page Size 

Unfortunately, these aspects may influence each other, so that e.g., the layouting only starts to play 
a role when the data size exceeds a certain degree, or when e.g., the dependencies are data-
controlled (e.g., data-specific jumps). Also, a layout aligned to one chip system may fail in another 
if the memory offsets shift the dependencies from within the cache space to the outside. 

This means that it is highly difficult to formalize the cache miss impact if the application and data in 
use are neglected. Due to the potential dependencies with external factors, it is furthermore almost 
impossible to make concrete performance statements without running the application in a test 
environment.  

At the same time, due to the complexity and diversity of modern processor architectures and cache 
systems, no reliable simulator exists yet. In other words, to make concrete quantitative statements 
it would be necessary to fully implement the system and let it run on a variety of testbeds and under 
a variety of conditions to remotely get an indicator of the general performance, i.e., even these 
values would allow no quantitative general conclusions. 

However, it can be generally stated without restriction of the application cases or testbeds, that 
with an increasing number of dependencies, the cache need generally increases. Implicitly, and by 
nature of the cache architecture, the amount of cache misses must increase. In other words: the 
more complex the code (including OS) organisation (as opposed to algorithmic complexity), the lower 
the performance.  

ii) Communication Overhead 

Next to cache misses, communication overhead plays a major role in the performance of modern 
applications – this is strongly related to the memory wall problem and is elaborated in detail in part 
A, chapter III.4. Like memory, it is difficult to impossible to measure the full impact or give a concrete 
general performance indicator. Once again, this is mainly due to the level and nature of the 
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operating system: not only does the OS act closest to the hardware, making it difficult to intercept 
performance indicators without full adaptation of the code (both the proposed OS, as well as 
existing ones). Furthermore, operating systems by nature execute other applications and thus are 
influenced by their specific behaviour, rather than that their performance is defined solely by their 
own actions. As such, the degree of system invocations of the application is obviously a 
predominating factor in the generated communication overhead. 

As will be seen below, the deployment and distribution thereby play a major role, which in turn is 
strongly dependent on the memory / cache obstruction in the first instance, as well as the chip 
layout. Straight away, however, it must appear as if the proposed approach generates a higher 
communication overhead due to its modularity and implicit distribution over multiple instances. 

It must be noted in this context that even for traditional, monolithic operating systems, two 
different deployment situations may arise: (1) with only one operating system instance taking over 
full responsibility over all application segments (threads) or (2) multiple operating system, each 
coordinating a set of threads according to the deployment. In large scale High Performance 
Computing systems, the latter deployment is typical to coordinate the execution across multiple 
nodes, which form the cluster system. 

In the second case, it must be noted that even though the operating system is monolithic and thus 
centralised, it is nonetheless used in a semi-distributed fashion. In fact, the principle is very close to 
the primary approach suggested here, namely, to isolate the threads as applications and make them 
executable independently of the other threads by introducing explicit communication mechanisms. 
As elaborated in detail in part B, this approach adds considerable complexity that the suggested 
approach tries to reduce.  

Across processing nodes, the communication content depends in both cases (suggested approach, 
just as the one with multiple OS instances) on the developer, so that no real difference is to be 
expected from this side. However, in cases where the communication protocol may be adjusted to 
the deployment structure to best exploit the interconnect characteristics, the suggested approach 
allows for easier selection of alternative protocols, whereas in the classical case the developer 
would have to cater for it. This primarily leads to a difference in ease-of-use, rather than 
performance.  

Evaluation of the multi-node case and comparison with existent approaches would therefore be 
possible through a dedicated implementation of the communication subsystem, but pointless, since 
this would basically mean comparing e.g., two MPI libraries. Since the main task of this work does 
not consist in realising a better communication algorithm, this can be ignored without reducing the 
value of the work. It is worth noting though that it is to be expected that the protocol 
implementation on the suggested OS architecture would fare slightly better since the protocol could 
interact more closely with the hardware. 

This leaves the single-OS approach as of particular interest (first case). Due to the architecture of 
the suggested approach, each code instance (thread) can have the necessary OS functionalities 
directly co-located. Since these functionalities are considered stand-alone, they as such do not cause 
conflicts with other instances. Implicitly, the invocation of the OS instance itself causes even less 
communication overhead than in the centralistic case. Deployment however also allows remote 
location with explicit communication, which in fact would lead to a higher communication overhead. 
It has already been shown by Baumann et al. though that even in cases where the operating system 
takes up more cache space, the communication overhead is negligible, and the distributed approach 
still exhibits performance improvements (2009). The same argumentation is followed by Intel with 
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the development of the SCC which allows “hosting an operating system per core” (Clauss et al., 
2013; Gschwandtner et al., 2011).  

It must be noted in this context that communication between cores within a single processor takes 
place by exploiting remote cache access, i.e., by explicitly writing the “message” into the remote 
core environment, respectively alternatively to read it explicitly from the source. This means 
primarily, that he same evaluation problems apply as for measuring the cache misses, namely that 
a framework needs to be build “underneath” the actual system to be tested, or that the actual 
access and behaviour needs to be simulated (cf. preceding section). 

Along that line, Baumann et al. make simplification assumptions that will not hold true for all use 
cases (2009) – the actual impact of messaging on application performance depends  

1) size and 
2) amount of communication 
3) “asynchronicity” of the messages, i.e., whether the application is stalled until a response is 

received 
4) network / interconnect load (i.e., concurrent messaging) 

The major impact of the proposed approach is not so much, as noted before, on the level of the 
protocols (and therefore serialisation etc.) itself, but on the level of implicit communication 
generated by the operating system. Whilst the modular approach allows for exploitation of 
asynchronicity etc. just like Barrelfish (Baumann et al., 2009), it offers the additional benefit that the 
amount of communication between operating systems to maintain context etc. is reduced:  

In the monolithic case, each context switch (system call) needs to communicate full context 
information, independent of whether the application necessitates it – this is simply due to (a) the 
context switch itself, (b) the lacking awareness of the operating system of the application’s needs 
and, finally, (c) the non-locality of the operating system. 

The last point necessitates some elaboration: as the monolithic operating system assumes to be 
globally responsible, it must maintain a common state of all functionalities, thus leading either to 
the functions blocking each other or to constant communication of state. As the suggested approach 
assumes distribution from the very beginning, different and more dedicated mechanisms can be 
employed to exchange such state information. This again is however deployment and application 
dependent, meaning that the developer can reduce the communication cost of the operating 
system - which implicitly also means that he may fail at it. 

To put it in general terms, one may say that the more centralistic code (including OS) and / or its 
data, the higher the communication overhead and hence the lower the performance. 

iii) Performance 

Due to the complexity and interdependencies of the individual functions an OS provides, it is never 
quite clear in how far which part contributes to the overall performance and capabilities. 
Microbenchmarks allow testing dedicated tasks, such as e.g., thread instantiation, memory 
allocation etc. but all these tasks relate to multiple functions and thus code parts in the operating 
system. Monolithic operating systems make such evaluation difficult, since the strong 
interdependency between functions in such OS implies that multiple functions are involved in the 
provisioning of most capabilities. 

On the other hand, focusing completely isolated on individual components, i.e., specific logical 
blocks in the operating system, runs the high risk of ignoring exactly the effect that this 
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interdependency may have on the overall performance: composed capabilities implicitly affect each 
other in a fashion that they can improve their respective properties, but also so that they can hinder 
each other, e.g., if the one component is geared towards speed and the other towards reliability etc.  

The primary goal of an operating system obviously rests not so much on its own performance, but 
on performance of the application running on top of it. Obviously, the OS functionalities will directly 
impact on the application performance, so that a direct dependency exists:  

For synchronous system invocations, the delay generated by the respective functionality will directly 
affect the execution speed of the application. But also, for asynchronous invocations, the 
functionality may affect the execution, either by taking a longer time for executing than the main 
application can afford waiting, and / or by consuming resources that the application may require for 
execution. 

Specialisation 
The proposed approach thereby aims specifically at reducing the resource need through 
unnecessary memory consumption and messaging (see goal i) and ii). The complexity of the 
operating system algorithms is thereby completely under the developer’s control, since he may, as 
opposed to the monolithic approach, directly influence the performance and complexity of these 
functions. This allows for better specialisation of the OS capabilities towards the infrastructure 
characteristics, but also towards the specific application needs.  

Quantitatively measuring the degree in which specialisation is allowed is obviously almost 
impossible, as it is a design rather than an implementation concern in the first instance. Aspects 
such as communication and cache misses have a major impact (see above) but are not the primary 
factor to enable specialisation in the first instances. It has been frequently mentioned that the 
complexity of monolithic operating systems particularly compromises the ability to adapt the 
realisation. 

Asynchronicity 
As has been noted above, monolithic operating systems typically have the problem that they are 
oriented towards a single computational resource for execution, i.e., that the execution is by default 
synchronous, interrupting the application. This can be circumvented to a degree by designating 
cores for operating system execution and invoking these functionalities explicitly asynchronously, 
but this requires an according operating system structure in the first instance. With the suggested 
approach, the developer has more and simpler influence on the deployment of the operating system 
and its relationship with the application. Through the modular structure, the developer / user may 
dedicate resources for specific tasks that act completely in the background. Since furthermore 
application and operating system act on the same level, the OS tasks can be scheduled just the same 
fashion as application threads. 

Again, there is no direct mechanism to quantitatively measure the capability to principally execute 
operating system tasks asynchronously, as opposed to synchronously. Even though asynchronicity 
depends heavily on the application’s capability to make use of it – more importantly, the OS 
architecture itself enables or hinders it. Implicitly, the primary evaluation mechanism again must 
focus on the architectural structure, rather than the qualitative measurement. 

Or to put it as a more general claim performance is not only impacted by the concrete quantitative 
characteristic of the operating system, but also its structure and architecture. 
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2. Consequences & Approach 

As can be easily seen from the preceding sections, the performance of the operating system 
depends strongly on the application. The major notable difference between the traditional 
monolithic operating system and the suggested approach in this context consists in the fact that in 
the monolithic case, the developer has no opportunity to influence the behaviour of the operating 
system, whereas in the suggested approach, he does. This means that he can exploit asynchronicity, 
alter communication protocols, influence the deployment and distribution etc. without being 
impacted by the deficiencies of the operating system. 

In particular, and as elaborated above, the suggested approach reduces the impact of hidden factors 
and exposes them to the developer, i.e., puts them in his control. Foremost, the proposed operating 
system should have a simpler and more straight-forward organisation, which enables the developer 
to influence how much cache (memory) is obstructed and how much communication takes place. 
Dependencies and data organisation are thus in line with the complexity of the application and not 
subject to the operating system itself.  

Therefore, if the application is straight-forward and simple in organisation, the operating system 
should be able to reflect this organisation. Any complexity added by the operating system that is 
beyond the need and direct benefit of the application is thus not only unnecessary but a hindrance 
to performance execution. Vice versa, complex applications have such high demands themselves 
that a simple structure of the operating system cannot be expected to compensate for the flaws of 
the application. 

Accordingly, and as a primary condition put forward by this work in the first instance, the 
performance of the suggested approach relies strongly on the capabilities of the developer. The 
following chapters will verify the claims above against the operating system structure. 
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II. EVALUATION APPROACH 

“The only man who behaves sensibly is my tailor; he 
takes my measurements anew every time he sees 
me, while all the rest go on with their old 
measurements and expect me to fit them” 

George Bernard Shaw 

The preceding chapter it has shown that evaluation of an operating system is difficult at the best of 
times, due to the many parameters impacting on the performance. Such benchmark like evaluation 
would furthermore necessitate that all potential implementations for all available platforms are 
tested and verified against the different application and usage cases. 

Rather than evaluating concrete performance values, it is therefore of more interest how much the 
operating system generally adds in terms of overhead to the execution, i.e., what performance 
degradations can be expected due to the specific nature of the OS’ architecture and behaviour.  

Within this section, the indicators that play a role in the performance impact of the operating system 
will be elaborated and the potential means of their quantification, respectively qualification will be 
identified. 

1. Evaluation Conditions 

Four different types of evaluation conditions can be noted that give indicators of the performance 
of an operating system. 

1) Performance of the individual modules 
2) Interaction between the modules  
3) Behaviour of the OS as a whole 
4) Support for execution of specific applications 

The following sections will elaborate these types in more detail. 

i) Individual Modules 

In the case of ModOS, individual modules represent separate logical capabilities that the operating 
system provides to the application. In most cases, they can be compared to low-level libraries that 
encapsulate typical functions of a specific category and expose them to the developer. Just like with 
libraries, the actual details are hidden from the developer and can thus be implemented in different 
forms according to the needs of the infrastructure or the application. More precisely, from the 
developer perspective, they can be compared to dynamically linked libraries, as they are effectively 
instantiated only at runtime. 

Due to this notion of the modules, their performance impact relates directly to the impact of any 
such library on an otherwise independent code. In other words, if the library would have little to no 
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impact due to asynchronous execution, neither would the module (cf. application specific support, 
below). Nonetheless, the actual performance of the module defines the intensity of the impact it 
has on the application, i.e., the response time of the module is the maximum delay it can cause the 
application. 

Thus, the primary performance indicator for a single module is obviously its response time. 
Response time however is not only defined by the algorithm’s complexity, but also by the 
capabilities and interconnects of the resources surrounding it, as already discussed in part [A]. For 
example, if a function must store a large amount of data in memory, it will automatically be 
impacted by the memory access performance. Hence, no module is completely stand alone, but is 
already in strong interaction with other “modules”, though they are implemented in hardware. 

In principle, given that no other dependencies exist, one could assume that hence no 
communication impact exist either. This holds principally true, if it were not for the fact that the 
algorithms in most cases are distributed and therefore need to communicate with each other via 
any given interconnect. Similarly, some functionality can only be provided through invocation of 
other modules, such as e.g., instantiation of threads necessitating memory management 
functionalities. Effectively this means that only very few modules can be tested completely 
individually – in most cases, co-dependency and interactions will essentially lead to similar 
behaviour as in the second evaluation type (“Interaction between modules”). 

Evaluation Parameters 
In this context it is therefore only sensible to look at the performance of the undistributed algorithm 
under the assumption that the linked modules are nothing more than parameter queries, i.e., the 
results / actions are immediate. Performance on this level is identical to the order of complexity, 
which is a classical mechanism to assess the performance of a given algorithm class. 

In addition to this, the degree of memory usage can be assessed similarly for the non-distributed 
case, which provides an indicator for the memory wall impact, i.e., the number of potential cache 
misses given the implementation. Obviously, the effective number depends on the cache properties 
of the destination platform and the actual implementation of the functionality and can therefore 
only be assessed for the default case in an abstract fashion, like the order of complexity. 

Obviously, both the order of complexity, as well as the degree of memory usage should generally 
be as small as possible to create the least impact on performance. The actual acceptable value varies 
depending on the type of functionality provided. 

ii) Coupled Modules 

Few modules provide standalone capabilities, i.e., act just locally with no distributed enactment or 
dependency with other modules. The high dependency of functions, if more complex capabilities 
are offered, is one of the main reasons for building monolithic systems in the first instance. 
Dependencies thereby create various problems, depending not only on implementation, but also 
on deployment and usage. The following types can thus be distinguished: 

(1) Both modules are deployed locally, and the invocation is just a jump to another memory address: 
if the two locations do not reside in the same page space, this implies that potentially a new page 
needs to be swapped in memory, i.e., that more cache is needed, thus increasing the risk for cache 
misses, and therefore creating performance delays 
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(2) The modules are in different locations and invocation takes place via explicit communication – 
implicitly, the interconnect parameters between the two locations start having an impact on the 
execution performance 

Cache misses and / or communication are core factors in the two main aspects, namely memory 
and communication wall. Even though the primary goal is hence to keep the impact of these two 
issues as little as possible, there are side considerations that need to be taken, namely the impact 
of co-locating the two units closer under distributed and shared conditions, i.e., when either the 
same component or the same data must be provided to multiple modules / instances in different 
locations. In such cases, the overhead for consistency maintenance may well outweigh the 
performance impact from cache misses or communication – this is a concern for the “OS as a whole” 
level, though. 

Evaluation Parameters 
In principle, any dependency between two modules is a potential for either a cache miss, or – even 
worse – for communication necessity. However, the latter case generally offers a potential for 
asynchronous execution, if the calling module / instance does not require a response, respectively 
can continue working for some time until the delay impacts on performance. In relationship to the 
discussion above, the following parameters can thus be distinguished: 

Degree of dependency, i.e., ratio between independent operations and those invoking another 
module. This is a base information, indicating the degree in which the execution of the module is 
hindered by the linkage to another module. The actual performance loss depends on how much the 
execution of the other module stalls the execution of the calling module.  

This in turn is defined by two major parameters, namely the execution time of the called module 
minus the time that the calling module can continue operation without the results from the called 
module – this is referred to as the asynchronicity indicator. Notably, the time is furthermore 
influenced by the invocation cost, i.e., by the time it takes to perform the invocation, respectively 
to receive a response – this in turn is defined either by the communication cost, or the cache miss 
cost, depending on whether the module is locally or remotely deployed (cf. above). The impact of 
communication cost is obviously deployment specific and thus, vice versa, can serve as an indicator 
for modularisation and thus layouting (cf. discussion in section [B]IV.3 and (Rubio Bonilla et al., 2013; 
Schubert et al., 2010b)) 

iii) OS As a Whole 

As noted, modules are not only coupled with each other, they are also deployed and executed across 
the infrastructure in parallel, though belonging to the same overall application. This implies that 
some modules are not only invoked and used by a single caller, but potentially by multiple callers at 
once, depending on whether it hosts central information or not. For example, the memory access 
module will query a hierarchically higher unit when it cannot resolve the virtual address – this unit 
is automatically shared between multiple modules which may access it concurrently. Multiple 
factors thus play a role: number of concurrent accesses, consistency maintenance, communication 
parameters (bandwidth & latency), size of data etc. 

Obviously, the deployment and the background maintenance mechanisms play a major role here, 
that however reflect application specific behaviour parameters (see next section). Also, as discussed, 
the performance of the operating system itself is of secondary interest – more relevant in the 
context of this work is its principal capability to deal with large scale distributed environments and 
applications on top of it. This means that it does not create additional memory or communication 
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concerns and in general that it does not obstruct the resources which could be used by the 
application instead. In other words, the operating system should be as lean and resource-friendly 
as possible. As resource consumption impacts on performance, this may be considered an indirect 
performance parameter. 

Evaluation Parameters 
Of primary interest on this level is therefore not so much the performance of the operating system 
per se, but how it compares in essential features from traditional operating systems and what 
impact this difference can have in terms of performance. A specific value of interest in this context 
is the grade of referencing within the operating system and the implicit effect on cache misses. The 
more and the more diverse the references in the operating system, the more work for executing 
jumps and maintaining consistency must be performed and the more likely it is that it creates cache 
misses or communication bottlenecks. 

With that respect it is also interesting to look at the degree of centralisation in specific modules, 
respectively its degree of distribution / replication. The impact of (de)centralisation obviously 
depends on the invocation frequency, i.e., its binding to other units and its respective relevance to 
application execution, which is reflected in the grade of referencing per unit.  

The impact of (de)centralisation is also directly related to the deployment / distribution of the 
modules over the resource infrastructure, due to the implicit impact created by communication 
overhead. Deployment however is generally unknown in advance, as it depends on the type of 
application and usage. So, as a generalisation, it can only be assumed that the degree of referencing 
of a module in combination with its centralisation is an indicator for the impact of communication, 
with the higher the ratio, the higher the impact. 

iv) Application Specific 

The focus and interest in operating systems in this context must however reside on its capability for 
high performant execution of applications. The performance is however strongly influenced by the 
application itself – not only in terms of the application’s own complexity and performance problems, 
but also in terms of what kind of support it requires from the operating system in the first instance. 
For example, the application may heavily depend on the full scope of OS level support, such as 
typically the case for end-user applications with a high degree of interactivity (e.g., office products). 
Due to such a high-level of dependency, it is hardly possible to really exploit the modularity of the 
operating system, leading to effectively the same usage as if the OS would be monolithic in the first 
instance. 

This co-dependency has as a natural consequence that the operating system will fare better for 
some applications and worse for others. Classical OS aims for a high generality, thus leading to poor 
performance for specialised applications that would benefit more from more dedicated support. 
The degree in which the OS supports a specific type of application can therefore be regarded its 
usability scope.  

Though ModOS is clearly geared towards large scale, specialised applications, it is worth assessing 
the usability in other application cases, too. The primary application classes to be examined are – 
each will be discussed in more detail in the next section: 

(1) Traditional single-threaded applications with a high degree of user interactivity, such as GUI 
driven monolithic applications. 
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(2) Single-threaded service-oriented applications, i.e., specialised minimal applications with only 
input-output behaviour (upon invocation). 

(3) Heterogeneous multi-threaded applications where typically the work is distributed over multiple 
worker threads, i.e., where every thread performs a different task. Though such applications occur 
in HPC, too, they occur more typically in applications that want to perform background tasks. 

(4) Homogeneous multi-threaded applications where are large amount of data is segmented into 
similar worker threads, such as in cell-segmented data calculations – the degree of dependency 
between the threads may vary from embarrassingly parallel to tightly coupled. 

(5) Dynamic (heterogeneous) multi-threaded applications where not only the threads may vary in 
type, but where they are instantiated dynamically upon “external” conditions, i.e., unpredicted data 
behaviour - for example in (multimedia) stream processing with dynamic filters. 

Evaluation Parameters 
Each application will pose different requirements towards the operating system, respectively put 
forward different execution and deployment conditions – which is particularly obvious in the single- 
vs. multi-threaded cases. A simple indicator of relevance is obviously the performance of execution 
of these applications –executing reference cases for all classes will only provide limited insight into 
the capabilities, though, as the specific properties will automatically vary per implementation. 

As has been discussed in the preceding section, the main concern thereby relates to the specific 
deployment characteristics and their respective impact onto execution. This means on the one hand 
whether the requirements of the deployment can be fulfilled and on the other what performance 
impact this deployment has in terms of consistency maintenance etc. – the according parameters 
affected have been elaborated above. 

The main impact is however generated by the linkage of the application to the operating system, 
i.e., the ratio of system calls over independent operations executed by the application. This relates 
very strongly to the grade of referencing within the operating system (see above). The developer 
will not always know whether he is invoking the operating system with the respective action, as they 
are generally embedded into the language and / or libraries in use. Notably, an application with no 
linkage at all is effectively stand-alone, i.e., does not require an operating system in the first instance.  

Just like in the case of coupled modules, the linkage between process / threads and operating 
system can be either synchronous or asynchronous, meaning that the response time of the 
respective module impacts differently on overall performance. This was referred to as 
asynchronicity indicator above. It is obvious, that complete asynchronicity cannot really occur, given 
that already most data processing will require memory management in one form or another. 

2. Evaluation Application Cases 

The preceding section has identified 5 application classes that can serve as reference cases for 
evaluation due to their nature of handling threads and invoking system calls. Within this section the 
application classes will be described in more detail. Every application class can thereby be 
parameterised with respect to the specific aspects impacting on the operating system performance 
and capabilities. 

These parameters are strongly related to the type of dependency with the operating system – in 
particular: 
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(1) the likelihood of executing a system call (also frequency of system calls, or ratio of system calls 
to independent operations) provides an indicator of how much the application relies on the 
operating system, and therefore, how often it will principally trigger complex processing in the OS. 
The likelihood can be refined further by differentiating between types of system-calls, since they 
will trigger different internal linkages. 

(2) the diversity of invocations, i.e., how diverse the system calls are that the application is invoking. 
This is related to the refinement in (1), i.e., the differentiation of different system calls and their 
respective frequency. The diversity factor should basically indicate how likely it is for the application 
to call a different system operation every time. 

i) Traditional Single-Threaded Applications 

These applications consist of a single instance that runs sequentially all the way through – no parallel 
threads are invoked, or asynchronous calls executed. Accordingly, the application only requires a 
single resource for its own execution (without restricting the number of resources occupied by the 
operating system). Due to the nature of the OS here, it is furthermore assumed that only that one 
application is executed, and no second process is scheduled by the OS. In other words, except for 
the system calls, the application runs completely on its own without any interruptions. 

 

Figure D.6 :Dependencies of a general-purpose application to the OS. 

In general, such applications make use of a wide variety of OS capabilities – far more than are offered 
by the OS architecture discussed here. Figure D.6 provides a rough overview over some of the typical 
operating system capabilities involved in a general-purpose application.  

It will be noted that some of the key aspects of ModOS are not even required: for example, 
communication support is not needed, since all OS and application reside locally in the same 
processing unit (cf. above). Also, file access is just a specific flavour of memory access, though the 
operations would have to be specified accordingly different. It should also be noted that thread / 
process maintenance is primarily required by the operating system to create the main thread, but 
this could principally be hard coded in the boot-up.  

With this setup, the main parameters can be categorized as listed in Table D.1. 
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Table D.1: frequency of interaction with OS functionalities 
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Even though most system operations are invoked only few times, there are multiple completely 
different ones that are invoked alternating, leading to a high degree of diversity in calls, respectively 
for a high chance of two different calls following one after the other. 

ii) Service-Oriented Applications (Microservices) 

Service Oriented Applications are essentially identical to single-threaded applications, with the main 
difference that the primary main thread invokes the actual service synchronously and waits for the 
response to continue. The service itself is just like a single-threaded application in that it executes 
sequentially and invokes no further threads. However, since generally services are executed 
remotely and just used upon invocation, they typically have no interaction with the main thread, let 
alone that they display graphics on the GUI. Therefore, even though treated as threads in the 
following, they are more like processes. 

 

Figure D.7 :Dependencies of a service-oriented application to the OS. 
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This could be realised with a call to the respective routine locally deployed, it is assumed here that 
(i) the service is realised as a dynamically instantiated thread and (ii) that the according thread will 
be executed on a different resource. 

Notably, there are two major different ways of dealing with the service / thread – namely either (a) 
by passing all parameters to it at invocation time, i.e., creating a dedicated space and copying them 
to the remote thread, or (b) making use of the shared memory capability and accessing the 
parameters from remote directly. This has already been discussed to some great length in section 
D.II of this document. Ideally, the data is not commonly used as shared, but replicated locally, unless 
it is guaranteed that no conflict arises, and that the according memory space can handle access from 
both locations with equal speed. Here, local replication is assumed. 

Figure D.7 reflects the linkage between the main application and its according services (threads or 
processes) to the OS functionalities. Since the main application steers the behaviour and the services 
are “just” invoked by it, the two have different requirements towards the operating system. The red 
arrow denotes the control path from application (comparable to a main thread) to services 
instance(s). 

Thus, the main parameters can be categorized as listed in Table D.2. 

Table D.2: frequency of interaction with OS functionalities 
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iii) Heterogeneous Multi-Threaded Applications 

This application class is getting increasing attention from developers to exploit the multi-core 
capabilities easily. In these applications, background work is spawned of as separate threads, such 
as statistical analysis over the document, or saving the document in a file etc. These functions have 
in common that they are of secondary relevance for the actual application execution, i.e., they 
provided added functionalities, rather than core features, so that they can operate asynchronously 
to the main task. Due to their nature most of them must share the data with the main process, 
which makes them real threads as opposed to the services above. 
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Figure D.8 : Links to OS functionalities  of a heterogeneous multi-threaded application. 

Though threads in this application type are more interactive and depend more on the main thread, 
they do not necessarily fulfil different purposes than services in the preceding application class. This 
means that they do not add further requirements towards the OS. Due to data sharing, however, 
memory access needs to be implemented in a flavour that enables background consistency, or that 
acts directly upon shared space and enacts appropriate locks. Figure D.8 depicts the main 
dependencies of the main and the worker threads towards the operating system functionalities – 
note the similarity to pure service-orientation, as depicted in Figure D.7, previous section. 

Table D.3: frequency of interaction with OS functionalities 
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This application class typically implies some form of (physically or virtually) shared memory. With 
no such support from the hardware, explicit means either must be incorporated or used by the 
developer. ModOS hides this from the user, exposing a virtually shared memory architecture for all 
cases. It should however be noted in the dependency evaluation in part E below that this increases 
the dependencies internal to the operating system and thus increases the coordination overhead 
(cf. degree of dependencies). Not considering this, the aspects listed in Table D.3 can be noted. 
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iv) Homogeneous Multi-Threaded Applications 

When the threads serve no longer the execution of background tasks, but contribute to the main 
program’s logic, i.e., when they execute main work in a distributed fashion, the area of parallel high 
performance computing is reached. The general approach to exploiting parallel, large scale 
infrastructures consists in splitting the data (or work) into individual chunks that can be handled 
individually by a separate algorithmic block. By segmenting the data (rather than the work), all 
algorithmic blocks must perform the same operations, albeit on different parts of the data. 

 

Figure D.9: Links to OS functionalities of a homogeneous multi-threaded application. 

Since these blocks all base on the same data and contribute equally to the generation of the result, 
these blocks can be realised as a series of threads. Because all blocks perform the same tasks, the 
resulting threads are operationally homogeneous, i.e., sharing the same code basis, but with 
different input data. This can be achieved for example by generating a loop over the main 
algorithmic block that is spread out as threads (cf. Code C.9). 

Obviously, this approach says nothing about the degree of dependencies between the individual 
threads. Depending on the overall algorithm, they can be principally independent (“embarrassingly 
parallel”), such as is the case for ray-tracers, or highly dependent, such as in plasma physic 
simulations. This dependency thus defines what kind of memory management, in terms of 
consistency maintenance etc. should be employed. 

Due to their homogeneity, all threads share the same dependency towards the operating system. 
The more complex the thread, the worse its according degree of dependency. However, given the 
circumstances, threads are typically very lightweight in terms of system calls, since they generally 
focus on mathematical tasks, rather than complex application functions. In other words, their main 
dependencies relate to memory access – potentially not even memory management, as exemplified 
in chapter [C]II. Similarly, usage of communication support depends on whether the thread explicitly 
exchanges data using messages or implicitly by using an accordingly extended memory access 
module. In the latter case, the dependency with communication support is obviously only hidden 
from the user, but still exists. The dependencies are depicted in Figure D.9. 
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Table D.4: frequency of interaction with OS functionalities 
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Only with these reduced dependencies on complex tasks can the scale necessary for high 
performance computing be achieved in the first instance, as can be seen from the low degree of 
interdependencies with the operating system (Table D.4). 

v) Dynamic (Heterogeneous) Multi-Threaded Applications 

With the growth of internet provided services, and more importantly, with multimedia content 
provisioning over the internet, the interest in dynamic multi-threaded applications constantly 
grows: streams need to be handled under real-time conditions, meaning that either the quality of 
the content will have to be adjusted dynamically, or that the processing power dedicated to the 
stream processing will have to change during run-time. To make such adjustments, the provider will 
typically switch specific filters on, respectively off or change the slicing of the stream and thus the 
load of work each processing unit must perform, thus changing the cost for resources, too. 

 

Figure D.10: links to OS functionalities of a dynamic multi-threaded application. 
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This means that in this class of applications, the number of threads is not predefined, and new ones 
are created and destroyed upon external events / conditions. The type of thread is thereby as 
flexible, as their numbers and locations. Nonetheless, these threads do not require any further OS 
functionalities than in the static case (cf. Figure D.10, as opposed to Figure D.9).  

Though typically used in media provisioning scenarios, a similar dynamicity may occur in high 
performance computing applications and will certainly get more attention in the future, namely in 
all cases where behaviour depends on unpredictable or external factors. This equally applies to 
highly complex mathematical cases, such as plasma physics, where the relationships and cell spaces 
may vary strongly, as well as to multi-scale applications that link out upon certain conditions, for 
example when a material stress leaves the elastic behaviour of the material etc. 

Table D.5: frequency of interaction with OS functionalities 
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Even though this application class behaves very much like homogeneous multi-threaded 
applications, the degree of dynamicity at run-time is obviously much higher. Implicitly, also the main 
thread’s dependency on the process manager increases manifold. Whilst the principal structure 
remains the same, the dependencies alter accordingly (see Table D.5). 

3. Evaluation Means 

Evaluating an application generally means executing it against some dedicated benchmarks or in 
comparison to other implementations, thus comparing concrete quantitative figures. This however 
is not always meaningful, as discussed above: in more complex situations, a simple benchmarking 
will not provide sufficient data, respectively only provide information about a restricted usage 
situation. With the specific goals of an operating system in mind, isolated performance of an 
individual function is (a) difficult to measure and (b) meaningless considering the dependencies in 
an actual application case. This approach would therefore only provide insight about very limited 
aspects of the OS. 

Most of the evaluation parameters listed above relate to structural information about the operating 
system itself, i.e., to the software engineering aspects, rather than the actual execution behaviour. 
Whilst such information does not provide concrete runtime figures, it provides an indication of the 

 
11 For hierarchical thread creation, which is rare, though. 
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potential problems in the execution that will automatically affect performance of the operating 
system – this includes e.g., aspects such as  

(1) bottlenecks, i.e., module instances with too many incoming connections, so that they may 
potentially stall the execution of all requestors.  

(2) dependencies, if an instance relies on too many other instances, it may be an indicator that the 
execution will waste performance on communication. This is a good indicator that modularisation 
was applied too excessively. 

(3) complexity of the module in terms of functionalities exposed. Though only indicative for the 
performance, it is an additional indicator for bad modularisation, in the sense that the modules may 
be too large. This is countered directly by (2) dependencies. 

Again, one needs to distinguish between the principal organisation and the concrete behaviour of 
the operating system under runtime conditions. Software architecture analysis can therefore be 
extended by considering scenario specific conditions that provide indicators for deployment, 
runtime behaviour and specific non-functional requirements (Kazman et al., 1996). This 
automatically creates a dependency with the application type again, as discussed in the preceding 
section.  

Therefore, structural assessment must take place (a) on the architectural organisation itself and (b) 
under the load of the specific application classes identified in section 2 above. 

classify algorithms according to the complexity of the mathematical model behind it and allow 
assessing the implicit data load of the respective mathematical function as an indicator for the stress 
on memory.  

Unlike the structural information, complexity is independent of the scenario the algorithm is put 
under – even if data-dependent behaviour is encoded in the algorithm, the according values only 
change the multipliers in the algorithm, not its order of complexity. As opposed to that, the data 
structure may be fixed, but the amount of data objects may directly depend on the specific scenario. 
What is more, even within a given application class, the actual data scope may vary, depending e.g., 
on external input, so that the assessment can only considered a rough indicator.  

In this context, the algorithm must be examined for internal and external dependencies setting the 
delimiters for the data size. Of primary interest here is the operating system’s own contribution to 
the memory load, which can be indicatively extracted from the algorithm’s complexity and data 
structure, even if the total, application specific load cannot be assessed. 

4. Evaluation Principle - Summary 

Table D.6 summarises the main evaluation mechanisms and which parameters they can assess. In 
many cases, the individual constellations must be examined separately – i.e., how a single module 
behaves versus the full operating system. The effect of the different constellations on the overall 
capabilities obviously must be evaluated carefully.  

Finally, some of the parameters are influenced by different scenario settings, so that in such cases 
the specific impact of the scenario conditions needs to be taken into consideration: 
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Table D.6: parameters to be evaluated and their respective means. 

Means Parameter(s) Modes 

Impact by 
application 

class 
    

Structural 
Assessment 
(Software 

Engineering) 

Degree of 
dependency / 

Software 
architecture 

Coupled, 
Whole OS 

No 

Grade of 
diversity 

Whole OS Yes 

Complexity 
Analysis 

(Theoretical 
Informatics) 

Order of 
complexity 

Individual No 

Data structure 
&  

memory usage 

Individual, 
Coupled, 
Whole OS 

Yes / no 

Asynchronicity Coupled Yes 
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III. EVALUATION 

“Do not argue with an idiot. He will drag you down 
to his level and beat you with experience.” 

Greg King 

Basing on the evaluation means and criteria developed in the first chapter, this chapter will attempt 
the actual evaluation according to the different modes identified. For each evaluation means, the 
mechanisms applied to assessing the impact will be elaborated. On this basis, it will be shown in this 
chapter that large scale heterogeneous and dynamic applications benefit from the OS architecture, 
but also homogeneous ones can reach higher scalability. As opposed to that classical single-
threaded applications do not benefit and may even lose performance, as the message-like OS 
invocation creates unnecessary overhead that is not counterweighted by the asynchronous 
execution. If, however any degree of asynchronicity can be introduced (such as background OS 
tasks), the approach may be beneficial again. 

Given the concrete performance indicators elaborated in the preceding section, as well as the 
principal approaches for their assessment, it should however be possible to assess the capabilities 
and the drawbacks of the proposed OS architecture in some detail. As noted, two major types of 
evaluation approaches can be applied under these circumstances, namely: (!) structural assessment 
basing on the architectural layout and (2) complexity analysis basing on the base algorithms in place.  

1. Structural Assessment 

Any application can essentially be regarded as a set of functions, ideally structured in modular blocks 
or objects that relate to each other in a specific structural fashion. UML class diagrams are an 
example of such software architecture for object-oriented programming. This way, the application 
can essentially be represented as a graph where each node stands for a module or object (instance) 
and the edges can be regarded as the data or calling linkages between two objects. In other words, 
if instance A invokes a function of instance B, the two are coupled by a directional edge from A to B. 
Notably, a return value may be represented as an additional edge if the invocation is asynchronous 
in nature. 

With such structural information of the software considerable insight into the capabilities of the 
respective application, or – in this case – the operating system can be gained: 

Degree of Dependency. Primarily, the number of references between two modules, i.e., the number 
of edges towards a module, provides an indicator about which objects most likely turn out to be 
bottlenecks at execution time. Since the impact can be reduced by multiple instances of the same 
object, background data consistency needs to be considered. Therefore, data objects should be 
treated much the same as code objects, i.e., as dedicated nodes in the software architecture graph. 

More details about potential bottlenecks can be gained if the number of references, i.e., the 
potential number of invocations is explicitly represented – either through multiple edges (which is 
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uncommon) or through weights on the edges, where a higher weight represents a higher number 
of invocations. Given that the analysis is purely structural, i.e., without taking the impact of a specific 
deployment, let alone a given scenario into account, the weight of the dependency is an indicator 
for correct (or wrong) modularisation of the respective functionalities:  

For example, low weighted edges from multiple modules may indicate that the functionalities of the 
module are only used in an isolated fashion so that the module hardly ever needs to be provided as 
a whole. More information can be gained by splitting up even the modules into functional blocks. 
Their internal relationship should be higher than the external one to grant modularisation.  

Further to this, together with grade of diversity (below), the degree of dependency provides an 
indicator as to the impact of the cache misses created by diversity on two levels: (1) dependencies 
internal of the OS provide an indicator as to the potential size the execution of the whole 
functionality will take up. In addition, since the linked functionalities are unlikely to reside in the 
same data page, this also provides another indicator for the likelihood of creating cache misses at 
execution time. 

(2) dependencies between the application and the operating system indicate how frequently the 
application calls into the operating system. Just like within the OS, this gives insight into how likely 
/ how frequently the application will create a cache miss by calling the OS. Notably, if the diversity 
(below) is low and the degree of internal dependencies within the OS, too, the functionalities can 
be more easily retained in cache, depending on their own size. 

Grade of Diversity. Even more information can be gained, if actual usage conditions, i.e., 
deployment and thus number and distribution of instances, are taken into consideration. This means 
that multiple instances of a module will be represented through multiple nodes in the graph. The 
location is thereby considered secondary, as even though the concrete deployment impacts on the 
communication properties, the distribution and infrastructure parameters may vary too widely. 

By examining the application behaviour into consideration, and in particular the application’s 
references into the operating system (system calls) into account, the grade of diversity of these calls 
can be established, i.e., how likely it is that two similar system calls occur one after the other. The 
higher this divergence, the more likely it is that two consecutive calls into the operating system will 
jump into two different locations in the OS’ code space. This means implicitly, that the OS code 
cannot be maintained in cache, but that the call most likely triggers a cache miss, so that the 
respective OS function needs to be explicitly fetched. 

Centralisation. Instances that occur only few times in the graph are not only potential bottlenecks 
(depending on the weight of the edges), but have a centralistic character, i.e., they provide 
functionalities / data to a large number of modules without being replicated. Depending on the 
dependencies, i.e., the number of instances and in particular replications invoking this central 
instance, a deployment with little communication impact is less likely to be found. 

i) Operating System Architecture 

When analysing the individual modules and their respective functional dependencies, one can 
generate a dependency graph like the one depicted in Figure D.11 modules are depicted as grey 
rounded blocks, whereas functions are shown as dark, grey-filled circles. Databases are represented 
by cylinders – though denoted as “databases”, these may be any form of query-able storage, 
including hash-tables. All dependencies are depicted as arrows, from the calling to the called module, 
non-regarding response values and / or asynchronicity, as the general description above does not 
foresee it, so it cannot be considered for evaluation. 
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It must be stressed again that this is a relationship view on basis of the software architecture, and 
not the deployment and instantiation at runtime. In this context, two things are specifically worth 
noting:  

For one, any module may effectively invoke itself (in particular the same function), when distributed, 
namely to forward the request to the instance holding the desired information, respectively being 
able to execute the desired function: even though a function is subsumed under one specific name, 
it can take many “flavours” as discussed in section [B]IV.3, i.e. different instances may provide 
slightly different functional details that depend on the infrastructure specifics (such as RAM vs. I/O 
access).  

As a second issue, the specific position of the communication support “module” will be noticed, 
which is seemingly not called by any other module. This is simply because communication has a 
“mediator” function, i.e., it may sit in-between any two modules invoking each other, depending on 
their respective location – and therefore on the deployment. Not taking the deployment into 
consideration, communication is effectively needless.  

 

Figure D.11: Dependency graph for ModOS. 

Using the dependency graph, a first analysis of the degree of dependency and the correct 
modularisation can performed: 
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Degree of Dependency  
The first thing that will be noticed when analysing the number of connections between modules, 
and between functions is that there are hardly any dependencies between functions per each 
module – in its stead, most functions appear to have an outside dependency with another module, 
thus indicating that modularisation indeed was executed orthogonal to its intention. Under careful 
examination, one will notice however, that in general outside dependencies are with data sources, 
rather than functionalities. As will become more obvious below, the modularisation makes more 
sense in the context of specific application scenarios / deployments. 

Data sources therefore pose main dependency and thus potentially either consistency or bottleneck 
issues. Particularly worth noting is thereby the share of the memory database between memory 
maintenance and memory access, for obvious reasons. It is obviously worth inspecting this 
relationship in more detail under scenario load. Also, the process database needs to be accessed by 
thread maintenance and communication support, which is a crucial capability throughout the 
operating system. This, too, must therefore be more carefully evaluated under scenario conditions. 

Next to that, the only real notable dependency exists between Thread Maintenance and Memory 
Access for the simple reason that thread instantiation implicitly means copying the code into the 
destination system’s memory space. The question to be posed in this context is therefore whether 
the two modules should really be treated separately or could not be merged into one. Whilst the 
answer to this may seem obvious, it is less so, if one considers the deployment options, when 
theoretically Memory Access should always be deployed with Thread Maintenance. This is to be 
investigated in the context of a concrete scenario. 

Grade of Diversity 
Since the degree of dependency is already low, so is the grade of diversity within each module: only 
few exhibit an external call, and none of these calls exhibit a complexity or depth beyond the level 
of 2. Therefore, it is highly unlikely that any given module exceeds the cache space due to cache 
misses provoked by diverse jumps. 

ii) Monolithic Operating System Architecture 

The degree of diversity is high in classical monolithic operating systems which developed in a fashion 
to hide the complexity of underlying management tasks from the developer. As can be seen in Figure 
A.13, and as elaborated accordingly in the respective chapter [A]III, traditional operating systems 
are designated by a high degree of internal dependencies arising from the fact that the individual 
functions provided by the operating system base strongly upon each other and share multiple data 
and functionality.  

Foremost this means that any system call into the (monolithic) operating system leads to various 
jumps throughout the code space of the OS itself and implicitly to the fetching of diverse code (and 
data) blocks that are in the worst case not even properly aligned to the cache spaces. Thus, a single 
invocation not only takes considerably longer time due to this complexity, but also and more 
importantly, invalidates a considerable amount of cache space by overloading it. The exact detail of 
this impact depends however on the cache maintenance strategies of the processor. 

In addition to this, the operating system, not being aligned to the distributed nature within one 
executive boundary (cf. section [C]II.1), will implicitly assume that the invocation is central, thus 
blocking all status data and potentially even function space for other, concurrent access, even if the 
two invocations do not conflict. In other words, since the access to information and functionality is 
not distributed and thus orchestrated across multiple instances, the OS is treated as a single, non-
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shareable resource. Accordingly, concurrent invocations from multiple cores may have to be 
executed sequentially, i.e., as soon as the respective lock is released again. 

iii) Traditional single-threaded applications (1) 

It can be easily seen from the types of modules used and the grade of referencing of this class to 
the operating system that this type of applications essentially requires a full operating system’s 
capabilities. This means primarily that the OS needs to support more functionalities than the 
modular OS does.  

Monolithic operating systems are denoted by a high degree of internal dependencies, meaning that 
for each system call the operating system will execute cross-linked functionalities, thus leading to a 
high number of jumps between OS functionalities. Further to this, all these functionalities are 
implemented to work for a wide variety of infrastructures and cases, therefore they are 
considerable huge themselves. Finally, all applications are executed in a level different to the kernel 
(user space vs. kernel space), so that each invocation forces the OS to switch context. This however 
increases stability of the system. 

On the other hand, however, the wide applicability caters exactly for the range of support this type 
of application requires. Also, in classical OS, calls are immediate, i.e., not relayed via a messaging 
interface – this makes local invocation faster than in a message based case. 

The Modular Operating System on the other hand builds up on minimal implementations per 
functionality. Implicitly, different flavours would have to be realised for catering for all the necessary 
variations required by the application – e.g., file and RAM storage access. This makes either the 
individual modules comparatively big again or requires serious reprogramming of the application to 
ensure that the right flavours are called. 

Since the application exposes a high grade of diversity and a strong dependency with various OS 
functions, even the modular approach cannot prevent the cache misses occurring because each 
function is represented by a different module and thus potentially code space. Similarly, even 
though ModOS does not prescribe message-based communication, it is the primary implementation 
mode of communication with and between OS functions. Whilst this allows out-hosting of the 
respective functionality to another resource, this does create hardly any benefit since the 
application is written as a single thread, i.e., expecting synchronous operation execution. 

The main advantage of ModOS thus consists only in easier adaptation to new infrastructures and 
the fact that it has an overall smaller size, so that it obstructs less RAM, respectively higher-level 
storage. 

Conclusions. The Modular Operating System is not oriented towards a single-threaded application. 
Once the application exhibits too much diversity in terms of system calls, this architecture does add 
no benefit to the execution performance and may even reduce it due to additional communication 
overhead. 

iv) Service-Oriented Applications (2) 

This application class poses pretty much the same requirements towards the operating system as a 
single-threaded application – the only difference being that one of the functionalities used by the 
application is invoked as a service. A service does not necessarily have to be co-located with the 
main thread, i.e., it may be located on a completely different processing resource in the 
infrastructure, available only via communication network. 
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The monolithic operating system will simply co-exist twice in its full extent, i.e., once for the main 
thread and once for the service thread. This means that both threads (processes) have access to the 
full functionality scope, even only the main process will make use of it. As opposed to this, the 
service thread gets more functionalities than it needs. As the service thread also exposes low 
diversity in the calls, each system call will trigger the same code block in the OS. This would 
principally mean that the respective code can remain in cache during execution of the thread, since 
it will only be rarely replaced with code from other calls (unless the service itself exceeds the cache 
space). 

However, due to the high degree of internal dependencies in the classical operating system, it is 
highly likely that any given call into the OS leads to the diverse functionalities exceeding the cache 
space itself. Therefore, the classical OS will create cache misses even if the called function is always 
the same.  

Obviously, the monolithic OS architecture presented here cannot add more to the performance of 
the main thread than it could to the single-threaded application, due to its complexity and behaviour. 
However, regarding the specialised task, the difference between the monolithic and the Modular 
Operating System can have considerable impact: 

The service’ requirements towards the operating system are way simpler than the ones of the main 
thread and focus on specific, limited capabilities – essentially just related to memory management 
and communication, due to the nature of services, namely that they are invoked explicitly. This 
means that the ModOS architecture presented here has the advantage of providing only essential 
functionalities in a fashion that can be kept in cache. All system calls will therefore create less 
overhead on the execution than in the monolithic case.  

In addition to that, thread creation will be faster due to the simplified OS environment given by the 
modular architecture, but the impact is comparatively low, given that the thread is hosted remotely 
and can principally be pre-instantiated using a thread-pool in classical operating systems. This is 
simply because the dynamicity introduced here is only “superficial”, i.e., a static setup would 
achieve the same, if not better results. 

Conclusions. Service-like minimal threads can principally expose better performance using ModOS, 
yet the impact of this improvement is minimal considering the circumstances: the overhead for 
remote invocation, as well as for message serialising etc. is way higher than the gain by the improved 
cache usage. In other words, the developer cannot make use of this comparatively minimal gain in 
the first instance. 

v) Heterogeneous Multi-Threaded Applications (3) 

Threads executing background tasks typically have a similar setup to the service-like tasks, i.e., they 
expose minimal requirements (see also application class discussion in the preceding chapter). As 
opposed to services, these threads are locally executed and need to share a major amount of data 
with the main thread. The developer generally assumes that the machine exposes a shared memory 
and sufficient resources to this end, which will be assumed here, too. 

Monolithic operating systems need only one instance in a multi-core environment, provided that a 
single core acts as the main boot-up instance and that no other machine boundaries are introduced 
that would necessitate a second OS. This means however that all concurrently running threads will 
try to access functionalities (i.e., code space) from one and the same OS environment. Typically, the 
threads will hardly ever access the same functionality at the same time, due to the heterogeneity of 
the threads, so that no access conflicts occur. Nonetheless, this means that the impact of the cache 
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misses is multiplied and that a central instance must serve all needs, thus restricting the setup in 
the first instance. 

Further to this, the developer will expect that the execution environment is build up on a shared 
memory architecture. In all other cases, explicit mechanisms for data exchange would have to be 
employed that are generally not provided by the operating system. What is more, the existing 
frameworks all are typically dedicated to a specific type of communication, exposing different APIs, 
which makes it difficult for the developer to generate one common application. 

As noted, the Modular Operating System architecture decreases the overhead for the thread 
instantiation and function invocation given low diversity of the calls. Even though the application as 
a whole may expose a high diversity in system operations to be supported, the individual threads 
are highly specialised and exhibit only low diversity. Depending on the concrete type of application, 
even the main thread may exhibit low diversity (cf. below). Given this reduced diversity, ModOS will 
generate considerably less cache misses, unless the threads themselves generate / use too much 
data. 

What is more, the modular approach allows for easy access to the shared memory without having 
to cater for different communication protocols, even if the setup demands diverse protocols (see 
below). This improves programmability considerably.  

Conclusions. The setup exhibits considerable performance increments over the pure service-based 
approach, since the improvements are multiplied by the number of threads in use. However, the 
overall impact is only comparatively little, as these types of applications are generally only indirectly 
performance driven. The calculation intensive tasks of these applications are generally 
comparatively easy, so that most of the overhead is really generated by the amount of data, 
respectively the general thread overhead. The modular approach makes small threads considerably 
more efficient, and therefore more worthwhile, though. 

vi) Homogeneous Multi-Threaded Applications (4) 

The preceding elaborations have clearly shown that individual, dedicated threads can clearly benefit 
from the reduced overhead of the ModOS architecture. It frees cache space for the actual thread 
execution, not overloading the space constantly with unnecessary OS functionalities not required 
by the respective thread. It can therefore be assumed that applications with a large amount of 
similar, dedicated threads fare best with the modular OS capabilities: 

It has been elaborated multiple times above how monolithic operating systems behave when 
executing a simple, dedicated thread with a low grade of diversity and a low degree of dependency 
towards the OS: due to the internal dependencies, the cache pages will be constantly overloaded 
with different parts of the OS, without adding much to the actual functionality. If the number of 
threads is smaller than the number of cores, one single instance of the OS will deal with the 
execution of the threads. Since the threads are essentially identical, there is a high chance of two 
threads requesting the same operation at the same time. With the non-message-based, locking 
access this creates immediate bottlenecks which stall all involved threads equally. This would be no 
problem, if the according functionality could reside in cache, which however conflicts with the 
internal degree of dependency in the OS. 

If the number of threads exceeds the available cores in a single processor, the operating system 
automatically needs to involve additional processors. As has been explained already, the OS 
necessitates that each processor hosts an instance of the operating system to enable 
communication, handle the threads etc. Implicitly, the operating system is not “aware” of the 
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remote instances and cannot directly handle them, which means that the developer, or the 
framework used needs to provide additional means to control the threads and to share data 
between the instances – typically through explicit send / receive, such as provided by MPI. Since the 
mechanisms within the processor differ from the ones between processors, this adds an additional 
burden on the developer / framework to handle the different modes of communication, respectively 
data exchange. 

As opposed to this, the Modular Operating System provides modules that expose a low degree of 
internal dependencies, so that they generally fit into the cache space without creating too many 
cache misses for the rest of the code. This reduces the risk of the threads having to access the same 
code page at the same time significantly. Since furthermore the system calls can be enqueued, the 
developer can principally make use of asynchronous invocations, thus stalling the execution less 
than in the monolithic case, but this depends on the capabilities of the developer (Baumann et al., 
2009).  

Due to the organisation of the Modular Operating System, there is no need for a full OS instance in 
remote processors, only the modules for instantiating threads and supporting execution are 
necessary to enable distributed execution even across processor boundaries (cf. parts [B] and [C]). 
This has little direct effect, except for the reduced load on RAM due to the reduced size. Major 
impact is however created by the fact that the local instances expose the same communication and 
memory access interfaces, than remote ones – in other words, the developer can access remote 
and local memory using the same mechanisms without having to explicitly deal with different 
communication means. Since again messages can be used even for memory access, the according 
invocations may be performed asynchronously, allowing for prefetching of data.  

Conclusions. ModOS reduces the load on the resource considerably and reduces the chance of 
cache misses in dedicated threads. What is more, it avoids the increasing risk of bottleneck arising 
from monolithic operating systems with high internal dependencies. This benefit multiplies with the 
number of threads executed by the application, so that in large scale homogeneous applications the 
advantage builds up considerably. Further to this, by incorporating communication and control into 
the OS itself, not only programming becomes easier, but more importantly, dedicated memory 
consistency mechanisms can be employed right at OS level, thus improving performance even 
further. For example, the OS can maintain local copies and update them with the main memory in 
the background at dedicated intervals, thus reducing the performance impact of send/receive 
mechanisms even further. 

vii) Dynamic (Heterogeneous) Multi-Threaded Applications (5) 

Not always is the setup as predictable as in homogeneous multi-threaded applications, where 
essentially all thread instances are pre-determined by the application, simply by explicitly creating 
them at specific points in time. Classical operating systems can employ thread pools in such cases, 
which are essentially pre-instantiated threads, so that the instantiation time has little to no effect 
on execution time. However, in the more dynamic case, the number (and location) of instances are 
unknown in advance and depend on environmental conditions, such as input data or even user 
interactions. 

As mentioned, the monolithic operating systems treat every thread instantiation essentially as the 
creation of a completely new environment including all linkage and context, including the virtual 
operations for the operating system. This makes individual threads (or processes) highly stable and 
independent in themselves, yet at the same time establishes way more functionalities than 
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necessary by dedicated threads. In other words, whilst this behaviour may be ideal for threads that 
expose a high degree of dependency into the OS, it creates unnecessary overhead for dedicated 
threads (Oechslein et al., 2011; Tol, 2011). In general, pre-instantiation of the thread through 
thread-pools reduces this time but does not cater for the degree of dynamicity necessary here. 

Further to this, the same effects hold true for this type of threads, as they do in the homogeneous 
case above (4). 

ModOS reduces the overhead for instantiation considerably since it essentially creates no context 
besides for the directly relevant components. The actual deployment model thereby allows for 
enough flexibility that the context is either not necessary at all (all remote access), is instantiated 
on the fly (with first access) or created in the background and instantiation time. In either case, the 
context is a minimum of the one in classical operating systems, therefore reducing instantiation 
time significantly. 

Conclusions. The modular approach reduces the instantiation overhead and thus time considerably, 
thus leading to faster and less resource-hungry creation of new threads. This not only has the effect 
that dynamic large-scale applications can be realised more effectively, but also that the scalability 
of classical HPC applications can be increased considerably: 

For threads to be beneficial for parallel execution, their complete overhead, including instantiation, 
memory access, communication etc., must be considerably larger than the execution time it takes 
away from the main thread. In other words, if instantiation etc. takes longer than execution in local 
sequential mode, the parallelisation only creates performance loss. This is the reason why the 
developer must carefully consider when to e.g., unroll a loop, since its operation body may be too 
small to counter the effect of thread handling. 

With the modular approach, all the according times are reduced considerably, so that even smaller 
operational bodies can be encapsulated in threads. Unfortunately, this document cannot provide 
concrete figures, due to the lack of a concrete application, but the factor is estimated at around 10-
100 just for this overhead, meaning that thread bodies a tenth their size can be parallelised.  

Result 

In this section we investigated the benefits of the software architecture of a Modular Operating 
System. It has been shown that the modular approach fares best for large scale and ideally dynamic 
environments.  

2. Complexity Analysis 

Whereas the structural analysis helps in identifying architectural problems, regarding potential 
bottlenecks and the potential for creating cache misses by too many code references. Within this 
chapter, the complexity of the algorithms and data involved will be examined in more detail to 
provide an indicator of the actual resource requirements per module, respectively for the full 
deployment. The two main questions to be asked therefore are (1) how much computing power it 
will require and (2) how much space will (a) the code and (b) the data occupy in memory. 

In combination with the structural assessment, in particular the likelihood to produce a cache miss, 
the actual performance impact can be estimated, thus giving further indications for the actual 
performance gain (respectively loss) of the proposed approach.  
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i) Functional Complexity 

The functional complexity provides an indicator for the actual work the processor must execute to 
perform the requested task(s). For best performance, the complexity should be as linear to the data 
scale as possible, i.e., order of complexity n O(n). The higher this order, the less frequent this task 
should be called to reduce its potential impact.  

Since the order of complexity is algorithm-dependent, it makes most sense to first examine the 
individual modules and their functions, before drawing conclusions for the operating system as a 
whole: 

Memory Maintenance 
The memory maintenance unit is required whenever new objects or data structures need to be 
instantiated. Its primary functions are therefore (a) reservation of memory and (b) freeing reserved 
memory – the functions in themselves are fairly simple (cf. below), yet the complexity arises from 
the fact that a knowledge hierarchy needs to be maintained to ensure availability from every 
location in the infrastructure. Along that line, (c) updates in the memory layout potentially need to 
be registered, if not all instances can be maintained. The full algorithmic details can be found in 
chapter [C]I. 

Reserving Memory is designated by 3 primary tasks: 1 identification of the storage space, 2 its 
reservation, and 3 updating the memory table over all instances, depending on the type of 
consistency management employed. Obviously, the complexity of reservation is simply O(c) and not 
worth further elaboration. It is also obvious that the complexity of both the storage identification 
and the memory table update is determined by the number of instances it must interact with rather 
than the complexity of the algorithm itself. Both algorithms thereby behave like parallel tree 
traversals, as the request is forwarded to the next units rather than maintained locally. Storage 
search thereby must execute synchronously, since the reservation cannot continue without the 
response – as opposed to that, updating the memory can occur in background and does not stall 
further execution. Complex storage search was considered optional and should ideally be 
constrained to a response time that is proportional to the expected response time from that storage 
and can therefore also be denoted with O(c). Finally, since the analysis is only interested in the 
complexity for the response time and stress on local memory, the complexity for the table update, 
due to its asynchronicity is also O(c). The total complexity can therefore be denoted O(c) in terms of 
execution time. 

Freeing reserved memory behaves comparable to its reservation in terms of tasks and their 
duration (complexity). The main problem relates to whether the asynchronicity of the updating 
process (cf. above) may not conflict with potential access attempts occurring at the same time. 
Obviously, this would relate to bad programming, or at least seriously bad scheduling: in principle, 
all memory should stay available until it was made sure that it not required anymore. Since, however, 
access attempts will have to be routed to the hosting storage first anyway, the conflict can be 
handled by the memory access manager of the respective storage, even if the access manager of 
the requesting unit still assumes its existence. The total complexity is therefore O(c) in this case, too. 

Updating the memory table can generally be executed asynchronously to the requesting task(s) as 
elaborated above, so that the complexity of the task generally plays no role. Since an update may 
not only consist in reserving or freeing memory, but also in changing the physical endpoint, all tables 
should generally be changed, i.e., no time-out should delimit the depth of the updating process. If 
all instances hosting the data are updated, however, no actual access problems will arise (cf. part 
C). The total complexity is therefore defined by the number of hierarchical levels, which is a fraction 
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of the total number of resources, meaning O(c*n) with c<1, and n being the number of resources in 
the infrastructure, i.e., O(n). However, since invocation is asynchronous, it only contributes with 
O(c) to the execution time. 

Conclusions. The effective complexity of the Memory Maintenance module can therefore be 
denoted as O(c). 

Memory Access Manager 
The memory access manager deals primarily with providing a means for (a) reading from and (b) 
writing to the memory reserved through the Memory Maintenance unit. This can obviously occur 
synchronously or (c) asynchronously through some fetch and write back mechanism. Since the 
memory locations are all virtual, the unit must furthermore provide some means to (d) resolve a 
virtual location.  

Resolving the location of the virtual address principally means “just” reading the physical address 
from the local memory lookup table. In general, this has therefore a complexity of O(n) to find the 
right data from n entries. However, the entry may not exist, or the endpoint may not be accurate 
(anymore) – in this case, the request must be forwarded to the next known endpoint, respectively 
the next higher-level instance. This means that in the worst case the search must be continued for 
every resource instance, i.e., in the most unlikely situation this adds up to O(n*m) with n being the 
size of the memory table and m the number of resources, i.e., class of O(n^2). 

Reading from, or in fact Writing to virtual memory consists essentially in the attempt to resolve the 
location, followed by the actual access to the respective storage space, including the serialisation 
and communication of the content. Read and write thereby essentially just represents different 
“directions” of these actions, i.e., from storage to requester, respectively the other way round. 
Access to memory itself is thereby the same in the modular as in the monolithic case, so it can be 
disregarded. Finally, serialisation and communication take time according to the size of the data, 
i.e., O(n). This leaves a total worst-case complexity of O(n^2) and best case O(n). It is worth noting 
that no common distributed memory mechanism exists to which this figure can be compared – 
instead, it is typically left up to the developer to cater for the appropriate mechanisms. The only real 
exception being PGAS based languages, which translate the distributed memory access into send 
and receive interactions, but they expect the endpoints to be known, i.e., static, which relates to 
the best case O(n) scenario. 

Asynchronous read and write (fetch and write back) adds no further complexity to normal read and 
write – callback points must be registered to be reachable, so that the complexity for this adds only 
O(c). Due to its nature, though, fetch and write back are asynchronous and thus in the best case do 
not stall main execution. 

Conclusions. Memory Access complexity is primarily defined by the complexity of the mechanisms 
for consistency maintenance and the layout of instances in the infrastructure, i.e., by the depth of 
thread-levels (classical thread libraries allow only a depth of 1), and the degree in which the data 
must be maintained consistent by the operating system (as opposed to the application itself). Thus, 
the complexity can range from O(n) in the typical use case to O(n^2) in the worst case, where all 
management is completely left to the operating system and the application structure is highly 
complicated.  

Thread Maintenance 
Maintaining the processes or threads is at the core of the operating system’s tasks to get an 
application running in the first instance. Essentially it consists of the capabilities to (a) create and 
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(b) destroy threads, respectively processes. Classical methods such as POSIX generally foresee that 
a thread is started with its creation – however, more modern approaches generally assume that the 
developer can manually (c) start and stop threads. For perfect usage, the threads / processes should 
also (d) expose information about their state. 

Creating a new thread is performed by first identifying a free resource (potentially according to pre-
defined specifications) and then reserving in that resource sufficient memory space for holding the 
thread and uploading it there. In a last step, the thread is registered with a reference to the new 
memory instance. Therefore, thread creation behaves very much like memory maintenance (see 
above). Again, the major complexity is defined by searching the appropriate resource and updating 
the entries. With the resources being registered centrally (see Resource Manager), resource 
identification time, too, is linear O(c). Due to the circumstances here, memory reservation must be 
concluded before the operation can proceed, but it does not matter whether all entries have been 
updated (see Memory Maintenance). Similarly, updating the process entries can occur in the 
background. Since the memory location is automatically known due to instantiation, memory access 
reduces to complexity O(n) where n is the size (length) of the code. This leaves the core complexity 
at O(n). 

Similarly, destruction of a thread is closely related to freeing reserved memory: essentially, only the 
process / thread instance must be removed, respectively annotated accordingly in the process 
lookup table for the threads being formally destroyed. This involves updating all process table 
instance, as well as all memory table instances in the infrastructure, i.e., O(n), respectively O(n^2) 
in the worst case – however, this process can occur asynchronously. For the resource being available 
again, the code content should be removed from the hosting environment, which means O(n) in 
terms of complexity – once again, asynchronously though. Considering the asynchronicity of the 
tasks, this leaves a base complexity of O(c). 

 

Figure D.12: Overhead for OpenMP thread-pool creation. (Bull et al., 2012). 

In standard Linux, thread creation and destruction take around 100.000 cycles respectively, due to 
the overhead for setting up the Process Control Block. As opposed to that, our reference 
implementation MyThOS takes around 5.000 CPU cycles for creation and 10.000 cycles for 



193 | P a g e  
 

destruction, due to the reduced overhead for data management and the simplified process table 
maintenance – see section iii) for more details. 

What is even more important, any thread in MyThOS is by default part of a thread-pool without any 
additional overhead. In comparison, OpenMP’s overhead grows polynomial with the number of 
threads in the pool (Figure D.12). 

Starting and stopping threads consists essentially just in sending a flag to the respective entry, that 
it should adjust the program counter accordingly, which is plain O(c). However, with respect to 
assessing the state of the processes / threads (see below), status changes need to be communicated 
to all instances of the process lookup table, which is of complexity order < O(n^2) as elaborated 
multiple times and can be executed asynchronously. 

Concretely, starting and stopping threads equivalates to a context switch of the processor, as the 
execution will return to the operating system. Standard Linux will take around 50.000 CPU cycles (cf. 
section [A]I.1.ii). Though the switching time for MyThOS has not been measured, it is only slightly 
below that at around 10.000 CPU cycles – this is mostly because MyThOS, for security reasons, does 
not execute processes in kernel, but in user mode leading to additional CPU time. 

Querying the state is essentially nothing but a lookup in the (next) process table in which that entry 
is registered. Typically, this means O(n) with n being the number of entries in the table. Due to 
distribution and parallel execution, it cannot be guaranteed that the state in one table is necessarily 
the most up to date one, so it depends on the context whether the requester requires the real 
current state, in which case it will have to query all entries to find the one with the highest time 
stamp, leading to O(n^2).  

Conclusions. Process maintenance is very much like memory maintenance in terms of complexity 
and thus timing, though it adds aspects from memory access to actually transfer the code. In 
addition, process maintenance requires mechanisms for state updating – this does not change the 
overall complexity though. Just like with memory access, the upper complexity boundary is O(n^2) 
for the worst case and O(n) for the typical case. The reference implementation shows a speed-up of 
at least factor 10. 

Communication Support 
Communication is a core supporting capability that potentially underlies any invocation in the OS / 
application. Its complexity is crucial for the overall execution performance since its frequency of 
usage is accordingly high. Even though the core functionality consists of “only” (b) sending and 
receiving messages, to this end, however, it is necessary that (a) endpoints are resolved and that 
potentially messages are (c) routed or forwarded to compensate dynamicity in the infrastructure.  

Resolving an endpoint means nothing more than querying the local / nearest process lookup table 
for the last known physical address of the process id in question, i.e., O(n) with n representing the 
number of entries.  

Sending messages is a multi-phase process, starting with identification of the (theoretical) endpoint, 
then serialising the message body, sending it over the net and there storing it in a queue until it is 
fetched again with reception (see below). Once the endpoint has been resolved (see above), the 
communication data must be serialised – O(n) with n the size of the data – and communicated over 
whichever interconnect exists between source and destination (O(n)). Communication itself is by 
default asynchronous, though. At reception side the message will be stored in the queue. This leaves 
a total complexity of O(n). 
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As opposed to this, receiving is straight forward, and consists in nothing else but fetching the 
message from the queue and deserializing it (O(n)). This does not involve the time for waiting though 
if the message is not yet enqueued.  

Not in all cases is the identified endpoint correct though (cf. sections [C]I.4 and [C]I.5). This means 
that the message potentially must be forwarded to another endpoint, i.e., routed:  

Routing a message means essentially just receiving the message and then sending it again to 
another endpoint, according to the hierarchical setup of the OS instances. Most of the complexity 
is thereby not defined by sending (O(n)) or reception of the message, but obviously by the depth of 
the route. Since the maximum route (assuming no circular pointers) is equal to the number of 
resources in the infrastructure, the upper boundary of the complexity is O(n*m) with m being the 
number of resources, or O(n^2) in general. 

Conclusions. The average complexity of sending a message ranks at O(n) which is no different from 
standard communication mechanisms. This means that the complexity increases by factor n against 
the monolithic case. However, if the additional communication overhead for coordinating multiple 
monolithic instances is taken into consideration, the “monolithic complexity” increases by a factor 
c*n where c denotes the coordination overhead and in the control message size, which foremost 
belongs into the same order of complexity. As Baumann (2009) has shown, the message-based 
approach can fare even better than the classical approach, given a large scale of resources. 

Resource Identification 
Resource identification in its simplest form means nothing else but that sufficient information about 
the available resources is accessible for the respective OS modules, so that the access paths to the 
right resources are known. With a predefined deployment, this is not even be necessary either. If 
no two operating systems (and applications) share the infrastructure space, the resource 
information is thus always correct.  

The main important tasks are therefore less registration and updating (which only take place at 
points of changes) but finding a resource. The complexity of this task thereby depends primarily on 
the complexity of the query itself. Notably, and as elaborated in parts bai Baaij (2012), the 
description of a resource can be considerably complex, and the relationship between code 
execution requirements and hardware characteristics is still largely unsolved (Gahvari et al., 2007; 
Kramer, 2012). However, in the context of this work, it is safe to assume here that only simple 
queries, such as to retrieve any free resource. 

Conclusions. Resource identification can take any degree of complexity but in large scale 
environments with minimal heterogeneity, it boils down to simple availability requests over a mostly 
static registration table. Accordingly, the complexity ranges in O(n). Two cases need thereby to be 
distinguished: (1) identification of a potential host for a thread to be deployed, which only takes 
place at the very first thread instantiation time and not at every iteration and (2) retrieval of 
endpoints, such as deployed threads or memory instances etc. Since this means querying a local 
table for an existing entry, this too ranges in order of O(n) just like for traditional monolithic OS. The 
complexity is increased if the endpoint is not locally known and the hierarchical path needs to be 
followed (see Accessing Memory, above) 

Distributed Execution Support 
Distributed execution support does not consist in a module and a set of dedicated functions per se, 
but nonetheless contribute to load on the processing unit and thus to the execution performance. 
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Of particular interest in this context is the impact of operations affecting the program counter, i.e., 
jumps and calls. 

Jumps in ModOS are obviously more complex than in the monolithic local case, since principally any 
jump can leave the local process boundaries and therefore must be executed in a supervised fashion. 
In this context it is assumed here that the responsibility of modularisation resides with the developer, 
i.e., that he can principally also control when a jump leaves the module’s boundary. For example, 
Schubert et al. describe mechanisms for auto-segmentation and how they can be principally 
employed in the modular OS case (2010b). It is thus assumed here that “local” jumps are 
distinguished from “remote” jumps to not increase the execution time too much. For each remote 
jump, the destination first must be resolved (O(n) to O(n^2), cf. above – though easy optimisation 
strategies ensure that the complexity is less for every consecutive jump into the same region), then 
the context hast to be serialised and communicated (O(n)). Notably, remote jumps may reach into 
threads, as this is not prohibited by the OS, thus the state of the according thread may have to 
change from halted to running. Though the total complexity thus can reach O(n^2), it is closer to 
O(c) in the average case, since lookup optimisations exist, and the context has a constant size. 

Calls are much the same as jumps in terms of complexity, with the additional overhead for storing 
the return address and returning to it, rather than remaining remotely. This means effectively, that 
for every call, two jumps must be executed and that accordingly, complexity increases by the 
(constant) factor 2. More interesting is however the impact on memory for keeping the call stack – 
this will be elaborated in the section on data complexity below. 

Conclusions. In effect, jumps and calls perform worse than their monolithic counterpart, simply 
because they are essentially “managed”. As noted, this applies only to remote jumps / calls though, 
as local ones can still be executed as before. To execute remote jumps in classical operating systems 
requires an explicit communication mechanism, which in turn is used to communicate the request 
and then execute it separately – this is not only more complicated but involves more steps than the 
proposed mechanism, though ranging in the same order of complexity.  

ii) Data Complexity 

Next to computing complexity, data complexity has the second most impact on the OS performance, 
as it contributes to the cache misses in the individual cores: once the local data for the OS competes 
with the code and its execution, the performance starts to decrease. Obviously, the concrete impact 
of the data complexity depends on  

a) Whether such a competition exists in the first place, i.e., whether the data hosting resource 
is not dedicated only to the respective OS task, without having to cater for the application’s 
execution 

b) The number of invocations of the respective and therefore the chance of it creating cache 
conflicts in the first instance, i.e., the degree of dependency between the thread / process 
and the respective data table (via the according OS module), and 

c) The distribution and organisation of the data across instances, respectively across 
hierarchical levels. 

The complexity of the data in general provides an indicator as to the likelihood of the respective 
module causing cache misses or storage problems.  

The four primary data instances of use in the operating system are (cf. chapter [B]IV): (1) the 
resource table hosting all resources available in the infrastructure, (2) the memory table in which all 
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memory space instances are registered, (3) the process instance table hosting all registered 
processes and threads in the working environment of the operating system and (4) the call stack. 

Resource Table 
The resource lookup table (cf. Table C.3) in the context of this work is kept minimal, as no specific 
needs for complex queries over the types of resources is foreseen. Implicitly, the description column 
is empty in all cases here. All other entries are static in size leading to a total size of 1*16+1*4+1=21. 
It can be assumed thereby that the “protocol” is essentially just a flag that just switches between 
the available protocols of the respective module’s flavour – it is assumed for now that less than 256 
protocols in total need to be supported. The number of entries is identical to the number of 
resources in the infrastructure, and thus, in a typical large-scale cluster, can reach a few million. The 
table could be adapted to merge all common resources into a single description with a counter, thus 
reducing the size considerably.  

With one million entries, even only 21 bytes create major chances for cache misses if all entries 
must reside in cache. To further reduce size, the individual instances could only host the entries that 
are of direct relevance for its queries. As discussed in section [C]I.4, this is in line with one potential 
adaptation mechanism, where failure in retrieving a value leads to escalation and updating of the 
respective entries. In this case, the number of entries is identical to the number of direct 
communication neighbours. For more complex relationships, it is however suggested to host the 
table on a dedicated resource. 

Memory Table 
The memory lookup table (see Table C.1) consists primarily of 4 entries, three of which are of 
constant size 16 or 4, respectively. The more complex entries relating to the actual physical location 
(“Location IDs”) host a potentially unlimited array of endpoints hosting the respective virtual 
memory addresses – the number is however constrained by the number of resources in the 
infrastructure as an absolute maximum and will typically be considerably lower, in accordance with 
the consistency mechanism employed. In the reference scenarios depicted here, this array size will 
be generally 1. The complexity of each entry lies therefore in the range of 3*4+1*16=28 bytes in 
general.  

The number of entries obviously depends on the number of object instances in the according 
application and is therefore not proportional to the data space used by the application but is only 
fraction of it instead. The number of instances in use depends on the programmers’ approach to 
handling space and can range from a single large array to any number of instances hosted in an array 
itself. In the context of ModOS, it is recommended to use a single array with serialised object 
instances and flexible pointers, rather than a large number of instances, to keep the lookup table 
small. Obviously, the compiler can take part of the according translation too. This leaves a thread 
with 10 unique objects with 10*28 bytes assigned to the memory table, which means 280/64 = ~5 
cache blocks in L1 cache (out of typical 128 for 8kB L1 cache).  

The chance of missing the cache is thus considerably low, depending on the cache blocks used for 
main code and data. Obviously, the less entries, the better. 

Process Table 
The process lookup table (Table C.2) hosts 4 entries of static size, thus taking up 1*16+2*4+1 = 25 
bytes for every single entry. Obviously, it must host an entry for all processes (and thus threads) of 
the application. In case of a large-scale application with multiple hundreds of thousands of threads, 
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this leads to a table size of multiple Megabytes in total for all entries (!). Notably, this is no different 
from any monolithic implementation which needs to maintain all entries, too.  

Obviously, this exceeds the L1 cache size by far – however, the full table will NOT be maintained by 
all nodes in the infrastructure, let alone by all threads. Due to the hierarchical structure, only higher-
level process instances will have to maintain the information of all lower-level instances and even 
this can principally be arranged better (e.g., by introducing multiple levels of hierarchy etc.). With 
every level of hierarchy introduced however, the degree of indirection for communication is 
increased by one, i.e., a message exchange between the two instances needs to take one further 
hop, thus increasing the communication delay. On the other hand, unused instances will just occupy 
space in memory, even if the according page is not necessarily called, but the risk for cache miss is 
increased.  

A potentially mixed approach would update the process table with every time that the process 
instance resolution fails, i.e., must be escalated. In a highly complicated environment where all 
threads talk with all other threads, this is however hardly sensible. In effect this means that the right 
performance cut-off between number of instances in the local process table (and thus cache misses 
and complexity of query) and level of indirection for communication must be found. 

In the reference scenarios used here, it can be generally assumed that the thread-local process 
tables only need to maintain a single entry, namely that of the higher-level process manager. 
Accordingly, potential communication with other instances is slower, but most communication in 
these scenarios takes place with the main central instance anyway. Accordingly, the impact per each 
thread is minimal and the table size limited to less than 64 bytes, i.e., a single cache page. 

Jump / Call Stack 
The final data space is made up by the execution support’s jump, respectively call table, which stores 
the return addresses for the individual call routines. An individual return address takes up only Int32 
= 4 bytes size, so that the entries in the stack are generally small. Principally this would mean that 
the table size is restricted to 4 bytes, since the call will delete the entry upon return. However, the 
same routine may be called multiple times from different locations, without necessarily having 
concluded operation of the called function yet (e.g., if another jump within the call leaves the thread 
resource). Accordingly, the call stack may grow with additional calls. Obviously, the number of calls 
to a specific process instance is primarily defined by the application and the deployment of its 
modules. Since ModOS foresees no explicit replication of code or data, this is automatically the case 
when a single module instance provides the necessary functionality – in other words, the respective 
functionality is an execution bottleneck by design.  

In principle, the call stack can thus reach an infinite size, e.g., through a recursive invocation without 
boundary, i.e., a bug. This should not be considered the normal behaviour though and ideally the 
developer prevents such behaviour from the start, so that e.g., threads only call functions within 
their own instance etc. In such cases, the size of the stack will be restricted to a few bytes. 

iii) Indicative Results: Thread Maintenance 

As discussed, it was not possible to realise an implementation of the Modular Operating System that 
would provide meaningful insight into the performance of the OS design (and that only for the given 
platforms). Within the MyThOS project (section iii), an initial implementation for a very restricted 
destination resource and functional set is being approached. At the time of writing this, an initial 
bootable kernel with the essential functionalities for assigning memory and creating and calling 
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threads had been realised. The following results are made available thanks to Vladimir Nikolov and 
Stefan Bonfert working under my supervision at the University of Ulm.  

Monolithic Operating Systems: Linux 
The pthread library is the most low-level and most widely used support for thread management. 
Almost all parallelisation tools and libraries, such as OpenMP, build up on this library. pthreads offer 
little else but creating, starting, stopping, and destroying threads, as well as basic synchronisation 
barriers, but this is sufficient for most HPC applications and therefore close to the model proposed 
by this thesis. Accordingly, pthreads is the best comparison basis for evaluation purposes. 

Thread instantiation with pthreads is relatively costly and ranges in the area of multiple 10.000 
processor cycles (cf. Figure D.13), as also observed by Oechslein et al. (2011) and van Tol (2011), or 
on the Intel Xeon Phi processor, hundreds of µseconds (cf. Figure D.14). Two specific observations 
will be made with pthreads 

1. pthreads scale very well, adding only little additional overhead as the number of threads 
created increases. 

2. Creation of the very first thread is most expensive, as the process environment needs to be 
configured for threading first. 

With respect to scalability (1) it must be noted however that the statement only holds true for 
shared memory systems, in which a single processing unit hosts the operating system instance and 
just creates multiple instances of the thread in memory, assigned to different cores. In a multi-
processor environment, where the main instance would have to communicate with all other 
instances to trigger thread creation there. Though some degree of concurrency can be used, the 
instantiation time would start to increase with number of threads due to (a) communication and (b) 
multiple “first thread instantiation” overheads. 

 

Figure D.13: pthread creation time  for different and numbers of threads (x-axis). The 
vertical axis denotes the number of clock cycles required for creating the given number of 

threads [source: Daniel Rubio Bonilla, with permission]. 

Modular Operating Systems 
The Modular Operating System proposed by this thesis takes a slightly different approach towards 
dealing with threads in the first instance: it assumes that the base thread handling functionality is 
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already pre-instantiated and that the thread is essentially just loaded as a process onto this thread 
management ability. This also includes the necessary linkage and mapping to system calls. In the 
MyThOS project (cf. section iii)) this environment is called the thread’s “execution context”. 

Since the execution capability is already available on the destination core, the same capability can 
be used for multiple threads, meaning that the destruction and creation of new threads will never 
require complete reconfiguration of the core and therefore not lead to an increase in instantiation 
time at a second round. Since furthermore, memory management is way more straight-forward in 
the modular approach, it is to be expected that the instantiation time is considerably smaller (cf. 
above). 

 

Figure D.14: time it takes for creating and calling threads: (1) MyThOS create & call 
(green); (2) MyThOS create, call & delete (red); and (3) Linux pthread create & join (blue) 

[source: Stefan Bonfert, with permission]. 

As can be seen from Figure D.14, this expectation is completely fulfilled: where Linux took around 
400 µs for instantiation and creation, the modular approach (here MyThOS) takes less than 40 µs – 
that is a speed-up of more than factor 10! However, the evaluation measures the whole lifecycle of 
a thread, i.e., including creation and destruction of the execution context or thread environment. 
Since this environment can be reused, the actual, pure thread creation and instantiation time is 
closer to 17 µs according to preliminary measurements – that is a speed-up of more than 20 over 
pthread! 

The red line(s) reflects the time for thread creation and destruction, which seems to increase linearly 
with the number of threads. This turned out to be a memory de-allocation bug which was later fixed 
and now shows the same constant time behaviour independent of the number of threads, as 
creation alone does. This is because in MyThOS, memory does not actually need to be freed, but 
just de-allocated. This example proves to show that even under the reduced circumstances of a 
Modular Operating Systems, development of an OS is still very error prone and difficult. 

The test was run on a Xeon Phi, which is also a shared memory machine – therefore, just like in the 
Linux reference case, no communication overhead is visible in the measurements. 

It will be noted, just like with pthreads, the execution time is independent from the numbers of 
threads to be instantiated. Also, just like in the Linux case, the very first instantiation creates a 
slightly larger overhead, around 80 µs - that is still more than factor 8 faster than pthreads. 
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As was noted above, these figures can only serve as indicators for the performance and capabilities 
of ModOS. However, they clearly show that the principle of complexity reduction can lead to a 
significant boost in performance in general. 

3. Summary: Indicative Evaluation Results 

Considering the degree of dependencies and the complexity of the individual modules, the impact 
on performance is considerably low in the Modular OS architecture. This is mainly because the 
modules are organised as minimal as possible and the linkage between the modules is weak. In 
other words, the operating system creates very little additional overhead to the pure execution of 
the threads in a single-task fashion – very much like classical Disk Operating Systems.  

In a (physically isolated) HPC context, security and reliable execution of instable code is secondary 
to performance. In these environments, processes can effectively be executed on the same level as 
the operating system, making them closer to the hardware and reduce switching cost. This however 
necessitates a reorganisation of the OS and the way of interacting with it as demonstrated in this 
thesis. At the same time, this puts additional stress on the developer. The modular approach only 
removes the responsibility of all the tasks from the developer that he cannot handle himself 
(without writing an operating system).  

This makes the approach valid for developers with strong expertise in embedded and parallel 
programming. In general, it can be said that the types of programs that benefit most from the 
modular OS, are those that require very little operating system support in the first instance. 

This is typically true for mathematical and otherwise dedicated threads or tasks, such as are 
particularly used in large-scale High Performance Computing applications. This makes ModOS a 
particular candidate for large scale homogeneous multi-threaded applications. 

Effectively this means that more and more work bodies must be moved to cores without having a 
means to compensate the effect of the memory walls – in other words, the data space cannot be 
increased considerably anymore, though enough problem areas would remain. With the memory 
wall problem remaining unchanged, one further reason limiting parallelism consists in the overhead 
surrounding threads, so that it is not worth generating threads with small worker bodies, as the 
overhead would exceed the execution time and thus have a negative impact on performance. With 
the modular approach, however, this limit can be reduced further, as the overhead for creation of 
threads is reduced considerably. 
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IV. CONCLUSIONS 

“All generalizations are false, including this one.” 

Mark Twain 

The principles elaborated in this work aim primarily towards multi-threaded, specialized 
applications in dedicated High Performance Computing Infrastructures. As opposed to that, 
traditional operating systems are geared towards generalization (of infrastructure and application) 
and thus provide a complete environment not only for the application, but also for all associated 
threads and processes. The primary principle behind ModOS rests on the fact that in the HPC domain, 
the application and in particular the individual threads are typically highly specialized: they perform 
only a set of special operations (typically in multiple iterations), and they only have very limited 
requirements towards the supporting operating system. On the other hand, they are frequently 
optimized towards the platform they run on. In other words, they do not profit from the 
generalization offered by the OS – in fact, as has been shown by this document, this generalization 
can create serious performance degradations. 

The concepts developed in this work allow in principle to provide highly specialized, low-impact 
operating support to such types of applications. These concepts are thereby not necessarily 
constrained to HPC applications, even though, as has been shown in the preceding document 
section, general purpose applications will generally not benefit from the specific capabilities 
provided. And whilst they will not necessarily degrade in performance, the concepts will 
nonetheless necessitate higher development effort from the programmer – not only because the 
proposed operating system’s API deviates slightly from comparable libraries, but also because the 
exposed capabilities are implicitly way more low level than in traditional cases. In general, this 
constraint has least impact in the HPC domain, where additional effort is always justified, if 
performance can be increased this way. 

Bearing everything we have discussed so far in mind, we can thus derive the following key 
characteristics which ModOS supports best in an application – potential usage scenarios beyond 
HPC are discussed by Assel et al. (2011) and Schubert et al.(2010b). 

Single task / single resource 
One of the primary characteristics of the proposed operating system consists therein that it has no 
support for multiple task execution. Though this may seem contradictory with decades of OS 
development, the point is that this capability is a considerable hindrance and not in line with modern 
multi-core development anymore. A (local) OS instance is thus only responsible for managing a 
single task (thread / process) on a single resource (processing unit). This means primarily that the 
according thread is not interrupted by other processes, with potential exception of the operating 
system. The OS however acts on the same execution level as the thread and therefore creates only 
minimal context switch overhead. 
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Specialized  
The modular approach provides a minimal execution environment for a thread, process, or task. 
Implicitly it assumes that the respective thread only poses minimal requirements towards the 
operating system in the first instance. This is for example true for highly parallelized HPC application, 
where typically each thread fulfils only a very specialized task of the full application. As opposed to 
that, applications that basically offload parts of the generic application behaviour into threads, to 
basically execute multiple instances at the same time will create so many different OS requests that 
the benefits created by the proposed approach will be countered by the application’s behaviour, 
which is thus like usage of a monolithic operating system. 

Many threads 
The architecture is designed to create as little OS overhead or dependencies as possible. 
Dependencies are primarily introduced by the application specifics (such as shared memory) or by 
overly complicated deployments (e.g., unnecessary replication of instances). Thus, the approach is 
as well suited for large scale applications, as the algorithm is in the first instance – in other words, 
it should reduce scalability of the application only minimally.  

Small load threads 
Creation and instantiation of (new) threads is considerably faster with the proposed approach, due 
to the orientation towards specialized tasks and the minimization of the (local) OS instances. 
Implicitly, the overhead to load ratio decreases, too, thus supporting threads with smaller loads, 
respectively more dynamic usage. This way, for example loops with smaller operation bodies can be 
unrolled more, or unpredictable branches can be handled more efficiently. 

No managed execution 
The proposed approach offers principally only the minimal set of functionalities necessary to 
execute the desired functionalities. This means implicitly, that no additional functionalities are 
offered to compensate for potential user errors (such as memory leaks) or to reduce the potential 
of conflicts between multiple concurrent applications. Remember in this context that the proposed 
operating system is primarily geared towards single-task execution. 

Low-level code  
Due to the specialization of the tasks and reduced support from the operating system side in the 
first instance, code must be developed close to the hardware in the first instance. Even though the 
OS offers abstraction from the hardware, the primary control operations it exposes are close to 
assembly instructions, i.e., low-level access to hardware features. This means primarily that 
application code must be almost “native” in the first instance, though not necessarily specialized 
towards the destination platform. Note once again that further abstraction mechanisms may be 
added to the OS.  

No security or reliability 
Strongly related to managed execution, the OS also offers no additional support such as reliability, 
security etc. by default, though once again the according functionalities can principally be offered 
through corresponding extension of the existing modules, respectively addition of further modules. 
Whilst these features are increasingly relevant in environments where too many uncontrollable 
factors occur at the same time, they are secondary for HPC applications which execute generally 
under clearly defined conditions. 
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Limited interactivity 
The OS is designed for stand-alone execution of the individual threads, i.e., it supports dependencies 
between threads, but is not designed to cater for external interrupts as main drivers. Again, the 
according functionalities could be added, but many of the core benefits of the OS may thus get lost 
and the resource may be underutilized during the respective waiting times. Alternative scheduling 
mechanisms are elaborated for example by Planas et al. (2009) and Serreli et al. (2010). 

1. Advances over State of the Art 

As already discussed in chapter [A]IV, there have been and still are similar attempts to improving 
the scalability and performance of the operating system (respectively the applications running on 
top of it) – on the one hand by reducing and specializing the operating system, and on the other 
hand by introducing microkernel architecture concepts into the kernel itself.  

Although there has been no directly comparable approach, there have been multiple attempts to 
achieve similar goals, or at least pursue similar concepts. Worth noting here are: XTreemOS, 
Barrelfish, Corey and fOS. Though there are further approaches to microkernels and distributed 
operating systems, these are probably the most representative ones that bear the highest 
similarities with the proposed concept here.  

i) XtreemOS12 

The XtreemOS project, funded by the European Commission incorporated Grid capabilities into a 
derivative of the Linux operating system. XtreemOS builds up on the single system image concept, 
which basically exposes a multi-processor system as a single system with (theoretically) increased 
performance to the user (Buyya et al., 2001; Coulouris et al., 2003) – XtreemOS however does not 
cater for automatic parallelisation, but in particular for load balancing and communication 
maintenance between a set of Grid services.  

Grid services are thereby essentially closely related to tasks in a (distributed) workflow, i.e., they 
expose a distinct in- and output behaviour, and perform isolated, non-dependent operations during 
their execution. Such services typically also have a considerable workload and can thus be 
considered standalone applications in their own rights. These pre-conditions are important for the 
main purpose of the Grid concept, namely, to exploit free resources “on demand”, i.e., whenever 
they are needed. The Grid environment must thus be able to move services between resources and 
trigger their execution. With this movement comes the implicit alteration of the communication 
endpoint(s) and thus the communication protocols. 

As elaborated in part B, Grids are typically realised using a middleware on top of the operating 
system, exposing a common lowest denominator communication mechanism. By incorporating 
these functionalities into the operating system, XtreemOS can improve the performance and 
flexibility of these functionalities considerably (Morin et al., 2009). XtreemOS does not change the 
operating system architecture as such but extends the API towards the developer to offer Grid 
capabilities from ground up. By nature of the Grid, overhead for communication and maintenance 
is neglectable, as it is generally small compared to the actual workload of the individual service. This 
means implicitly, that the load on memory and implicitly the size and organisation of the operating 
system play a secondary role for XtreemOS. 

 
12 https://www.xtreemos.eu  
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Even though designed to move services “on demand” unto different resources within the virtual 
system environment, the XtreemOS approach is not geared towards fast thread instantiation. As 
the framework is already existent in most places, XtreemOS “only” needs to deploy the service 
instance in the according location, including configuration of the environment – whilst this works 
fine on task level, it still imposes the same problems on thread level as traditional monolithic 
operating systems (cf. chapter [A]II). 

Finally, XtreemOS can handle heterogeneity on the level of the workflow tasks, which can principally 
be deployed anywhere and be implemented in any fashion, if it provides interoperable interfaces. 
XtreemOS ensures that the correct protocols and routes are enacted, thus relieving the developer 
of the according procedures. However, XtreemOS cannot handle heterogeneity on any lower level. 
Just like traditional operating systems, it incorporates all functionalities in addition to the integrated 
Grid capabilities. This way XtreemOS is potentially even more difficult to adapt to new 
infrastructures. 

In summary, whilst XtreemOS is well suited for Grid, Cloud, and workflow-like applications, it cannot 
deal with lower-level requirements, such as posed by High Performance Computing, or in fact arising 
from multi-core processors. 

ii) Barrelfish13 

Barrelfish was a collaborative research project by Microsoft Research Cambridge UK) and ETH Zürich 
(CH) aiming at an operating system architecture ready for the growing number of cores in (current 
and future) many-core systems. The approach is taking multi-node HPC concepts to the many-core 
level, by basically treating each individual core as a full processor that hosts its own operating 
system and manages its own environments. To this end, the kernel must be reduced to a minimum, 
a microkernel. Since each core is hosting its own microkernel, Andrew Baumann et al. speak of a 
“multikernel” operating system (2009). 

Essentially, an instance of a multikernel is just a microkernel for nothing but the most essential 
operational control. The main idea is that all instances are completely separated, i.e., share no data 
on the OS level itself, but can communicate with each other using message passing and RPC like 
interactions. To share kernel level information, it therefore must be explicitly identified, 
communicated, and replicated, so that an individual kernel always behaves as if it alone would 
execute the whole application. All communication therefore needs to be explicitly encoded on 
application level. 

Baumann et al. could show that the message passing approach, non-regarding common 
misconception (Lameter, 2007), does indeed not lead to performance degradation, but can even 
improve performance – mostly, because of two reasons: (1) the operating system does not need to 
share so much information, in particular between dedicated application threads, and (2) the model 
can exploit asynchronicity, which is generally constrained in traditional operating systems to 
maintain consistency (kernel-level data sharing). 

Barrelfish, like the approach promoted here, can principally deal with the heterogeneous nature of 
future infrastructures by providing different “flavours” of the same (multi)kernel for different 
platforms. This way, multiple kernels of different flavour can co-exist and still allow the according 
threads to interact with each other. Whilst the Barrelfish approach thus certainly improves 

 
13 https://www.barrelfish.org 
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scalability and provides essential mechanisms to deal with heterogeneity, it still faces problems like 
traditional (monolithic) operating systems, as elaborated in part [A]. 

First, the multikernel is still a full operating system, i.e., it incorporates at least the essential 
functionalities within one instance, even if these are not needed for the individual thread. This 
means that (a) still the full kernel must be adapted for each new infrastructure and (b) the load on 
the processor is still bigger than necessary. The main trick by Barrelfish to reduce the load and stress 
on the processing unit consists in shifting the main responsibilities, such as enactment of the 
communication protocols to the application itself. This means that the problem of heterogeneous 
communication mechanisms is not catered for: in distributed environments with both shared and 
non-shared cache (or memory), the application developer must cater for a mixed communication 
model, such as OpenMP & MPI. Accordingly, the developer also must know the deployment details 
of the destination platform (chapter [A]III). 

Further to this and implicit to the primary architectural principle, the multikernel approach also 
assumes that the hosting processing units are full systems, in the sense that they can execute a full 
operating system, and don not only provide limited capabilities, such as pure GPUs. In other words, 
even though Barrelfish can exploit the specific characteristics of the destination unit and even cater 
for heterogeneity, it still assumes that these units are general purpose. 

iii) Corey14 

The Corey OS was proposed by Boyd-Wickizer et al. aiming specifically at massively parallel 
infrastructures, including multi-core processors (Wickizer et al., 2008). The main idea behind Corey 
consists in the fact that coordinating the multiple kernel instances on the different processors 
creates a lot of overhead due to shared data structures. In other words, as the application processes 
invoke the operating system, they indirectly manipulate data that is shared between the individual 
OS instances and thus generate the need to coordinate the access to this data, lock and update it 
etc.  

This occurs in traditional operating systems, independently of whether the application processes / 
threads share explicit data or not. Such data involves for example process descriptor tables or the 
open file list, as the lists / tables are shared between the instances, no matter whether the actual 
file or processes manipulated by the individual threads is the same or not.  

Boyd-Wickizer et al. therefore propose to remove the contention thread by splitting the tables so 
that individual threads or processes can access and manipulate only the ranges and entries 
necessary for their operation. Rather than explicitly splitting the tables though, Corey provides the 
means that enable the application (i.e., the developer) to take control over how the shared data is 
manipulated and updated.  

More specifically, Corey provides an API that offers the following functionalities: (1) Dynamic 
creation of lookup tables for e.g., file descriptors and specification of how they are shared to reduce 
the degree of contention explicitly. (2) Explicit assignment of address ranges to specific memory 
instances, like the local and global keywords in PGAS. (3) Explicit assignment of cores to specific 
kernel functions and data.  

Corey’s authors could show that the approach can principally reduce the overhead due to 
contention on kernel level data structures (Wickizer et al., 2008). Essentially, Corey moves the 
responsibility of orchestrating the operating system instances from the OS itself to the developer. 

 
14 https://pdos.csail.mit.edu/corey 
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This is in principle like the approach proposed here – as in this work, too, application and operating 
system essentially act on the same level. However, Corey focuses on implicitly shared data, versus 
the modular approach focuses primarily on shared functionalities. The modular approach assumes 
that data contention is already reduced by specialising the kernels to the respective thread’s / 
process’ needs, so that data sharing occurs only where explicitly required by the application.  

As opposed to the modular approach, each Corey kernel instance is essentially still a full operating 
system, though following microkernel principles. The approach can principally be extended further 
following Corey’s suggestions and it would be interesting whether a combination could be achieved, 
though this is clearly outside the scope of this work. 

iv) Factored Operating Systems (fOS)15 

Wentzlaff and Agarwal follow a similar line in the factored OS approach: to reduce contention of 
data structures shared between OS instances, the authors propose to distinguish between 
application and kernel services and to host them accordingly on different cores within a multi-core 
environment.  

Very similar to the modular approach proposed here, the kernel service hosting cores thus process 
requests explicitly issued by the application services (on different cores), much like web servers. To 
avoid bottlenecks, load-balancing strategies are used to distribute the workload evenly between 
cores. This immediately implies that the kernels can essentially replace each other and thus provide 
full (identical) functionalities, and indeed the authors suggest full microkernel architectures per OS 
instance.  

This furthermore implies however that the requests posed to the OS instances are stateless, i.e., 
independent of preceding calls, so that the request can be easily forwarded to another instance. 
This not only improves the load balancing capabilities, but also implies that the requests can be 
processed out of order and that scheduling can be realised implicitly, rather than explicitly 
(Modzelewski et al., 2009).  

This principle obviously makes the approach more suitable for general purpose applications but 
does not address the core issues in large scale computing. Load-balancing mechanisms for message 
handling implies relative nearness to reduce overhead and thus implies a large number of cores, 
rather than processors. Furthermore, the implicit scheduling strategies and the statelessness of the 
requests necessitate either very careful programming by the developer, taking potential jitters into 
account by creating additional blocking mechanisms; or restricts the application scope to specific 
types of workflow applications, where the operating system only serves on the level of specific tasks, 
rather than real execution management. 

v) Summary 

Table D.7 provides an overview over the main features of the individual approaches, and implicitly 
of their differences. As can be seen, the majority aims at fully integrated kernels, so that the general-
purpose need can be better addressed, but implicitly reducing the scale of the applications. 

A modular OS architecture is, a completely new approach, deviating from the more common 
multikernel or microkernel architectures and following more the principles of microservices or 
service-oriented architectures. The general approach tends towards reducing the operating 
system’s total size whilst maintaining generality, rather than exploiting the fact that threads typically 

 
15 https://groups.csail.mit.edu/carbon/?page_id=39 
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necessitate only minimal functionalities. This is hardly surprising, given that the mass of applications 
are not designed for the High Performance Computing domain in the first instance. 

Table D.7: comparison of the different OS architectures and target characteristics. 

  Architecture 
Portability & 

Heterogeneity 
Application 

Types 

     

ModOS  Modular 

OS and application are 
decoupled using 
message passing. 

Individual functionalities 
can be adjusted to new 

use cases 

Specialized 
multi-threaded 

applications 

XtreemOS  Monolithic 

Same portability as 
traditional OS, but high 
costs for adjusting to 

new systems 

Distributed 
(Grid) 

applications 

Barrelfish  
“Multi-
kernel” 

The OS is decoupled 
using message passing, 

but still needs to be 
adjusted. 

Multi-core 
applications 

Corey  Microkernel 

The full OS and 
potentially the 

application need to be 
adjusted 

Ideally mostly 
embarrassingly 

parallel 
applications 

fOS  Microkernel 

OS is decoupled, allowing 
different kernel instances 

and deployments. The 
full OS needs to be 

adjusted for different 
units 

Workflow like, 
small scale 

 

The modular approach has many implications that differ from the microkernel approach: 

1. less space: the individual modules are smaller than a microkernel, therefore taking away less 
space (thus fitting on embedded devices) and reducing the risk for cache misses. 

2. distributed design from ground up: the implicit dependencies are reduced in terms of data 
structures etc. and that invocations are message based in the first instance. This also opens the 
opportunity for asynchronous usage. 

3. easier adaptation: the modularization makes it easier to adapt the operating system to new 
infrastructures and corresponding characteristics, as only well-defined functionality subsets must 
be changed. 
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4. high specialization: modules can be easily replaced and combined in any fashion, allowing for 
specialization of the operating system’s capabilities according to the respective use case / 
application. 

5. support for minimal systems: the modules can also be adapted to processing units with minimal 
capabilities, rather than necessitating full general purpose operation support. Obviously, minimal 
conditions still must be fulfilled, such as the ability to communicate etc. 

2. Final Words 

As has been noted throughout this thesis multiple times, development of an operating system is 
costly both in terms of time and resources and therefore it was not possible to realise a full 
implementation of ModOS in the scope of this thesis. This work has been initially conceived back in 
2006 as multicore processors started to become popular and has since been subject to multiple 
efforts initiated by the author, yet even after all this time, still many open issues remain. In this 
section we will provide a quick overview over the main roadmap in terms of work done and open 
issues. 

Since its first inception, ModOS has been subject to many research and development efforts, 
partially individually, but also to a large extend on collaborative level through third party funded 
projects initiated and managed by the author, as elaborated in the introduction of this thesis. 

Notwithstanding all the work performed so far, ModOS is far from being a commodity product, but 
instead remains primary a concept with a reference implementation in MyThOS. This 
implementation deviates in various points from the architecture, but still show good first 
performance results.  

As it stands, essential features are still missing, which includes in particular: 

• Communication 

• Distributed memory management 

• Scheduling 

• Configurability 

Along similar lines, if the operating system is ever to be used more widely, we will have to address 

• Security 

• Backward compatibility 

to a degree, but these aspects must be considered secondary. 

This work will yet continue for some time. Since the relevance of distributed large-scale 
environments with highly heterogeneous resources is only increasing, though, the work remains 
relevant in the foreseeable future. 
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COMMON ABBREVIATIONS 
AAL  Ambient Assisted Living 

Ambient Assisted Living aims at enabling elderly and people with serious diseases to live 
longer at a high quality of live with the help of IoT. 

APIC  Advanced Programmable Interrupt Controller 

A programmable interrupt controller allows redirecting interrupts to another core but the 
default core 0 (the bootstrap processor). The OS can specify for each interrupt which 
core(s) should handle that interrupt.  

CPU   Central Processing Unit 

The CPU is the processor as a whole – traditionally constituted of a single processing unit 
or core, but more lately aiming increasingly at multiple cores united in one processor. 

HPC  High Performance Computing or Supercomputing 

High Performance Computing refers to performing parallel calculations on a 
Supercomputer, i.e., a system that consists of multiple computers, each of which offer 
the highest level of performance possible with current technological means. 

IoT  Internet of Things 

The “Internet of Things” connects multiple embedded devices – also connotated as 
“smart devices” – together over the internet to realise complex large-scale scenarios. 
Most typically, these scenarios aim at data collection and analysis for the purpose of 
supporting decision making and action taking for example in Ambient Assisted Living. 

IRQ  Interrupt Request 

An Interrupt Request is issued by any process or device to demand an action from another 
process – most typically from the operating system itself. Interrupts are not immediately 
handled, but instead registered as a “request” until the CPU (respectively the operating 
system) is ready to handle it. 

MPI  Message-Passing Interface 

The Message Passing Interface (MPI) is a standardized protocol for efficient exchange of 
data between nodes in a parallel computing cluster. 

OS  Operating System 

The operating system is the main resource management instance of a computer. It 
abstracts the hardware in a fashion that programs can make use of it independent of the 
specific device type or brand. 
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PCB  Process Control Block 

The Process Control Block or Process Structure defines the key parameters the operating 
system needs to handle and schedule a process. This includes memory allocation, CPU 
state, associated threads etc. 

PU  Processing Unit 

A Processing Unit, also often referred to as a “core”, is the smallest functional unit of a 
CPU. In general-purpose CPUs, a Processing Unit follows the basic principles laid out by 
von Neumann (1993), though for example in GPUs, they may not be Turing-complete. 

RDMA  Remote Direct Memory Access 

Remote Direct Memory Access enables computer to access their respective main memory 
over the network, without involving the operating system of either computer. 

SOA  Service-Oriented Architecture 

Service-Oriented Architectures aim at segmenting an application logically into segments 
with a dedicated, typically message-based interface. This allows realisation of distributed 
applications in a task parallel or workflow-like fashion. Lately, SOA has found renewed 
interest in the form of “microservices”. 
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