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Abstract

To ensure that an autonomous car can be deployed safely on public roads, its
object detection module should not only work accurately, but show its prediction
confidence as well. In recent years, deep learning has been widely applied to object
detection, and has advanced the benchmark on many open datasets. However,
state-of-the-art object detectors are not designed to capture reliable predictive
uncertainties. They regress bounding boxes without any uncertainty estimation, and
classify objects with softmax scores, which may not necessarily represent reliable
classification uncertainties. As a result, current object detectors using deep learning
only predict what they have seen, but not how uncertain they are about it. This
thesis presents practical methods to capture holistic, explainable, well-calibrated,
and useful uncertainties for 3D object detection using LiDAR point clouds.

First, the thesis explicitly models both regression and classification uncertainties in
several LiDAR-based 3D object detectors, which are built with different network
architectures. Following the Bayesian Neural Network framework, those uncertainties
are decomposed into epistemic uncertainties and aleatoric uncertainties. Epistemic
uncertainties represent the model’s capability to describe the seen data, and aleatoric
uncertainties encode observation noises in sensors or environments. The thesis
studies how both types of uncertainties behave with each other, and how they
reflect the model’s inaccuracy or the noises inherent in the LiDAR perception. Next,
the thesis studies the quality of uncertainty estimation via uncertainty calibration
techniques. The modelled uncertainties are compared with the empirical occurrences
of correct predictions. The problems of uncertainty miscalibration are identified,
and several uncertainty recalibration methods are proposed to tackle these problems.
Afterwards, the thesis leverages aleatoric uncertainties to improve the accuracy of
object detectors during the testing phase. The proposed methods are verified in
several LiDAR-only object detectors, as well as in a fusion network that combines
LiDAR point clouds and RGB camera images. Finally, the thesis applies epistemic
uncertainties to reduce the annotation efforts of training data, when training an
object detector in the active learning setting. With the help of active learning and
reliable uncertainty estimation, the object detector can achieve a desired level of
accuracy, with a small amount of labelled data. The methods proposed in this thesis
are verified in four real-world driving datasets recorded in different locations and
weather conditions.





Kurzfassung

Um ein autonomes Fahrzeug auf öffentlichen Straßen einzusetzen, sollte sein Ob-
jekterkennungsmodul nicht nur genau detektieren können, sondern auch seine De-
tektionsunsicherheit für jedes Objekt ausgeben. In den letzten Jahren wurde die
Objekterkennung mittels tiefen neuronalen Netzen umgesetzt und hat damit den
Stand der Wissenschaft und Technik auf vielen offenen Datensätzen dominiert. Mod-
erne Objektdetektoren basierend auf neuronalen Netzen sind jedoch nicht dafür
ausgelegt zuverlässige Detektionsunsicherheiten zu berechnen. Sie errechnen Begren-
zungsrechtecke (Bounding Boxes) ohne Unsichereitsschätzung bzw. Varianz, und
klassifizieren Objekte mit Softmax-Scores, die zumeist nicht die tatsächliche Klas-
sifikationsunsicherheit wiederspiegelt. Infolgedessen können auf tiefen neuronalen
Netzen basierende Objektdetektoren nur ausgeben, was sie gesehen haben, aber
nicht wie unsicher sie in ihrer Aussage sind. In dieser Dissertation werden praktische
Verfahren zur Erfassung holistischer, erklärbarer, gut kalibrierter und nützlicher Un-
sicherheiten für die 3D-Objekterkennung unter Verwendung von LiDAR-Punktwolken
vorgestellt.

Im ersten Teil der Arbeit werden Regressions- und Klassifikationsunsicherheiten
in mehreren LiDAR-basierten 3D Objektdetektoren, welche unterschiedliche Net-
zwerkarchitekturen besitzen, modelliert. Wie in der Literatur der Bayeschen neu-
ronalen Netze üblich, werden diese in epistemische und aleatorische Unsicherheiten
aufgeteilt. Epistemische Unsicherheiten beschreiben die Fähigkeit eines Modells,
die beobachteten Daten basierend auf seinem unvollständigem Wissen bzw. be-
grenzten Lerndaten zu beschreiben. Aleatorische Unsicherheiten reflektieren das
Messrauschen der Sonseren bzw. die natürliche Unsicherheit der Umgebung. Diese
Arbeit betrachtet darauf folgend das Verhalten der beiden Unsicherheiten auf realen
Problemstellungen und in wie weit diese die Ungenauigkeit des Modells oder das
Umgebungsrauschen repräsentieren. Des Weiteren wird die Qualität und Genauigkeit
der Unsicherheiten betrachtet und mit Hilfe von Kalibrierungsverfahren verbessert.
Dafür werden die berechneten Unsicherheiten mit dem empirischen Auftreten von
korrekten Detektionen verglichen. Misskalibrationsprobleme werden beschrieben
und mehrere Methoden zur Rekalibrierung werden vorgeschlagen und evaluiert.
Daraufhin werden aleatorische Unsicherheiten genutzt, um die Detektionsgenauigkeit
eines Detektors in der Inferenz zu erhöhen. Das Verfahren wird auf mehrere Li-
DAR Detektoren, sowie ein Fusionsnetzwerk für LiDAR Punktwolken und RGB



Kamerabilder, angewendet. Schließlich werden epistemische Unsicherheiten genutzt,
um die nötige Menge an Trainingsdaten signifikant zu reduzieren, wenn mittels der
Methode des aktiven Lernens trainiert wird. Mittels aktivem Lernen und verlässlicher
Unsicherheit kann der Objektdetektor bis zur gewünschten Genauigkeit mit einer
deutlich kleineren Menge an Daten trainiert werden. Alle vorgeschlagenen Verfahren
wurden auf vier großen Datensätzen für das automatisierte Fahren trainiert, welche an
unterschiedlichen Orten und unter verschiedenen Wetterbedingungen aufgenommen
wurden.
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Chapter 1

Introduction

1.1 The Importance of Uncertainty Estimation

On November 3, 2007, the DARPA Urban Challenge was held at a closed Air Force
Base in Victorville, California [BIS09]. In this event, participants were required to
build an autonomous car to drive in urban traffic scenarios with complex manoeuvres
such as merging, passing, parking and crossing intersections. In the end, six out of
eleven teams successfully passed the finish line. This challenge marked a breakthrough
to the world that autonomous urban driving is possible. Ever since then, significant
progress has been made in autonomous driving both in academia and industry.
Autonomous cars are expected to decrease traffic congestion, reduce carbon emissions,
as well as improve road safety [Ber14]. However, developing reliable autonomous
cars is still a very challenging unsolved task, in which the ongoing development of
environment perception is especially important [JGBG+20]. To guarantee safety in
autonomous driving, it is necessary not only to achieve accurate predictions from
perception modules, but to capture the uncertainties of these predictions as well
(which are called predictive uncertainties). The following three examples explain
why capturing predictive uncertainties in perception is indispensable in autonomous
driving.

First, let us assume a self-driving car operating on the unstructured, complex
driving scenarios shown in Fig. 1.1a: On snowy days, the on-board sensors can be
compromised by snow; During the night-time, the image quality of RGB cameras is
diminished; On an unfamiliar street, a motorized-tricycle, which can be often seen in
Asian cities but are exceedingly rare in Western Europe, needs to be recognized. In
these driving environments, the perception module may make predictions with errors
and failures. Determining reliable predictive uncertainties, which reflect perception
inaccuracy or sensor noises, could provide valuable information to introspect the
perception performance, and help an autonomous car react accordingly.
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Furthermore, an autonomous driving system is usually comprised of several mod-
ules, including perception, motion forecasting, planning, and decision making, as
illustrated in Fig. 1.1b. A common approach when developing autonomous driv-
ing techniques is to optimize each module separately with specific metrics and
well-controlled inputs [MGK+17]. For example, testing the safety of a motion
planner typically assumes perfect perception, or perception with simple heuristic
noises [GD15]. This yields an unrealistic assessment of the motion planning capabili-
ties [WZL+20]. Such a gap could be narrowed by instead considering real perception
outputs and their uncertainties, and passing these to downstream modules. They
could help unveil more realistic limitations of the downstream modules during testing
and verification, and improve the robustness of the uncertainty-aware autonomous
driving system [MGK+17].

Lastly, in urban driving scenarios, cars frequently interact with human traffic
participants, such as pedestrians and cyclists (Fig. 1.1c). It is important that
autonomous cars can understand humans’ intentions, and vice versa. Cognitive
psychologists have long discovered that humans may be good intuitive statisticians
from an ecological and evolutionary perspective, and that they may have a frequentist
sense of uncertainties [CT96]. In other words, humans understand the world based
on the frequencies of events. Therefore, if reliable predictive uncertainties could be
visualized to human participants in a way that they can understand, uncertainties
could help humans better interpret the intention of autonomous cars, and gain trust
in this technology.

1.2 Object Detection

Among the most important perception problems in autonomous driving, object
detection aims to recognize and localize relevant traffic participants in a scene, using
single or multiple on-board sensors (e.g. LiDARs, cameras, and radars), and in a
frame-by-frame manner. An object is usually classified with a classification score,
and localized with a bounding box in the 2D or 3D space.

Traditional object detectors usually use feature descriptors such as SIFT [Low99]
and SURF [BTV06] to extract object features from input data, and then employ
machine learning models such as Support Vector Machine [CV95] on those features
to do classification [VJ01]. In 2012, Krizhevsky et al. proposed a convolutional
neural network called AlexNet [KSH12], and won the ImageNet Large Scale Visual
Recognition Challenge [RDS+15] with an error rate more than ten percent lower
than that of the runner-up method. Since then, deep learning has been widely
applied to computer vision problems, and has become the de-facto method in object
detection. Many object detectors driven by deep learning have been proposed,
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Adverse weather Night drive Unseen objects

(a). Diverse driving scenarios (c). Interaction with humans

(b). Propagating perceptual uncertainties into downstream modules
Object located Yes (Prob. = 90%)

Object 
classified 

“Pedestrian” 
(Prob. = 60%)

Camera signal Uncertain

LiDAR signal CertainOn-board 
sensors Probabilistic perception Motion forecasting

Decision making

Figure 1.1: The importance of uncertainty estimation for a perception system
in autonomous driving: (a). Building robust scene understanding
in complex, unstructured driving environments; (b). Enhancing
system robustness by propagating predictive uncertainties in
perception modules into downstream modules. (c). Establishing
trust between humans and machines.

mainly following the two-stage object detection pipeline (e.g. R-CNN [GDDM14],
Fast-RCNN [Gir15] and Faster-RCNN [RHGS15]) or the one-stage object detection
pipeline (e.g. YOLO [RDGF16] and SSD [LAE+16]). Given enough training
data, it is a powerful tool to learn hierarchical feature representations and complex
transformations. In automotive applications, deep learning has been used to detect
different traffic objects, such as road signs [LYT+18; ZLZ+16], traffic lights [BRD17;
MD16; WWZ16], people [CKZ+18; ZBO+18], and vehicles [FZYD17; LZX16]. They
were first introduced to process RGB camera images [CKZ+16; MAFK17], and then
extended to process LiDAR point clouds [Li17], radar signals [CMN19; DGBD19],
or a combination of multiple sensors [CMW+17].

1.2.1 Problem

Object detectors based on the deep learning approaches have achieved high detection
accuracy, and have advanced the benchmark on many open datasets in autonomous
driving such as KITTI [GLU12] and CityScapes [COR+16]. However, previous meth-
ods do bounding box regression without any uncertainty estimation. They usually
employ the softmax function to classify objects, which may not necessarily repre-
sent reliable classification uncertainty. As a result, the state-of-the-art object
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Class Car
Object Prob. 55%
Location Very uncertain

LiDAR Uncertain Camera Uncertain Radar Certain

Class Car
Object Prob. 95%
Location Uncertain

Figure 1.2: A conceptual example of the ideal probabilistic object detector.
The detector recognizes each object with a reliable classification
probability, and predicts the bounding box with a confidence
interval. The detector depicts higher predictive uncertainties for
inaccurate predictions, and estimates explainable observation
noises among different sensors.

detectors are deterministic, and lack reliable uncertainty estimation.

1.2.2 Four Aspects of Probabilistic Object Detectors

Different from deterministic object detectors, probabilistic object detectors provide
object predictions and their predictive uncertainties. Fig. 1.2 shows a conceptual
example. Concerning the general safety and application requirements for perception
tasks based on deep learning [CS18; HSC+20; MGK+17; WSRA20], the following
four aspects of uncertainty estimation need to be addressed in probabilistic object
detectors:

• Holistic: networks should model different types of uncertainties in object
classification and localization tasks (cf. Fig. 1.2). Furthermore, since the
state-of-the-art object detectors are often comprised of several sub-networks,
it is necessary to extract and compare uncertainties in different sub-networks.
For instance, uncertainties can be modelled in the Region Proposal Network
and the header network in a Faster-RCNN object detector [RHGS15].

• Explainable: networks should capture uncertainties which can be easily
understood. For instance, detecting objects using RGB cameras during night-
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time is expected to be highly uncertain due to bad illumination. Detecting
distant or occluded objects using LiDAR sensors may also result in high
uncertainties due to the lack of LiDAR points. In Fig. 1.2, LiDAR and RGB
camera data may be more uncertain than that from the radar in the storm
snow.

• Well-calibrated: networks should predict uncertainties which match the
natural frequency of correctness or quantiles. As an example, if a network
classifies 100 objects as “Car” with a 0.8 probability score, 80 of those objects
should be correctly classified. Well-calibrated uncertainties provide a natural
indication of how an object detector is uncertain with its predictions. They
can be easily understood by humans, who have been found to understand
the world based on the frequencies of events [CT96] (cf. Sec. 1.1 for a more
detailed discussion).

• Useful: predictive uncertainties should be applicable in autonomous driving
systems. For example, they could be directly used to improve or introspect the
performance of object detectors. They could also be propagated to downstream
modules such as prediction or motion planning. Finally, well-calibrated uncer-
tainties could be used in ergonomic studies to help humans better understand
decisions made in autonomous cars.

1.3 Related Works

1.3.1 Uncertainty Estimation in Deep Learning

How to capture predictive uncertainties in neural networks has been studied for
decades. Bayesian Neural Networks (BNNs) had been a golden standard for prob-
abilistic inference with neural networks [Mac92a; Nea95]. While standard neural
networks are optimized by Maximum Likelihood for their trainable weight parame-
ters, BNNs extend standard neural networks with the posterior inference over the
weight parameters. Based on the Bayesian Neural Network framework, predictive
uncertainties can be decomposed to epistemic uncertainties and aleatoric uncertain-
ties. The former represent the model’s capability to describe seen data, and the
later encode observation noises in sensors and environments [Gal16]. BNNs provide
a natural representation of uncertainties in deep learning [BCKW15; DHDU18;
Gra11; Mac92b; MIG+19]. However, they are often highly sensitive to hyper-
parameters, and hard to scale to large datasets and network architectures. Only
recently, Gal et al. [Gal16] propose a practical method called Monte-Carlo Dropout
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(MC-Dropout) to approximate the posterior inference in BNNs, by sampling the
posterior distribution with dropout inferences multiple times. Due to its simplicity
and practicality, MC-Dropout has been applied to many real-world problems with
large network architectures, such as semantic segmentation [KBC17], image depth
estimation [CGK18], camera pose estimation [KC16], and active learning in medical
image classification [BGNK18].

Besides BNNs, there are also three groups of practical methods to model predictive
uncertainties in deep learning. Deep Ensembles proposed by Lakshminarayanan et
al. [LPB17] estimates uncertainties from an ensemble of networks with the same
architecture, but being trained with different parameter initialization and randomly
shuffled data. The Direct Modelling approach [ASSR19; CLLO18; ICG+18; KG17;
MG18; SKK18] assumes a certain probability distribution over the network outputs
(e.g. a Gaussian distribution), and directly predicts parameters for such a distribution
by the network output layers (e.g. the mean and variance in a Gaussian distribution).
Finally, the Error Propagation approach approximates variances (or uncertainties) in
each activation layer in neural networks, and propagates variances from a network’s
inputs to its outputs [GR18; PFC+19]. A more detailed summary of uncertainty
estimation in deep learning can be found in Sec. 2.2.

1.3.2 Uncertainty Estimation in Deep Object Detectors

In parallel to this thesis, several probabilistic object detectors have been proposed.
Uncertainties in object detectors have mainly been modelled via MC-dropout [FRD18;
KD19; LDBK18; MDMS18; MNDS18; WRLS19], Deep Ensembles [FWR+19], and
Direct Modelling [FCR+20; HSW20; HZW+19; PWZT20]. They haven been applied
in both two-stage object detectors [FRTD19; FWR+19] and one-stage object detec-
tors [CLLO18; HSW20; MLK+19]. Furthermore, uncertainties have mainly been
studied in object detection using LiDAR point clouds [FHR+20; FRD18; FRG+19;
FRTD19; FRTD20; FWR+19; MLK+19; MT19; PWZT20; WRLS19] and RGB
camera images [BKA19; CLLO18; CTSL20; HSW20; HZW+19; KD19; LDBK18;
MDMS18; MNDS18]. Only Dong et al. [DWZL20] propose to model uncertainties
in Radar points. The LiDAR-based networks often deal with 3D detection for a
single object class or for a few object classes, such as “Car”, “Cyclist” and “Pedes-
trian”. In comparison, the camera-based networks focus more on the multi-class 2D
detection with more diverse classes. For example, Harakeh et al. [HSW20] evaluate
2D object detection with ten common road scene object categories in the BDD
dataset [YCW+20], as well as 80 objects in the COCO dataset [LMB+14].

In [BKA19; FRD18; KD19; WRLS19], uncertainties are decomposed into epistemic
uncertainties and aleatoric uncertainties, and their different behaviours are studied.
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These works verify that epistemic uncertainties are related to the detections different
from the training samples (open-set detections), whereas aleatoric uncertainties
reflect complex noises inherent in sensor observations such as distance and occlusion.
In addition, Bertoni et al. [BKA19] study the ambituity inherent in the task of
depth estimation with monocular images, and Wang et al. [WFZ+20] study the
uncertainties inherent in ground truth labels for LiDAR-based object detection.

Epistemic uncertainties are applied to detect out-of-distribution (OOD) objects
by Miller et al. [MNDS18]. This work finds that thresholding the classification
uncertainties by the MC-dropout [GHK17] approach reduces more detection errors
for OOD objects, compared to the vanilla softmax function. Furthermore, epistemic
uncertainties are used by Feng et al. [FWR+19] to select unseen samples in an active
learning framework, in order to train LIDAR 3D object detectors with minimal
human labelling effort.Aleatoric uncertainties are mainly used to improve networks’
detection accuracies. This can be achieved by learning uncertainties directly during
training [FCR+20; FRTD19; FRTD20; HZW+19; PWZT20]. It can also be achieved
by incorporating uncertainties in the post-processing step, where duplicate detections
are merged [CLLO18; MLK+19]. Finally, thresholding aleatoric uncertainties have
been found by Le et al [LDBK18] to effectively remove False Positive samples. A
more detailed summary of existing methods in probabilistic object detection is
provided in Sec. 2.3.5.

1.4 Contributions

This thesis develops practical methods to model holistic, explainable,
well-calibrated, and useful uncertainties in 3D object detection networks
using LiDAR point clouds. The thesis focuses on LiDAR-based object detection,
because LiDAR sensors provide accurate depth information of the surroundings,
which is highly desirable for 3D scene understanding in autonomous driving. Parts
of the thesis are based on my publications [FCR+20; FHR+20; FHWD21; FRD18;
FRG+19; FRTD19; FRTD20; FWR+19; FWZ+21; WFZ+20].

First, the thesis focuses on the holistic and explainable aspects of uncertainty
estimation. The uncertainties in object classification and bounding box regression are
explicitly modelled, in both one-stage and two-stage object detection architectures.
Following the Bayesian Neural Network (BNN) framework, they are decomposed
into epistemic and aleatoric uncertainties. Epistemic uncertainties represent the
model’s capability when describing data, and are modelled via the Monte-Carlo
Dropout [Gal16] approach. Aleatoric uncertainties encode observation noises inherent
in sensors or environments, and are modelled by the Direct Modelling approach. The
thesis studies how those uncertainties are correlated with (or differentiated from)
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each other, and how they represent the model’s inaccuracy or noises inherent in the
LiDAR perception.

Afterwards, the thesis examines whether the predictive uncertainties are well-
calibrated, in other words, whether the estimated probabilities match the natural
frequencies of correctness or quantiles. Over-confident and under-confident uncer-
tainties are identified in a probabilistic object detector, which employs the Direct-
Modelling method to model aleatoric uncertainties. With the help of calibration
plots, the thesis studies how such uncertainty miscalibration problems are affected
through the course of training. Then, three practical uncertainty recalibration
methods are proposed, which largely reduce uncertainty estimation errors.

Finally, the thesis explores the potential applications of uncertainties in object
detection (i.e. the useful aspect of uncertainty estimation). Aleatoric uncertainties
are incorporated in a loss function when training LiDAR-based object detectors.
Those uncertainty-aware object detectors learn to handle noisy data and show
improved detection accuracy, while maintaining inference in real-time. Aleatoric
uncertainties are also introduced to improve the robustness of a multi-modal object
detector, which fuses LiDAR point clouds and camera images in a fusion network.
Epistemic uncertainties are leveraged to improve the training efficiency of a small
LiDAR-based objector in an active learning setting [Set12]. The detector iteratively
queries the unlabelled training samples based on the uncertainties predicted by
the MC-Dropout [Gal16], the Deep Ensembles [LPB17], and the Direct Modelling
approaches. In this way, the detector trained with active learning and uncertainty
estimation achieves a desired level of detection accuracy with less labelled data,
reducing human annotation efforts.

The proposed methods are validated on several open datasets with diverse, real-
world driving scenarios, including KITTI [GLU12], NuScenes [CBL+20] and Waymo
[SKD+20] datasets. They are also tested in a self-recorded Bosch dataset.

1.5 Thesis Outline

The remainder of this thesis is structured as follows. Ch. 2 provides the background
knowledge. Ch. 3 introduces the approaches to modelling uncertainties in several
LiDAR-based object detection networks, and the experimental results showing
that uncertainties are holistic and explainable. Ch. 4 indentifies the uncertainty
miscalibration problems and presents three uncertainty recalibration methods. Ch. 5
and Ch. 6 apply aleatoric uncertainties to improve the detection accuracy during
inference, and epistemic uncertainties to reduce the labelling efforts during training,
respectively. Ch. 7 summarizes the thesis and discusses future works.



Chapter 2

Background

The following chapter provides the background knowledge of the thesis. Sec. 2.1
defines the notation and formulates the problem of predictive uncertainties. Sec. 2.2
introduces the generic uncertainty estimation in deep learning. Specifically, Sec. 2.2.1
presents the basic knowledge of deep neural networks. Sec. 2.2.2 introduces Bayesian
Neural Networks (BNNs), which provide a natural interpretation of predictive
uncertainties. Sec. 2.2.3 decomposes uncertainties into epistemic and aleatoric
uncertainties based on the BNN framework, Sec. 2.2.4 summarizes four practical
uncertainty estimation methods, and Sec. 2.2.5 presents several evaluation methods
for uncertainty estimation, such as calibration plots, which are fundamentals to
uncertainty recalibration techniques developed in Ch. 4. Next, Sec. 2.3 introduces
the object detection based on deep learning approaches, including generic network
architectures (Sec. 2.3.1), LiDAR-based object detection networks (Sec. 2.3.3), multi-
modal object detection networks which fuse different sensing modalities (Sec. 2.3.4),
and probabilistic object detection networks (Sec. 2.3.5). Their evaluation methods
are introduced in Sec. 2.3.6. Finally, Sec. 2.4 summarizes the autonomous driving
datasets used in this thesis.

The chapter is partially based on my previous works [FHR+20; FHWD21; WFZ+20].

2.1 Notation and Problem Formulation

In supervised learning, suppose a labelled dataset denoted by D. It comprises N
input data points denoted by the matrix X = {xn}Nn=1 and their corresponding
target values by the matrix Y = {yn}Nn=1, i.e. D = {X,Y}. Each row in the matrix
X is an input sample vector xn representing high-dimensional input features in
the domain X , and each row in the matrix Y is a row vector yn representing the
corresponding target values (also called label) in the domain Y. In other words,
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0: [1,0,0,0,0,0,0,0,0,0]
1: [0,1,0,0,0,0,0,0,0,0]
2: [0,0,1,0,0,0,0,0,0,0]

9: [0,0,0,0,0,0,0,0,0,1]

One-hot encoding

…

Digit One-hot encoding
0 [1, 0, 0, 0, 0, 0, 0, 0, 0, 0]
1 [0, 1, 0, 0, 0, 0, 0, 0, 0, 0]
2 [0, 0, 1, 0, 0, 0, 0, 0, 0, 0]

...
9 [0, 0, 0, 0, 0, 0, 0, 0, 0, 1]

Figure 2.1: The handwritten digit recognition problem. Each digit is a
28× 28 pixel image. Its digit identity can be represented by the
one-hot encoding method.

xn, yn ∈ X × Y. Note that this thesis will frequently interchange between target
label vector y and label scaler y, depending on problem formulation. The vector y
will be used unless necessary for clarity.

In classification problems, a label can be one of C classes with its domain Y =
{1, 2, ..., C}. Thus, the label can be denoted as a positive integer y. It can also
be represented by a vector y using the one-hot encoding method. In this case,
the domain Y are C-dimensional binary vectors, i.e. Y = {0, 1}C , where only one
element is equal to 1 and the rest elements are equal to 0. Consider the problem
of recognizing handwritten digits, shown in Fig. 2.1. Each digit is a 28× 28 pixel
image, and an input data sample x can be represented as a feature vector of 28× 28-
dimensional real numbers, i.e. X = R784. The label y refers to the identity of
digits. Its one-hot encoding is shown on the right of Fig. 2.1, with Y = {0, 1}10. In
regression problems like house price prediction, the label y is a vector of continuous
values, or a continuous value denoted as a scaler y.

Commonly, a data pair x, y is assumed to be an i.i.d. realization of jointly distributed
random variables X and Y , with X being the input variable and Y the target label
variable. They are drawn from a data distribution, which is often high-dimensional
and unknown in complex problems such as image classification.

Supervised learning aims to train the parameters ω of a model fω : X → Y from
the dataset D, which maps an input sample x in the domain X to its corresponding
output target label y in the domain Y , through the model output prediction denoted
by the hat symbol, i.e. ŷ = fω(x). In the testing phase denoted by the superscript
star, given a test data point x∗, the model is expected to accurately estimate the
unknown true label y∗ by its output prediction ŷ∗ = fω(x∗). When modelling
uncertainties in supervised learning models, the goal is to estimate uncertainties in
model predictions, which are called predictive uncertainties. In the above-mentioned
digit recognition problem, a model is expected to predict the class of the digit and
its classification probability for a digit image.
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This thesis aims to model predictive uncertainties in object detection using deep
learning approaches for autonomous driving applications. Those object detectors are
supervised deep neural networks which predict the classes of objects and regress the
parameters of their bounding boxes. The predictive uncertainties include classification
uncertainties and regression uncertainties.

2.2 Uncertainty Estimation in Deep Learning

2.2.1 Preliminaries

Training standard neural networks can be viewed from a probabilistic perspective:
given a training dataset D comprising N input data points X = {xn}Nn=1 and their
target values, Y = {yn}Nn=1, the goal is to find the weight parameters ω of a network
fω : X → Y that are likely to have generated the outputs. In this regard, an
observation likelihood distribution p(y|x,ω) needs to be defined, which describes
the probability when inputs generate outputs with parameters ω.

In classification problems, a target label y is one of the C classes y ∈ {1, 2, ..., C},
and its observation likelihood is often assumed to be a softmax function. For each
class denoted by c, the network regresses a continuous value called softmax logit
l̂c = fω

c (x), and transforms it into the softmax likelihood via:

p(y = c|x,ω) = Softmax(l̂c)) = exp(l̂c)∑C
c′=1 exp(l̂c′)

. (2.1)

An output of the softmax function is also called softmax score denoted by ŝc for the
class c. The softmax likelihood corresponds to a binomial mass function in binary
classification1, and a multinomial mass function in multi-class classification. The
final predicted object label class ŷ is the class with the largest softmax score given
by:

ŷ = argmax
c∈{1,...,C}

(ŝc). (2.2)

In regression problems, a target label is a vector of continuous values y, and a
Gaussian likelihood is widely used:

p(y|x,ω) = N (y|fω(x), β−1I) (2.3)

1In each independent statistical experiment, a binomial distribution takes the probability p for a
positive outcome, and 1− p for a negative outcome. Correspondingly, in binary classification,
denote ŝ a softmax score for the positive class, the softmax score for the negative class is 1− ŝ.
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with β being the model precision, and I the identity matrix. This observation
likelihood can be interpreted as a network output being corrupted by an observation
noise with the fixed variance β−1, and the final network prediction is the mean of
the Gaussian likelihood, i.e. ŷ = fω(x). In an one-dimensional regression problem
where a target label is a continuous value y, Eq. 2.3 takes the form:

p(y|x,ω) = N (y|fω(x), β−1). (2.4)

Maximum Likelihood

Estimating the network parameters ω can be achieved by the Maximum Likelihood
(ML) estimate, which maximizes the observation likelihood of the training data
p(Y|X,ω). Assuming that each data sample is drawn independently from the same
distribution, the observation likelihood is factorized by the product rule as:

p(Y|X,ω) =
N∏
n=1

p(yn|xn,ω). (2.5)

In practice, it is more convenient to minimize the negative log likelihood, and the
loss function with the natural logarithm is denoted as:

L(ω) = − ln (p(Y|X,ω)) . (2.6)

In classification problems with the softmax likelihood assumption, a Maximum
Likelihood estimate results in a loss function known as the Cross Entropy loss (CE).
In binary classification (y = 0 or 1), denote ŝ the softmax score for the positive class,
the CE loss is written as:

LCE(ω) = −
N∑
n=1

(yn ln(ŝn) + (1− yn) ln(1− ŝn)) . (2.7)

For multiclass classification, a separate loss is calculated for each class, and the final
loss function sums up all separate losses.

In regression problems with the Gaussian likelihood assumption, a Maximum Likeli-
hood estimate results in a loss known as the Mean Squared Error (MSE). For an
one-dimensional regression problem, combining Eq. 2.4, Eq. 2.5, and Eq. 2.6, the
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loss function is given in the form:

L(ω) = − ln
(

N∏
n=1
N
(
yn|fω(xn), β−1))

= β

2

N∑
n=1

(yn − fω(xn))2 − N

2 ln β + N

2 ln(2π). (2.8)

The last two terms on the right-hand side of Eq. 2.8 can be ignored, because they
are independent from ω and do not contribute to the learning. Also, β/2 can be
replaced with 1/2. In this way, the final MSE loss is written as:

LMSE(ω) = 1
2

N∑
n=1

(yn − fω(xn))2
. (2.9)

Note that for real-world problems such as image classification, the training dataset
size N is very large, and summing the losses from all N data samples is infeasible. In
practice, the full dataset is divided into several small batches (e.g. each batch with 8
samples), and the loss from each small data batch is calculated to iteratively update a
network’s weights through back-propagation. Typical optimization methods include
Stochastic Gradient Descent (SGD) [Bot10], Nesterov Accelerated Gradient [Nes83],
and Adaptive Moment Estimation (ADAM) [KB15], to name a few.

Maximum A Posteriori (MAP)

A more Bayesian approach to training neural networks is Maximum A Posteriori
(MAP), which introduces a prior distribution over the weight parameters denoted by
p(ω). Using the Bayes’ rule, the posterior distribution of ω given training data is
proportional to the product of the likelihood function and the prior distribution:

p(ω|X,Y) ∝ p(Y|X,ω)p(ω). (2.10)

The network weights are now determined by maximizing the posterior distribution.
Taking the negative logarithm of the posterior distribution, the loss function is given
by L(ω) = − ln

(
p(ω|X,Y)

)
. For simplicity, assume a Gaussian prior with:

p(ω) = N (ω|0, α−1I) (2.11)

where α refers to the model precision, 0 the zero vector, and I the identity matrix.
For an one-dimension regression problem, it can be rewritten as: p(ω) = N (ω|0, α−1).
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Combining this Gaussian prior (Eq. 2.11) with the Gaussian likelihood function
(Eq. 2.4) into Eq. 2.10, the loss function for the one-dimension regression problem
can be written in the form:

L(ω) =
N∑
n=1

(yn − fω(xn))2 + α

β
ωTω. (2.12)

The first term is similar to the MSE loss in Eq. 2.9. The second term is the common
L2 regularization which prevents over-fitting. The regularization parameter λ = α/β
is also called weight decay. Therefore, the standard method of training neural
networks with the MSE loss and a L2 regularization can be interpreted as optimizing
the posterior distribution of network’s weights, with a Gaussian likelihood and
a Gaussian prior assumption. Similarly, the training with the CE loss and a L2
regularization in classification corresponds to a softmax likelihood and a Gaussian
prior assumption. Besides a Gaussian prior, a Laplacian prior is also wildly used in
the literature, which corresponds to the L1 regularization.

So far, the standard training process of neural networks has been interpreted from
a probabilistic perspective, by optimizing an observation likelihood in a Maximum
Likelihood (ML) estimate, or by optimizing a posterior distribution with additional
prior assumption in a Maximum A Posteriori (MAP) estimate. However, those
common neural networks are still making point estimation of ω, and only give
deterministic output predictions ŷ. Though the softmax function (Eq. 2.1) is widely
used in classification and interpreted as a classification uncertainty, such uncertainty
may not be reliable as discussed in [Gal16]. Furthermore, the regression problems
often assume fixed variances (i.e. β−1 in Eq. 2.3), which do not contribute to the
learning (Eq. 2.8 and Eq. 2.9). Therefore, common neural networks do not predict
any regression uncertainties. A more general Bayesian treatment of neural networks
is to integrate over all values of their weights ω during prediction, a method called
Bayesian Neural Networks (BNNs) which will be introduced in the following section.

2.2.2 Bayesian Neural Networks

Bayesian Neural Networks (BNNs) were first introduced in the 1990s [Mac92b;
Nea95], and had been a golden standard for probabilistic inference with neural
networks. BNNs provide a natural interpretation of deep learning models by in-
ferring distributions over network weights ω, and have been shown to improve
robustness against over-fitting, offer uncertainty estimates, and easily learn from
small datasets [Gal16].
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Given a training dataset D which comprises the input data X and the target data
Y, along with a new test data sample x∗, the goal is to predict the target value
y∗. BNNs measure the predictive distribution p(y∗|x∗,X,Y) by integrating over all
values of network weights:

p(y∗|x∗,X,Y) =
∫
p(y∗|x∗,ω)p(ω|X,Y)dω. (2.13)

The process in also called inference2. The first probability distribution p(y∗|x∗,ω)
represents an observation likelihood introduced in the previous section such as
Eq. 2.1 and Eq. 2.33. The second probability distribution p(ω|X,Y) is a posterior
distribution of network weights over the training data. Through the Bayes’ theorem,
it can be rewritten as:

p(ω|X,Y) = p(Y|X,ω)p(ω)
p(Y|X) = p(Y|X,ω)p(ω)∫

p(Y|X,ω)p(ω)dω
. (2.14)

Unlike the Maximum A Posteriori (MAP) estimation introduced in the previous
section which finds the most probable value of ω given data, BNNs aim to infer the
full posterior distribution. In other words, it tries to find the normalizer p(Y|X) in
Eq. 2.14, instead of maximizing the posterior distribution according to Eq. 2.10.

For simple problems such as Bayesian linear regression [Bis06], the posterior dis-
tribution can be evaluated analytically. However, getting the exact solution of
the posterior distribution is in general intractable in deep neural networks, due
to their high dimensionality and multi-modality (often in a space of millions of
weight parameters). In this regard, different approximation techniques have been
proposed in the literature. One common approximate inference is Variational In-
ference (VI) [BCKW15; DHDU18; Gra11]. The idea is to approximate the true
posterior with a variational distribution qθ(ω), which is parametrized by θ and whose
structure is easy (such as a product of multiple univariate Gaussian distributions).
To push the approximate distribution as close as possible to the posterior distribution,
their Kullback-Leibler Divergence (KLD) [KL51] is minimized with respect to θ.
Denote the approximate predictive probability distribution as q∗θ(y∗|x∗), Eq. 2.13 is
reformulated as:

p(y∗|x∗,X,Y) ≈ q∗θ(y∗|x∗) =
∫
p(y∗|x∗,ω)qθ(ω)dω. (2.15)

2Note that doing inference in Bayesian learning is different from doing inference in common neural
networks. In Bayesian learning, inference means the integration over parameters. In common
neural networks, inference means to run a feed-forward prediction.

3Note that in the observation likelihood, the test target value y∗ is not distinguished from
the training target value y, because both samples are assumed to be drawn from the same
distribution.
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(a) Input image (b) Ground truth labels (c) Predictions

(d) Aleatoric uncertainty (e) Epistemic uncertainty

Figure 2.2: An illustration of the aleatoric and epistemic uncertainties in
semantic segmentation. In (d), the regions close to object borders
often depict high aleatoric uncertainties. In (e), the regions with
erroneous predictions such as sidewalks on the bottom left depict
high epistemic uncertainties. Adapted from [KG17] ©IEEE.

Besides VI, there exist many other approximation methods, such as Markov Chain
Monte Carlo (MCMC) [CFG14; Nea12; WT11], Stochastic Gradient Descent (SGD)
Approximation [CLTZ+20; MHB17; MIG+19], and Laplace Approximation [RBB18].
In general, those approximation techniques in BNNs are often reported to be highly
sensitive to hyper-parameters and hard to scale to large datasets and network
architectures, as discussed in [MIG+19]. It is an open question how to select an
appropriate model prior and an approximate inference method. Recently, Gal et
al. [Gal16] propose a practical method called Monte-Carlo Dropout (MC-Drouput)
to perform inference in BNNs. This method will be explained in detail in Sec. 2.2.4.

2.2.3 Epistemic and Aleatoric Uncertainties

In the Bayesian Neural Network (BNN) framework, predictive uncertainties can be
decomposed into epistemic uncertainties and aleatoric uncertainties [KG17]. This
uncertainty decomposition helps to understand uncertainties in many practical
perception problems, and will be largely used in the thesis. Epistemic, or model
uncertainties, indicate how uncertain a model is to explain the observed dataset,
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and can be captured by the posterior distribution p(ω|X,Y) in Eq. 2.13. For
instance, detecting a motor-tricycle which is different from the training dataset
(Fig. 1.1a) is expected to depict high epistemic uncertainties. Aleatoric, or data
uncertainties, reflect observation noises inherent in environments and sensors, and
can be modelled by the observation likelihood p(y∗|x∗,ω) in Eq. 2.13. For example,
high aleatoric uncertainties are expected when detecting an object far away from
the ego-vehicle with only sparse LiDAR reflections, or when using RGB cameras
during a night drive. Capturing both types of uncertainties in a perception system
is indispensable for safe autonomous driving, because epistemic uncertainties display
how a perception model is trained, and could be useful for out-of-data detection,
while aleatoric uncertainties provide the limitations of sensors in changing environ-
ments. An application of epistemic and aleatoric uncertainties in image semantic
segmentation is visualized in Fig. 2.2. Besides, they have been applied to object de-
tection [FRD18], depth completion [CGK18], camera pose estimation [KC16], image
classification [BGNK18], trajectory prediction [HCM+20; MCP+20] and end-to-end
perception [LSS20; MWL+20].

Note that although epistemic and aleatoric uncertainties are defined in the BNN
framework, their behaviours can be captured by non-Bayesian neural networks as
well, such as Deep Ensembles and Direct Modelling which will be introduced in
Sec. 2.2.4. Furthermore, both types of uncertainties are not mutually exclusive,
as discussed in [KG17]. Explicitly modelling aleatoric uncertainties while ignoring
epistemic uncertainties may result in a predictive probability distribution that still
reflects some behaviours of epistemic uncertainties, and vice versa [KG17].

2.2.4 Practical Methods for Uncertainty Estimation

In the following, four practical methods are introduced for the predictive uncertainty
estimation in deep learning, namely, MC-Dropout, Deep Ensembles, Direct Modelling,
and Error Propagation.

Monte-Carlo Dropout

Common deep neural networks are trained with Maximum Likelihood (ML) or
Maximum A Posteriori (MAP) estimates introduced in Sec 2.2.1. To prevent over-
fitting, a stochastic regularization technique called dropout [SHK+14] is often used,
which randomly sets some of the activation outputs to zeros with a dropout rate
pdropout, while keeping the rest of weights for training.
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The Monte-Carlo Dropout (MC-Dropout) approach proposed by Gal et al. [Gal16]
links the standard optimization process with dropout to the Variational Inference (VI)
method in Bayesian Neural Networks (BNNs) introduced in Sec. 2.2.2. It views the
dropout on each network’s weight as a realization process of the Bernoulli distribution
with the success probability pdropout

4. Therefore, the optimal network parameters
ω found in the standard training process correspond to the optimal variational
parameters θ for the approximate posterior distribution qθ(ω) in a BNN with the same
network architecture. This approximate posterior is the product of multiple Bernoulli
distributions, and thus is called Bernoulli variational distribution [Gal16]. During
test time, MC-Dropout suggests to retrieve the approximate posterior distribution
qθ(ω) through the Monte-Carlo sampling, by running multiple forward passes with
dropout in a network. In this way, its predictive probability distribution can be
estimated.

Recall that x∗ is an input sample during testing time, and its target value is
y∗. The goal in VI is to use the approximate predictive probability distribution
q∗θ(y∗|x∗) to calculate the true predictive probability distribution p(y∗|x∗,X,Y).
The approximate posterior distribution qθ(ω) is further estimated by the Monte-Carlo
sampling with dropout. Based on Eq. 2.15, the approximate predictive probability
distribution is given by:

q∗θ(y∗|x∗) =
∫
p(y∗|x∗,ω)qθ(ω)dω

≈ 1
K

K∑
k=1

p(y∗|x∗,ωk) (2.16)

with ωk being drawn from the distribution qθ(ω), and K the number of dropout
runs. This equation can be understood as approximating the predictive probability
distribution by an equally weighted mixture model of K number of network’s
observation likelihood outputs. Each output is built by a dropout run, where the
network’s weight samples ωk are drawn from the approximate posterior distribution
qθ(ω). Eq. 2.16 indicates that a larger K results in a better approximate predictive
probability distribution. In practice, it is shown to converge after 30 to 50 dropout
runs [Gal16].

In classification, the predictive probability distribution is a probability mass function
(PMF), and networks usually predict softmax scores ŝ∗ via the softmax function
(Eq. 2.1). In this regard, the observation likelihood for the c-th class and k-th
dropout run can be written as p(y∗ = c|x∗,ωk) = ŝ∗c,k, and combining Eq. 2.15 and
Eq. 2.16, the predictive probability for class c is estimated by the average of softmax

4A Bernoulli distribution is a special case of the binomial distribution, where a single independent
statistical experimental is conducted.
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Figure 2.3: An illustration of the uncertainty estimation using the MC-
Dropout approach. Given an input test sample x∗, the network
runs the feed-forward passes K times with dropout. The network
predictions [ŷ∗1, ..., ŷ∗K ], which can be either classification scores
or regression values, are used to calculate the sample statistics
for predictive uncertainties, such as mean and variance.

scores:

p(y∗ = c|x∗,X,Y) ≈ 1
K

K∑
k=1

ŝ∗c,k . (2.17)

In regression, the predictive probability distribution is a probability density function
(PDF). When a Gaussian likelihood is assumed (Eq. 2.3), the observation likelihood
for the k-th dropout run can be written as p(y∗|x∗,ωk) = N (y∗|fωk (x∗), β−1I), and
networks output the mean values of the Gaussian distribution, denoted as fωk (x∗)
or ŷ∗k. In this case, the predictive probability distribution can be measured by the
sample mean and variance.

To sum up, the MC-Dropout method shows that the predictive uncertainties from a
standard neural network trained with the dropout regularization can be estimated
by running the feed-forward passes multiple times with dropout. Fig. 2.3 visualizes
this procedure. In general, MC-Dropout provides a practical way to do approximate
inference in Bayesian Neural Netowrks (BNNs), and are scalable to large datasets
and network architectures such as image classification [BGNK18] or semantic seg-
mentation [BSN+19]. However, it requires multiple dropout runs during test time
(usually 30 to 50 runs [Gal16]), which makes the uncertainty estimation still infeasible
in real-time critical systems due to its high computational cost.
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Deep Ensembles

It is common to combine multiple machine learning models for a more powerful
model with smaller errors - a method known as ensembles or committee in the
literature [Bis06]. Recently, Lakshminarayanan et al. [LPB17] discover that com-
bining predictions from several networks could also contribute to good predictive
probability estimation They propose a method called Deep Ensembles, which builds
an ensemble of networks with the same architecture but being trained with different
parameter initializations and randomly-shuffled training data. DenoteM the number
of networks in an ensemble, and {ωm}Mm=1 their parameters. Given a test data
sample x∗, each network in the ensemble provides a prediction p(y∗|x∗,ωm) for
the target value y∗. The ensemble of networks is treated as an uniformly-weighted
mixture model, which approximates the predictive probability distribution via:

p(y∗|x∗,X,Y) ≈ 1
M

M∑
m=1

p(y∗|x∗,ωm). (2.18)

This equation is very similar to Eq. 2.16 in the MC-Dropout approach, as it can
be viewed as an ensemble of networks with dropout runs [LPB17]. However, it
is important to note that MC-Dropout is a Bayesian approach, which places an
assumption on the posterior distribution and links the approximate inference with
dropout. Conversely, Deep Ensembles builds a mixture of models, and is non-
Bayesian. In Eq. 2.18, a larger M results in better uncertainty estimates. In practice,
however, an ensemble of five networks has been shown sufficient to build good
predictive uncertainties [LPB17; SOF+19]5.

In classification, softmax predictions from different networks are averaged to build
classification probability. Similar to Eq. 2.17, the probability for the c-th class is
given by:

p(y∗ = c|x∗,X,Y) ≈ 1
M

M∑
m=1

ŝ∗c,m (2.19)

where ŝ∗c,m indicates the softmax score predicted by m-th network in the ensemble.
In regression, the sample mean and variance from the ensemble outputs can be used
as predictive uncertainty estimates.

In summary, Deep Ensembles is easy to implement, and requires a little hyper-
parameter tuning and network modification. However, its computation and memory
costs scale linearly with the number of networks both in training and testing, limiting
its scalability in large network architectures and embedded vision applications.

5In other words, Deep Ensembles requires (empirically) much fewer network predictions compared
to MC-Dropout, which needs approx. 30 to 50 dropout runs [Gal16].



2.2 Uncertainty Estimation in Deep Learning 21

Pre-trained modelTest sample 
0.83

Predicted mean

Predicted variance

Prediction

Figure 2.4: An illustration of the uncertainty estimation using the Direct
Modelling approach. Given an input test sample x∗, the network
directly predicts the mean µ̂(x∗) and variance σ̂2(x∗) of a target
label using a single feed-forward pass.

Direct Modelling

The Direct Modelling approach assumes a certain probability distribution over the
network outputs, and directly predicts the parameters for such a distribution by the
network output layers. The method does the point estimation of a network’s weights
ω, instead of inferring their full distributions. In the Bayesian Neural Network
framework (Eq. 2.13), this means to assume that a network’s weight posterior p(ω|D)
follows a Dirac-delta function, whose value is zero except the point where the weights
equal the optimized values. As a result, the Direct Modelling approach uses the
uncertainty estimates from an observation likelihood p(y|x,ω) for its predictive
probability distribution p(y|x,X,Y).

As introduced in Sec. 2.2.1, the most common way to estimate the classification
probability of the class c is through a softmax score denoted by ŝc, i.e. p(y =
c|x,ω) = ŝc. It is calculated by the softmax function (Eq. 2.1), which is equivalent to
a binomial distribution in binary classification, or a multinomial distribution in multi-
class classification. As for the regression probability, Gaussian distributions [GR18;
KG17] or Gaussian Mixture Models (GMM) [CLLO18; MLK+19] are often used. For
example, in an one-dimensional regression problem, the target value y is assumed to
follow a Gaussian distribution:

p(y|x,ω) = N
(
y|µ̂(x), σ̂2(x)

)
(2.20)

where µ̂(x) is the network standard prediction i.e. µ̂(x) = fω(x), and σ̂2(x) is
modelled by an additional output layer6. In other words, a network’s prediction is

6In fact, both the mean and variance are predicted by the network with the weights ω. However,
to keep notation consistent, fω(x) will be used as the standard network outputs.
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given by ŷ = [µ̂(x), σ̂2(x)]. Eq. 2.20 is very similar to Eq. 2.4, where the Gaussian
observation likelihood is introduced. However, instead of placing a fixed pre-defined
variance β−1 for all data, here the network predicts a data-dependent variance σ̂2(x).
Therefore, the network directly predicts the predictive uncertainties through the
variances both in training time denoted as σ̂2(x) and in testing time denoted as
σ̂2(x∗). Fig. 2.4 visualizes the Direct Modelling approach.

Training a deep neural network with the directly-modelled probability can be achieved
from the Maximum Likelihood (ML) approach introduced in Sec. 2.2.17: estimating ω
that maximizes the observation likelihood p(Y|X,ω) of the training dataD = {X,Y},
which comprises N training input samples X = {xn}Nn=1 and their target labels
Y = {yn}Nn=1. In practice, the negative log likelihood is minimized, resulting
in a loss function: L(ω) = − ln

(
p(Y|X,ω)

)
with the natural logarithm. When

performing classification with the softmax function, L(ω) is widely known as the
Cross Entropy loss (Eq. 2.7). As for an one-dimensional regression problem with a
Gaussian distribution assumption, similar to Eq. 2.8, the loss function is given in
the form:

L(ω) = − ln
(

N∏
n=1
N
(
yn|µ̂(xn), σ̂2(xn)

))

=
N∑
n=1

(
(yn − µ̂(xn))2

2σ̂2(xn) +
ln
(
σ̂2(xn)

)
2

)
+ N

2 ln(2π). (2.21)

Ignoring the last term on the right hand side of Eq. 2.21 and replacing µ̂(xn) by
fω(xn), Eq. 2.21 is reformulated by:

L(ω) =
N∑
n=1

(
(yn − fω(xn))2

2σ̂2(xn) +
ln
(
σ̂2(xn)

)
2

)
. (2.22)

This loss function is also called attenuated regression loss proposed by [KG17].
Comparing the standard Mean Squared Error (MSE) loss in Eq. 2.9, Eq. 2.22 can
be viewed as the weighted MSE loss by the inverse of the variance σ̂2(xn) and being
regularized by the ln

(
σ̂2(xn)

)
term.

In addition to directly modelling the output probability distributions, several works
propose to estimate their higher-order conjugate priors as well. For instance, both
works [MG18] and [SKK18] predict a Dirichlet prior for the softmax function in
classification. Amini et al. [ASSR19] assume a Gaussian prior on the mean and
an Inverse-Gamma prior on the variance for the Gaussian-distributed regression

7The Direct Modelling approach can also be optimized by Maximum A Posteriori (MAP), by
introducing a weight prior p(ω), cf. Sec. 2.2.1.
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variable.

In summary, the Direct Modelling approach performs inference similar to common
deterministic deep neural networks. It brings almost no additional computation cost
to capture uncertainties, and is therefore highly desirable for online deployment.
However, the method requires to modify network output layers, and to train networks
with a new loss function (Eq. 2.22). Besides, it has been shown to produce un-
calibrated probabilities in classification [Gal16; GPSW17] and regression [KFE18].

Error Propagation

The error propagation approach approximates variances (or uncertainties) in each
activation layer in a network, and propagates variances from the network’s inputs
to its outputs. For example, Postel et al, [PFC+19] view dropout and batch nor-
malization during training as a noise-injection procedure to learn uncertainties. It
proposes to approximate a dropout error as the covariance matrix in noisy layers,
and propagate the error through downstream activation layers to the network’s
outputs in the closed-form. In this way, the method replaces the time-consuming
MC-dropout sampling [Gal16] with a single-shot inference, largely increasing the
efficiency in uncertainty estimation. Similarly, Gast et al. [GR18] propose Assumed
Density Filtering (ADF) which converts a standard activation layer (e.g. linear
layer, relu, max pooling) into an uncertainty propagation layer, by matching the
first and second-order central moments. Due to its simplicity in inference and minor
modification in training, the error propagation method is appealing in real-world
applications.

Comparison

I have introduced four practical methods to estimate predictive uncertainties. They
have been applied in large network architectures and real-world problems, such as
image semantic segmentation [KG17; PFC+19], optimal flow [GR18; ICG+18], and
object detection [FRD18; FWR+19; MNDS18].

The MC-Dropout and Deep Ensembles approaches are based on predictions from
several models. MC-Dropout is a Bayesian approach. It interprets a standard
network trained with the dropout regularization as a Bayesian Neural Network
(BNN). During testing, the network generates several models by applying dropout.
Each dropout model runs a prediction (cf. Fig. 2.3). Deep Ensembles is a non-
Bayesian approach. It trains an ensemble of networks with the same network
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architecture but different weight initializations. During testing, each model in the
ensemble runs a prediction. Therefore, both MC-Dropout and Deep Ensembles are
sampling-based methods, and have high computation and memory costs. In contrast,
Direct Modelling and Error Propagation suggest to use a single model with single
forward pass to estimate uncertainties, similar to the common prediction procedure
in deterministic deep neural networks. The Direct modelling approach predicts
uncertainties by the additional output layers, and the Error Propagation approach
transforms uncertainties from inputs to outputs. Therefore, both approaches work
in real-time and are capable for online deployment.

Sec. 2.2.3 has introduced how to decompose predictive uncertainties into epistemic
uncertainties and aleatoric uncertainties. Epistemic uncertainties capture a model’s
capability when describing data, and aleatoric uncertainties capture the sensor or
environment noises. In this regard, the MC-Dropout and Deep Ensembles methods
can reflect epistemic uncertainties. A MC-Dropout network shows high model
uncertainties when each dropout run produces very different results. Similarly, a
Deep Ensembles model shows high model’s uncertainties when each network in the
ensemble produces different results. In contrast, the Direct Modelling approach
predicts the parameters of a probability distribution for network outputs (such as
the mean and variance of a Gaussian distribution), which can be viewed as a process
to estimate observation likelihood. Therefore, the Direct Modelling approach mainly
captures aleatoric uncertainties. In Error Propagation, Postel et al, [PFC+19] aim
to approximate epistemic uncertainties, while Gast et al, [GR18] focus on aleatoric
uncertainties.

Different uncertainty estimation methods can be combined. For example, a network
can use the Direct Modelling approach to predict aleatoric uncertainties, and at
the same time sample the weight posterior distribution by MC-Dropout to predict
epistemic uncertainties. Furthermore, both types of uncertainties are not mutually
exclusive (cf. the discussion in Sec. 2.2.3). Using a method to explicitly model only
one type of uncertainties may capture some behaviours of the other.

2.2.5 Evaluation Methods

This section introduces several methods to quantify the quality of uncertainty esti-
mation. Shannon Entropy (SE) and Mutual Information (MI) metrics are common
measures for classification uncertainties. Calibration plots provide a natural interpre-
tation of uncertainty quality, and are fundamental for the uncertainty recalibration
techniques in Ch. 4. Finally, the section briefly summarizes several other evaluation
metrics in literature.
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Recall the notation defined in Sec. 2.1. A labelled training dataset is denoted by D,
which comprises N input data points X = {xn}Nn=1 and their corresponding target
values Y = {yn}Nn=1, i.e. D = {X,Y}. For simplicity, this section will only use D
to represent the training dataset, instead of distinguishing between X and Y.

The network is trained with the training dataset D. Given a new test data sample
x∗, the goal is to estimate the target value y∗ by the network’s prediction ŷ∗, with
its predictive uncertainty denoted by p(y∗|x∗,D). This uncertainty can be estimated
by the observation likelihood p(y∗|x∗,ω) using the Direct Modelling approach (cf.
Sec. 2.2.4), with ω being network weights. The predictive uncertainty can also be
estimated by Bayesian Neural Networks (BNNs) which do integration over all ω
values by the posterior distribution p(ω|D) (Eq. 2.13)8, or by Deep Ensembles in
Sec 2.2.4 using Eq. 2.18. For simplicity, the following sections will not distinguish
between the training data sample x,y and the testing data sample x∗,y∗.

Shannon Entropy

Shannon Entropy (SE), also called information entropy, is a common measurement of
the uncertainty in a variable’s possible outcomes [Sha01]. It has been widely applied
to quantify the predictive classification uncertainty for each data sample prediction
in deep neural networks [Gal16]. Given a data sample x and its target label y of C
classes, y = 1, 2, ..., C, the SE score for the predictive probability p(y|x,D) is given
by:

H(y|x,D) = −
C∑
c=1

p(y = c|x,D) log
(
p(y = c|x,D)

)
. (2.23)

The classification probability is usually estimated by the softmax score from a
network’s prediction (cf. Sec. 2.2.1), or by the mean softmax score averaged over
multiple network predictions in the MC-Dropout and Deep Ensembles methods
(following Eq. 2.17 and Eq. 2.19, respectively). Denote ŝc the softmax score of the
class c, Eq 2.23 can be rewritten as:

H(y|x,D) = −
C∑
c=1

ŝc log(ŝc). (2.24)

A SE score captures the uncertainty in a prediction output. It is zero when the
network is certain with its prediction, i.e. p(y = c|x,D) = 0 or 1, and reaches
its peak when the network is most uncertain with its prediction with a uniform

8A practical method of BNNs is the MC-Dropout approach introduced in Sec. 2.2.4, and the
predictive uncertainty can be estimated by Eq. 2.16.
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Figure 2.5: An illustration of the Shannon Entropy (SE) in binary clas-
sification (the target label y = 0 or 1). The horizontal axis
represents the predictive classification probability of the positive
class p(y = 1|x,D), and the vertical axis represents its SE score.
It reaches the peak when p(y = 1|x,D) = 0.5, and becomes
minimum when p(y = 1|x,D) = 0 or 1.

distribution p(y = c|x,D) = 1
C . An illustration of the Shannon Entropy in binary

classification is shown in Fig. 2.5.

Mutual Information

Mutual Information (MI), also known as information gain, is another common way
of measuring uncertainties [Sha01]. It quantifies the mutual dependence between
two random variables, by calculating the gain of information for a variable when
observing the other. Gal et al. [Gal16] use a practical expression of MI to measure
classification uncertainty for each data sample in deep neural networks, especially in
BNNs introduced in Sec. 2.2.2. A BNN models the posterior distribution of network’s
weights ω given the training dataset D denoted by p(ω|D). Therefore, MI measures
the gain of information when considering this posterior distribution p(ω|D) into the
predictive probability distribution p(y|x,D). According to [Gal16], MI is given in
the form:

I(y,ω|x,D) = H(y|x,D)− Ep(ω|D)[H(y|x,ω)] (2.25)

where E[·] is the mathematical expectation. The first term on the right-hand side of
Eq. 2.25 is the Shannon Entropy introduced in the previous section. The second
term is the expectation of the conditional Shannon Entropy given network’s weights
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ω. This conditional Shannon Entropy is given by:

H(y|x,ω) = −
C∑
c=1

p(y = c|x,ω) log
(
p(y = c|x,ω)

)
. (2.26)

When using the MC-Dropout approach (Sec. 2.2.4), the conditional Shannon Entropy
is calculated by a network’s single feed-forward pass with dropout, and its expectation
is approximated by averaging over multiple feed-forward passes. Combining Eq. 2.26
and the sampling method in Eq. 2.16 into Eq. 2.25, the expectation of the conditional
Shannon Entropy is approximated by:

Ep(ω|D)[H(y|x,ω)] = −Ep(ω|D)

[
C∑
c=1

p(y = c|x,ω) log (p(y = c|x,ω))
]

≈ − 1
K

K∑
k=1

(
C∑
c=1

p(y = c|x,ωk) log (p(y = c|x,ωk))
)

(2.27)

with ωk the network weights after dropout, and K the number of the MC-Dropout
runs. When using the Deep Ensembles approach (Sec. 2.2.4), each network in
the ensemble runs a single feed-forward prediction, and calculates its conditional
Shannon Entropy by Eq. 2.26. The expectation of the conditional Shannon Entropy
is approximated by averaging over the predictions from multiple networks in the
ensemble, similar to Eq. 2.27.

In general, MI captures the model’s variations brought by the network’s weights ω
in prediction outputs, different from SE which directly measures uncertainties in
prediction outputs. Therefore, MI is suitable to measure epistemic uncertainties -
the uncertainties to reflect a model’s capability when describing data. A MI score
ranges in [0,+∞), with a larger value indicating a higher model uncertainty. In
other words, there are samples of a network’s (single) output p(y|x,ω), whose SE
scores are different from that of the averaged predictive probability p(y|x,D).

Note that MI can also be measured by a network which performs single feed-forward
pass, such as that in the Direct Modelling approach. In this case, the network uses
the observation likelihood p(y|x,ω) to estimate the predictive uncertainty p(y|x,D),
with the assumption that ω follows a Dirac-delta function (cf. Sec. 2.2.4). In this
case, the first term and the second term on the right hand-side of Eq. 2.25 are equal,
resulting in an uninformative MI score which is always zero.
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Calibration Plots

A calibration plot is a common tool to evaluate the uncertainty estimation quality
of a probabilistic model. It is widely used to evaluate classification probabili-
ties [GPSW17], and has recently been extended for regression probabilities [KFE18].
From a frequentist perspective, a well-calibrated probabilistic model should predict
uncertainties that match the natural frequency of correct predictions. For example,
if a deep neural network makes predictions with a 0.8 probability (or the 80%
confidence interval in the regression task), then 80% of those predictions should be
correct (or fall into such a confidence interval). A calibration plot is designed to
show this relationship. The following section first formally introduces uncertainty
calibration, and then calibration plots and their evaluation metrics.

Following the same notation in Sec. 2.1, let a labelled dataset D comprises N input
data points and their corresponding target values. An input sample x is in the
domain X , and its target value y is in the domain Y. The data pair x,y is an
i.i.d. realization of jointly distributed random variables X and Y , where X is the
input variable and Y the target label variable. For simplicity, the following section
only considers a binary classification problem (the target label becomes a scaler of
positive integers y ∈ Y = {0, 1}), as well as an one-dimensional regression problem
(the target value becomes a continuous value y ∈ Y = R). Therefore, a scalar y will
be used instead of a row vector.

Uncertainty calibration is often evaluated for a whole dataset. Denote a labelled
training dataset Dtrain with the size Ntrain, and a labelled evaluation dataset Deval
with the size Neval

9. The training dataset is used to train a probabilistic neural
network, and the evaluation dataset is used to check its calibration performance.
Both datasets are assumed to have the same data distribution. Therefore, the
notation x,y will be used in both datasets.

Given an input sample x, a neural network outputs a predictive probability distri-
bution p(y|x,Dtrain), which is a probability mass function (PMF) in classification,
and a probability density function (PDF) in regression. For brevity, the function
F̂ : Y → [0, 1] will be used instead of p(y|x,Dtrain) to describe a probabilistic network
output. It maps a target value y ∈ Y to a predicted probability score p̂ ∈ [0, 1]
through the network, i.e. p̂ = F̂ (y). In classification, both F̂ (y) and p(y|x,Dtrain)
represent a PMF, and thus they are the same. In regression, F̂ (y) is the cumulative
distribution function (CDF) of p(y|x,Dtrain), which will be explained in more detail
in the following section.

9Note that only in this section, the dataset symbol is distinguished between training and evaluation.
In other sections, D refers to the training dataset unless mentioned otherwise.
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Uncertainty calibration in classification: the predictive probability distribution
p(y|x,Dtrain) is a probability mass function, which is usually predicted via a softmax
function (Eq. 2.1). Its output is also called softmax score, which is, for simplicity,
denoted by ŝ for the positive class y = 1, and 1− ŝ for the negative class y = 0. The
softmax score is viewed as a realization of a random variable Ŝ. The probability
distribution function F̂ : Y → [0, 1] equals the softmax score, with F̂ (y = 1) = p(y =
1|x,Dtrain) = ŝ.

A calibrated classification uncertainty indicates:

P
[
Y = 1|Ŝ = p

]
= p, ∀p ∈ [0, 1] (2.28)

where P is an event probability, and p is an arbitrary probability score. This equation
means that the probability of the event “when the positive softmax score variable Ŝ
equals p, its corresponding target label variable Y is positive” is p. In other words, a
predicted softmax score should correspond to its natural probability of correctness.
For example, if a deep neural network makes predictions with a 0.8 softmax scores,
then 80% of those predictions should be correct.

Suppose the uncertainty calibration is checked in an evaluation dataset with Neval
number of data samples. When Neval is large enough, the event probability in Eq. 2.28
can be approximated by its event frequency p (also called empirical probability) in
the dataset:

P
[
Y = 1|Ŝ = p

]
≈ p =

∑Neval
n=1 ynI

[
ŝn = p

]∑Neval
n=1 I

[
ŝn = p

] (2.29)

where I[·] is an indicator function equal to one if the softmax score ŝn is p and zero
otherwise. In other words, the event frequency is the ratio of predictions which
are labelled as positives and whose softmax scores are equal to p, to all predictions
whose softmax scores are equal to p.

Uncertainty calibration in regression: different from classification, the pre-
dictive probability distribution in regression p(y|x,Dtrain) represents a probability
density function (PDF), whose parameters are usually predicted by a network, such
as the mean and variance of a Gaussian distribution in the Direct Modelling approach
(Sec. 2.2.4), or the sample mean and variance statistics by the MC-Dropout approach
(Sec. 2.2.4). In this case, the probability distribution function F̂ : Y → [0, 1] is a
cumulative distribution function (CDF) given by: F̂ (y) =

∫ y
−∞ p(y′|x,Dtrain)dy′.

Its inverse cumulative distribution function (also known as the quantile function)
is denoted by F̂−1 : [0, 1] → Y. For an arbirary probability score p ∈ [0, 1], this
quantile function returns the regression value y whose CDF equals p.
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A calibrated regression uncertainty is defined based on the cumulative probability:

P
[
Y ≤ F̂−1(p)

]
= p, ∀p ∈ [0, 1] (2.30)

where P is an event probability, and p is an arbitrary probability score. This equation
means that the probability of the event “the target variable Y is smaller or equal
than the value whose cumulative probability equals p” is p. For example, if a deep
neural network makes predictions with a 80% confidence interval, then 80% of those
predictions should fall into such a confidence interval.

Similar to the problem of calibration in classification, for an evaluation dataset with
Neval number of data samples, the event probability in Eq. 2.30 can be approximated
by the event frequency p (also called empirical probability):

P
[
Y ≤ F̂−1(p)

]
≈ p =

∑Neval
n=1 I

[
yn ≤ F̂−1(p)

]
Neval

(2.31)

where I[·] is an indicator function. It equals one, if a ground truth target value yn
lies within the range determined by the quantile function F̂−1(p), and zero otherwise.
In other words, the event frequency is the ratio of predictions whose target values
lie within the correct ranges, to all predictions in the dataset.

Calibration plots are designed to visualize uncertainty calibration. Fig. 2.6 shows
a typical calibration plot for a dataset. Its horizontal axis represents the predictive
probability from the network (i.e. the predicted probability of an event), and the
vertical axis represents the empirical probability (i.e. the natural frequency of
the event). In practice, to draw a calibration plot for classification, the predicted
classification probabilities are grouped into T intervals (also called quantiles) using
the thresholds 0 < p̂1 < ... < p̂t < ... < p̂T < 1, and the empirical probability for
each interval is measured by Eq. 2.29 and denoted as pt. In the case of regression,
predictions are grouped into different confidence levels calculated by the cumulative
distribution function F̂ : Y → [0, 1], and their corresponding empirical frequencies pt
are calculated by Eq. 2.31. Note that calibration plots are dependent on the number
of intervals T . Selecting a proper T is usually based on the empirical observation of
a dataset [GPSW17; KFE18].

A well-calibrated deep neural network produces the diagonal line in a calibration
plot (Fig. 2.6), indicating that the predicted probabilities are equal to the empirical
probabilities. A miscalibrated model can suffer from over-confident predictions or
under-confident predictions. An over-confident prediction means that the predicted
probability is larger than the empirical probability, resulting in a calibration curve
under the diagonal line in Fig. 2.6. It also indicates that the left hand-side term
is smaller than the right hand-side term in Eq. 2.28 and Eq. 2.30. Conversely, an
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Figure 2.6: A calibration plot. The horizontal axis represents the predictive
probabilities, and the vertical axis the empirical probabilities.
An ideal calibration curve is the diagonal line, indicating that the
predicted probabilities from the model always match the natural
frequency of correctness (e.g. when a model makes classification
with a 0.8 probability, then 80% of those predictions are correctly
classified). A miscalibrated probabilistic deep network can suffer
from over-confident predictions (the actual calibration curve is
under the diagonal line), or under-confident predictions (the
curve is above the diagonal line).

under-confident prediction means that the predicted probability is smaller than the
empirical probability, results in a calibration curve above the diagonal line in Fig. 2.6,
and the larger left hand-side terms in Eq. 2.28 and Eq. 2.30.

Note that to draw a calibration plot from a dataset, the network needs to perform
predictions in the dataset, and compare predictions with the ground truth labels.
Furthermore, a calibration plot evaluates the uncertainty estimation quality for a
whole dataset. It cannot represent the uncertainty performance for each data point.

Evaluation metrics: several evaluation metrics can be derived from calibration
plots. One popular method is Expected Calibration Error (ECE) [GPSW17], which
measures the averaged absolute error between the actual calibration curve (i.e.
empirical probabilities pt) and the diagonal line (i.e. predicted probabilities p̂t),
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weighted by the number of samples in each interval:

ECE =
T∑
t=1

Nt
Neval

|pt − p̂t| (2.32)

where Nt is the number of samples in the t-th interval, and Neval the dataset size,
Neval =

∑T
t=1Nt. Furthermore, Average Calibration Error (ACE) score measures

the equally-weighted error over all intervals, and Maximum Calibration Error (MCE)
finds the maximum error in all intervals.

Other Evaluation Methods

Negative Log Likelihood (NLL) is a standard metric to measure probabilistic models
in an evaluation dataset. Suppose the dataset has Neval data samples: its NLL score
is measured by NLL = −

∑Neval

n=1 log
(
p(yn|xn,D)

)
. A smaller NLL score indicates

a better probability estimation that fits the ground truth distribution. Therefore,
NLL indirectly reflects the uncertainty calibration quality.

Brier Score is a proper scoring rule to measure the accuracy of probabilistic predictions
specifically in classification. It is calculated by the squared error between a predictive
probability p(y|x,D) and its ground truth class label y in the one-hot encoding (cf.
Fig. 2.1).

A sparsification plot [ICG+18] (or error curve in other words) measures how predictive
uncertainties match their true prediction errors. It is assumed that a well-estimated
predictive uncertainty should correlate with the true error, and by gradually removing
the predictions with the highest uncertainties, the average errors in the rest of the
predictions will decrease. The sparsification plot will be explained in detail in Ch. 6.

Finally, Total Variation (TV) is used to measure regression uncertainties [FRD18].
It is the summation of variances of a predictive regression probability. It will be
explained in detail in Ch. 3.

2.3 Object Detection using Deep Learning
Approaches

Object detection is one of the most important perception modules in autonomous
driving. It is a multi-task problem which aims to recognize and localize relevant
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Figure 2.7: An introduction of object detection in deep learning. (a). The
generic object detection pipeline. Deep neural networks are
used to classify objects with classification scores, and localize
objects with 2D or 3D bounding boxes. Redundant detections
are merged in a post-processing step, usually by Non-Maximum
Suppression (NMS). Modern object detection networks mainly
follow the one-stage pipeline (b) or the two-stage pipeline (c).
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objects in a scene in a frame-by-frame manner. An object is usually classified
with a classification score, and localized with a bounding box in the 2D or 3D
space. This section gives an introduction of object detection methods in deep
learning, especially those using LiDAR point clouds. First, Sec. 2.3.1 introduces the
background knowledge of object detection, followed by the notation definition in
Sec. 2.3.2. Afterwards, several object detection networks are introduced, including
LiDAR-based object detection networks (Sec. 2.3.3), multi-modal sensor fusion
networks (Sec. 2.3.4), and probabilistic object detection networks (Sec. 2.3.5). Finally,
Sec. 2.3.6 summarizes evaluation methods for object detection.

2.3.1 Preliminaries

The generic object detection pipeline is illustrated in Fig. 2.7a. Here, image-based
object detection is discussed as an example. An object detection network takes RGB
camera images as inputs, and outputs classification scores by the softmax function
(introduced in Sec. 2.2.1), as well as bounding box regression parameters (such as
centroid locations, length, and width). Predictions above a certain classification score
threshold are kept, while the rest are regarded as negatives and ignored. Usually, an
object will be predicted multiple times by the network. A post-processing procedure,
commonly Non-Maximum Suppression (NMS), is employed to remove redundant
bounding boxes. The standard NMS operation groups detections based on their
Intersection Over Union (IOU) scores (which will be introduced in Sec. 2.3.6), and
selects the detection in a group with the highest softmax score.

The meta-architectures of object detection networks can be divided into the one-stage
or the two-stage pipeline, shown by Fig. 2.7b and Fig. 2.7c respectively. An one-
stage object detector directly maps input data to object classes and bounding boxes,
through a single-stage and unified Convolutional Neural Network (CNN) model.
More concretely, a CNN backbone network (also called pre-processing network or
feature extractor) is used to produce feature maps with high-level image features.
Standard CNN backbone architectures include VGG [SZ14], ResNet [HZRS16] and
GoogLeNet [SLJ+15], to name a few. Afterwards, each grid (or pixel) on the feature
maps is processed by some small fully connected layers (fcl), which predict softmax
scores and bounding box regression parameters. Those fully connected layers are
also called detection head, and are usually implemented by the 1 × 1 convolution.
Therefore, the one-stage object detector is fully convolutional. Typical networks
include MultiBox [STE13], YOLO [RDGF16], and SSD [LAE+16], to name a few.

Different from the one-stage detection pipeline, a two-stage object detection net-
work predicts objects in the first stage, and refines those predictions in the second
stage. Typical two-stage object detection networks are R-CNN [GDDM14], Fast-
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RCNN [Gir15], Faster-RCNN [RHGS15], OverFeat [SEZ+13], and Mask-RCNN
[HGDG17]. Fig. 2.7c illustrates the Faster-RCNN architecture. In the first stage,
Faster-RCNN uses a CNN backbone network to extract high-level image features, and
employs a Region Proposal Network (RPN) to predict multiple class-agnostic object
proposals called Regions of Interest (ROIs). The RPN is similar to the detection
head in one-stage object detection shown in Fig. 2.7b. In the second stage, a ROI
pooling operation crops regional features from the CNN feature maps, based on
the corresponding ROI position. Those regional features are further-processed by
a detection head called Faster-RCNN Head (FRH), which fine-tunes each ROI in
terms of classification and bounding box regression as the final network outputs.

In general, due to the paradigm of region proposal generation and refinement, two-
stage object detectors tend to achieve better detection accuracy, with the cost of
higher inference time and more complex training. In contrast, one-stage object
detectors are easier to train and faster to infer, yet suffer from underperforming
detection accuracy. Huang et al. [HRS+17] study the speed/accuracy trade-off
between two-stage and one-stage object detectors. Lin et al. [LGG+17] discover
that the extreme positive-negative class imbalance during training is the main
reason for the underperformance of one-stage object detectors. They mitigate this
problem with the focal loss, which assigns higher weight to hard samples. With
recent improvements in the training strategy, the gap of detection accuracy between
two-stage and one-stage object detectors is becoming smaller [LGG+17].

2.3.2 Notation

Following the same notation in Sec. 2.1 and Sec. 2.2.1, define x as an input data
sample, and y its corresponding target value. Since object detection is a multi-task
problem, the target value consists of an object class label denoted by the scaler
ycls, and a continuous vector indicating the object bounding box (bbox) parameters
ybbox. The final target value is given by y = [ycls,ybbox], and a model’s prediction
by ŷ = [ŷcls, ŷbbox]. In practice, object detectors predict the softmax score ŝc for
the class c. The predicted label ŷcls is the class with the largest softmax score, given
by: ŷcls = argmaxc∈{1,...,C}(ŝc).

Two-stage object detection networks such as Faster-RCNN make predictions both
in the first stage and the second stage. Therefore, it is necessary to distinguish
notation in different stages. Let us refer to the superscript r as a Region of Interest
(ROI), and the superscript v as a second stage detection head. The target value
in the first stage can be written by yr = [yrcls,yrbbox], and in the second stage by
yv = [yvcls,yvbbox]. The full target value y is a combination of outputs in the first
stage and those in the second stage, written as y = [yr,yv].
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2.3.3 LiDAR-based Object Detection Networks

LiDAR (Light Detection And Ranging) sensors directly measure object depths, by
emitting laser beams with a certain frequency and receiving their reflections. They
are crucial sensors for 3D scene understanding in autonomous driving. LiDAR
signals are usually provided in the form of 3D points, including their 3D positions
and reflectance intensities. This is very different from RGB camera images which
represent data as 2D matrices. Therefore, special methods are needed to represent
and process LiDAR points in LiDAR-based object detection.

LiDAR Representation and Processing

LiDAR point clouds can be processed in three ways. One way is discretizing the
3D space into voxels, and assigning points to each voxel (e.g. [CLSJ19; ERW+17;
Li17; SGJ+20; SWS+20; SZT19; ZT18]). Though rich 3D shape information can
be preserved, this representation results in many empty voxels and requires large
inference time (e.g. Li et al. [Li17] reports more than 5 s on each frame on the
KITTI evaluation server [GLU12]). In this regard, many works aim to improve the
efficiency of voxel processing. VoxelNet [ZT18] proposes a voxel feature encoding
(VFE) layer to process each voxel, and achieves the inference of 225 ms per frame,
SECOND [YML18] adds several sparse convolutional layers after VFE, such that
only the locations associated with input points are computed. They reduce the
inference time to only 25 ms.

The second way is learning directly over 3D LiDAR points in the continuous vector
space without voxelization. PointNet [QSMG17] and its improved version Point-
Net++ [QYSG17] first process each point individually, and then aggregate the
features from several points via max pooling. This method was initially introduced
to 3D object recognition, and later extended to 3D object detection ([QLW+18;
SKT18; SWL19; XAJ18; YSL+19]. Runtime varies depending on methods (e.g.
100 ms - 200 ms for Frustum-Pointnet [QLW+18], and 80 ms for STD [YSL+19]).

The third way of representing LiDAR points is doing projection onto 2D grid-based
feature maps, which can be fed to standard 2D convolutional layers for fast inference,
e.g. Complex-YOLO [SMAG18] reports only 20 ms inference speed. Depending on
projection, the LiDAR feature maps can be categorized into the spherical map, the
camera-plane map, and the bird’s eye view (BEV) map, shown in Fig. 2.8. The
spherical and the camera-plane maps encode LiDAR information in the front-view,
where objects can be occluded, and their sizes vary significantly depending on distance.
In contrast, the BEV map avoids occlusion and reduces variances in the object size,
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Figure 2.8: A RGB image from visual camera, and its corresponding different
representations of LiDAR points: (b-d). LiDAR camera-plane
maps which encode depth or intensity information. Their pixels
could be sparse due to projection, or be up-sampled to build
dense maps. (e). Spherical map. (f). LiDAR bird’s eye view
(BEV) map. Adapted from Fig. 6 in [FHR+20], ©IEEE.

because objects occupy different spaces with their actual extents in this top-down
plane. Therefore, the BEV representation makes the localization task easier, and has
been widely applied to 3D perception. For example, MV3D [CMW+17] elaborately
designs BEV maps with height, density and intensity information. PIXOR [YLU18]
encodes BEV maps using occupancy grids. PointPillars [LVC+18] argues that the
hard-coded BEV features may not be optimal, and proposes to learn column-wise
BEV features called “pillars” via PointNet [QSMG17].

The methods to process LiDAR point clouds can be extended to image detection
as well. In [QGW+20; WCG+19; YWC+19], each 2D pixel in a camera image is
projected into the 3D space, with its depth being predicted by an auxiliary network.
This projection creates a pseudo-LiDAR representation of camera images, which can
be further processed using LiDAR-based detectors. Though the depth estimation
from camera images is erroneous, such a simple LiDAR-like representation achieves
promising performance in 3D detection.

Network Architectures

Similar to image-based object detection introduced in Sec. 2.3.1, the meta architecture
of LiDAR-based object detection can be divided into the two-stage or the one-
stage pipeline. An one-stage LiDAR object detector directly maps input data to
object classes and bounding boxes, through a single-stage and unified CNN model.
For example, PIXOR [YLU18] is a fully convolutional network for car detection.
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It comprises a large backbone network based on several residual blocks and up-
sampling layers, and a small detection header network which predicts detections
at the final layer, similar to YOLO [RDGF16] in 2D image detection. Differently,
PointPillars [LVC+18] uses the SSD header [LAE+16] to do multi-scale predictions
on several feature maps at different resolutions. A two-stage LiDAR object detector
extracts ROIs in the first stage, and fine-tunes predictions in the second stage.
ROIs can be generated either by deep-learning approaches (e.g. [CLSJ19; FRTD19;
HZH+20; SWL19; SWS+20; WJ19; YSL+19; ZT18]) or non-deep learning approaches
such as clustering [AGP+17], voting [ERW+17], and simple point sampling [NCH+].
Specifically, when LiDAR inputs are represented by 2D feature maps (Sec. 2.3.3),
typical image-based detection networks and standard image feature extractors using
Convolutional Neural Networks (CNNs) can be used (cf. Sec. 2.3.1).

2.3.4 Multi-modal Object Detection Networks

Multi-modal object detection networks aim to fuse different sensing modalities in
deep learning, such that the complementary properties of different sensors can
be learned and exploited. For instance, LiDAR point clouds provide accurate
depth information, but become sparse at a large distance. Visual camera images
encode detailed object textures, but suffer from inaccurate depth estimation. Fusing
LiDAR point clouds and RGB camera images is supposed to improve both 3D
localization and classification, compared to using only one of the sensing modalities
for object detection. In the literature, visual cameras and LiDARs are the most
common sensors for fusion [BMG+19; CMW+17; KML+18; LYWU18; PD18; PD19;
QLW+18]. Besides, some works propose to combine RGB images with thermal
images (captured by thermal cameras) [MEB16], LiDAR point clouds with HD
maps [CLU18; LYC+19], or RGB camera images with radar points [CMN19].

Fusion Architectures and Operations

Sensor fusion in deep learning can be roughly divided into early fusion, middle
fusion, and late fusion, shown in Fig. 2.9. Early fusion (Fig. 2.9a) combines the
raw or pre-processed sensor data. It has the advantage of fully exploiting the raw
data information with low computation and memory budgets. However, early fusion
is inflexible to input changes or sensor noises. Late fusion (Fig. 2.9c) combines
the decision outputs of each sensor-specific network. It has high flexibility and
modularity. For example, when a new sensor is introduced, only its domain-specific
network and the fusion layers need to be adapted. However, late fusion has high
computation and memory costs, because each sensor needs to be processed by a
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Figure 2.9: An illustration of early fusion, late fusion, and middle fusion.
Adapted from Fig. 8 in [FHR+20], ©IEEE.

network separately. Late fusion also discards rich intermediate features which might
be highly beneficial for fusion. Middle fusion is the compromise between early fusion
and late fusion. This fusion scheme combines intermediate feature representations
from different sensing modalities by one specific middle layer (Fig. 2.9b) or by
multiple layers. Although middle fusion is highly flexible, it is not easy to find the
best way to fuse intermediate layers.

Typical fusion operations include feature concatenation, element-wise average mean
and ensemble. While feature concatenation is the most common fusion operation,
there is no conclusive evidence in the literature stating that one fusion scheme is
optimal. The performance is highly dependent on sensors, network architecture, and
datasets [FHR+20].

Sensor Fusion in Object Detection

As introduced in Sec. 2.3.1, object detectors usually follow the two-stage or the
one-stage pipeline. This gives a variety of options for sensor fusion in object detection
networks. For example, MV3D [CMW+17] proposes a two-stage multi-modal object
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detector for RGB camera images and LiDAR BEV feature maps. A Region Proposal
Network (RPN) processes LiDAR Bird’s Eye View (BEV) maps to generate Region
of Interests (ROIs), which are used to crop LiDAR and camera feature maps. In
the second stage, the sensor-specific regional features are fused for final object
detection. Different from MV3D, AVOD [KML+18] fuses camera and LiDAR images
not only in the second stage, but also in the region proposal network (before the ROI
generation). Frustum PointNet [QLW+18] takes the advantage of pre-trained image
detectors to produce 2D object proposals, which build frustums in the correspondence
LiDAR point clouds. The method then applies PointNet [QSMG17] on frustums to
regress object 3D positions. ContFuse [LYWU18] fuses camera and LiDAR images
in multiple intermediate layers using an one-stage object detection network.

2.3.5 Probabilistic Object Detection Networks

In parallel to this thesis, several probabilistic object detection networks have been
proposed. Sec. 1.3.2 has briefly reviewed existing methods regarding their applications
and use cases. The following section summarizes each method in detail. They
are grouped into the methods only for epistemic uncertainties, the methods only
for aleatoric uncertainties, and the methods for both types of uncertainties. An
introduction of epistemic and aleatoric uncertainties can be found in Sec. 2.2.3. In
general, epistemic uncertainties in object detectors are modelled by the MC-Dropout
or Deep Ensembles approaches, while aleatoric uncertainties by the Direct Modelling
approach. These practical uncertainty estimation methods have been introduced in
Sec. 2.2.4.

Detectors with Epistemic Uncertainties

Miller et al. [MNDS18] estimate epistemic uncertainties based on a SSD [LAE+16]
network and the MC-Dropout method. The detection head is modified with dropout
layers, such that it can generate multiple detection samples during test time via
the MC-Dropout approach. In the post-processing stage (cf. Fig. 2.7a), redundant
detections from a dropout inference are merged by the Non-Maxium Suppression
(NMS) operation. Detections from different dropout inferences are further grouped
into several clusters, based on the spatial or semantic similarity measurement. For
every cluster, the probability distribution for each single object is described by the
sample mean and variance of the cluster members. In a later work [MDMS18], the
same authors study the effect of various clustering techniques on the quality of
epistemic uncertainties, such as the Basic Sequential Algorithmic Scheme and the
Hungarian method. Furthermore, the same authors [MSZ+19] employ two detectors
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with different network architectures to generate detection samples by the MC-dropout
approach. Those samples from different networks are used to compute summary
statistics. Duplicate detections are finally merged via the standard NMS operation.
Experimental results indicate that combining MC-Dropout inferences from multiple
networks outperforms the MC-Dropout inferences from a single network, in terms
of the epistemic uncertainty estimation. Feng et al. [FWR+19] use classification
uncertainties extracted from MC-Dropout and Deep Ensembles to train a 3D LIDAR
object detector in an active learning framework. Dropout inferences are employed
only in the detection head. The standard NMS is used as the post-processing step.

Detectors with Aleatoric Uncertainties

Most object detectors use the Direct Modelling approach to estimate aleatoric uncer-
tainties. This approach has been used in various object detection architectures, such
as SSD [LDBK18], Faster-RCNN [FCR+20; FRTD19; HZW+19], FCOS [LHK+20],
Point-RCNN [PWZT20], and PIXOR [FRG+19].

The softmax function (Eq. 2.1) is widely used to estimate the classification probability.
Le et al. [LDBK18] and Feng et al. [FCR+20] additionally assume a Gaussian
distribution in its softmax logit (Eq. 2.1). As for the regression probability, a majority
of works assume that each bounding box regression variable is independent, and
follows a simple probability distribution, such as a uni-variate Gaussian distribution,
a Laplace distribution, or a combination of both (also called Huber mass function).
Those regression variables usually encode the bounding box centroid positions, extents
(length, width, height), and orientations. Though this probability assumption is
simple and straight-forward, it ignores correlations among regression variables, and
may not fully reflect complex uncertainties in bounding boxes, especially when objects
are occluded. Instead, Pan et al. [PWZT20] transform the regression variables back
to the eight-corner representation for 3D bounding box, and directly learn the
uncertainty in each corner separately; Meyer et al. [MLK+19] place a mixture of
Gaussian on each regression variable; and Harakeh et al. [HSW20] learn a multivariate
Gaussian distribution with the full covariance matrix for regression variables. The
recent work by He et al. [HW20] propose a more generic probability distribution,
which considers both correlations and multi-modal behaviours by using a multi-
variate mixture of Gaussian to describe 2D bounding boxes.

Training probabilistic object detectors with aleatoric uncertainties is usually achieved
by minimizing the negative log likelihood (NLL) introduced in Sec. 2.2.1. This results
in a Cross Entropy loss for classification (Eq. 2.7), and an attenuated regression loss
(Eq. 2.22) for the bounding box regression with a Gaussian distribution assumption.
In contrast, several works [FRTD20; HZW+19; MT19] introduce a prior distribution
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related to the ground truth bounding box parameters, and minimize the Kullback-
Leibler Divergence (KLD) [KL51] between the predictive probability distribution and
the prior distribution. In this way, a predictive uncertainty is regularized with its
prior distribution, which has been shown to stabilize training and improve detection
performance [FRTD20; MT19].

Regarding the post-processing step which merges redundant detections, Meyer et
al. [MLK+19] propose to group detections with the mean-shift clustering over
corners, and combine bounding box uncertainties and classification scores in an
uncertainty-aware Non-Maximum Suppression (NMS) framework. Similarly, Choi et
al. [CCKL19] design a detection criterion that considers both regression and classifi-
cation uncertainties. The new criterion is used to rank detections in the standard
NMS.

In addition to the Direct Modelling approach, Le et al. [LDBK18] propose a unique
method to model aleatoric uncertainties based on the nature of redundant detection
outputs. Instead of merging those detections by the post-processing step such
as NMS (cf. Fig. 2.7), they propose to cluster redundant detections using the
Intersection Over Union (IOU) score (which will be introduced in Sec. 2.3.6). Each
cluster represents a single object, whose predictive probability distribution can
be described by the sample mean and the sample variance. Though Harakeh et
al. [HSW20] has shown that this method underperforms the Direct Modelling method
in terms of uncertainty estimation quality, it is time-efficient and requires only a
small modification in the post-processing step to model aleatoric uncertainties even
in a deterministic detection network.

Detectors with both Aleatoric and Epistemic Uncertainties

Aleatoric and epistemic uncertainties are jointly estimated by employing Direct
Modelling, together with MC-dropout or Deep Ensembles. While all existing works
use the output layers to directly model aleatoric uncertainties, they are different
in modelling epistemic uncertainties. For example, Feng et al. [FRD18] perform
dropout inferences only in a Faster-RCNN header network (cf. Fig. 2.7). Wirges et
al. [WRLS19] follow the same network meta-architecture, and study the effect
of adding dropout layers in the CNN backbone network or the header network.
Harakeh et al. [HSW20] modify a 2D image detector based on RetinaNet [LGG+17],
and incorporate MC-dropout in its detection head. Finally, Kraus et al. [KD19]
extend a YOLO [RDGF16] network, and perform the dropout inference both in the
backbone network and the detection head.

Regarding the post-processing step, the standard Non-Maximum Suppression (NMS)
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is employed in [FRD18; KD19; WRLS19]. Harakeh et al. [HSW20] perform a Bayesian
inference to fuse redundant detections. They have reported a large improvement in
uncertainty estimation quality compared to the standard NMS.

2.3.6 Evaluation Methods
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Figure 2.10: (a). The definition of Intersection Over Union (IOU) between
two bounding box regions B1 and B2. It is calculated by the
size of their intersection region divided by the size of their union
region. (b). The precision-recall curve. It shows the precision
value at each recall level, by changing the classification score
threshold.

Intersection Over Union

Intersection Over Union (IOU), also known as Jaccard index or Jaccard similarity
coefficient, is the most common way to measure localization accuracy in object
detection. It is the geometric overlap ratio between a predicted bounding box and
its ground truth bounding box. Let B1 and B2 be two bounding box regions. Their
IOU score is defined as the size of their intersection region divided by the size of
their union region:

IOU(B1, B2) = |B1 ∩B2|
|B1 ∪B2|

(2.33)

as shown in Fig. 2.10a. An IOU score ranges between [0, 1], with a large value
indicating an accurate bounding box prediction.
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Precision, Recall, F1 Score, and Average Precision

In object detection, Average Precision (AP) [EVW+10] is the dominant evaluation
metric. But before introducing AP, let us first take a look at Precision, Recall, and
the F1 score.

When evaluating object detection, predictions above a certain classification score
threshold are considered. They are divided into True Positives (TP) and False
Positives (FP), based on their IOU scores with ground truths. For example, the
KITTI object detection benchmark [GLU12] defines the True Positives for car
detection with the IOU threshold 0.7. Furthermore, False Negatives are defined
as the ground truth bounding boxes which are either missed or unassociated with
predictions due to low IOU scores.

Precision is defined as the number of TP divided by the number of detections (TP
plus FP), and Recall is defined as the number of TP divided by the number of
ground truths (TP plus FN):

Precision = TP
TP + FP , Recall = TP

TP + FN . (2.34)

In other words, Precision measures the accuracy of predictions, and Recall measures
the proportion of ground truth objects which are detected. Both the Precision and
Recall values range between 0 and 1. The F1 score is the geometric mean of Precision
and Recall given by:

F1 = 2× Precision× Recall
Precision + Recall . (2.35)

It is a scaler to represent the detection performance at a certain recall value.

By increasing the classification score threshold, the recall values drop, and the
precision values increase. In this way, a precision-recall curve can be plotted, shown
by Fig. 2.10b. To remove the effect of the classification score threshold, the area
under the precision-recall curve is measured. In practice, it is approximated by
the mean precision values averaged over R number of recall levels, called Average
Precision (AP):

AP = 1
R

R∑
r=1

Precision(Recallr). (2.36)

For example, the KITTI dataset [GLU12] selects 11 uniformly-sampled recall levels
to measure AP, i.e. R = 11.
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Extensions of Average Precision

The Average Precision (AP) metric does not fully measure the localization perfor-
mance of an object detector, because all predictions above a certain IOU threshold
are treated equally. To tackle this problem, the MS COCO benchmark [LMB+14]
averages the AP values over several IOU thresholds. Oksuz et al. [OCAK18] incor-
porate the IOU for each detection into a new evaluation metric called Localization
Recall Precision (LRP). The NuScenes dataset [CBL+20] calculates AP based on
detections thresholded by the 2D center distance on the ground plane, instead of IOU
scores. In addition, it defines several geometric metrics such as Average Translation
Error (ATE), Average Scale Error (ASE) and Average Orientation Error (AOE)
to specifically measure the bounding box localization performance. In this way,
classification and regression are decoupled for evaluation.

Besides Average Precision, there are many methods to evaluate probabilistic object
detectors. For example, Uncertainty Error proposed by Miller et al. [MDMS18]
measures a detector’s performance in distinguishing in- and out-of-distribution
data. Probability-based Detection Quality (PDQ) proposed by Hall et al. [HDS+20]
jointly evaluates semantic uncertainties and spatial uncertainties in image-based
object detection. The semantic uncertainties are built by matching the predicted
classification scores with the ground truth labels on the image pixel-level. The spatial
uncertainties are built by assuming a Gaussian distribution on the top-right or the
bottom-left corner of a bounding box. The optimal PDQ is achieved when a predicted
probability correlates the prediction error. However, PDQ is only applicable to 2D
image-based object detection due to its definition of spatial uncertainties.

Label Uncertainties and Probabilistic IOU

All of the above-mentioned evaluation metrics in object detection treat ground
truth labels equally, with the assumption that labels are deterministic and accurate.
However, the data annotation process can be error-prone due to human subjectivity
and resource constraints. Ambiguities or uncertainties may also inhere in sensor
observations. Think about a car which is running directly in front of the ego-vehicle,
and only has LiDAR observations on its back surface. It is difficult to determine
object length and its longitudinal position, and the importance of such label would
be down-graded in evaluation. In this regard, Wang et al. [WFZ+20] propose to
model the labelling errors for LiDAR-based object detection in self-driving datasets.
They explicitly build a generative model to infer the distribution of 3D bounding
box labels given the LiDAR points.
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Figure 2.11: Two examples of the inferred posterior distributions for ground
truth bounding box parameters proposed by [WFZ+20]. They
reflect complex environmental noises inherent in LiDAR obser-
vations, such as typical L-shape and occlusion.

Label Uncertainties: Let ybbox be the annotated ground truth parameters of
bounding boxes, and x its corresponding input LiDAR point cloud, which consists
of O number of LiDAR points, i.e. x = [x1, x2, xo, ..., xO]. The goal is to infer the
posterior distribution of ground truth bounding box parameters given a LiDAR
point cloud p(ybbox|x). It is assumed that the mean of ground truth parameters
ybbox is accurate, and each LiDAR point xo is generated by its nearest points on
the bounding box surface. This point generation proces is described by a Gaussian
Mixture Model denoted by p(xo|ybbox). Based on this, p(ybbox|x) is approximated
using Variational Bayes, and results in a multi-variate Gaussian distribution Fig. 2.11
shows two examples of the inferred label posterior distributions (also called label
uncertainties). They not only reflect complex environmental noises inherent in the
LiDAR perception such as typical L-shape and occlusion, but also indicate the
quality of bounding box labels in datasets.

Probabilistic IOU: Based on label uncertainties, a probabilistic generalization of
Intersection Over Union (IOU) named Probability Jaccard Index, or Probabilistic
IOU (ProbIOU), is proposed in [WFZ+20] as a new evaluation metric for object
localization accuracy. Unlike IOU which simply compares the geometric overlap
ratio between two bounding boxes, ProbIOU calculates the similarity of their spatial
probability distributions, shown in Fig. 2.12. The probability distributions of ground
truth bounding boxes are the inferred label uncertainties shown on the left side
of Fig. 2.12. They serve as references of uncertainty estimation. The probability
distributions of detections can be provided by probabilistic object detectors shown
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Figure 2.12: An illustration of Probabilistic IOU (ProbIOU), which is a
probabilistic generalization of IOU [WFZ+20]. The metric mea-
sures the similarity of spatial probability distributions between
ground truth bounding boxes and predicted bounding boxes.
The distributions of ground truth bounding boxes are inferred
by the label uncertainty method [WFZ+20], while the distribu-
tions of predicted bounding boxes are provided by probabilistic
object detectors such as [FRG+19].

on the right side of Fig. 2.12. In case of deterministic object objectors, they can be
regarded as uniform distributions within bounding box regions.

The ProbIOU metric is formally defined as follows. Denote v a vector representing
an arbitrary location in the 2D or 3D space. Also denote p1(v), p2(v) the probability
density functions of two bounding boxes, and B1, B2 their supports10, respectively.
These distributions are provided by the label uncertainty method for ground truth
bounding boxes, or by probabilistic object detectors for predicted bounding boxes.
Specifically, in case of deterministic bounding boxes, the supports B1, B2 become
the bounding box regions with size |B1|, |B1|, and p1(v), p2(v) follow the uniform
distributions given by:

p1(v) =
{

1
|B1| if v ∈ B1

0 otherwise
, p2(v) =

{
1
|B2| if v ∈ B2

0 otherwise.
(2.37)

The Probabilistic IOU (ProbIOU) is defined according to [MJ18] as:

ProbIOU(B1, B2) =
∑

v∈B1∩B2

1∑
v′∈B1∪B2

max
(
p1(v′)
p1(v) ,

p2(v′)
p2(v)

) . (2.38)

Note that Eq. 2.38 takes the summation instead of integration over v, because in

10The support of a probability distribution function is the subset of a region, where the function
values are larger than zero.
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Recording KITTI Bosch (subset) NuScenes Waymo
Scenes 22 100 1000 1150
Ann. frames 15 K 18 K 40 K 200 K
Ann. Boxes 200 K 210 K 1.4 M 12 M
Coverage area n.a. 20 km2 5 km2 76 km2

Locations Karlsruhe Southern Germany Boston,
Singapore

San Francisco,
Mountain View,
Phoenix

Conditions Sunny,
Daytime

Sunny, Rainy,
Daytime, Night

Sunny, Rainy,
Daytime, Night

Sunny, Rainy,
Daytime, Night

Table 2.1: A comparison of four datasets used in this thesis. Parts of statistics
are based on [SKD+20]

practice locations are uniformly sampled in the space to calculate ProbIOU.

Similar to IOU, ProbIOU ranges within [0, 1]. It equals one only when two bounding
boxes have the same shape (positions and extents) and the same spatial probability
distributions (more proof please refers to [WFZ+20]). Specifically, when two boxes
are deterministic, the definition of IOU in Eq. 2.33 can be derived by using uniform
distributions from Eq. 2.37 into Eq. 2.38. In other words, IOU is a special case of
ProbIOU.

2.4 Datasets

In recent years, many datasets were released for object detection in real-world driving
scenarios. A detailed survey of datasets is provided in [FHR+20]. The following
section summarizes four datasets used in this thesis. They record both RGB camera
images and LiDAR point clouds, and provide labels of object categories and 2D/3D
bounding boxes. Tab. 2.1 summarizes their recording conditions and dataset sizes.

2.4.1 KITTI

Since being introduced in 2012, the KITTI dataset [GLU12] has become the most
popular open dataset in autonomous driving research, with sensor readings from a
LiDAR and several cameras. According to [GLSU13], the sensor specifications are:

• 1x Velodyne HDL-64E LiDAR: 64 beams, 10 Hz, 0.09◦ angular resolution, 2 cm
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distance accuracy, range 120 m, field of view (FOV) 360◦ horizontal and 26.8◦
vertical, and approx. 120 K LiDAR points per frame.

• 2x PointGray Flea2 grayscale cameras: 1.4 Megapixels

• 2x PointGray Flea2 color cameras: 1.4 Megapixels

• 4x Edmund Optics lenses: opening angle approx. 90◦, vertical opening angle
approx. 35◦.

The data was recorded in Karlsruhe, a mid-sized city in Southern Germany, during
daytime and on sunny days. The dataset provides online leader-boards for tasks
such as object detection, semantic segmentation, and tracking. The object detection
benchmark [GLU12] includes 7481 frames of training data (with approx. 80 K
annotated objects) and 7518 frames of testing data. It provide resized camera images
of 1242× 375 pixels and synchronized LiDAR point cloud. Objects are categorized
into several classes such as “Car”, “Truck”, “Pedestrian” and “Cyclist”, and are
labelled with 2D/3D bounding boxes. Their occlusion and truncation levels are also
included. Note that only objects within the camera field of view are labelled. Objects
outside the view are ignored. In the benchmark, detections are compared with ground
truths in “Easy”, “Moderate”, and “Hard” settings. They are categorized based on
the object heights, the truncation levels, and the occlusion levels. While the data
frames in the object detection benchmark are randomly shuffled from different drives,
KITTI provides raw data [GLSU13] which stores sensor readings in sequences.

Since the ground truth labels for the KITTI testing data are not accessible, most
works for object detection in the literature modify the KITTI training data to do
training and evaluation. A popular data split was proposed by Chen et al. [CMW+17].
It splits the KITTI training data with 7481 frames into a KITTI train set with 3712
frames, and a KITTI val set with 3769 frames. The KITTI train set is often used to
train an object detector, and the KITTI val set to evaluate and compare different
models.

2.4.2 NuScenes

The NuScenes dataset was released in March 2019 [CBL+20]. It recorded both RGB
camera images and synchronized LiDAR points. Beside, NuScenes provides radar
data that encodes velocity information. The sensor setup comprises (1). a Velodyne
HDL32E LiDAR with 32 beams, 70 m range and 34 K LiDAR points per frame,
(2). 6x Basler Cameras and Evetar Lens with images resized to 1600 × 900, and
(3). 5x Radars. The data was mainly collected in densely-populated traffic areas



50 Background

in Boston and Singapore, under various weather and lighting conditions such as
sunny, rainy, daytime, and night-time. With nearly 1.4 M annotated 3D objects in 23
classes, NuScenes is much larger and more complex compared to KITTI. NuScenes
provides an online platform to benchmark 2D and 3D object detection. Detections
are evaluated at different visibility levels, defined by the percentage of an object
body being visible in the panoramic view of all cameras.

2.4.3 Waymo

The Waymo open dataset published in August 2019 [SKD+20] provides over 12 M
annotated objects in four classes (“Vehicle”, “Pedestrian”, “Cyclist” and “Sign”),
and is so far the largest open dataset for 3D object detection in autonomous driving.
The data vehicles were equipped with 5x LiDAR sensors and 6x RGB-Cameras.
The LiDAR suite comprises 1x mid-range LiDAR restricted to 75 m range, and 4x
short-range LiDARs with 25 m range. The LiDAR readings synchronized from all
LiDAR sensors reach a density of 177 K points per frame. RGB Images were resized
to 1920× 1280 pixels for the front-view cameras and 1920× 1040 for the side-view
cameras. The data was recorded in San Francisco, Mountain View and Phoenix
across a range of driving conditions (Sunny, Rainy, Daytime, Night). Specifically,
the geographical coverage in the Waymo dataset is much larger than that in the
NuScenes dataset, which substantially increases the data diversity [SKD+20].

2.4.4 Bosch

The Bosch dataset11 was recorded in several areas in southern Germany, including
major cities, rural areas, and highways. The sensor setup was similar to that in
KITTI (cf. Sec. 2.4.1). It used a Velodyne HDL-64E LiDAR to record LiDAR point
clouds, 4x RGB cameras (1x Bosch MPC camera, 3x AVT Manta cameras, with
90◦ horizontal field of view) to record images, and six Bosch Radars (2x front, 4x
corner) to collect Radar points. Images were resized into 2432× 1065 pixels. The
data was recorded in diverse weather conditions, such as night-drive and rainy or
cloudy days. Object were categorized into 17 classes (such as “Cars”, “Pedestrian”,
“Cyclist”), and labelled with 2D/3D bounding boxes. Besides, objects were tagged
with “Unsure” and “Sure” labels, based on the annotation difficulty. An object
is “Unsure”, if human annotators consider that its class or bounding box may be
inaccurate due to occlusion, distance, and bad lighting. This thesis used a subset
of the Bosch dataset, with 100 scenes, 18 K annotated frames, and 210 K bounding
boxes (cf. Tab. 2.1).
11The dataset is intended to be released soon.



Chapter 3

Probabilistic LiDAR 3D Object
Detectors

This chapter focuses on the holistic and explainable aspects of uncertainty esti-
mation in object detectors with deep learning approaches (cf. Sec. 1.2.2). To this
end, three probabilistic 3D object detection networks based on LiDAR point clouds
are built, and the behaviours of their predictive uncertainties are studied. This
thesis focuses on LiDAR-based object detection, because LiDAR sensors provide
accurate depth information, which is highly desirable for 3D scene understanding in
autonomous driving.

First, Sec. 3.2 introduces the network architectures of three LiDAR-based object
detectors, called “LiDAR-2-stage-detector-v1”, “LiDAR-2-stage-detector-v2”, and
“LiDAR-1-stage-detector”. They follow either the one-stage or the two-stage object
detection pipelines (cf. Sec. 2.3.1). All detectors take the LiDAR Bird’s Eye View
(BEV) representation as input, because it enables LiDAR data to be processed
efficiently using standard convolutional layers, while avoiding the occlusion and high
variance of object sizes associated with the front-view representation (cf. Sec. 2.3.3).
Their bounding box predictions are encoded in different ways, in order to study
different aspects of uncertainties such as occlusion and orientation.

Afterwards, Sec. 3.3 describes how to model predictive uncertainties in these LiDAR-
based object detectors, both for the classification and regression tasks, and in different
sub-networks. Sec. 3.4 further provides the implementation details for training and
testing the object detectors. Using the Bayesian Neural Network framework (cf.
Sec. 2.2.2), the predictive uncertainties are decomposed into epistemic and aleatoric
uncertainties (cf. Sec. 2.2.3). Epistemic uncertainties represent a model’s capability
when describing data, and are modelled via the Monte-Carlo Dropout (MC-Dropout)
approach. Aleatoric uncertainties encode observation noises inherent in LiDAR
perception, and are modelled by the Direct Modelling approach. An overview of the
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MC-Dropout and the Direct Modelling approaches can be found in Sec. 2.2.412.

Sec. 3.5 conducts experiments and shows the behaviours of uncertainties in the
probabilistic LiDAR object detectors. Specifically, the LiDAR-2-stage-detector-v1
and LiDAR-1-stage-detector networks only model aleatoric uncertainties, and are
used to study how such uncertainties encode complex observation noises inherent
in sensors or environments. The LiDAR-2-stage-detector-v2 network captures both
epistemic and aleatoric uncertainties, and is used to study their different behaviours.
The experiments were conducted using KITTI and the self-recorded Bosch datasets
(cf. Sec. 2.4). Finally, Sec. 3.6 ends this chapter with a brief summary and discussion.

Parts of this chapter are based on my previous publications [FRD18; FRG+19;
FRTD19].

3.1 Notation

The chapter uses the same notation defined in Sec. 2.1 and Sec. 2.3.2. A detector with
its weights ω is trained with a training dataset D, which comprises input samples
and their corresponding target labels. Given a new data sample x, the goal is to
estimate the target label y by the network’s prediction ŷ and its associated predictive
probability distribution p(y|x,D). A network’s prediction can also be denoted by
ŷ = fω(x), where fω(·) refers to the network’s mapping function parameterized by
ω. For notation simplicity, this chapter will only use D to represent the training
dataset, instead of distinguishing between the input samples X and target samples Y
in Sec. 2.1. Furthermore, the notation for a training sample x and a testing sample
x∗ will not be distinguished.

In LiDAR-based object detection, an input data sample x represents the LiDAR
point cloud, and its corresponding target label y consists of an object class label
denoted by the scaler ycls, and a continuous vector indicating the object bounding
box (bbox) parameters ybbox. In this regard, the final detection target is given by a
vector y = [ycls,ybbox], and a detector’s prediction by ŷ = [ŷcls, ŷbbox]. Commonly,
object detectors predict the softmax score ŝc for the class c. The predicted label
ŷcls is the class with the largest softmax score, i.e. ŷcls = argmaxc∈{1,...,C}(ŝc). For
notation simplicity, let us only consider the binary classification case, i.e. the target
label ycls = 1 for a target object and ycls = 0 otherwise. A detector outputs the

12Sec. 2.2.4 also introduce the Deep Ensembles and the Error Propagation methods to estimate
uncertainties in deep learning. The Deep Ensembles method will be employed in Ch. 6 for the
efficient training of a small LiDAR object detector. The Error Propagation method will be
discussed in Ch. 7.
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softmax score from the softmax function (Eq. 2.1), denoted by ŝ for the positive
class, and 1− ŝ otherwise.

Furthermore, two-stage object detection networks, such as Faster-RCNN (cf. Sec. 2.3.1),
make predictions both in the first stage and the second stage. Therefore, notation
in different stages is distinguished. The superscript r refers to a Region of Interest
(ROI), and the superscript v a second stage detection head. The target label in the
first stage is written by yr = [yrcls,yrbbox], and in the second stage by yv = [yvcls,yvbbox].
The full target label y is a combination of outputs in the first stage and those in the
second stage, i.e. y = [yr,yv].

3.2 Network Architectures

3.2.1 LiDAR-2-stage-detector-v1

The detector follows the two-stage object detection pipeline based on Faster-RCNN
[RHGS15]. Fig. 3.1 shows the network architecture. First, the detector takes the
LiDAR Bird’s Eye View (BEV) maps as input, and feed them into a preprocessing
network to extract high-level LiDAR feature. Afterwards, a region proposal network
(RPN) generates 3D Regions of Interest (ROIs) based on these abstract features.
Finally, a Faster-RCNN head (FRH) processes each ROI, and predicts oriented
bounding boxes and classification scores. Overlapping detections are merged via
the Non-Maximum Suppression (NMS) operation. In the sequel, each network’s
building block will be introduced in detail, including the input representation, the
preprocessing network, the region proposal network, and the Faster-RCNN head.

Following [CMW+17], the LiDAR point clouds are projected onto the 2D grids
in the Bird’s Eye View (BEV), and the LiDAR BEV input maps are generated
with several height maps and a density map. To obtain the height maps, the point
clouds are divided along the LiDAR vertical axis (z axis) into several slices, each
slice are descritized into 2D grid cells, and each cell is encoded with the maximum
height of points within it. The density map is generated by assigning the value
min(1, log(N+1)

log(16) ) in each BEV cell, with N referring to the number of points in a cell.
The denominator log(16) is used to normalize the density scores. It is an empirical
value suggested by [KML+18]. Finally, the height maps and the density map are
stacked together as the final network input.

The VGG16 [SZ14] architecture is selected as the preprocessing network. It is a fully
convolutional neural network widely applied in image processing. The feature maps
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Figure 3.1: Network architecture LiDAR-2-stage-detector-v1. It is a two-
stage LiDAR object detector based on the Faster-RCNN
[RHGS15] pipeline. The detector takes the LiDAR Bird’s Eye
View (BEV) maps as input, and predicts oriented bounding
boxes and classification scores. In the first stage, LiDAR BEV
maps are processed through a preprocessing network to extract
high-level LiDAR features, which are used to generate 3D Re-
gions of Interest (ROIs) by a region proposal network (RPN). In
the second stage, a Faster-RCNN head (FRH) fine-tunes each
ROI, and predicts final object classes and bounding boxes. Over-
lapping detections are merged via Non-Maximum Suppression
(NMS).

extracted by the VGG16 backbone are then used by a region proposal network (RPN)
to produce 3D region of interests (ROIs) based on pre-defined 3D anchors. The
RPN comprises two fully connected layers, each with 256 hidden units, as suggested
in [KML+18]. For each ROI (denoted with the superscript r), its bounding box
location yrbbox is parametrized by the 3D centroid position xr, yr, zr in the LiDAR
coordinate frame, as well as its height hr, width wr and length lr. Instead of directly
regressing the absolute location, the RPN outputs the normalized offsets to 3D
anchors as the regression vector given by:

yrbbox = [∆xr,∆yr,∆zr,∆hr,∆wr,∆lr] ∈ R6. (3.1)

This bounding box encoding has been found to ease the training in [KML+18]. In
addition to do regression, the RPN network predicts an objectness score of each ROI
(“Object” or “Background”) via the softmax function (Eq. 2.1). The softmax score
for the positive class (“Object”) is denoted by ŝr.

In the second stage of LiDAR-2-stage-detector-v1, ROIs are fine-tuned by a Faster-
RCNN head (FRH) with three fully connected layers. Each layer has 2048 hid-
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den units and is followed by a dropout layer to prevent over-fitting, as suggested
by [KML+18]. This header network classifies each ROI object (denoted with the
superscript v) with the object softmax score ŝv, and regresses the oriented bounding
box target values yvbbox. Here, the four-corners bounding box encoding method pro-
posed by [KML+18] is used, shown by Fig. 3.2a. The network predicts the positional
offsets of four bottom corners relative to ROIs, and two height offsets relative to the
ground plane. Since explicitly modelling object orientation has been shown to remedy
angle wrapping problem and improve the object detection performance [KML+18],
the FRH network also predicts the object heading θ encoded by sine and cosine. The
final bounding box regression variables in the FRH network are given as:

yvbbox = [∆xv(1)...∆xv(4); ∆yv(1)...∆yv(4); ∆hv(1),∆hv(2), cos(θ), sin(θ)] ∈ R12.
(3.2)

3.2.2 LiDAR-2-stage-detector-v2

As an alternative to LiDAR-2-stage-detector-v1, a light-weight two-stage detector
named “LiDAR-2-stage-detector-v2” is built with a different architecture design. This
detector is used to validate uncertainty estimation in different network architectures
and more importantly, to extract epistemic uncertainties using the MC-Dropout
approach (cf. Sec. 2.2.4), which requires multiple inferences during test time. The
detector is designed specifically to satisfy the computation and memory limit of the
hardware.

In the LiDAR-2-stage-detector-v2 network, the ResNet-8 architecture with four
residual blocks [HZRS16] is employed as the preprocessing network. The detector
employs 2D anchors with a pre-defined height in the RPN network instead of 3D an-
chors, because the variance of the object’s height is reported to be small [CMW+17].
Furthermore, the number of hidden units in each fully-connected layer of the header
network is reduced to 512, in order to reduce the computation cost. The final bound-
ing box regression parameters are encoded via the eight-corners encoding method
proposed by [CMW+17], shown in Fig. 3.2b. The network regresses the normalized
3D positional offsets of eight box corners positions in the LiDAR coordinate frame,
which are written as:

yvbbox = [∆xv(1)...∆xv(8); ∆yv(1)...∆yv(8); ∆zv(1)...∆zv(8)] ∈ R24. (3.3)

These offsets are normalized by the anchor diagonal length, as suggested by [CMW+17].
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(a) Four-corners encoding.
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(b) Eight-corners encoding.
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(c) Center-aligned encoding.

Figure 3.2: An illustration of the 3D bounding box encoding methods.
(a). The four-corners encoding method used in LiDAR-2-stage-
detector-v1. (b) The eight-corners encoding method used in
LiDAR-2-stage-detector-v2. (c). The center-aligned encoding
method used in LiDAR-1-stage-detector. For brevity, the su-
perscripts v and r are ignored. A detailed comparison among
three bounding box encoding methods are discussed by the end
of Sec. 3.2.3.

3.2.3 LiDAR-1-stage-detector

The one-stage LiDAR object detector named “LiDAR-1-stage-detector” is built based
on PIXOR [YLU18], which is an efficient fully-convolutional LiDAR object detector.
Fig. 3.3 shows the network architecture. It comprises a preprocessing (backbone)
network and a detection head. The backbone network is based on four residual
blocks [HZRS16] and two up-sampling layers. The residual blocks are used to extract
high-level LiDAR features. The up-sampling layers are used to up-sample the feature
maps, in order to detect small or occluded objects with few occupancy in grid cells.
The final outputs of the backbone network are the LiDAR feature maps, which are
down-sampled by a factor of 4 compared to the input image size. The detection
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Figure 3.3: Network architecture LiDAR-1-stage-detector. It is a fully-
convolutional neural network, which comprises a preprocessing
(backbone) network and a detection head. The backbone network
is based on several residual blocks [HZRS16] and up-sampling lay-
ers. The detection head is a small convolutional neural network
which directly produces classification and bounding box regres-
sion for each pixel on the feature map. Redundant detection
outputs are merged by the standard Non-Maximum Suppression
(NMS) operation.

head is a small convolutional neural network which directly produces classification
and bounding box regression for each pixel on the feature map. This detection head
has four convolutional layers, each with 96 kernels of size 3× 3 [YLU18]. Finally,
redundant detection outputs are merged by the standard Non-Maximum Suppression
(NMS) operation.

Different from the two-stage object detectors (LiDAR-2-stage-detector-v1 and LiDAR-
2-stage-detector-v2 ) which use the LiDAR height and density maps as inputs, LiDAR-
1-stage-detector uses the occupancy and intensity maps, as suggested by [YLU18].
When generating the occupancy maps, the 3D space is divided into voxels. Each voxel
is encoded with a binary occupancy value (“1” if the cell is occupied with points and
“0” otherwise). As for the intensity map, the reflectance value is linearly-normalized
between 0 and 1 in each 2D grid on the Bird’s Eye View (BEV).

LiDAR-1-stage-detector directly predicts object classes with softmax scores (Eq. 2.1),
and regresses a object’s bounding box parameters ybbox using the center-aligned
encoding method, shown in Fig. 3.2c. The regression variables include a object’s
center positional offsets on the horizontal plane (∆x and ∆y), the length l and the
width w in the log scale, and the orientation θ in sine and cosine, giving:

ybbox = [∆x,∆y, log(l), log(w), cos(θ), sin(θ)] ∈ R6. (3.4)

Note that the network omits to predict a object’s center position on the vertical
axis and its height, because most objects of interest in autonomous driving are
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constrained on the ground plane, as discussed in [YLU18]. It is therefore unnecessary
to do object localization with height estimation.

A comparison of bounding box encoding methods

In this thesis, each LiDAR object detector employs different bounding box encoding
methods shown in Fig. 3.2, in order to study different aspects of uncertainty estima-
tion. The four-corners encoding method employed in the LiDAR-2-stage-detector-v1
network (Sec. 3.2.1) was proposed by Ku et al. [KML+18]. It explicitly encodes the
object orientation, such that the orientation uncertainties can be studied. However,
this method requires the ground plane estimation in order to encode height offsets.
In practice, a separate ground plane estimation method is used to preprocess LiDAR
point cloud [KML+18]. The eight-corners encoding method employed in the LiDAR-
2-stage-detector-v2 network (Sec. 3.2.2) was proposed by Chen et al. [CMW+17]. It
encodes each of the eight bounding box corner position separately. In this way, their
occlusion uncertainties can be studied, as does a comparison of uncertainties in three
axes of the LiDAR coordinate system. However, this bounding box encoding method
does not explicitly encode object orientation, and could result in ambiguous heading
prediction discussed in [KML+18]. Furthermore, it over-parameterizes bounding
boxes with 24 regression variables (cf. Fig. 3.2b). In other words, it assumes
that each regression variable is independent, which may be too strong assumption
in bounding box modelling. Finally, the center-aligned encoding method in the
LiDAR-1-stage-detector network (Sec. 3.2.3) was proposed by Yang et al. [YLU18].
Predicting object centroid positions and extents (length and width) is a common
encoding strategy in 2D image perception, and has found to achieve high prediction
accuracy [LAE+16]. However, this method does not encode corner information,
and ignores the possible dependency between centroid position and object extents.
Recently, Pan et al. [PWZT20] propose to transform the center-based bounding box
regression variables to corner positions, allowing a study of uncertainty estimation
in each corner.

3.3 Uncertainty Estimation in LiDAR Object
Detectors

This section introduces how to model predictive uncertainties in the above-mentioned
LiDAR-based object detectors both in classification and regression tasks. Following
the Bayesian Neural Network (BNN) framework introduced in Sec. 2.2.4, uncertainties
are decomposed into epistemic and aleatoric uncertainties. More precisely, recall
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that a BNN network measures the predictive probability distribution p(y|x,D) by
integrating over all values of network weights ω. From Eq. 2.13, it is given by:

p(y|x,D) =
∫
p(y|x,ω)︸ ︷︷ ︸

Aleatoric

p(ω|D)︸ ︷︷ ︸
Epistemic

dω. (3.5)

Here, p(ω|D) is a network’s weight posterior over the training dataset and is used to
reflect epistemic uncertainties. The distribution p(y|x,ω) represents an observation
likelihood and reflects aleatoric uncertainties. In this chapter, epistemic uncertainties
are modelled via the Monte-Carlo dropout approach, and aleatoric uncertainties via
the Direct Modelling approach. An introduction of both methods can be found in
Sec. 2.2.4.

In the sequel, methods to estimate epistemic uncertainties are introduced in Sec. 3.3.1,
methods for aleatoric uncertainties in Sec. 3.3.2, and methods for both types of
uncertainties in Sec. 3.3.3. For each type of uncertainties, methods to model
classification and regression uncertainties are introduced separately. Note that the
following section does not distinguish uncertainty estimation among object detectors.
The implementation details for each LiDAR detector from Sec. 3.2 will be provided
in Sec. 3.4.

3.3.1 Epistemic Uncertainties

Classification

For notation simplicity, only the binary object detection is discussed. Here, the target
label ycls = 1 indicates the target object class, and ycls = 0 the background class. A
detector outputs the softmax score from the softmax function (Eq. 2.1), denoted by ŝ
for the positive class and 1−ŝ the negative class. In the BNN framework, this softmax
score is regarded as the observation likelihood in Eq. 3.5, i.e. p(ycls = 1|x,ω) = ŝ.

The MC-Dropout method [Gal16] is employed to estimate epistemic classification
uncertainties. As introduced in Sec. 2.2.4, this approach tries to approximate the
posterior distribution of a network’s weights ω given the training dataset D, i.e.
p(ω|D) in Eq. 3.5, through the dropout sampling. During the training phase, an
object detector is optimized with the standard stochastic gradient descent and
the dropout regularization with the dropout rate pdropout. When calculating the
output probability for an input sample x, the detector performs K forward passes
with dropout. The network’s weights after each dropout run are denoted by ωk,
and each softmax output sample is an observation likelihood value denoted by
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p(ycls = 1|x,ωk) = ŝk. Those softmax samples after K dropout runs {ŝk}Kk=1
are assumed to be drawn from the approximated posterior distribution of weights.
Therefore, they can be used to calculate the sample statistics to quantify predictive
uncertainties. Following Eq. 2.17, an object classification probability p(ycls = 1|x,D)
is approximated by the mean value of softmax scores given by:

p(ycls = 1|x,D) ≈ 1
K

K∑
k=1

ŝk . (3.6)

As discussed in Sec. 2.2.4, a larger number of dropout runs K results in better
approximate predictive probability. In practice, 30 to 50 dropout runs have been
shown enough to produce reliable predictive uncertainties [Gal16].

The Shannon Entropy (SE) and Mutual Information (MI) metrics, introduced in
Sec. 2.2.5, are employed to quantify epistemic classification uncertainties with a
scalar. Following Eq. 2.23, a SE score in binary classification is given by:

H(ycls|x,D) =− p(ycls = 1|x,D) ln
(
p(ycls = 1|x,D)

)
− p(ycls = 0|x,D) ln

(
p(ycls = 0|x,D)

)
(3.7)

where ln(·) is the natural logarithm. Combing Eq. 3.6 with Eq. 3.7, the final SE
value with K softmax score samples is given by:

H(ycls|x,D) ≈−
(

1
K

K∑
k=1

ŝk

)
ln
(

1
K

K∑
k=1

ŝk

)
−

(
1− 1

K

K∑
k=1

ŝk

)
ln
(

1− 1
K

K∑
k=1

ŝk

)
.

(3.8)

A SE value ranges within [0, ln(2)]. It is minimized when p(ycls = 1|x,D) equals 0
or 1, and maximized when it is uniformly distributed and equals 1/2.

Mutual Information (MI) measures the information gain, when considering the
posterior distribution p(ω|D) into the predictive probability distribution p(ycls =
1|x,D). Following Eq. 2.25, a MI score is defined as:

I(ycls,ω|x,D) = H(ycls|x,D)− Ep(ω|D)[H(ycls|x,ω)] (3.9)

where E[·] is the mathematical expectation. The first term on the right-hand side
of Eq. 3.9 can be approximated by Eq. 3.8. The second term is the expectation of
the conditional Shannon Entropy given detector’s weights after each dropout run.
Following Eq. 2.27 and replacing an observation likelihood p(ycls = 1|x,ωk) with the
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softmax score ŝk, it is given in the form:

Ep(ω|D)[H(ycls|x,ω)] ≈ − 1
K

K∑
k=1

(
ŝk ln ŝk + (1− ŝk) ln(1− ŝk)

)
. (3.10)

The final MI score is the subtraction of Eq. 3.8 with Eq. 3.10.

Note that if K = 1 and pdropout = 0, the predictive probability p(ycls|x,D) is
approximated by the observation likelihood p(ycls|x,ω) in Eq. 3.5 (in other words, a
single softmax score ŝ). This is the point-wise prediction by most object detection
networks. In this case, both the SE and MI metrics can still be measured. However,
MI is an uninformative metric since it becomes 0 regardless of softmax values (more
explanation can be found in Sec. 2.2.5).

Regression

Similar to classification, the MC-Dropout approach (cf. Sec. 2.2.4) is employed
to measure epistemic uncertainties in bounding box regression. Given a LiDAR
input x, a detector performs K number of feed-forward passes with dropout, with
their bounding box predictions being denoted by {ŷbboxk}Kk=1. Based on those
predictions, uncertainties in the bounding box probability distribution p(ybbox|x,D)
can be measured by the first moment, which is a mean vector denoted by µbbox(x),
and the second moment, which is a covariance matrix denoted by Cbbox(x). Note
that both metrics take x as inputs, in order to show input data dependency (also
called heteroscedasticity). The mean vector is defined by µbbox(x) = E[ybbox], where
E[·] refers to the mathematical expectation. In the MC-Dropout approach, it can be
approximated by the averaged mean of the network’s outputs denoted by µ̂bbox(x),
given in the form:

µ̂bbox(x) = 1
K

K∑
k=1

ŷbboxk . (3.11)

The covariance matrix is defined as:

Cbbox(x) = E
[(

ybbox − µbbox(x)
)T (ybbox − µbbox(x)

)]
= E[yTbboxybbox]− µbbox(x)Tµbbox(x). (3.12)

The first term on the left-hand side of Eq. 3.12 can be approximated by the MC-
Dropout samples. The second term can be replaced by the sample mean in Eq. 3.11.
In this regard, the approximation of the covariance matrix in Eq. 3.12, denoted by
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Ĉbbox(x), is given in the form:

Ĉbbox(x) = 1
K

K∑
k=1

ŷTbboxk ŷbboxk −

(
1
K

K∑
k=1

ŷbboxk

)T (
1
K

K∑
k=1

ŷbboxk

)
. (3.13)

In order to quantify regression uncertainties by a single scalar, the dispersion of the
covariance matrix can be measured by the Total Variation (TV) metric, which is the
trace of the covariance matrix:

TV(x) = trace
(
Ĉbbox(x)

)
. (3.14)

A TV score ranges within [0,+ inf). A large value indicates that the regression
variables are widely-distributed, resulting in high epistemic regression uncertainties.
The idea to calculate the trace is often used in principal components analysis or factor
analysis. Note that when using TV as the uncertainty measurement, the correlations
among different regression variables are ignored. To take those correlations into
account, the determinant of the covariance matrix can be calculated, which is called
Generalized Variance proposed in [Wil32].

3.3.2 Aleatoric Uncertainties

Classification

Aleatoric classification uncertainties are captured in two ways, following the Direct
Modelling approach introduced in Sec. 2.2.4. One way is to simply interpret a softmax
score (Eq. 2.1) as the observation likelihood in Eq. 3.5, i.e. p(ycls = 1|x,ω) = ŝ,
which corresponds to a binomial mass function for binary classification (and a
multinomial mass function for multi-class classification). This is the most common
way to estimate classification probability in deep object detectors.

Another way is to assume an additional probability distribution in softmax logit,
instead of simply employing softmax function. As introduced in Sec. 2.2.1, a softmax
logit is a network’s regression variable, which is used to build the softmax function
following Eq. 2.1. For brevity, denote the softmax logit for the positive class as lcls,
and a network’s prediction as l̂cls = fω

cls(x). It is treated as a latent variable, with
which a classification aleatoric uncertainty p(ycls = 1|x,ω) can be decomposed into
a “softmax-related” uncertainty and a “logit-related” uncertainty, written as:

p(ycls = 1|x,ω) =
∫
p(ycls = 1|lcls,x,ω)︸ ︷︷ ︸

Softmax-related

p(lcls|x,ω)︸ ︷︷ ︸
Logit-related

dlcls . (3.15)
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Here, p(ycls = 1|lcls,x,ω) is a standard softmax score, and p(lcls|x,ω) is the “logit-
related” probability distribution. Since the softmax logit is a common regression
variable, a common practice is to place a Gaussian distribution. Following Eq. 2.20,
this probability distribution is given by:

p(lcls|x,ω) = N (lcls|µ̂cls(x), σ̂2
cls(x)) (3.16)

where µ̂cls(x) is the standard softmax logit prediction from the network, i.e. µ̂cls(x) =
l̂cls = fω

cls(x). Its variance σ̂2
cls(x) is a new regression variable predicted by an

additional output layer. Note that both the mean and variance are dependent on
the input sample x and a network’s weights ω, but the weights ω are ignored for
notation brevity. When estimating aleatoric classification uncertainties, the Shannon
Entropy (SE) metric (cf. Sec. 2.2.5) from the softmax score can be measured for the
softmax-related part of uncertainty p(ycls = 1|lcls,x,ω). The variance estimation
σ̂2

cls(x) can be used to quantify uncertainties for the logit-related part of uncertainty
p(lcls|x,ω). The full aleatoric classification uncertainties in p(ycls = 1|x,ω) cannot
be evaluated analytically, because Eq. 3.15 is a convolution of a Gaussian with a
softmax function. In the literature [Bis06], the softmax function can be approximated
by a probit function, and p(ycls = 1|x,ω) can be calculated in close form with the
assumption that the softmax logit is Gaussian distributed. Another straight-forward
method is to collect samples of p(ycls = 1|x,ω) by sampling the logit distribution,
and then measuring the the Shannon Entropy (SE) or Mutual Information (MI)
metrics similar to those in Sec. 3.3.1.

Regression

The LiDAR object detectors regress bounding box parameters using different bound-
ing box encoding methods, as shown by Fig. 3.2. Those bounding box regression
variables are assumed to follow a multivariate Gaussian distribution with the diagonal
covariance matrix. For a data pair x,ybbox, the regression probability distribution
is denoted by p(ybbox|x,ω). Following Eq. 2.20, it gives the form:

p(ybbox|x,ω) = N
(
ybbox|µ̂bbox(x), Ĉbbox(x)

)
,

µ̂bbox(x) = fω
bbox(x),

Ĉbbox(x) = diag
(
σ̂2

bbox(x)
)
. (3.17)

Here, the mean vector µ̂bbox(x) equals the standard bounding box prediction
fω

bbox(x). The covariance matrix Ĉbbox(x) is a diagonal matrix quantified by the
variance vector σ̂2

bbox(x). Each element in this vector represents a variance that
corresponds to an element in the bounding box regression vector ybbox. Each
variance indicates an aleatoric uncertainty or an observation noise. An auxiliary
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output layer is added to the network to regress those variances. For example,
in the center-aligned encoding method in Eq. 3.4, the bounding box is repre-
sented by the row vector µ̂bbox(x) = [∆x,∆y, log(w), log(l), cos(θ), sin(θ)]. The
network’s auxiliary output layer predicts a row vector for the variance, denoted
by: σ̂2

bbox(x) = [σ̂2
∆x, σ̂

2
∆y, σ̂

2
log(w), σ̂

2
log(l), σ̂

2
cos(θ), σ̂

2
sin(θ)]. In practice, the logarithm

representation is used to increase numerical stability and consider positive con-
straints. Therefore, the final network outputs for bounding box regression are:
ŷbbox = [µ̂bbox(x), log

(
σ̂2

bbox(x)
)
].

The Total Variation (TV) introduced in Sec. 3.3.1 is used to evaluate the aleatoric
regression uncertainties. Note that using the diagonal covariance matrix, each
regression variable is assumed to be independently distributed. This assumption will
be further discussed in Sec. 3.6.

Training with Aleatoric Uncertainties

Recall the training process of the Direct Modelling approach introduced in Sec. 2.2.4.
It can be viewed from the maximum likelihood perspective: to estimate the network
weights ω that maximize an observation likelihood of the training data. For a
training data pair x,y, the observation likelihood is given by p(y|x,ω). In practice,
the target is to minimize the negative log likelihood, and the loss function is given
by:

L(ω) = − ln
(
p(y|x,ω)

)
(3.18)

where ln(·) is the natural logarithm. Note that for brevity, this section explains
the loss function for each training sample. The loss function for the whole training
dataset is the sum of losses for all training samples, as introduced in Sec. 2.2.4.

Classification: When the softmax function is used to directly represent aleatoric
classification uncertainties, the loss function L(ω) is widely known as the Cross
Entropy Loss given by Eq. 2.7. An alternative is the focal loss [LGG+17], which
is designed to tackle the positive-negative class imbalance problem, especially in
one-stage object detection networks.

When modelling uncertainties in the softmax logit using Eq. 3.15 and Eq. 3.16, it is
difficult to directly learn the logit variance σ̂2

cls(x). In this case, the re-parametrization
trick is used. First, a softmax logit l̂cls is sampled from its probability distribution
in Eq. 3.16, using:

To sample ε ∼ N (0, 1), l̂cls = µ̂cls(x) + ε · σ̂cls(x) (3.19)

where µ̂cls(x) and σ̂cls(x) are the mean and the standard deviation from Eq. 3.16.
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Then, the sampled softmax logit l̂cls is transformed into the softmax score ŝ by the
softmax function given by Eq. 2.1, i.e. ŝ = Softmax(l̂cls). Finally, the softmax score
is used to calculate the normal classification loss, such as the Cross Entropy loss in
Eq. 2.7.

Regression: By assuming a Gaussian distribution with the diagonal covariance
matrix, the attenuated regression loss function is obtained as introduced in Sec. 2.2.4.
Concretely, given training data pair x,ybbox, introducing the distribution in Eq. 3.17
into the loss function in Eq. 3.18, and ignoring unrelated terms to the network’s
weights, the attenuated regression loss for the bounding box regression variables is
written in the form:

L(ω) =1
2 (ybbox − µ̂bbox(x))diag

(
1

σ̂2
bbox(x)

)
(ybbox − µ̂bbox(x))T

+ 1
2 ln(σ̂2

bbox(x))1T (3.20)

which is an extension of the loss function from a single regression variable in Eq. 2.22
to multiple regression variables. Here, 1T is a column vector of ones, and the mean
µ̂bbox(x) and variance σ̂2

bbox(x) are the network’s predictions. Note that the mean
and variance are dependent on the trainable parameters ω, which are ignored in
notation for simplicity.

As discussed in Sec. 2.2.4, the attenuated regression loss can be interpreted as a
modification of the standard residual regression loss, such as the Mean Squared
Error (also called the L2 loss) given by Eq. 2.9. Here, the L2 loss takes the form(
ybbox − µ̂bbox(x)

)(
ybbox − µ̂bbox(x)

)T . Therefore, Eq. 3.20 can be viewed as this
L2 loss being weighted by the inverse of observation noises σ̂2

bbox(x), and regularized
with the ln(σ̂2

bbox(x)) term. Training a network with this attenuated regression
loss brings two benefits. First, the uncertainty score for each regression variable
can be viewed as a relative weight to its residual loss. Therefore, optimizing all
relative weights during training balances the contribution of each residual loss to
the full loss (e.g. balancing the residual loss from ∆x and the loss from ∆y in the
center-aligned encoding). This makes training more easily, as shown in [KG17].
Second, the attenuated regression loss improves the network robustness against
noisy input data. When training with noisy samples, large aleatoric uncertainties
prevent the network to update from the residual regression loss due to the small
1/σ̂2

bbox(x) values. Conversely, the network is encouraged to learn more from clean
and informative input samples because of the small aleatoric uncertainties and the
large 1/σ̂2

bbox(x) values. As will be illustrated in Ch. 5, learning to handle with
noisy data helps networks improve detection accuracy.
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A discussion of the distribution assumption in regression: So far, the re-
gression variables are assumed to follow a Gaussian distribution, and thus the L2 loss
can be used as the residual regression loss. In practice, the L1 loss can be used to
do regression as well, which corresponds to a Laplace distribution - the square root
of a Gaussian distribution [Bis06]. In this distribution, the uncertainty modelling
process remains the same, except that the network predicts the location and the
scale parameters of the Laplace distribution. Furthermore, many off-the-shelf object
detectors use the smooth L1 loss (more generally-speaking, the Huber loss). It is
a combination of the standard L1 and L2 losses. Doing probabilistic modelling
with the Huber loss assumes that the regression variables follow the Huber density
function. This chapter does not explicitly distinguish among the L2 loss, the L1 loss,
or the Huber loss, because they only affect the absolute values of uncertainties, but
not the ranking (i.e. prediction ŷ1 is more uncertain than prediction ŷ2, regardless
of their probability distribution assumptions).

3.3.3 Both Epistemic and Aleatoric Uncertainties

When explicitly modelling epistemic and aleatoric uncertainties, the MC-Dropout
and the Direct Modelling approaches are jointly employed. Taking bounding box
regression as an example, the target is to estimate uncertainties in p(ybbox|x,D).
This predictive probability distribution can be decomposed into an aleatoric part
and an epistemic part of uncertainties in Eq. 3.5. Following the MC-Dropout
approach, a detector performs feed-forward inferences with dropout for K times.
Those predictions from the dropout inferences are drawn from an approximated
distribution for the posterior distribution p(ω|D) in Eq. 3.5. Furthermore, the
observation likelihood in Eq. 3.5, i.e. p(ybbox|x,ω) can be assumed to be a Gaussian
distribution. At each dropout run, the detector predicts its mean and variance vectors
using the Direct Modelling approach, denoted by µ̂bboxk(x) and σ̂2

bboxk(x) from
Eq. 3.17, where the subscript k refers to a dropout inference. The final prediction
samples include the mean and the variance vectors after K dropout runs written
in the form: {µ̂bboxk(x), σ̂2

bboxk(x)}Kk=1. Those prediction samples are used to
calculate the sample mean and sample covariance matrix as uncertainty estimates.
Similar to Eq. 3.11, the sample mean is calculated by averaging over all K mean
vector predictions:

µ̂bbox(x) = 1
K

K∑
k=1

µ̂bboxk(x) . (3.21)
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The sample covariance matrix of the predictive probability distribution is calculated
by:

Ĉbbox(x) = 1
K

K∑
k=1

µ̂Tbboxk(x)µ̂bboxk(x)−
(

1
K

K∑
k=1

µ̂bboxk(x)
)T (

1
K

K∑
k=1

µ̂bboxk(x)
)

︸ ︷︷ ︸
Epistemic uncertainty

+ diag
(

1
K

K∑
k=1

σ̂2
bboxk(x)

)
︸ ︷︷ ︸

Aleatoric uncertainty

.

(3.22)

In this equation, the first part (“epistemic uncertainty”) is the covariance matrix
in Eq. 3.13. The second part (“aleatoric uncertainty”) is derived from Eq. 3.17 by
averaging over all variance predictions.

3.4 Implementation Details

This section provides the implementation details uncertainty estimation in three
LiDAR-based 3D object detectors introduced in Sec. 3.2. All detectors were trained
from scratch and were evaluated on a GTX 1080i GPU. Tab. 3.1 provides an overview
of object detectors. This chapter presents experimental results using the KITTI
object detection benchmark and the Bosch dataset. The implementation details and
experimental results on the NuScenes and Waymo datasets will be provided in Ch. 5.
An overview of datasets can be found in Sec. 2.4.

The detectors LiDAR-2-stage-detector-v1 and LiDAR-1-stage-detector are mainly
designed to study aleatoric uncertainties using the “Car” category. The detector
LiDAR-2-stage-detector-v2 is used to compare the behaviours of epistemic and
aleatoric uncertainties. In order to study how epistemic uncertainties behave with
the class-imbalanced training data, this detector is designed to detect “Vehicle”
objects, which do not distinguish among “Car”, “Van” “Truck” and “Tram” classes.
Since “Car” objects are nearly ten times more than the other motor vehicles in the
KITTI dataset [GLU12], the distribution of “Vehicle” objects are highly-imbalanced.
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LiDAR-2-stage-detector-v1 LiDAR-2-stage-detector-v2 LiDAR-1-stage-detector
LiDAR inputs height+density height+density occupancy+intensity

Bbox Four-corners Eight-corners Center-aligned
Unc. In RPN and FRH Only in FRH Only in header

Unc. Type Aleatoric Aleatoric, epistemic Aleatoric
Cls. Unc. Softmax Softmax Softmax, logit variance
Runtime 170 ms 3000 ms 100 ms
Dataset KITTI object [GLU12] KITTI raw [GLSU13] Bosch (Sec. 3.2)

Table 3.1: A summary of the uncertainty estimation in LiDAR 3D object de-
tectors (Abbreviation: Bbox - bounding box; Unc. - Uncertainty;
Cls. - Classification).

Region Proposal 

Network (RPN)

ROI position mean

ROI position variance

Softmax score 

(Objectness)

Bbox mean

Bbox variance

Softmax score 

(Object class)

Faster-RCNN 

head (FRH)

For each ROI

Figure 3.4: The output layers of the LiDAR-2-stage-detector-v1 network
in the region proposal network (denoted by the superscript r)
and the Faster-RCNN head (denoted by the superscript v). The
input sample x are ignored for notation simplicity.

3.4.1 LiDAR-2-stage-detector-v1

The detector follows the two-stage object detection pipeline based on Faster-RCNN
[RHGS15], whose network architecture has been shown in Fig. 3.1. In this detector,
the Region Proposal Network (RPN) predicts 3D Regions of Interest (ROIs) in
the first stage, and the Faster-RCNN head (FRH) processes each ROI to fine-tune
oriented bounding boxes and classification scores. Aleatoric regression uncertainties
are explicitly modelled both in the RPN and FRH networks, in order to study how
they are related to each other in those sub-networks. To do this, the Direct Modelling
approach introduced in Sec. 3.3.2 was employed. The output layers in both RPN and
FRH networks were modified to predict the mean and the variance vectors of ROIs
and final bounding boxes, respectively, and the regression variables were learned with
the attenuated regression loss in Eq. 3.20. Furthermore, a simple softmax function
(Eq. 2.1) was employed to capture classification uncertainties. Fig. 3.4 shows the
output layers in RPN and FRH networks.
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The detector was evaluated using the training dataset from the KITTI object
detection benchmark, because the ground truth labels for the testing data are not
accessible. Following [CMW+17], the training data was divided into a train set (3712
frames) and a val set (3769 frames). The network was trained on the train set and
tested on the val set. Detailed information can be found in Sec. 2.4.1.

The network takes several LiDAR height maps and a density map as inputs. To
generate those LiDAR Bird’s Eye View (BEV) feature maps, the LiDAR point clouds
within the range length× width× height = [0, 70]× [−40, 40]× [−2.5, 0] meters in
the LiDAR coordinate frame were used13. Following [KML+18], the point clouds
were discretized into five slices on the vertical axis with a resolution of 0.5 meters,
and the length and width with a resolution of 0.1 meters. Combining the height
maps and a density map, the LiDAR input feature maps have a size of 700× 800× 6.

The RPN and the FRH networks were trained jointly in an end-to-end fashion. In
the RPN network, a 3D anchor was assigned positive, if its Intersection Over Union
(IOU) score with the ground truth in the BEV was larger than 0.5, and negative if it
was below 0.3. Those IOU thresholds were empirically selected following [KML+18].
Anchors between 0.3 and 0.5 did not contribute to learning, because ignoring those
anchors has been a common practice to reduce ambiguity between positive and
negative samples as well as to improve training performance [RHGS15]. The standard
Non-Maximum Suppression (NMS) operation with an IOU threshold of 0.8 was used
on the ROI generation, in order to reduce redundant proposals. During training, the
top 1024 proposals were kept based on their softmax scores to update a network’s
weights. This number was reduced to 300 during testing time, in order to increase the
inference speed. The IOU threshold and the number of proposals were empirically
selected following [KML+18]. The Cross Entropy loss (introduced in Eq. 2.7) was
selected as the classification loss, denoted by LRPN-cls(ω), where ω is the network’s
weights. As for the ROI regression, the attenuated regression loss (introduced in
Eq. 3.20) with smooth L1 residual errors was selected, denoted as LRPN-bbox(ω).
The smooth L1 loss is less sensitive to outliers, and therefore more common than the
L2 loss in object detection [RHGS15]. In this regard, the regression variables were
assumed to follow Huber density functions instead of Gaussian distributions (more
detailed explanation can be found by the end of Sec. 3.3.2). When training the FRH
network, a ROI was assigned positive if its IOU on the BEV plane was larger than
0.65 and negative below 0.55. These thresholds were selected following [KML+18].
Similar to the RPN network, the Cross Entropy loss was used as the classification
target in the FRH network, denoted by LFRH-cls(ω), and the attenuated regression
loss with smooth L1 residual errors as the regression target, denoted by LFRH-bbox(ω).
The final multi-task loss function was a summation of classification and regression

13The height value can be negative because the LiDAR sensor was fixed on the top of test vehicles.
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Networks Num. parameters Runtime
Data preproc. Inference

Without uncertainty 36192171 97 ms 70 ms
With uncertainty +26112 (+0.07%) +0 ms +2 ms (+2.86%)
Table 3.2: A comparison of the runtime and the number of network’s weights

in LiDAR-2-stage-detector-v1. Adapted from Tab. V in [FRTD19]
©IEEE.

losses in both RPN and FRH networks, given by:

L(ω) = λ1LRPN-cls(ω) + λ2LRPN-bbox(ω)
+ λ3LFRH-cls(ω) + λ4LFRH-bbox(ω) (3.23)

with the loss weights λ1, λ2, λ3 = 1 and λ4 = 5, which were empirically selected
by [KML+18].

The object detector was trained with the standard ADAM optimizer [KB15]. The
learning rate was initialized with 10−4, and exponentially decayed for every 30000
steps with a decay factor of 0.8. Note that reducing the learning rate with an
exponential decay is a common practice in training modern neural networks [RHGS15].
The hyper-parameters such as the learning rate and the decay factor were selected by
the grid search, based on the validation performance during training. Furthermore, in
order to prevent over-fitting, the standard dropout operation [SHK+14] was employed
with the dropout rate pdropout = 0.5 on all fully connected layers. In addition, the
L2 regularization (cf. Sec. 2.2.1) with the weight decay 5 × 10−4 was used. The
network was trained without modelling any aleatoric regression uncertainties for the
first 30000 steps, and then with the attenuated regression loss for another 90000
steps. This strategy was found to stabilize training. More discussions can be found
in Sec. 3.6.

Tab. 3.2 compares the computational cost and the memory requirement for LiDAR-2-
stage-detector-v1, when modelling with or without aleatoric regression uncertainties.
The runtime was measured by averaging all predictions in the KITTI val set.
Compared to the baseline network without any aleatoric regression uncertainties,
only additional 2 ms and 26112 trainable network’s weights were needed to predict
aleatoric uncertainties during inference, showing the high efficiency of the Direct
Modelling approach.
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3.4.2 LiDAR-2-stage-detector-v2

The detector follows the two-stage Faster-RCNN pipeline, which consists of a Region
Proposal Network (RPN) and a Faster-RCNN head (FRH). The FRH network was
used to explicitly model epistemic and aleatoric uncertainties. Similar to LiDAR-2-
stage-detector-v1, an additional output layer was added to predict aleatoric regression
uncertainty for each element in the bounding box vector following the eight-corners
encoding strategy (Fig. 3.2b). Furthermore, the softmax function (Eq. 2.1) was used
to capture aleatoric classification uncertainties. To extract epistemic uncertainties,
the network performs K number of forward passes with the dropout during the
test time. Here, K = 40 was set in order to collect enough samples to approximate
the posterior distribution of the network’s weights (more detailed discussions cf.
Sec. 3.3.1). The dropout rate was set to be pdropout = 0.5, which corresponds to the
highest variation (or uncertainty) a dropout function can inject into a network.

The network takes multiple LiDAR height maps and a density map as input. Different
from LiDAR-2-stage-detector-v1, the range of LiDAR point clouds was set within
length × width × height = [0, 100] × [−30, 30] × [−3.5, 0.6] meters. The data was
discretized on the BEV plane with a resolution of 0.1 meters. Each input channel is
a 2D image with 1000× 600 pixels. The height slices were set to be 13.

Following the similar training strategy in LiDAR-2-stage-detector-v1, the smooth L1
loss was used as the residual regression loss, and the Cross Entropy loss (Eq. 2.7)
for classification. The L2 regularization (cf. Sec. 2.2.1) was employed to prevent
overfitting. Since the LiDAR-2-stage-detector-v2 network is smaller than the LiDAR-
2-stage-detector-v1 network (e.g. reducing the number of hidden units in FRH from
2048 to 512, cf. Sec. 3.2.2), the network was trained with only 80000 steps using the
ADAM optimizer [KB15]. The first 70000 steps were trained with the learning rate
10−4, and the rest 10000 steps with 10−5 for fine-tuning. Reducing the learning rate
during training is a common practice in modern neural networks [RHGS15].

Different from LiDAR-2-stage-detector-v1 which was evaluated on the standard
KITTI object detection benchmark [GLU12], LiDAR-2-stage-detector-v2 was evalu-
ated on the KITTI raw dataset [GLSU13] which contains data sequences, so that a
study of how uncertainties evolve over time can be performed. To this end, 29 drives
with 9918 frames in the KITTI raw dataset were randomly selected for training, and
another 6 drives with 2010 frames for evaluation.

The runtime of the network (incl. data preprocessing and network inference) reached
approximately 3000 ms per frame, due to the Monte-Carlo sampling. This makes
the online deployment of epistemic uncertainties challenging.
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3.4.3 LiDAR-1-stage-detector

The detector is an one-stage fully convolutional neural network, shown in Fig. 3.3.
Here, aleatoric regression and classification uncertainties are explicitly modelled and
compared. In this regard, an auxiliary output layer was added to regress the variance
for each element in the bounding box regression parameters, and the network was
trained with the attenuated regression loss (introduced in Eq. 3.20) with L2 residual
errors. Besides using the softmax function (Eq. 2.1) to capture aleatoric classification
uncertainties, the network additionally assumed a Gaussian distribution in the
softmax logit. This was achieved by predicting the logit variance by an additional
output layer, and training with the re-parametrization trick (Eq. 3.19).

Experiments on the LiDAR-1-stage-detector network were conducted using the Bosch
dataset (cf. Sec. 2.4.4) instead of the KITTI dataset (cf. Sec. 2.4.1). The Bosch
dataset was randomly split into the train drives with 8664 frames and the test drives
with 3028 frames. The LiDAR BEV feature maps were encoded with the occupancy
and intensity information, as explained in Sec. 3.2.3. The LiDAR point clouds within
length× width× height = [0, 70]× [−40, 40]× [−2.5, 1.0] meters were used, with a
discretization resolution of 0.1 meters both on the BEV plane and on the vertical
axis. Therefore, the occupancy maps were built with 35 slices and a size of 700× 800.

To stabilize training, the detector was pre-trained for 45 epochs with the standard
L2 residual errors for bounding box regression (in other words, the Mean Squared
Errors, cf. Eq. 2.9) and the standard focal loss [LGG+17] for classification. In
general, the focal loss is widely used to tackle the positive-negative class-imbalance
problem, especially in one-stage object detectors. Furthermore, the Stochastic
Gradient Descent (SGD) [Bot10] optimizer was used to train the detector, with a
learning rate of 0.02. After the pre-training process, aleatoric uncertainties were
learned by the attenuated regression loss, together with the focal loss, in which
the softmax logit was sampled from its predicted distribution (cf. Sec. 3.3.2). The
training was continued for another 100 epochs with a reduced learning rate of 10−3.

Sec. 3.2.1 and Sec. 3.2.2 define positive and negative training samples based on IOU
thresholds between predictions and ground truths in the two-stage LiDAR object
detectors. In contrast, the LiDAR-1-stage-detector network defines positive samples
based on their pixel positions, as suggested by [YLU18]. A sample was assigned
positive, if its corresponding pixel position in a feature map is inside the ground
truth bounding box, and negative otherwise. To further reduce the ambiguity for
positive-negative pixel assignment near the object boundary, the method from Yang
et al. [YLU18] was employed by using pixels only within the ×0.3 or outside the
×1.2 size of the bounding box regions. Pixels in between were ignored and did
not contribute to training. During inference, the standard NMS operation with a
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threshold of 0.1 was used to filter out overlapping detections. This IOU threshold was
empirically selected according to [YLU18]. The network’s inference speed reached
100 ms per frame.

3.5 Experimental Results

This section shows experimental results of the uncertainty estimation in the proba-
bilistic LiDAR object detectors. First, Sec. 3.5.2 studies the relationship of aleatoric
uncertainties. They are found to be correlated with each other, either in classifi-
cation and regression or in different sub-networks. Then, Sec. 3.5.3 and Sec. 3.5.4
illustrate the different behaviours of epistemic and aleatoric uncertainties. Aleatoric
uncertainties are found to reflect complex environmental noises, such as distance,
occlusion, or the labelling difficulty from human annotators. In contrast, epistemic
uncertainties are found to be affected by detection accuracy.

3.5.1 Evaluation Methods

Pearson Correlation Coefficient (PCC), or simply correlation coefficient, is used to
quantify the linear relationship between uncertainties. Given N number of data
pairs {an, bn}Nn=1, where an, bn are observations of the random variables A,B, the
PCC score denoted by corr(A,B) is calculated by:

corr(A,B) =
∑N
n=1(an − a)(bn − b)√∑N

n=1(an − a)2
√∑N

n=1(bn − b)2
,

a = 1
N

N∑
n=1

an , b = 1
N

N∑
n=1

bn . (3.24)

A PCC score ranges between −1 and +1, with +1 indicating totally positive linear
correlation, −1 totally negative linear correlation, and 0 no linear correlation. Though
the interpretation of the strength of correlation from a PCC score is rather an
arbitrary limit, most works, especially in medical research, use the suggestions from
Evan [Eva96] to verbally categorize the correlation strengths, summarized in Tab. 3.3.

The Total Variation (TV) metric, introduced in Sec. 3.3.1, is used to quantify
regression uncertainties. It measures the dispersion of a probability distribution,
by calculating the trace of its covariance matrix following Eq. 3.14. A TV score
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(Absolute) PCC range Strength of correlation
0.00− 0.19 Very weak
0.20− 0.39 Weak
0.40− 0.59 Moderate
0.60− 0.79 Strong
0.80− 1.00 Very strong

Table 3.3: The range of the (absolute) Pearson Correlation Coefficient (PCC)
values and their corresponding strengths of correlation, suggested
by Evan [Eva96].

ranges within [0,+ inf), with a larger value indicating higher uncertainties. Note
that TV only quantifies the variance in each regression variable, and ignores their
correlations14.

Finally, the Shannon Entropy (SE) and Mutual Information (MI) metrics are used to
quantify classification uncertainties. Both metrics have been introduced in Sec. 2.2.5,
and extended to object detection in Sec. 3.3.1. SE captures uncertainties directly
in prediction outputs. A SE score is zero when classification predictions equal zero
or one, and become maximal for uniformly distributed classification predictions. In
practice, a SE score in LiDAR object detectors is measured by Eq. 3.8. MI captures
a model’s uncertainties (or variations) brought by its weights, and is suitable to
measure epistemic uncertainties. A MI score ranges between [0, 1], with a larger
value indicating higher model uncertainty. In practice, a MI score in LiDAR object
detectors is measured based on Eq. 3.8, Eq. 3.9 and Eq. 3.10 (for detailed explanation,
please refer to Sec. 3.3.1).

3.5.2 Correlations among Aleatoric Uncertainties

This experiment uses the LiDAR-2-stage-detector-v1 and LiDAR-1-stage-detector
networks to study the correlations among aleatoric uncertainty estimates. In LiDAR-
2-stage-detector-v1, object detections and their associated uncertainty estimates
were evaluated in the KITTI val set [GLU12]. Fig. 3.5 shows the distributions
of aleatoric uncertainties for all predictions quantified by the TV metric. More

14Here, the ignorance of correlations among regression variables is a valid assumption, because
common neural networks are optimized with independently distributed regression variables. In
other words, they are “forced” to learn the independence of regression variables. For instance,
the common L2 loss for the bounding box regression is calculated by summing up all L2 losses
of the individual regression variable (such as bounding box length and width). This training loss
assumes that each regression variable follows a Gaussian distribution (Eq. 2.4) independently.
More discussions can be found in Sec. 3.6.
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Figure 3.5: The distributions of aleatoric uncertainties in the LiDAR-2-
stage-detector-v1 network. (a). The uncertainties in the Region
Proposal Network (RPN) and Faster-RCNN head (FRH). (b).
The uncertainties for bounding box corner estimation and ori-
entation estimation. (c). The change of averaged uncertainties
in RPN and FRH with respect to increasing softmax scores.
Adapted from Fig. 3 and Fig. 5 in [FRTD19] ©IEEE.
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specifically, Fig. 3.5a studies the relationship between uncertainties in the Region
Proposal Network (RPN) and the Faster-RCNN head (FRH). A TV score in RPN,
denoted by “TV RPN”, measures the uncertainties when predicting a Region of
Interest (ROI) position. A TV score in FRH, denoted by “TV FRH”, reflects the
uncertainties in the final bounding box predictions. Fig. 3.5a shows that “TV RPN”
and “TV FRH” are correlated with each other with PCC= 0.41, corresponding to the
“moderate correlation” defined in Tab. 3.3. This moderate strength of correlation is
expected because of the error propagation scheme15.

According to the four-corners encoding method (Fig. 3.2a), the aleatoric regression
uncertainties in FRH (“TV FRH”) are the summation of the uncertainties when
regressing the final bounding box corner positions (denoted by “TV FRH location”),
as well as the uncertainties when predicting the object orientation (denoted by “TV
FRH orientation”). Fig. 3.5b illustrates the distribution of “TV FRH location” and
“TV FRH orientation”. Their correlation reaches PCC= 0.72, which is stronger than
that between “TV RPN” and “TV FRH” shown in Fig. 3.5a. This is because both
object location and orientation predictions share the same features in the last hidden
layer of the network.

Finally, Fig. 3.5c shows the relationship between the averaged classification prob-
abilities in the form of softmax scores and the averaged TV scores for aleatoric
regression uncertainties in RPN and FRH, respectively. Very strong negative corre-
lations between softmax and TV scores can be observed, with their PCC close to
−1. As introduced in Sec. 3.3.2, a softmax score can be regarded as the mean of
the multinomial mass function, and reflects the aleatoric classification uncertain-
ties. Therefore, Fig. 3.5c shows that LiDAR-2-stage-detector-v1 is learned to adapt
regression uncertainties to classification uncertainties16.

In LiDAR-1-stage-detector, the distributions of aleatoric uncertainties were estimated
using the test drives in the Bosch dataset (cf. Sec. 2.4.4 for the dataset and
Sec. 3.4.3 for the data split). Recall that LiDAR-1-stage-detector builds a Gaussian

15Assume a simple linear transformation between a bounding box prediction in RPN yr and
its associated prediction in FRH yv for the input sample x. Let p(yr|x) = N (µr, Cr), and
p(yv |yr, x) = N (Ayr + b, L), with L being the covariance matrix for the additive Gaussian
noise. We have p(yv |x) = N (µv , Cv), with µv = Aµr + b and Cv = ACrAT + L. The
uncertainties derived from Cr and Cv are linearly correlated. In practice, Cr and Cv cannot
be strictly linearly correlated, as the FRH is built from several fully connected layers with some
non-linear activation functions. This results in a PCC value less than 1.

16They are several reasons why classification and regression uncertainties are highly correlated.
First, many detections with small (positive) softmax scores are false positive samples, which
are not trained to do regression because only positive samples are assigned with regression
losses. This leads to the imbalanced training. Thus, during the inference, positive samples are
regressed better than false positives, showing smaller aleatoric regression uncertainties with
higher softmax scores. Second, the true positive detections with small softmax scores are usually
those with a few LiDAR points, which are inherently difficult to be classified and localized.
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distribution of the softmax logit, whose variance prediction can be used to show
aleatoric classification uncertainties. Therefore, the variance predictions of the
softmax logit (denoted by ucls) are compared with the TV scores for aleatoric
regression uncertainties in bounding box predictions. Their correlation is found to
be very strong with PCC= 0.89, indicating that both uncertainty estimates reflect
similar observation noises. One reason is that the network shares the same features
in the last hidden layer to predict outputs. Qualitative observations of those aleatoric
uncertainties will be depicted in Fig. 3.16.

From the experimental results both in LiDAR-2-stage-detector-v1 and LiDAR-1-
stage-detector, it can be concluded that the object detectors capture correlated
aleatoric uncertainties in different sub-networks (RPN and FRH in LiDAR-2-stage-
detector-v1 ) or in different prediction tasks (regression or classification, bounding
box corner regression or orientation estimation). The experimental results show that
the relationships among aleatoric uncertainties are reasonable.

3.5.3 The Behaviours of Epistemic Uncertainties

Epistemic uncertainties are designed to capture how a model describes the observed
dataset (cf. Sec. 2.2.3). A model is expected to show high epistemic uncertainties
in samples that are different from or under-represented in the training dataset
(out-of-distribution data). In the following, epistemic uncertainties are modelled and
studied in LiDAR-2-stage-detector-v2, whose Faster-RCNN head (FRH) is modified
to run the MC-dropout inference. Specifically, epistemic classification uncertainties
are quantified by the Shannon Entropy (SE) or the Mutual Information (MI) scores,
and epistemic regression uncertainties by the Total Variation (TV) scores.

Quantitative Analyses

Fig. 3.6 shows the changes of epistemic uncertainties (vertical axis) with the increasing
Intersection Over Union (IOU) intervals (horizontal axis). The IOU metric is defined
in Sec. 2.3.6. A higher IOU score indicates a more accurate detection. Fig. 3.6a and
Fig. 3.6b depict the mean values of Shannon Entropy (SE) and Mutual Information
(MI) for epistemic classification uncertainties. They are averaged over predictions
which lay within several Intersection Over Union (IOU) intervals. Both figures show
that SE and MI scores perform similarly. They are well correlated with prediction
accuracy. Smaller uncertainties correspond to larger IOU scores. Fig. 3.6c shows the
changes of epistemic regression uncertainties with the increasing IOU intervals. The
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Figure 3.6: Averaged epistemic uncertainties at different Intersection over
Union (IOU) intervals using the KITTI raw data. The horizontal
axis represents IOU values, and the vertical axis uncertainty
scores. (a), (b): Shannon Entropy (SE) and Mutual Information
(MI) for the epistemic classification uncertainties. (c), (d): Total
Variation (TV) for the epistemic and the aleatoric regression
uncertainties. The TV scores in x, y, and z axes in the LiDAR
coordinate frame are calculated. Adapted from Fig. 3 and Fig.
6 in [FRD18] ©IEEE.
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mean values of the TV scores on the x, y, and z axes in the LiDAR coordinate frame
are calculated, which represent uncertainties in the longitudinal, lateral, and vertical
directions, respectively. Similar to SE and MI scores, TV scores have a negative
relationship with IOU values. The largest TV scores are observed on the x axis, due to
high variations when estimating object’s depth information. The smallest TV scores
are found on the z axis, because there are only a few differences in object’s height.
Different from epistemic regression uncertainties, aleatoric regression uncertainties
are found less related to the detection accuracy, as shown in Fig. 3.6d. This result
suggests that aleatoric and epistemic uncertainties encode different information in
LiDAR perception.

To better understand epistemic uncertainties, the uncertainty scores for each highly
accurate prediction (IOU> 0.8) or highly inaccurate prediction (IOU< 0.1) are shown
in Fig. 3.7. Specifically, Fig. 3.7a and Fig. 3.7c show predictions with the IOU> 0.8
threshold, and Fig. 3.7b and Fig. 3.7d with the IOU< 0.1 threshold, respectively.
The MI, SE, and TV scores at IOU> 0.8 mostly lay on the bottom left of the
figures, showing small epistemic uncertainties in classification and regression tasks.
Contrarily, they are widely-spread in the range IOU< 0.1, with several predictions
depicting very large uncertainties. In conclusion, objects that are more accurately
detected (i.e. higher IOU scores) tend to have smaller epistemic classification and
regression uncertainties (i.e. smaller MI, SE, and TV scores).

Qualitative Observations

Fig. 3.8 shows some detections with high epistemic uncertainties. The figures depict
high levels of classification uncertainties on big vehicles (trucks, vans) and false
positives (e.g. obj 5 in Fig. 3.8a, obj 0 in Fig. 3.8c and obj 2 in Fig. 3.8d), as well
as high levels of regression uncertainties on abnormal bounding boxes (e.g. obj 2
and obj 4 in Fig. 3.8b). This is because “Van” and “Truck” are under-represented
classes compared to the “Car” objects in the KITTI dataset, and false positives and
abnormal bounding boxes (e.g. boxes with unusual small length and large height)
indicate inaccurate predictions. As introduced in Sec. 2.2.3, epistemic uncertainties
reflect how a model explains the observed dataset. The model is expected to show
high epistemic uncertainties for samples that are different from (or not fully covered
in) the training dataset, i.e. the under-represented classes or false positives with
abnormal bounding boxes in Fig. 3.8. The experimental results illustrate this
relationship.

To sum up, the detector captures reasonable epistemic uncertainties, which are
affected by detection accuracy and and class distribution. However, such behaviours
are not clearly observed in aleatoric uncertainties.



80 Probabilistic LiDAR 3D Object Detectors

0.0 0.2 0.4 0.6
Shannon Entropy (SE)

0.00

0.05

0.10

0.15

0.20

0.25

0.30

M
ut

ua
l I

nf
or

m
at

io
n 

(M
I) IoU > 0.8

Average

(a) MI and SE scores at IOU> 0.8

0.0 0.2 0.4 0.6
Shannon Entropy (SE)

0.00

0.05

0.10

0.15

0.20

0.25

0.30

M
ut

ua
l I

nf
or

m
at

io
n 

(M
I) IoU < 0.1

Average

(b) MI and SE scores at IOU< 0.1

TV (x-axis)0 2 4 6 8 10
TV (y-axis) 0

1
2345

TV (z-axis)
0.0

0.2

0.4

0.6

0.8

1.0

IoU > 0.8
Average

(c) TV scores at IOU> 0.8

TV (x-axis)0 2 4 6 8 10
TV (y-axis) 0

1
2345

TV (z-axis)

0.0

0.2

0.4

0.6

0.8

1.0

IoU < 0.1
Average

(d) TV scores at IOU< 0.1

Figure 3.7: The distributions of epistemic uncertainties for detections at
IOU< 0.1 and IOU> 0.8. (a), (b): The epistemic classification
uncertainties are measured by the Mutual Information (MI) and
Shannon Entropy (SE) scores. (c), (d): the epistemic regression
uncertainties are measured by the Total Variation (TV) scores
in x, y, and z axes of the LiDAR coordinate frame. Adapted
from Fig. 4 in [FRD18] ©IEEE.
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(a) (b)

(c) (d)

Figure 3.8: Some detections with high epistemic uncertainties. The Shannon
Entropy (SE) scores range between [0, ln(2)], The Mutual Infor-
mation(MI) scores between [0,+ inf), and the Total Variation
(TV) scores between [0,+ inf). The figures show high levels of
classification uncertainties on big vehicles (trucks, vans) and
false positives, as well as high levels of regression uncertainties
on abnormal bounding boxes. Adapted from Fig. 5 in [FRD18]
©IEEE.
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Figure 3.9: The relationship between the detection distance and the averaged
Total Variation (TV) scores for aleatoric regression uncertainties,
which are produced by the Region Proposal Network (RPN) and
the Faster-RCNN head (FRH) from the LiDAR-2-stage-detector-
v1 network. Adapted from Fig. 5(b) in [FRTD19] ©IEEE.

3.5.4 The Behaviours of Aleatoric Uncertainties

Aleatoric uncertainties are designed to capture observation noises inherent in environ-
ments and sensors. In LiDAR perception, the LiDAR points of an object are highly
related to the object geometrical information. This further influences the quality of
bounding box labels provided by human annotators. For instance, it is difficult to
determine the extents of a highly occluded car. Therefore, aleatoric uncertainties
predicted by object detectors should be affected by both the distributions of LiDAR
point clouds, w.r.t. distance, occlusion, and orientation, as well as the labelling
quality of human annotators. The following section studies those relationships.

Detection Distance

In the LiDAR-2-stage-detector-v1 network, aleatoric regression uncertainties are
modelled in the Region Proposal Network (RPN) and Faster-RCNN head (FRH).
Fig. 3.9 reports the mean values of Total Variation (TV) for the predicted aleatoric
regression uncertainties in the RPN and FRH networks, with respect to the distance
between the ego-vehicle and objects. The TV scores are averaged over all predictions
in the KITTI val set. The figure shows very strong positive linear correlations
between aleatoric uncertainties and detection distance, with PCC= 0.88 for RPN
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Network x axis y axis z axis All
Epistemic −0.046 −0.030 0.202 −0.029
Aleatoric 0.569 0.412 0.497 0.537

Table 3.4: The Pearson Correlation Coefficient (PCC) scores between the
detection distance and the epistemic and aleatoric uncertainties
in LiDAR-2-stage-detector-v2. The uncertainties are quantified
by Total Variation (TV). The TV scores in the x, y, z-axes of the
LiDAR coordinate system are shown separately. Adapted from
Tab. II in [FRD18] ©IEEE.

and PCC= 0.93 for FRH, respectively. Such strong correlations indicate that
localizing a more distant object is increasingly difficult in the LiDAR detection, as
the LiDAR points on an object become sparse at a long distance.

In the LiDAR-1-stage-detector network, aleatoric uncertainties are quantified by
the TV scores for bounding box regression ubbox, the variance prediction of the
softmax logit ucls, and the Shannon Entropy (SE) scores for the softmax outputs.
Their PCC scores for each prediction in the Bosch test data are 0.52, 0.39 and 0.57,
respectively. All three aleatoric uncertainty scores are moderately related to the
detection distance, according to the definition of the strength of correlations from
Tab. 3.3. Note that those PCC scores are smaller compared to those in Fig. 3.9,
because here the PCC score for each uncertainty estimates is measured and is more
sensitive to outliers.

Finally, the LiDAR-2-stage-detector-v2 network models both aleatoric and epistemic
regression uncertainties. Tab. 3.4 reports the PCC values between their TV scores
and the detection distance using the KITTI raw test drives. The TV scores for each
prediction are measured separately in the x, y, z axes of the LiDAR coordinate
system. Tab. 3.4 shows that the PCC scores for aleatoric regression uncertaintes are
much larger than those for epistemic regression uncertainties. Similar result can also
be observed by a sequence of vehicle detections in Fig. 3.10. As the car detected with
the green bounding box is moving away from the ego-vehicle, its aleatoric regression
uncertainties in the x, y, z axes are increasing continuously, whereas the epistemic
regression uncertainties does not show such clear tendency. The experimental results
in the LiDAR-2-stage-detector-v2 network shows very different behaviours between
aleatoric and epistemic uncertainties.

In conclusion, all three proposed LiDAR detectors predict aleatoric uncertainties
that are positively correlated with the detection distance. Such behaviours are not
observed in epistemic uncertainties.
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Figure 3.10: A sequence of car detections and its associated aleatoric and
epistemic regression uncertainty estimates in terms of Total
Variation (TV). As the detection with the green bounding box
is moving away from the ego-vehicle, its aleatoric regression
uncertainties in the x, y, z axes of the LiDAR coordinate frame
are increasing continuously, whereas the epistemic regression
uncertainties does not show such clear tendency. The PCC
values between TV scores and detection distance in aleatoric
uncertainty estimates are much larger than those in epistemic
uncertainty estimates. Besides, the largest aleatoric regression
uncertainties can be seen in the x axis (longitudinal direction),
due to the high variations when estimating object’s depth
information. the smallest aleatoric regression uncertainties is
found on the z axis (vertical direction), because there are only
a few variations in object’s height. The figure is extended from
Fig. 7 in [FRD18] ©IEEE.
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Occlusion

The LiDAR-2-stage-detector-v2 network encodes bounding boxes by their eight
corners, as shown in Fig. 3.2b, allowing us to study how occlusion in some of the
bounding box corners could affect aleatoric regression uncertainties. It is observed
that the corners, which face directly towards the ego-vehicle, consistently display
smaller aleatoric regression uncertainties compared to the occluded corners without
LiDAR observations. For instance, Fig. 3.11a and Fig. 3.11b mark the TV scores of
vehicle’s corners which face towards the LiDAR sensor in red and the occluded corners
in blue. For each detection, its blue score is consistently higher than the red one,
showing that the occluded areas of an object depict higher aleatoric uncertainties.

Orientation

The aleatoric uncertainties in object orientation are studied using the LiDAR-2-stage-
detector-v1 network, which encodes a car heading in sine and cosine (i.e. sin(θ), cos(θ)
in Eq. 3.2). Fig. 3.12a shows the uncertainty predictions for the orientation (radial
axis) in the Faster-RCNN head (FRH), with respect to the angle predictions θ
(angular axis) in the polar coordinate. Most predictions lay at four base angles
(θ = 0◦, 90◦, 180◦, 270◦), as the majority of “Car” objects in the KITTI dataset
are recorded on the streets, which stand either perpendicular or parallel to the ego
vehicle. Fig. 3.12b depicts the mean values of orientation uncertainties concerning
the difference between the predicted angles and the nearest base angles. They
are very strongly correlated with PCC= 0.99, showing that the LiDAR detector
is highly uncertain when predicting car headings that are different from the base
angles - a consequence of the imbalanced angle distribution in the training dataset.
Interestingly, this behaviour is expected to be observed by epistemic uncertainties
rather than aleatoric uncertainties. However, the LiDAR-2-stage-detector-v1 network
only explicitly models aleatoric uncertainties, which encode some information of the
ignored epistemic uncertainties, a phenomena discussed in Sec. 2.2.3. In conclusion,
orientations that are different from the base angles tend to depict higher aleatoric
uncertainties.

Detection and Labelling Difficulty

In the KITTI object detection benchmark, ground truths are categorized into
“Easy”, “Moderate”, and “Hard” settings based on the height, the truncation,
and the occlusion level of bounding boxes (cf. Sec. 2.4.1). Such information of
the detection difficulty can be used to study how aleatoric uncertainties reflect
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(a) (b)

Figure 3.11: Two examples to illustrate how occlusion affects the distribution
of aleatoric regression uncertainties in LiDAR-2-stage-detector-
v2. The red numbers indicate the Total Variation (TV) scores
for the object corners, which face towards to the LiDAR sensor.
The blue numbers indicate the occluded corners. Detections
within the longitudinal distance of 50 meters are shown. De-
tections outside the camera front-view are ignored (e.g. object
on the bottom-left corner of (b)). For each detection, the blue
score is consistently higher than the red one, showing that the
occluded areas of an object depict higher aleatoric uncertainties.
Adapted from Fig. 8 in [FRD18] ©IEEE.
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Figure 3.12: (a). The distribution of aleatoric uncertainties in the object’s
heading prediction, with respect to angle values θ. (b). The
average orientation uncertainties with the orientation difference
between predicted angles and the nearest base angles. Experi-
ments were conducted in LiDAR-2-stage-detector-v1. Adapted
from Fig. 4 in [FRTD19] ©IEEE.
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Figure 3.13: The histograms of Total Variation (TV) scores for aleatoric
regression uncertainties predicted by the Faster-RCNN head
(FRH) in LiDAR-2-stage-detector-v1 using the KITTI val set.
Detections are categorized into “Easy”, “Moderate”, and “Hard”
settings following [GLU12]. KDE: Kernel Density Estimation.
Adapted from Fig. 6 in [FRTD19] ©IEEE.
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complex environment noises. Fig. 3.13 shows the histograms of TV scores for
aleatoric regression uncertainty estimates in the KITTI val set. Those uncertainties
are predicted by the Faster-RCNN head (FRH) in the LiDAR-2-stage-detector-v1
network. There are more predictions with small TV scores for the “Easy” objects
than the “Hard” objects which are more occluded, truncated, and far away from the
ego-vehicle.

In the Bosch dataset (cf. Sec. 2.4.4), objects are assigned to be either “Unsure”
or “Sure” by human annotators, in order to reflect their labelling difficulty. An
object is “Unsure”, when annotators find it difficult to define its ground truth label
due to many factors, such as distance, occlusion, or class ambiguity. Fig. 3.14
reports the histograms of uncertainty estimates for “Unsure/Sure” labels based on
the LiDAR-1-stage-detector network, including the Total Variation of bounding box
variance predictions ureg, softmax logit variances ucls, and the Shannon Entropy
(SE) scores for softmax ouputs. In general, all three uncertainty estimates are higher
in “Unsure” detections than “Sure” detections.

From the aforementioned experimental results in the KITTI and Bosch datasets,
it can be concluded that the aleatoric uncertainties in the object detectors reflect
complex environmental noises, which are measured either by the detection difficulty
or by the labelling difficulty of human annotations. Detectors tend to predict higher
aleatoric uncertainties for difficult objects than easy objects.

Qualitative Observations

Finally, the behaviours of aleatoric uncertainties are qualitatively studied. Fig. 3.15
visualizes nine detection examples predicted by the LiDAR-2-stage-detector-v1 net-
work. Their TV scores for aleatoric regression uncertainties increase from −3 to −1
in the log scale. From the figure it can be observed that: (1). Uncertainties are
influenced by multiple factors, such as occlusion, detection distance, and orientation,
as shown in the previous experiment sections; (2). The detector predicts generally
higher aleatoric uncertainties, if there are fewer LiDAR points on an object.

Fig. 3.16 illustrates how aleatoric uncertainties predicted by the LiDAR-1-stage-
detector network are distributed in four data frames in the Bosch dataset. Three
aleatoric uncertainty scores are visualized, namely, the TV scores for bounding box
regression variances (denoted by ubbox), the variance of softmax logit prediction
(ucls), and the Shannon Entropy (SE) scores for softmax outputs. The figure only
visualizes uncertainties in the regions where their associated softmax scores are
higher than 0.01. This threshold is chosen because below this value, the regression
uncertainties are dominated with random noises due to the training strategy in the
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Figure 3.14: The histograms of aleatoric uncertainty estimates for detec-
tions from the LiDAR-1-stage-detector network and using the
Bosch dataset. Detections are categorized into “Unsure” and
“Sure” classes, regarding the labelling difficulty of their associ-
ated ground truths. Here, ubbox represents the Total Variation
scores for bounding box regression uncertainties, ucls represents
the variance prediction of the softmax logit, and SE the Shan-
non Entropy values for softmax scores. KDE: Kernel Density
Estimation. Adapted from Fig. 3 in [FCR+20] ©IEEE.
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Log(TV): -2.92
Softmax score: 0.87
Distance: 7.5 m
Occ: fully visible
Orientation: 92.1°

Log(TV): -2.74
Softmax score: 0.99
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Occ: fully visible
Orientation: 91.6°
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Occ: fully visible
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Orientation: 272.0°
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Figure 3.15: Nine detection examples predicted from the LiDAR-2-stage-
detector-v1 network. Their Total Variation (TV) scores of the
predicted aleatoric regression uncertainties range uniformly
from nearly −3 (a) to −1 (i) in the log scale. Adapted from
Fig. 7 in [FRTD19] ©IEEE.
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Figure 3.16: The distribution of uncertainty scores in four data frames,
predicted by the LiDAR-1-stage-detector network. Only uncer-
tainties (normalized to the same scale) at the regions with the
softmax objectness score larger than 0.01 are visualized. Areas
out of the camera field of view are ignored and shaded in grey.
Here, ubbox represents the Total Variation scores for bound-
ing box regression uncertainties, ucls represents the variance
predictions of the softmax logit, and SE the Shannon Entropy
values for softmax scores. Figures are extended from Fig. 4 in
[FCR+20] ©IEEE.
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LiDAR-1-stage-detector network (i.e. no regression loss is assigned to a region, if
it is not associated with a ground truth). The subfigures in the second column
of Fig. 3.16 show that the regions around objects usually show higher SE scores
than those within objects, because the boundary between objects and background is
more difficult to classify. Conversely, ubbox and ucls do not show this behaviour, as
depicted in the third and fourth columns in Fig. 3.16. Both uncertainties are more
affected by the environmental noises. For example, larger detection distance shows
higher uncertainties.

To conclude, Fig. 3.15 and Fig. 3.16 show qualitatively that the proposed LiDAR
detectors capture reasonable aleatoric uncertainties to represent complex LiDAR
observation noises.

3.6 Summary and Discussions

In this chapter, the holistic and explainable aspects of uncertainty estimation (cf.
Sec. 1.2.2) are studied in LiDAR-based object detection. Following the Bayesian
Neural Network framework, predictive uncertainties are decomposed into epistemic
and aleatoric uncertainties. They are explicitly modelled for classification and
regression tasks in three LiDAR-based 3D object detectors with different network
architectures, namely, LiDAR-2-stage-detector-v1, LiDAR-2-stage-detector-v2, and
LiDAR-1-stage-detector. Epistemic uncertainties are extracted via the Monte-Carlo
Dropout method, and aleatoric uncertainties via the Direct Modelling approach (cf.
Sec. 2.2.4). Extensive experiments were conducted for vehicle objects (such as “Car”,
“Van”, and “Truck” classes) using the KITTI dataset and the self-recorded Bosch
dataset.

Key experimental findings

1. Aleatoric uncertainties are correlated with each other, either in classification and
regression tasks or in different sub-networks (Sec. 3.5.2).

2. Aleatoric uncertainties are affected by the detection distance, occlusion, orientation,
and detection or labelling difficulty (Sec. 3.5.4). More specifically (1). The objects
that are moving away from the ego-vehicle are detected with increasing aleatoric
uncertainties (Fig. 3.10). (2). The occluded areas of objects tend to depict larger
aleatoric uncertainties compared to the areas facing towards to the ego-vehicle
(Fig. 3.11). (3). The objects, whose orientations are different from the base angles,
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are detected with larger aleatoric uncertainties (Fig. 3.12b). (4). Difficult objects
tend to show larger aleatoric uncertainties than easy objects (Fig. 3.13, Fig. 3.14).
The level of difficulty is defined by the detection difficulty or the labelling ambiguity
from human annotators.

3. Epistemic uncertainties are affected by detection accuracy. Inaccurate predictions
or predictions of the under-represented classes show larger epistemic uncertainties
than accurate predictions or predictions of the dominant classes (Sec. 3.5.3).

4. Aleatoric and epistemic uncertainties behave very differently. Aleatoric uncer-
tainties show clear correlations with distance, which are not observed in epistemic
uncertainties (Fig. 3.10). Conversely, epistemic uncertainties are highly correlated
with detection accuracy, while aleatoric uncertainties only show smaller correlations
(Fig. 3.6c and Fig. 3.6d).

Discussion

Epistemic and aleatoric uncertainties are not mutually exclusive: In this
chapter, the LiDAR-2-stage-detector-v1 and LiDAR-1-stage-detector networks are
designed to only model aleatoric uncertainties while ignoring epistemic uncertainties.
Those aleatoric uncertainties are found to reflect some behaviours of epistemic un-
certainties in orientation predictions (cf. Sec. 3.5.4). When predictive uncertainties
are explicitly decomposed into the epistemic uncertainties and the aleatoric uncer-
tainties in LiDAR-2-stage-detector-v2, conversely, clear differences between the two
types of uncertainties are observed. This indicates the importance of uncertainty
decomposition, if one wants to clearly distinguish between uncertainties, for example,
when leveraging epistemic uncertainties to detect out-of-distribution data.

Independence assumption in regression variables: All three proposed LiDAR
object detectors assume that the bounding box regression variables are indepen-
dently distributed. In this regard, the networks predict aleatoric uncertainties with
the diagonal covariance matrix, and the uncertainties are measured via the Total
Variation (TV) metric, which calculates the trace of covariance matrix for a proba-
bility distribution. This assumption of independence eases the training procedure
of aleatoric uncertainties without losing the interpretability (e.g. uncertainties are
found correlated with distance)17. However, capturing correlations among regression

17When assuming correlations among regression variables in the covariance matrix, its training
becomes challenging according to my discussions with the authors of [HSW20]. In practice, it
has been shown to be much more unstable than the diagonal covariance matrix assumption,
resulting in decreased detection accuracy. Furthermore, the learned correlations are found to be
very small, and negligible [HSW20].
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variables could become critical in certain driving scenarios, such as oriented objects
with partial occlusion, and is very useful for tracking. This thesis leaves how to
model reliable correlations among regression variables as an important future work.

Further comments in training: Capturing epistemic uncertainties using the
MC-Dropout approach follows the standard training procedure of the stochastic
gradient descent with dropout. In contrast, training aleatoric uncertainties requires
to add auxiliary output layers, and to modify the loss function (cf. Sec. 2.2.4).
In practice, gradient explosion is found, when training networks with aleatoric
uncertainties from scratch. This is because aleatoric uncertainties are learned in
an unsupervised manner by the attenuated regression loss (Eq. 3.20), which lacks
uncertainty regularization - an important step at the beginning of training. The
thesis alleviates this problem by first fitting networks without uncertainty estimation
and stochastic regularization (such as dropout and weight decay), and then jointly
training the bounding box prediction and its associated uncertainties with a reduced
learning rate (the implementation details see Sec. 3.4). This simple training strategy
has been proven successful for “Car” detection across different datasets, but still
showed significant underperformed accuracy in the preliminary studies (10− 20%
AP drops) for “Pedestrian” or “Cyclist” detections in the KITTI dataset, due
to the lack of training samples (less than 5000 training samples in the KITTI
train set). Similar results were reported in [MLK+19] as well, where they showed
underperformed detection accuracy for the “Pedestrian” and “Cyclist” classes in
KITTI, but improved performance in their self-recorded ATG4D dataset, which is
×300 larger than KITTI. Furthermore, Meyer et al. [MT19] and Feng et al. [FRTD20]
propose to regularize uncertainties by minimizing the Kullback Leibler divergence
between the predicted uncertainties and the approximated label uncertainties - a
promising direction to self-stabilize the training process of aleatoric uncertainties.



Chapter 4

Uncertainty Recalibration

In the previous chapter (Ch. 3), holistic and explainable uncertainties were mod-
elled in three LiDAR-based object detectors. However, are those uncertainties
well-calibrated? Intuitively, a well-calibrated probabilistic object detector should
predict uncertainties that match the natural frequency of correct predictions. For
example, if the detector makes predictions with a 0.8 probability, 80% of those
predictions are expected to be correct. This chapter finds out that the proposed
object detectors, which employ the Direct Modelling approach to model uncertainties,
produce over-confident or under-confident probabilities, causing uncertainty miscali-
bration problems. Ignoring such problems could lead to wrong decision making in
autonomous driving, and even cause fatal accidents in safety-critical scenarios18. In
this regard, three practical methods are proposed, based on the uncertainty recali-
bration technique, to tackle these problems. The proposed recalibration methods
were verified in the KITTI [GLU12] and NuScenes [CBL+20] datasets, which were
introduced in Sec. 2.4.1 and Sec. 2.4.4, respectively.

This chapter examines the uncertainty calibration performance with the help of
calibration plots, which were introduced in Sec. 2.2.5. A calibration plot shows the
predicted probabilities from a detector on the horizontal axis, and their corresponding
empirical probabilities on the vertical axis. It provides a natural indication of how an
object detector is uncertain with its predictions, and corresponds to the frequentist’s
intepretation of uncertainty [CT96].

This chapter studies the uncertainties captured by the Direct Modelling approach

18Let us assume a collision avoidance system in cars. A pedestrian is set to be detected, if its
detection probability from a perception module is above 0.5, and ignored otherwise. Over-
confident probability estimation (e.g. the model predicts a 0.7 probability, but actually it should
be 0.3) results in more pedestrian detections than there really are, which increases the false
alarm rate and uncomfortable braking. Conversely, under-confident probability estimation (e.g.
the model predicts a 0.3 probability, but actually it should be 0.7) results in many false negative
detections, which reduces the safety of driving.
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(cf. Sec. 2.2.4), which tends to reflect the aleatoric aspect of uncertainties. This
chapter focuses on this interesting uncertainty estimation method, because it is
simple to implement and performs in real-time, and is much more efficient than
the sampling-based methods such as MC-Dropout and Deep Ensembles which tend
to capture the epistemic aspect of uncertainties (cf. Sec. 2.2). The uncertainty
calibration performance in the MC-Dropout and Deep Ensembles approaches will
be shown in Ch. 6. It is important to note that this chapter will not specifically
distinguish between epistemic uncertainties and aleatoric uncertainties, because
calibration plots reflect the performance of predictive uncertainties, regardless of
how they are decomposed.

In the sequel, Sec. 4.1 and Sec. 4.2 recall the notation and formally define the
targets of uncertainty recalibration, respectively. Sec. 4.3 identifies the uncertainty
miscalibration problems. Sec. 4.4 introduces three uncertainty recalibration methods,
and Sec. 4.5 shows the experimental results on their performance and robustness.
Finally, Sec. 4.6 summarizes this chapter with a discussion of each method.

Parts of this chapter are based on my previous publications [FRG+19] and [WFZ+20].

4.1 Notation

Recall the notation for calibration plots defined in Sec. 2.2.5 and the notation for
object detection defined in Sec. 3.1. A data pair x,y is considered as an observation
of two jointly distributed random variables X,Y , where X,Y represent the input and
target variables, respectively. Here, x indicates an input feature vector in the domain
X , in our case the LiDAR Bird’s Eye View feature maps, and y a target value in the
domain Y. In object detection, the target value y consists of an object class label
denoted by the scaler ycls, and a continuous vector indicating the object bounding
box (bbox) parameters ybbox, i.e. y = [ycls,ybbox]. For notation simplicity, this
chapter only considers the classification label of binary classes, i.e. ycls ∈ Y = {0, 1},
and show each of the element in the bounding box regression vector separately, denoted
by a real value ybbox ∈ Y = R.

Uncertainty calibration is often evaluated on a dataset. Denote a labelled training
dataset Dtrain with the size Ntrain, and a labelled evaluation dataset Deval with the
size Neval. The training dataset is used to train a probabilistic object detector, and
the evaluation dataset is used to check its uncertainty calibration performance.

Given an input sample x, an object detector estimates a predictive probability dis-
tribution p(y|x,Dtrain), which is a probability mass function (PMF) in classification,
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and a probability density function (PDF) in regression. For brevity, let us use the
function F̂ : Y → [0, 1] to describe an output probability. This function maps a
target value y ∈ Y to a predicted probability score p̂ ∈ [0, 1] through the network
outputs. In classification, both F̂ (ycls) and p(ycls|x,Dtrain) represent a PMF, and
thus they are the same. In regression, the probability of a single regression variable,
F̂ (ybbox), is the cumulative distribution function (CDF) of p(ybbox|x,Dtrain), defined
as F̂ (ybbox) =

∫ ybbox
−∞ p(y′bbox|x,Dtrain)dy′bbox. Its inverse cumulative distribution

function (also known as the quantile function) is denoted by F̂−1 : [0, 1]→ Y. For
an arbitrary probability score p, this quantile function returns the regression value
ybbox, whose CDF value is equal to p.

For instance, the LiDAR-1-stage-detector network introduced in Sec. 3.4.3 em-
ploys the Direct Modelling approach to predict uncertainties. It classifies ob-
jects via a softmax function (Eq. 2.1), whose output is also called softmax score
denoted as ŝ for the positive class ycls = 1, and 1 − ŝ for the negative class
ycls = 0. In this case, the probability function F̂ : Y → [0, 1] equals the soft-
max function, i.e F̂ (ycls = 1) = p(ycls = 1|x,Dtrain) = ŝ. Furthermore, the
LiDAR-1-stage-detector network places a univariate Gaussian distribution for each
bounding box regression variable, whose probability density function is denoted
by p(ybbox|x,Dtrain) = N (ybbox|µ̂bbox(x), σ̂2

bbox(x)). The network predicts its mean
µ̂bbox(x) and variance σ̂2

bbox(x) by the network’s output layers. In this case, the
function F̂ (ybbox) is the cumulative distribution function of the Gaussian distribution.
Note that in the Direct Modelling approach, the predictive probability is estimated
by the observation likelihood, by regarding that the network’s weight posterior
follows a Dirac-delta function (cf. Sec. 2.2.4). Therefore, the notation p(y|x,Dtrain)
and p(y|x,ω) used in Ch. 3 is not distinguished in this chapter.

4.2 Problem Definition

The uncertainty calibration performance of an object detector is examined by
checking whether its predictive probabilities match the natural frequencies of events
(i.e. empirical probabilities). Theoretically, this means to check whether the left
and right terms in Eq. 2.28 are equal for classification or those in Eq. 2.30 for
regression. In practice, the uncertainty calibration performance is measured for
a specific evaluation dataset by its calibration plot, as shown in Fig. 2.6. The
event probabilities P[·] in Eq. 2.28 and Eq. 2.30 are approximated by the empirical
frequencies using Eq. 2.29 and Eq. 2.31, respectively.

Uncertainty calibration can be more easily understood in calibration plots, which
show the predicted probabilities on the horizontal axis, and empirical probabilities on
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the vertical axis. In a calibration plot such as Fig. 2.6, a well-calibrated probabilistic
object detector should produce the diagonal line. When the network is miscalibrated,
however, it produces an over-confident or under-confident calibration curve. The
difference between the actual calibration curve and the ideal diagonal line is the
strength of uncalibration, commonly measured by their weighted absolute error,
called Expected Calibration Error (ECE) [GPSW17] given by Eq. 2.32. The goal of
uncertainty recalibration is to adjust the miscalibrated curve towards the diagonal
line. In the LiDAR-1-stage-detector network mentioned above, this means to adjust
the softmax outputs for classification, or the predicted mean or variance for bounding
box regression, such that the ECE values can reduce. Note that this thesis only
calibrates the marginal probabilities for each regression variable separately, instead
of their joint distribution. In other words, the thesis does not consider correlations
among two regression variables (a detailed discussion cf. Sec. 4.6).

4.3 Identification of Uncertainty Miscalibration
Problems

4.3.1 Experimental Setup

The uncertainty miscalibration problems are identified using the LiDAR-1-stage-
detector network as an example. As introduced in Sec. 4.1, the detector employs
the softmax function to estimate classification uncertainty, and places a Gaussian
distribution on each bounding box regression parameter. The center-aligned encoding
method is used, as illustrated in Fig. 3.2c, which encodes a bounding box on the Li-
DAR Bird’s Eye View (BEV) through its centroid positional offsets on the horizontal
plane (∆x and ∆y), the length l and the width w in the log scale, and the orientation
θ in sine and cosine, giving by: ybbox = [∆x,∆y, log(l), log(w), cos(θ), sin(θ)] ∈ R6.
The LiDAR-1-stage-detector network predicts the mean and variance of each re-
gression variable, separately. The training dataset of the KITTI object detection
benchmark [GLU12] and the “Car” category was used for evaluation. Following the
same train-val split introduced in Sec. 2.4.1, the LiDAR-1-stage-detector detector
was trained with the KITTI train set, and evaluated on the val set regarding its
uncertainty estimation quality (more information about the data split cf. Sec. 2.4.1).
The training protocol was the same with that in the Bosch dataset described in
Sec. 3.2.3, i.e. the network was optimized with the standard L2 loss for the first 45
epochs to stabilize training, and then further trained with the attenuated regression
loss (Eq. 3.20) for another 100 epochs to learn uncertainties.

When calculating a calibration plot for classification, it is necessary to divide the
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predicted probabilities into T equal intervals denoted by 0 < p̂1 < ... < p̂t < ... <
p̂T < 1, and calculate the corresponding empirical probability pt for the t-th interval
following Eq. 2.29, as explained in Sec. 2.2.5. Here, T = 50 was chosen based on
the empirical observation19. As for the regression task, the calibration plot for
each regression variable was drawn separately, which corresponds to the marginal
probability distributions.

It is noteworthy to mention that detections were evaluated before the Non-Maximum
Suppression (NMS) operation, because NMS is a post-processing step during the
test time, and is not included in training. Furthermore, in order to draw calibration
plots, it is needed to compare detections with their ground truths. The same method
in training LiDAR-1-stage-detector was used to associate a detection with its ground
truth, as this is the direct way to determine the uncertainty estimation quality. As
a result, in each input LiDAR frame, approx. 400 detection samples were obtained.

4.3.2 Uncertainty Miscalibration in Calibration Plots

Fig. 4.1 shows the calibration plots for the classification and regression tasks in the
LiDAR-1-stage-detector network. The miscalibrated uncertainty estimation problems
are observed. As shown in Fig. 4.1a, the network is over-confident, when classifying
objects with softmax scores smaller than 0.7, and under-confident with softmax larger
than 0.7. A possible reason for such uncertainty miscalibration is the imbalance
training process. It is well-known that one-stage object detectors suffer from the
positive-negative class imbalance problem, i.e. there are much more “Background”
samples than the “Object” ones. Therefore, the LiDAR-1-stage-detector network
might be over-fitted to predicting negative samples as positive, showing the over-
confidence behaviour at small softmax scores, and under-fitted for predicting positive
samples as positive, showing under-confidence at larger sofmtax scores. In the
regression tasks depicted in Fig. 4.1b, most predictions are under-confident at small
confidence levels and over-confident at higher confidence levels, indicating that
the variance predictions for Gaussian distribution are overly-small. Interestingly,
regressing cos(θ) is always over-confident, which may be due to different distributions
of errors in the cos(θ) predictions, rather than a Gaussian distribution.

19With too small intervals (too large T values in other words), the samples within some intervals
are insufficient to approximate accurate empirical probability; Too large intervals cannot capture
the detailed evolution of a calibration curve. Here, T = 50 was chosen based on the empirical
observation, such that the calibration curve is both sufficiently detailed and accurate.
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Figure 4.1: Identifying uncertainty miscalibration problems in LiDAR-1-
stage-detector. (a). The calibration plot for classification. The
perfect calibration curve is shown by the diagonal line. The
number of samples per interval is also shown. (b). The calibra-
tion plot for regression. Each regression variable is evaluated
separately. Note that the horizontal axis represents the cumula-
tive probability distribution (CDF). Therefore, the calibration
curves and the number of samples at larger confidence level
are monotonically increasing (which is not drawn in the figure).
Adapted from Fig. 3 in [FRG+19].

4.3.3 The Effect of Training Epochs

It is found out that achieving higher accuracy in object detection does not guarantee
better uncertainty estimation. Fig. 4.2 illustrates how the regression errors and
the uncertainty estimation errors for ∆x predictions evolve over the course of
training. For the sake of brevity only the ∆x predictions are plotted (longitudinal
distance), though similar results in other regression variables have been observed
as well. The horizontal axis represents the training epochs from 45, when the
regression uncertainties start to learn using the attenuated regression loss (Eq. 3.20).
The vertical axis represents the Expected Calibration Errors (ECE) and the L2
loss calculated on the KITTI val set. The ECE metric quantifies the uncertainty
calibration performance, with smaller values indicating better uncertainty estimation
(more background information cf. Sec. 2.2.5). The figure shows that the L2 loss drops
over the course of training, indicating the improved detection accuracy in the ∆x
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Figure 4.2: The evolution of Expected Calibration Error (ECE) and the L2
regression loss for the ∆x predictions over the course of train-
ing. The horizontal axis begins at 45 because the probabilistic
modelling was started at the 45-th training epoch. The L2 loss
drops over the course of training, whereas the ECE scores tend
to increase after the 65-th training epoch. This indicates that
achieving higher accuracy in object detection does not guar-
antee better uncertainty estimation. Adapted from Fig. 4 in
[FRG+19].

predictions. However, the calibration errors tend to increase after the 65-th training
epoch, showing the over-fitting behaviour. A similar phenomenon for classification
has been found by Guo et al [GPSW17] as well.

4.4 Three Methods of Uncertainty Recalibration

Having identified the uncertainty miscalibration problems in the previous section,
three practical methods are proposed to tackle these problems. The methods
are based on the uncertainty recalibration technique, which aims to improve the
uncertainty estimation of any arbitrary probabilistic models [GPSW17]. Most of
the existing recalibration methods work at the post-processing steps. In other
words, most recalibration methods directly adjust the outputs of the pre-trained
probabilistic models, instead of influencing their training or prediction processes. For
example, Guo et al. [GPSW17] propose several tools to recalibrate classification
uncertainties in deep learning. The deep neural networks first predict uncalibrated
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classification scores, which are further adjusted by a recalibration model, such as
isotonic regression, histogram binning, and temperature scaling. Besides, Kuleshove
et al. [KFE18] introduce isotonic regression to tackle uncertainty miscalibration
problems in multiple regression tasks.

This thesis employs isotonic regression and temperature scaling from [GPSW17],
which are arguably the most popular recalibration methods, to recalibrate the
classification part of the object detection, and extend them for bounding box
predictions. Furthermore, a simple loss function is proposed to reduce calibration
errors in regression over the course of training. In the following, each uncertainty
recalibration method is introduced in detail. Again, the LiDAR-1-stage-detector
network is used as an example.

4.4.1 Isotonic Regression

In statistics, isotonic regression [MHL09], or monotonic regression, is a common
technique of fitting a free-form line to a sequence of data points, such that the fitted
curve is monotonically increasing, and its predictions are as close to the training
data points as possible in terms of mean squared error. During testing time, these
predictions of the training data points are interpolated for predicting unseen data.
Fig. 4.3 illustrates an isotonic fit to the data points.

In general, isotonic regression has been a popular approach to fitting calibration
curves from many machine learning models, such as Support Vector Machines,
Naive Bayes, boosted Naive Bayes, and decision trees [NC05]. It is a function
G : [0, 1]→ [0, 1] which learns to map the predicted probabilities of a model denoted
by p̂ (i.e. values on the horizontal axis in a calibration plot, cf. Fig. 2.6) to their
corresponding empirical probabilities denoted by p (i.e. values on the vertical axis in a
calibration plot, cf. Fig. 2.6). These empirical probabilities serve as the ground truth
probabilities a machine learning model should predict. Given a new (uncalibrated)
predicted probability score p̂, the isotonic regression model predicts a new probability
score denoted by p̃ = G(p̂), which is supposed to match the empirical probability
p as close as possible. Here, the tilde symbol “~” above the notation indicates an
output from the recalibration model. In practice, a recalibration dataset is built to
estimate the empirical probabilities p, and to train the isotonic regression model
G. Note that isotonic regression is often referred to as a “black-box” uncertainty
recalibration method, because it adjusts predictive uncertainties, regardless of what
kinds of model produce them. Also, isotonic regression does not change the ordering
of classification probabilities, therefore it does not affect the classification accuracy.
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Figure 4.3: An illustration of the isotonic regression. It is a non-parametric
monotonically increasing function, which fits a sequence of data
points, such that the fitted curve is as close to the training data
points as possible.

The rests of this section will explain in detail how to apply isotonic regression to
recalibrate classification and bounding box regression uncertainties in the LiDAR-1-
stage-detector network. Fig. 4.4 shows the processes of training and deploying an
isotonic regression model. Note that the methods described below is not limited to
a specific network.

Object Classification

Recall the notation in Sec. 4.1. Given an input LiDAR point cloud x, the network
classifies objects with the softmax score denoted by ŝ for the positive class ycls = 1.
In this case, the probability distribution function equals the softmax score, i.e.
F̂ (ycls = 1) = ŝ = p̂, and an isotonic regression model directly adjusts this softmax
score to produce the calibrated probability estimates given by p̃ = G(ŝ).

As mentioned above, the isotonic regression model is trained on a recalibration
dataset. In practice, this recalibration data can be built from a validation dataset,
which is commonly used to tune hyper-parameters in machine learning models.
Denote a validation dataset for the LiDAR-1-stage-detector network by Dval. It
comprises Nval number of LiDAR input samples x and their corresponding object
class labels ycls. The recalibration dataset is built in three steps. First, the network
runs predictions through the validation dataset, resulting in Nval number of softmax
scores {ŝn}Nval

n=1 . Second, those softmax scores are divided into T intervals. At
each softmax interval denoted by ŝt, t = 1, 2, ..., T , its corresponding empirical
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Figure 4.4: The flowcharts to show the processes of training and testing an
isotonic regression model for a pre-trained probabilistic detec-
tor. (a). The training process. A recalibration dataset is built
from a validation dataset, in order to optimize the recalibration
model. (b). The testing process. An isotonic regressor directly
recalibrates predictive probabilities from the detector.

probability pt is calculated by comparing the softmax scores within the interval with
the ground truth class labels ycls, following Eq. 2.29. This empirical probability
serves as the ground truth probability estimation for a specific softmax interval.
This process is same to that when drawing calibration plots in Sec. 2.2.5. Finally,
the recalibration dataset Drecal is built as a collection of softmax intervals and
their empirical probabilities, i.e. Drecal = {ŝt, pt}Tt=1, based on which an isotonic
regression model is optimized. As discussed in Sec. 2.2.5 and Sec. 4.3.2, selecting
a proper T is usually based on the empirical observation in the dataset [GPSW17;
KFE18], and T = 50 is used in this thesis. It is noteworthy to mention that the
isotonic regression model is optimized based on the predictions from a pre-trained
LiDAR object detector. In other words, it is optimized specifically for a network and
a training epoch. When the network architecture is changed (e.g. using LiDAR-2-
stage-detector-v1 instead of LiDAR-1-stage-detector) or another network’s checkpoint
is selected, the isotonic regression model needs to be updated.
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Bounding Box Regression

As summarized in Sec. 4.1, the LiDAR-1-stage-detector network outputs a probability
density function (PDF) for each bounding box regression variable, denoted by
p(ybbox|x,Dtrain). Each variable is assumed be Gaussian distributed, whose mean
µ̂bbox(x) and variance σ̂2

bbox(x) are predicted by the network’s output layers. In this
case, a predicted probability score p̂ is the output of the cumulative distribution
function (CDF) for the predicted Gaussian distribution p̂ = F̂ (ybbox). An isotonic
regression model G : [0, 1] → [0, 1] adjusts this probability score p̂ (or predicted
confidence level in other words) to produce the calibrated confidence level estimates,
given by p̃ = G(p̂).

The procedures of building a recalibration dataset and training an isotonic regression
model are similar to those in the object classification task introduced in the previous
section. The pre-trained network makes predictions through a validation dataset
Dval with the size Nval, and calculates the predicted confidence level p̂n for each data
sample, as well as its corresponding empirical confidence level following Eq. 2.31.
Note that this is different from classification, where softmax scores are grouped and
divided into several intervals. In regression, a confidence level is strictly monotonically
increasing as a result of the cumulative distribution function. Therefore, for each
data point, a unique empirical confidence level can be obtained (in practice the
confidence levels for two data points are seldom same). The recalibration dataset
for regression Drecal is constructed, which comprises the predicted and empirical
confidence levels Drecal = {p̂n, pn}

Drecal
n=1 , with Nrecal = Nval.

As a final remark, this thesis recalibrates predictive probabilities for each regression
variable separately, which corresponds to marginal probabilities, instead of their joint
probabilities. Therefore, a separate recalibration dataset and an isotonic regression
model are built for each regression variable20.

4.4.2 Temperature Scaling

Temperature scaling is a technique proposed by Guo et al. [GPSW17] to recalibrate
classification probabilities with softmax functions. The following section first revisits

20The thesis calibrates the marginal probability instead of the joint distribution for two reasons.
First, the complexity of the joint distribution grows exponentially with the dimensions of
bounding box regression variables. It requires much larger recalibration dataset and much more
complex isotonic regression models, which are difficult to obtain or train in practice. Second, the
proposed object detectors are assumed to separately model the probability distributions for each
regression variable, while ignoring their correlations. Therefore, using marginal distributions
directly reflects the impact of a certain recalibration model on the detectors’ outputs.
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this method for classification in the LiADR-1-stage-detector network, and then
extends it to the bounding box regression task. The training and deploying processes
for temperature scaling is similar to that for isotonic regression shown in Fig. 4.3.

Object Classification

Recall that a softmax function (Eq. 2.1) transforms a continuous value called softmax
logit to a classification score within the range [0, 1]. Denote a softmax logit prediction
from the network by l̂cls, and its softmax function output (i.e. softmax score) by
ŝ = Softmax(l̂cls). The temperature scaling method suggests to first rescale the
softmax logit with a single scalar ρ > 0 called temperature, and then calculate the
rescaled softmax score:

l̃cls ← l̂cls/ρ, s̃ = Softmax(l̃cls). (4.1)

Here, the tilde symbol above the notation indicates the recalibrated softmax logit and
score. The temperature ρ “softens” the softmax score with ρ > 1, thus increasing the
uncertainty. As ρ→ +∞, the softmax score becomes a uniform distribution, leading
to the maximum uncertainty (or the maximum Shannon Entropy defined in Sec. 2.2.5).
Conversely, the temperature “sharpens” the softmax score with ρ < 1. With ρ = 1,
the original softmax score is recovered. The temperature scaling method has been
found to largely improve the quality of classification probabilities in [GPSW17]. The
intuition behind this method is that the uncertainty miscalibration problems in
many machine learning models are low-dimensional. Therefore, those miscalibrated
uncertianties can be easily corrected by rescaling with a simple scaler.

In practice, the optimal ρ is found by grid search, by minimizing the Negative Log
Likehihood (NLL) score on the recalibration dataset as suggested by [GPSW17]. NLL
has been introduced in Sec. 2.2.5. A smaller NLL score indicates a better probability
estimation that fits the ground truth distribution, and therefore reflects a better
uncertainty calibration quality. Here, the validation dataset is directly employed as
the recalibration dataset instead of calculating the empirical probabilities similar
to Sec. 4.4.1, because a NLL score is measured using the ground truth label data
rather than empirical probabilities.

Bounding Box Regression

Inspired by temperature scaling in classification, this thesis proposes to introduce
temperature scaling into the bounding box regression task as well. Recap that for
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an input LiDAR data sample x, the LiDAR-1-stage-detector network outputs the
mean µ̂bbox(x) and variance σ̂2

bbox(x) of a Gaussian distribution for each bounding
box regression variable, denoted as p(ybbox|x,Dtrain) = N (ybbox|µ̂bbox(x), σ̂2

bbox(x)).
A probability score, or confidence level denoted by p̂ = F̂ (ybbox), is the output of
the cumulative distribution function (CDF) of the predicted Gaussian distribution,
written as F̂ (ybbox) =

∫ ybbox
−∞ p(y′bbox|x,Dtrain)dy′bbox. In temperature scaling, a

scalar ρ is employed to rescale the variance prediction with:

σ̃2
bbox ← σ̂2

bbox(x))/ρ. (4.2)

This new variance is used to build the recalibrated probability density function
p̃(ybbox|x,Dtrain) = N (ybbox|µ̂bbox(x), σ̃2

bbox(x)), and finally the recalibrated confi-
dence level by p̃ = F̃ (ybbox)/ Again, the tilde symbol above the notation indicates the
recalibrated variables or probability scores. Note that the mean prediction µ̂bbox(x)
remains the same, and the bounding box location accuracy is not affected after
temperature scaling.

The scalar ρ, or temperature in other words, reduces the predicted variance and
“sharpens” the adjusted Gaussian distribution with ρ > 1, resulting in a smaller
regression uncertainty. As ρ→ +∞, the variance tends to be zero, and the bounding
box regression becomes a point estimate with the Dirac-delta distribution. Conversely,
the scalar ρ “softens” the distribution with ρ < 1, resulting in a larger regression
uncertainty. With ρ = 1, the original probability is recovered. Similar to classification,
the optimal ρ can be found by grid search by maximizing the Negative Log Likelihood
(NLL) on the recalibration dataset.

It is noteworthy to mention that the predictive uncertainty for each regression variable
is recalibrated using a unique scalar ρ. Though the thesis presents temperature
scaling in a Gaussian distribution assumption, it can be easily adapted to other
probability distributions as well, e.g. modifying the scale parameter in a Laplace
distribution.

4.4.3 Calibration Loss

The calibration loss method is designed specifically for bounding box regression.
Unlike isotonic regression and temperature scaling which adjust uncertainties at
the post-processing step, the calibration loss directly regularizes uncertainties as
an additional loss function when training probabilistic object detectors. Take the
LiDAR-1-stage-detector network as an example. It places a univariate Gaussian
distribution on each of its bounding box regression variable, and predicts the mean
µ̂bbox(x) and variance σ̂2

bbox(x) by its output layers. During training, the squared
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error between a ground truth ybbox and its predicted mean value µ̂bbox(x), calculated
by
(
ybbox−µ̂bbox(x)

)2, can be viewed as a stochastic sample for the variance σ̂2
bbox(x).

Intuitively, a well-calibrated uncertainty estimate for a Gaussian distribution suggests
that the squared error should be as close to the variance as possible. Therefore,
a simple calibration loss denoted by Lcalib is proposed to regularize the variance
prediction, given by:

Lcalib = ‖σ̂2
bbox(x)−

(
ybbox − µ̂bbox(x)

)2‖ (4.3)

where ‖ · ‖ is an arbitrary norm, such as L1 and L2 norms. To train the network,
the calibration loss Lcalib is simply added to the attenuated regression loss given by
Eq. 3.20. Note that the calibration loss Lcalib is dependent on the network’s weights
ω and input sample x. However, they are ignored in the notion for simplicity.

4.4.4 Comparison

Isotonic regression (Sec. 4.4.1) and temperature scaling (Sec. 4.4.2) work separately
from object detection. They adjust a network’s predictive uncertainties at the post-
processing steps, and do not change the mean values of object detection. Therefore,
they do not affect the detection accuracy (the classification accuracy or bounding box
location). Furthermore, both methods are optimized through a recalibration dataset,
by fitting an isotonic regression model in Sec. 4.4.1 or tuning a scalar in Sec. 4.4.2.
They are designed to improve the uncertainty calibration quality for a whole dataset,
but do not guarantee that each detection is better-calibrated. Conversely, the
calibration loss method (Sec. 4.4.3) adds an uncertainty regularization term in the
training loss for object detectors, and thus affect the mean values of predictions (as
will be shown in Tab.4.2). It directly recalibrates the uncertainty for each sample
instead of a whole dataset.

Given enough recalibration data, isotonic regression is guaranteed to produce perfect
calibration plots, regardless of the underlying probability distributions, as shown
in [KFE18]. However, an isotonic regression model changes the probability distri-
butions after recalibration (in the LiADR-1-stage-detector network, this leads to
a non-Gaussian distribution), which is less interpretable and applicable. On the
contrary, temperature scaling and calibration loss recalibrate uncertainties based on
the same probability distribution assumptions (the Gaussian distribution in LiADR-
1-stage-detector), which is highly desirable if they are reused to other modules,
such as object tracking with Kalman filters. However, if the assumed probability
distributions significantly differ from the true distribution of data, both recalibration
methods may fail to achieve well-calibrated uncertainties.
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4.5 Experimental Results on Uncertainty
Recalibration

This section presents the performance of the proposed uncertainty recalibration
methods, namely, isotonic regression (“Isotonic Regr.”), temperature scaling (“Temp.
Scaling”), and calibration loss (“Calib. Loss”). They were tested on the LiDAR-1-
stage-detector network, which was pre-trained on the “Car” category on the KITTI
train set. The network has been shown to produce miscalibrated uncertainties, with
implementation details and experimental results being shown in Sec. 4.3. More
specifically, the uncertainty recalibration methods were employed to recalibrate the
predicted softmax scores in object classification, as well as the probability distribution
for each regression variable separately. Isotonic regression and temperature scaling
were used in both classification and regression, whereas calibration loss was used
only in regression.

The following section first compares the uncertainty recalibration models (and their
combinations) with respect to the Expected Calibration Errors (ECE), a common
metric to quantify uncertainty calibration quality introduced in Sec. 2.2.5. An ECE
score measures the weighted average error between the actual calibration curves and
the diagonal line in calibration plots, with smaller values indicating better uncertainty
quality. Afterwards, the section studies the robustness of the recalibration methods
against different sizes of the recalibration dataset, as well as their generalization
capability from the KITTI dataset to the NuScenes dataset.

4.5.1 Uncertainty Recalibration Performance

The predictive probabilities from six methods were compared. The “Baseline” method
directly uses the uncertainty estimates from the original LiDAR-1-stage-detector
network. It has been shown to produce miscalibrated uncertainties in Sec. 4.3.
The “Temp. Scaling” and “Isotonic Regr” methods recalibrate uncertainties from
the “Baseline” network, using isotonic regression and temperature scaling at the
post-processing steps, respectively. The “Calib. Loss” method uses uncertainty
estimates from a new LiDAR-1-stage-detector network, which was re-trained with
the calibration loss in Eq. 4.3. Similar to the “Baseline” method, the network was
trained on the KITTI train set for a fair comparison. Finally, this re-trained LiDAR
network was combined with temperature scaling and isotonic regression in the “Calib.
Loss + Temp. Scaling” and “Calib. Loss + Isotonic Regr.” methods, in order to
evaluate the combined uncertainty recalibration methods.
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Methods cls cos(θ) sin(θ) ∆x ∆y log(w) log(l) Avg.
Uncalibrated (Baseline) 0.109 0.092 0.117 0.141 0.179 0.286 0.186 0.159

Calib. Loss 0.101 0.067 0.091 0.131 0.121 0.142 0.152 0.115
Temp. Scaling 0.041 0.079 0.029 0.025 0.037 0.126 0.078 0.059
Isotonic Regr. 0.005 0.014 0.003 0.015 0.018 0.007 0.018 0.011

Calib. Loss+Temp. Scaling 0.048 0.067 0.016 0.021 0.018 0.018 0.060 0.035
Calib. Loss+Isotonic Regr. 0.004 0.005 0.004 0.007 0.007 0.004 0.003 0.005

Table 4.1: A comparison of the Expected Calibration Errors (ECE) values
among six types of uncertainty estimates (with or without un-
certainty recalibration) on the KITTI eval set. Smaller ECE
values indicate better uncertainty calibration performance. The
experiment was conducted on the LiDAR-1-stage-detector, with
the implementation details cf. Sec. 4.3.1. Column 2 reports the
classification (abbr. “cls”) uncertainty performance. Column 3-8
report the regression uncertainty performance for each bounding
box regression variable, including the centroid positional offsets
on the horizontal plane (∆x and ∆y), the length and width in
the log scale log(l), log(w), and the orientation in sine and cosine
sin(θ), cos(θ). Finally, Column 9 reports the ECE values averaged
from Column 2-8. Adapted from Tab. II in [FRG+19].

In this experiment, the KITTI val set, which is usually used to evaluate and compare
object detectors (cf. Sec. 2.4.1), was equally split into the KITTI recal set and the
KITTI eval set. The former dataset was used to build recalibration dataset (denoted
by Drecal) and to optimize the temperature scaling and isotonic regression models.
The later was used to evaluate all six uncertainty estimation methods introduced
above.

Tab. 4.1 reports the Expected Calibration Errors (ECE) from different uncertainty
estimates with or without uncertainty recalibration. All methods with uncertainty
recalibration consistently outperform the baseline method with smaller ECE values.
Specifically, “Isotonic Regr.” performs better than “Temp. Scaling” and “Calib. Loss”.
This is because the recalibration dataset is large enough to train a well-performed
isotonic regression model, which is guaranteed to produce perfect calibration plots
(cf. Sec. 4.4.4 for more discussion). When combing “Isotonic Regr.” and “Calib.
Loss”, the best calibrated uncertainties are achieved.

Besides, Tab. 4.2 compares the detection performance between the “Baseline” net-
work, and the one re-trained with the calibration loss (“Baseline + Calib. Loss”).
The standard Average Precision (introduced in Sec. 2.3.6) on the LiDAR Bird’s Eye
View (APBEV ) is used as the evaluation metric. The table shows an improvement
of the detection performance up to nearly 4% AP by introducing the calibration loss.
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Networks Easy Moderate Hard
Baseline 87.48 78.29 75.41

Baseline+Calib. Loss 90.91 81.81 79.12

Table 4.2: A comparison of detection performance between the baseline
network and the one re-trained with the calibration loss. The
detection performance is evaluated by the Average Precision on
the Bird’s Eye View APBEV (%). Larger AP scores indicate better
detection. Adapted from Tab. I in [FRG+19].

This is because the calibration loss can regularize uncertainties during training. The
network has learned to detect objects more accurately with the improved uncertainty
estimation.

4.5.2 Robustness Testing

This section extensively studies the robustness of the uncertainty recalibration
methods, particularly for temperature scaling (“Temp. Scaling”) and isotonic
regression (“Isotonic Regr.”), as their performance highly depends on recalibration
data. In the first experiment, their robustness against the size of recalibration dataset
is explored. To this end, the recalibration dataset was randomly down-sampled based
on a uniform distribution (from 100% original dataset size down to only 0.4%). The
temperature scaling and isotonic regression models were optimized with those reduced
KITTI recal set, and their uncertainty recalibration performance was compared on
the KITTI eval set. The experiment was repeated over 10 runs. Fig. 4.5 shows the
calibration plots of the uncertainty estimates for the ∆x regression after recalibration
as an example (the calibration plot of uncalibrated ∆x estimates has been shown in
Fig. 4.1b). Both uncertainty recalibration methods show good uncertainty estimates,
even with merely 1% of the recalibration data, which corresponds to approx. 500
positive samples for regression. While isotonic regression performs much worse with
0.4% of the recalibration data (approx. 200 samples), temperature scaling performs
surprisingly well, showing its high robustness against small recalibration dataset.

In the second experiment, the generalization capability of the recalibration methods
on new test data is studied. In this regard, the temperature scaling and isotonic
regression models were trained with the full KITTI recal set, and then evaluated
on the NuScenes dataset. Tab. 4.3 shows the mean ECE values averaged over all
uncertainty estimates in classification and regression. The NuScenes data differs
from the KITTI dataset w.r.t recording locations, weathers, and the sensor setup (cf.
Sec. 2.4.2). Despite that, the recalibration models trained in the KITTI data still
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Figure 4.5: The calibration plots for evaluating the temperature scaling
(“Temp. Scaling”) and isotonic regression (“Isotonic Regr.”)
models on the reduced sizes of the recalibration dataset. Both
models were optimized with the reduced KITTI recal set, and
evaluated on the full KITTI eval set. Here, the ∆x regression is
shown as an example. Adapted from Fig. 6 in [FRG+19].

Methods Avg. ECE
Uncalibrated (Baseline) 0.218

Temp. Scaling (KITTI recal 100%) 0.126
Isotonic Regr. (KITTI recal 100%) 0.120

Temp. Scaling (NuScenes 1%) 0.078
Isotonic Regr. (NuScenes 1%) 0.030

Table 4.3: Averaged Expected Calibration Errors (ECE) on the NuScenes
dataset. Smaller values indicate better uncertainty calibration
quality. The recalibration models were optimized using the KITTI
recal set, or only 1% of the NuScenes data. Adapted from Tab.
III in [FRG+19].

halve the averaged ECE values in the NuScene data, showing good generalization
capability in recalibrating uncertainties. When using only 1% of NuScenes data to
update the recalibration models, the calibration errors are further reduced especially
for isotonic regression.
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(a) Uncalibrated predictions. (b) Calibrated predictions.

(c) Uncalibrated predictions. (d) Calibrated predictions.

Figure 4.6: Predictions with uncalibrated and recalibrated uncertainties.
Each detection is colorized according to its softmax score, and
its 95% confidence intervals for ∆x and ∆y predictions are drawn
as the shaded areas. Here, ∆x and ∆y refer to the positional
offsets in the longitudinal and lateral distance, respectively. Note
that the detection 15 in (d) is a false negative in the ground
truth label. Adapted from Fig. 5 in [FRG+19].
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4.5.3 Qualitative Observations

Visualization

Fig. 4.6 visualizes how recalibration models adjust uncertainties. Each detection
from the LiDAR-1-stage-detector network is colourized according to its softmax
score, and its 95% confidence intervals for ∆x and ∆y predictions are drawn as the
shaded areas. Here, ∆x and ∆y refer to the positional offsets in the longitudinal
and lateral distance, respectively. Isotonic regression is used to recalibrate the
classification uncertainty, and temperature scaling for the regression uncertainties (in
order to keep the Gaussian distribution assumption). Fig. 4.6a and Fig. 4.6b shows
a detection scene before and after uncertainty recalibration, respectively. It can
be observed that the recalibration model reduces classification scores for the false
positive detections (detections 1, 3, 6, 7), and increases classification scores for the
true positive detections (detections 2, 4, 5, 8, 9). This is because the uncalibrated
network produces over-confident predictions at small softmax scores, and under-
confident predictions at bigger softmax scores (as shown in Fig. 4.1a). Fig. 4.6c
and Fig. 4.6d show another detection scenario. The positional confidence intervals
do not fully cover the object ground truths (detections 12, 14, 16) in Fig. 4.6c, as
the uncalibrated network produces over-confident position estimations (as shown
in Fig. 4.1b). After uncertainty recalibration shown in Fig. 4.6d, the confidence
intervals are broader, such that they fully cover the object positions.

Uncertainty Recalibration and Probabilistic IOU

Finally, uncertainty recalibration is studied w.r.t. label uncertainties and the proba-
bilistic IOU metric. Recall that Sec. 2.3.6 has discussed the potential ambiguities or
uncertainties inherent in ground truth bounding boxes in LiDAR perception, which
are modelled by label uncertainties as the references for uncertainty estimates (for
more details please refer to the “Label Uncertainties” part of Sec. 2.3.6). Furthermore,
a new metric called Probabilistic Intersection over Union (ProbIOU), as an extension
of standard IOU, is proposed to quantify uncertainty estimates in bounding box
predictions. ProbIOU compares the similarity between two bounding boxes with
probability distributions. ProbIOU is within the range [0, 1], with higher scores
indicating better object localization and better uncertainty estimation. A special
case is using ProbIOU as a simple value to reflect the strength of label uncertainties.
In this regard, the ProbIOU scores in ground truth labels are measured by comparing
the label uncertainties and the naive distributions in deterministic ground truth
labels, which are uniform distributions within bounding box regions and zeros outside.
For more details please refer to the “Probabilistic IOU” part of Sec. 2.3.6.
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Fig. 4.7 shows several detection examples with uncalibrated or recalibrated uncer-
tainty estimates. The first row shows the label uncertainty distributions of ground
truth bounding boxes, with increasing ProbIOU scores from the left to the right
plots. Those ProbIOU scores are used to reflect uncertainties inherent in ground
truth labels, for example, obj (a-1) shows smaller ProbIOU than obj (h-1), because
it has fewer LiDAR observations and is more difficult to be labelled. The second
row of Fig. 4.7 shows the distributions of uncalibrated detections from the network.
The third row shows the overlaps between the distributions from the uncalibrated
detections and the label uncertainties mentioned above. The standard IOU scores
between detections and their ground truth labels are reported, so are the ProbIOU
scores for the probabilistic distributions of detections and the label uncertainties.
Finally, the fourth row shows the recalibrated uncertainties using the temperature
scaling method.

From Fig. 4.7 three experimental results can be concluded. First, comparing the
first and the second rows, it can be seen that the predictive probability distributions
of network’s detections are in general consistent with the label uncertainties of
bounding box ground truths. “Sharper” probabilistic distributions can be observed
from left to right figures both in the first and the second rows. However, the predicted
uncertainties show over-confident behaviours with “sharp” probability distributions,
e.g. comparing objects (c-2) and (f-2) with objects (c-1) and (f-1). This indicates the
uncertainty miscalibration problems in network’s predictions. Second, comparing
the third and the fourth rows, it is observed that the uncertainties recalibrated
via temperature scaling are “softened”, improving ProbIOU scores in most cases.
However, the temperature scaling method only improves uncertainties on the whole
dataset, and does not guarantee that each detection is better-calibrated (more
discussions in Sec. 4.4.4). Therefore, temperature scaling fails to recalibrate object
g, resulting in overly-wide probability distribution in (g-4), with a smaller ProbIOU
score compared to (g-3). Finally, it can be seen that all predictive probability
distributions (before and after uncertainty recalibration) are symmetric. This
is because the network (LiDAR-1-stage-detector) assumes independence among
regression variables in the center-aligned bounding box encoding (cf. Sec. 4.3.1),
and the temperature scaling method only recalibrates marginal distributions (cf.
Sec. 4.4). In order to capture and recalibrate uncertainties that correspond to label
uncertainties shown in the first row of Fig. 4.7 (which are asymmetric), it is necessary
to consider dependency between regression variables, or to use other bounding box
encoding methods that might decrease dependency [PWZT20].

To summarize, with the help of label uncertainties and the ProbIOU metric, different
behaviours of uncalibrated a recalibrated uncertainties are observed, and the potential
improvements for uncertainty estimation and recalibration are identified.
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4.6 Summary and Discussions

This chapter studies the quality of uncertainty estimation in probabilistic object
detectors with the help of calibration plots. The network LiDAR-1-stage-detector
introduced in Ch. 3 is closely studied as an example, which employs the Direct
Modelling method (Sec. 2.2.4) to model classification and regression uncertainties.
This chapter identifies the uncertainty miscalibration problems and further studies
how the course of training affects the uncertainty miscalibration. Three practical
uncertainty recalibration methods are proposed to alleviate such problems, namely,
isotonic regression, temperature scaling, and calibration loss. Experimental results in
both KITTI and NuScenes datasets verify the effectiveness of the proposed methods.
Although the proposed methods are only tested in the LiDAR-1-stage-detector
network, they can be adapted to other detectors as well.

A comparison of uncertainty recalibration methods

A theoretical comparison among three methods have been discussed in Sec. 4.4.4. In
the following, they are further compared based on the experimental findings. First,
all three methods improve the uncertainty calibration quality, as shown in Sec. 4.5.1.
Isotonic regression and temperature scaling work at the post-processing steps, and
do not change the mean values of predictions. In contrast, calibration loss improves
the detection accuracy, as shown in Tab. 4.2, because it encourages the network
to learn the correlation between bounding boxes and their associated uncertainties
during training.

Second, Tab. 4.1 shows that isotonic regression significantly outperforms temperature
scaling and calibration loss by a factor up to ×20. This is because isotonic regression
is guaranteed to produce perfect calibration plots given enough recalibration data,
regardless of any underlying probability distributions [KFE18]. However, isotonic
regression changes probability distributions, which become less interpretable and
useful in applications such as tracking. It is also less robust than temperature scaling
when reducing the size of recalibration data, as shown in Sec. 4.5.2. Temperature
scaling and calibration loss do not change the types of probability distributions.
However, their behaviours are highly dependent on the assumption of probability
distributions. Their inferior performance compared to isotonic regression in Tab. 4.1
indicates that using naive Gaussian distributions for all regression variables might
not suffice to describe the true output distributions. It is an interesting future work
to use more dynamic probability distributions (such as a mixture of multi-variate
Gaussian [HW20]) to model and calibrate regression variables.
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Figure 4.8: (a). The distribution between the errors of ∆x (longitudinal

position) and l predictions (object length) from the objects which
are standing approximately straight in front of the ego-vehicle.
Their correlation is quantified by the Pearson Correlation Coeffi-
cient (PCC) metric introduced in Sec. 3.5.1. (b). Some detection
examples. The darker shades indicate bounding box regions,
and the lighter shades indicate their 95% positional confidence
interval predictions. Adapted from Fig. 7 in [FRG+19].

Finally, all of the proposed methods recalibrate the marginal probability for each
bounding box regression variable separately. They do not consider correlations among
regression variables, and thus cannot distinguish among uncertainties at different
parts of a bounding box, as shown in Sec. 4.5.3 (Fig. 4.7). Furthermore, the network
LiDAR-1-stage-detector uses the center-aligned method to encode bounding boxes
(Fig. 3.2c), which implicitly assumes that the regression variables are independently
distributed. However, it is observed that the regression variables are correlated
with each other in some scenarios. Fig. 4.8a illustrates the distribution between the
errors of ∆x predictions (longitudinal position) and l predictions (object length)
from objects which are standing approximately straight in front of the ego-vehicle
(i.e. with small observation angles). The errors of ∆x and l are strongly correlated,
with a Pearson Correlation Coefficient (PCC) score larger than 0.6. Fig. 4.8b also
shows four detection examples, where the parts of objects which face towards the
ego-vehicle are well-localized, but the backsides depict large localization errors. In
these scenarios, it is necessary to take dependency within regression variables into
consideration.
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Practical considerations

All three recalibration methods are efficient and easy to implement. Calibration
loss is only involved in training and does not affect testing. Isotonic regression and
temperature scaling work at the post-processing steps with negligible computation
costs (O(1) complexity). Both methods do not affect the pre-trained detectors.

Training isotonic regression and temperature scaling requires a recalibration dataset.
Sec. 4.5.2 has shown that a small amount of data (approx. 500 samples) is sufficient
to build well-performed recalibration models (Fig. 4.5), showing the high data
efficiency. Furthermore, Sec. 4.5.2 shows the generalization capability of isotonic
regression and temperature scaling from the KITTI dataset to the Nuscenes dataset
in Tab. 4.3, even though both models are not designed specifically for data-shift
scenarios (i.e. the test data are different from the training data). Tab. 4.3 also
shows that using 1% of new test data to update recalibration models substantially
improves the uncertainty calibration quality. In practice, this result indicates that
to apply isotonic regression and temperature scaling to a new test scenario, only
a small number of recalibration data from this scenario needs to be collected for
updating the models.





Chapter 5

The Application of Aleatoric
Uncertainties

Recall that Ch. 3 has introduced how to model aleatoric uncertainties in three
LiDAR-based object detection networks, namely, the LiDAR-2-stage-detector-v1,
LiDAR-2-stage-detector-v2, and LiDAR-1-stage-detector. These detectors have
been shown to capture aleatoric uncertainties that reflect complex environmental
noises. For example, detections with fewer LiDAR reflections tend to depict higher
uncertainties (Fig. 3.15). Furthermore, Ch. 3 has discussed how to incorporate
aleatoric uncertainties in the training process via an attenuated regression loss
(Eq. 3.20). Networks are encouraged to learn clean training samples with small
uncertainties, and discouraged to learn noisy samples with larger noises (detailed
discussion cf. Sec. 3.3.2).

This chapter focuses on the useful aspects of uncertainty estimation in object
detectors (cf. Sec. 1.2.2), mainly for aleatoric uncertainties. It is found that learning
to handle noisy data with the help of aleatoric uncertainties largely improves the
detection accuracy during the testing phase. Extensive experiments were conducted
not only on the LiDAR-based object detectors introduced in Ch. 3, but also in a new
LiDAR-camera fusion network, which will be introduced in Sec. 5.4. Four datasets
were used, namely, the KITTI, NuScenes, Waymo, and the self-recorded Bosch
datasets (an introduction of datasets cf. Sec. 2.4). Experimental results show that
the networks trained with aleatoric uncertainties consistently surpass the baseline
methods without uncertainty estimation, mainly in terms of the Average Precision
(AP) metric introduced in Sec. 2.3.6. AP is the standard evaluation metric used in
object detection [EVW+10] (the higher the better). Recall that an AP score is the
area under the precision-recall curve, approximated by the mean precision values
averaged over several recall levels. To define an AP score, predictions needs to be
thresholded based on their localization accuracy, measured by the Intersection over
Union (IOU) metric introduced in Sec. 2.3.6. Depending on how to measure a IOU
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score, standard AP metric is categorized into APBEV for bounding boxes on the
LiADR Bird’s Eye View (BEV), AP3D for 3D bounding boxes, and AP2D for 2D
bounding boxes which are projected on camera images. The only difference between
APBEV and AP3D is that the former ignores the object’s height estimation, whereas
the later takes it into account. Other evaluation metrics for object detection, such
as precision-recall curves and the F1-score, can be found in Sec. 2.3.6 as well.

In the subsequent sections, the detection performance for each LiDAR-based object
detector from Ch. 3 will be presented in Sec. 5.1, Sec. 5.2, and Sec. 5.3, respectively.
The network’s implementation details have been introduced in Sec. 3.4. Afterwards,
Sec. 5.4 introduces a probabilistic multi-modal object detection network that fuses
RGB camera images and LiDAR point clouds. This section will describe the
motivation, network architecture, and the experimental results in detail.

Parts of this chapter have been published in my previous publications [FCR+20;
FRD18; FRTD19; WFZ+20]. In parallel to this thesis, several works have also
shown the improvement of detection accuracy by introducing aleatoric uncertain-
ties [CLLO18; HZW+19; MLK+19].

5.1 LiDAR-2-stage-detector-v1

5.1.1 Comparison among Several Detectors

This section compares the detection performance of the LiDAR-2-stage-detector-v1
network with a baseline network without uncertainty modelling, as well as several
top-performing LiDAR object detectors in the literature. All detectors were evaluated
on the KITTI object detection benchmark and the “Car” category. Detections were
evaluated according to the official Easy, Moderate, and Hard settings from [GLU12].
Those settings are defined based on the levels of visibility, truncation and object
size. The standard average precision AP3D, and the average precision on the LiDAR
Bird’s Eye View (BEV) APBEV were used. Both AP scores were measured at the
standard IOU = 0.7 threshold from [GLU12], unless mentioned otherwise.

The LiDAR-2-stage-detector-v1 network modells aleatoric regression uncertainties
both in the Region Proposal Network (RPN) and Faster-RCNN head (FRH). The
baseline model follows the same network architecture, without any uncertainty
estimation. Both networks were trained with the same hyper-parameters, except
the difference in loss functions: LiDAR-2-stage-detector-v1 was trained with the
attenuated regression loss from Eq. 3.20 to learn aleatoric uncertainties, whereas
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Methods AP3D(%) APBEV (%)
Easy Moderate Hard Easy Moderate Hard

VeloFCN [LZX16] 15.20 13.66 15.98 40.14 32.08 30.47
MV3D (BEV+FV) [CMW+17] 71.19 56.60 55.30 86.18 77.32 76.33
F-PointNet (LiDAR) [QLW+18] 69.50 62.30 59.73 - - -

PIXOR [YLU18] - - - 86.79 80.75 76.60
VoxelNet [ZT18] 81.97 65.46 62.85 89.60 84.81 78.57

Baseline 71.50 63.71 57.31 86.33 76.44 69.72
LiDAR-2-stage-detector-v1 78.81 65.89 65.19 87.03 77.15 76.95

Table 5.1: A comparison of “Car” detection among several well-performed
networks on the KITTI val set, in terms of AP3D(%) and
APBEV (%). Best performance is marked in bold, second best
with underline. Adapted from Tab. II in [FRTD19] ©IEEE.

the baseline network was trained with the common smooth L1 loss. The network’s
implementation details can be found in Sec. 3.4.1.

Tab. 5.1 shows the detection performance on the KITTI val set with the same
train-val partition introduced in Sec. 2.4.1. The detector was compared against
VeloFCN [LZX16], MV3D (BV+FV) [CMW+17], Frustum PointNet (LiDAR)
[QLW+18], PIXOR [YLU18] and VoxelNet [ZT18]. Original MV3D and Frustum
PointNet use both LiDAR and RGB camera data. To have a fair comparison of
LiDAR perception, the RGB camera channels in MV3D are ignored, and only the
LiDAR channels are considered as inputs (including the LiDAR representations on
the Bird’s Eye View (BEV) and Front View (FV)), resulting in a network called
“MV3D (BEV+FV)”. In Frustum PointNet (LiDAR), the LiDAR BEV feature maps
are used to generate proposals, instead of using an off-the-shelf RGB image detec-
tor suggested by [QLW+18]. Tab. 5.1 shows that the baseline method performs
similarly to the MV3D (BEV+FV) network. By leveraging aleatoric uncertainties,
the LiDAR-2-stage-detector-v1 network largely improves the baseline method up to
9% average precision, and outperforms all other methods in terms of AP3D in the
moderate and hard settings.

In addition, Tab. 5.2 reports the detection results on the KITTI test set. All
networks were trained with the full KITTI training data, and evaluated on the
online test server. Again, LiDAR-2-stage-detector-v1 significantly improves the
baseline method up to 7% in AP3D, and achieves the on-par performance compared
to the other strong methods. Note that both PIXOR [YLU18] and VoxelNet [ZT18]
have carefully designed data augmentation methods during training, in order to
prevent over-fitting and improve the detection performance. For example, VoxelNet
employed perturbation, global scaling and global rotation [ZT18]. In contrast, no data
augmentation tricks were employed in LiDAR-2-stage-detector-v1. Its performance
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Methods AP3D(%) APBEV (%)
Easy Moderate Hard Easy Moderate Hard

3D FCN [Li17] - - - 69.94 62.54 55.94
MV3D (BV+FV) [CMW+17] 66.77 52.73 51.31 85.82 77.00 68.94

PIXOR [YLU18] - - - 81.70 77.05 72.95
VoxelNet [ZT18] 77.47 65.11 57.73 89.35 79.26 77.39

Baseline 70.46 55.48 54.43 84.94 76.70 69.03
LiADR-2-stage-detector-v1 73.92 62.63 56.77 85.91 76.06 68.75

Table 5.2: A comparison of “Car” detection among several well-performed
networks on the KITTI test set, in terms of AP3D(%) and
APBEV (%). Best performance is marked in bold, second best
with underline. Adapted from Tab. I in [FRTD19] ©IEEE.

gain against the baseline method is purely from modelling aleatoric uncertainties.

To conclude, both tables show that leveraging aleatoric uncertainties can boost the
detection performance. Similar effects are expected if applying the same method
in the current state-of-the-art object detectors on the KITTI test server, such as
PV-RCNN [SGJ+20] and PartA2 [SWS+20] detectors.

5.1.2 Ablation Study

Since the LiDAR-2-stage-detector-v1 network is comprised of two sub-networks, i.e.
the Region Proposal Network (RPN) and the Faster-RCNN head (FRH) shown in
Fig. 3.2.1, an ablation study was further conducted to validate the effectiveness
of modelling aleatoric uncertainties in sub-networks. To this end, two additional
detectors were trained, which only model aleatoric regression uncertainties either in
the RPN (“Aleatoric RPN”) or the FRH (“Aleatoric FRH”). They were compared
with the full probabilistic detector (LiDAR-2-stage-detector-v1 ), and the baseline
network (“Baseline”) without any uncertainty estimation. All detectors were trained
on the KITTI train set and evaluated on the val set. Tab. 5.3 illustrates the AP3D
performance in different LiDAR ranges, and the relative performance gains compared
to the baseline model. Modelling aleatoric uncertainties either in the RPN or FHR
improves the baseline method with higher AP scores. When modelling uncertainties
in the RPN and FRH at the same time (i.e. the full LiDAR-2-stage-detector-v1
network), the largest AP improvement is reached within 20 − 70 meters LiDAR
ranges, as well as the second largest improvement in 0−20 meters ranges. The result
indicates that modelling aleatoric uncertainties in both sub-networks are beneficial.
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Methods AP3D(%) w.r.t distance (m)
0− 20 (m) 20− 35 (m) 35− 50 (m) 50− 70 (m)

Baseline 72.42 78.96 57.87 26.17
Aleatoric RPN 80.86 (+8.44) 79.72 (+0.76) 65.44 (+7.57) 30.54 (+4.37)
Aleatoric FRH 79.10 (+6.68) 83.89 (+4.93) 61.98 (+4.11) 29.67 (+3.50)

LiDAR-2-stage-detector-v1 80.78 (+8.36) 84.75 (+5.79) 66.81 (+8.94) 34.07 (+7.90)

Table 5.3: A comparison of “Car” detection among several networks, eval-
uated in terms of AP3D(%) at different LiDAR ranges. The
experiment was conducted on the KITTI val set, and with the
IOU = 0.5 threshold. Highest performance gains are marked in
bold. Adapted from Tab. IV in [FRTD19] ©IEEE.

5.1.3 Qualitative Observations

Fig. 5.1 shows some detection examples between the baseline method (red boxes)
and the proposed LiDAR-2-stage-detector-v1 network, named “Thesis” for simplicity
(blue boxes). For each detection, the associated ground truth is shown as green boxes.
In general, it is observed that the proposed network can detect cars with higher recall
rate, especially at long distance (Fig. 5.1d) or in highly-occluded regions (Fig. 5.1a).
However, the probabilistic detector can also be confused by car-like shapes. For
example, in Fig. 5.1c, the detector mis-classifies the fences on the bottom-left side
as a car. Such misclassification could be reduced by fusing LiDAR data with RGB
cameras, e.g. [CMW+17].

5.2 LiDAR-2-stage-detector-v2

Recall that in Sec. 3.4.2, the LiDAR-2-stage-detector-v2 detector was implemented
on KITTI raw data [GLSU13] for vehicle detection, which combines the “Car”,
“Van”, “Truck”, and “Tram” categories. The network employs its Faster-RCNN head
(FRH) network to model both aleatoric and epistemic uncertainties.

In this section, the detection performance of the network was evaluated in terms
of F1 scores at different Intersection over Union (IOU) threshold for 3D bounding
boxes, ranging from 0.1 to 0.8. F1 is the geometric mean of precision and recall
given by Eq. 2.35, with higher values indicating better detection performance.

To evaluate the impact of aleatoric and epistemic uncertainties on detection accuracy,
four networks were compared, namely, a baseline network without any uncertainty
estimation, a detector called “+ Epistemic” that only models epistemic uncertain-
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Figure 5.1: Several detection examples from the proposed LiDAR-2-stage-
detector-v1 network (blue boxes) and the baseline model (red
boxes) were compared. Detections are within the LiDAR ranges
[−40, 40]× [0, 70] meters. Ground truths are marked by green
boxes. Compared to the baseline method (without any uncer-
tainty estimation), the probabilistic object detector (“Thesis”)
achieves higher recall rate, at the cost of some misclassifica-
tion, such as the fences in subfigure (c). Adapted from Fig. 2
in [FRTD19] ©IEEE.
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Methods F1 w.r.t 3D IOU threshold
0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8

Baseline 0.737 0.724 0.697 0.675 0.634 0.508 0.247 0.043
+ Epistemic 0.732 0.717 0.691 0.668 0.625 0.498 0.245 0.042
+ Aleatoric 0.750 0.736 0.716 0.688 0.651 0.533 0.253 0.044

LiDAR-2-stage-detector-v2 0.745 0.730 0.704 0.679 0.636 0.517 0.248 0.043

Table 5.4: A comparison of “Vehicle” detection (incl. “Car”, “Van”,
“Truck” and “Tram” categories) at increasing 3D Intersection
over Union (IOU) thresholds from 0.1 to 0.8 using the KITTI raw
data [GLSU13], in terms of F1 scores (the higher the better). The
LiDAR-2-stage-detector-v2 network models both epistemic and
aleatoric uncertainties. It was compared with a baseline model
without any uncertainty estimation, as well as two networks which
model either epistemic or aleatoric uncertainty. Best results are
marked in bold. Adapted from Tab. I in [FRD18] ©IEEE.

ties, a detector called “+ Aleatoirc” that only models aleatoric uncertainties, and
finally LiDAR-2-stage-detector-v2 that modells both types of uncertainties. The
“+ Epistemic” network is based on the baseline model, by performing multiple
inferences with MC-Dropout (pdropout = 0.5), and aggregating those predictions (for
implementation details, cf. Sec. 3.4.2). The LiDAR-2-stage-detector-v2 network is
built from the “+ Aleatoirc” model, by combining the predicted variances from the
auxiliary output layers, and the epistemic uncertainties from the sample statistics.
Details for combining aleatoric and epistemic uncertainties can be found in Eq. 3.21
and Eq. 3.22 from Sec. 3.3.3.

The experimental results are shown in Tab. 5.4. Modelling aleatoric uncertainties in
“+ Aleatoric” and LiDAR-2-stage-detector-v2 networks consistently outperforms the
baseline method with 1%− 5% F1 improvement, showing the advantage of modelling
aleatoric uncertainties. However, modelling epistemic uncertainties decreases the
detection accuracy (comparing “+ Epistemic” with the baseline method, and LiDAR-
2-stage-detector-v2 with “+ Aleatoric”). This is because performing MC Dropout
with the sub-optimal dropout rate (in this study pdropout = 0.5) reduces the network
capability by deactivating some of the hidden units. Similar results are also found
in other works [WRLS19].
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5.3 LiDAR-1-stage-detector

In order to verify the proposed method among different datasets, the LiDAR-1-stage-
detector was trained and evaluated in the KITTI [GLU12], NuScenes [CBL+20],
Waymo [SKD+20], and Bosch datasets. Those datasets have different sensor setup
and recording conditions. As introduced in Sec. 2.4, both KITTI and Bosch datasets
used 64-channels LiDARs. In comparison, NuScenes used only 32-channels LiDARs,
making the LiDAR perception more challenging. As for the recording locations,
KITTI and Bosch datasets were recorded in Southern Germany, whereas NuScenes
and Waymo datasets were recorded in populated areas in Singapore and North
America. The average precision on the LiDAR Bird’s Eye View, APBEV , is used
as the main evaluation metric for four datasets. Besides, precision-recall curves are
shown for detections in the Bosch and Waymo datasets, in order to study how the
precision values change along with different recall levels.

5.3.1 KITTI

This section uses the training dataset and the “Car” category in the KITTI object
detection benchmark [GLU12] to compare among four variants of the LiDAR-1-
stage-detector network. Recap in Sec. 3.4.3 that the LiDAR-1-stage-detector network
employes the Direct Modelling approach to model aleatoric regression uncertainties,
as well as aleatoric classification uncertainties by placing a distribution on the
softmax logit. Therefore, a baseline network (“Baseline”) is built following the same
network architecture with LiDAR-1-stage-detector, but without any uncertainty
estimation. In addition, another two networks were built that only model either
the aleatoric regression uncertainties (called “+ Regression noise”) or the aleatoric
classification uncertainties in the softmax logit (called “+ Classification noise”).
They were compared with the full LiDAR-1-stage-detector network. All detectors
were optimized using the KITTI train set and evaluated on the val set (for details
of data-split, cf. 2.4.1 ). The implementation details are the same to those in the
Bosch dataset presented in Sec. 3.4.3.

Tab. 5.5 reports the average precision APBEV with IOU = 0.7 threshold at different
LiDAR ranges. Modelling either regression or classification uncertainty slightly
improves the AP scores compared to the baseline method, but decreases the detection
accuracy at the range 35− 50 m. This is probably due to the unstable training: the
proposed uncertainties were trained in an unsupervised manner. Therefore, doing
uncertainty estimation in relatively small datasets such as KITTI is challenging, as it
requires a careful design of training strategy. Similar results were found in [MLK+19]
as well. Interestingly, modelling both uncertainties seems to mitigate this problem,
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Methods APBEV (%) w.r.t distance (m)
0− 20 (m) 20− 35 (m) 35− 50 (m) 50− 70 (m)

Baseline 83.21 73.17 48.24 13.05
+ Regression noise 83.66 (+0.45) 73.70 (+0.53) 44.86 (−3.38) 13.89 (+0.84)

+ Classification noise 83.82 (+0.61) 75.97 (+2.80) 47.92 (−0.32) 13.07 (+0.02)
LiDAR-1-stage-detector 86.09 (+2.88) 76.72 (+3.55) 51.11 (+2.87) 16.99 (+3.94)

Table 5.5: A comparison of “Car” detection on the KITTI val set within
different LiDAR ranges, in terms of APBEV (%). The LiDAR-
1-stage-detector network models both aleatoric regression and
classification uncertainties. It was compared with a baseline
method without any uncertainty estimation, as well as two net-
works which model either regression uncertainty (“noise” in other
words) or classification uncertainty. Highest performance gains
are marked in bold.

as the LiDAR-1-stage-detector network consistently brings the highest performance
gain at all detection ranges by up to nearly 4% APBEV , compared to the baseline
method.

5.3.2 NuScenes

When using the NuScenes dataset to evaluate the proposed LiDAR-1-stage-detector
network, a subset of the full dataset on the “Car” category was used, because the
full data is quite large and requires long training time. To this end, 150 scenes
from the full training data were randomly selected for training the network, with
6022 frames, and the scenes in the NuScenes-teaser release for testing, with 3962
frames. The selected NuScenes subset is twice as large as the KITTI object detection
benchmark (cf. Sec. 2.4.1). The implementation details in the NuScenes dataset are
similar to those in the Bosch or KITTI dataset introduced in Sec. 3.4.3, except that
the LiDAR point clouds were discretized with 0.2 meters resolution in the vertical
axis instead of 0.1 meters in the Bosch and KITTI datasets, because the number of
LiDAR channels in NuScenes is halved compared to Bosch and KITTI datasets (cf.
Sec. 2.4).

Tab. 5.6 shows the detection performance on four difficulty settings based on the
ground truth visibility level defined in [CBL+20]. The visibility levels are defined
by the percentage of an object body that is visible in the panoramic view of all
cameras. Instead of using IOU = 0.7 for the KITTI data, here the IOU = 0.5
threshold is used because of the sparse LiADR points in NuScenes. Four variants of
detectors were compared, same to those in the experiment with the KITTI dataset in
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Methods APBEV (%) w.r.t visibility level (%)
80%− 100% 60%− 80% 40%− 60% 0%− 40%

Baseline 54.98 50.96 49.07 42.66
+ Regression noise 55.15 (+0.17) 51.31 (+0.35) 49.63 (+0.56) 44.56 (+1.90)

+ Classification noise 55.20 (+0.22) 51.39 (+0.43) 49.75 (+0.68) 43.73 (+1.07)
LiDAR-1-stage-detector 55.71 (+0.73) 51.71 (+0.75) 49.91 (+0.84) 43.75 (+1.09)

Table 5.6: A comparison for “Car” detection in the NuScenes dataset based
on different visibility level defined in [CBL+20], in terms of
APBEV (%). The visibility level specifies the percentage of an
object visible in panoramic view of all cameras. Objects with
larger visibility can be more easily detected. Network’s setups
are the same to those in Tab. 5.5.

Sec. 5.3.1. Tab. 5.6 shows that modelling either one of the regression and classification
uncertainties or both consistently improves the detection performance in terms of
APBEV , showing the benefits of modelling aleatoric uncertainties.

5.3.3 Bosch

When evaluating the LiDAR-1-stage-detector network on the Bosch dataset, the
Bosch train drives with 8664 frames were used to train the network, and the test
drives with 3028 frames were used for testing, as discussed in Sec. 3.4.3. The network
was compared with a baseline method without any uncertainty estimation. Fig. 5.2
shows the precision-recall curves between the LiDAR-1-stage-detector network (called
“Thesis” in the figure for simplicity) and the baseline method, at the IOU = 0.7
threshold and in increasing detection ranges. The figure shows that the “Thesis”
detector outperforms the baseline network with higher precision values and higher
recall rates, resulting in higher APBEV scores. Those APBEV scores are similar to
those in the KITTI dataset (Tab. 5.5), because both Bosch and KITTI datasets
have similar sensor setup and recording locations, as introduced in Fig. 2.4.

5.3.4 Waymo

Finally, the Waymo open dataset introduced in Sec. 2.4.3 was used to compare the
LiDAR-1-stage-detector network with a baseline model without any uncertainty
estimation. In order to evaluate how networks behave in densely populated urban
areas, the Waymo data recorded in San Francisco was used in this experiment. First,
the full data was down-sampled by a factor of 10, because the dataset has many



5.3 LiDAR-1-stage-detector 131

0.0 0.2 0.4 0.6 0.8 1.0
Recall

0.0

0.2

0.4

0.6

0.8

1.0

Pr
ec

isi
on

0-30m, Baseline, APBEV = 87.46%
0-30m, Thesis, APBEV = 89.66%
0-50m, Baseline, APBEV = 80.60%
0-50m, Thesis, APBEV = 81.12%
0-70m, Baseline, APBEV = 71.85%
0-70m, Thesis, APBEV = 73.91%

Figure 5.2: The precision-recall curves for “Car” detection and their
APBEV (%) scores at increasing LiDAR ranges in the Bosch
dataset. The LiDAR-1-stage-detector (called “Thesis” in the fig-
ure for simplicity) was compared with a baseline model without
any uncertainty estimation.

very similar sequential frames due to the recording frequency of 10 Hz. Then, the
data was split into Waymo train drives (6630 frames) and Waymo test drives (915
frames). The original annotation only provides the “Vehicle” class, and does not
distinguish among objects such as motorcycles, cars or trucks, making it difficult to
directly compare the detection performance with other datasets. Therefore, the “Car”
objects were extracted from the “Vehicle” class by thresholding the vehicle length
within 3−6.5 meters based on heuristics. In this way, a database of over 150 K “Car”
objects was built to validate the proposed networks. The training settings are the
same to those in the Bosch dataset, cf. Sec. 3.4.3.

Fig. 5.3 reports the precision-recall curves and their average precision on the LiDAR
Bird’s Eye View APBEV at the IOU = 0.7 threshold. The probabilistic detector
LiDAR-1-stage-detector, called “Thesis” in the figure for simplicity, largely outper-
forms the baseline method thanks to modelling aleatoric uncertainties. However,
both detectors in Waymo achieve smaller average precision scores than in the Bosch
dataset (Fig. 5.2), indicating the detection challenge in complex urban areas.

Fig. 5.4 shows several detection failures for the LiDAR-1-stage-detector network in
the Waymo dataset. Many False Negatives can be found in highly occluded areas,
such as those behind the trees in Fig. 5.4a, in dense parking lot in Fig. 5.4b, and
behind parked cars in Fig. 5.4d. Besides, several False Positives can be found in
urban driving scenarios in Fig. 5.4c. These experimental results indicate that it is
necessary to further improve the object detection algorithms (e.g. better network
architectures) to cope with these challenging scenarios.
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Figure 5.3: The precision-recall curves for “Car” detection and their
APBEV (%) scores at increasing LiDAR ranges in the Waymo
dataset. The LiDAR-1-stage-detector (called “Thesis” in the fig-
ure for simplicity) was compared with a baseline model without
any uncertainty estimation

5.4 Multi-modal 3D Object Detector

So far, this chapter has shown the improvement of detection performance in three
LiDAR-only object detection networks. In the following, aleatoric uncertainties
are extended to a fusion network that combines LiDAR point clouds and camera
images. The motivation behind sensor fusion is to exploit the complementary
properties of different sensors for robust scene understanding. For instance, LiDAR
point clouds provide accurate depth information, and visual camera images encode
detailed object textures. Therefore, fusing LiDAR and camera data is supposed to
improve both 3D localization and classification. In recent years, many works have
introduced deep learning into sensor fusion, and a background knowledge has been
provided in Sec. 2.3.4. Popular network architectures include MV3D [CMW+17],
AVOD [KML+18], Frustum PointNet [QLW+18], and ContFuse [LYWU18], to name
a few.

In this section, aleatoric uncertainties are introduced in a LiDAR-camera object
detection network that follows the MV3D [CMW+17] architecture. A sampling
mechanism based on uncertainty estimation is introduced to train the fusion network,
such that its detection accuracy and robustness are improved, especially when LiDAR
and camera sensors are unsynchronized. Note that this section does not aim to
explore the optimal fusion architecture, but to leverage aleatoric uncertainties in a
state-of-the-art fusion network and improves its performance.
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Figure 5.4: Illustration of four challenging detection scenarios in the Waymo
dataset. The front camera images are used only for visualization.
Detections from the LiDAR-1-stage-detector are marked with
blue boxes, and ground truths with green boxes. Many False
Negatives can be found in highly occluded areas, such as those
behind the trees in (a), in dense parking lot in (b), and behind
parked cars in (d). Besides, several False Positives can be found
in urban driving scenarios in (c).
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In the sequel, Sec. 5.4.1 presents the network architecture, Sec. 5.4.2 introduces
the uncertainty estimation and the sampling mechanism, and Sec. 5.4.3 shows
experimental results.

5.4.1 Modular Fusion Architecture

The proposed network follows MV3D [CMW+17], which is a two-stage multi-modal
object detector fusing LiDAR and camera data (for a detailed introduction of the
two-stage object detection pipeline, cf. Sec. 2.3.1). Fig. 5.5 illustrates the network
architecture. The LiDAR data is encoded by the Bird’s Eye View (BEV) maps (cf.
Sec. 2.3.3), and the camera data by the front-view RGB images. In the first stage,
LiDAR BEV maps and RGB camera images are processed by two sensor-specific
networks separately, in order to extract high-level LiDAR and camera feature maps.
The LiDAR-branch network additionally generates 3D Region of Interests (ROIs). In
the second stage, ROIs are projected onto the LiDAR and camera feature maps, in
the Bird’s Eye View and front-view, respectively. The regional sensor-specific features
are extracted by the RoI-pooling operation (cf. Sec. 2.3.1), and then combined in a
light-weight fusion network which does object classification and 3D bounding box
regression. This fusion scheme is also called “middle-level fusion” introduced in
Sec. 2.3.4.

The network is designed in a modular manner, which eases adoption with different
sub-networks or sensors. For example, some off-the-shelf sensor-specific networks can
be directly employed to process LiDAR or camera data. The network can also be
easily extended with new sensors, such as radars, by only updating the small fusion
network without affecting other sensor-specific modules. However, the recall rate of
the fusion network is upper-bounded by the LiDAR network, because it is used to
generate 3D ROIs. If a ROI is missed, e.g. due to sparse LiDAR point clouds, its
corresponding object can not be detected. A potential solution is to generate and
merge ROI proposals from other sensor channels as well, such as radar and camera
data. However, to improve the fusion network architecture is out of the scope of this
thesis.

Sensor-specific Networks

The LiDAR-1-stage-detector network introduced in Sec. 3.2.3 is employed as the
LiDAR-branch network, with small modification in bounding box regression. Here,
the object’s heights are predicted, instead of only regressing bounding boxes on the
BEV plane (cf. Fig. 3.2c). In this way, the LiDAR network produces 3D ROIs, which
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Figure 5.5: The two-stage multi-modal object detector fuses LiDAR point
clouds and RGB camera images. In the first stage, LiDAR
and camera inputs are processed by two sensor-specific networks
separately. The LiDAR-branch network also generates 3D Region
of Interests (ROIs). In the second stage, ROIs are projected onto
the LiDAR and camera feature maps in the Bird’s Eye View
(BEV) and front-view, respectively. The regional sensor-specific
features are combined via the feature concatenation operation (cf.
Sec. 2.3.4) and processed through a light-weight fusion network
for final predictions. Adapted from Fig. 1 in [FCR+20] ©IEEE.

can be projected onto the front view to extract regional camera features. The height
information is encoded by two regression variables: the object’s bottom position in
the vertical axis and the object’s height in the log scale. Those regression variables are
appended to the center-aligned bounding box encoding parameters used in LiDAR-
1-stage-detector (Eq. 3.4) as the final regression target. The LiDAR-branch network
places a Gaussian distribution on each of the bounding box regression variable,
and predicts the mean and variance via additional output layers. Furthermore,
the network assumes another Gaussian distribution on the softmax logit, which
is transformed into a softmax score for classification uncertainty via the softmax
function. For detailed information please refer to Sec. 3.4.3. To process the RGB
image data, the Feature Pyramid Network [LDG+17] is employed. It is a common
convolutional neural network widely applied for camera images.
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Fusion Network

The fusion network combines the regional features from LiDAR and camera through
concatenation as suggested in [KML+18]. Besides, the network takes the ROI
positions and softmax scores as auxiliary inputs, because they are useful information
for doing 3D bounding box regression [KML+18]. The light-weight fusion network
consists of three fully connected layers, each with 256 hidden units and followed by
a dropout layer for stochastic regularization during training. Such a light-weight
fusion network was found large enough to produce competitive detection results.
Adding more hidden layers or more hidden units did not contribute to higher
detection accuracy. The fusion network uses the standard softmax function for object
classification, and regresses the position offsets relative to the ROI predictions for
final 3D bounding boxes. Predicting the positional offsets is a common practice in
two-stage object detection networks, as suggested by [RHGS15].

5.4.2 Uncertainty Sampling for the Fusion Network

Notation

The proposed method will be explained using the same notation from Sec. 3.1. Recall
that an input data sample for an object detection is denoted as x, and a target
label as y. This target label consists of an object class label denoted by the scaler
ycls, and a continuous vector indicating the object bounding box (bbox) parameters
ybbox, i.e. y = [ycls,ybbox]. A detector’s prediction is denoted with a hat symbol,
i.e. ŷ = [ŷcls, ŷbbox]. The proposed multi-modal object detector uses the common
softmax function (Eq. 2.1) for classification prediction, which transforms a continuous
value called softmax logit l̂c ∈ R to a softmax score ŝc ∈ [0, 1] for the class c. For
notation simplicity, the following section only shows binary classification, i.e. the
target label is denoted by ycls ∈ {0, 1}, the softmax score for the positive class by ŝ,
and its corresponding softmax logit by l̂cls. Furthermore, the bounding box regression
is explained only with a regression variable instead of the vector, denoted by ybbox.

Since the multi-modal network is a two-stage detector, notation in different stages
is distinguished. The superscript r refers to a Region of Interest (ROI), which is
predicted by the LiDAR-branch network in the first stage, and the superscript v
refers to the second stage fusion network. In this regard, a LiDAR input sample
used in the LiDAR-branch network to predict ROIs is denoted by xr, the trainable
weights of the LiDAR-branch network by ωr, and the the target label for the ROI
prediction by yr = [yrcls, y

r
bbox]. Similarly, the regional camera and LiDAR features
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as the inputs of the fusion network (cf. Fig. 5.5) are denoted by xv, the trainable
weights of the fusion network by ωv, and the final target label by yv = [yvcls, y

v
bbox].

Finally, Sec. 5.4.1 has explained that the LiDAR-branch network uses the same
uncertainty estimation method from the LiDAR-1-stage-detector network in Ch. 3.
The LiDAR branch outputs the mean and variance of the softmax logit target value
lrcls, which is Gaussian distributed. Following Eq. 3.16, denoting the mean by µ̂rcls(xr)
and the variance by σ̂r2

cls(xr), the probability distribution of the softmax logit is
given by:

p(lrcls|xr,ωr) = N (lrcls|µ̂rcls(xr), σ̂r
2
cls(xr)). (5.1)

The LiDAR branch also outputs the mean and variance for each bounding box
regression target value yrbbox, which is Gaussian distributed as well. Following
Eq. 3.17, the mean is denoted by µ̂rbbox(xr) and the variance by σ̂r2

bbox(xr). The
probability distribution of yrbbox is given by:

p(yrbbox|xr,ωr) = N (yrbbox|µ̂rbbox(xr), σ̂r2
bbox(xr)). (5.2)

Note that both mean and variance predictions are dependent on the network’s
weights ω, which are ignored for notation simplicity.

Methodology

This thesis proposes a sampling mechanism based on uncertainty estimation from
the LiDAR-branch network to train the fusion network. The following section first
recalls the standard training approach for the fusion network, and then extends the
training with the proposed sampling mechanism.

The standard approach to training the fusion network can be viewed from the
maximum likelihood perspective, which has been introduced in Sec. 2.2.1. The
target is to estimate the fusion network’s weights ωv, that maximize the observation
likelihood of the training data. Since the fusion network takes the regional features
from LiDAR and camera as inputs denoted by xv, as well as the ROI positions and
softmax scores denoted by yr, the observation likelihood is dependent on xr, yr,
and ωv, written as p(yv|yr,xv,ωv). According to the maximum likelihood estimate,
the negative log likelihood is minimized (Eq. 3.18), giving the loss function for a
data sample in the form:

L(ωv) = − ln
(
p(yv|yr,xv,ωv)

)
. (5.3)

In the context of classification, the loss function L(ωv) is often known as the
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Cross Entropy loss with the softmax function assumption. As for the deterministic
regression, L(ωv) is the L2 loss given a Gaussian observation likelihood assumption.
More information can be found in Sec. 2.2.1.

Instead of treating yr as a fixed value, the proposed sampling mechanism regards
it as a latent variable, and incorporates its distribution p(yr|xr,ωr) into the loss
function via:

L(ωv) = −Ep(yr|xr,ωr)
[

ln
(
p(yv|yr,xv,ωv)

)]
(5.4)

with E[·] a mathematical expectation. Since an analytical solution is difficult, the loss
function is approximated by sampling the latent variable according to its distribution,
and then calculating the sampled negative log likelihood:

To sample ŷr ∼ p(yr|xr,ωr), L(ωv) = − ln
(
p(yv|ŷr,xv,ωv)

)
. (5.5)

This sampling mechanism is very similar to that in Variational Auto-Encoders (VAEs)
[KW14] in training decoder networks. However, unlike VAEs which do not explicitly
define the meaning of latent variables, here the latent variables specifically refers to
ROIs.

This new training strategy with the sample mechanism has two benefits. First,
propagating uncertainties from the ROI predictions to the fusion network could
help improve the network’s robustness, as the fusion network learns to handle ROIs
with different levels of uncertainties modelled in p(yr|xr,ωr). Second, the sampling
mechanism can serve as a simple data augmentation method that aids generalization,
which is especially helpful when input sensors are unsynchronized.

In practice, a specific ROI distribution can be pre-defined, such as a Gaussian
distribution with the fixed variance. Instead, this thesis proposes to leverage the
aleatoric uncertainties predicted from the LiDAR-branch network, which is based
on the LiDAR-1-stage-detector network from Ch. 3. Compared to the pre-defined
uncertainties, the predicted aleatoric uncertainties are more flexible, because they
encode both the varying environmental noises and the network’s inaccuracy for each
ROI (as shown in the experimental results in Ch. 3). Since the ROI prediction ŷr in
Eq. 5.5 consists of the class label prediction ŷrcls and the bounding box prediction
ŷrbbox, the sampling process is done for classification and regression separately. The
sample ŷrcls is obtained by first sampling the softmax logit according to its probability
distribution in Eq. 5.1, and then transforming the sampled softmax logit l̂rcls to the
softmax score ŝr by the softmax function (Eq. 2.1). As for the regression, the sample
ŷrbbox is obtained by sampling its distribution according to Eq. 5.2. The sampling
mechanism is illustrated in Fig. 5.6.

It is noteworthy to mention that all aforementioned sampling operations are needed
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Figure 5.6: Illustration of the uncertainty estimation and sampling mecha-
nism. First, the LiDAR detector models aleatoric uncertainties
in classification (softmax logit) and ROI regression by the out-
put layers, using Gaussian distributions. Then, the softmax
logit and the bounding box regression variables are sampled
according to their aleatoric uncertainty distributions. Finally,
the sampled parameters are used to build proposal features or to
generate Bird’s Eye View (BEV) and front-view bounding boxes
for training the fusion network. For brevity, the input sample
xr is ignored.

only when training the fusion network. They are not required during the inference,
and thus bring no additional computation.

5.4.3 Experimental Results

The proposed uncertainty estimation and the sampling mechanism methods were
evaluated using the KITTI, Bosch, and NuScenes datasets (cf. Sec. 2.4), following
the same data-splits when evaluating the LiDAR-1-stage-detector network in Sec. 5.3.
The probabilistic multi-modal object detector was built in a modular way. First,
the pre-trained Feature Pyramid Network (FPN) was leveraged directly from the
Detectron Object Detection Library [GRG+18] as the image backbone network. The
LiDAR-1-stage-detector network with height estimation was also pre-trained as the
LiDAR-branch network. Afterwards, those two sensor-specific networks were fixed,
and the fusion network was trained with the standard ADAM optimizer [KB15]
and the learning rate 10−5 for 120, 000 steps in KITTI, and 250, 000 steps in Bosch
and NuSecenes datasets. This training strategy of long training with small learning
rate was found to make the training process more stable. During training, 1, 024
3D proposals with the highest classification scores were selected to train the fusion
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network. The number reduces to 500 during inference in order to reduce the runtime,
similar to the settings in the LiDAR-2-stage-detector-v1 in Sec. 3.4.1. Proposals out
of the camera field of view were not considered for fusion. The inference speed of
the whole multi-modal detector reached 200 ms per frame on a GTX 1080i GPU.

Detection Performance in Different Datasets

The detection performance of the proposed method was compared with other two
networks, in terms of standard Average Precision (AP) defined in [GLU12], including
AP for 3D boxes AP3D, on the LiDAR Bird’s Eye View (BEV), APBEV , and for
2D boxes on the camera view AP2D. The proposed model is called Multi-modal
Detector, which explicitly estimates regression and classification uncertainties in
the LiDAR-branch network, and performs sampling during the training phase. The
method was compared with a fusion network (“Modelling uncertainty”) without the
sampling mechanism, as well as a baseline model (“Baseline”) neither with sampling
nor with uncertainty estimation. Results are shown in Tab. 5.7a. Detections were
evaluated according to their longitudinal distance to the ego-vehicle. For the Bosch
and KITTI datasets, the detection distance is set up to 70 m. The Intersection over
Union (IOU) threshold is set in a decreasing order, i.e. 0−30 m: IOU=0.7; 30−50 m:
IOU=0.6; 50− 70 m: IOU=0.5, because localizing distant objects using LiDAR data
becomes very difficult due to the point cloud sparsity. As for the NuScenes dataset,
the detection distance is set up to 50 m, and IOU=0.5 across all ranges, because
there are only half of the LiDAR channels in NuScenes compared to the KITTI and
Bosch datasets (cf. Sec. 2.4).

Tab. 5.7a shows that the fusion network “Modelling uncertainty” consistently out-
performs the “Baseline” network in all three datasets, with an increase of AP scores
up to 7%. This is because modelling aleatoric uncertainties in the LiDAR-branch
network improves the predictions of 3D Region of Interests (ROIs). Similar results
have been verified in previous experiments on the LiDAR-based object detectors as
well (e.g. Sec. 5.1). Built upon the “Modelling uncertainty” network, the Multi-modal
Detector network further improves the detection performance in most cases (though
marginal), indicating that the sampling mechanism contributes to more accurate
detection. Similar to the results in LiDAR-1-stage-detector in Sec. 5.3, the fusion
networks show similar AP scores in the KITTI and Bosch datasets, due to the similar
sensor setups and recording locations (cf. Sec. 2.4). However, all networks perform
much worse in the NuScenes dataset, even in smaller detection range (up to 50 m)
and less strict IOU threshold (IOU=0.5), depicting the perception challenge in the
detection with sparse LiDAR point cloud.
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Ablation Study

An ablation study on the KITTI dataset was conducted to verify the effectiveness
of the uncertainty sampling mechanism. Detections are divided into the standard
Easy, Moderate, and Hard settings defined in [GLU12], and IOU = 0.7 is used for
all settings. Results are shown in Tab. 5.7b. Models A and G are LiDAR-branch
networks which only model the regression uncertainty or the classification uncertainty,
respectively. The fusion networks B-F are built upon Model A, and Models H-J upon
Model G. To verify the advantage of sampling from the learned aleatoric uncertainties,
several additional fusion networks are trained, by sampling with the fixed standard
deviation for the regression uncertainty (Models C-E), denoted by σ̂rbbox, and the
classification uncertainty (Model I), denoted by σ̂rcls (notation cf. Sec. 5.4.2). The
fixed standard deviation for the regression uncertainty σ̂rbbox is increased from 0.1 m
to 0.3 m for every regression variable, and the deviation for classification uncertainty
σ̂rcls is selected as the mean values of the learned uncertainty, which equals 0.17.

Three experimental results can be found from Tab. 5.7b. First, the proposed sam-
pling mechanism consistently improves the fusion performance either for regression
(comparing Model F with Model B) or classification (comparing Model J with H).
Second, sampling with the fixed small standard deviation (Model C) improves the
detection accuracy due to the data augmentation advantage brought by the sam-
pling mechanism. However, increasing the fixed standard deviation may harm the
performance (Models D and E). In fact, sampling at σ̂rbbox = 0.3 m (Model E) even
underperforms the LiDAR-only detector (Model A). Such phenomena of “over data-
augmentation” has been found in [HHW19] as well. The fixed-sampling approach
is an ad-hoc solution and requires tedious hyper-parameter tuning. In contrast,
the proposed method of sampling from the learned uncertainties (Models F and J)
avoids such process. It generates diverse training data which corresponds to complex
environmental noises, and provides competitive or better detection performance.
Therefore, the proposed sampling method is more robust than the fixed sampling
method. Finally, fusing LiDAR data with RGB camera information largely improves
2D detection results (e.g. comparing Model A and B on the AP2D metric), but
degrades the BEV performance from the LiDAR-only network (e.g. Model E on
the APBEV metric) due to the fusion network design: the network implicitly learns
sensor alignment between the LiDAR top-down view and the camera front-view,
which makes it a challenge to learn the 3D bounding box prediction. One remedy
for this problem is to project camera images onto the LiDAR top-down view before
fusion, as suggested by [LYWU18].



5.5 Summary and Discussions 143

Robustness Testing

The previous experiments have shown how the proposed method works in the datasets
with synchronized sensor settings. When deploying a multi-modal object detector
online, however, sensor mismatch could occur due to their different timestamp (i.e.
temporal misalignment) or calibration errors (i.e. spatial misalignment), which may
drastically degrade the perception performance. An ideal object detector should
not only perform well in good conditions, but show its robustness against sensor
misalignment (or asynchronization) as well.

As the final experiment for the proposed multi-modal object detector, its network’s
robustness against the LiDAR-camera temporal misalignment was investigated. The
experiment follows the method from [SKT18] to simulate the sensor misalignment,
by randomly shifting all LiDAR point clouds in a frame following the Gaussian
distribution with zero means and increasing deviations, while keeping cameras as
the reference. Three models were compared: the fusion network trained without
sampling, the network with the fixed sampling (σ̂rbbox = 0.1 m, which shows the
improved AP performance in Tab. 5.7b), and the network with the proposed sampling
mechanism. All models were trained with the original KITTI train set, and tested
with the misaligned val set. Fig. 5.7 reports the AP3D scores in the KITTI “Moderate”
setting. At the same shifting level, the proposed method (called “Thesis” in the
figure for simplicity) largely outperforms the models without sampling up to nearly
20% AP3D as well as the network trained with fixed sampling, showing its high
robustness against noisy data.

5.5 Summary and Discussions

This chapter shows that modelling aleatoric uncertainties improves detection accuracy,
mainly in terms of the standard Average Precision (AP) metric. The aleatoric
uncertainties proposed in Sec. 3.3.2 are incorporated in the loss function when
training multiple LiDAR object detectors. Experiments were conducted for LiADR-
based detectors from Ch. 3 on four datasets, showing consistent AP improvement up
to 10% by modelling aleatoric uncertainties. Furthermore, a sampling mechanism
is proposed to improve the robustness of a fusion network, which combines LiDAR
point clouds and camera images. The sampling mechanism enables the detector
to handle proposals with different levels of uncertainties which encode complex
environmental noises and proposal inaccuracy, achieving better detection accuracies,
especially when sensor inputs are unsynchronized (up to nearly 20% AP gain).



144 The Application of Aleatoric Uncertainties

0.0 0.5 1.0 1.5 2.0
Shift on the x-y plane, std (m)

0

10

20

30

40

50

60

AP
3D

(%
)

No sampling
Fixed variance
Thesis

Figure 5.7: The robustness testing of the proposed multi-modal object de-
tector on the KITTI val set. The LiDAR point clouds are
randomly shifted on the horizontal plane following the Gaussian
distribution with the increasing standard deviations, in order
to simulate the sensor temporal misalignment scenarios. The
AP3D scores are reported. The proposed method (called “Thesis”
in the figure for simplicity) was compared with a fusion net-
work (“No sampling”) trained without the sampling mechanism,
as well as fusion network (“Fixed variance”) trained with the
fixed aleatoric regression uncertainty. Adapted from Fig. 5 in
[FCR+20] ©IEEE.
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This chapter conducted an auxiliary experiment on epistemic uncertainties in Sec. 5.2,
which shows that performing MC-dropout in the fully connected layers (cf. Sec. 3.4.2)
during the test time decreases the detection accuracy, because dropout deactivates
the network’s weights and thus its capability. It was reported that performing
the MC-dropout method in convolutional layers, even with a small dropout rate
(pdropout = 0.1), drastically decreased the detection accuracy by 10 − 20% AP
in [FHWD21; WRLS19]. It remains a challenge to introduce MC-dropout into object
detection networks during testing time, without sacrificing their detection accuracy.

In conclusion, with the benefits of better detection accuracy shown in this Chapter
and efficient inference discussed in Ch. 3, it is recommended to apply aleatoric
uncertainties in object detection especially for online deployment.





Chapter 6

The Application of Epistemic
Uncertainties

6.1 Introduction

This chapter focuses on the useful aspects of uncertainty estimation in object
detectors (cf. Sec. 1.2.2), mainly for epistemic uncertainties.

Training a deep neural network for object detection requires a huge amount of labelled
data. While recording data via on-board sensors is relatively easy, annotating data
is very tedious and time-consuming. This is especially the case when dealing with
3D LiDAR points or radar data, as annotators have to infer the object extents given
observations only on the object surface. The standard training process feeds all
training samples into the network with random shuffling, without considering the
different informativeness of each training sample. In fact, some samples are more
informative and contribute more to the performance gain, while some others are less
useful. A more efficient training strategy should optimize the network with only the
most informative samples. This is especially helpful when adapting the network to
new driving scenarios, e.g. from urban to rural scenarios.

Ch. 3 has illustrated that epistemic uncertainties reflect a detector’s capability to
explain the training dataset. A network should depict high epistemic uncertainties,
when detecting an object with inaccurate prediction, or an object that is different
from or under-represented in the training set. Therefore, epistemic uncertainties
can be regarded to represent the “informativeness” of a training sample, and better
uncertainty estimation used in the training strategy is expected to achieve higher
training efficiency.

This chapter demonstrates how to reach this target with the help of active learn-
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ing [Set12], a training strategy that aims to reduce human annotation efforts while
maximizing the performance of a supervised-learning model. The pool-based active
learning assumes that there is a large unlabelled data pool and a limited access to
human annotation. A machine learning model (learner) can iteratively evaluate the
informativeness of unlabelled data, select the most informative samples to query
human annotators, and update the training set with the newly-labelled data. Active
learning is often compared with the baseline method which randomly queries the
unlabelled data following the uniform distribution. The key aspects of active learning
include how to determine the informativeness of a data point, and how to design the
query function.

This chapter adapts active learning to train a probabilistic LiDAR 3D object de-
tector with the help of uncertainty estimation. Several active learning strategies
are developed with different uncertainty estimation methods for quantifying the
informativeness of unlabelled data, as well as different query functions for selecting
training data. Several uncertainty estimation methods for classification are compared,
including the MC-dropout and Deep Ensembles methods which were introduced in
Sec. 2.2.4, as well as a simple softmax function (Eq. 2.1). In addition, two query
functions based on the Shannon Entropy and Mutual Information estimates, intro-
duced in Sec. 2.2.5, are proposed. Experimental results show that all active learning
methods outperform the baseline method of the random data selection, by reaching
the same detection performance with much less labelled data. The results also show
that better uncertainty estimation leads to better active learning performance.

The next section, Sec. 6.2, describes the proposed method in detail, Sec. 6.3 shows
the experimental results, and Sec. 6.4 concludes this chapter with a summary and
discussion.

Parts of this chapter are based on my previous publication [FWR+19].

6.2 Methodology

6.2.1 Overview

This chapter employs active learning to efficiently train a probabilistic LiDAR 3D
object detector with the help of uncertainty estimation. The proposed method
assumes that there exists a large unlabelled data pool of LiDAR point clouds and
the synchronized RGB camera images, as it is relatively easier to collect and prepare
camera and LiDAR data using test vehicles, compared to labelling data by human
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Figure 6.1: An inllustration of the proposed active learning method to ef-
ficiently train a LiDAR 3D object detector with the help of
uncertainty estimation. The method works in iteration. At each
iteration, the informativeness of unlabelled training data (i.e.
the recorded LiDAR scans) is evaluated by the LiDAR object
detector, and then the most informative unlabelled training
samples are selected to query human annotators for object’s
category and 3D geometrical information. Finally, the network
is re-trained with the newly-labelled data. Besides, a pre-trained
image detector is leveraged to aid the labelling process of LiDAR
points, which provides 2D object proposals to help locate objects
within frustums. Adapted from Fig. 1 in [FWR+19] ©IEEE.

annotators. The target is to reduce as many labelled data samples as possible to
train the LiDAR 3D object detector, while assuring a certain level of its detection
performance.

The active learning method works in iteration, as shown in Fig. 6.1. At each
iteration (or query step in other words), the informativeness of unlabelled training
data (i.e. the recorded LiDAR scans) is evaluated by the LiDAR object detector,
and then the most informative unlabelled training samples are selected for querying
human annotators. Finally, the network is re-trained with the newly-labelled data.
The process iterates until a stop condition is fulfilled, for example, when a desired
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detection accuracy is reached.

The proposed method leverages epistemic uncertainties to quantify the informative-
ness of each sample in the unlabelled data pool. The network is designed to query
the class label and the 3D geometrical information of an object. Furthermore, since a
lot of pre-trained image detectors with high recall rate are available (e.g. Detectron
Object Detection Library [GRG+18]), the method further proposes to leverage a
pre-trained image detector to aid the labelling process of LiDAR points. The image
detector provides 2D object proposals which serve as the seeds to locate objects
within frustums, which are pyramid areas in the 3D space shown in Fig. 6.1. In this
way, human annotators only need to label LiDAR points within frustums instead of
searching objects in the whole scene, simplifying the labelling process.

To explain the proposed active learning method in detail, Sec. 6.2.2 defines the
notation and Sec. 6.2.3 presents the active learning process in a formal way. Sec. 6.2.4
introduces the object detector, followed by Sec. 6.2.5 and Sec. 6.2.6 which explain
the epistemic uncertainty estimation methods and the query functions, respectively.

6.2.2 Notation

This chapter uses the same notation defined in Sec. 2.1 and Sec. 2.3.2. Denote an
unlabelled training data pool as Dunlab, which comprises Nunlab number of input
samples, i.e. Dunlab = {xn}Nunlab

n=1 . Here, xn refers to a feature vector of LiDAR
point cloud, and is used as a network’s input. Its domain is denoted by X . To
initialize active learning, a small labelled dataset is needed and denoted by Dlab.
This labelled dataset comprises Nlab number of input samples xn, as well as their
corresponding target labels yn, i.e. Dlab = {xn,yn}Nlab

n=1 . For object detection, a
target label vector y consists of an object class label of C classes denoted by the
scaler ycls ∈ {1, ..., C}, and a continuous vector indicating the object bounding box
(bbox) parameters ybbox, i.e. y = [ycls,ybbox]. The domain of the target labels is
denoted by Y. As introduced in Sec. 6.2.1, active learning assumes the availability
of a large unlabelled data pool. In other words, the number of samples in Dunlab
is much larger than that in Dlab, i.e. Nunlab � Nlab. Furthermore, at each active
learning iteration (or query step in other words), several new training samples from
the unlabelled data pool Nunlab are labelled by human annotators, and are added to
the existing labelled dataset Dlab. Those new training samples are denoted by Dnew

lab ,
which comprises Nnew

lab number of input samples xnew
n and their newly-labelled target

labels ynew
n , i.e. Dnew

lab = {xnew
n ,ynew

n }N
new
lab

n=1 .

The proposed active learning method aims to train the parameters ω of a LiDAR
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Algorithm 1 Active Learning for 3D LiDAR Object Detector
Input :Unlabelled data pool Dunlab, labelled dataset Dlab

1 Output :Trained LiDAR object detector fω : X → Y with weights ω
2 Initialization: ω ← trainDetector(Dlab)
3 while notStopCondition() do
4 U(Dunlab)← uncertaintyEstimate(Dunlab) . Get uncertainty estimates
5 {xnew

n }Nnew
lab

n=1 ← dataSelect (Dunlab,U(Dunlab)) . Select a subset of unlabelled data
6 {ynew

n }Nnew
lab

n=1 ← dataLabel
(
{xnew

n }Nnew
lab

n=1
)

. Query class label and object location
7 Dunlab ← Dunlab\{xnew

n }Nnew
lab

n=1 . Remove data from the unlabelled dataset
8 Dlab ← Dlab ∪ Dnew

lab . Add data to the labelled dataset, Dnew
lab = {xnew

n , ynew
n }Nnew

lab
n=1

9 ω ← trainDetector(Dlab) . Re-train the detector
10 end

detector fω : X → Y from the dataset Dlab, which maps an input LiDAR point cloud
x in the domain X to its corresponding output target label y in the domain Y . When
doing probabilistic modelling introduced in Sec. 2.3.1, the observation likelihood of a
target label vector is denoted by p(y|x,ω), and a predictive probability distribution
is denoted by p(y|x,Dlab).

6.2.3 The Process

The active learning process is presented in Alg. 1. First, the LiDAR detector is
initialized with a small labelled dataset Dlab (line 2). Afterwards, the object detector
is trained in iteration. At each iteration, the detector evaluates the informativeness
of each sample (i.e. LiDAR point cloud data) in the unlabelled data pool Dunlab
based on uncertainty estimates, denoted by U(Dunlab) (line 4). Then, top Nnew

lab
number of data samples based on their uncertainty estimates are selected via a query
function (line 5). Those data samples are labelled by human annotators w.r.t. the
class labels and object geometric information (line 6). Those newly-selected training
samples are removed from the unlabelled dataset, and are added together with their
labels to the labelled dataset Dlab (line 7, 8). Finally, the LiDAR object detector is
re-trained with new labelled dataset (line 9). The active learning process iterates
until a stop condition is fulfilled, e.g. the network has been trained for a pre-defined
epoch, or a desired detection performance is reached.
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Figure 6.2: The network architecture. The detector predicts classification
scores and object locations from LiDAR depth and intensity
images. Conv: convolutional layer, Fcl: fully connected layer.
Adapted from Fig. 2 in [FWR+19] ©IEEE.

6.2.4 LiDAR 3D Object Detector

Unlike Ch. 3, a small LiDAR object detector is built to verify the proposed active
learning method (more discussions cf. 6.4). As introduced in Sec. 6.2.1, 2D region
proposals from RGB images, which are provided by an off-the-shelf image detector,
are leveraged to help locate objects in frustums (the pyramid regions in the 3D
space, cf. Fig. 6.1). The LiDAR detector processes LiDAR points within those
frustums. This method can be categorized into the two-stage object detection
pipeline, introduced in Sec. 2.3.1.

The detector’s architecture is depicted in Fig. 6.2. LiDAR points within frustums are
projected onto the camera plane, are encoded by sparse LiDAR depth and intensity
maps. The network takes the concatenated depth and intensity maps as inputs,
and outputs softmax scores from the standard softmax function (Eq. 2.1) for object
classification, as regresses the object location parameters. The network is composed
of four convolutional layers (each with 32 3 × 3 kernels and a relu activation), a
pooling layer, and three fully connected layers (each with 256 hidden units followed
by a dropout layer). The dropout layers are used for stochastic regularization and
uncertainty estimation in the MC-dropout method.

Recall the notation in Sec. 6.2.2. A target class label of C classes is denoted by
ycls = {1, ..., C}. Here, the softmax function is used for classification likelihood.
Its softmax score prediction of the class c is denoted by ŝc, and the classification
likelihood equals the softmax score, i.e. p(ycls = c|x,ω) = ŝc for an input sample x.
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The object location vector ybbox comprises the width w, length l, and height h of
a bounding box, as well as the euclidean distance between the ego-vehicle and the
object centroid d, i.e. ybbox = [w, l, h, d].

6.2.5 Uncertainty Estimation

The epistemic classification uncertainties are extracted from the LiDAR object
detector, using the MC-Dropout and the Deep Ensembles methods introduced in
Sec. 2.2.4. Denote an input sample by x, and its target class label by ycls. Using
the MC-Dropout approach, the detector runs feed-forward passes K times with
dropout. The classification likelihood for class c after each dropout run equals its
softmax score prediction, i.e. p(ycls = c|x,ωk) = ŝc,k, with ωk being the network’s
weights after dropout. In this way, the softmax scores for all K dropout runs are
collected, denoted by {ŝc,k}Kk=1 for the class c, and then are averaged to approximate
the predictive classification probability p(ycls = c|x,Dlab). Following Eq. 2.17, the
probability is given by:

p(ycls = c|x,Dlab) ≈ 1
K

K∑
k=1

ŝc,k . (6.1)

Note that the notation for input and output training samples X,Y in Eq. 2.17 are
replaced with the dataset notation Dlab for simplicity.

Using the Deep Ensembles approach, M number of detectors are trained with the
same architecture but different weight initialization and shuffled training data. Each
network in the ensemble predicts a softmax score for the input data sample. The
predictions from all networks, denoted by {ŝc,m}Mm=1 for the class c, are averaged
to approximate the predictive classification probability. Following Eq. 2.19, the
probability is given by:

p(ycls = c|x,Dlab) ≈ 1
M

M∑
m=1

ŝc,m . (6.2)

Finally, a simple softmax ouput from the standard detector (without dropout
inference or ensemble) is used for uncertainty estimation. The probability is given
by p(ycls = c|x,Dlab) = ŝc. Note that strictly speaking, this simple softmax output
captures the aleatoric aspect of uncertainties instead of epistemic, as discussed in
Sec. 2.2.4. However, this chapter implements the simple softmax output in active
learning for comparison, because since it is the de-facto method for classification in
most object detection networks.
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6.2.6 Query Functions

The proposed method quantifies the informativeness of each data sample in the
unlabelled data pool based on the uncertainty estimation (line 4 in Alg. 1), and
defines two query functions to select the most uncertain samples (line 5 in Alg. 1).

Let us use u(x) as an uncertainty score for the data sample x. The uncertainty
estimates for all samples in the unlabelled data pool is denoted by U(Dunlab) =
{u(xn)}Nunlab

n=1 , with Nunlab being the number of samples. A query function returns
the Nnew

lab number of samples {xnew
n }N

new
lab

n=1 selected from Dunlab with the highest
uncertainty scores.

The Shannon Entropy (SE) and Mutual Information (MI) estimates introduced in
Sec. 2.2.5 are used as the uncertainty scores. The definition of Shannon Entropy
is given by Eq. 2.23. Introducing the equation of the probability estimation from
MC-Dropout (Eq. 6.1) into Eq. 2.23, an uncertainty score by the SE estimate and
MC-Dropout is given in the form:

u(x) = −
C∑
c=1

(
1
K

K∑
k=1

ŝc,k

)
log
(

1
K

K∑
k=1

ŝc,k

)
. (6.3)

Similarly, an uncertainty score by the SE estimate and Deep Ensembles can be
obtained by introducing Eq. 6.2 into Eq. 2.23, and an uncertainty score by the simple
softmax output is directly obtained by Eq. 2.24. In this way, the query function
returns the data samples with the highest SE scores.

The definition of Mutual Information is given by Eq. 2.25, which can be obtained
by subtracting Eq. 2.23 with Eq. 2.27 for MC-Dropout. Replacing the probability
distribution in Eq. 2.23 and Eq. 2.27 with Eq. 6.1, an uncertainty score by the MI
estimate and MC-Dropout is given in the form:

u(x) = −
C∑
c=1

(
1
K

K∑
k=1

ŝc,k

)
log
(

1
K

K∑
k=1

ŝc,k

)
+ 1
K

K∑
k=1

C∑
c=1

ŝc,k log ŝc,k . (6.4)

Similarly, an uncertainty score by the MI estimate and Deep Ensembles can be
obtained by replacing the probability distribution in Eq. 2.23 and Eq. 2.27 with
Eq. 6.2. In this way, the query function returns the data samples with the highest MI
scores. Note that here the simple softmax output is not used, because its MI estimate
is always zeros and uninformative (for a detailed explanation, cf. Sec. 2.2.5).

As discussed in Sec. 2.2.5, SE and MI capture different aspects of uncertainties:
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SE directly measures the uncertainty for a network output, whereas MI measures
the model’s variance within different outputs (more information for SE and MI can
be found in Sec. 2.2.5). Therefore, the query functions based on the SE and MI
estimates select data with different aspects of information.

6.3 Experimental Results

The proposed active learning methods were evaluated based on two experimen-
tal settings. In the first experiment (Sec. 6.3.2), different uncertainty estimation
approaches and query functions were compared. To avoid the influence of RGB
image detection, a “perfect” image detector was used to provide accurate object
proposals, by extracting objects using their 2D ground truth labels. In this way, the
object detection problem is simplified to a multi-class classification problem and a
location regression problem. In the second experiment (Sec. 6.3.3), an off-the-shelf
pre-trained image detector was used to predict region proposals, including both
object or background samples.

6.3.1 Implementation Details

All experiments were conducted on the KITTI object detection benchmark introduced
in Sec. 2.4.1. The projected LiDAR depth and intensity maps were wrapped into
images with 100×100 pixels, with an additional padding of 5 pixels to include context
information, because it has been shown to improve the classification performance
in [GDDM14]. An initial labelled training dataset was built by randomly selecting
data balanced over all classes (200 samples per class). The LiDAR object detector
was trained with the standard ADAM optimizer [KB15] with dropout and L2
regularization (dropout rate=0.5, and weight decay=10−4). Similar to [BGNK18],
the uniform sample initialization was used to avoid the class-imbalance bias for
uncertainty estimation. At each active learning iteration (or query step in other
words), the detector selects a certain number of samples from the remaining unlabelled
data pool, and re-trains from scratch. Intuitively, selecting fewer samples at each
query step enables the detector to find the most informative samples more frequently
over the course of training, at the cost of more query iterations. Selecting larger
amount of samples at each step reduces the learning iterations, but the detector
updates its uncertainty estimation slowly, which may lead to sub-optimal sample
selection and limit the active learning performance. A preliminary study was
conducted to compare the active learning performance with different number of
samples per step, and the 200 samples were determined as a trade-off between the
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Methods Number of samples w.r.t. relative error to ACC (%)
5% 4% 3% 2%

Baseline 5000 6800 9000 11400
Softmax + Entropy 3200(-36%) 3800(-44%) 4400(-51%) 6000(-47%)

MC-dropout + Entropy 2600(-48%) 3600(-47%) 4400(-51%) 5600(-51%)
Ensemble + Entropy 3000(-40%) 3400(-50%) 3800(-58%) 4400(-61%)
MC-dropout + MI 3600(-28%) 3800(-44%) 4600(-49%) 6000(-47%)
Ensemble + MI 3400(-32%) 3800(-44%) 4400(-51%) 6000(-47%)

Table 6.1: A comparison of the classification accuracy (ACC). Reported are
the numbers of labelled training samples necessary to train the
detector, in order to reach a certain classification error relative
to the full-trained network. The smaller number of samples, the
better. Furthermore, the percentage of labelling efforts saved by
the active learning methods compared to the baseline method are
shown. Adapted from Tab. 1 in [FWR+19] ©IEEE.

number of epoch and the active learning performance. Furthermore, the total number
of query steps was fixed to be 60, and the average active learning performance was
reported over 3 runs.

The Classification Accuracy (ACC) and Mean Squared Error (MSE) scores were
calculated on the test dataset after each active learning iteration, in order to track the
classification and the localization performance over the course of training, respectively.
When selecting query data based on uncertainty estimation, 30 inferences with
dropout were performed for the MC-dropout approach, and predictions from five
networks were aggregated for the Deep Ensembles approaches (those numbers are
suggested by the original MC-Dropout and Deep Ensembles methods [Gal16; LPB17]).
However, when calculating ACC and MSE on the test dataset, only a single forward
pass without dropout was used for the MC-dropout based active learning, or a single
prediction from one of the network for the Deep Ensembles-based active learning.
This is because the averaged predictions from MC-dropout or Deep Ensembles were
shown to affect the accuracy of machine learning models [Gal16; LPB17]. This effect
was excluded in this study, in order to show how different uncertainty estimation
approaches affects the active learning process.

6.3.2 Evaluation with a “Perfect” RGB Image Detector

This experiment compares different uncertainty estimation methods and query
functions, with the help of a “perfect” image detector that provides accurate 2D
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Methods Number of samples w.r.t. relative error to MSE (%)
75% 30% 15% 5%

Baseline 4600 6800 10000 12200
Softmax + Entropy 3800(-17%) 6600(-3%) 8800(-12%) 10600(-13%)

MC-dropout + Entropy 3800(-17%) 6200(-9%) 8000(-20%) 10200(-16%)
Ensemble + Entropy 3200(-30%) 4600(-32%) 7600(-24%) 10600(-13%)
MC-dropout + MI 2000(-57%) 5400(-21%) 8600(-14%) 10000(-18%)
Ensemble + MI 2200(-52%) 4400(-35%) 9000(-10%) 10200(-16%)

Table 6.2: A comparison of location accuracy based on the Mean Squared
Error (MSE). Reported are the number of labelled training sam-
ples necessary to train the detector, in order to reach a certain
localization error relative to the full-trained network. The smaller
number of samples, the better. Furthermore, the percentage of
labelling efforts saved by the active learning methods compared
to the baseline method are shown . Adapted from Tab. 1 in
[FWR+19] ©IEEE.

region proposals. In this regard, objects in the KITTI dataset were divided into five
classes, namely, “Small Vehicle” (corresponding to “Car” and “Van” categories in
KITTI), “Human” (including “Pedestrian”, “Person sitting”, and “Cyclist”), “Truck”,
“Tram”, and “Misc”. They were randomly split into a training set with 31500 samples,
a test set with 6000 samples, and a val set with 3000 samples. The val set was
used to tune the hyper-parameters, such as dropout rate, the number of query
samples, etc. Sec. 6.2.5 introduces three uncertainty estimation methods, namely,
MC-Dropout, Deep Ensembles, and the simple softmax output. They are combined
with two types of query functions based on the Shannon Entropy (SE) or Mutual
Information (MI) estimates in Sec. 6.2.6. In this regard, five active learning strategies
were built, i.e. “MC-dropout + Entropy”, “Ensembles + Entropy”, “Softmax +
Entropy”, “MC-dropout + MI” and “Ensembles + MI”. Note that the combination
“Softmax + MI” is not considered, because the MI score for a simple softmax output
is always zero and uninformative (for a detailed explanation, cf. Sec. 2.2.5). Those
five active learning methods were compared with the standard baseline method in
active learning research [Set12], which randomly queries labels from the unlabelled
data pool at each iteration.

Active Learning Performance

Tab. 6.1 and Tab. 6.2 show the active learning performance compared to the full-
trained detector which uses all training samples. Both tables report the number of
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labelled training samples required to train the detector, so that it can reach a certain
error level relative to the full-trained network. Denote ACCfull as the classification
accuracy from the full-trained detector, and ACCm as classification accuracy from
a detector in the active learning process. Also denote MSEfull and MSEm as the
Mean Squared Error for localization. The relative error for classification is defined
as |ACCfull − ACCm| and for localization as |MSEfull −MSEm|/MSEfull. Tab. 6.1
and Tab. 6.2 further report the percentage of labelling efforts saved by the active
learning methods compared to the baseline method. The tables show three aspects of
experimental results. First, all active learning methods reach the same relative error
with significantly fewer training samples compared to the baseline method, and save
up to 60% training samples, showing the benefit of active learning. Second, with the
same query function based on the Shannon Entropy (SE) estimate, MC-dropout or
Deep Ensembles consistently produce better results than the single softmax approach.
This indicates that both approaches capture more reliable uncertainties (which will
be further verified in the following experiments), and thus they better represent the
informativeness of data points. Third, the SE-based query functions outperform
the MI-based functions in classification (Tab. 6.1), whereas the MI-based methods
are more suitable for object localization (Tab. 6.2). This result suggests that the
performance of a query function is dependent on the task it applies to.

Comparing among Uncertainty Estimation Methods

The proposed active learning methods are based on how well uncertainties are esti-
mated. A more reliable uncertainty score can represent more useful data information,
leading to a better active learning performance. In the following, the calibration
plots (introduced in Sec. 2.2.5) and error curves [ICG+18] are employed to evaluate
the quality of uncertainty estimation. The active learning methods “Softmax +
Entropy”, “MC-dropout + Entropy”, and “Ensemble + Entropy” were compared on
the test dataset, because they have the same query function, and only differ from
the uncertainty estimation strategies. Fig. 6.3a reports the evolution of Average
Calibration Error (ACE) introduced in Sec. 2.2.5 with increasing query steps, and
Fig. 6.3b illustrates the calibration plots at the query steps 5, 15, 30, 55. The figures
show that in the earliest stages of active learning, all methods are under-confident
(the calibration curves are above the diagonal line), because networks are trained
only with a small number of labelled samples. As the query steps increase, MC-
dropout and Deep Ensembles become well-calibrated, whereas single softmax is
over-confident (the calibration curves are under the diagonal line). After 15 query
steps, single softmax consistently produces higher ACE than the other two methods.
This experiment show that MC-dropout and Deep Ensembles produce more reliable
uncertainty estimation.
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Figure 6.3: A comparison of the calibration quality of different uncertainty
estimation methods. (a). The evolution of the Average Calibra-
tion Error (ACE) with increasing query steps. A smaller ACE
indicates better uncertainty estimation. (b). The calibration
plots at the query step 5, 15, 30, and 55. Results are averaged
over three runs. Adapted from Fig. 4 in [FWR+19] ©IEEE.

Uncertainty estimation methods were further compared by error curves (or spar-
sification plots in other words, proposed by Ilg et al. [ICG+18]). It is assumed
that a well-estimated uncertainty of a prediction should correlate with the true
error of the prediction compared to its ground truth label. For example, a predic-
tion with large classification error should also depict high classification uncertainty.
Therefore, by gradually removing the predictions from a dataset with the highest
uncertainty estimates, the average errors for the rest of the predictions in the dataset
will decrease. To this end, the standard cross entropy loss is used to represent a
true classification error. An exemplary error curve for the active learning method
“Ensemble + Entropy” drawn at a query step is shown by Fig. 6.4a. The bench-
mark is obtained by thresholding all predictions on the test dataset by their cross
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Figure 6.4: (a). The error curve for the active learning strategy “Ensemble
+ Entropy” at a query step. The cross entropy loss is used to
represent the classification error. The error sum is measured
as the mean absolute deviation between the error curve from
the active learning strategy and that from its benchmark. (b):
The evolution of error sum w.r.t. query steps averaged over
three runs. A smaller error value indicates better uncertainty.
Adapted from Fig. 6 in [FWR+19] ©IEEE.

entropy losses, which corresponds to the best error curve an uncertainty estimation
method could achieve. Note that the benchmark differs among active learning
methods, because the object detector trained with different uncertainty estimates
have different classification accuracy. To alleviate this effect, the mean absolute
deviation between the error curve and its benchmark, denoted as “Error Sum” is
measured, as illustrated in Fig. 6.4a. Smaller Error Sum values indicate that the
rankings of uncertainty estimation correspond to the true cross entropy errors, and
therefore depicting better uncertainty estimation. Fig. 6.4b illustrates the evolution
of the “Error Sum” over the query steps for MC-dropout, Deep Ensembles, and
single softmax. Both MC-dropout and Deep Ensembles consistently outperform the
single softmax method with smaller error sum values, indicating better uncertainty
estimates.

Analysis of the Active Learning Process

To understand how active learning outperforms the baseline method (random data
sample selection), the class distributions of queried samples between the active
learning strategy “Ensemble + Entropy” and the baseline method were compared
over the course of training. At each query step, the differences of queried samples
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Figure 6.5: The difference of queried samples between the active learning
strategy “Ensemble + Entropy” and the baseline method. The
horizontal axis represents the increasing query steps, and the
vertical axis represents the accumulative queried samples relative
to the baseline, which are normalized by the total number of
objects from the corresponding classes in the unlabelled data
pool. Adapted from Fig. 5 in [FWR+19] ©IEEE.

between the two methods were calculated, normalized by the total number of samples
from the corresponding classes in the whole unlabelled data pool. The unlabelled
data is highly imbalanced over classes, with the ratios “Small Vehicle” : “Human” :
“Truck” : “Tram”: “Misc”= 780 : 156 : 27 : 1.3 : 2.4. However, Fig. 6.5 shows that
active learning naturally reduces this problem by querying more samples from the
under-represented classes (e.g. “Tram”), and fewer samples from the dominant class
(“Small Vehicle”). Note that this effect of balancing samples over classes is due to
applying uncertainty estimation in query function, rather than an ad-hoc solution.

6.3.3 Evaluation with a Pre-trained RGB Image Detector

This experiment compares the active learning method with the baseline method, by
employing an off-the-shelf RGB image detector that generates 2D region proposals.
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Figure 6.6: A comparison of the learning performance between the active
learning method “Ensemble + Entropy” and the baseline method
for (a) classification and (b) localization. An off-the-shelf image
detector is employed to provide 2D region proposals for the
successive LiDAR object detector. The horizontal axis represents
the number of labelled training samples, and the vertical axis
represents the classification accuracy or the mean squared error.
Adapted from Fig. 7 in [FWR+19] ©IEEE.

To this end, the experiment was conducted on the KITTI train set and val set (cf.
Sec. 2.4.1), and with a RGB image detector from [QLW+18]. The KITTI train
set was used to fine-tune the image detector, which had been pre-trained on the
COCO dataset [LMB+14]. The KITTI val set was used to test the proposed active
learning method. Here, the detections of “Small vehicle” and “Human” classes are
considered. A 2D region proposal from the image detector is assigned to be positive,
if its 2D Intersection over Union (IOU) with the ground truth is larger than 0.5, or
negative otherwise and is marked as “Background”. The image detector provides
proposals with high recall rates (“Small vehicle”: 0.917, “Human”: 0.862 on the
KITTI val set). Based on the image proposals by running inference on the KITTI
val set, an unlabelled LiDAR data pool was constructed from the KITTI val set
with 17221 samples. They are positive when IOU> 0.5, and negative if IOU< 0.2.
Samples with IOU scores in-between are not included in the unlabelled data pool,
as ignoring samples with some confusing IOU intervals eases the training procedure
- a common practice in object detection [CMW+17; GDDM14]. However, the test
dataset includes the samples with IOU scores between 0.2 and 0.5.

The active learning strategy “Ensemble + Entropy” was compared with the baseline
method of random data selection. Fig. 6.6a and Fig. 6.6b shows the change of classi-
fication accuracy (ACC) and mean squared error (MSE) with respect to increasing
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labelled samples. The active learning method consistently outperforms the baseline
method by reaching higher ACC or lower MSE scores with the same number of
labelled training samples, showing its benefits in reducing labelling efforts21.

6.4 Summary and Discussions

This chapter leverages epistemic uncertainties to improve the training efficiency of
a LiDAR 3D object detector in the active learning setting. The network classifies
objects and predicts their 3D locations based on the 2D proposals from an off-
the-shelf image detector. Several active learning methods are compared with the
baseline method of random data selection. Furthermore, the effects of uncertainty
estimation in active learning are studied, including the MC-dropout and the Deep
Ensembles methods which were introduced in Sec. 2.2.4, as well as the simple softmax
output. Experimental results on the KITTI dataset (Sec. 2.4.1) shows that all active
learning methods reach the same detection performance with significantly fewer
training samples compared to the baseline method, saving up to 60% labelling
efforts. Furthermore, MC-dropout and Deep Ensembles produce better uncertainty
estimation than the softmax function regarding calibration plots and error curves,
and contribute to better active learning performance.

Practical considerations: While active learning can largely reduce labelling efforts
compared to the standard training, it has the bottleneck of much longer training time.
This is because the standard pool-based active learning works in a loop, as shown in
Fig. 6.1, and requires to retrain the model after each query step [Set12]. This thesis
has verified active learning with a small LiDAR object detector, which takes approx.
20 min training time per step on a GTX 1080i GPU, and 18 h per experiment with
60 query steps. For a larger LiDAR object detector such as LiDAR-1-stage-detector
from Ch. 3, which takes approx. 20 h in training for a query step. Performing active
learning up to the same query steps would take more than 50 days! The long training
time of active learning largely limits its scalability in big network architectures.

21Interested readers may find that the performance gain brought by active learning at a certain
number of training samples is relatively small. For example, Fig. 6.6a shows that with 9000
labelled training samples, the active learning method outperforms the baseline method by
2.5% classification accuracy. In general, an improvement of 2− 3% in image classification has
been reported in many active learning works, such as [BGNK18; GIG17]. More improvement
is expected in larger network architectures and more complex perception problems (such as
semantic segmentation). Another common method to evaluate active learning is to compare
the number of labelled training samples necessary to reach a certain level of performance, as
illustrated in Tab. 6.1 and Tab. 6.2. In this case, active learning can save as many as 50% data
labelling efforts in Fig. 6.6a, when reaching the classification accuracy of 75%.
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There are several options to reduce the long training time of active learning, for
example, by increasing the number of query samples per step or by updating networks
only with a small portion of dataset per step, as suggested by [DSC17]. Furthermore,
the ideas of active learning with uncertainty estimation can be extended to other
applications as well, such as actively selecting uncertain training samples to adapting
an object detector to the new driving scenarios - a method often referred to as
incremental learning. Another example is the automatic label quality check: a
well-trained detector can be used to estimate uncertainties in a noisy labelled dataset.
Samples with high uncertainties might be those with erroneous labels, and should
be re-annotated. The thesis leaves those applications as interesting future works.



Chapter 7

Conclusions and Future Work

To ensure that an autonomous car drives safely on public roads, its object detection
module should not only work accurately, but also show its prediction confidence.
Previous object detectors using deep learning do not explicitly model uncertainties.
This thesis tackles this problem by presenting practical methods to capture holistic,
explainable, well-calibrated, and useful uncertainties in 3D object detection
networks mainly using LiDAR points. Contributions are four-folds

• Methods to model different types of uncertainties in several LiDAR-based 3D
object detectors, following the Bayesian Neural Network (BNN) framework
(Ch. 3).

• A study of how uncertainties are correlated with each other, and how they
reflect detection errors and complex environmental and sensor noises (Ch. 3).

• Identification of uncertainty miscalibration problems, and three novel methods
to recalibrate uncertainties (Ch. 4).

• The applications of uncertainties to improve the detection performance during
the testing phase (Ch. 5), and to reduce the labelling efforts during the training
phase in the active learning setting (Ch. 6).

The rest of this chapter will briefly summarize Ch. 3 to Ch. 6 with a discussion of
future work. More detailed discussions can be found at the end of each chapter.

Ch. 3 explicitly models regression and classification uncertainties in three object
detectors with different network architectures, namely, LiDAR-2-stage-detector-
v1, LiDAR-2-stage-detector-v2, and LiDAR-1-stage-detector. Following the BNN
framework, predictive uncertainties are decomposed into epistemic and aleatoric
uncertainties. Epistemic uncertainties indicate the model’s capability when describing
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data, and are modelled via Monte-Carlo Dropout, by aggregating multiple inferences
with dropout during test time. Aleatoric uncertainties encode the observation noises
inherent in sensors or environments, and are modelled by Direct Modelling, which
assumes certain probability distributions in network output layers and directly
regresses the parameters of the probability distributions. Note that both Monte-
Carlo and Direct Modelling approaches have been introduced in Ch. 2. Experimental
results show that aleatoric uncertainties are related to each other in the detectors,
and encode complex environmental noises in LiDAR perception, such as distance,
occlusion, orientation, detection difficulty, and labelling difficulty. In comparison,
epistemic uncertainties are more affected by the model’s inaccuracy or the data
distribution. Such behaviours suggest different applications of aleatoric and epistemic
uncertainties, which are introduced in Ch. 5 and Ch. 6, respectively.

In general, this thesis studies aleatoric uncertainties more than epistemic uncertain-
ties, because of the high computational cost associated with extracting epistemic
uncertainties by sampling. Sec. 3.4.2 reports that the inference time of the LiDAR-
2-stage-detector-v2 network with epistemic uncertainties reaches 3000 ms per frame
on a GTX 1080i GPU, which makes epistemic uncertainties infeasible for online
autonomous driving. Moreover, Sec. 5.2 shows that modelling epistemic uncertainties
decreases the detection accuracy, probably because MC-dropout deactivates some
of the hidden units and reduces the network’s capability. In contrast, modelling
aleatoric uncertainties brings almost no extra computational cost, as reported in
Sec. 3.4.1, and can largely improve the detection accuracy, as shown in Ch. 5, making
them highly desirable for online deployment in autonomous driving. Recently, several
works attempt to estimate epistemic uncertainties without sampling. For example,
Postels et al. [PFC+19] use error propagation methods to approximate epistemic
uncertainties. Sensoy et al. [SKK18] and Amini et al. [ASSR19] directly predict
the high-order conjugate priors of network output distributions, and use single-shot
inference to estimate epistemic uncertainties. Incorporating these error propagation
or direct modelling methods in LiDAR object detectors would be an interesting
future work.

Furthermore, this thesis shows how epistemic uncertainties are affected by inaccurate
detections or under-represented classes, but does not conduct an in-depth analysis on
how they behave in open-set conditions, where epistemic uncertainties are expected
to be high in abnormal or out-of-distribution (OOD) scenarios. Recently, a lot
of works have been done to benchmark epistemic uncertainties in image classifica-
tion [FFG+; SOF+19], semantic segmentation [BSN+19], and very recently object
detection [FHWD21]. Those comparative studies have shown that there is a trade-off
between the uncertainty estimation quality and the model’s accuracy. A model with
the highest robustness in epistemic uncertainties does not guarantee the highest
accuracy. They have also found that there is no conclusive evidence that one method
is much better than the others. In general, capturing reliable epistemic uncertainties
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in deep learning is still an open question, especially in the domain-shift context and
concerning a method’s scalability.

Ch. 4 raises the question: are predictive uncertainties well-calibrated? The chapter
identifies that probabilistic object detectors, which employ the Direct Modelling
method to model aleatoric uncertainties, can suffer from uncertainty miscalibration
problems. Based on the LiDAR-1-stage-detector, a study is performed with the help
of calibration plots to analyse how the course of training affects the uncertainty
miscalibration, especially in the bounding box regression task. Afterwards, three
practical uncertainty recalibration methods are proposed to alleviate those problems.
Experiments on both KITTI and NuScenes datasets show that the proposed methods
are able to estimate well-calibrated uncertainties. They are robust against different
recalibration dataset sizes, and are generalizable to new datasets as well. Additionally,
Ch. 6 shows that the epistemic uncertainties captured by the MC-dropout and Deep
Ensembles methods are well-calibrated (cf. Fig. 6.3a), indicating that recalibrating
epistemic uncertainties is unnecessary.

This thesis treats each regression variable independently and recalibrates their
marginal probabilities. However, the spatial distributions of bounding boxes can be
asymmetric as well, as shown in Fig. 4.7. Areas with dense LiDAR observations have
smaller label uncertainties, and are predicted more accurately by object detectors
than areas with sparse LiDAR observations. The proposed uncertainty models
and recalibration methods do not consider correlations among regression variables,
and thus cannot distinguish among uncertainties at different parts of a bounding
box. Important future works include (1). Considering correlations in recalibration
methods (e.g. recalibrating the full distributions instead of marginals); (2). Using
other bounding box encodings that reduce dependency, for example, the 4-corner
encoding instead of the axis-aligned encoding in the LiDAR-1-stage-detector network;
(3). Using more sophisticated probability distributions instead of a naive Gaussian
distribution, such as a Gaussian Mixture Model.

Ch. 5 shows that modelling aleatoric uncertainties improves detection accuracy
during test time, mainly in terms of Average Precision (AP) and the “Car” category.
The aleatoric uncertainties are incorporated into an attenuated regression loss
function (Eq. 2.22) when training the LiDAR-based object detectors, such that they
learn to distinguish clean samples with small uncertainties from noisy samples with
large uncertainties. Experimental results on different network architectures and
datasets show consistent AP improvement by up to 10% when introducing aleatoric
uncertainties, compared to the baseline methods without uncertainty estimation.
Furthermore, a sampling mechanism based on aleatoric uncertainties is proposed to
improve the robustness of a fusion network, which combines LiDAR point clouds
and camera images. When sensors are temporally mis-aligned, the proposed method
outperforms a baseline method without sampling by up to nearly 20% AP.
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This thesis only verifies the effectiveness of aleatoric uncertainties in “Car” detection.
It is important to extend the proposed methods to other classes, especially vulnerable
traffic participants such as “Pedestrian” and “Cyclist”. Furthermore, uncertainties
are learnt in an unsupervised manner following Eq. 2.22, which could lead to unstable
training for classes with limited available training samples (detailed discussions can
be found in Sec. 3.6). How to regularize the uncertainty estimation during training is
another important future work. Finally, this thesis ignores the uncertainties inherent
in ground truth labels. It would be interesting to add label uncertainties [WFZ+20]
to guide the training, and to evaluate the probabilistic object detection performance
using the ProbIOU metric.

Ch. 6 leverages epistemic uncertainties to improve the training efficiency of a small
LiDAR 3D object detector in the active learning setting [Set12], a training strategy
that aims to reduce human annotation efforts while maximizing the performance of
a supervised-learning model. The LiDAR detector predicts object classes and their
3D geometric information based on 2D proposals from camera images. It is assumed
that there exists a large unlabelled LiDAR data pool with calibrated camera images,
but only limited access to human annotation. Furthermore, it is assumed that the
2D image proposals can be provided by an off-the-shelf image detector such as from
the Detectron library [GRG+18]. In the active learning loop, the network iteratively
evaluates the informativeness of unlabelled data, selects the most informative training
samples based on uncertainty estimation, and updates the training with the newly-
labelled data. This chapter shows the experimental results using a “perfect” image
detector to study how different uncertainty estimation methods and query functions
affect the active learning performance. Three uncertainty estimation methods are
compared, namely, MC-dropout, Deep Ensembles, and simple softmax function,
together with two query functions, by maximizing Shannon Entropy or Mutual
Information scores. Results show that MC-dropout and Deep Ensembles provide
more reliable uncertainties compared to the single softmax output in calibration
plots and error curves, and achieve better active learning performance. The proposed
method is further verified using a pre-trained image detector which provides image
region proposals. In both experimental settings, the active learning method reaches
the same detection performance with significantly fewer training samples compared
to the baseline method of random data selection, saving up to 60% labelling efforts.

Standard active learning settings suggest that models should be retrained from scratch
after each query step [Set12]. The long training time of deep object detectors largely
limits its scalability in big network architectures. Due to time and computational
limit, this thesis only verifies active learning with a small detection network. In real-
world applications where a large detector needs to adapt to new driving scenarios,
it is preferable to fine-tune the network with newly-labelled data, rather than
retraining from scratch. Employing the active learning method with reliable and
efficient epistemic uncertainty estimation in such a “life-long learning” scheme is an
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interesting future work.

Overall, this thesis illustrates how to exploit uncertainties to improve object detection
performance during both training and testing time. However, object detection is only
a building block in the long signal processing chain of an autonomous driving system.
Propagating the frame-by-frame detection uncertainties to the sequential downstream
modules is expected to improve the safety and the robustness of the whole system,
especially in the decision making process [MGK+17; MWL+20]. One example of
such a potential future research topic would be to use aleatoric uncertainties as the
measurement noises in the Kalman-filter based tracking.

To sum up, the remaining challenges are:

• More efficient and effective methods for epistemic uncertainties, instead of
sampling-based methods such as MC-dropout.

• Considering correlations in both bounding box encodings and uncertainty
recalibration models.

• Introducing more sophisticated probability distributions to model aleatoric
uncertainties, such as a Gaussian Mixture Model.

• Improving the training scheme for aleatoric uncertainties. Applying aleatoric
uncertainties in multi-class detection for “Motorcycle”, “Pedestrian”, and
“Cyclist” classes.

• Considering label uncertainties when training aleatoric uncertainties, and
evaluating uncertainties with probabilistic evaluation metrics such as ProbIOU.

• Leveraging epistemic uncertainties to update detectors in new driving scenarios.

• Propagating detection uncertainties into other modules such as tracking, in
order to improve the decision making process.





Abbreviations and Acronyms

ACC Classification accuracy
ACE Average Calibration Error
ADAM Adaptive Moment Estimation
AP Average Precision
BEV Bird’s Eye View
BNN Bayesian Neural Network
CDF Cumulative Density Function
CE Cross Entropy
CNN Convolutional Neural Network
ECE Expected Calibration Error
FP False Positive
FN False Negative
FRH Faster-RCNN head
IOU Intersection Over Union
KDE Kernel Density Estimation
KLD Kullback-Leiber Divergence
LiDAR Light Detection And Ranging
PMF Probability Mass Function
ProbIOU Probabilistic Intersection Over Union
MAP Maximum A Posteriori
MC Monte Carlo
MCE Maximum Calibration Error
MI Mutual Information
ML Maximum Likelihood
MSE Mean Squared Error
NLL Negative Log Likelihood
NMS Non-Maximum Suppression
PCC Pearson Correlation Coefficient
PDF Probability Density Function
ROI Region of Interest
RPN Region Proposal Network
SE Shannon Entropy
SGD Stochastic Gradient Descent
TP True Positive
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TN True Negative
TV Total Variation
VI Variational Inference

bbox bounding box
calib calibration
cls classification
conv convolutional layer
eval evaluation
fcl fully connected layer
lab labelled
recal recalibration
reg regression
test testing
train training
unlab unlabelled
val validation

e.g. exempli gratia (“for example”)
i.e. id est (“that is”)
i.i.d independent and identically distributed
w.r.t. with respect to



List of Symbols

General Notation
a Scaler
a Row vector
aT Column vector
A Matrix
E[·] Mathematical expectation
R The space of real numbers
diag(·) Diagonal matrix parametrized by the variances in the diag-

onal line
trace(·) Trace of a matrix
∗ Superscript indicating the testing time
ˆ Overset symbol indicating predictions from a model or an

estimator

Input, Output, and Dataset

x Input sample vector
y Target label as a vector (a class vector in classification, or a

vector of continuous values in regression)
y Target label as a scalar (a class index in classification, or a

continuous value in regression)
X Random variable of input data
Y Random variable of output data
X Matrix indicating a set of input samples (each row in the

matrix is an input sample vector)
Y Matrix indicating a set of target labels (each row in the

matrix is a target label vector)
X Domain of input data
Y Domain of output data
C The number of object’s class or category of interest
c The index of an object’s class or category, c = 1, 2, ..., C
D Dataset, specifically referring to the training dataset unless

necessary for clarity



174 List of Symbols

N The number of samples in a dataset
n Subscript indicating the index of a data point, n = 1, 2, ..., N

Deep Learning Model

ω Trainable weights in a neural network
fω : X → Y Function parametrized by ω that maps a data sample in

the input domain X to a prediction in the output domain Y
f(x,ω) Deterministic prediction for an input sample vector x with

network’s weights ω
L(ω) Loss function for trainable network’s weights ω
λ Loss weight
pdropout Dropout rate
l Softmax logit
ŝ Softmax score prediction
Ŝ The random variable of the softmax score prediction

Uncertainty Estimation

N Gaussian distribution
µ The mean of Gaussian
σ2 The variance of Gaussian
C Covariance matrix
H Shannon Entropy
I Mutual Information
P Event probability
I[·] Indicator function, which equals one if a condition is satisfied,

or zero otherwise
u Uncertainty score as a simple scalar to represent the strength

of uncertainty
U Set of uncertainty scores for a dataset
p(y|x,D) The predictive probability distribution for a target label

vector y, given an input vector x and training dataset D. It
is a probability mass function (PMF) in classification, and
a probability density function (PDF) in regression

p(y|x,ω) The observation likelihood distribution parametrized with
a network’s weights ω

p(ω|D) A network’s weight posterior distribution over the training
dataset D
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F̂ : Y → [0, 1] The probability distribution function that transforms a net-
work’s prediction in the domain space Y to a probability
score in the domain [0, 1]. It represents a probability mass
function (PMF) in classification, and a cumulative distribu-
tion function (CDF) in regression

F̂−1 : [0, 1]→ Y Inverse of CDF (quantile function)
~ Overset symbol indicating the prediction adjusted by a

recalibration model
p An arbitrary probability score, p ∈ [0, 1]
p̂ Predicted probability score, p̂ = F̂ (y), with y a target vector
p Empirical probability score (empirical frequency)
p̃ Corrected probability score after uncertainty recalibration
σ̃2 Corrected variance after uncertainty recalibration
ρ Temperature scale
G : [0, 1]→ [0, 1] Isotonic regression function
K The number of dropout runs
k Subscript indicating the index of a dropout run, k = 1, ...,K
M The number of ensembles
m Subscript indicating the index of a model in the ensemble,

m = 1, ...,M
T The number of probability intervals
t Subscript indicating the index of a probability interval (quan-

tile), t = 1, ..., T

Object Detection

r Superscript indicating Region of Interests in the two-stage
object detection pipeline

v Superscript indicating the second-stage detection head in
the two-stage object detection pipeline

θ Orientation
x Longitudinal axis in a LiDAR coordinate frame
y Lateral axis in a LiDAR coordinate frame
z Vertical axis in a LiDAR coordinate frame
w Width of a bounding box
h Height of a bounding box
l Length of a bounding box
d Euclidean distance between an object and the ego-vehicle
∆ Positional offset
B Bounding box region (set of locations that belong to a

bounding box)
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