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Chapter 1

Introduction

1.1 Comparative genomics

It was not until the middle of the last century that DNA was conclusively
recognized as the genetic material of living organisms. In 1953, Watson and
Crick unraveled the physical structure of the DNA molecule and explained
its underlying biological implications. Undoubtedly, this contribution was a
major breakthrough in biology during the 20th century. Another remarkable
milestone in the rise of modern biology is the advent of sequencing technolo-
gies for determining the sequence of nucleotides composing a stretch of DNA
(a nucleotide in DNA, as will be shown in the next chapter, is a chemical unit
of the type A, C, G, or T). By means of this technology, biologists became
able to sequence longer and longer stretches of DNA so that in 1984 the se-
quencing of the human genome became conceivable [30] (the genome is the
entire DNA content of an organism). In 1995, these sequencing endeavors
culminated in sequencing the complete bacterial genome of H. influenza [53].
This precursor success brought forth an extensive series of similar initiatives,
most notably the sequencing of the first eukaryotic genome of S. cerevisiae
in 1996 [58], and lent more support towards the completion of the human
genome project. The human genome project was an unprecedented world-
wide collaboration that started in 1990 and its primary success, sequencing
83-84% of the human genome, was announced in 2001 [72, 135] as the first
breakthrough of the 21st century.

Presently, one speaks about the post-genomic era referring to the avail-
ability of complete genomic sequences. To date (March 2005), the pub-
lic databases contain complete genomes of more than 260 organisms (186
genomes in April 2004) and about 1000 viruses [27]. In addition, more than
1000 sequencing projects are on-going. In fact, the notion of post-genomic
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CHAPTER 1. INTRODUCTION

era goes beyond the availability of newly sequenced genomes. It extends to
cover those concepts and approaches that gradually change as more genomes
become available. In the pre-genomic era the studies were solely handling
one or few genes of a certain organism. In the post-genomic era, scientists
can perform high throughput experiments over entire gene sets of complete
genomes. It is this global view that actually characterizes the post-genomic
era. It has enabled scientists to tackle puzzling questions and, at the same
time, enabled them to emphasize or even reconsider claims that were taken
for granted in the pre-genomic era. Scrutinizing the recent literature, one
can find many examples demonstrating this revolution.

At the outset of sequencing the human genome, scientists indicated the
need to sequence genomes of other organisms, especially those that can be
experimentally manipulated in lab [115]. These organisms, known as model
organisms, included bacteria (most notably E. coli), the yeast S. cerevisiae,
the fruit fly D. melanogaster, the roundworm C. elegans, and the laboratory
mouse M. musculus. The objectives were several: (1) to represent through
these model organisms a wide range of life forms, (2) to elucidate the func-
tion of human DNA segments, such as genes, by performing experiments in
these organisms using the segments themselves (by inserting them into the
model genome) or their counterparts already existing in the model genome,
and (3) to put forward an explanation for unexpected genomic puzzles, such
as gene structure and genome organization, that have taken scientists by sur-
prise. Before finishing the human genome project, many of these genomes
became available. Accordingly, comparative sequence analysis of the human
genome with those of these model organisms has been applied as an im-
mensely valuable tool to identify regions of similarity and difference among
genomes. These comparisons have already provided critical clues about the
structure and function of many genomic segments, which, in many respects,
have helped approach the objectives. However, these model organisms, es-
pecially because they include few advanced ones, have not been able to pro-
vide enough information to satisfactorily achieve the objectives. Thus, more
genomes are being sequenced.

With the ever-increasing number of genomes becoming available, com-
parative genomics has been heralded as the next logical step towards under-
standing how genomes organize, function, replicate, and evolve. In addition
to these basic research topics, comparative genomics has already started to
play an essential role in the fields of biotechnology and pharmaceutical in-
dustries. The range of its application includes, among others, improving the
productivity of certain organisms, the design of diagnostic probes specific to a
certain kind of microbes, and the identification of potential targets (proteins
or DNA) onto which drugs can act.
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CHAPTER 1. INTRODUCTION

In the pre-genomic era, computer scientists and engineers were involved in
manipulating biological data and performing limited scale analysis including
some genome segments or isolated genes. In the post-genomic era, computer
scientists are demanded, more than before, by the biological scientific com-
munity to develop software tools that are able to cope with the shear volume
of the available data, particularly for the purpose of analyzing and comparing
completely sequenced genomes. This has given rise to computational com-
parative genomics as a growing field of bioinformatics. Giving it a definition,
computational comparative genomics is the field concerned with analyzing
genomic sequences by comparing them to one another. This field involves the
application of high-throughput computational techniques, the application of
data mining and statistical hypothesis testing, the development of novel al-
gorithms for new problems, and the re-design of traditional algorithms that
are not efficient enough for handling large scale analysis in the post-genomic
era.

1.2 This Thesis

The thesis at hand presents algorithms for large scale analysis and comparison
of genomic sequences. The algorithms presented here can be broadly divided
into two categories. The first includes algorithms that analyze large genomic
sequences based on indexing data structures. The second includes algorithms
for comparing two or more genomes.

1.2.1 The enhanced suffix arrays

For analyzing large genomic sequences, we introduce the enhanced suffix ar-
rays, an indexing data structure on which the algorithms of the first cat-
egory are based. The suffix array of a sequence S of n characters (each
character represents a nucleotide) is a table storing the starting positions of
the lexicographically-ordered suffixes of S. The suffix array was introduced
about 10 years ago [59, 100] as a more space-efficient data structure for an-
swering “on-line queries” than the suffix tree. The suffix tree is a traditional
indexing data structure that is used for a myriad of sequence analysis ap-
plications [62, 101, 137]. Although the suffix tree plays a prominent role in
algorithmics, it is not as wide spread in actual implementations of software
tools as one should expect. This is because of its large space consumption; it
takes, in the worst case, 20n bytes (20 bytes per one character of the input
sequence). The suffix array, on the other hand, requires only 4n bytes. How-
ever, since the time of its introduction, the suffix array had been thought of
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as a less efficient data structure than the suffix tree. The reasons for this were
manifold: (1) For a string S of length n, the then presented suffix array con-
struction algorithm had the time complexity of O(n logn), while the suffix
tree can be constructed in linear time. (2) The only known algorithm on the
suffix array was for answering on-line queries of the type “Is P a substring
of S?”. This algorithm had time complexity of O(m + log n), while that
algorithm based on suffix trees has time complexity of O(m), where m is the
length of P . Worse, it was not clear whether the other problems that had
already been solved using the suffix tree could also be solved using the suffix
array; and if so, how the efficiency of the suffix array based algorithms would
compare to that of their suffix tree counterparts. Although the suffix array
construction algorithms were further improved so that they became more
efficient than those that construct suffix trees, there was a lingering doubt
about the eligibility of the suffix array, as a data structure, for performing
sequence analysis tasks. Our enhanced suffix arrays have laid this doubt to
rest.

The enhanced suffix array of a sequence S is basically the suffix array of
S but enhanced with additional information (tables). With the help of these
tables, we show that every algorithm on the suffix tree can be systematically
replaced with an equivalent one on the enhanced suffix array without loss of
efficiency. That is, our algorithms have the same time complexity as those
algorithms developed for the suffix tree. To take one example, the aforemen-
tioned query of the type “Is P a substring of S?” can now be answered in
O(m) time using the enhanced suffix array. Furthermore, we present a set
of algorithms that exploit solely the properties of the enhanced suffix arrays.
Depending on the application at hand, the enhanced suffix array requires,
in practice, 5n to 7n bytes. Despite this space reduction, experimental re-
sults show that our enhanced suffix array based algorithms are not only more
space-efficient, but also many times faster than the corresponding ones based
on the suffix tree.

1.2.2 The chaining algorithms

The second category of the algorithms presented in this thesis involves those
that solve different comparative genomic tasks. These tasks include finding
homologous (similar) regions between two or multiple genomes, alignment
of two or more whole genomes, comparison of draft genomes, and mapping
cDNA sequences to genomic sequences.

The problem of comparing complete genomes was addressed after the
first bacterial genomes had become available. Before then, the comparison
tasks had involved only sets of genes or parts of genomes. For this limited
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CHAPTER 1. INTRODUCTION

scale analysis, computer scientists had presented dynamic programming algo-
rithms, including many variations, to compare genomic sequences. However,
these traditional dynamic programming algorithms, which run in time pro-
portional to the product of the lengths of the sequences, could not keep pace
with the longer genomic sequences becoming available. To overcome this
drawback that faced the newly sequenced genomes, several software tools
were (quickly) developed; some of these tools were semi-manual and the oth-
ers used either naive and/or ad-hoc approaches. These tools were neither
time-efficient nor considered robust enough to produce reliable comparisons
in general. Gradually, several improved strategies were proposed. The most
prominent one was the anchor based strategy, which was originally introduced
to speed up searching genomic databases [12, 116].

The anchor based strategy is composed of three phases:

1. Generating a set of fragments (regions of similarity) among the given
genomes.

2. Finding certain sets of non-overlapping fragments, which are called
anchors.

3. Applying standard dynamic programming technique or the same pro-
cedure recursively on the regions between the anchors.

We improve and extend the anchor based strategy in several directions:
First, for phase one, we show how to efficiently compute different kinds of
fragments using the enhanced suffix arrays. Second, for phase two, we in-
troduce our chaining algorithms to determine the anchors. Our chaining
algorithms are versatile and can be readily used for the comparison of more
than two genomic sequences. For example, for producing global alignments
of two or multiple genomes, we compute an optimal global chain of colin-
ear non-overlapping fragments, while for finding homologous local regions,
we compute significant local chains of colinear non-overlapping fragments.
Third, we introduce additional variations of the chaining algorithms. These
variations extend the anchor based strategy to perform more comparative ge-
nomics tasks, such as mapping a cDNA/EST database to genomic sequences
and comparing draft genomes.

Despite having these variations, all our chaining algorithms are optimized
using techniques from the field of computational geometry so that they run
in subquadratic time and space (in terms of the number of fragments). Ex-
perimental results show that our chaining algorithms can handle millions of
fragments from two or more genomes in few minutes.
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Overall, our algorithms based on the enhanced suffix array and our chain-
ing algorithms compose an efficient tool that can compare two or multiple
genomes in few minutes; a task that took days using previous tools.

1.2.3 Publications

Parts of our contributions regarding the enhanced suffix array have been
published in [1, 2, 8]. Parts of our contribution regarding the chaining algo-
rithms have been published in [3, 4, 6]. The implementation of our algorithms
and the system that integrates them have been published in [5]. Moreover,
two book chapters will appear in the Handbook of Computational Molecular
Biology [7, 113].

It is worth mentioning that our published data structures and algorithms
have recently been used in various software tools, such as e2g [88], PROBE-
mer [49], EMAGEN [46], and PoSSuM [20].

1.2.4 Implementations

The enhanced suffix array and the fragment generation algorithms are im-
plemented within the module Multimat of the Vmatch package [90] and the
chaining algorithms are implemented in the software system CHAINER [5].
The system also integrates the fragment generation algorithms and the chain-
ing algorithms to solve versatile comparative genomics tasks. The software
system CHAINER will be described in detail within this thesis. Our algo-
rithms are available for free for educational and academic purposes.

1.2.5 Thesis Organization

In the following chapter, we will introduce the basic notions and concepts of
genomics–the field of biological science dealing with complete genomes. We
will recall the structure and organization of a genome. We will also give an
account of the basic differences between eukaryotic and prokaryotic genomes.
Furthermore, the basic concepts of genome dynamics and evolution will be
addressed. Finally, we will enumerate some of the potentials and perspectives
of comparative genomics.

In Chapter 3, we will present a survey of the software tools used in com-
paring complete genomes. In this survey, we review the computational as-
pects used in these tools, and use them as a basis for classifying the tools.
Moreover, we will mention the advantages and disadvantages of each com-
putational technique, and the scope of application where such a tool can be
best employed. A basic conclusion of this survey is that the anchor-based
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CHAPTER 1. INTRODUCTION

strategy became the state of the art technique of computational comparative
genomics, and our algorithms, presented in the remaining chapters of this
thesis, significantly contribute to improving the efficiency of this strategy
and widening its scope of applications.

In Chapter 4, we will present our enhanced suffix arrays. In this chapter,
we will first recall the basic notions and definitions of the related suffix tree
and the original suffix array (without enhancement). Then we will introduce
the enhanced suffix array. We will explore its properties, and show how some
problems can be solved by solely exploiting these properties. Moreover, we
will show how any problem solved using the suffix tree can also be solved
using the corresponding enhanced suffix array in the same time and space
complexity. Finally, we will prove by experiments that the enhanced suffix
array is not only of theoretical interest but also efficient in practice, and even
superior to the suffix tree for handling large genomic data.

Chapter 5 presents our chaining algorithms. The chaining algorithms con-
tribute to the second phase of the anchor-based strategy. In this chapter, we
will show how our chaining algorithms can be used in solving the global align-
ment problem, and the local alignment problem for large genomes. Moreover,
we will present a number of variations that can be used to solve other prob-
lems, such as comparing draft genomes and mapping cDNA/EST (a kind of
genomic sequences presented in this chapter) to a genomic sequence.

Finally, Chapter 6 presents our software system CHAINER. In this chap-
ter, we show how the algorithms of Chapters 4 and 5 can be integrated in
a single software system. We will demonstrate how this system is used to
compare two or multiple genomes, to detect genome rearrangements such as
inversions, transpositions, and translocations. We will present the modes of
comparing draft genomes and mapping a cDNA/EST database to a genomic
sequence. Finally, we will address the problem of estimating the system
parameters.

The concluding section of each of these chapters summarizes the results
obtained in the chapter, the related open problems, and the future work.

7





Chapter 2

The Genome

In this chapter, we give a brief overview of the basic biological concepts
and definitions required for explaining our algorithms. For a more detailed
description of the biological processes involved, we refer the interested reader
to [11, 30, 72, 73, 98, 135].

2.1 DNA: The molecule of life

Biologists divide the forms of life into two categories: cellular and non-
cellular. Cellular life form includes all living organisms composed of cells.
Non-cellular life forms, namely viruses, are merely genetic information sur-
rounded by a protein coat. Viruses, by most definitions, are not alive because
they neither self-reproduce nor metabolize. Cellular organisms are classified
according to the cell type into eukaryotes and prokaryotes. A eukaryotic cell is
distinguished from a prokaryotic one by the existence of membrane-bounded
compartments (organelles) such as nucleus, mitochondrion, and chloroplast.
A prokaryotic cell is simply molecules surrounded by a cell wall, and lacks
these extensive internal membrane-bounded compartments. While eukary-
otes are classified into four basic kingdoms: animals, plants, protozoa, and
fungi, prokaryotes are classified into only two kingdoms: bacteria and archae.

Every organism possesses a genome that encodes the biological informa-
tion needed for its existence and reproduction. The genomes of all organisms
that belong to the cellular life form, including the human genome, are made
up of DNA (Deoxyribonucleic Acid). Genomes of many viruses, however,
are made up of RNA (Ribonucleic Acid). A DNA molecule consists of two
strands that wrap around each other to resemble a twisted ladder, a struc-
ture that is called the double helix, see Figure 2.1. Each strand is a polymeric
molecule made up of a linearly arranged chain of monomeric subunits called
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Figure 2.1: The structure of DNA. Each nucleotide is composed of a sugar

(S), a phosphate group (P), and a nitrogenous base of the type A, C, G, or

T. (Figure is redrawn from the National Health Museum Graphics Gallery,

http://www.accessexcellence.org/AB/GG.)

nucleotides. Each nucleotide is composed of deoxyribose sugar, a phosphate
group, and a nitrogenous base. A nucleotide is specified by the nitrogenous
base it contains. DNA contains four types of nitrogenous bases: adenine (A),
thymine (T), cytosine (C), and guanine (G). The particular linear order in
which the nucleotides are arranged is called the DNA sequence; this sequence
specifies the exact genetic instructions required to produce a particular or-
ganism and maintain its own unique traits. The two strands of the DNA are
complementary to each other. From one end to the other, every C in one
strand meets G in the second, and every A meets T, and vice versa. The
two DNA strands are held together by bonds joining every base to its com-
plementary one on the opposite strand, this bonding forms base pairs (bp).
As shown in Figure 2.1, the two ends of a strand are chemically distinct:
one end has a phosphate group and the other has a sugar. The information
encoded on one strand is chemically uni-direction: it streams (processed by
the enzymes that function on the DNA) in the phosphate-to-sugar direction.
This implies that the information flows on the other strand in the reverse
direction. Therefore, one of the strands is called forward or positive and the
other is called opposite, reverse complement, or minus strand.
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Genome size is usually stated as the total number of base pairs (bp); the
human genome, for instance, contains roughly 3 billion bp. This base pairing
has two implications: First, it stabilizes the physical structure of the double
helix. Second, it makes it possible to produce exact copies of a master DNA
sequence. The initial step in this copying process is that the two strands
unwind and separate. Then each strand works as a template that directs the
synthesis of a new complementary strand; where the free nucleotides in the
medium are chained one after another in the new strand according to the
complementary bases in the parent strand. Note that the replicating strands
elongate in opposite directions to each other (the replicating enzymes work
only in the phosphate-to-sugar direction). By means of this mechanism,
the whole genome of a parent cell replicates to two genomes (exact copies)
whenever the cell undergoes meiotic division. Each child cell receives one of
these genomes.

RNA is also a polymeric molecule but it is single-stranded. RNA nu-
cleotides are made up of ribose sugar, and have the same nitrogenous bases
as DNA except that the thymine (T) is replaced with uracil (U). RNA can
also form base pairs: the base A pairs with U and G pairs with C. But this
pairing is intramolecular resulting in folded structures. This structure di-
rectly influences the activity of the RNA molecule. RNA molecules exist
also in genomes of prokaryotes and eukaryotes, but they are not part of the
genome. We will see soon that they are themselves encoded on the DNA
genome and expressed as genes that play various roles in the cell.

2.2 Structure of eukaryotic genomes

2.2.1 Overview

A eukaryotic genome is distributed over three organelles: nucleus, mitochon-
drion, and chloroplast. The part of the genome that settles in the nucleus
is called nuclear genome and the other parts outside the nucleus are called
organelle (mitochondria/chloroplasts) genomes. The chloroplast genome ex-
ists only in plants and photosynthetic organisms. The nuclear genome is
the basic genome, while the organelle genomes are much smaller and encode
very few genes. The human mitochondrial genome, for example, has 16568
bp, which is a very small number compared to the 3 billion bp of the nuclear
genome. Because of the similarity of organelle genomes to bacterial genomes,
it is widely believed that both mitochondria and chloroplasts have evolved
from bacteria (rickettsia in case of mitochondria and cyanobacteria in case
of chloroplasts) living within their eukaryotic host cells at the very earliest
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stages of evolution. This is postulated by what is known as the endosymbiont
theory. The following discussion handles basically the nuclear genome.

The genome size varies significantly in different eukaryotes. The smallest
studied eukaryotic genome is less than 10 million bp and the largest studied
one is over 100 billion bp. Generally, the genome size increases with the
complexity of the organism. The simplest eukaryotes, such as the fungi in
the protozoa kingdom, have the smallest genomes, while the higher ones,
such as vertebrates and plants, have the largest ones. Nevertheless, some
surprising cases have been discovered. For example, the human genome (3
billion bp) contains at least 250 times more DNA than the yeast genome
(12 million bases), but it is much smaller than that of the Amoeba dubia
(200 billion bp), which is also a protozoan unicellular creature as simple as
yeast. In the pre-genomic era, this was looked on as a bit of puzzle. By
sequencing projects, it turned out that these large genomes contain a large
amount of repetitions; which suggests that repeats have undergone a massive
proliferation in the genomes of certain species (repeats will be addressed later
in this chapter).

2.2.2 Chromosomes

The nuclear genome is split into many units called chromosomes; all eu-
karyotes that have been studied so far have at least two chromosomes. The
human nuclear genome of somatic cells, for example, contains 46 chromo-
somes: 2 sex chromosomes (X and Y), and 22 pairs of homologous (similar)
autosome chromosomes (one copy of the pair is maternal and the other is
paternal); i.e., there are 24 distinct chromosomes. Human chromosomes are
not of equal sizes: the smallest one is chromosome 21 (45 million bp), and
the largest one is chromosome 1 (279 million bp). The number of chromo-
somes differs significantly in different organisms, and it appears to be neither
related to the organism complexity nor to the genome size. For example, the
yeast has 16 chromosomes while the fruit fly has only 4, and some salaman-
ders have genomes 30 times bigger than that of humans but with half the
number of chromosomes.

Chromosomes are much shorter than the DNA they contain: the DNA
molecule of an average human chromosome is about 5 cm long. Therefore,
the DNA must be packaged into a tiny space. This is achieved by a packaging
system, where the DNA molecule is wound around DNA-binding proteins,
called histones. After many levels of packaging, the DNA-molecule is even-
tually fit into its cytologically visible unit: the chromosome; see Figure 2.2.
It is now known that the nature of this packaging has a direct influence on
the processes involved in the genome activity. This piece of knowledge is
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Figure 2.2: The structure of a chromosome. The shown chromosomal structure is
what appears during the cell division. It is, in fact, two chromosomes held together
at the centromere after the replication takes place. One arm of this structure is
called chromatid. (Figure is redrawn from National Health Museum Graphics
Gallery, http://www.accessexcellence.org/AB/GG.)

believed to add new insights into the emerging theory of gene regulation.

During the cell division, a eukaryotic chromosome is seen to be composed
of three parts: centromere, telomere, and the regions in between. These
parts are shown in Figure 2.2. The centromere is the region, usually near
the middle of a chromosome, at which the replicated chromosome are held
together during the cell division. The centromere region is rich in repeated
sequences and surprisingly contains a few centromere-specific genes. This is
in contrast to what was thought in the pre-genomic era that the centromere
is genetically inactive. The telomere denotes the regions occurring at the ter-
minals of a chromosome. These regions are rich in repeat and play the role of
a marker to distinguish a real chromosome end from those that result from
chromosome breakage (chromosome breakage can occur, for example, dur-
ing cell division when chromosomes exchange segments). That is, telomeres
protect the terminals and prevent illegitimate chromosomal fusion/fission
events. The remaining parts of the chromosome encode the main genetic
information.
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2.2.3 Genes

Gene structure

Each chromosome hosts a set of linearly arranged genes. Back in the early
days of genetics, genes were defined as the basic physical and functional units
of heredity. Today, genes are defined as the segments of the genome coding
for an RNA and/or proteins. Accordingly, there are two types of genes:
coding and non-coding genes. Coding genes are first transcribed to RNA and
eventually translated to proteins, in two processes called transcription and
translation, respectively. A protein is a polymeric molecule made up of a
chain of amino acids. Proteins form the key structural elements of the cells
and participate in almost all cellular activities. Non-coding genes are also
transcribed to RNA but not translated to proteins, i.e., their end products
are other RNA molecules, such as tRNA and rRNA. Although these non-
coding genes are not translated to proteins, they play various essential roles
in the cell: tRNA and rRNA, for example, are essential molecules for the
synthesis of proteins. Unless stated otherwise, we will use the term gene to
mean the coding genes.

One of the basic features of eukaryotic genomes is its gene structure.
Mostly, genes of eukaryotes are not a continuous stream of nucleotides.
Rather, the biological information is interrupted by segments that have so
far no known function; such segments are called introns. The coding seg-
ments are called exons; see Figure 2.3. In other words, the gene is divided
into a series of the coding exons separated by the non-coding introns. In the
human genome, the shortest exon found is of length 12 bp, while the longest
one is of length 17106 bp. The average number of exons in a human gene
was found to be 9 and the highest number of exons is 178. These 178 ex-
ons compose the muscle protein called titin, which is also the largest human
gene at 80780 bp (without introns). One of the striking facts revealed by
the human genome project is that as little as 1.5% of the human genome
is made up of exons. The introns, on the other hand, are so long that the
genes, introns plus exons, cover about one third of the genome length. The
gene of the largest coverage found so far is the dystrophin gene, which is
composed of 79 exons and spans nearly 2.4 Mbp. The remaining two thirds
are intergenic regions that are of unkown function and rich in repeated DNA.
These figures, despite being surprising, have given an answer to the puzzle
why the number of genes, which is a measure of the organism complexity, is
not precisely correlated with the genome size.
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Gene expression

The series of events by which the biological information carried by a gene is
released and made available to the cell in the form of RNA or protein is called
gene expression. The key events of gene expression are transcription followed
by translation, “DNA makes RNA makes protein”. These two events form
what is known as the central dogma of molecular biology, see Figure 2.3. This
expression process exists in all living organisms but the details in eukaryotic
organisms are different from that in prokaryotic ones.

In the transcription process, an active gene is transcribed to a precur-
sor messenger RNA molecule, known as pre-mRNA. This transcription is a
template-dependent process that synthesizes a pre-mRNA molecule from a
template DNA. This process is similar to DNA replication, but with two dif-
ferences: First, the adenine (A) in the DNA template pairs with uracil (U) in
the pre-mRNA. This is because RNAs do not contain thymine (T). Second,
the transcription does not include the whole genome, but only the region
containing the gene. Such a region, bounding the start and end positions
of the transcription, is referred to as reading frame. Note that the genes on
the opposite strand are transcribed in the reverse direction. After the tran-
scription, the introns are excised out from the pre-mRNA in a process called
splicing. This produces a messenger RNA molecule, known as mRNA. The
mRNA then works as a blueprint to guide the synthesis of a target protein;
see Figure 2.3 (left).

The sequence of nucleotides in mRNA determines the sequence of amino
acids in the target protein. Every sequence of three nucleotides, called a
codon, corresponds to one amino acid; UUU, for example, codes for the amino
acid phenylalanine. The collection of these codons, called genetic code, is al-
most universal in all species; only a very few minor variations in the code
exist. Because the number of all possible codons, drawn from alphabet of
size 4, is 64, while there are only 20 amino acids in proteins of living cells,
there is some redundancy in the code. That is, more than one codon can cor-
respond to the same amino acid; both UUU and UUC, for example, code for
phenylalanine. In many respects, this redundancy is beneficial to the organ-
ism: First, it allows some flexibility in nucleotide sequence to accommodate
the packaging system features and base composition preferences (the bias of
using a certain codon for one amino acid in certain species). Second, it rep-
resents a protection against errors occurring in the transcription or against
any damage occurring to the DNA and/or mRNA molecule.

One reading frame or one gene does not always code for one protein. By
a process called alternative splicing, a subset of exons can be chosen to be
spliced in and translated to a target protein; see Figure 2.3. This alternative
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Figure 2.3: Gene expression. Left: Before splicing, the terminals of pre-
mRNA are protected from degradation by adding an RNA cap and a poly(A)
tail. Right: some possible combinations of the alternative splicing over the
first three exons of an mRNA molecule. Other possibilities (not shown in the
figure) include skipping more than one exon and skipping a part of an exon.
(The left figure is redrawn from National Health Museum Graphics Gallery,
http://www.accessexcellence.org/AB/GG.)

splicing is advantageous in that it increases the number of produced proteins,
by taking different combinations, without increasing the genetic material. In
the pre-genomic era, the number of human genes was though to be nearly
the same as the number of proteins, which is estimated to lie between 80000
and 100000. By the sequencing of the human genome, this estimate has been
decreased to range between 30000 and 40000, which suggests that alternative
splicing is more prevalent than was originally appreciated.

Alternative splicing is not the only mechanism that causes variations in
the gene products. In another mechanism, called RNA editing, certain en-
zymes and other proteins collaborate to modify the mRNA molecule. In the
human intestinal cells, for example, a certain enzyme and specific proteins
bind to the mRNA at a certain position. The binding enzyme converts the
cytosine (C) at this position into uracil (U), which changes the codon CAA ex-
isting at the modification site into UAA. The codon UAA is a stop codon that
causes the translation process to terminate. As a result, a truncated protein
is produced. In fact, this example, although not common, demonstrates
the fact that gene expression is a very complicated process that involves,
depending on the cell specialty, the activity of many other molecules, such as
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enzymes. These molecules control the whole process and are able to perform
chemical, physical, and structural modifications in the mRNA as well as in
the translated proteins.

In the post-genomic era, the term genome expression has appeared. Genome
expression is the series of events by which the biological information car-
ried by the whole genome is released and made available to the cell. The
mRNA content of a cell is called the transcriptom and the protein content
is called proteom. Transcriptomics and proteomics are the fields concerned
with studying and analyzing the transcriptom and the proteom respectively.
These studies are of increasing importance because they help to elucidate
the function of genes and help to increase our understanding of how genes
interact in response to changes in the state of a cell; a primary step towards
a general model of the whole cell.

Gene distribution

The unraveled DNA sequences of the human genome and other eukaryotes
show that the genes are not uniformly distributed along the genome: some
regions are more dense in genes than the others. The regions with high gene-
density were found to be rich in the nucleotides G and C, while the others are
rich in A and T. Regarding the functional relatedness, the genes strikingly
seem to be randomly distributed. It is still hotly debated whether a set of
co-expressed genes map to random locations or, instead, they resolve to a
cluster. Furthermore, intensive research is currently ongoing to investigate
gene distribution regarding not only functional relations but also structural
constraints. However, it is too early to reach a definite conclusion. This
is because not all genes are discovered yet and a significant portion of the
predicted genes are still of unknown function. In addition, the number of
available eukaryotic genomes is not large enough to definitely accept or reject
a hypothesis. Another notion in studying gene distribution is gene families.
A gene family is a group of genes of identical or similar sequences (this
suggests they are very likely to have the same function). One example is the
ribosomal RNA (rRNA) genes which exist in many copies clustered together
on human chromosome 1. These genes are thought to be evolved as a result of
duplication events influenced by the need of the eukaryotic cell to have more
rRNA. Some gene families do not exist in clusters, rather they are dispersed
around the genome. For example, the gene for aldolos, an enzyme involved
in energy generation, is located on human chromosomes 3, 9, 10, 16, 17.
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2.2.4 Intergenic regions

Intergenic regions are the parts of the genome that lie between genes. The
intergenic regions studied so far contain many types of segments: regulatory
elements, pseudogenes, gene fragments, repeated sequences, and sequences of
unknown origin and function.

Regulatory elements are segments of the genome occurring upstream of a
gene or a set of genes and are necessary for their transcription. Specifically,
the regulatory elements function as recognition sites for the DNA-binding
proteins involved in gene expression. Although the regulatory elements are
important to locate in the genome, their sizes are actually too small (a few
base pairs) to account for when exploring the whole intergenic region of
eukaryotes.

A pseudogene is a non-functional segment of the genome that is very
similar to a known gene or has the same characteristics as genes in general.
There are two types of pseudogenes: conventional pseudogenes and processed
pseudogenes. Conventional pseudogenes were active genes but they have un-
dergone a series of mutations that made them non-functional. Processed
pseudogenes are not a result of evolutionary decay but a result of an abnor-
mal gene expression, where an mRNA was re-inserted in the genome. The
processed pseudogenes are also inactive because they lack the regulatory el-
ements and other structures necessary for their expression.

Gene fragments are short segments of genes. Like the pseudogenes, gene
fragments are also non-functional. The remaining segments of the intergenic
regions are sequences of unknown function and repeats. It is estimated that
about two thirds of the human genome is intergenic regions, most of them
include repeats that compose approximately 50% of the whole genome.

Repeats

The completion of several sequencing projects not only revealed the fact that
a considerable portion of a genome is composed of repeats, but also enabled
biologists to figure out a classification scheme for these repeats. Generally,
the repeats are classified according to their relative position, size, and con-
tent. If the repeated units are occurring adjacent to each other, then they are
called tandem repeats, otherwise they are called dispersed repeats. Tandemly
repeated DNA is further classified into two categories: simple sequence rep-
etitions (relatively short sequences such as micro, mini, and macrosatellites)
and larger ones, which are called blocks of tandemly repeated segments. The
role of tandem repeats is not unraveled. However, some of them are asso-
ciated with many clinical and forensic studies. For example, the varying
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repeat number of minisatellites among individuals presents genetic markers,
referred to as Variable Number Tandem Repeats (VNTR), that yield DNA
fingerprints. As for microsatellites, disorders in the number of units have
been shown to be associated with many genetic disorders such as Hunting-
ton’s disease and myotonic muscular dystrophy. Tandemly repeated DNA is
a common feature of eukaryotes and much less frequent in prokaryotes.

Dispersed repetitions vary in size and content and fall into two basic cat-
egories: genome-wide interspersed repeats and large segmental duplications.
Genome-wide interspersed repeats are believed to be derived from transpos-
able elements (mobile DNA segments) and they are accordingly classified into
two classes: The first contains those repeats that were transposed via RNA
intermediates. These repeats are known as retroelements and they include
three types: SINEs (short interspersed nuclear elements) of about 300 bp,
LINEs (long interspersed nuclear elements) of about 6000 bp, and LTRs (long
terminal repeats) of about 7000 bp. Such repeats are abundant in eukaryotic
genomes but have not been found in prokaryotes. The second class includes
those repeats that proliferated without RNA intermediates; these repeats are
known as the DNA transposons. In eukaryotes, DNA transposons are not so
frequent but they are common in prokaryotes.

Segmental duplications include larger segments duplicated and copied
to different locations of the genome, these segments can reach a length of
200 Kbp. Segmental duplications can be classified as chromosome-specific
(the repeat copies occur within the same chromosome) and interchromoso-
mal (the repeat copies are interspersed within different chromosomes). These
large segmental duplications are thought to be a key event in the evolution of
genomes. However, the ancient duplicated segments are difficult to detect be-
cause of the accumulation of mutations, the occurrence of other interspersed
repeats, and rearrangement events; mutations and rearrangements will be
introduced in Section 2.4. Note that if these segments are adjacent to each
other, then they are called large tandem blocks.

The repeat content varies from one organism to another. Repeats com-
prise 50% of the 3 billion bp of the human genome, 11% of the mustard
weed genome, 7% of the worm genome, and 3% of the fruit fly genome [72].
Moreover, the different types of repeats occur in different amounts in the
genome of an organism. In the human genome, for example, the total size of
interspersed repeats is approximately 1400 million bp (≈ 45% of the whole
genome), while that of microsatellites is about 90 million bp (≈ 0.03%).
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2.3 Structure of prokaryotic genomes

2.3.1 Overview

Prokaryotic genomes are, in general, smaller than eukaryotic ones. They
range from 0.58 million bp in M. genetalium up to 30 million bp in B. mega-
terium. In prokaryotes, there is usually one large unit, the basic chromosome,
and many other smaller units, known as plasmids. Plasmids can carry genes
not necessary to the bacteria. This has an application for biotechnology
where genes of interest are reproduced by inserting them into plasmids.

2.3.2 The main genome

Initially, it was thought that all prokaryotic genomes have circular genomes,
biased by the intensive study of the bacteria E. coli. However, linear genomes
are being found in increasing number. The bacteria Borrelia and Strep-
tomyces are examples of prokaryotes possessing linear genomes. Like the
eukaryotic genomes, the DNA molecule of prokaryotes must be packaged to
fit into the prokaryotic cell. The packaging is achieved by super-coiling the
circular genome, mediated and stabilized by certain enzymes (little is known
about the packaging of the linear prokaryotic chromosomes). This packaging
is also believed to play an essential role in gene regulation. A prokaryotic
circular chromosome can also be divided topologically into three parts: the
origin of replication (where the DNA replication begins), the terminus of
replication (where the replication ends), and the region in between that en-
codes the genetic information. In normal cases, the origin has a symmetric
position to that of the terminus on the circular chromosome.

2.3.3 Genes

Prokaryotic genes have a less complicated structure than eukaryotic genes.
They contain few or no introns. Moreover, they are usually shorter than
their counterparts in eukaryotes, even after the introns of the eukaryotic
gene are excised. An interesting feature of the prokaryotic genomes is their
gene distribution. The genes involved in a single biochemical pathway and
expressed in conjunction with one another usually occur adjacent to each
other; an organization that is called operon. The operons, fortunately, have
helped to predict many genes and infer their functions.
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2.3.4 Intergenic regions

Genomes of prokaryotes are more compact than those of eukaryotes. The
intergenic regions are very short; in E. coli some genes are separated by only
one nucleotide. The repeat content is small with limited variablity; tandem
repeats are not common and most of the repeats are transposons.

2.4 Genome dynamics and evolution

Genomes are dynamic entities that undergo alteration over time. Genome
alterations can be divided into two types: small- and large-scale alterations.
The former are called mutations and the latter are called rearrangements
(rearrangement events are also called chromosomal mutations).

A mutation is a small change in the nucleotide sequence of a DNA
molecule. There are several kinds of mutations:

• substitution, where one nucleotide is replaced with one another.

• insertion, where one or few nucleotides are inserted.

• deletion, where one or few nucleotides are deleted.

• short tandem duplication, where one or few nucleotides are duplicated.
The mechanism responsible for short tandem duplications is called
replication slippage, and is believed to be responsible for the evolution
of microsatellites.

Mutations take place because of errors during the replication of DNA or
as a result of external effects such as chemicals and radiation. Figure 2.4
shows examples of these kinds of mutations.

A rearrangement changes large segments of the DNA molecule. There
are several kinds of rearrangement events (see Figure 2.5):

• duplication, where a segment of the genome is duplicated.

• segmental deletion, where a part of the genome is deleted.

• segmental insertion, where a DNA segment is inserted in the genome.

• transposition, where a segment of a genome moves to another place in
the same chromosome.
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Figure 2.4: Mutations.

• translocation, where a segment exchanges position with another seg-
ment in a different chromosome (this mutual exchange of segments is
called reciprocal translocation and usually occurs at the terminals of
the chromosomes) or a segment moves to a different chromosome.

• chromosome fusion, where two chromosomes are fused together.

• chromosome fission, where one chromosome is split into two chromo-
somes.

Rearrangements take place by a process called recombination. Unlike what
happens in mutation, recombination is a cellular process that is carried out
and regulated by enzymes and other proteins.

It is worth mentioning that transposable elements utilizes recombination
to move around the genome. Transposable elements can move in cut-and-
paste fashion where the segment containing them is cut and re-inserted some-
where else in the genome, or in copy-and-paste fashion where a copy of them is
produced and inserted in other parts of the genome. Transposable elements
moving in the former fashion cause transpositions, while those moving in
the latter fashion cause repetitions and they are believed to be the principal
cause for the large repeat content in eukaryotes.

Recently, it has been shown that there is an association between repeated
segments and rearrangements. In prokaryotes, it has been shown that direct
repeats can induce recombination resulting in a translocation and/or dupli-
cation, and reverse repeats can cause inversions. In eukaryotes, it is currently
believed that repeats, especially those originated from transposable elements,
played an intriguing role in genome rearrangements, and intensive research is
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ongoing. Of course, these rearrangements can be observed only by comparing
genomes of organisms from the same or different species.

2.5 Comparative genomics and perspectives

Sequencing a genome is not an ultimate in itself. A major task, however, is to
understand the genomic sequence. For some time, scientists thought that the
genomic sequence of an organism would directly present a complete picture
of its biological system. However, the genome sequences have revealed how
extreme the gap between our thought and reality is. Of about 4300 genes
of the most intensively studied bacterium E. coli, for example, about 38% of
the genes (reading frames) remained of unknown function. For the human
genome, the exact number of genes is still unknown, and 50% of the located
genes are of unknown function. To close this gap, it became clear that many
genomes of different organisms have to be sequenced and compared to each
other. Computational comparative genomics holds much promise in this
respect because it identifies the regions of similarity and difference among
the sequences. In the remaining part of this section, we point out some of
its current applications and some future perspectives.

The first step when sequencing a genome is to identify sequence features,
such as G+C content of its regions, and to segment the genome into its
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structural units, such as genes, repeats, and regulatory elements. Then one
attempts to assign a function to each structural unit and tries to infer its
origin. The first step is known as genome annotation, while the second is
known as functional genomics. Comparative genomics is a powerful tech-
nique for both genome annotation and functional genomics. If one compares
genomes of two related organisms and a segment is identified, for example,
as an exon in one sequence, then a similar segment in the other genome is
a potential exon as well. Because similar sequences are very likely to have
the same function, it implies that if the function of a segment is known in
one genome, then it can be assigned, with a high degree of certainty, to the
similar segment in the other. That is, this comparison not only speeds up an-
notating the new genomes, but also enables to assign functions to their DNA
segments. To take one example, 46% of the 6200 yeast genes have sequence
similarity to predicted human genes. This suggests that these proteins are
required for “housekeeping” functions, such as metabolism, and the genes
existing in other organisms but not in the yeast are hypothesized to be those
that distinguish the unicellular life form from the multi-cellular one.

For eukaryotic genomes, comparative genomics is expected to put forward
an explanation to the complicated gene structure and the existence of large
intergenic regions. The rationale is that coding regions of closely related
organisms are relatively well preserved, while non-coding regions tend to show
varying degrees of conservation (occurrence in different genomes). Therefore,
the exons can be located with high precision, and the function and origin
of such non-coding regions can be revealed by tracing them in genomes of
different organisms.

For prokaryotic genomes, identifying the genomic differences between dif-
ferent bacteria, can unveil the strain-specific sequences responsible for giving
each bacteria its own traits. If a certain strain of bacterium is, for exam-
ple, pathogenic and another is not, then this approach makes it possible
to develop diagnostic probes specific to this strain. Furthermore, it makes
it also possible to design drugs acting on the unique targets (DNA or pro-
teins) specific to this pathogenic strain. Another application of interest for
biotechnology is to increase the productivity of a certain (micro) organism
that produces a certain substance, e.g., methane. By comparing the genome
of this organism to others which are deprived of this feature, one can identify
the genes and the regulatory elements responsible for this unique process.
Then these specific segments and genes can be genetically processed to in-
crease the productivity of the organism.

For human health, hypothesized disease-related genes and segments in
the human genome can be mapped to the corresponding ones in genomes of
other organisms, where they can be tested and genetically manipulated. For

24



CHAPTER 2. THE GENOME

example, about 50% of the human disease-related genes identified so far were
found to be conserved in Drosophila. Subsequently, the Drosophila genetics
has focused on these candidate genes to understand their role and to develop
treatment of such diseases.

For evolutionary studies, identifying the regions of similarity and differ-
ence in two or more genomes is the first step towards understanding the
mechanisms responsible for rearrangement events and their underlying func-
tional and structural constraints. Moreover, it will be interesting to address
questions such as “what is the minimum genome content?”, i.e., what is the
minimum number of genes to have a living cell? For a certain species, one can
also ask: “what is the minimal set of genes necessary to make an organism
belong to this species?”.
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Chapter 3

Comparative Genomics Tools:
A Survey

The last few years have witnessed the emergence of software tools that are
able to handle complete genomes. At first glance, it seems that many of these
tools perform the same comparative genomic task, which is roughly referred
to as genome alignment. In actuality, most of the tools were developed to
carry out specific tasks, e.g., for detecting exons, for detecting rearrangement
events, or for figuring out single nucleotide changes in different bacterial
strains. For non-experts, each of these tools seems to have developed its
own methodology. However, most of the tools follow the same strategy,
but the details are different and usually adapted to the task at hand. This
situation has motivated us to present a classification scheme for these tools
based on the underlying computational technique, and to shed light on the
background application that caused this differentiation. We would like to
draw attention to the fact that many of these tools appeared in the time we
published our work, and some more recent tools actually made use of our
earlier results, especially those concerning the enhanced suffix arrays. We
hope that this part of the thesis will help the reader to have a comprehensive
and comparative overview of the tools developed until now, to make the
most of them, and to evaluate our contribution to the problem of comparing
genomic sequences.

This chapter is organized as follows. The next section presents the basic
algorithms of sequence alignment on the character level, and discusses why
these algorithms are not suitable to apply for comparing whole genomes.
In Section 3.2, we outline the basic techniques used in software tools for
comparing genomic sequences. From this section, it will be clear that the
anchor-based strategy became the state of the art method in comparing ge-
nomic sequences. In section 3.3, we focus on this strategy and examine in
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detail the techniques used in the anchor based strategy. Section 3.4 reviews
each of the current software tools and outlines the underlying algorithms.
Sections 3.5 and 3.5.3 handle some issues related to the anchor based strat-
egy, namely the choice of the parameters and the multiple genome alignment.
Section 3.6 contains a summary of the chapter, the conclusions, and the open
problems.

3.1 Sequence alignment algorithms

As introduced in Chapter 2, there are three types of biological sequences:
DNAs, RNAs, and proteins. In computer science terminology, DNA is a
string over an alphabet of four characters, namely A, C, G, and T. RNA is
a string over an alphabet of four characters: A, C, G, and U. A protein is a
string over an alphabet of 20 characters corresponding to the 20 amino acids.
Let S[1 . . . n] denote a DNA string of size n characters (nucleotides). The
complement string of a DNA string is obtained by replacing every C with G, G

with C, T with A, and A with T; i.e., this replacement follows the base pairing
rule. The reverse string of S[1..n] is the string S[n]S[n−1]..S[1]. The reverse
complement of S is the complement string of S[n]S[n − 1]..S[1]. Neither
the reverse nor the complement string is of interest in molecular biology.
The reverse complement, however, is of the same importance as the DNA
string S because it represents the complementary strand of this molecule,
where biological information is also encoded. Using the genetic code, any
DNA or RNA sequence that encodes for a protein can be transformed to the
corresponding sequence of amino acids.

Biological sequence comparison became a known practice since the emer-
gence of biological sequence databases. The first databases contained short
sequences, such as genes, proteins, and RNAs. There were technical as well
as biological needs that necessitated sequence comparison. The technical
need was to avoid redundancy in the database, and the biological need was
to infer the structure and function of new sequences by comparing them to
those that already existed in the database. For example, two genes belong to
the same gene family if they have sufficiently similar sequences. (Recall the
definition of gene families from Subsection 2.2.3.) This suggests that these
two genes probably have a similar function. Furthermore, two similar genes
are very likely to be evolved from a common ancestor, and the degree of sim-
ilarity can indicate how long ago the two genes, and the organisms including
them, diverged.

At that time, two or multiple such short sequences were compared on the
character level (nucleotides in case of DNA/RNA and amino acids in case of
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proteins), and the result was delivered in terms of

1. replacements, where characters in one sequence are replaced by other
characters in the other sequence. If two characters replacing each other
are identical, then they are called a match. Otherwise, they are called
a mismatch.

2. indels, where characters are inserted/deleted in either sequence. (A
deletion in one sequence is an insertion in the other.)

In computer science terminology, character matches, mismatches, dele-
tions, insertions are referred to as edit operations, and in biology they repre-
sent the mutation events presented in Section 2.4.

Computer scientists introduced sequence alignment algorithms to effi-
ciently compare biological sequences in terms of these edit operations. If two
sequences are pre-known to be similar, then global sequence alignment is the
procedure in use. Global alignment of two sequences is a series of successive
edit operations progressing from the start of the sequences until their ends.
This alignment can be represented by writing the sequences on two lines on
the page, with replaced characters (matches/mismatches) placed in the same
column and inserted/deleted characters placed next to a gap. In Figure 3.1
(left), we show an example of aligning the two sequences ACCTTAGTGG and
ACCACCTGG. From left to right, the series of edit operations is three matches
of ACC, two insertions (deletions) of TT, a match of A, a mismatch of G/C, a
deletion (insertion) of C, and three matches of TGG.

If each of the edit operations has a certain score, then the alignment can
be scored as the summation of the edit operation scores. In the example of
Figure 3.1 (left), if a match scores 1, a mismatch scores 0, and an indel has
penalty of -1, then the score of the alignment is 4. In the literature, the
indels penalties are also referred to as gap costs.

Because the number of possible alignments is very large, one is interested
only in an alignment of highest score, which is referred to as optimal global
alignment. In an optimal alignment, the amount of characters replacing each
other (identical or similar characters) are maximized and the amount of gaps
(insertions and deletions) is minimized. In 1970, Needleman and Wunsch
[112] introduced a dynamic programming algorithm to find an optimal global
sequence alignment. The time and space complexity of their algorithm is
proportional to the product of sequence lengths.

In 1981, Smith and Waterman [127] introduced an essential modification
to the Needleman and Wunch algorithm. Instead of computing an optimal
global alignment, they computed local alignments of subsequences of the

29



CHAPTER 3. COMPARATIVE GENOMICS TOOLS: A SURVEY

S1: ACCTTAG TGG

x

S2: ACC ACCTGG

S1: TGGTTAG ACC

S2: ACC CTGGA

Figure 3.1: Left: Global alignment, where gaps correspond to indels and the 7th
character G in S1 mismatches the character C in S2; this position is marked by
the symbol x. Right: Local alignment, where the underlined region in S1 aligns
to the underlined region in S2, and the region in the rectangle in S1 aligns to the
one in rectangle in S2.

given sequences; their algorithm is, therefore, known as local sequence align-
ment. In Figure 3.1 on the right, we show two sequences that are locally
aligned. Note that the locally aligned regions are not in the same order in
the two sequences. There are three reasons that necessitate computing local
alignments: First, biologically significant regions are subregions that are sim-
ilar enough and the remaining regions are made up of unrelated sequences;
the similar regions are known in proteins, for example, as domains. Second,
insertions and deletions of any sizes are likely to be found as evolutionary
changes; this is known as domain insertions/deletions. Third, the alignable
subregions do not necessarily occur in the same order in the compared se-
quences; this corresponds to domain shuffling. Regarding the complexity,
the Smith and Waterman algorithm still takes O(n2) time; this complexity
scales up to O(nk) in case of comparing k sequences of average length n.

Undoubtedly, alignment algorithms based on dynamic programming are
invaluable tools for the analysis of short sequences. However, there are many
reasons that limit their direct use for comparing complete genomes:

• The running time of these algorithms renders them unsuitable for this
task [67, 110]). This shortcoming was first observed in the 1990’s of the
last century when the first complete genomes were sequenced [44].

• When more genomes became available, it became clear that comparing
whole genomes differs fundamentally from comparing short sequences,
such as genes and proteins. Besides mutation events, large segments of
a genome can be inserted, deleted, inverted, or change location. These
changes that occur on the segment level necessitate the introduction of
large gaps of thousands of base pairs or more. Even with the affine gap
cost models (a variant of the standard dynamic programming algorithm
that favors the extension of gaps more than matching characters in-
between and opening a new one), such large gaps are not tolerated
[82]. The reason for this is that the scoring schemes on the character
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level imply that long gaps are less likely to occur than short gaps. This
is of course true for short related sequences, but it is far from reality
for genomic sequences, in which longer gaps are often observed [82].
In other words, such gap models cannot perfectly prevent noisy regions
(regions where characters match by chance) from interrupting relatively
long gap.

• Another consequence of the large segmental insertions/deletions is that
conserved regions, such as exons, can be relatively short and flanked by
unrelated long sequences. A standard dynamic programming algorithm
on the character level can easily overlook this homology in favor of
introducing a larger gap, which is particularly true if the algorithm
employs an affine gap cost model [80].

To sum up, besides their infeasible running time, standard dynamic pro-
gramming algorithms cannot accommodate large gaps, and if they attempt
to overcome this obstacle, by using extreme parameters of the gap models,
they overlook short homologies.

All these limitations of the direct application of sequence alignment algo-
rithms motivated computer scientists to develop other methods for comparing
whole genomes. In the remaining part of this chapter, we survey and review
these methods. Moreover, we present a classification scheme of such methods
based on the underlying computational technique.

3.2 Classification scheme of the methods

To date, there are three strategies for comparing complete genomes: semi-
manual, window-based, and anchor-based. Figure 3.2 shows the three strate-
gies along with all tools that follow them.

3.2.1 The semi-manual strategy

In the semi-manual strategy, some knowledge of the genome structure is re-
quired. This knowledge is basically information about the syntenic regions
(conserved regions in the same order) of the compared genomes. Syntenic
regions between genomes can be deduced by identifying specific markers or
locations of known or predicted genes. Once these regions have been iden-
tified, the syntenic sequences and the flanking regions are separated and
aligned using standard dynamic programming, or other faster heuristic-based
programs, such as FASTA [116] or BLAST [12]. This method was the first
to be used for comparing complete genomes. To cite one example, in 1997
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LSH−ALL_PAIRS
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Figure 3.2: The basic classification scheme. Oval leaves correspond to tools able

to perform local alignments and parallelogram leaves correspond to tools able to

perform global alignments. There is no specific tool for the semi-manual strategy.

Himmelreich et al. [66] compared the two bacterial genomes of M. genitalium
and M. pneumoniae. They performed all-against-all protein comparisons and
all-against-all open reading frame (ORF) comparisons. (Recall from chap-
ter 2 that an ORF is a genomic segment that bounds a potential gene and
it is predicted in bacterial genomes using statistical methods based on the
existence of start and stop codons and on codon usage.) The highly-similar
ORFs were then separated and discrepancies in annotations (because of false
predicted ORFs) were resolved by inspection of DNA sequences (manual in-
tervention). The regions containing ORFs, which are conserved in order, are
the syntenic regions. It was found that there are six syntenic regions dividing
the genomes, w.r.t. each other, in six transposed segments.

In general, this approach can be easily implemented, but it is not suitable
for large scale analysis. A major shortcoming is the dependency on the pre-
identification of the syntenic regions, which is a challenging task even for
simple prokaryotic genomes.

3.2.2 The window-based strategy

The window-based strategy assumes that no pre-knowledge is available, and
it can be considered as a naive automation of the semi-manual strategy. This
strategy involves pairwise comparison of all windows (regions of fixed length)
of the given genomes. To speed up the process, more complicated techniques
are integrated to discard non-significant windows. Neighboring significant
windows are then joined together. Finally, an alignment on the character
level is produced for the joined windows. This strategy was implemented
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in a software tool called WABA [82] that was used for the comparison of
8 million bp of the C. briggsae genome against the 97 million bp C.elegans
genome [82]. The major drawback of this approach is the running time,
which is as high as the product of genome lengths.

3.2.3 The anchor-based strategy

The anchor based strategy is composed of three phases:

1. Generating a set of fragments (regions of similarity) among the given
genomes.

2. Finding certain sets of fragments, called the anchors, identifying syn-
tenic regions.

3. Applying a standard dynamic programming technique in the regions
within and surrounding the anchors.

The anchor-based strategy has become the strategy of choice for com-
paring complete genomes. This is because of (1) its efficiency, running in
subquaratic time, and (2) its ability to overcome the challenges facing the
traditional sequence alignment algorithms. Specifically, the hierarchal struc-
ture of this strategy allows to detect short homologies, by careful generation
of the fragments, and long gaps are naturally introduced through the second
step of identifying the anchors. These advantages will be clear as we move
forward through this chapter.

The tools that are based on the anchor based strategy can be classified
according to the computational techniques used in the first and second phase.
In the following section, we will survey and review these techniques in detail.

3.3 Techniques in the anchor-based strategy

3.3.1 Fragment generation techniques

Notions

Let Si[1 . . . ni], 1 ≤ i ≤ k, denote a string of length |Si| = ni. In our
application, Si is the DNA sequence of a genome. Si[li . . . hi] is the substring
of Si starting at position li and ending at position hi. A fragment defines a
similar region occurring in the given genomes. This region is specified by the
substrings S1[l1 . . . h1], S2[l2 . . . h2], . . . , Sk[lk . . . hk], where 1 ≤ li < hi ≤ ni

and 1 ≤ i ≤ k. If S1[l1 . . . h1] = S2[l2 . . . h2] = . . . = Sk[lk . . . hk], i.e., the
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substrings are identical, then the fragment is called exact and it is of the
type multiple exact match. If the equality S1[l1 − 1] = · · · = Sk[lk − 1] does
not hold, then the multiple exact match is called left maximal, i.e., it cannot
extend to the left in the given genomes. Similarly, if the equality S1[h1 +1] =
· · · = Sk[hk + 1] does not hold, then the multiple exact match is called
right maximal. The multiple exact match is called maximal, abbreviated
by multiMEM , if it is both left and right maximal. If we speak of two
sequences, then multiMEMs are referred to as maximal exact matches, and
they are abbreviated by MEMs. If the substrings composing a fragment
are restricted to be unique in the respective genomes, then they compose a
maximal multiple unique match, abbreviated by multiMUM . If we speak of
two sequences, then multiMUMs are referred to as maximal unique matches,
and they are abbreviated by MUMs. multiMEMs and multiMUMs will be
addressed in more detail in Chapter 4. If the length of the substrings is fixed
to a certain length, i.e., hi − li = k, then the substrings are called k-mers
and they compose a fragment of exact k letters. Unless stated otherwise, we
will use the word k-mers to mean, for short, fragments of size k. (Fragments
of exact k-mers are known in the field of string processing as q-grams, where
q = k.) If mismatches, deletions, or insertions of characters are allowed in
the substrings, i.e., S1[l1 . . . h1] ≈ S2[l2 . . . h2] ≈ · · · ≈ Sk[lk . . . hk], then we
speak of a non-exact fragment. If the length of the substrings composing the
non-exact fragments is fixed to a certain length, i.e., hi − li = k, then we call
the fragments non exact k-mers. Note that if the substrings composing a
fragment are of different lengths, then an alignment of these substrings will
contain character indels. Later in this chapter, we will discuss the advantages
and disadvantages of using each kind of fragments for comparing genomic
sequences.

In general, there are several techniques for computing fragments. How-
ever, we limit ourselves to the techniques used in comparative genomics.
These techniques include exhaustive enumeration, hashing, automata (tries),
the usage of the suffix trees, and the usage of the enhanced suffix arrays. Fig-
ure 3.3 shows the different techniques and the tools implementing them.

Exhaustive enumeration

This technique is one of the oldest techniques used to compute fragments.
It is used only in the software tool DIALIGN [106, 107] to compare protein
and relatively short DNA sequences. The basic idea is that fragments are
the result of cross-products between all substrings of the genomes involved.
In a genome of average size n, we have O(n2) substrings. Thus, for two
genomes, there are O(n4) fragments. To reduce the number of fragments,
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Figure 3.3: Fragment generation techniques and the tools using it.

the cross products can be limited to substrings of the same length. This
reduces the number of fragments to O(n3). To further reduce this number,
only substrings of maximum length l are taken into account. This makes
the number O(n2l). Even with the O(n2l) fragments, this technique is still
infeasible for comparing whole genomes.

Hashing techniques

In the hashing technique, a hash table is constructed to store the locations
of all substrings of length k in one of the genomes. The hash table can be di-
rectly used to compute exact k-mers, and non-exact k-mers of two sequences.

For computing exact k-mers, the hash-table is constructed so that its
entries contain the positions of all substrings of length k of one genome. The
hashing function for a substring S[l..l + k − 1] is

x =
l+k−1
∑

i=l

|Σ|i−lT (S[i])

where x is an integer value representing an index of the hash table, |Σ| is the
alphabet size, and T (S[i]) is a bijective function that maps each character
in the alphabet to a number in the range [0 . . . |Σ| − 1] 1. Then the second
genome is streamed against this table to locate the k-mers. More precisely,
each substring of length k of the second genome is matched against this table.

Constructing the hash table for constant k takes linear time, specifi-
cally O(n1), where n1 is the length of the first genome. Deciding whether a
query substring exists in the table takes constant time and enumerating the
matches, if any, takes time proportional to their number. Because there are
O(n2) substrings in the second genome, which is of length n2, reporting all

1This table is a direct address table, but it is usually referred to as hash table in
bioinformatics literature.
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the z k-mers takes O(n2 + z) time. Therefore, the total time complexity is
O(n1 +n2 + z). Because the space consumption increases exponentially with
k, k is usually chosen to be between 7 and 20. For whole genomes, it is ex-
pected that almost all substrings of length k occur; i.e., no entry of the hash
table would be empty. As we shall see in Section 3.4, the hashing technique,
because of its simplicity, is widely used in software tools such as WABA [82],
BLASTZ [124] (PipMaker [125]), BLAT [81], ASSIRC [136], GLASS [19],
and LSH-ALL-PAIRS [34].

The hashing-technique can also be used to compute non-exact k-mers.
There are two kinds of non-exact k-mers: The first restricts the allowed
mismatches to fixed positions of the k-mer, but the second does not. The
former kind of k-mers can be specified by a certain pattern or mask of ones
and zeros. For example, it can be required to report all 8-mers such that
the third and sixth characters are not necessary identical (do not care) in
both genomes. The respective mask is 11011011, where the ones correspond
to the locations of the identical characters, and the zeros correspond to the
locations where mismatches are allowed.

To find all k-mers according to a pre-determined mask, the hash table
is constructed so that its entries contain positions of substrings of the first
sequence S1, but the indices encode subsequences of these substrings. For a
substring of length k, the respective subsequence is made up of the d′ < k
characters that match the 1s of the mask. Let us take one example, suppose
that S1 contains the substring w = aabc at position l1. Assuming that
k = 4 and the mask is 1101, then the index corresponding to w is computed
according to the subsequence aac, and the entry next to it stores l1. After
constructing the hash-table, the second genome is streamed against it as
follows. For each substring of length k of the second genome, one constructs
the substring β, |β| = d′, containing the subsequence of characters that fit
the 1s of the mask. For example, for a substring aagc at position l2, β = aac.
If β is used as a query against the above hash table, which has an entry for
w, then the match (l1, l2, k) is obtained.

The hashing technique was used first in PatternHunter [99] to locate
non-exact k-mers according to a certain mask, and it was employed later in
a recent version of BLASTZ [124].

To find non-exact k-mers so that mismatches are allowed at any positions,
the streaming phase of the second genome has to be modified. Assume that
it is required to generate non-exact k-mers such that at most one mismatch
is allowed at any position of the k-mer. For each substring of the second
genome, every character is replaced by every other character in the alphabet
one at a time. Then the resulting substring is queried against the hash table.
In total, there are k(|Σ| − 1) +1 queries launched for each substring: one for
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the original substring and k(|Σ−1|) for the replaced characters. If more than
one mismatch is allowed in the same k-mer, then the queries are composed
by taking all combinations of all replaced characters at every two positions
of each substring.

Before moving to another fragment generation technique, it is worth men-
tioning that the hashing technique was used to compute multiMEMs [96],
when suffix trees (presented in Chapter 4) were not so popular in bioinfor-
matics. The idea was as follows. First the compared sequences are concate-
nated in a single sequence. Then a hash table is constructed for all substrings
of length k of the resulting sequence. The identical substrings (at the same
hash table entry) are checked for left maximality, i.e., the characters preceed-
ing them are examined. If they are preceeded by different characters, then
they are divided into groups according to the preceeding characters. Oth-
erwise, they are discarded because they are contained in longer substrings.
For each group the substrings are extended to the right until the characters
to the right are different. Then they are divided into subgroups according to
the succeeding characters. A cross-product is then performed between sub-
groups of different groups to report the multiMEMs, if their length is higher
than a certain threshold. The left and right extension steps are recursively
applied for substrings in the same groups. Interestingly, a similar approach
was recently used in the software tool Mauve [43] to compute multiMUMs.

Automata and tries

Automata can be used to compute exact and non-exact k-mers instead of
constructing a hash-table. Aho and Corasick [10] showed how to construct
a deterministic finite automata for a set of keys (words). The target was to
improve online string matching for bibliographic search. For a genomic se-
quence, the keys of the automaton are the set of its substrings. The locations
where these substrings occur in the sequence can be attached to the nodes
of success of the automaton. Figure 3.4 shows an example of an automaton
constructed to compute 4-mers for the string acctca. The string has the three
keys acct, cctc, and ctca. For computing k-mers, each substring of length k
of the other sequence is matched against this automaton. As we shall see in
Section 3.4, a modified version of this data structure is used in the software
tool CHAOS [33].

It is interesting to see that this automaton is nothing but a pruned non-
compact suffix tree. As will be explained in the next chapter, a non-compact
suffix tree, known as trie, has the edge labels explicitly stored with the tree,
and for each label there is an edge. (As a consequence not all the nodes
of the tree are branching.) Because the space consumption of a trie grows
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Figure 3.4: A trie of the string acctca. The keys are the substrings of length 4.

quadratically with the sequence length, it is necessary to prune it at an
appropriate depth.

Suffix trees and suffix arrays

The suffix tree is an index data structure that can compute various types
of fragments. In addition to the simple k-mers, it can be used to compute
fragments of the type MEMs and MUMs. The suffix tree enables us to
compute these fragments in linear time and space. However, its large space
consumption (20 bytes per character) has limited its usage to small and
moderate size genomes. Suffix trees had been already used in software tools,
such as MUMmer [44], before we published the enhanced suffix arrays. The
enhanced suffix array is a more space efficient data structure than the suffix
tree, and it can be also used to generate the same types of fragments with
the same time complexity. Recent software tools, such as MGA [68] and
EMAGEN [46], have recognized the advantages of the enhanced suffix arrays
and have used it to compute fragments. As will be shown in Chapter 4,
the enhanced suffix arrays currently represent the state of the art method of
generating exact fragments.

3.3.2 Anchors finding techniques

Once the fragments are generated, the second step is to determine the an-
chors. There are two basic techniques to determine the anchors: seed-and-
extend and chaining. Figure 3.5 shows a taxonomy of the anchor finding
techniques, where the nodes are labeled with the computational technique
and the leaves are the tools following this technique. More than one leaf
means that the respective tools generally follow the same concept, but the
implementation details are different and/or the tool is tuned to a certain
task.
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Figure 3.5: Taxonomy of anchor finding techniques. DP corresponds to seed

extension using a dynamic programming based algorithm, while RW corresponds

to seed extension using a random walk procedure. Oval leaves correspond to tools

able to compute local alignments and parallelogram leaves correspond to tools that

compute global alignments.

Seed-and-extend techniques

The seed and extend strategy determines an anchor by extending each frag-
ment (seed) to the left and to the right. Some tools start the extension only if
there are two fragments occurring near each other; this can be referred to as
double seed extension. The idea of double seed extension was suggested first
in Gapped-BLAST [13] for searching sequence databases, then it was used
in BLAT [81] for searching EST databases. Figure 3.6 shows how the single
and double seed extension work. More recently, a combination of the single
and double seed extension is used in the tool BLASTZ [124] for comparing
the human and mouse genomes, as we shall see in the next section. To avoid
redundancy, a seed is extended only if it belongs to no region that is a result
of an extension of another seed.

Seed extension is carried out to filter out seeds that are not part of a
homologous region, and it is usually done by applying a standard sequence
alignment algorithm (based on dynamic programming) starting from the ter-
minals of the seed. This extension continues until the score falls under a
certain user defined threshold. An extended seed whose score is less than
a certain thresholds is discarded. Another strategy for seed extension was
developed in the software tool ASSIRC [136]. ASSIRC uses a random walk
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Figure 3.6: Seed-and-extend technique. Left: single seed extension. Right: double

seed extension. The bold solid lines are the seeds. The arrows show the direction

of extension.

procedure to speed up the process, and it also stops according to a user-
defined threshold. Because the details are to some extent complex, we will
explain the idea of the random walk in the next section when handling the
program ASSIRC.

The seed and extend strategy is suitable for finding short local similar-
ities with higher sensitivity. However, to start from a single fragment and
to extend it to a large region of a genome is very time consuming. In other
words, this would be nothing but a standard dynamic programming algo-
rithm on the character level except that it starts from the seed positions in
the sequences.

Chaining techniques

Chaining techniques became the strategy of choice for large genomes. This is
because of their flexibility for various tasks, and their ability to accommodate
large gaps. A chaining algorithm does not handle one fragment (or two) at
a time. Rather, it tries to find a set of colinear non-overlapping fragments
according to certain criteria. This can be viewed as a generalization of the
seed and extend strategy. Two fragments are said to be colinear and non-
overlapping, if the end positions of one fragment is strictly before the start
positions of the second in all genomes. For constructing a global alignment,
a global chain of colinear non-overlapping fragments is constructed. This
global chain starts from the beginning of the sequences until their ends. The
fragments of the resulting global chain are the anchors that are fixed in the
final alignment. For constructing local alignments, sets of local chains of co-
linear non-overlapping fragments are computed according to certain criteria.
Each local chain of significant score (the score depends on the weight of the
chain’s fragments and the gaps between them) corresponds to a region of lo-
cal similarity, and the fragments of each local chain are the anchors for each
local alignment. In Figure 3.7, we show two sets of fragments and examples
of global and local chains.

There are exact and heuristic methods for constructing global and local
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Figure 3.7: Left: global chaining. The global chain is composed of the fragments

2, 3, 5, and 7. Right: local chaining. There are two local chains. The first is

composed of the three fragments 1, 4, and 6, and the second is composed of the

two fragments 7, and 8.

chains. In the exact methods, the chaining algorithm finds optimal chains
that maximize (minimize) a certain objective function. In the heuristic meth-
ods, the optimality of the chains is not guaranteed.

The exact chaining algorithms can be further sub-divided into two groups
according to the underlying computational paradigm/model: graph based
and geometric based. In the former paradigm, a directed acyclic graph is
constructed so that the fragments are the nodes and the edges are added
according to the colinearity and non-overlapping constraint. The edges are
weighted, for example, by the length or statistical significance of the frag-
ments. The optimal solution is then reduced to finding an optimal path in
this graph. This graph based solution, will be handled in detail in Chapter
5. Although this graph based solution is flexible, it requires O(m2) time to
find an optimal solution, where m is the number of fragments. This can be a
severe drawback if a large number of fragments has to be chained. Geometric
based algorithms make use of the geometric nature of the problem. They are
subquadratic and can handle a large number of fragments efficiently. The ge-
ometric based algorithms are the basic topic of Chapter 5, where we present
our chaining algorithms.

The heuristic methods had been used in the tools before we published our
chaining algorithms. Because the heuristics in use differ significantly from
tool to tool, each one will be addressed when handling the respective tool.
We think that there are a number of reasons why these heuristics were de-
veloped. First, the exact solutions known at that time were based either on
graph formulation or on a sophisticated technique known as sparse dynamic
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programming [50]. The former is quadratic in the number of fragments, and
the latter is very complicated to implement; although it has sub-quadratic
time complexity. Second, the exact solutions were already available for gen-
erating only global chains and it was not clear how to incorporate other
variations that are necessary for whole genome comparisons. These varia-
tions include, among others, gap constraints, local chaining, and fragments
of draft genomes. In Chapter 5, we will present our chaining algorithms,
which are geometric based but not as complicated as the sparse dynamic
programming algorithm of [50]. We will show also how to include many vari-
ations, such as the aforementioned ones, for solving versatile comparative
genomic tasks efficiently.

In Figure 3.5, we show the taxonomy of the chaining techniques. We also
show the tools following each technique. Because chaining algorithms for
multiple genomes are not used in all tools, this taxonomy takes into account
chaining algorithms for two genomes, i.e., two dimensional chaining.

3.4 The tools

Except for the software tool WABA, all the tools apply the anchor based
strategy. The software tools are not reviewed in chronological order, but
according to the relatedness of the underlying techniques.

3.4.1 WABA

WABA is the only tool that was developed using the window based strategy.
It was used for the comparison of 8 million bp of the C. briggsae genome
against the 97 million bp C.elegans genome [82]. WABA is composed of
three phases.

In the first phase, the shorter genomic sequence, C. briggsae, is called a
query and the larger one, C.elegans, is called target. The query genome is
divided into overlapping sections, each is of length 2000 bp. Then k-mers
are computed between this section and the target genome. An interesting
feature of WABA is the usage of non-exact 8-mers whose mask is 11011011.
The rationale behind choosing this mask is that the first and second positions
of codons corresponding to the same amino acid are fairly well preserved,
while the third, wobble, position is not. (Recall from Chapter 1 that the
genetic code is redundant, i.e.; multiple codons can correspond to the same
amino acid.) This feature is, of course, important if we compare coding
regions of different genomes. WABA computes these 8-mers using a hashing
technique.
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In the second phase, windows of length 5000 bp of the target genome
are compared to significant windows of the first phase. A window is consid-
ered significant if it contains 8-mers whose number is greater than a certain
threshold. For each significant window, an alignment is computed using an
algorithm based on Hidden Markov Models (HMMs). The reason for us-
ing HMMs is to make the alignment phase “at least as wobble aware” as
the fragment generation phase. In the third phase, overlapping alignments
(windows) are merged into larger alignments.

WABA was the first to consider divergence in the wobble position of
coding regions, which is important for the application of comparative exon
prediction. However, its running time, which is quadratic in the genome
sizes, renders it inefficient for comparing whole genomes. For this moderate
size task, WABA took about 12 days (on a Pentium III 450 MHz).

3.4.2 PipMaker and BLASTZ

PipMaker

PipMaker, Percentage Identity Plot Maker, is a web server developed to
deliver and visualize local alignments [125]. PipMaker can perform pre-
processing on the sequences before aligning them. This includes, among
others, formatting the input sequences and masking repeats using the pro-
gram RepeatMasker [126]. The local alignments themselves are computed
using a program called BLASTZ [124]. For post processing, PipMaker vi-
sualizes the output of BLASTZ in many forms. Among these forms is the
percentage identity plot pip, where the percentage of identical characters in
each local alignment is plotted against its position in one of the input se-
quences. PipMaker includes other options such as global chaining and single
coverage for post processing BLASTZ output. These options were added in
PipMaker to avoid duplicate matches (each position in one sequence aligns to
at most one sequence in the other sequence). Global chaining is appropriate
for regions whose homologous regions are conserved in order, while single
coverage is appropriate if the conservation in order does not hold. We will
explain both options in detail in Chapter 5. There, we will see that the single
coverage procedure is nothing but a one dimensional chaining procedure.

PipMaker was recently enhanced with a second server, MultiPipMaker
[123], that performs multiple sequence alignment. It constructs the multiple
alignment by merging the pairwise alignments between one sequence (“ref-
erence sequence”) and each of the other sequences (“secondary sequences”).
More specifically, the multiple alignment is produced in two phases: In the
first phase the reference sequence is aligned individually with each one of
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the secondary sequences using BLASTZ. The local alignments are further
processed such that each position in the reference sequence aligns with at
most one position in the secondary sequence. Afterwards, the alignments are
merged by building a matrix whose first row is the reference sequence and the
remaining rows are the secondary sequences. However, for each secondary
sequence the regions that are aligned to the reference sequence are swapped
(rearranged) in the row so that they appear according to their occurrence in
the reference sequence.

In the second phase, the above crude multiple alignment is refined, by
employing a strategy developed by Anson and Myers [14]. Briefly, this strat-
egy works by realigning each subregion of the multiple alignment. If the score
of the multiple alignment improves, then the realignment of this subregion
is fixed in the final alignment.

In fact, this algorithm computes local alignments among genomes, but
w.r.t. a reference sequence. In other words, the procedure makes it possible
to see where each region of the reference sequence aligns to the secondary
sequences. After the merging, one can identify the common regions between
all compared genomes. However, because each position in the reference se-
quence aligns with at most one position in a secondary sequence, repeated
segments in the secondary sequences cannot be represented in the multiple
alignment.

BLASTZ

BLASTZ [124] is the main computational engine of PipMaker and MultiP-
ipMaker. It is based on the hashing technique for computing fragments and
the seed-and-extend technique for finding the anchors.

The hashing technique of BLASTZ can deliver exact 8-mers and non-
exact 19-mers according to the mask 11101100110010101111. This mask
was suggested by Ma et al. [99] to increase the sensitivity when comparing
divergent sequences. To further increase the sensitivity, the authors allow an
extra “transition” (mismatch of A/G, G/A, C/T, and T/C) in any of the
identical characters of this mask. These transitions can be taken into account
while streaming the second genome against the hash table as follows. For
each character in a substring of the second genome fitted to a 1 of the mask,
a transition is done by toggling A to G, G to A, C to T, and T to C. Then for
each transition the resulting pattern is queried against the hash-table. That
is, 13 queries are launched for each substring: 1 for the original pattern and
12 for the toggled characters.

The extension of seeds is done in two phases: The first phase computes
relatively short local similarities, and it involves applying a standard dynamic
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programming algorithm to the left and to the right of a seed. The extension
terminates once the score falls under some threshold. Extended seeds that
score less than a certain threshold are discarded. The second phase attempts
to produce larger local alignments by organizing the extended seeds of the
first phase. This is done using a double-seed extension procedure as follows.
The extended seeds obtained from the first phase are used as seeds. But
the extension is initiated between each pair of seeds that are separated by
less than a certain threshold in both genomes. The extension is done in the
region separating the two seeds using the same procedure of the first phase,
but with exact 7-mers as primary seeds.

The usage of non-exact k-mers and the second phase of seed extension
was not yet implemented in the BLASTZ version published with PipMaker.
These modifications were recently suggested and integrated particularly for
comparing the human genome against the recently-finished mouse genome.
The authors of BLASTZ wrote: “an alignment program with higher sensi-
tivity”. However, the running time of BLASTZ is a major drawback. As
reported by the authors, it takes 481 days of CPU time and a half day on
a cluster of 1024 Pentium III CPUs (833 MHz). We think there are some
reasons for this: First, the number of k-mers is too large to be handled
efficiently; this caused the authors to divide the human genome into 3000
overlapping segments (each of 1.01 million bp) and the mouse genome into
one hundred segments (each of about 30 million bp). Second, there are nu-
merous long conserved regions between human and mouse genomes. The
extention that starts from a single seed using standard dynamic program-
ming, which is quadratic, can proceed all over the entire regions without
drop in the score. That is, the running time of the algorithm grows quadrat-
ically with the lengths of the conserved regions. Third, testing and extending
all pairs of extended seeds in the second phase then re-joining the divided
segments of both genomes are also tough tasks.

3.4.3 LSH-ALL-PAIRS

The program LSH-ALL-PAIRS was developed to compute local alignments
based on the seed and extend technique [34]. What basically differentiates
this tool is the usage of non-exact k-mers computed by a randomized algo-
rithm.

For every substring s of length k of each input sequence, d indices i1 . . . id
are randomly chosen. Then a hash function f(s) = (s[i1], s[i2], . . . , s[id]) is
computed. All substrings of both sequences are clustered according to the
hash function value. All pairs of substrings whose f(s) values are equal and
occur in different sequences are potential k-mers. To avoid false positives,
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each k-mer is examined before reporting it to see if the substrings composing
it are actually different by at most r characters (r, k, and d are user defined
parameters).

The extension is done by searching the regions surrounding each k-mer
(search range is 500 bp) to find a nearby similar pair separated by the same
number of characters. This is to fill the region in-between only in terms of
matches and mismatches, i.e., no gaps are allowed.

Many drawbacks of this approach can be easily identified. The selection
of seeds is randomized so that some seeds, and therefore some significant sim-
ilarities, may be missed by chance. The extension step does not allow gaps,
which is unsuitable for comparing diverged genomic sequences. Moreover,
the number of non-exact k-mers is still too large to handle large genomes.

3.4.4 ASSIRC

ASSIRC was developed to compute local alignments based on the seed and
extend technique [136]. The seeds used by ASSIRC are exact k-mers and the
extension is based on a random walk procedure.

A random walk plot is a two dimensional plot in which a sequence of
characters is represented by a series of displacement vectors. That is, each
character corresponds to a displacement vector with a certain direction and
amplitude. For example, character A corresponds to the displacement vector
1−→x (amplitude equals 1 and direction equals 0◦); the vector for C is −1−→x ,
for T is 1−→y , and for G is −1−→y . In other words, a sequence of characters is
a vector obtained by adding all displacement vectors of all characters. For
example, a sequence AAT yields the vector 2−→x + 1−→y .

Starting from a terminal of a fragment, the walk proceeds in each sequence
independently but the distance between the two displacement vectors is ex-
amined. Once the distance exceeds a certain threshold, the extension stops.
This walk is also done for the other terminal of the fragment. Finally, the
extended regions are collected and aligned using standard dynamic program-
ming. Fragments that occur in an extended region of another fragment are
not processed again.

This algorithm also depends on k-mers, whose number is too large for
large genomes. Moreover, the random walk procedure is sensitive to mis-
matches, and gaps cannot be explicitly handled.

3.4.5 DIALIGN

DIALIGN was one of the first tools that deviated from directly applying
the standard dynamic programming algorithm for sequence comparison [106,

46



CHAPTER 3. COMPARATIVE GENOMICS TOOLS: A SURVEY

107]. It is also one of the first tools that applied chaining algorithms for
processing the fragments. In fact, DIALIGN was not designed to speed up the
standard dynamic programming for comparing large sequences. Rather, it
was developed to improve the alignment quality so that the global alignment
is a series of high scoring segments other than a series of edit operations.
This feature of DIALIGN is of special importance when aligning sequences,
such as proteins, where the most relevant biological information exists in
domains.

DIALIGN uses non-exact k-mers as fragments (the authors of DIALIGN
call these fragments “gap-free fragments”.) These fragments are computed
in DIALIGN using the exhaustive technique described before. To speed up
the comparison for long sequences, only fragments of user defined maximum
length are generated. This step takes time proportional to the product of
sequence lengths. The score of a fragment is a function in the number of
identical characters, its length, and the genomic sequence sizes.

For two sequences, DIALIGN finds a global chain of colinear and non-
overlapping fragments. The chain is the alignment produced by DIALIGN;
keep in mind that the alignment in DIALIGN is a series of fragments. This
algorithm chains the fragments while they are generated, but without con-
sidering gap costs. Basically, the algorithm works in a way similar to the
standard dynamic algorithm but the score of the chain (alignment) is the
sum of fragment scores rather than edit operation scores. The chaining step
is bounded by O(n1 × n2), where n1, n2 are the genome lengths. This algo-
rithm is tailored to deal with fragments computed in such exhaustive way.
In Chapter 5, we will present a general and more efficient algorithm that
can chain fragments while being generated. Moreover, we will show how gap
costs can be efficiently incorporated.

DIALIGN can also be used for constructing a global multiple sequence
alignment. The underlying algorithm is based on generating all pairwise
alignments. Then a greedy algorithm is used to merge these alignments in a
single multiple alignment. This is done by sorting the fragments contained
in these pairwise alignments according to their score and according to the
degree of overlap with other fragments. This favors motifs (highly conserved
short regions) occurring in more than two sequences. The sorted fragments
are inserted one by one in the alignment provided that they are “consistent”
(colinear and non-overlapping with other fragments in the alignment). Non-
consistent fragments are discarded.

DIALIGN has showed success for comparing short sequences, such as
proteins and genes. The major drawback is its running time, which increases
quadratically with the genome lengths. For example, aligning six variola
genomes, each of only about 180 Kbp, did not complete after one week [36].
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This drawback was also reported in [33]. Moreover, the greedy algorithm for
constructing global sequence alignment is not flexible in the sense that once
a fragment is incorporated in the alignment, it cannot be removed regardless
of any other better combination.

3.4.6 GLASS

GLASS is a global alignment program tuned for finding conserved exons
between two sequences [19]. A potential application, therefore, is exon pre-
diction by aligning new sequences to already known sequences.

The fragments of GLASS are computed by first locating all exact 20-
mers. These exact 20-mers are then extended 12 characters to the left and
to the right using standard dynamic programming. Extended 20-mers are
then dealt with as fragments, and those that score less than a user defined
threshold are discarded. GLASS uses a greedy global chaining procedure
to determine the anchors: Fragments that are overlapping, or not colinear
with other fragments that are already fixed in the alignment, are discarded.
The same procedure is then recursively applied on the regions between the
anchors but with shorter k-mers (20, 15, 12, 9, . . . , 5). Finally, the remaining
regions are aligned using standard dynamic programming.

This program was specifically developed to align two short regions of
known synteny to identify the common exons. There are two reasons that
render it inefficient for whole genome comparison. First, the ad-hoc global
chaining step favors local similarities, which can be acceptable for comparing
short exons but not for computing global alignment. Second, the number of
k-mers is too large to be dealt with efficiently.

Experiments on the space consumption and running time of GLASS can
be found in [28, 36]. Briefly, the authors of [28] have reported that the mea-
sured running time of the program on moderate size sequences was much
higher than that of the “general purpose” alignment programs, and the au-
thors of [36] have reported that aligning two parts of 200 Kbp of two E. coli
strains required more than 25 hours (job was stopped).

3.4.7 AVID

AVID was developed to perform global sequence alignment [28]. The frag-
ments are maximal exact matches generated using the suffix tree. The anchor
finding step is done using heuristic chaining similar to the idea first adopted
in GLASS. Therefore, one can say that AVID uses another kind of fragments
to speed up the strategy of GLASS. Once the anchors are determined, the
regions between them are aligned using the same approach recursively. Then
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the remaining regions which are less than 4 Kbp are aligned using standard
dynamic programming.

Recently, AVID was extended to compute global alignment of more than
two genomes. The new module is called MAVID and it constructs the mul-
tiple alignment in a progressive way guided by a phylogenetic tree of the
compared genomes [29]. The algorithm is as follows. For a given binary phy-
logenetic tree, the leaves are annotated with the respective sequences. The
multiple alignment is constructed during a bottom-up traversal of the tree so
that the internal nodes are annotated with the multiple alignment of the se-
quences under it. For two leaves, their parent node is the pairwise alignment
of the two sequences. (AVID is used to compute the pairwise alignments.)
The multiple alignment of an internal node x, whose children are the internal
nodes u and v, is the alignment of the alignments of u and v. This is done
by generating two consensus sequences2 su and sv from the alignments of u
and v, respectively. The consensus sequences are then aligned. The resulting
alignment is used to merge the multiple alignments of u and v. Specifically,
the aligned parts between su and sv are fixed in the multiple alignment, and
the remaining parts of u and v are added afterwards if they are consistent
(non-overlapping and colinear with other segments in the alignment).

The phylogenetic tree, if not known, is constructed, along with the align-
ment, in an iterative fashion. First, an initial binary phylogenetic tree is
randomly constructed, and a multiple alignment is computed. Then the
alignment is used to infer a better tree, which in turn is used to compute
better alignments, and so on until the alignment and the tree are satisfactory.

3.4.8 CHAOS and LAGAN

CHAOS

CHAOS [33] is a program developed to find local similarities based on a local
chaining. CHAOS was first developed to speed up the anchor finding step of
DIALIGN. Later it was incorporated in an independent tool called LAGAN
[31].

CHAOS uses k-mers as fragments (the default is exact 7-mers). These
k-mers are computed using a “threaded trie” constructed for one of the se-
quences. A threaded trie in CHAOS is a pruned non-compact suffix tree
with maximum depth k, as presented before in Subsection 3.3.1, but with
the following modification. It is enhanced with “back pointers” similar to the
suffix links that will be presented in Chapter 4; i.e., for a node corresponding

2A consensus sequence of two or multiple sequences is constructed such that the sum
of pairwise alignment (similarity) scores between it and the other sequences is maximal.
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to the string aω, there is a pointer to the node corresponding to the string
ω. Then the other sequence is matched against this trie in a similar way to
the all-suffix-matching algorithm that will be presented in Chapter 4.

The chaining step is done using a heuristic chaining method. A fragment
is connected to another fragment if they are separated by less than a certain
distance in both genomes, i.e., they occur in a certain range w.r.t. each
other. The score of a chain is the sum of the fragment lengths. If there
are many possible fragments to connect, one of highest score is chosen (this
fragment can be a terminal of a chain). The set of fragments is handled using
a probabilistic data structure called skip list [119].

The following limitations can be identified. In the construction of the
chains, CHAOS has to use a search range as narrow as possible (25 base
pairs) for two reasons: First, to reduce the number of stored k-mers in the
main memory. Second, to keep reasonable chaining time. Note that CHAOS
has to scan all the fragments in the search range to find one with a highest
score. For arbitrary range search, the algorithm is quadratic. Moreover, gap
costs are not considered while building the chains.

Because of these limitations, CHAOS can be used to find short local
similarities, which can be further used as a kind of non-exact fragments.
This is how CHAOS is used in LAGAN [31].

LAGAN

LAGAN is a program developed for generating a global alignment of two
sequences [31]. LAGAN uses the local similarities generated by CHAOS
as (non-exact) fragments. Then it finds a global chain of colinear non-
overlapping fragments, which work as anchors. The global chaining is done
using the sparse dynamic programming technique of [50]. Finally, the regions
bounded by the anchors are filled using standard dynamic programming.

LAGAN is also enhanced with a module that can handle micro rearrange-
ments (rearrangements involving segments shorter than 100 Kbp) while con-
structing the global alignment [32]. This module is called Shuffle-LAGAN
and it works similar to the single coverage option of PipMaker except that
the gaps between the segments in both genomes are penalized. In Chapter 5,
we will see that the single coverage problem is nothing but a one dimensional
chaining algorithm.

LAGAN is also extended to compute global multiple alignments based
on all pairwise global alignments and a phylogenetic tree between the given
sequences. The resulting tool has the name Multi-LAGAN. Multi-LAGAN
computes the multiple alignment in two steps: First, all pairwise global align-
ments are computed. Second, a phylogenetic tree is used to decide the order
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in which the sequences are inserted in the multiple alignment. The difference
from MAVID is that (1) the tree should be pre-known, and (2) the align-
ments are merged using an anchoring technique. The anchoring technique
of Multi-LAGAN finds a global chain of colinear non-overlapping anchors
between two multiple alignments. This works as follows. Assume we have
four sequences S1, S2, S3, S4 and two alignments A(S1, S2), B(S3, S4). The
two alignments A and B are dealt with as two sequences and the union of
all pairwise anchors of all pairwise alignments between S1, S2, S3, and S4 is
dealt with as the set of fragments. The score of each fragment is deter-
mined according to the score of the underlying anchors and the amount of
overlap between them. Then a (two dimensional) global chaining procedure
is performed to find a set of colinear non-overlapping fragments between A
and B. Before reporting a final multiple alignment, the regions between the
fragments of the global chain are refined and aligned on the character level.

3.4.9 MUMmer

MUMmer was one of the first tools capable of performing pairwise global
alignment between complete bacterial genomes [44, 45]. It was also the first
algorithm that used advanced data structures such as the suffix tree in gen-
erating fragments.

In the first version of MUMmer [44], the fragments used were maximal
unique matches computed using a suffix tree of the concatenated sequences.
The fragments were globally chained using the following heuristic. The start
points of the m fragments are sorted w.r.t. one sequence. Their order w.r.t.
the second genome yields the sequence π of the permuted integers {1, . . . , m}.
Then the longest increasing subsequence of π is computed to find a global
chain of fragments. Because this procedure does not guarantee that all the
resulting fragments are non-overlapping in both genomes, the overlapping
fragments are arbitrarily removed. Finally, the regions between the frag-
ments in the global chain (the anchors) are aligned using standard dynamic
programming.

This program is particularly popular for comparing different bacterial
strains for identifying deletions, insertions, and single nucleotide polymor-
phisms (SNPs). The new version of MUMmer [45] contains two basic im-
provements. First, MUMmer can use maximal exact matches as fragments
besides the default maximal unique matches. The matches are computed
using the suffix tree constructed for only one sequence, and the all-suffixes-
matching algorithm, presented in Chapter 4, is applied. This has the ad-
vantage of using an amount of memory proportional only to the size of the
shorter sequence. Second, MUMmer is extended to find local similarities.
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This is achieved by applying a clustering algorithm, where fragments that
are “near” each other are clustered. In each cluster, a set of colinear non-
overlapping fragments is computed. This clustering is done using a graph
based approach, which requires O(m2), where m is the number of fragments.
Further improvements of MUMmer regarding code optimization and visual-
ization are reported in [92].

3.4.10 MGA

MGA was the first software that could compute global alignments of multiple
closely related genomes [68]. It has made use of the improvements achieved
in generating fragments using the enhanced suffix array, and the advances in
chaining algorithms.

MGA uses fragments of the type multiMEMs that are computed using
the enhanced suffix array. After the fragments are computed for k genomes,
MGA computes a k-dimensional global chain of colinear non-overlapping
fragments. The fragments of this chain are used as anchors. Finally, the re-
gions between the anchors are aligned using CLUSTALW [131]. The chaining
phase in the first version of MGA was done using a graph-based approach.
The chaining step was further improved by using a geometric based approach.
These algorithms will be explained in detail in the Chapter 5.

In many respects, MGA can be considered as a generalization of MUM-
mer in handling multiple genomes. Compared to the other multiple alignment
tools, MGA is distinguished by the usage of maximal multiple exact matches
as fragments. This has two advantages: First, the anchors of the multi-
ple alignment computed from this kind of fragments are highly significant
because they occur in all the compared genomes. Second, the anchors imme-
diately identify the conserved regions existing in the given genomes. These
regions are found by the other tools after merging all pairwise alignments.
Furthermore, there are two algorithmic aspects that make MGA superior to
other tools. First, MGA was the first to show how to compute fragments
of the type maximal multiple exact matches for more than two genomes
efficiently. Second, it implemented a k-dimensional chaining algorithm to
process these fragments.

In Chapter 5, we will show how we have further improved the chaining
step of MGA both in theory and practice. In theory, we have improved
the space and time complexity of the k-dimensional chaining algorithm. In
practice, we have implemented efficient data structures so that millions of
fragments can be handled in few minutes. Moreover, we have included many
variations to solve additional comparative genomic tasks, such as comparing
distantly related genomes–where rearrangements take place, comparing draft
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genomes, and mapping a cDNA/EST database to a genomic sequence.

3.4.11 Very recent tools: EMAGEN and Mauve

EMAGEN

EMAGEN is a recent tool developed for computing global multiple alignment
of genomic sequences [46]. EMAGEN follows basically the strategy of MGA,
however it uses fragments of the type multiple maximal unique matches mul-
tiMUMs. (Recall definition from Subsection 3.3.1.) These matches are a
generalization of the MUMs for multiple sequences. EMAGEN has already
made use of our enhanced suffix array and has used it as the basic data
structure for generating these fragments.

EMAGEN computes a global chain of colinear non-overlapping fragments
using a graph based approach. This takes time proportional to O(m2), where
m is the number of fragments. Finally, EMAGEN fills the regions between
the anchors using CLUSTALW [131].

Because of the usage of multiMUMs, EMAGEN works well for very
closely related genomes and those that do not contain repetitions. For un-
related genomes, the obtained set of anchors cannot cover large parts of the
genomes. This makes it more difficult for the detailed alignment step to finish
in reasonable time. For genomes containing repeated segments, no multi-
MUMs occur in the regions of repetitions. Hence, homologous sequences
included in these regions cannot be detected.

Mauve

Mauve is a recently developed software tool for multiple genome comparison
that attempts to deal with genome rearrangements [43]. Like EMAGEN,
Mauve uses multiMUMs, but they are computed using a hashing technique
similar to the one presented in Subsection 3.3.1.

Instead of computing a global chain of colinear non-overlapping frag-
ments, Mauve computes sets of local chains of colinear non-overlapping frag-
ments; Mauve calls these sets “Colinearly Conserved Blocks”. The fragments
of each set are the anchors. These local sets are computed using a heuristic
algorithm, based on a break-point removal strategy. The basic idea of the
heuristic is to organize the fragments into colinear blocks. Specifically, frag-
ments that directly follow each other in all genomes are joined in a colinear
block. The weight of each block is a function in its fragment weights. The
blocks of lower weights are successively removed. This gives a chance to other
blocks to coalesce and to be merged into larger colinear blocks.
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Because the anchors are computed from unique matches, they are not nu-
merous enough to detect full regions of homology. Therefore, Mauve applies
the same approach recursively in the regions within and surrounding the col-
inear blocks. The rationale is that unique matches that are not unique in the
whole genome are likely to be unique in these regions. Finally, the remaining
regions within the blocks, which are shorter than 10 Kbp, are aligned using
CLUSTALW [131].

Because Mauve uses unique matches as fragments, it can work well only
if the genomes under comparison do not contain repeats. That is, both large
segmental duplications and repetitive elements cannot be detected. Another
shortcoming is the heuristics used for either computing fragments or chaining.
They are very specific to such unique matches and can by no means work
well for other kind of fragments.

3.5 Remarks on the surveyed techniques

3.5.1 Choice of fragments

From the survey, we can notice that every tool has decided to choose one kind
of fragments. This decision was done according to the comparative genomic
task, due to the ease of implementation, or due to the lack of an efficient
data structure–at that time–to generate other kinds of fragments.

In general, fragments can be categorized, as mentioned in the introduc-
tion, as exact and non-exact. Although it seems better to choose non-exact
fragments because they will effectively reduce the effort of the third phase,
they are very expensive to compute. Tools using such fragments are reported
to be very slow in practice; take as an example the program DIALIGN. Non-
exact k-mers are also not less problematic. Although they can detect distant
homology and they are not complicated to compute, their number increases
dramatically with the genome length; recall how slow the BLASTZ version
that uses this kind of fragments is. Therefore, almost all the available general
purpose tools that can handle large genomes use exact fragments.

Exact fragments, which are used in available software tools, include exact
k-mers, multiMEMs (MEMs in case of two sequences), and multiMUMs
(MUMs in case of two sequences). Exact k-mers and maximal exact matches
of two genomes yield nearly the same results. However, the number of k-
mers is much higher than that of the maximal exact matches. For comparing
multiple genomes, the number of k-mers is a bottleneck, because it increases
exponentially in the number of genomes. After all, the reason why k-mers are
used in many of the reviewed software tools is that they are easily computed
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using simple hashing techniques.
A multiMUM is a multiMEM with the restriction that the substring from

which the match stems occurs only once in each of the compared genomes.
There are advantages and disadvantages of deciding to use either multiMEMs
or multiMUMs. The uniqueness feature of the multiMUMs gives a strong
signal that these regions are homologous. However, because of this unique-
ness constraint, the number of multiMUMs is less than the number of mul-
tiMEMs. Hence, the anchors obtained using the multiMUMs only partially
cover, or even miss, the conserved regions; this adds more effort to the third
phase. This shortcoming was observed for the tools EMAGEN [46] and
Mauve [43]. EMAGEN ignored this problem, which limits its use to closely
related genomes. Mauve tried to tackle this problem by recursively applying
the same approach recursively. Nevertheless, the drawback of using multi-
MUMs is fundamental. Homologous regions that are duplicated cannot be
detected, because of the uniqueness constraint of the multiMUMs. multi-
MEMs, on the other hand, have the problem that their number can exponen-
tially explode if we compare many genomes. To take one example, assume we
have k genomes and there are two identical substrings [li1..hi1] and [li2..hi2]
existing in all genomes 1 ≤ i ≤ k. Thus, there are O(2k) multiMEMs that
can be obtained by taking all possible combinations of the two substrings
in all genomes. To overcome this problem, we will introduce the notions
of rare and infrequent multiMEMs in Chapter 4. That is, we can control
the generation of multiMEMs so that their number does not exponentially
explode.

3.5.2 Setting of parameters

Each tool has its own set of parameters for the fragment generation phase
as well as the anchoring phase. The authors for these tools have compared
known sequences and they have been able to figure out good settings. For new
experiments, however, different parameter settings have to be investigated.
Unfortunately, there is no universal dataset based on which the parameters
of all programs could be optimized.

3.5.3 The multiple alignment methods

According to the survey, there are two basic strategies for constructing mul-
tiple alignments: pairwise based and simultaneous anchors based.

In the pairwise based strategy, the multiple alignment is constructed from
pairwise comparisons. Multi-LAGAN and MAVID make use of phylogenetic
information of the compared genomes. If this information is not available,
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MAVID attempts to estimate it while producing the alignment in an iterative
way. MultiPipMaker is distinguished from the other tools in this category
by its ability to compute local alignments of multiple genomes w.r.t. a ref-
erence genome. This has the advantage of determining where each segment
in the reference genome occurs in the others. A drawback of this approach
is that repeated segments of the genomes other than the reference cannot be
represented.

In the simultaneous-anchors strategy, the fragments are chosen such that
the substrings from which they stem occur simultaneously in all genomes.
MGA uses multiMEMs (MEMs for two genomes) and EMAGEN and Mauve
use multiMUMs (MUMs for two genomes). MGA and EMAGEN construct
global alignments by first finding a set of colinear non-overlapping fragments,
working as anchors. The remaining regions are aligned using CLUSTALW.
Mauve attempts to find local similarities by finding sets of colinear non-
overlapping fragments. The fragments of each subset work as anchors for
these local homologous region.

There are advantages and disadvantages of each strategy. The basic ad-
vantage of the pairwise based strategy is that homologous regions between
subsets of the compared genomes can be detected. The disadvantage is that
merging pairwise alignments into a single multiple alignment is NP-complete
[78, 79], hence the current software tools use heuristic methods.

The basic advantage of the simultaneous-anchors strategy is that the
anchors are highly significant. Moreover, the anchors immediately identify
the conserved regions found in all genomes. The basic shortcoming is that
homologous regions between subsets of the compared genomes cannot be
detected, because fragments of subsets of the compared genomes are not
incorporated in the chaining. Second, the number of anchors in case of
multiMEMs can exponentially explode, and in case of multiMUMs they
can be too few to detect full homology. To overcome the latter problem,
we introduce in Chapter 4 the notions of rare and infrequent multiMEMs,
which are in between multiMEMs and multiMUMs. In other words, we can
allow generating more significant fragments so that their number does not
exponentially explode.

3.6 Conclusions

In this chapter, we have reviewed the available software tools that were de-
veloped for comparing whole genomes. Many of these tools were developed
for a specific purpose or to address a certain question. The algorithmic tech-
niques employed by each tool rendered it suitable for a certain unique task.
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Tool year Potential Application

ASSIRC 1998 short local alignment
DIALIGN 1999 global alignment of short sequences
MUMmer 1999 global alignment
PipMaker (BLASTZ) 2000 local alignment
GLASS 2000 global alignment for exon-containing regions
LSH-ALL-PAIRS 2001 short local alignment
CHAOS 2002 short local alignment
LAGAN 2003 global alignment
AVID 2003 global alignment
BLASTZ 2 2003 local alignment

Tool Fragment Anchoring

ASSIRC k-mers seed-and-extend
DIALIGN fragments containing mismatches local chaining
MUMmer MUMs global chaining
PipMaker (BLASTZ) k-mers seed-and-extend
GLASS k-mers global chaining
LSH-ALL-PAIRS k-mers seed-and-extend
CHAOS k-mers local chaining
LAGAN non-exact computed by CHAOS global chaining
AVID MEMs global chaining
BLASTZ 2 k-mers seed-and-extend

Table 3.1: Tools that compare two genomes. The tools are listed in chronological

order. The column titled with “Fragment” contains the kind of fragments used

and the one titled with “Anchoring” contains the anchoring techniques used in

each tool. BLASTZ 2 is the recent version of BLASTZ modified to compare the

human and mouse genomes.

In our point of view, the tools that can be generally used for the task of
computing global alignments of two (multiple) complete genomes are MUM-
mer, MGA, AVID (MAVID), LAGAN (Multi-LAGAN), and EMAGEN. The
tools that can compute local alignments of two (multiple) complete genomes
are PipMaker (MultiPipMaker) and Mauve. The remaining software tools
are specific to a certain task, not efficient for large sequences, or employing a
strategy that received less acceptance from the biological scientific commu-
nity. Table 3.1 summarizes all the reviewed software tools that compare two
genomes. It also shows their potential applications and some of the algorith-
mic issues involved. Table 3.2 summarizes the tools developed to compare
multiple genomes. For each tool, we show its potential application and the
underlying algorithmic aspects.

From this survey, it is clear that the choice of the fragments was influ-
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Tool year Application

DIALIGN 1999 global alignment of short sequences
MGA 2002 global alignment for closely related genomes
MultiPipMaker 2003 local alignment (no repetitions in secondary sequences)
Multi-LAGAN 2003 global alignment
MAVID 2003 global alignment
EMAGEN 2004 global alignment for closely related genomes
Mauve 2004 local alignment with rearrangement (no repetitions)

Tool Strategy Anchoring

DIALIGN all pairwise greedy
MGA simultaneous anchors global chaining
MultiPipMaker pairwise with reference sequence greedy
Multi-LAGAN all pairwise anchoring the anchors
MAVID pairwise of the more related consensus based
EMAGEN simultaneous anchors global chaining
Mauve simultaneous anchors local chaining

Table 3.2: Tools that compare multiple genomes. The tools are listed in chrono-

logical order. The program MGA was the first program able to efficiently align

multiple bacterial genomes. The column titled with “Strategy” contains the tech-

niques used to construct the multiple alignment, and the one titled with “Anchor-

ing” contains the anchoring technique used in each tool. “All pairwise” means that

the multiple alignment is constructed from pairwise alignments between every pair

of the genomes in comparison, and “no repetitions” indicates that the tool cannot

detect repeated segments.

enced by the comparative genomic task and by the available methodology at
the time when these tools were developed. Most of the software tools used
simple hashing techniques to generate fragments. We think the basic reason
for this is that hash tables are easy to implement and their space consump-
tion is reasonable. The usage of the suffix tree, which is a more advanced
data structure than the hash tables, was limited because of its large space re-
quirement. In the next chapter, we will introduce the enhanced suffix arrays.
The enhanced suffix array is a more space efficient data structure than the
suffix tree and it can solve all the problems that can be solved using the suffix
tree. Moreover, the algorithms that use the enhanced suffix array for han-
dling genomic sequences are many times faster than the corresponding ones
using the suffix tree. A very recent tool, EMAGEN [46], has recognized the
advantages of the enhanced suffix array and used it to compute fragments.

There are many ad-hoc procedures in determining the anchors. We can
refer this to the lack of algorithms, at that time, that were (1) capable of
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efficiently handling large number of fragments of varied types, and (2) flexible
to variations required for the different comparative genomic tasks. In Chapter
5, we present our chaining algorithms that achieve these requirements:

• They are not ad-hoc, rather they optimize a certain objective function.

• They can handle fragments of any kind.

• They are computationally efficient and capable of handling a large num-
ber of fragments.

• They can be easily varied and customized for performing various com-
parative genomic tasks.

We have seen that there are many strategies used for constructing multi-
ple alignments of complete genomes. Constructing multiple alignment from
pairwise alignments is still debated. The success or failure of this approach
cannot be conclusively determined for the time being, as there is no gold
benchmark to test the correctness of these methods. On the other hand, the
tools that compute multiple alignments using simultaneous anchors follow
a more sound approach. However, the basic challenge for these tools is to
include alignments between subsets of the compared genomes.

Scrutinizing and comparing the experimental results published along with
each tool, large discrepancies can be observed: Each tool claims an advantage
over the others. We believe that these results have to be taken with caution
because of two reasons: First, each tool has its own settings that might not
be optimized for the experiment. Second, there is no standard benchmark,
and the chosen datasets might favor certain tools more than the others.
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Chapter 4

The Enhanced Suffix Array

In this chapter, we present the enhanced suffix array and its applications
in genome analysis. Section 4.1 presents the basic notions used throughout
this chapter. In Section 4.2, we first recall the definitions of the suffix tree
and the suffix array. Then in Section 4.3, we present our enhanced suffix
arrays. In Section 4.4, we present algorithms that are solely based on the
properties of the enhanced suffix array. Sections 4.5, 4.6, and 4.7 include
algorithms that simulate the traversal over the corresponding suffix tree.
Section 4.8 presents implementation details. Finally, Section 4.9 presents
the experimental results. Parts of this chapter were published in [1, 2, 8].

4.1 Basic notions

Let Σ be a finite ordered alphabet. Let S be a string of length |S| = n over
Σ. To simplify analysis, we suppose that the size of the alphabet is constant,
and that n < 232. The latter implies that an integer in the range [0, n] can
be stored in 4 bytes. We assume that the special symbol $ is an element
of Σ (which is larger than all other elements) but does not occur in S. S[i]
denotes the character at position i in S, for 0 ≤ i < n. For i ≤ j, S[i..j]
denotes the substring S starting with the character at position i and ending
with the character at position j. The substring S[i..j] is also denoted by the
pair (i, j) of positions. The substring S[i..n − 1] is the i-th suffix of S, and
it is denoted by S(i).

4.2 The suffix tree and the suffix array

Let S be a string of n characters and let the character $ be appended to S.
A suffix tree for the string S$ is a rooted directed tree with exactly n + 1
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Figure 4.1: The suffix tree for S = acaaacatat$. The sentinel character is ap-

pended to S. A pair (i, j) represents a substring S[i..j] corresponding to the

respective edge-labels.

leaves numbered from 0 to n. Each internal node, other than the root, has
at least two children and each edge is labeled with a nonempty substring of
S$. No two edges out of a node can have edge-labels beginning with the
same character. The key feature of the suffix tree is that for any leaf i, the
concatenation of the edge-labels on the path from the root to leaf i exactly
spells out the substring S[i..n − 1]$ that denotes the i-th nonempty suffix
of the string S$, 0 ≤ i ≤ n. Moreover, the concatenation of the edge-labels
on the path from the root to a non-leaf node spells out a substring of S
that occurs z times in S, where z is the number of all the leaves under the
subtree of this non-leaf node. To store the suffix tree in linear space, the edge-
labels are not explicitly stored with the edges. Rather, for each edge a pair
of positions (i, j) is attached to represent a substring S[i..j] corresponding
to the respective edge-labels. This suffix tree representation is commonly
referred to as compact suffix tree. (If the labels are explicitly attached to the
edges, the structure is called non-compact suffix tree or suffix trie.) Figure 4.1
shows the suffix tree for the string S = acaaacatat. The character $ is known
as the sentinel character and it is appended to obtain a tree in which every
suffix corresponds to a leaf. More precisely, without the sentinel character
some suffixes would be proper prefixes of other suffixes. For example, assume
S to be aa, then without the sentinel character the second suffix is a prefix of
the first and it will not be straightforward to have a leaf for the second suffix
and to distinguish (lexicographically sort) the two suffixes of S. Throughout
this thesis, we use the notion suffix tree (array) of S but this implicitly means
that the suffix tree (array) is constructed for S$; i.e., the sentinel character
$ is already appended to S.
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The suffix tree is undoubtedly one of the most important data structures
in string processing. It can be constructed and stored in O(n) time and space
[101, 137]; see also [62] for more a simplified exposition. Once constructed,
it can be used to efficiently solve a myriad of string processing applications
[15]. These applications can be broadly classified into the following kinds of
tree traversals:

• a bottom-up traversal of the suffix tree

• a top-down traversal of the suffix tree

• a traversal of the suffix tree using suffix links (suffix links will be intro-
duced later)

Although suffix trees play a prominent role in algorithmics, they are not as
widespread in actual implementations of software tools as one should expect.
There are two major reasons for this:

(i) Although being asymptotically linear, the space consumption of a suffix
tree is quite large; even recently improved implementations of linear
time constructions still require 20n bytes (20 bytes per one character
of S) in the worst case; see, e.g., [89].

(ii) In most applications, the suffix tree suffers from a poor locality of
memory reference, which causes a significant loss of efficiency on cached
processor architectures, and renders it difficult to store in secondary
memory.

These problems have been identified in several large scale applications like
the repeat analysis of whole genomes [91] and the comparison of complete
genomes [44, 45, 68].

The suffix array is more space efficient data structure than the suffix tree.
It was introduced by Manber and Myers [100], and independently by Gonnet
et al. [59] under the name PAT array. The suffix array of a string S, which
we denote by suftab, is an array of integers in the range 0 to n, specifying
the lexicographic ordering of the n + 1 suffixes of the string S$. That is,
S(suftab[0]), S(suftab[1]), . . . , S(suftab[n]) is the sequence of suffixes of S$ in
ascending lexicographic order; see Figure 4.2. The suffix array requires only
4n bytes in its basic form and it can be constructed in O(n) time in the
worst case either by first constructing the suffix tree of S [62] or directly by
suffix sorting [75, 83, 85]. However, non-linear time algorithms [26, 93] are
still more efficient in practice.

As already mentioned in [62], if the edges of the suffix tree are lexico-
graphically organized (edges out of each internal node are drawn from left to
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i suftab lcptab suftab−1 bwttab S(suftab[i])

0 2 0 2 c aaacatat$

1 3 2 6 a aacatat$

2 0 1 0 acaaacatat$

3 4 3 1 a acatat$

4 6 1 3 c atat$

5 8 2 7 t at$

6 1 0 4 a caaacatat$

7 5 2 8 a catat$

8 7 0 5 a tat$

9 9 1 9 a t$

10 10 0 10 t $

Figure 4.2: The suffix array of the string S = acaaacatat$. The sentinel character

$ is appended to S. The suffix array is enhanced with the lcp-table, the inverse

suffix array table suftab−1, and the Burrows and Wheeler table bwttab.

right according to the lexographic order of their edge-labels), then the suf-
fixes at the leaves of the suffix tree have the same order as the suffixes in the
corresponding suffix array; see Figures 4.1 and 4.2. However, suffix arrays
have less structure than suffix trees so that it is not clear that (and how) an
algorithm using a suffix tree can be replaced with an algorithm based on a
suffix array. In this chapter, we will show that the problems solved using the
suffix trees can also be solved without loss of efficiency by using suffix arrays
that are enhanced with extra information. Therefore, our data structure has
the name enhanced suffix array.

4.3 The enhanced suffix array

4.3.1 Basic concepts and definitions

The first and the basic enhancement of the suffix array is the lcp-table, which
we denote by lcptab. The lcp-table is an array of integers in the range 0
to n. We define lcptab[0] = 0 and lcptab[i] to be the length of the longest
common prefix of S(suftab[i − 1]) and S(suftab[i]), for 1 ≤ i ≤ n. Since
S(suftab[n]) = $, we always have lcptab[n] = 0. The lcp-table can be com-
puted as a by-product during the construction of the suffix array (see, e.g.,
[75]), or alternatively, in linear time from the suffix array [77]. The lcp-table
requires 4n bytes in the worst case. However, as we shall see in Section 4.8,
the lcp-table can be stored, in practice, in only 1n byte, and our experimental
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results reported in Section 4.9 show that this space reduction entails no loss
of performance.

We introduce two notions that will be used in some applications of this
chapter: the inverse suffix array and the Burrows and Wheeler table. The in-
verse suffix array suftab−1 is a table of size n+1 such that suftab−1[suftab[q]] =
q for any 0 ≤ q ≤ n. suftab−1 can be computed in linear time from the suf-
fix array and needs 4n bytes. The Burrows and Wheeler table, denoted
by bwttab, contains the Burrows and Wheeler transformation [35] known
from data compression. It is a table of size n + 1 such that for every
i, 0 ≤ i ≤ n, bwttab[i] = S[suftab[i]−1] if suftab[i] 6= 0. bwttab[i] is undefined
if suftab[i] = 0. The table bwttab is stored in 1n bytes and constructed in one
scan over the suffix array in O(n) time. Figure 4.2 shows the lcptab, bwttab,
and suftab−1 and the corresponding the suffix array.

4.3.2 Applications

In general, the applications of the enhanced suffix array can be categorized in
analogous way to the classification in Section 4.2, presented for the suffix tree.
That is, there are three types of algorithms: algorithms based on simulating
a bottom-up traversal on the corresponding suffix tree, algorithms based
on simulating a top-down traversal, and algorithms based on simulating a
traversal using suffix links. Furthermore, we present algorithms that exploit
solely the properties of the enhanced suffix array.

Coincidentally, the applications required for genome analysis and com-
parison, especially those that are used to compute fragments, fall into all
these classes (recall from Chapter 1 that the fragments are common sub-
strings between the sequences in comparison and they should be generated
in the first phase of the anchor based strategy). Therefore, we follow this
scheme for presenting our algorithms. Table 4.1 shows the applications of
generating different kinds fragments and shows also which kind of traversal
is used for the respective application. Other applications in genome analysis,
such as computing exact repeats, tandem repeats, and minimal unique sub-
strings will also be discussed. Moreover, we shed light on some applications
in fields other than genome analysis, such as text compression.
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Type of traversal

Application properties bottom-up top-down suffix-links

MUMs
√

multiMUMs
√

MEMs
√

multiMEMs
√

MEMs (space efficient)
√ √

Table 4.1: The applications used for generating fragments and the kinds of traver-

sals they require. MUMs stands for maximal unique matches. MEMs stands for

maximal exact matches. multiMEMs stands for maximal multiple exact matches;

i.e., maximal exact matches of multiple genomes.

4.4 Algorithms based on properties of the en-

hanced suffix arrays

4.4.1 Repeat analysis and genome comparison

Repeat analysis plays a key role in the study, analysis, and comparison of
complete genomes. In the analysis of a single genome, a basic task is to char-
acterize and locate the repetitive elements of the genome. In the comparison
of two or more genomes, a basic task is to find similar subsequences of the
genomes, i.e., to compute fragments. The latter problem can also be reduced
to the computation of certain types of repeats of the string that consists
of the concatenated genomes. In this section, we show first how to locate
all supermaximal repeats. Then we show how this algorithm can be used to
compute fragments of the type maximal unique matches. These algorithms
exploit solely the properties of the enhanced suffix arrays, and are much sim-
pler than the corresponding ones based on suffix trees. Let us first introduce
the definitions of various types of repeats.

A pair of substrings R = ((i1, j1), (i2, j2)) is a repeated pair if and only if
(i1, j1) 6= (i2, j2) and S[i1..j1] = S[i2..j2]. The length of R is j1 − i1 + 1. A
repeated pair ((i1, j1), (i2, j2)) is called left maximal if S[i1 − 1] 6= S[i2 − 1]1

and right maximal if S[j1 +1] 6= S[j2 +1]. A repeated pair is called maximal
if it is both left and right maximal. A substring ω of S is a (maximal) repeat
if there is a (maximal) repeated pair ((i1, j1), (i2, j2)) such that ω = S[i1..j1].
A supermaximal repeat is a maximal repeat that never occurs as a substring

1This definition has to be extended to the cases i1 = 0 or i2 = 0, but throughout the
chapter we do not explicitly state boundary cases like these.
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Figure 4.3: Repeats of the string S = gagctagagcg. Left: three maximal repeated

pairs of minimum length two. The pairs are ((0, 3), (6, 9)), ((1, 2), (5, 6)), and

((5, 6), (7, 8)). Right: one supermaximal repeat of the substrings (0, 3) and (6, 9).

The repeat ag is not supermaximal because it is not maximal and contained in

gagc.

of any other maximal repeat. Figure 4.3 shows maximal repeated pairs and
supermaximal repeats of the string S = gagctagagcg. Now, we introduce the
first essential concept of this chapter: the lcp-intervals.

4.4.2 The lcp-intervals

Definition 4.4.1 An interval [i..j] of the enhanced suffix array of S, 0 ≤
i < j ≤ n, is an lcp-interval of lcp-value ` if

1. lcptab[i] < `,

2. lcptab[k] ≥ ` for all k with i + 1 ≤ k ≤ j,

3. lcptab[k] = ` for at least one k with i + 1 ≤ k ≤ j,

4. lcptab[j + 1] < `.

We will also use the shorthand `-interval (or even `-[i..j]) for an lcp-interval
[i..j] of lcp-value `. Every index k, i + 1 ≤ k ≤ j, with lcptab[k] = ` is
called `-index. The set of all `-indices of an `-interval [i..j] will be denoted
by `Indices(i, j). If [i..j] is an `-interval such that ω = S[suftab[i]..suftab[i]+
` − 1] is the longest common prefix of the suffixes S(suftab[i]), S(suftab[i +
1]), . . . , S(suftab[j]), then [i..j] is called the ω-interval. The size of an interval
[i..j] is j − i + 1.

As an example, consider the table in Figure 4.2. The interval [0..5] is a
1-interval because lcptab[0] = 0 < 1, lcptab[5 + 1] = 0 < 1, lcptab[k] ≥ 1 for
all k with 1 ≤ k ≤ 5, and lcptab[2] = 1. Furthermore, 1-[0..5] is the a-interval
(all the suffixes share the prefix ω = a) and `Indices(0, 5) = {2, 4}. We shall
see later that lcp-intervals correspond to internal nodes of the suffix tree.
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4.4.3 Computation of supermaximal repeats

Next, we present an algorithm that computes all supermaximal repeats of
a string. The reader is invited to compare our simple algorithm with the
suffix-tree based algorithm of [62, page 146].

Definition 4.4.2 An `-interval [i..j] is called a local maximum in the lcp-
table if lcptab[k] = ` for all i + 1 ≤ k ≤ j.

For instance, in the lcp-table of Figure 4.2, the local maxima are the
intervals [0..1], [2..3], [4..5], [6..7], and [8..9].

Lemma 4.4.3 A string ω is a supermaximal repeat if and only if there is an
`-interval [i..j] such that

• [i..j] is a local maximum in the lcp-table and [i..j] is the ω-interval.

• the characters bwttab[i], bwttab[i + 1], . . . , bwttab[j] are pairwise dis-
tinct.

Proof “if”: Since ω is a common prefix of the suffixes
S(suftab[i]), . . . , S(suftab[j]) and i < j, it is certainly a repeat. The
characters S[suftab[i]+ `], S[suftab[i+1]+ `], . . . , S[suftab[j]+ `] are pairwise
distinct because [i..j] is a local maximum in the lcp-table. By the second
condition, the characters bwttab[i], bwttab[i + 1], . . . , bwttab[j] are also
pairwise distinct. It follows that ω is a maximal repeat and that there is no
repeat in S which contains ω. In other words, ω is a supermaximal repeat.

“only if”: Let ω be a supermaximal repeat of length |ω| = `. Fur-
thermore, suppose that suftab[i], suftab[i + 1], . . . , suftab[j], 0 ≤ i < j ≤ n,
are the consecutive entries in suftab such that ω is a common prefix of
S(suftab[i]), S(suftab[i+1]), . . . , S(suftab[j]) but neither of S(suftab[i−1]) nor
of S(suftab[j + 1]). Because ω is supermaximal, the characters S[suftab[i] +
`], S[suftab[i + 1] + `], . . . , S[suftab[j] + `] are pairwise distinct. Hence
lcptab[k] = ` for all k with i + 1 ≤ k ≤ j. Furthermore, lcptab[i] < `
and lcptab[j + 1] < ` hold because otherwise ω would also be a prefix
of S(suftab[i − 1]) or S(suftab[j + 1]). All in all, [i..j] is a local maxi-
mum of the array lcptab and [i..j] is the ω-interval. Finally, the charac-
ters bwttab[i], bwttab[i + 1], . . . , bwttab[j] are pairwise distinct because ω is
supermaximal. �

The preceding lemma does not only imply that the number of super-
maximal repeats is smaller than n, but it also suggests a simple linear time
algorithm to compute all supermaximal repeats of a string S. In Figure 4.2,
the local maxima intervals containing supermaximal repeats are [0..1], [2..3],
and [4..5].
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Algorithm 4.4.4 Computation of the supermaximal repeats of string S

find all local maxima in the lcp-table of S
for each local maximum [i..j] in the lcp-table of S do

if bwttab[i], bwttab[i + 1], . . . , bwttab[j] are pairwise distinct characters
then report the string S[suftab[i]..suftab[i] + lcptab[i] − 1]

as supermaximal repeat

4.4.4 Computation of maximal unique matches

Definition 4.4.5 Given two strings S1 and S2, a MUM is a string that
occurs exactly once in S1 and once in S2, and is not contained in any longer
such string.

Figure 4.4 shows an example of a maximal unique match of two strings
S1 = gagca and S2 = agagcg.

Lemma 4.4.6 Let # be a unique separator symbol occurring neither in S1

nor in S2 and let S = S1#S2. The string u is a MUM of S1 and S2 if and
only if u is a supermaximal repeat in S such that

1. there is only one maximal repeated pair ((i1, j1), (i2, j2)) with u =
S[i1..j1] = S[i2..j2],

2. j1 < p < i2, where p = |S1| is the position of # in S.

Proof “if”: It is a consequence of conditions (1) and (2) that u occurs exactly
once in S1 and once in S2. Because the repeated pair ((i1, j1), (i2, j2)) is
maximal, u is a MUM .

“only if”: If u is a MUM of the sequences S1 and S2, then it occurs exactly
once in S1 (say, u = S1[i1..j1]) and once in S2 (say, u = S2[i2..j2]), and is not
contained in any longer such sequence. Clearly, ((i1, j1), (p+1+i2, p+1+j2))
is a repeated pair in S = S1#S2, where p = |S1|. Because u occurs exactly
once in S1 and once in S2, and is not contained in any longer such sequence,
it follows that u is a supermaximal repeat in S satisfying conditions (1) and
(2). �

Algorithm 4.4.7 Computation of maximal unique matches of two strings
S1 and S2

find all local maxima in the lcp-table of S = S1#S2

for each local maximum [i..j] in the lcp-table of S do
if i + 1 = j and bwttab[i] 6= bwttab[j] and suftab[i] < p < suftab[j]
then report the string S[suftab[i]..suftab[i] + lcptab[i] − 1] as MUM
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a  g  a  g  c  g S
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g  a  g  c  a

# g  a  g  c  a # a  g  a  g  c  g  

Figure 4.4: Maximal unique matches of the strings S1 = gagca and S2 = agagcg.

The maximal unique match that is composed of the substrings gagc (left) is a

supermaximal repeat in S1#S2 (right).

The algorithms that compute supermaximal repeats and MUMs require
tables suftab, lcptab, and bwttab, but do not access the input sequence. More
precisely, instead of the input string, we use the table bwttab without increas-
ing the total space requirement. This is because the tables suftab, lcptab, and
bwttab can be accessed in sequential order, thus leading to an improved cache
coherence and in turn considerably reduced running time; see experimental
results in Section 4.9.

It is interesting to mention that EMAGEN [46], a recent software tool for
comparing genomes, applied our algorithm for generating MUMs for more
than two genomic sequences. MUMs of more than two genomes are called
maximal multiple unique matches. Roughly speaking, a multiMUM is a
match that occurs exactly once in each of the given sequences and cannot be
extended to the left (left maximal) and to the right (right maximal) simul-
taneously. multiMUMs can be formally defined as follows.

Definition 4.4.8 Given k strings S1, S2, . . . , Sk, a multiMUM is a substring
Si[li..hi] that occurs exactly once in each of Si, 1 ≤ i ≤ k and there is at least
two characters such that Si[li−1] 6= Sj[lj −1] (left maximal) and at least two
characters such that Si[hi + 1] 6= Sj[hj + 1] (right maximal), 1 ≤ i 6= j ≤ k.

For computing the multiMUMs, the enhanced suffix array is constructed
for S1#S2#..#Sk. The local maximum lcp-intervals are the intervals of size
exactly k; note that these intervals can enclose other lcp-intervals. A local
maximum lcp-interval [i..i + k − 1] of lcp value `, contains a multiMUM of
length ` if (1) there are no two indices i ≤ i1, i2 ≤ i+k−1 such that suftab[i1]
and suftab[i2] are in the same genomic sequence, and (2) the set of characters
bwttab[i], . . . , bwttab[i + k − 1] is composed of at least two characters.

4.5 Bottom-up traversals

In this section, we show how to simulate the bottom-up traversal of the suf-
fix tree using the enhanced suffix array. As we mentioned before, the com-
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putation of fragments can be reduced to the computation of repeats when
the compared sequences are concatenated with each other. Thus, we first
present algorithms that compute maximal repeated pairs. Then we show how
this algorithm can be variated to compute fragments of the type maximal
exact matches of two sequences. Furthermore, we show how to generalize
the algorithm to compute maximal multiple exact matches of multiple se-
quences. Other applications such as the computation of tandem repeats and
Ziv-Lempel decomposition will also be presented. We start this section by
introducing the second essential concept of this chapter: the lcp-interval tree.

4.5.1 The lcp-interval tree of a suffix array

Definition 4.5.1 An m-interval [l..r] is said to be embedded in an `-interval
[i..j] if it is a subinterval of [i..j] (i.e., i ≤ l < r ≤ j) and m > `.2 The
`-interval [i..j] is then called the interval enclosing [l..r]. If [i..j] encloses
[l..r] and there is no interval embedded in [i..j] that also encloses [l..r], then
[l..r] is called a child interval of [i..j].

This parent-child relationship constitutes a conceptual (or virtual) tree
which we call the lcp-interval tree of the suffix array. The root of this tree is
the 0-interval [0..n]; see Figure 4.5. The lcp-interval tree is basically the suffix
tree without leaves (more precisely, there is a one-to-one correspondence
between the nodes of the lcp-interval tree and the internal nodes of the suffix
tree). These leaves are left implicit in our framework, but every leaf in the
suffix tree, which corresponds to the suffix S(suftab[l]), can be represented
by a singleton interval [l..l]. The parent interval of such a singleton interval
is the smallest lcp-interval [i..j] with l ∈ [i..j]. For instance, continuing the
example of Figure 4.2, the child intervals of [0..5] are [0..1], [2..3], and [4..5].
The interval [0..1] has two singleton child intervals: [0..0] and [1..1].

In Algorithm 4.5.2, the lcp-interval tree is traversed in a bottom-up fash-
ion by a linear scan of the lcp-table, while storing the needed information on
a stack. We stress that the lcp-interval tree is conceptual and it is not really
build: whenever an `-interval is processed by the generic function process,
only its child intervals have to be known. These are determined solely from
the lcp-information, i.e., there are no explicit parent-child pointers in our
framework. In Algorithm 4.5.2, the elements on the stack are lcp-intervals
represented by quadruples 〈lcp, lb, rb, childList〉, where lcp is the lcp-value
of the interval, lb is its left boundary, rb is its right boundary, and childList
is a list of its child intervals. Furthermore, add([c1, . . . , ck], c) appends the
element c to the list [c1, . . . , ck] and returns the result.

2Note that we cannot have both i = l and r = j because m > `.
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0-[0..10]

q)

q)

2-[0..1] 2-[4..5]
?

3-[2..3]

1-[0..5] 1-[8..9]
?

2-[6..7]

Figure 4.5: The lcp-interval tree of the string S = acaaacatat. The enhanced

suffix array of this string is the one of Figure 4.2.

Algorithm 4.5.2 Traverse and process the lcp-interval tree

lastInterval := ⊥
push(〈0, 0,⊥, [ ]〉)
for i := 1 to n do

lb := i − 1
while lcptab[i] < top.lcp

top.rb := i − 1
lastInterval := pop
process(lastInterval)
lb := lastInterval.lb
if lcptab[i] ≤ top.lcp then

top.childList := add(top.childList, lastInterval)
lastInterval := ⊥

if lcptab[i] > top.lcp then
if lastInterval 6= ⊥ then

push(〈lcptab[i], lb,⊥, [lastInterval]〉)
lastInterval := ⊥

else push(〈lcptab[i], lb,⊥, [ ]〉)
In the remaining part of this section, several problems will be solved

merely by specifying the function process called in line 8 of Algorithm 4.5.2.
It is worth mentioning that the lcp-interval tree takes the approach of Kasai
et al. [77] one step further. They showed how to simulate the bottom-up
traversal of the suffix tree over the suffix array using the lcptab, but, unlike
our algorithm, they did not take the child intervals into account. As a con-
sequence, their approach has two limitations: First, it is not straightforward
to systematically replace an algorithm based on the bottom-up traversal of
a suffix tree with an equivalent one on suffix array. Second, it is not possible
to extend their approach to other kinds of suffix tree traversal.

72



CHAPTER 4. THE ENHANCED SUFFIX ARRAY

4.5.2 Computation of maximal repeated pairs

Now, we show how to specify the function process for computing maximal
repeated pairs. We start with introducing some notations: Let ⊥ stand for
the undefined character. We assume that it is different from all characters
in Σ. Let [i..j] be an `-interval and u = S[suftab[i]..suftab[i] + ` − 1]. Define
P[i..j] to be the set of positions p such that u is a prefix of Sp, i.e., P[i..j] =
{suftab[r] | i ≤ r ≤ j}. We divide P[i..j] into disjoint and possibly empty sets
according to the characters to the left of each position: For any a ∈ Σ∪ {⊥}
define

P[i..j](a) =

{

{0 | 0 ∈ P[i..j]} if a = ⊥
{p | p ∈ P[i..j], p > 0, and S[p − 1] = a} otherwise

The algorithm computes position sets in a bottom-up strategy. In terms
of an lcp-interval tree, this means that the lcp-interval [i..j] is processed only
after all child intervals of [i..j] have been processed.

Suppose [i..j] is a singleton interval, i.e., i = j. Let p = suftab[i]. Then
P[i..j] = {p} and

P[i..j](a) =

{

{p} if p > 0 and S[p − 1] = a or p = 0 and a = ⊥
∅ otherwise

In the implementation, we do not access S to determine the character S[p−1].
Instead, we use the bwttab table to improve the cash performance of the
algorithm by avoiding random access to the string.

Now suppose that [i..j] is not singleton interval, i.e., i < j. For each a ∈
Σ∪{⊥}, P[i..j](a) is computed step by step while processing the child intervals
of [i..j]. Suppose that we have already processed the first q child intervals
of [i..j]. Let P1..q

[i..j](a) denote the subset of P[i..j](a) obtained after processing

the q-th child interval of [i..j]. Let [i′..j ′] be the (q + 1)-th child interval of
[i..j]. Due to the bottom-up strategy, [i′..j ′] has already been processed and
hence its position sets P[i′..j′](b) are available for any b ∈ Σ ∪ {⊥}.

The interval [i′..j ′] is processed in the following way. Maximal repeated
pairs are output by combining the position set P1..q

[i..j](a), a ∈ Σ ∪ {⊥}, with

position sets P[i′..j′](b), b ∈ Σ∪{⊥}. In particular, ((p, p+`−1), (p′, p′+`−1)),

p < p′, are output for all p ∈ P1..q

[i..j](a) and p′ ∈ P[i′..j′](b), a, b ∈ Σ ∪ {⊥}
and a 6= b. It is clear that u occurs at positions p and p′. Hence ((p, p + ` −
1), (p′, p′ + ` − 1)) is a repeated pair. By construction, only those positions
p and p′ are combined for which the characters immediately to the left, i.e.,
at positions p − 1 and p′ − 1 (if they exist), are different. This guarantees
left-maximality of the output repeated pairs. The position sets P1..q

[i..j](a) were
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inherited from child intervals of [i..j] that are different from [i′..j ′]. Hence
the characters immediately to the right of u at positions p + ` and p′ + ` (if
they exist) are different. As a consequence, the output repeated pairs are
maximal.

Once the maximal repeated pairs for the current child interval [i′..j ′] have
been output, the union P1..q+1

[i..j] (e) := P1..q

[i..j](e) ∪ P[i′..j′](e) is computed for all

e ∈ Σ ∪ {⊥}. That is, the position sets are inherited from [i′..j ′] to [i..j].

In Algorithm 4.5.2, if the function process is applied to an lcp-interval,
then all its child intervals are available. Hence, the maximal repeated pair
algorithm can be implemented by a bottom-up traversal of the lcp-interval
tree. To this end, the function process in Algorithm 4.5.2 outputs maximal
repeated pairs and further maintains position sets on the stack (which are
added as a fifth component to the quadruples).

There are two operations performed when processing an lcp-interval [i..j]:
First, output of maximal repeated pairs by combining position sets. Second,
union of position sets. Each combination of position sets means to compute
their Cartesian product. This delivers a list of position pairs, i.e., maximal
repeated pairs. Each repeated pair is computed in constant time from the
position lists. Altogether, the combinations can be computed in O(z) time,
where z is the number of repeats. The union operation for the position sets
can be implemented in constant time, if we use linked lists. For each lcp-
interval, we have O(|Σ|) union operations. Since O(n) lcp-intervals have to be
processed, the union and add operations require O(|Σ|n) time. Altogether,
the algorithm runs in O(|Σ|n + z) time.

This algorithm requires linear space. A position set P[i..j](a) is the union
of position sets of the child intervals of [i..j]. Hence it is not required to copy
position sets, rather they are linked together. Moreover, we only have to store
the position sets for those lcp-intervals which are on the stack used for the
bottom-up traversal of the lcp-interval tree. So it is natural to store, on the
stack, references to the position sets together with other information about
the lcp-interval. Thus the space required for the position sets is determined
by the maximal size of the stack. Since this is O(n), the space requirement
is O(|Σ|n). In practice, however, the stack size is much smaller. Altogether
the algorithm is optimal, since its space and time requirement is linear in the
size of the input plus the output.

It is worth mentioning that the above-mentioned algorithm is the en-
hanced suffix array version of the algorithm of Gusfield based on the suffix
tree [62, page 147]. Gusfield’s Algorithm computes maximal repeated pairs
of a sequence S of length n in O(|Σ|n + z) time, where z is the number of
maximal repeated pairs. To the best of our knowledge, Gusfield’s algorithm
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Figure 4.6: Matches of the strings S1 = gagct and S2 = agagcg. Left: two

maximal exact matches of minimal length two. The first is (4, 0, 1) and the second

is (2, 1, 0). Right: these MEMs are maximal repeated pairs in S1#S2.

was first implemented in the REPuter -program [91], based on space efficient
suffix trees described in [89]. The software tool REPuter uses maximal re-
peated pairs as seeds for finding degenerate (or approximate) repeats. As we
shall see in the experiments, our enhanced suffix array version considerably
reduces the space requirement for computing such maximal repeated pairs,
and despite this space reduction it is many times faster than the counterpart
based on the suffix tree. We refer this improvement in the running time to (1)
the interesting property of Algorithm 4.5.2 that the suffix array is accessed
in sequential order, and (2) the usage of bwttab. These two reasons lead to
an improved cache coherence and in turn to a considerably reduced running
time. To sum up, larger genomes can be searched for repetitive elements in
a faster way.

4.5.3 Computation of maximal exact matches

Definition 4.5.3 An exact match between two strings S1 and S2 is a triple
(l, p1, p2) such that p1 ∈ [0, |S1| − l], p2 ∈ [0, |S2| − l], and S1[p1..p1 + l− 1] =
S2[p2..p2 + l− 1]. An exact match is left maximal if S[p1 − 1] 6= S[p2 − 1] and
right maximal if S[p1 + l] 6= S[p2 + l]. A maximal exact match (MEM ) is a
left and right maximal exact match.

Figure 4.6 shows an example of maximal exact matches of two strings S1

and S2. It is easy to see that computing maximal exact matches between
two strings S1 and S2 boils down to computing maximal repeated pairs of
the string S = S1#S2. This is made precise in the following lemma.

Lemma 4.5.4 Let # be a unique separator symbol not occurring in the
strings S1 and S2 and let S = S1#S2. (l, p1, p2) is a MEM if and only if
((p1, p1 + l − 1), (p2, p2 + l − 1)) is a maximal repeated pair of the string S
such that p1 + l − 1 < p < p2, where p = |S1| is the position of # in S.
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Therefore, one can use the algorithm of Section 4.5.2 to compute maxi-
mal exact matches, but with the following modification.The position sets are
divided into two disjoint and possibly empty sets: One which contains all po-
sitions that correspond to S1 (these are smaller than |S1|) and another which
contains all positions that correspond to S2 (these are greater than |S1|). Let
P[i..j](S1, a) denote the set of all positions p ∈ P[i..j] such that p corresponds
to a position in S1 and S[p − 1] = a ∈ Σ ∪ {⊥}. P[i..j](S2, a) is defined
analogously. (Figure 4.7 shows an example.) To compute maximal exact
matches, the Cartesian product is build from each position set P[i..j](S1, a),
a ∈ Σ ∪ {⊥} and the position sets P[i..j](S2, b), where a 6= b ∈ Σ ∪ {⊥}. It is
not difficult to see that this modification does not affect the time and space
complexity of the algorithm.

However, the number of MEMs can be very large, especially in the com-
parison of highly repetitive genomes. Therefore, it is desirable to filter out
the unnecessary MEMs that are just a product of repeated elements or those
that seem to occur by chance. To achieve this target, we introduce the defi-
nitions of rare and infrequent MEMs.

Definition 4.5.5 Given t1 and t2 ∈ N, a MEM (l, p1, p2) is called rare in
S1 if the string w = S1[p1..p1 + l − 1] = S2[p2..p2 + l − 1] occurs at most
R1 ≤ t1 in S1 and it is called rare in S2 if w occurs at most R2 ≤ t2 in S2.
A MEM is called rare if it is rare both in S1 and in S2.

Definition 4.5.6 Let (l, p1, p2) be a MEM and let (l1, p1
1, p

1
2), . . . , (l

r, pr
1, p

r
2)

be all MEMs with S1[p1..p1 + l − 1] = S1[p
i
1..p

i
1 + l − 1], where i ∈ [1..r].

Given t ∈ N, the MEM (l, p1, p2) is called

• infrequent in S1 if r1 := |{p1
1, . . . , p

r
1}| satisfies r1 ≤ t,

• infrequent in S2 if r2 := |{p1
2, . . . , p

r
2}| satisfies r2 ≤ t,

• infrequent if |{(l1, p1
1, p

1
2), . . . , (l

r, pr
1, p

r
2)}| = r ≤ t.

Definition 4.5.5 adds constraints on the number of repeated substring that
are identical to the substrings from which the match stems, and Definition
4.5.6 adds constraints on the number of the matches themselves. That is,
Definition 4.5.6 complements Definition 4.5.5 so that the number of fragments
cannot exponentially explode, especially when comparing large number of
sequences, as already discussed in Chapter 3. Note also that if R1 = R2 = 1,
then the resulting MEMs are nothing but MUMs. That is, the definition of
rare MEMs can be regarded as a generalization of the definition of MUMs.

It is our next goal to calculate the values r, r1, r2, R1, and R2. To
this end, the following notation will be useful. For a position set P, let
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Figure 4.7: The position sets of a part of an lcp-interval tree. pi denotes the

position suftab[i].

CP(S1, a) = |P(S1, a)| and CP(S1) =
∑

a∈Σ∪{⊥} CP(S1, a). CP(S1) is the

number of suffixes of an `-interval [i..j] occurring in S1, and accordingly it is
the number of occurrences of the substring w = S1[suftab[i] . . . suftab[i]+`] in
S1. Hence, it is easy to see that the value CP(S1) = R1. The values CP(S2, a)
and CP(S2) = R2 are defined similarly.

For any lcp-interval [i..j] which contains k child intervals, let P q

[i..j] de-
note a position set of the qth child interval. The value r can be calculated
according to the following formula, where q, q′ ∈ [1..k]:

r =
1

2

∑

a∈Σ∪{⊥}

∑

q 6=q′

CPq

[i..j]
(S1, a) · (C

Pq′

[i..j]

(S2) − C
Pq′

[i..j]

(S2, a))

In the example of Figure 4.7, the value R1 = 5, and R2 = 4 for the interval
[2..10]. The calculation of the value r for [2..10] yields r = (0 ∗ 1 + 0 ∗ 1) +
(1 ∗ 0 + 1 ∗ 0) + (1 ∗ 2 + 1 ∗ 1) + (2 ∗ 2 + 2 ∗ 1) + (1 ∗ 2 + 1 ∗ 1) = 12.

For any lcp-interval [i..j] which contains k child intervals, the value r1

can be calculated by the formula:

r1 =
∑

a∈Σ∪{⊥}

∑

q∈[1..k]

C ′
Pq

[i..j]
(S1, a)

where

C ′
Pq

[i..j]
(S1, a) =











0, if ∀q′ ∈ [1..k], q′ 6= q :
C

Pq′

[i..j]

(S2) − C
Pq′

[i..j]

(S2, a) = 0

CPq

[i..j]
(S1, a) otherwise
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In the example of Figure 4.7, we have r1 = 0 + 2 + 1 + 0 + 1 = 4. It is
obvious how the algorithm for the computation of MEMs has to be modified
to compute infrequent MEMs. Clearly, MEMs that occur too many times
seem to have occurred by chance and should be excluded from the set of
potential anchors. In our opinion, the exact definition of “too many times”
depends on the genomes in comparison and should be left to the user of
the genome comparison tool. In other words, we let the thresholds on the
values r, r1, r2, R1, and R2 (or a combination of them) as parameters of the
program.

4.5.4 Computation of maximal multiple exact matches

The notion of maximal multiple exact matches (multiMEMs) is the natural
extension of maximal exact matches to more than two genomes. Roughly
speaking, a multiMEM is a sequence that occurs in all genomes to be com-
pared and cannot simultaneously be extended to the left or to the right in
all genomes. The algorithm of Section 4.5.3 can also be modified such that
it computes multiMEMs. More precisely, for the genomes S1, .., Sk, we con-
struct the enhanced suffix array of the concatenated genomes S1#1S2#2...
#k−1Sk$, where #1, ..., #k−1 are unique separator characters in none of
S1, .., Sk. During the bottom-up traversal, the position sets are constructed
w.r.t. every genome. The Cartesian product is then performed over the
non-empty k position sets; i.e., it will be k-dimensional Cartesian prod-
uct. It is not difficult to see that the time complexity of the algorithm is
O(|S1| + .. + |Sk| + z), where z is the number of multiMEMs, and the space
requirement is O(|S1| + .. + |Sk|). It is also not difficult to incorporate the
notions of rare and infrequent multiMEMs. These notions, as discussed in
Chapter 3, are of special importance, because they control the number of the
fragments, which grows exponentially with the number of the sequences.

4.5.5 Other applications of the bottom-up traversal

In this subsection, we present two other applications based on bottom-up
traversal of the enhanced suffix array. The first is finding all tandem repeats
of a genomic sequence and the second is computing the Ziv-Lempel decom-
position of a string. The former is important for studying genome repetitions
and the later is important for data compression.
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Tandem repeats

As already mentioned in Chapter 2, repeats play an important role in molec-
ular biology, and a basic task is to locate and compile repetitions in a genome.
If the repeated segments are occurring adjacent to each other, then we speak
of tandem repeats. Formally, a substring of S is a tandem repeat if it can
be written as ωω for some nonempty string ω. An occurrence of a tandem
repeat ωω = S[p..p + 2|ω| − 1] is represented by the pair (p, |ω|). Such an
occurrence (p, |ω|) is branching if S[p + |ω|] 6= S[p + 2|ω|]. There is an abun-
dance of papers dealing with the efficient computation of tandem repeats;
see, e.g., [130] for references. It is known that tandem repeats of a string S
can be computed in O(n) time in the worst case; see [63, 86]. However, these
algorithms are quite complicated and do not basically depend on suffix trees
(suffix arrays). Therefore, we will present algorithms that are simpler and
based only on enhanced suffix arrays. Experimental results show that our
algorithms are more efficient in practice, albeit with non-optimal worst case
time complexities.

Stoye and Gusfield [130] described how all tandem repeats can be derived
from branching tandem repeats by successively shifting a window to the left;
see Figure 4.8. For this reason, we restrict ourselves to the computation of
all branching tandem repeats.

The optimized basic algorithm of [130] computes all branching tandem
repeats in O(n log n) time. It is based on a traversal of the suffix tree, in
which each branching node is annotated by its leaf list, i.e., by the set of leaves
in the subtree below it. The leaf list of a branching node corresponds to an
lcp-interval in the lcp-interval tree. As a consequence, it is not difficult to
implement the optimized basic algorithm via a traversal of the lcp-interval
tree. For ease of presentation, we start with the basic algorithm of [130],
which is based on the following lemma.

Lemma 4.5.7 Let ω = S[p..p + ` − 1], where ` = |ω| > 0, and let [i..j] be
the ω-interval. The following statements are equivalent.

1. (p, `) is an occurrence of a branching tandem repeat.

2. i ≤ suftab−1[p] ≤ j and i ≤ suftab−1[p+ `] ≤ j and S[p+ `] 6= S[p+2`].

Proof (1) ⇒ (2): If (p, `) is an occurrence of the tandem repeat ω, then
ω = S[p..p + ` − 1] = S[p + `..p + 2` − 1]. Since ω is the longest common
prefix of S(suftab[i]), . . . , S(suftab[j]), it follows that i ≤ suftab−1[p] ≤ j and
i ≤ suftab−1[p + `] ≤ j. Furthermore, S[p + `] 6= S[p + 2`] because (p, `) is
branching.
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x...... y ......xac b ac bac b

Figure 4.8: Chain of non-branching tandem repeats axcb, baxc, and cbax, de-

rived by successively shifting a window one character to the left, starting from the

branching tandem repeat xcba.

(2) ⇒ (1): If i ≤ suftab−1[p] ≤ j and i ≤ suftab−1[p + `] ≤ j, then the
longest common prefix of Sp and Sp+` has length of at least `. Thus (p, `) is
an occurrence of a tandem repeat. Since S[p+ `] 6= S[p+2`], this occurrence
is branching. �

Algorithm 4.5.8 Basic algorithm for the computation of tandem repeats

for each `-interval [i..j] with ` > 0 do
for q := i to j do

p := suftab[q]
if i ≤ suftab−1[p + `] ≤ j and S[p + `] 6= S[p + 2`]
then report (p, `) as an occurrence of a branching tandem repeat

The basic algorithm finds all occurrences of branching tandem repeats in
time proportional to the sum of the sizes of all `-intervals, which is O(n2)
(take, e.g., S = an). A simple modification of the basic algorithm yields
the optimized basic algorithm of [130] as follows. We saw that if (p, `) is an
occurrence of the tandem repeat ω, then suftab−1[p] and suftab−1[p + `] are
elements of the ω-interval [i..j]. The modification relies on the following ob-
servation: If the occurrence is branching, then suftab−1[p] and suftab−1[p+ `]
belong to different child intervals of [i..j]. Thus, we can omit all indices of
one child [l..r] of [i..j] in the second for-loop of the basic algorithm, provided
that for each q ∈ [i..j]− [l..r] we do not only look forward from p := suftab[q]
(i.e., consider p + `) but we also look backward from it (i.e., we must also
consider p − `). For efficiency, the omitted child interval is the one of maxi-
mum size among all children of [i..j], we denote this interval by [lmax..rmax].
This is made precise in the next algorithm.

Algorithm 4.5.9 Optimized basic algorithm for the computation of tandem
repeats

for each `-interval [i..j] do
determine the child interval [lmax..rmax] of maximum size among all
children of [i..j]
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for q ∈ [i..j] − [lmax..rmax] do
p := suftab[q]
if i ≤ suftab−1[p + `] ≤ j and S[p + `] 6= S[p + 2`]
then report (p, `) as an occurrence of a branching tandem repeat
if i ≤ suftab−1[p − `] ≤ j and S[p − `] 6= S[p + `]
then report (p − `, `) as an occurrence of a branching tandem repeat

Algorithm 4.5.9 can be implemented by a bottom-up traversal of the
lcp-interval tree. Then, for each `-interval, a child interval of maximum
size can be determined in constant time. Since the largest child interval
is always excluded in the second for-loop of Algorithm 4.5.9, the algorithm
runs in O(n logn) time; see [130]. Algorithm 4.5.9 requires the tables lcptab,
suftab, and suftab−1 plus some space for the stack used during the bottom-up
traversal of the lcp-interval tree.

We further improve Algorithm 4.5.9 by getting rid of the character-checks
and reducing the number of forward- and backward checks. That is, we
exploit the fact that for an occurrence (|ω|, p) of a branching tandem repeat
ωω, we have S[p] = S[p + |ω|]. As a consequence, if p + |ω| = suftab[q] for
some q in the ω-interval [i..j], p must occur in the child interval [la..ra] storing
the suffixes of S that have ωa as a prefix, where a = S[suftab[i]] = S[p]. This
is formally stated in the following lemma.

Lemma 4.5.10 The following statements are equivalent:

(1) (|ω|, p) is an occurrence of a branching tandem repeat ωω.

(2) p+ |ω| = suftab[q] for some q in the ω-interval [i..j], and p = suftab[qa]
for some qa in the child interval [ia..ja] representing the suffixes of S
that have ωa as a prefix, where a = S[p].

This lemma suggests the following algorithm:

Algorithm 4.5.11 For each `-interval [i..j], let a = S[suftab[i]] and deter-
mine the child interval [ia..ja] of [i..j] such that a = S[suftab[ia]+ `]. Proceed
according to the following cases:

(1) If ja − ia + 1 ≤ i − j + 1 − (ja − ia + 1), then for each q, ia ≤ q ≤ ja,
let p = suftab[q]. If p + ` = suftab[r] for some r, i ≤ r ≤ ia − 1 or
ja + 1 ≤ r ≤ j, then output (`, p).

(2) If ja − ia + 1 > i− j + 1− (ja − ia + 1), then for each q, i ≤ q ≤ ia − 1
or ja + 1 ≤ q ≤ j, let p = suftab[q]. If p − ` = suftab[r] for some r,
ia ≤ r ≤ ja, then output (`, p).
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One easily verifies for each interval [l..r] that l−r+1−(rmax− lmax +1) ≥
min{ra − l + 1, l − r + 1− (ra − la + 1)}. Hence Algorithm 4.5.11 checks not
more suffixes than Algorithm 4.5.9. Thus the number of suffixes checked
is O(n log n). For each suffix either a forward-check or backward-check is
necessary. This takes constant time. The lcp-interval tree is processed in
O(n) time. Additionally, for each interval the algorithm determines the child
interval [la..ra]. This takes constant extra time. Hence the running time of
Algorithm 4.5.11 is O(n log n).

Ziv-Lempel decomposition

As a second application of the bottom-up traversal of the lcp-interval tree, we
will describe how to compute the Ziv-Lempel decomposition [142] of a string.
The Ziv-Lempel decomposition plays an important role in data compression,
and recently it was used in linear time algorithms for the detection of all
tandem repeats of a string [63, 86].

For each position i of S, let li denote the length of the longest prefix of
S[i..n] that also occurs as a substring of S starting at some position j < i.
Let si denote the starting position of the leftmost occurrence of this substring
in S if li > 0, and si = 0, otherwise; see the upper table of Figure 4.9.

The Ziv-Lempel decomposition of S is the list of indices i1, i2, . . . , ik,
defined inductively by i1 = 0 and iB+1 = iB + max{1, liB} for B ≥ 1 and
iB ≤ n. The substring S[iB..iB+1 − 1], 1 ≤ B ≤ k, obtained in this way is
called the B-th block of the Ziv-Lempel decomposition of S; see the lower
table of Figure 4.9.

The Ziv-Lempel decomposition of a string S can also be computed off-
line in linear time by a bottom-up traversal of the lcp-interval tree; see
Algorithm 4.5.2. To this end, we add another value min of type integer to
the quadruples stored on the stack. This value corresponds to a position in
S. It is initially set to ⊥ and will be updated by the process function. At any
stage, when the function process is applied to an `-interval [i..j], all its child
intervals are known and have already been processed (note that [i..j] 6= [0..n]
must hold). Let [l1..r1], [l2..r2], . . . , [lk..rk] be the k child intervals of [i..j],
stored in its childList. Let min1, . . . , mink be the respective min-value of
the child intervals, where minj = min{suftab[lj], .., suftab[rj]}. Let M be a
list of positions in S such that

M = {min1, ..,mink} ∪ {suftab[q] | q ∈ [i..j] and q 6∈ [lp..rp] for all p ∈ [1..k]}

Note that the q indices correspond to singleton intervals. Compute min :=
min M and update it in the quadrable of [i..j]. Assign for all p ∈ M with
p 6= min: sp := min and lp := `. Finally, for the root [0..n] of the lcp-interval
tree, we assign for all p ∈ M : sp := 0 and lp := 0.
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S[i] a c a a a c a t a t $

i 0 1 2 3 4 5 6 7 8 9 10

si 0 0 0 2 0 1 0 0 6 7 0

li 0 0 1 2 3 2 1 0 2 1 0

B 1 2 3 4 5 6 7 8

iB 0 1 2 3 5 7 8 10

B-th block a c a aa ca t at $

Figure 4.9: The values of si and li (above) and the Ziv-Lempel decomposition

(below) for the string acaaacatat. The enhanced suffix array of this string is given

in Figure 4.2.

Let us give an example. The first lcp-interval traversed in the enhanced
suffix array of Figure 4.2 is 2-[0..1]. This interval contain two singleton
intervals [0..0] and [1..1]. Hence, M = {2, 3}, min = 2, s3 = 2 and l3 = 2.
Then the element min is updated in the quadrable of 2-[0..1]. Processing the
brother intervals 3-[2..3] and 2-[4..5] in a similar way yields s4 = 0, l4 = 3,
s8 = 6, l8 = 2, and the min value attached to 3-[2..3] is 0 and the min
value attached to 2-[4..5] is 6. Moving to the parent interval 1-[0..5], the list
M = {0, 2, 6}. Then s2 = 0, l2 = 1, s6 = 0, l6 = 1, and the min value
attached to 1-[0..5] is 0. This proceeds until the traversal terminates.

4.6 Top-down traversals

In this section, we show how to simulate the top-down traversal of the suffix
tree using the enhanced suffix array. As a basic application, we show how to
answer queries of the type “Is P a substring of S?” in O(m) time, where m =
|P |. As already mentioned in Chapter 1, this algorithm takes O(m + log n)
time [100] using the suffix array without our enhancement. The logarithmic
term of this time complexity is due to binary searches, which locate P in the
suffix array of S. Moreover, we will show how to find all z occurrences of
a pattern P in optimal O(m + z) time. This pattern matching application
is not used per se in computing fragments. But in the next section, we will
use the algorithm developed here as part of another algorithm that computes
maximal exact matches in a space-economic way.
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4.6.1 Exact pattern matching

To achieve the O(m+z) time complexity, one must be able to determine, for
any `-interval [i..j], all its child intervals in constant time. We achieve this
goal by enhancing the suffix array with the lcp-table and an additional table:
the child-table childtab; see Figure 4.10. The child-table is a table of size
n + 1 indexed from 0 to n and each entry contains three values: up, down,
and next`Index. We show later that the three fields can be merged in a
table of one column. Each of these three values requires 4 bytes in the worst
case, but in practice it is possible to store the same information in only one
byte; see Section 4.8. Formally, the values of each childtab-entry are defined
as follows (we assume that min ∅ = max ∅ = ⊥):

childtab[i].up = min{q ∈ [0..i − 1] | lcptab[q] > lcptab[i] and
∀k ∈ [q + 1..i − 1] : lcptab[k] ≥ lcptab[q]}

childtab[i].down = max{q ∈ [i + 1..n] | lcptab[q] > lcptab[i] and
∀k ∈ [i + 1..q − 1] : lcptab[k] > lcptab[q]}

childtab[i].next`Index = min{q ∈ [i + 1..n] | lcptab[q] = lcptab[i] and
∀k ∈ [i + 1..q − 1] : lcptab[k] > lcptab[i]}

In essence, the child-table stores the parent-child relationship of lcp-
intervals. Roughly speaking, for an `-interval [i..j] whose `-indices are i1 <
i2 < · · · < ik, the childtab[i].down or childtab[j + 1].up value is used to deter-
mine the first `-index i1. The other `-indices i2, . . . ik can be obtained from
childtab[i1].next`Index, . . . childtab[ik−1].next`Index, respectively. Once all
these `-indices are known, one can determine all the child intervals of [i..j]
according to the following lemma.

Lemma 4.6.1 Let [i..j] be an `-interval. If i1 < i2 < · · · < ik are the `-
indices in ascending order, then the child intervals of [i..j] are [i..i1 − 1],
[i1..i2 − 1], . . . , [ik..j] (note that some of them may be singleton intervals).

Proof Let [l..r] be one of the intervals [i..i1−1], [i1..i2−1], . . . , [ik..j]. If [l..r]
is a singleton interval, then it is a child interval of [i..j]. Suppose that [l..r]
is an m-interval. Since [l..r] does not contain an `-index, it follows that [l..r]
is embedded in [i..j]. Because lcptab[i1] = lcptab[i2] = · · · = lcptab[ik] = `,
there is no interval embedded in [i..j] that encloses [l..r]. That is, [l..r] is
a child interval of [i..j]. Finally, it is not difficult to see that [i..i1 − 1],
[i1..i2 − 1], . . . , [ik..j] are all the child intervals of [i..j], i.e., there cannot be
any other child interval. �

As an example, consider the enhanced suffix array in Figure 4.10. The
1-[0..5] interval has the 1-indices 2 and 4. The first 1-index 2 is stored in
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-

1

1

1

1

1

childtab

i suftab lcptab 1. 2. 3. suftab−1 bwttab S(suftab[i])

0 2 0 2 6 2 c aaacatat$

1 3 2 6 a aacatat$

2 0 1 1 3 4 0 acaaacatat$

3 4 3 1 a acatat$

4 6 1 3 5 3 c atat$

5 8 2 7 t at$

6 1 0 2 7 8 4 a caaacatat$

7 5 2 8 a catat$

8 7 0 7 9 10 5 a tat$

9 9 1 9 a t$

10 10 0 9 10 t $

Figure 4.10: Suffix array of the string S = acaaacatat enhanced with the lcp-

table, the child-table, the inverse suffix array, and the Burrows and Wheeler table.

The fields 1, 2, and 3 of the childtab denote the up, down, and next`Index field,

respectively. The encircled entries are redundant because they also occur in the

up field. The arrows points to the location where the field entries will be stored.

childtab[0].down and childtab[6].up. The second 1-index is stored in the array
at the position determined by childtab[2].next`Index. Thus, the child inter-
vals of [0..5] are [0..1], [2..3], and [4..5]. Before we show in detail how the
child-table can be used to determine the child intervals of an lcp-interval in
constant time, we address the problem of building the child-table efficiently.

Construction of the child-table

The childtab can be computed in linear time by a bottom-up traversal of the
lcp-interval tree (Algorithm 4.5.2) as follows. At any stage, when the function
process is applied to an `-interval [i..j], all its child intervals are known and
have already been processed (note that [i..j] 6= [0..n] must hold). Let [l1..r1],
[l2..r2], . . . , [lk..rk] be the k child intervals of [i..j], stored in its childList. If
k = 0, then [i..j] is a leaf in the lcp-interval tree. In this case, the `-indices of
[i..j] are the indices i + 1, i + 2, . . . , j. Otherwise, if k > 0, then the `-indices
of [i..j] are the indices l2, . . . , lk plus all those indices from [i..j] that are not
contained in any of the child intervals (these indices correspond to singleton
intervals). In our example from Figure 4.5, when the function process is
applied to the 1-interval [0..5], its child intervals are [0..1], [2..3], and [4..5];
hence 2 and 4 are the 1-indices of [0..5]. Let i1, . . . , ip be the `-indices of [i..j],
in ascending order. The first `-index i1 is assigned to childtab[j + 1].up and

85



CHAPTER 4. THE ENHANCED SUFFIX ARRAY

childtab[i].down. The other `-indices i2, . . . , ip are stored in the next`Index
field of childtab[i1], childtab[i2], . . . , childtab[ip−1], respectively. Finally, one
has to determine the 0-indices j1, . . . , jq (in ascending order) of the interval
[0..n] (which remained on the stack) and store them in the next`Index field of
childtab[j1], childtab[j2], . . . , childtab[jq−1]. The resulting child-table is shown
in Figure 4.10, where the fields 1, 2, and 3 of the childtab denote the up,
down, and next`Index field.

Merging the three fields

To reduce the space requirement of the child table, we merge the three fields
up, down, and next`Index in one array. The basic observation is that there
are O(n) intervals that can determined by a total of O(n) `-indices. The
details are as follows. The down field is needed only if it does not contain
the same information as the up field. Fortunately, for an `-interval, only one
down field is required because an `-interval [i..j] with k `-indices has at most
k + 1 child intervals. Suppose [l1..r1], [l2..r2], . . . , [lk..rk], [lk+1..rk+1] are the
k + 1 child intervals of [i..j], where [lq..rq] is an `q-interval and iq denotes
its first `q-index for any 1 ≤ q ≤ k + 1. In the up field of childtab[r1 + 1],
childtab[r2 + 1], . . . , childtab[rk + 1] we store the indices i1, i2, . . . , ik, respec-
tively. Thus, only the remaining index ik+1 must be stored in the down field
of childtab[rk +1]. This value can be stored in childtab[rk +1].next`Index be-
cause rk+1 is the last `-index and hence childtab[rk+1].next`Index is empty;
see Figure 4.10. However, if we do this, then for a given index i we must be
able to decide whether childtab[i].next`Index contains the next `-index or the
childtab[i].down value. This can be accomplished by the following case anal-
ysis. The field childtab[i].next`Index contains the next `-index if the value
lcptab[childtab[i].next`Index] = lcptab[i], whereas it stores childtab[i].down, if
the value lcptab[childtab[i].next`Index] > lcptab[i]. This follows directly from
the definition of the next`Index and down field, respectively. Moreover, the
memory cells of childtab[i].next`Index, which are still unused, can store the
values of the up field. To see this, note that childtab[i+1].up 6= ⊥ if and only
if lcptab[i] > lcptab[i + 1]. In this case, we have childtab[i].next`Index = ⊥
and childtab[i].down = ⊥. In other words, childtab[i].next`Index is empty
and can store the value childtab[i+1].up. Finally, for a given index i, one can
decide whether childtab[i].next`Index contains the value childtab[i+1].up by
testing whether lcptab[i] > lcptab[i + 1]; see Figure 4.10. To sum up, al-
though the child-table theoretically uses three fields, only space for one field
is actually required.
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Determining child intervals in constant time

Given the child-table, the first step to locate the child intervals of an `-interval
[i..j] in constant time is to find the first `-index in [i..j], i.e., the minimum of
the set `Indices(i, j). This is possible with the help of the up and down fields
of the child-table. (For ease of exposition, the following discussion assumes
that the fields of the child table are not merged.)

Lemma 4.6.2 For every `-interval [i..j], the following statements hold:

1. i < childtab[j + 1].up ≤ j or i < childtab[i].down ≤ j.

2. childtab[j +1].up stores the 1st `-index in [i..j], if i < childtab[j +1].up ≤ j.

3. childtab[i].down stores the 1st `-index in [i..j], if i < childtab[i].down ≤ j.

Proof (1) First, consider index j + 1. Suppose lcptab[j + 1] = `′ and let
I ′ be the corresponding `′-interval. If [i..j] is a child interval of I ′, then
lcptab[i] = `′ and there is no `-index in [i+1..j]. Therefore, childtab[j+1].up =
min `Indices(i, j), and consequently i < childtab[j + 1].up ≤ j. If [i..j] is not
a child interval of I ′, then we consider index i. Suppose lcptab[i] = `′′ and let
I ′′ be the corresponding `′′-interval. Because lcptab[j + 1] = `′ < `′′ < `, it
follows that [i..j] is a child interval of I ′′. We conclude that childtab[i].down =
min `Indices(i, j). Hence, i < childtab[i].down ≤ j.
(2) If i < childtab[j+1].up ≤ j, then the claim follows from childtab[j+1].up =
min{q ∈ [i + 1..j] | lcptab[q] > lcptab[j + 1], lcptab[k] ≥ lcptab[q] ∀k ∈
[q + 1..j]} = min{q ∈ [i + 1..j] | lcptab[k] ≥ lcptab[q] ∀k ∈ [q + 1..j]} =
min `Indices(i, j).
(3) Let i1 be the first `-index of [i..j]. Then lcptab[i1] = ` > lcptab[i] and for
all k ∈ [i+1..i1−1] the inequality lcptab[k] > ` = lcptab[i1] holds. Moreover,
for any other index q ∈ [i + 1..j], we have lcptab[q] ≥ ` > lcptab[i] but not
lcptab[i1] > lcptab[q]. �

Once the first `-index i1 of an `-interval [i..j] is found, the remaining
`-indices i2 < i3 < · · · < ik in [i..j], where 1 ≤ k ≤ |Σ|, are obtained succes-
sively from the next`Index field of childtab[i1], . . . , childtab[ik−1]. It follows
that the child intervals of [i..j] are the intervals [i..i1−1], [i1..i2−1], . . . , [ik..j];
see Lemma 4.6.1. The pseudo-code implementation of the following function
getChildIntervals takes a pair (i, j) representing an `-interval [i..j] as input
and returns a list containing the pairs (i, i1 − 1), (i1, i2 − 1), . . . , (ik, j). For
the moment, this function does not accept the interval 0..n, but soon in
Algorithm 4.6.4 we will show how to deal with this case.
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Algorithm 4.6.3 getChildIntervals, input an lcp-interval [i..j] 6= [0..n]

intervalList = [ ]
if i < childtab[j + 1].up ≤ j then

i1 := childtab[j + 1].up
else i1 := childtab[i].down
add(intervalList, (i, i1 − 1))
while childtab[i1].next`Index 6= ⊥ do

i2 := childtab[i1].next`Index
add(intervalList, (i1, i2 − 1))
i1 := i2

add(intervalList, (i1, j))

The function getChildIntervals runs in time O(|Σ|). Since we assume that
|Σ| is a constant, getChildIntervals runs in constant time. Using getChild-
Intervals one can simulate every top-down traversal of a suffix tree on an
enhanced suffix array. To this end, one can easily modify the function
getChildIntervals to a function getInterval which takes an `-interval [i..j]
and a character a ∈ Σ as input and returns the child interval [l..r] of [i..j]
(which may be a singleton interval) whose suffixes have the character a at
position `. Note that all the suffixes in [l..r] share the same `-character prefix
because [l..r] is a subinterval of [i..j]. If such an interval [l..r] does not exist,
getInterval returns ⊥. Clearly, getInterval has the same time complexity as
getChildIntervals. Algorithm 4.6.4 is the pseudo-code implementation of the
function getInterval.

Algorithm 4.6.4 getInterval, input an lcp-interval [i..j] and character a

if [i..j] = [0..n] then
i1 := 0
while childtab[i1].next`Index 6= ⊥ do

if S[suftab[i1]] = a then return (i1, childtab[i1].next`Index)
i1 = childtab[i1].next`Index

if i < childtab[j + 1].up ≤ j then
i1 := childtab[j + 1].up

else i1 := childtab[i].down
if S[suftab[i]] = a then return (i, i1 − 1)
while childtab[i1].next`Index 6= ⊥ do

i2 := childtab[i1].next`Index
if S[suftab[i1]] = a then return (i1, i2 − 1)
i1 := i2

if S[suftab[i1]] = a then return (i1, j)
return ⊥
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With the help of Lemma 4.6.2, it is also easy to implement a function
getlcp(i, j) that determines the lcp-value of an lcp-interval [i..j] in constant
time as follows.

Algorithm 4.6.5 Function getlcp(i, j)

if i < childtab[j + 1].up ≤ j
then return lcptab[childtab[j + 1].up]
else return lcptab[childtab[i].down]

Answering queries in optimal time

Now we are in a position to show how the enhanced suffix arrays can be used
to answer decision queries of the type “Is P a substring of S?” in optimal
O(m) time. Moreover, enumeration queries of the type “Where are all z
occurrences of P in S?” can be answered in optimal O(m + z) time, totally
independent of the size of S.

Algorithm 4.6.6 Answering decision queries.

c := 0
queryFound := True
(i, j) := getInterval(0, n, P [c])
while (i, j) 6= ⊥ and c < m and queryFound = True

if i 6= j then
` := getlcp(i, j)
min := min{`, m}
queryFound := S[suftab[i] + c..suftab[i] + min − 1] = P [c..min − 1]
c := min
(i, j) := getInterval(i, j, P [c])

else queryFound := S[suftab[i] + c..suftab[i] + m − 1] = P [c..m − 1]
if queryFound then

report(i, j) /* the P -interval */
else print “pattern P not found”

The algorithm starts by determining with getInterval(0, n, P [0]) the lcp
or singleton interval [i..j] whose suffixes start with the character P [0]. If [i..j]
is a singleton interval, then pattern P occurs in S if and only if S[suftab[i]..suftab[i]+
m − 1] = P . Otherwise, if [i..j] is an lcp-interval, then we determine
its lcp-value ` by the function getlcp; see end of Section 4.6.1. Let ω =
S[suftab[i]..suftab[i] + ` − 1] be the longest common prefix of the suffixes
S(suftab[i]), S(suftab[i]), . . . , S(suftab[j]). If ` ≥ m, then pattern P occurs
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in S if and only if ω[0..m − 1] = P . Otherwise, if ` < m, then we test
whether ω = P [0..` − 1]. If not, then P does not occur in S. If so,
we search with getInterval(i, j, P [`]) for the `′- or singleton interval [i′..j ′]
whose suffixes start with the prefix P [0..`] (note that the suffixes of [i′..j ′]
have P [0..` − 1] as a common prefix because [i′..j ′] is a subinterval of [i..j]).
If [i′..j ′] is a singleton interval, then pattern P occurs in S if and only if
S[suftab[i′] + `..suftab[i′] + m − 1] = P [`..m − 1]. Otherwise, if [i′..j ′] is an
`′-interval, let ω′ = S[suftab[i′]..suftab[i′]+ `′−1] be the longest common pre-
fix of the suffixes S(suftab[i′]), S(suftab[i′ + 1]), . . . , S(suftab[j ′]). If `′ ≥ m,
then pattern P occurs in S if and only if ω′[`..m − 1] = P [`..m − 1] (or
equivalently, ω[0..m − 1] = P ). Otherwise, if `′ < m, then we test whether
ω[`..`′− 1] = P [`..`′− 1]. If not, then P does not occur in S. If so, we search
with getInterval(i′, j ′, P [`′]) for the next interval, and so on.

Enumerative queries can be answered in optimal O(m+z) time as follows.
Given a pattern P of length m, we search for the P -interval [l..r] using the
preceding algorithm. This takes O(m) time. Then we can report the start
position of every occurrence of P in S by enumerating suftab[l], . . . , suftab[r].
In other words, if P occurs z times in S, then reporting the start position of
every occurrence requires O(z) time in addition.

4.6.2 Other applications of the top-down traversal

Finding all unique substrings

As a second application of the top-down traversal of the lcp-interval tree,
we will briefly describe how to find all unique substrings in optimal time.
The problem is relevant when designing oligonucleotides. Oligonucleotides
are short single-stranded DNA sequences. They are used either as primers
in a PCR (Polymerase Chain Reaction) process to start the synthesis of a
stretch of DNA having the complementary sequence of these oligonucleotides,
or as probes to detect (and quantify) the existence of its complementary
sequence in a pool of DNA sequences. These oligonucleotides should be
unique to the DNA stretch they detect or synthesize. For example, if a
certain oligonucleotide is used for the detection or isolation of a certain gene
in a genome, then the complementary sequence should occur only in this
gene, and nowhere else in the studied genome. Furthermore, the length of
oligonucleotides should be within certain limits due to chemical and physical
considerations (the length of a primer is between 18 to 30 and that of probes
is between 4 to 10 base pairs). This leads us to the definition of unique
substrings.
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Definition 4.6.7 A substring of S is unique if it occurs only once in S.

Definition 4.6.8 Given a string S of length n and two integers 0 < i < j ≤
n, the unique substrings problem is to find all unique substrings of S such
that the length of each is between i and j. The string S is a unique substring
of length n.

For example, the strings ca, cac, aca, and acac are unique substring in
acac. It is not difficult to verify that a unique substring in S corresponds
to a singleton interval. In particular, if u is a unique substring of S, then
there is an `-interval [i..j] and a singleton child interval [k..k] of [i..j] such
that u is a prefix of length ` + 1 of S[suftab[k]..n − 1] and u[`] 6= $. As a
consequence, we solve the all unique substrings problem by enumerating lcp-
intervals. Since we are interested in lcp-intervals whose lcp-value lies between
two limits, we perform a breadth-first traversal of the lcp-interval tree, using
a queue. Of course, we do not construct the lcp-interval tree. Instead, we use
the enhanced suffix array to generate the lcp-intervals. During the traversal,
we report the singleton intervals whose lcp-value lies within the given limits.

A variation of the all unique substrings problem is the shortest unique
substrings problem, which reports the unique substrings whose length is less
than any other unique substrings. For example, ca is the only shortest unique
substring in acac. This substring is of length 2. This is achieved by maintain-
ing a set M of unique substrings, represented by their length and their start
position in S. The length q of the unique substrings in M is minimal over all
unique substrings detected so far. Initially, M is empty and q = ∞. Suppose
that [i..j] is the current `-interval to be processed during the traversal. We
compute all child intervals of [i..j] according to Algorithm 4.6.3. For each
singleton child interval [k..k] of [i..j] with the character S[suftab[k] + `] 6= $,
the prefix of S(suftab[k]) of length ` + 1 is a unique substring of S. If M is
empty or q > `+1, then M is updated by {(`+1, suftab[k])} and q is assigned
` + 1. If M is not empty and q = ` + 1, then we add (` + 1, suftab[k]) to M .
Otherwise, M and q are left unchanged. Each child interval [i′..j ′] of [i..j]
with lcp-value `′ is added to the back of the queue, whenever `′+1 ≤ q. Then
we proceed with the next lcp-interval at the front of the queue, as described
above, until the queue is empty.

Computing the child intervals of an lcp-interval takes constant time. Ver-
ifying the uniqueness and maintaining the queue as well as the set M takes
time proportional to the number of processed lcp-intervals. In the worst case,
this is O(n). Thus the algorithm runs in O(n) time. However, in practice
only a small number of lcp-intervals is processed; see Section 4.9.
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Brute-force computation of tandem repeats

Recall from Subsection 4.5.5 that a substring of S is a tandem repeat if it can
be written as ωω for some nonempty string ω. An occurrence of a tandem
repeat ωω = S[p..p + 2|ω| − 1] is represented by the pair (p, |ω|). Such an
occurrence (p, |ω|) is branching if S[p + |ω|] 6= S[p + 2|ω|].

A simple method to find the branching tandem repeats is to process all
lcp-intervals by top-down traversals of the lcp-interval tree. For a given ω-
interval [i..j] one checks whether there is a child interval [l..r] (which may
be a singleton interval) of [i..j] such that ωω is a prefix of S[suftab[q]] for
each q ∈ [l..r]. Using the child-table, such a child interval can be detected in
O(|ω|) time (if it exists) with the algorithm of the previous section. It turns
out that the worst case running time of the brute force algorithm is O(n2)
(take, e.g., S = an). However, the expected length of the longest repeat of
a string S is in O(log n), where n = |S|. That is, |ω| = O(log n). Hence,
the expected running time of the algorithm is O(n log n). In practice, this
method is faster and more space efficient than other methods; see Section
4.9 for experimental results.

4.7 Incorporating suffix links

In this section, we show how to simulate the traversal of the suffix tree using
suffix links. First, we introduce the suffix links. Then we show how to include
them in the enhanced suffix array. The basic motivation is the computation of
maximal exact matches using the enhanced suffix array of only one sequence,
which implies more space reduction.

4.7.1 Suffix links

Notions

First, we recall the definition of the suffix links over the suffix trees. Let ω
denote a node u in the suffix tree if and only if the concatenation of the edge-
labels on the path from the root to u spells out the string ω. It is a property
of suffix trees that for any internal node aiω, there is also an internal node
ω. A pointer from aiω to ω is called a suffix link, where ai ∈ Σ. If w is an
empty string, then the suffix link of ai points to the root of the suffix tree.
Figure 4.11 shows an example of the suffix tree augmented with the suffix
links.
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Figure 4.11: The suffix tree for S = acaaacatat. The dashed arrows represent

the suffix links. The node u is denoted by aiω, where aiω = a and the node v is

denoted by aiβ, where aiβ = aca.

Definition 4.7.1 Let the i-th suffix S(suftab[i]) = aiω. If index j, 0 ≤ j <
n, satisfies S(suftab[j]) = ω, then we denote j by link[i] and call it the suffix
link (index) of i.

The suffix link of i can be computed with the help of the inverse suf-
fix array as follows. (Recall from Section 4.3 that the inverse suffix array
suftab−1 is a table such that suftab−1[suftab[q]] = q for every 0 ≤ q ≤ n; see
Figure 4.2.)

Lemma 4.7.2 If suftab[i] < n, then link[i] = suftab−1[suftab[i] + 1].

Proof Let S(suftab[i]) = aiω. Since ω = S(suftab[i] + 1), link[i] must satisfy
suftab[link[i]] = suftab[i] + 1. This immediately proves the lemma. �

Definition 4.7.3 Given `-interval [i..j], the smallest lcp-interval [l..r] satis-
fying l ≤ link[i] < link[j] ≤ r is called the suffix link interval of [i..j].

Suppose that the `-interval [i..j] corresponds to an internal node aiω in
the suffix tree. Then there is a suffix link from node aiω to the internal node
ω. The following lemma states that node ω corresponds to the suffix link
interval of [i..j].

Lemma 4.7.4 Given the aiω-interval `-[i..j], its suffix link interval is the
ω-interval, which has lcp-value ` − 1.
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Proof Let [l..r] be the suffix link interval of [i..j]. Because the lcp-
interval [i..j] is the aiω-interval, aω is the longest common prefix of
S(suftab[i]), . . . , S(suftab[j]). Consequently, ω is the longest common pre-
fix of S(suftab[link[i]]), . . . , S(suftab[link[j]]). It follows that ω is the longest
common prefix of S(suftab[l]), . . . , S(suftab[r]), because [l..r] is the smallest
lcp-interval satisfying l ≤ link[i] < link[j] ≤ r. That is, [l..r] is the ω-interval
and thus it has lcp-value ` − 1. �

Construction of the suffix link table

In the following, we present three methods for constructing the suffix link
table. The first is simple one and takes O(n logn) time and linear space.
Both the second and third methods takes O(n) time and space.

Method One

In order to incorporate suffix links into the enhanced suffix array, we proceed
as follows. In a preprocessing step, we compute for every `-interval [i..j] its
suffix link interval [l..r] and store the left and right boundaries l and r at the
first `-index of [i..j]. The corresponding table, indexed from 0 to n is called
suffix link table and denoted by suflink; see Figure 4.12 for an example. Note
that the lcp-value of [l..r] need not be stored because it is known to be `− 1.
Thus, the space requirement for suflink is 2 · 4n bytes in the worst case. To
compute the suffix link table suflink, the lcp-interval tree is traversed in a
breadth first left-to-right manner. For every lcp-value encountered, we hold
a list of intervals of that lcp-value, which is initially empty. Whenever an
`-interval is computed, it is appended to the list of `-intervals; this list is
called `-list in what follows. In the example of Figure 4.5, this gives

0-list: [0..10]
1-list: [0..5], [8..9]
2-list: [0..1], [4..5], [6..7]
3-list: [2..3]

Note that the `-lists are automatically sorted in increasing order of the left-
boundary of the intervals and that the total number of `-intervals in the `-lists
is at most n. For every lcp-value ` > 0 and every `-interval [i..j] in the `-list,
we proceed as follows. We first compute link[i] according to Lemma 4.7.2.
Then, by a binary search in the (`−1)-list, we search in O(log n) time for the
interval [l..r] such that l is the largest left boundary of all (` − 1)-intervals
with l ≤ link[i]. This interval is the suffix link interval of [i..j]. Finally, we
determine in constant time the first `-index of [i..j] according to Lemma 4.6.2
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childtab suflink

i suftab lcptab 1. 2. 3. l r suftab−1 bwttab S(suftab[i])

0 2 0 2 6 2 c aaacatat$

1 3 2 0 5 6 a aacatat$

2 0 1 1 3 4 0 10 0 acaaacatat$

3 4 3 6 7 1 a acatat$

4 6 1 3 5 3 c atat$

5 8 2 8 9 7 t at$

6 1 0 2 7 8 4 a caaacatat$

7 5 2 0 5 8 a catat$

8 7 0 7 9 10 5 a tat$

9 9 1 0 10 9 a t$

10 10 0 9 10 t $

Figure 4.12: Suffix array of the string S = acaaacatat enhanced with the lcp-table,

the child-table, the suffix link table, the inverse suffix array, and the Burrows and

Wheeler table.

and store l and r there. Because there are less than n lcp-intervals and for
each interval the binary search takes O(log n) time, the preprocessing phase
requires O(n log n) time. Table suftab−1 and the `-lists require O(n) space,
but they are only used in the preprocessing phase and can be deleted after
the computation of the suffix link table.

Method 2

Theoretically, it is possible to compute the suffix link intervals in time O(n)
via the construction of the suffix tree. But it is also possible to give a lin-
ear time algorithm without intermediate construction of the suffix tree. We
achieve this by avoiding the binary search over the `-lists and reducing the
problem of computing the suffix link intervals to the problem of answering
range minimum queries. In contrast to the previous O(n logn)-time algo-
rithm, we store the boundaries i and j of an `-interval [i, j] at every `-index
(again, these values can be deleted once the suffix link table suflink is created).

Lemma 4.7.5 Let [i, j] be an `-interval [i, j] and let [l..r] be its suffix link
interval. Since there is an `-index q with i+1 ≤ q ≤ j, there is also an index
k such that k is an (` − 1)-index of [l..r] and link[i] + 1 ≤ k ≤ link[j].

Proof Follows from the proof of Lemma 4.7.4. �
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Because l ≤ link[i] + 1 ≤ link[j] ≤ r and ` − 1 is the length of the longest
common prefix of link[i] and link[j], the minimum value of the lcp-table in the
range [link[i] + 1..link[j]] is ` − 1. Therefore, one can locate an (` − 1)-index
k of [l..r] with link[i] + 1 ≤ k ≤ link[j] by answering the range minimum
query in the range [link[i] + 1..link[j]]. The range minimum query is defined
as follows.

Definition 4.7.6 Let L be an integer-array of size n whose elements are in
the range [0, n − 1]. Let 0 ≤ i < j ≤ n − 1. The range minimum query
rmq(i, j) asks for an index k such that i ≤ k ≤ j and L[k] = min{L[q] | i ≤
q ≤ j}.

An rmq can be answered in constant time provided that the array L is
appropriately preprocessed. Fortunately, the preprocessing of L requires only
linear time and space; see [21, 83, 121].

For the computation of suffix link intervals, one solves rmqs for L = lcptab.
As in the previous algorithm, the lcp-interval tree is traversed in breadth-first
order. Thus the `-intervals are processed in ascending order of their lcp-value.
Suppose `-interval [i..j] is to be processed and all intervals of lcp-value `− 1
have already been processed. First, we store the `-interval boundaries i and
j at every `-index of [i..j]. Second, we compute link[i] and link[j] according to
Lemma 4.7.2, and evaluate k = rmq(link[i]+1, link[j]). k is an (`−1)-index of
the suffix link interval of [i..j], and thus we can look up the boundaries l and
r of this suffix link interval at index k. Finally, we store l and r in the suffix
link table at the first `-index of [i..j]. Because every step in this procedure
takes constant time and space, the overall complexity of computing the suffix
link intervals is O(n).

Method Three

This method constructs the suffix link table in linear time and space without
using rmq. In this method, we use a breadth-first traversal to construct the
suffix links in a top-down fashion so that the already constructed suffix links
are used to construct other suffix links. For ease of presentation, we show
how this algorithm works on the suffix tree. Let us first introduce some
notions. Let aiω denote an internal node u of the suffix tree, where the
concatenation of the edge-labels from the root to u spells out the substring
aiω, where ai ∈ Σ. Let aiβ denote a child node v of u. Note that the string
aiω is a prefix of aiβ. An example of the nodes u and v is shown in Figure
4.11.

Given the suffix tree, a simple way to construct the suffix link of any
node such as aiω is to perform exact pattern matching starting from the root
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to locate the nodes ω. It is clear that the time complexity of this solution
is not linear. However, we can reduce it to O(n) by using the suffix links
constructed for the parent nodes to avoid searching the suffix tree from the
root every time we traverse a new node.

We traverse the suffix tree in a breadth first order. Assume that there
is a suffix link from aiω to ω, and we are now visiting the node aiβ. For
constructing the suffix link from aiβ to β, we follow the suffix link of the
parent node aiω. It is not difficult to see that the node β is a descendant
node of ω. To reach the node β from ω, one traverses the nodes ω → β0 →
· · · → βt → β, t < n, on the path from ω to β. For a node βj, 0 ≤ j ≤ t
on this path, the child node βj+1 is determined such that the character

S[|βj| + 1] = a, where a ∈ Σ is the first edge-label on the edge from βj to
βj+1. In other words, traversing these nodes does not require to check all the
edge-labels on the path. Instead, one checks only the first character of the
substring annotating the edge from βj to βj+1. That is, the first edge-label
annotating an edge is used to guide the traversal, while the remaining ones
are skipped. Once, the node β is reached, a suffix link is constructed from
aiω to ω. The well-informed reader can figure out that the trick of skipping
the edge-labels except the first one is used in the algorithms that construct
the suffix tree in linear time [62]; see also [57]. There, it is proven that every
node is visited a constant number of times, which holds also here because
we use breadth first traversal. That is, constructing the suffix links given a
suffix tree can be done in linear time and space. In the next subsection, we
will see that this trick was also used in the algorithm of Chang and Lawler
[37] to perform all suffixes matching in linear time. Simulating this algorithm
is straightforward and does not require any additional data structures. We
just need to allocate space for the suflink table to store the constructed suffix
link and jump to the suffix link intervals. We need also the childtab table
to perform the breadth first traversal of the enhanced suffix array in linear
time. To sum up, Method Three constructs the suffix link table in linear
time and space.

4.7.2 Space efficient computation of MEMs

As an application of the suffix links, we present an algorithm that computes
all maximal exact matches by constructing the enhanced suffix array of only
one sequence and matching the other sequence against it. This has the
advantage of considerably reducing the space requirement for computing the
fragments.
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All suffixes matching

Let S1 and S2 be two sequences of lengths n1 and n2 respectively. The key
idea to compute MEMs is to match all the suffixes of S2 against all those
of S1. Given the enhanced suffix array of S1, a naive solution is to query
all the suffixes of S2 one after another against the enhanced suffix array of
S1. Clearly, this all suffixes matching task requires O((n2)

2) time. However,
utilizing the suffix links makes it possible to accomplish this task in time
proportional to the length of S2. Matching all the suffixes of S2 by traversing
the suffix tree using the suffix links was first presented by Chang and Lawler
[37] for the purpose of solving the approximate string matching problem in
sublinear expected time. Here, we call this algorithm all suffixes matching.
In the following, we present the enhanced suffix array version of matching all
the suffixes of S2 against S1. Then we show how to employ it for computing
fragments of the type maximal exact matches.

First, let us describe the idea of the algorithm on a higher level using the
suffix tree. Recall that we denote an internal node u of a suffix tree with ω if
and only if the concatenation of the edge-labels on the path from the root to
u spells out the string ω. For example, let the suffix tree of S1 = acaaacatat
be given. Let cω be an internal node of the suffix tree of S1 and let cβ be
its child node (cβ may be a leaf). Examples of such two nodes are shown
in Figure 4.13, where ω = a and β = aaacatat$. Moreover, let δ be the
sequence of characters labeling the edge between cω and cβ. In the same
figure, δ = aacatat$. Suppose that S2 = caaacag, then matching the first
suffix of S2 ends at some point on the edge between cω and cβ. The matched
prefix of the first suffix can be written as cωα, where α is a prefix of δ. In
Figure 4.13, this point is pointed to with a thick gray arrow, and α = aaca.
To match the next suffix of S2 against the suffix tree of S1, one just follows
the suffix link from the node cω to the node ω. This saves matching the first
|ω| characters of S2[1..n2] again. Moreover, not all the next |α| characters are
matched again. This is made precise as follows. Because the suffix S2[0..n2]
has a match of length |cωα|, the suffix S2[1..n2] has a match of length |ωα|.
Thus, there is a node β, which is a descendant node of ω (not necessary its
child node), such that (1) α is a prefix of the string that labels the edges
on the path from ω to β, and (2) the string ωα ends at some point on the
edge connecting β to its parent node, where |β| ≥ |ωα|. In Figure 4.13, this
point is pointed to with a thick black arrow. To reach this point starting
from ω, one traverses the nodes βj, 0 ≤ j ≤ t ≤ n1, on the path from ω to
β. Given the node βj, the node βj+1 is determined such that the character
S2[|βj| + 1] = a, where a ∈ Σ is the first edge-label on the edge connecting
βj to βj+1. That is, the first edge-label is used to guide the traversal while
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Figure 4.13: The suffix tree for S1 = acaaacatat. The dashed arrows represent the

suffix links. The thick gray and black arrows point to the points where matching

the first two suffixes of S2 = caaacag cannot be extended.

the remaining labels are skipped. Once the parent node of β is reached, one
jumps to the point where the string ωα ends. Afterwards, the remaining
characters of the second suffix of S2, namely those of S2[|ωα| + 1..n2], are
matched against the edge-labels succeeding ωα. When the matching cannot
be extended, one follows the suffix link; and so on. In [37, 62], it is shown
that the total running time of this algorithm is O(n2).

Now, we simulate this algorithm using the enhanced suffix array of S1.
The required tables for this task are suftab, lcptab, childtab, and suflink. Let
ExactSuffixMatching(i, offset, (l1, l2)) be a function that searches for the suffix
S2[i..n2] in S1, for some i ∈ [0..n2]. The value offset is the length of the prefix
S2[i..i + offset] (of S2[i..n2]) that has already been matched, and the search
starts from the lcp-interval [l1..l2] of the enhanced suffix array of S1. Note
that [l1..l2] corresponds to ω, and offset corresponds to |ωα|. This function
is implemented in Algorithm 4.7.8, which is basically the same as Algorithm
4.6.6 but modified to skip matching edge-labels as long as the lcp value of the
currently traversed interval is less than the value offset; i.e., |βj| < |ωα|. The
function ExactSuffixMatching returns the triple (pl, (r1, r2), (r

′
1, r

′
2)) specify-

ing the maximum prefix length pl of S2[i..n2] that has a match in S1, the
lcp-interval [r1..r2] (corresponding, e.g., to β) containing this match, and the
interval [r′1, r

′
2], which is the parent interval of [r1..r2]. Note that in the inter-

val [r1..r2] the character matching cannot be extended. Let suffixlink(r′1, r
′
2)

denote a function that returns the suffix link interval of [r′1..r
′
2] by looking

up in the suflink table. In Algorithm 4.7.7, the enhanced suffix array of S1 is
traversed using the suffix links to match all the suffixes of S2. In the algo-
rithm, the visited lcp-intervals are processed by the generic function process,
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which will be specified in the following subsection.

Algorithm 4.7.7 AllSuffixesMatching, input S2, enhanced suf. array of S1

offset := 0
[l1..l2] := [0..n1]
for i := 0 to n2 − 1 do

(pl, (r1, r2), (r
′
1, r

′
2)) :=ExactSuffixMatching(i, offset, (l1, l2))

process((r1, r2), pl)
[l1..l2] := suffixlink(r′1, r

′
2)

offset := pl − 1

Algorithm 4.7.8 ExactSuffixMatching (i, offset, (l1, l2))

c := offset
(i1, j1) := (l1, l2)
` := getlcp(l1, l2)
while ` < c and i1 6= j1

(i2, j2) := (i1, j1) /* [i2..j2] will keep track of the parent of [i1..j1] */
(i1, j1) := getInterval(i1, j1, S2[i + ` + 1]) /* skipping characters */
` := getlcp(i1, j1)

while (i1, j1) 6= ⊥ and c < n2

if i1 6= j1 then
` := getlcp(i1, j1)
min := min{`, n2}
while S1[suftab[i1] + c] = S2[i + c] and i + c ≤ min

c := c + 1
if i + c > min and S1[suftab[i1] + c − 1] = S2[i + c − 1]

(i2, j2) := (i1, j1)
(i1, j1) := getInterval(i1, j1, S2[i + c])

else /* [i1..j1] is a singleton interval */
while S1[suftab[i1] + c] = S2[i + c] and c < n2

c := c + 1
return(c, (i1, j1), (i2, j2))

Computation of maximal exact matches

Now, we specify the function process to compute maximal exact matches. In
Algorithm 4.7.7, the function ExactSuffixMatching delivers, for every suffix
S2[i..n2], the lcp-interval [r1..r2] in the enhanced suffix array of S1 whose
suffixes match the prefix of S[i..n2] with maximum length pl. It is not difficult
to see that any match composed of S2[i..i+pl−1] and any suffix S1[suftab[r+
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1]..suftab[r + 1] + pl − 1], where r1 < r ≤ r2 is a right-maximal exact match.
Therefore, in the function process, we perform a Cartesian product between
S[i..n2] and the suffixes of [r1..r2] to combine right-maximal exact matches,
which are specified by the triple (pl, suftab[r], i), where r1 < r ≤ r2. We call
this Cartesian product internal and it is performed only if pl > τ`, where τ`

is a user defined threshold.
However, these matches are not all the right-maximal exact matches stem-

ming from the suffix S2[i..n2]. Other right-maximal exact matches that are
specified by (`′, suftab[r′], i), where r′ /∈ [r1..r2], and τ` < `′ < pl, may exist
and they should also be computed. More precisely, these matches are pro-
duced from suffixes outside [r1..r2] belonging to the ancestor lcp-intervals of
[r1..r2]. To compute the other ”external” right-maximal exact matches, we
perform a second Cartesian product, which we accordingly call it external,
as follows. Let the interval [r′1..r

′
2] be an ancestor lcp-interval of [r1..r2] of

lcp-value `′ < ` and let suftab[r′] be a suffix belonging to [r′1..r
′
2] but not

to [r1..r2], then the resulting match with S2[i..n2] is (`′, suftab[r′], i). This
is because (1) the longest common prefix between any two suffixes suftab[r′]
and suftab[r], r ∈ [r1..r2] is `′ (note that lcptab[r′] itself can be larger than `
or `′), and (2) S2[i..n2] has a match in [r1..r2] whose length pl > `′′, where `′′

is the lcp-value of the parent interval of [r1..r2].
If this algorithm is implemented using the suffix tree, one has to follow

the edges upwards in the tree to process the ancestor intervals. But using
the enhanced suffix array, the external Cartesian product can be performed
in a simpler way. The key idea is the property of the enhanced suffix array
that the parent intervals are enclosing the child ones. Hence, we can process
the suffixes of the ancestor intervals of [r1..r2] by a linear scanning of the
upstream suffixes suftab[r′], where 0 ≤ r′ < r1, lcptab[r′] ≥ τ`, and the
downstream suffixes suftab[r′′], where r2 < r′′ ≤ n1, lcptab[r′′] ≥ τ`. For
an upstream suffix suftab[r′], the resulting match is (`′, suftab[r′], i), where
`′ = min{lcptab[r′], . . . , lcptab[r1]} is the match length. The min function is
to keep track of the longest common prefix between S2[i..n2] and suftab[r′]
(noting that lcptab[r′] itself can be larger than ` or `′). The downstream
suffixes are processed similarly.

Consider the following example. If S2 = acaag and we are given the
enhanced suffix array of S1 = acaaacatat shown in Figure 4.12. The first
suffix of S2 matches the singleton lcp-interval [2..2] with pl = 4. The in-
ternal Cartesian product delivers the match (4, 0, 0). The parent interval of
this singelton interval is the lcp-interval [2..3] of lcp-value 3. The external
Cartesian product delivers the match (4, 4, 0), by scanning the downstream
suffix suftab[3] where min = 3. The parent interval of the lcp-interval [2..3]
is [0..5] of lcp value 1. The resulting matches are (1, 3, 0), (1, 2, 0), (1, 6, 0),
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and (1, 8, 0). The first two matches are produced by scanning the upstream
suffixes suftab[0] and suftab[1], while the last two ones are produced by scan-
ning the downstream suffixes suftab[4] and suftab[5]. In both cases, we have
min = 1.

The left-maximality of the right-maximal exact matches, computed by
either Cartesian product, can be checked upon reporting the matches. Hence,
the running time of computing maximal exact matching using this algorithm
is O(n2 + zr), where zr is the number of right-maximal exact matches.

4.8 Implementation details

In this section, we present implementation details of the enhanced suffix ar-
rays. We show how to further reduce the space requirement for each table
enhancing the suffix array using a set of programming tricks. Our experi-
ments, presented in the next section, show that this space reduction entails no
loss of performance for genomic data, albeit the worst case time complexities
of some algorithms may be affected.

4.8.1 The lcp-table

It has already been mentioned that the lcp-table requires 4n bytes in the
worst case. In practice, however, the lcp-table can be implemented in little
more than n bytes. More precisely, we store most of the values of table
lcptab in a table lcptab1 using n bytes. That is, for any i ∈ [1, n], lcptab1[i] =
max{255, lcptab[i]}. There are usually only few entries in lcptab that are
larger than or equal to 255. For instance, the enhanced suffix array of the
bacterial genome E. coli , which is of length 4,639,221, has approximately
1.5% of the lcptab entries that are larger than or equal to 255. For yeast,
which is of length 12,156,300, the percentage ≈ 4.36%. To access these
efficiently, we store them in an extra table llvtab. This contains all pairs
(i, lcptab[i]) such that lcptab[i] ≥ 255, ordered by the first component. Each
entry in llvtab requires 8 bytes. If lcptab1[i] = 255, then the correct value of
lcptab is found in llvtab. If we scan the values in lcptab1 in consecutive order
(this holds for applications based on properties of the enhanced suffix array
and applications based on bottom-up traversal of the enhanced suffix array)
and find a value 255, then we access the correct value in lcptab in the next
entry of table llvtab. If we access the values in lcptab1 in arbitrary order and
find a value 255 at index i, then we perform a binary search in llvtab using i
as the key. This delivers lcptab[i] in O(log2 |llvtab|) time.
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4.8.2 The child-table

As the lcp-table, the child-table requires 4n bytes but in practice it can be
stored in n bytes without loss of performance. To achieve this goal, we store
relative indices in childtab. For example, if j = childtab[i].next`Index, then
we store j−i. The relative indices are almost always smaller than 255. Hence
we use only one byte for storing a value of table childtab. The values ≥ 255
are not stored. Instead, if we encounter the value 255 in childtab, then we
use a function that is equivalent to getInterval , except that it determines a
child interval by a binary search, similar to the algorithm of [100, page 937].
Consequently, instead of 4 bytes per entry of the child-table, only 1 byte is
needed. The overall space consumption for tables suftab, lcptab, and childtab

is thus only 6n bytes.
For a given parameter d, we additionally use an extra bucket table bcktabd.

This table stores for each substring w of length d the smallest integer i, such
that S[suftab[i] . . . suftab[i] + d − 1] = w. In other words, it is a hash table
whose hashing function, for each w = S[suftab[i] . . . suftab[i] + d − 1], is

x =

l+d−1
∑

i=l

|Ψ|d−1T (S[i])

where x is an integer value representing an index of the hash table, Ψ is
the alphabet plus an additional dummy character, T (S[i]) is a function that
maps each character in the alphabet to a number in the range [0 . . . |Σ|].
The dummy character is used to access the prefixes of w. That is, for prefix
w′ of length d′, we append d − d′ dummy characters and then compute the
hash function. It is easy to see that two successive non-empty entries of
this table identifies an lcp-interval of lcp-value d′ ≤ d corresponding to the
prefixes of S[l..l + d − 1]. In this way we can answer small queries of length
d′ ≤ d in time O(d′). For larger queries, this bucket table allows us to locate
the interval containing the d-character prefix P [0..d − 1] of the query P in
constant time. Then our algorithm, which searches for the pattern P in S,
starts with this interval instead of the interval [0..n]. The value d is chosen
to be the maximal value such that table bcktabd never requires more than n
bytes. The advantage of this hybrid method is that only a small part of the
suffix array is actually accessed. Moreover, we rarely access the values 255
in childtab.

4.8.3 The suffix link table

Here, we also make use of the bucket table bcktabd to store the suffix link
table in 2n bytes instead of 8n bytes. Suppose we want to compute the suffix
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link interval of some `-interval [i..j]. If ` ≤ d + 1, then this can be done in
constant time by some integer arithmetic and looking up appropriate values
in table bcktabd. For lcp-intervals whose lcp-value ` > d + 1, we store in the
suflink table the left and right boundaries of its suffix link interval relative
to the ancestor d-interval of the suffix link interval. This d-interval can be
accessed in constant time by looking up in bcktabd. That is, to compute
the suffix link interval of some `-interval, where ` > d + 1, we first locate
the d-interval of the suffix link interval by looking up in bcktabd. Then, we
access suflink table as described at the beginning of Section 4.7.1 to obtain
the relative left and right boundaries. Storing relative positions in the fields
of the suflink table allows to reduce the corresponding space to 2 bytes per
entry. For relative positions larger than 255, the suffix link intervals are
located using binary search. Altogether, the suffix link table suflink requires
only 2n bytes in our implementation.

4.9 Experimental results

For our experiments, we collected a set of files of different sizes and types:

E. coli : The complete genome of the bacterium Escherichia coli, strain K12.
This is a DNA sequence of length 4,639,221. The alphabet size is 4.

Yeast : The complete genome of the baker’s yeast Saccharomyces cerevisiae,
i.e., a DNA sequence of length 12,156,300 bp. The alphabet size is 4.

Hs21 : The complete sequence of the human chromosome 21. The length is
33,917,895 bp. The alphabet size is 4.

Swissprot : The complete collection of protein sequences from the Swissprot
database (release 38). The total size of all sequences is 29,165,964
character. The alphabet size is 20.

Shaks: A collection of the complete works of William Shakespeare. The
total size is 5,582,655 bytes. The alphabet size is 92.

In addition we collected four different pairs of similar genomes:

Streptococuss 2: The complete genomes of two strains of the bacteria
Streptococcus pneumoniae (length 2,160,837 and 2,038,615 bp).

E. coli 2: E. coli (see above) and the complete genome of a different strain
of this bacterium (E. coli O157:H7, length 5,528,445).
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Yeast 2: Yeast (see above) and the complete genome of a different kind of
yeast (S. pombe, length 12,534,386 bp).

Human 2: Hs21 (see above) and the human chromosome 22 Hs22 (length
33,821,705 bp).

Prior to all computations described below, we constructed the enhanced suffix
array for all input sequences. Each of the tables comprising the index is
stored on a different file. The construction was done by a program that is
based on the suffix sorting algorithm of [26]. This program uses about 50%
less space than the best programs constructing suffix trees (see below). The
enhanced suffix array is constructed in about the same time as the suffix tree.
(The comparison of the suffix array and suffix tree construction algorithms
is beyond the scope of this thesis.) Because both suffix tree and enhanced
suffix array are indexing structures that are usually constructed only once
for a genomic sequence, we focus on the applications based on these data
structures and report the running times excluding the time for constructing
the suffix tree and the enhanced suffix array. All programs based on suffix
arrays use memory mapping to access the enhanced suffix array from the
different files. Of course, a file is mapped into main memory only if the table
it stores is required for the particular algorithm; see Table 4.8.

The running times reported here are for a SUN-Sparc computer equipped
with 32 gigabytes RAM and a 950 Mhz CPU. For our tests, we only needed
at most 3165 megabytes of memory.

4.9.1 Algorithms based on properties of enhanced suf-

fix arrays

Computing supermaximal repeats

In our first experiment, we ran our program esasupermax that computes
supermaximal repeats. This program implements the algorithm described in
Section 4.4.3, which is based only on the properties of enhanced suffix arrays.
We ran also the strmat-package of [84] which is based on the suffix tree and
implements a more complicated algorithm [62] than ours for the same task.
Table 4.2 shows the running times of our program applied for the detection of
supermaximal repeats to E. coli , Yeast , and Hs21 . The space requirement is
independent of `, and it is 31, 72, and 195 megabytes for E. coli , Yeast , and
Hs21 respectively. The running time of esasupermax is almost independent
of the minimal length of the supermaximal repeats computed. We refer this
to the improved cache behavior achieved by the linear scanning of the tables
suftab, lcptab, and bwttab. (The usage of bwttab avoided us random access to
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E. coli

` # reps time
20 899 0.16
23 642 0.15
27 500 0.15
30 456 0.15
40 281 0.15
50 196 0.14

Yeast

` #reps time
20 6432 0.47
23 4069 0.47
27 2813 0.45
30 2374 0.46
40 1674 0.44
50 1354 0.44

Hs21

` # reps time
20 188695 1.50
23 138523 1.44
27 98346 1.39
30 77695 1.34
40 35719 1.23
50 16392 1.19

Table 4.2: Running times (in seconds) for computing supermaximal repeats. The

column titled #reps gives the number of repeats of length ≥ `.

the sequence.) Since the algorithm is so simple, the main part of the running
time is the input and output. When the strmat-package was applied to the
small genome E. coli , it required 19 second (without suffix tree construction)
to compute all 944,546 supermaximal repeats of length at least 2. For this
task esasupermax required 0.82 seconds due to the large size of the output.

Computing maximal unique matches

For computing maximal unique matches, we ran the programs unique-match
and esamum. unique-match is part of the original distribution of MUMmer
(version 1.0) [44]. It is based on suffix trees. unique-match construct the
suffix tree in main memory (using O(n) time). Our program esamum uses
the algorithm described at the end of Section 4.4.4. Table 4.3 shows that the
running times of applying our program esamum and unique-match to the
pairs of genomes listed above. The running times and space results reveal
that esamum is much faster than unique-match, using at most 15% of the
space.

4.9.2 Algorithms based on bottom-up traversal

Computing maximal repeated pairs

We have shown in Section 4.5 that the computation of maximal exact matches
is reduced to the computation of maximal repeated pairs. Therefore, we
ran the two programs REPuter and esarep for computing maximal repeated
pairs. Both programs implement the algorithm of Gusfield (see Section 4.5.2)
to compute maximal repeated pairs. REPuter is based on suffix trees (im-
proved linked list representation of [89]) and esarep is based on enhanced
suffix arrays.
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unique-match esamum

genome pair total size #MUMs time space time space

Streptococuss 2 4,199,453 6613 9.0 196 0.33 30
E. coli 2 10,107,957 10817 30.7 472 0.69 62
Yeast 2 24,690,687 2536 118.2 1154 0.66 144
Human 2 67,739,601 217014 430.1 3165 2.34 389

Table 4.3: Running times (in seconds) and space consumption (in megabytes) for

computing MUMs of length ≥ 20. The column titled #MUMs gives the number of

MUMs. The time given for unique-match does not include suffix tree construction.

esamum reads the enhanced suffix array from different files via memory mapping.

The comparison of esarep and REPuter underlines the advantages of the
enhanced suffix array over the suffix tree. Table 4.4 shows that esarep used
about halve of the space of REPuter . It also shows that esarep is 4-5 times
faster than REPuter . This is due to the improved cache behavior achieved
by the linear scanning of the tables suftab, lcptab, and bwttab.

Computing tandem repeats

For computing tandem repeats, we have implemented the three algorithms
OBA, iOBA, and BFA. and 4.6.2. OBA is an implementation of the optimized
basic algorithm Algorithm 4.5.9, and iOBA incorporates our improvements
described in Algorithm 4.5.11. Both algorithms are explained in Subsection
4.5.5. BFA implements the brute force algorithm described in Subsection
4.6.2. Table 4.5 summarizes the results of these experiments.

The most surprising result of our experiments is the superior running
time of the brute force algorithm to compute branching tandem repeats.
BFA is always faster than the other two algorithms. iOBA is faster than
OBA if ` ≤ 11, and slightly slower if ` ≥ 14. This is due to the fact that the
additional access to the text, which is necessary to find the appropriate child
interval [ia..ja], outweighs the efficiency gain due to the reduced number of
suffix checks.

We have also measured the running time of a program implementing the
linear time algorithm of [63] to compute all tandem repeats. It is part of the
strmat-package. For E. coli the program needs about 21 second (without
suffix tree construction) and 490 MB main memory to deliver all tandem
repeats of length at least 2. The linear time algorithm of [86] takes 4.7 second
using 63 MB of main memory. For the same task our fastest program BFA
(with an additional post processing step to compute non-branching tandem
repeats from branching tandem repeats) requires 1.7 sec and 27 MB of main
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E. coli (n = 4,639,221)
` maximal repeated pairs

#reps REPuter esarep

20 7799 3.28 0.79
23 5206 3.28 0.78
27 3569 3.31 0.79
30 2730 3.30 0.80
40 840 3.29 0.79
50 607 3.29 0.79

Yeast (n = 12,156,300)
` maximal repeated pairs

#reps REPuter esarep

20 175455 9.71 2.23
23 84115 9.63 2.16
27 41400 9.72 2.14
30 32199 9.69 2.14
40 20767 9.57 2.13
50 16209 9.64 2.12

Hs21 (n = 33,917,895)
` maximal repeated pairs

#reps REPuter esarep

20 40193973 54.63 24.00
23 19075117 51.78 14.62
27 8529120 47.97 9.88
30 4787086 46.54 8.15
40 732822 45.06 6.21
50 149482 44.33 5.85

Space requirement
REPuter esarep

E. coli 61 31
Yeast 160 83
Hs21 446 227

Table 4.4: Running times (in seconds) and space requirement (in megabytes) for

computing maximal repeated pairs. The column titled #reps gives the number of

repeats of length ≥ `. The space requirement is independent of `, hence it is given

in a separate table.

memory.
All in all, the experiments show that our programs based on enhanced

suffix arrays define the state-of-the-art in computing different kinds of repeats
and maximal matches. The programs esarep, esasupermax , and esamum are
available as part of the Vmatch-software package, see http://www.vmatch.de.

4.9.3 Algorithms based on top-down traversal

Pattern matching

The basic application of top-down traversal of the enhanced suffix arrays
is answering enumeration queries. We ran three different programs for this
task:

• streematch is based on the improved linked list representation of suffix
trees, as described in [89].

• mamy is based on suffix arrays and uses the algorithm of [100] with ad-
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E. coli (n = 4,639,221)

` #reps BFA OBA iOBA

2 298853 1.32 7.83 1.60

5 5996 1.32 4.73 1.47

8 136 1.30 2.87 1.38

11 20 0.84 1.20 1.13

14 17 0.38 0.46 0.52

Yeast (n = 12,156,300)

#reps BFA OBA iOBA

932971 3.59 22.77 4.38

32034 3.56 14.80 4.07

4107 3.54 8.72 3.87

1326 2.83 4.74 3.47

576 1.20 1.59 1.64

Table 4.5: Running times (in sec.) for computing branching tandem repeats. The

column titled #reps gives the number of branching tandem repeats of length ≥ `.

ditional buckets to speedup the searches. We used the original program
code developed by Gene Myers.

• esamatch is based on enhanced suffix arrays (tables suftab, lcptab,
childtab) and uses Algorithm 4.6.6.

The programs streematch and mamy first construct the index in main
memory and then perform pattern searches. esamatch accesses the enhanced
suffix array from the different files via memory mapping.

Table 4.6 shows the running times in seconds for the different programs
when searching for one million patterns. This seems to be a large number
of queries to be answered. However, for applications such as all suffixes
matching, it is relevant. The shortest running times in Table 4.6 are shown
in bold face. Patterns were generated according to the following strategy:
For each input string S of length n we randomly sampled p = 1,000,000
substrings s1, s2, . . . , sp of different lengths from S. The lengths were evenly
distributed over different intervals [minpl,maxpl], where (minpl,maxpl) ∈
{(20, 30), (30, 40), (40, 50)}. For i ∈ [1, p], the programs were called to search
for pattern pi, where pi = si, if i is even, and pi is the reverse of si, if i is
odd. Reversing a string si simulates the case that a pattern search is often
unsuccessful.

As expected, the running times of streematch and esamatch depend on
the alphabet size. This is not true for mamy . For Shaks, mamy is much
faster than the other programs, which we explain by the large alphabet. For
the other files, esamatch is always more than twice as fast as streematch and
slightly faster than mamy . All in all, this experiment shows that for small
alphabets esamatch can compete with the other programs and is not only of
theoretical interest.
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time for minpl = 20,maxpl = 30
file stree mamy esa

E. coli 9.47 5.56 4.48

Yeast 12.42 8.26 5.37

Hs21 20.15 12.50 7.23

Swissprot 41.78 9.55 6.22

Shaks 15.61 4.29 72.44

time for minpl = 30,maxpl = 40
file stree mamy esa

E. coli 9.63 5.70 4.69

Yeast 12.56 8.46 5.80

Hs21 20.43 12.69 7.30

Swissprot 40.80 10.09 6.25

Shaks 15.78 4.37 66.60

time for minpl = 40,maxpl = 50
file stree mamy esa

E. coli 9.86 5.87 4.85

Yeast 13.34 8.63 5.74

Hs21 21.22 12.88 7.61

Swissprot 42.96 9.83 6.39

Shaks 15.88 4.49 67.16

space requirement
file stree mamy esa

E. coli 56 40 47
Yeast 146 106 120
Hs21 407 296 327
Swissprot 320 288 281
Shaks 52 48 60

Table 4.6: Running times (in seconds) and space requirement (in megabytes) for

one million enumeration queries searching for exact patterns in the input strings.

minpl and maxpl are the minimal and maximal size of the patterns searched for.

Searching for all minimal unique substrings

We implemented the breadth first traversal algorithm of Section 4.6.2 to
find all minimal unique substrings. We applied it to E. coli and Yeast .
For E. coli our program computed three minimal unique substrings, each of
length 7. It processed 11,392 lcp-intervals (0.38% of all 2,978,098 lcp-intervals
in the corresponding lcp-interval tree). For Yeast our program computed
383 minimal unique substrings, each of length 9. It processed 92,863 lcp-
intervals (1.2% of all 7,904,703 lcp-intervals in the corresponding lcp-interval
tree). To demonstrate the efficiency of our solution to the minimal unique
substring problem, we implemented a straightforward method to solve the
same problem by enumerating all lcp-intervals. The straightforward method
was 5 times slower than ours in case of E. coli and 9 times slower in case of
Yeast .

4.9.4 Algorithms for traversals using suffix links

For our final experiment, we applied two programs that perform all suffixes
matching, the task described in Section 4.7.2. The first program streems
is based on the improved linked list implementation of suffix trees, while
our program esams uses the enhanced suffix arrays as described in Section
4.7.2. The experiments (Table 4.7) show a trade-off between time and space
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streems esams

genome pair total length time space time space

Streptococuss 2 4,199,453 4.1 30 11.1 21
E. coli 2 10,107,957 13.3 65 18.9 43
Yeast 2 24,690,687 41.0 170 43.4 109
Human 2 67,739,601 169.2 472 314.0 294

Table 4.7: Running times (in seconds) and space consumption (in megabytes)

for performing all suffixes matching. The time given for streems does not include

suffix tree construction. esams reads the enhanced suffix array from different files

via memory mapping.

consumption: While esams uses 30-40% less space than streems, the latter
program is up to three times faster. We explain this by the slow lookup of the
suffix link interval in the enhanced suffix array. To find an alternative way
to locate suffix link intervals in a faster way with the same space reduction
remains an open problem.

4.10 Conclusions and future perspectives

The contribution of this chapter is twofold: First, it has been shown that
every algorithm that uses a suffix tree as a data structure can be system-
atically replaced with an algorithm that uses an enhanced suffix array and
solves the same problem in the same time complexity. This shows that our
new approach to solving string processing problems is interesting from a the-
oretical point of view. Second, we have shown that the space requirement
can drastically be reduced by using enhanced suffix arrays instead of suffix
trees. This makes the algorithms very valuable in practice.

All the algorithms presented in this chapter have been carefully imple-
mented and the space consumption has been reduced to a few bytes per input
character. The precise space consumption depends on the application; see
Table 4.8 for an overview. Although the practical implementation does not
always achieve the worst case time complexity (because of the space reduc-
tion of storing some tables), we did not observe any loss of performance. In
fact, our experiments show that the programs can handle large data sets very
efficiently.

We would like to mention that the very recent results concerning rmqs
[21, 83, 121] (see Section 4.7.1) can be used to obtain a different method to
simulate top-down traversals of a suffix tree, i.e., without the construction
of the childtab. In order to compute the child intervals of an `-interval [i..j],
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Program name application

esasupermax supermaximal repeats
esamum maximal unique matches
esarep maximal repeated pairs
multimat maximal (multiple) exact matches
Ziv-Lempel Ziv-Lempel decomposition
OBA tandem repeats, optimized algorithm
iOBA tandem repeats, improved optimized algorithm
BFA tandem repeats, brute-force algorithm
esamatch exact pattern matching
esams all suffixes matching

Enhanced suffix array

Application suftab suftab−1 lcptab childtab suflink S bwttab

4n bytes 4n bytes n bytes n bytes 2n bytes

esasupermax
√ √ √

esamum
√ √ √

esarep
√ √ √

multimat
√ √ √

Ziv-Lempel
√ √

OBA, iOBA
√ √ √

esamatch
√ √ √ √

esasus
√ √ √

BFA
√ √ √ √

esams
√ √ √ √ √

Table 4.8: Above: Program names and the respective applications. Below: Sum-

mary of the tables required for the applications mentioned in the chapter. Both S

and bwttab require n log |Σ| bits. The program esamum, for example, requires an

enhanced suffix array consisting of the tables suftab, lcptab, and bwttab.

it suffices to compute the `-indices of [i..j]; see Lemma 4.6.1. By Definition
4.4.1, the `-indices i1 < i2 < · · · < ik of [i..j] are the indices with minimum
lcp-value in the range [i + 1..j]. Suppose that every rmq returns the first
index k such that lcptab[k] is minimum in the given range (according to
[83], one such rmq can be answered in constant time). Then the `-indices
of [i..j] can be found by successively computing i1 := rmq(i + 1, j), i2 :=
rmq(i1 + 1, j), . . . , ik := rmq(ik−1 + 1, j), until rmq(ik + 1, j) returns a value q
such that lcptab[q] 6= `. Future work will show whether this approach is also
of practical interest.

Computing maximal exact matches using the all suffixes matching algo-
rithm significantly reduces the space required for this task. A theoretical
shortcoming of this method is that its running time is proportional to the
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number of right maximal exact matches, which is higher than the number of
maximal exact matches. It is, therefore, an interesting problem to reduce its
running time to be proportional to the number of maximal exact matches,
and not to the number of right maximal exact matches. Moreover, it is an
open problem to develop an algorithm that computes multiMEMs using the
index of a single sequence and matching the other sequences against it, i.e.,
to generalize the all suffixes matching algorithm for k sequences. It would be
also practical to incorporate the notions of rare and infrequent multiMEMs
in this algorithm.

Clearly, it would be desirable to further reduce the space requirement of
the suffix array. Recently, interesting results in this direction have been ob-
tained. The most notable ones are the compressed suffix array introduced by
Grossi and Vitter [60] and the so-called opportunistic data structure devised
by Ferragina and Manzini [52]. More recently, Hon and Sadakane [69] and
Sadakane [121] showed that compressed suffix arrays can be used to solve
string processing tasks like computing all MUMs of two sequences. However,
to develop a software tool based on compressed suffix arrays that can com-
pete, in practice, with our enhanced suffix arrays remains an open problem.
Moreover, a systematic approach like ours has not yet been developed for
compressed suffix arrays.
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Chapter 5

Chaining Algorithms

5.1 Introduction

Chaining algorithms became the technique of choice in software tools that
rely on the anchor based strategy for comparing genomes. As mentioned in
Chapter 3, the anchor-based strategy is composed of three phases:

1. Computation of fragments (segments in the genomes that are similar).

2. Computation of a highest-scoring global chain or a set of significant
local chains of colinear non-overlapping fragments. The fragments of a
chain are the anchors that form the basis of the alignment.

3. Alignment of the regions within and surrounding the anchors on the
character level.

This chapter deals with algorithms for solving the combinatorial chaining
problem of the second phase, i.e., finding a highest-scoring global chain or a
set of significant local chains of colinear non-overlapping fragments. We also
address several variations of the chaining algorithms. These variations extend
the range of application to solve various comparative genomics problems.

This chapter is organized as follows. In Section 5.2, we begin with intro-
ducing the basic concepts and definitions. In Section 5.3, the global chaining
problem is introduced. For clarity of proposition, we solve the global chaining
problem in stages distributed over many sections. In Section 5.4, we present
a global chaining algorithm only for two genomes. The presented algorithm
neglects the gap costs, i.e., gaps between the fragments are not penalized
at all. Then in Section 5.5, we outline the extension of this global chaining
algorithm to the higher-dimensional case. This extension makes it possible
to compare multiple genomes simultaneously. Afterwards, the algorithms are
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modified in Section 5.6 in two steps so that they can deal with certain gap
costs.

In Section 5.7, we present the local chaining problem, which is a variation
of the global chaining problem. The results of this section provides a solution
to the problem of automatically finding local regions of similarity in large
genomic DNA sequences. In Section 5.8, we present further variations of the
chaining problem such as the inclusion of gap constraints and cDNA/EST
mapping.

In Section 5.9, we discuss two related problems: The first is the one
dimensional chaining problem that is used for (1) finding the maximum
coverage of one genome w.r.t. the other, and (2) computing the transfor-
mation distance between two genomes. The second is the maximum weight
independent set problem that is used for determining the relative degrees of
completion of two sequencing projects.

Finally, Section 5.10 summarizes the results obtained in this chapter and
discusses the open problems and future work.

5.2 Basic concepts and definitions

Let us first recall the definition of a fragment. Let Si[1 . . . ni], 1 ≤ i ≤ k,
denote a string of length |Si| = ni. In our application, Si is the DNA sequence
of a genome. Si[li . . . hi] is the substring of Si starting at position li and
ending at position hi. A fragment f consists of two pairs beg(f)= (l1, . . . , lk)
and end(f)= (h1, . . . , hk) such that the substrings (henceforth also called
segments) S1[l1 . . . h1], . . . , Sk[lk . . . hk] are “similar”. We call a fragment
exact, if it is composed of exact matches, i.e., S1[l1 . . . h1] = S2[l2 . . . h2] =
. . . = Sk[lk . . . hk]. Examples of exact fragments are the exact k-mers as
used in BLASTZ [125], maximal exact matches MEMs as used in AVID
[28], the maximal multiple exact matches multiMEMs as used in MGA [68],
the maximal unique matches MUMs as used in MUMmer [44, 45], and the
maximal multiple unique matches multiMUMs as used in EMAGEN [46]
and Mauve [43]. We call a fragment non-exact, if it is composed of non-exact
matches, i.e., S1[l1 . . . h1] ≈ S2[l2 . . . h2] ≈ · · · ≈ Sk[lk . . . hk]. Examples, of
non-exact fragments are the non-exact k-mers as used in the recent version
of BLASTZ [124], and the extended seeds of GLASS [19]. We stress that our
chaining algorithms can handle any kind of fragments.

A fragment f of k genomes can be represented by a hyper-rectangle in R
k

with the two extreme corner points beg(f) and end(f), where each coordinate
of the points is a non-negative integer (consequently, the words number of
genomes and dimension will be used synonymously in what follows). To
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fix notation, we recall the following concepts. For any point p ∈ R
k, let

p.x1, p.x2, . . . p.xk denote its coordinates. We will also sometimes use p.x
and p.y instead of p.x1 and p.x2 for points p ∈ R

2. A hyper-rectangle (called
hyper-rectangular domain in [118]) is the Cartesian product of intervals on
distinct coordinate axes. A hyper-rectangle [l1 . . . h1] × [l2 . . . h2] × · · · ×
[lk . . . hk] (with li < hi for all 1 ≤ i ≤ k) will here be denoted by R(p, q),
where p = (l1, . . . , lk) and q = (h1, . . . , hk). Figure 5.1 shows fragments for
two sequences (two dimensions) and their rectangular representation in two
dimensional plot.

With every fragment f , we associate a positive weight f.weight ∈ R.
This weight can, for example, be the length of the fragment (in case of
exact fragments) or its statistical significance. In what follows, we will often
identify the point beg(f) or end(f) with the fragment f (every point can
be annotated with a tag that identifies the fragment it stems from). For
example, if we speak about the weight of a point beg(f) or end(f), we mean
the weight of the fragment f .

For ease of presentation, we consider the points 0 = (0, . . . , 0), the origin,
and t = (|S1| + 1, . . . , |Sk| + 1), the terminus, as fragments with weight 0.
For these fragments, we define beg(0) = ⊥, end(0) = 0, beg(t) = t, and
end(t) = ⊥.

Two fragments are colinear if the order of their respective segments is the
same in both genomes. In the pictorial representation of Figure 5.1(a), two
fragments are colinear if the lines connecting their segments are non-crossing
(in Figure 5.1, for example, the fragments 2 and 3 are colinear, while 1 and
6 are not). Two fragments overlap if their segments overlap in one of the
genomes (in Figure 5.1, for example, the fragments 1 and 2 are overlapping,
while 2 and 3 are non-overlapping). The non-overlapping and colinearity
relations between two fragments can be defined formally as follows.

Definition 5.2.1 The binary relation � is defined on the set of fragments
by f � f ′ if and only if end(f).xi < beg(f ′).xi for all 1 ≤ i ≤ k. If f � f ′,
then they are colinear and non-overlapping, and we say that f precedes f ′.

Note that 0 � f � t for every fragment f with f 6= 0 and f 6= t.

Definition 5.2.2 A chain of colinear non-overlapping fragments (or chain
for short) is a sequence of fragments f1, f2, . . . , f` such that fi � fi+1 for all
1 ≤ i < `. The score of C is

score(C) =
∑̀

i=1

fi.weight −
`−1
∑

i=1

g(fi+1, fi)
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Figure 5.1: A set of fragments (upper left figure), and their representation (right)
as rectangles in a two dimensional space. An optimal global chain of colinear
non-overlapping fragments (lower left figure) can be computed, e.g., by computing
an optimal path in the graph in (b) (in which not all the edges of the graph are
shown).

where g(fi+1, fi) is the cost of connecting fragment fi to fi+1 in the chain.
We will call this cost gap cost and we will define it in detail in Section 5.6.

5.3 The global chaining problem

Definition 5.3.1 Given m weighted fragments and a gap cost function, the
global chaining problem is to determine a chain of maximum score (called
optimal global chain in the following) starting at the origin 0 and ending at
terminus t.

The global fragment-chaining problem is also called fragment alignment
problem [50, 138], because the final alignments of certain programs are some-
times delivered in terms of these fragments and not in terms of edit opera-
tions; see for example DIALIGN [106, 107]. Figure 5.1 shows an example of
an optimal global chain computed from a set of fragments. This chain starts
with the origin 0 and ends with the terminus t. There are two computational
paradigms used for computing an optimal global chain: a graph-based and a
geometry-based.

5.3.1 Graph based formulation

A direct solution to the global chaining problem is to construct a weighted
directed acyclic graph G = (V, E), where the set V of vertices consists of
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all fragments (including 0 and t) and the set of edges E is characterized as
follows: There is an edge f → f ′ with weight f ′.weight − g(f ′, f) if f � f ′;
see Figure 5.1(b). An optimal global chain of fragments corresponds to a
path of maximum score from vertex 0 to vertex t in the graph. Because the
graph is acyclic, such a path can be computed as follows. Let f ′.score be
defined as the maximum score of all chains starting at 0 and ending at f ′.
f ′.score can be expressed by the recurrence: 0.score = 0 and

f ′.score = f ′.weight + max{f.score − g(f ′, f) : f � f ′} (5.1)

A dynamic programming algorithm based on this recurrence takes O(|V | +
|E|) time provided that computing gap costs takes constant time. Because
|V | + |E| ∈ O(m2), computing an optimal global chain takes quadratic time
and linear space; see [40, 94]. This graph-based solution works for any number
of genomes and for any kind of gap costs. It had been proposed as a practical
approach (compared to the standard dynamic programming) for aligning
biological sequences, first for two sequences by Wilbur and Lipman [138] and
for multiple sequences by Sobel and Martinez [128]. Later, this formulation
was used in the first version of MGA [68] for computing an optimal global
chain, but without considering gap costs. More recently, the software tool
EMAGEN used the analogous trapezoid graph formulation [42] for solving
the global chaining problem in the same time complexity.

5.3.2 Geometric based formulation

The O(m2) time bound can be improved by considering the geometric na-
ture of the problem. For two genomes, a related technique used to solve the
global chaining problem is known under the name sparse dynamic program-
ming. It was invented by Eppstein et al. [50] and independently by Myers
and Huang [109] in solving a different problem. These techniques are based
on the “candidate-list paradigm” [56, 105], i.e., lists of all fragments that are
candidate to optimize the objective function are maintained. However, this
technique is too complicated and the applied data structures are not efficient
in practice [38]. In this chapter, we present an alternative approach based
on the geometric range maximum queries. Our algorithm has the same com-
plexity as the one of [50] if the gaps are not penalized or if the gap costs
are measured in the L1 metric; definitions of gap costs will be introduced in
Section 5.6. For more complicated gap costs such as the sum-of-pairs, our
algorithm has a complexity that is higher just with a logarithmic factor. In
our opinion, the approach we present is conceptually simpler and more prac-
tical than that of [50, 109]. It has also the advantages of (1) incorporating
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gap constraints and (2) extending to higher dimensions. These cannot be
achieved using the other approach.

For higher dimensions, Zhang et al. [141] presented an algorithm that
constructs an optimal chain using space division based on kd-trees, a data
structure known from computational geometry [24]. However, a rigorous
analysis of the running time of their algorithm is difficult, because the con-
struction of the chain is embedded in the kd-tree structure. Another chain-
ing algorithm, devised by Myers and Miller [111], is based on the line-sweep
paradigm, and uses orthogonal range-searching supported by range trees in-
stead of kd-trees. It is the only chaining algorithm for k > 2 sequences
that runs in sub-quadratic time O(m logk m), but the result is a time bound
higher by a logarithmic factor than what one would expect. In the epilogue
of their paper [111], Myers and Miller wrote: “We thought hard about trying
to reduce this discrepancy but have been unable to do so, and the reasons
appear to be fundamental” and “To improve upon our result appears to be
a difficult open problem.” In this chapter, we improve their result. For gap
costs in the L1-metric, we cannot only reduce the time and space complex-
ities of Myers and Miller’s algorithm by a log-factor but actually improve

the time complexity by a factor log2 m

log log m
. For the sum-of-pairs gap cost, our

method yields a reduction by a factor log m

log log m
. In essence, this improvement

is achieved by enhancing the ordinary range tree with (1) the combination of
fractional cascading [139] and the efficient priority queues of [74, 132], which
yields a more efficient search, and (2) an appropriate incorporation of gap
costs, so that it is enough to determine a maximum function value over a
semi-dynamic set (instead of a dynamic set). Furthermore, we will show how
to use the kd -tree instead of the range tree in the algorithm and show that it

takes O((k − 1)m2− 1
k−1 ) time and O(m) space in the worst case. We would

like to point out that our algorithms are so flexible that they can also employ
other data structures that support orthogonal range-searching.

In order to present the subject systematically, we begin with presenting
a global chaining algorithm that neglects gap costs. For ease of presentation,
we will first consider the case of chaining fragments of two genomes (two
dimensional chaining). Then we will show how the algorithm scales up to
handle higher dimensions. Afterwards, we will further modify the algorithm
in two steps, so that it can deal with certain gap costs.
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5.4 Two dimensional global chaining without

gap costs

5.4.1 The Basic chaining algorithm

Because our algorithm is based on orthogonal range-searching for a maxi-
mum, we have to recall this notion. Given a set S of points in R

2 with
associated score, a range maximum query (RMQ) asks for a point of maximum
score in a rectangle R(p, q). In the following, RMQ will also denote a procedure
that takes two points p and q as input and returns a point of maximum score
in the rectangle R(p, q).

Lemma 5.4.1 If the gap cost function is the constant function 0 and
RMQ(0, beg(f ′) − ~1) (where ~1 denotes the k-dimensional vector in which ev-
ery component is 1) returns the end point of fragment f , then f ′.score =
f ′.weight + f.score.

Proof This follows immediately from recurrence (5.1). �

We will use the line-sweep paradigm to construct an optimal chain. Sup-
pose that the start and end points of the fragments are sorted w.r.t. the
x1 coordinates. Then, processing the points in ascending order of their x1

coordinates simulates a line that sweeps the points w.r.t. the x1 coordinate.
If a point has already been scanned by the sweeping line, it is said to be
active; otherwise it is said to be inactive. During the sweeping process, the
x1 coordinates of the active points are smaller than the x1 coordinate of the
currently scanned point s. According to Lemma 5.4.1, if s is the start point
of a fragment f ′, then an optimal chain ending at f ′ can be found by an
RMQ over the set of active end points of fragments. Since p.x1 < s.x1 for
every active end point p (w.l.o.g., start points are handled before end points,
hence the case p.x1 = s.x1 cannot occur), the RMQ need not take the first
coordinate into account. In other words, the RMQ is confined to the range
R(0, s.x2 − 1), so that the dimension of the problem is reduced by one. To
manipulate the point set during the sweeping process, we need a data struc-
ture D that stores the end points of the fragments and efficiently supports
the following two operations: (1) activation and (2) RMQ over the set of active
points. The following algorithm is based on such a data structure D, which
will be defined later.
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Algorithm 5.4.2 2-dimensional chaining of m fragments

Sort all start and end points of the m fragments in ascending order w.r.t.
their x1 coordinate and store them in the array points; because we include
the end point of the origin and the start point of the terminus, there are
2m + 2 points.
Store all end points of the fragments (ignoring their x1 coordinate) as
inactive (in the 1-dimensional) data structure D.
for i := 1 to 2m + 2

if points[i] is the start point of fragment f ′ then
q := RMQ(0, points[i].x2 − 1)
determine the fragment f with end(f) = q
f ′.prec := f
f ′.score := f ′.weight + f.score

else /? points[i] is end point of a fragment f ′ ?/
activate points[i].x2 in D /? activate with score f ′.score ?/

In the algorithm, f ′.prec denotes the preceding fragment of f ′ in a chain. It
is an immediate consequence of Lemma 5.4.1 that Algorithm 5.4.2 finds an
optimal chain. One can output this chain by tracing back the prec pointers
from the terminus to the origin. The complexity of the algorithm depends
of course on how the data structure D is implemented. In the following, we
will address three alternatives of the data structure D.

5.4.2 Answering RMQ with activation

Alternative 1: Priority search tree

To answer RMQ with activation, we can use the priority search tree devised
by McCreight [102]. Let S be a set of m one dimensional points. For ease of
presentation, assume that no two points have the same coordinate (In [102],
it is shown how to proceed if this is not the case). The priority search tree
of S is a minimum-height binary search tree T with m leaves, whose ith
leftmost leaf stores the point in S with the ith smallest coordinate. Let v.L
and v.R denote the left and right child, respectively, of an interior node v. To
each interior node v of T , we associate a canonical subset Cv ⊆ S containing
the points stored at the leaves of the subtree rooted at v. Furthermore, v
stores the values lv, hv, and pv, where lv denotes the smallest coordinate of
any point in Cv, hv denotes the largest coordinate of any point in Cv and pv

denotes the point of highest score (priority) in Cv that has not been stored
at a shallower depth in T . If such a point does not exist, pv is undefined;
see Figure 5.2. We will call hv.L the splitting coordinate of node v because it
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Figure 5.2: Priority search tree: The points with score −∞ are inactive; the others
are active. The value hv.L in every interior node v is the coordinate that separates
the points in its left subtree v.L from those occurring in its right subtree v.R.
The pv value of v is depicted as a “child” between v.L and v.R. If it is missing,
then pv is undefined. The colored nodes are visited in answering the RMQ(0, 19).
The hatched boxes contain the modified pv values when point p12 is activated with
score 87.

is the coordinate that separates the points in its left subtree v.L from those
occurring in its right subtree v.R. In essence, the priority search tree of S is
a variant of a balanced binary search tree and a heap (i.e., priority queue).
It can be built in O(m log m) time and O(m) space.

In Algorithm 5.4.2, storing all end points of the fragments as inactive is
achieved by constructing the priority search tree of the end points, where
each point stored at a leaf has score −∞ and pv is undefined for each interior
node v.

In a priority search tree T , a point q can be activated with priority score
in O(logm) time as follows. First, update the value of q.score by q.score :=
score. Second, update the pv values by a traversal of T that starts at the
root. Suppose node v is visited in the traversal. If v is a leaf, there is nothing
to do. If v is an interior node with pv.score ≤ q.score, then swap q and pv

(more precisely, exchange the values of the variables q and pv); otherwise
retain q and pv unchanged. Then determine where the procedure is to be
continued. If q ≤ hv.L, proceed recursively with the left child v.L of v.
Otherwise, proceed recursively with the right child v.R of v.

A range maximum query RMQ(0, q) can be answered in O(log m) time as
follows. We traverse the priority search tree starting at the root. During the
traversal, we maintain a variable max point that stores the point of highest
score in the range R(0, q) seen so far (initially, max point is undefined).
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Suppose node v is visited in the traversal. If v is a leaf storing the point
pv, then we proceed as in case (1) below. If v is an interior node, then we
distinguish the cases (1) pv ≤ q and (2) pv > q. In case (1), if pv.score ≥
max point.score, then we update max point by max point := pv. In case
(2), if q ≤ hv.L, then we recursively proceed with the left child v.L of v;
otherwise, we recursively proceed with both children of v. Describing this
procedure on a higher level, we identify during the traversal a set of nodes
which we call canonical nodes (w.r.t. the given range query). The set of
these canonical nodes is the smallest set of nodes v1, . . . , v` of the tree such
that ]`

j=1Cvj
= RQ(0, q). (] denotes disjoint union.). By examining the

priority information of the canonical nodes, the node of highest score can be
identified.

Another example of a data structure that supports RMQ with activation is
the kd-tree [24]. In essence, the one-dimensional kd-tree coincides with the
priority search tree, but the operations on kd-trees are accelerated in practice
by a collection of programming tricks; see [24].

Alternative 2: Dynamic priority search tree

The priority search tree described above is a semi-dynamic data structure,
in the sense that it is constructed for all the points at once and the points
are neither inserted nor deleted, rather activated and deactivated in the data
structure. For our applications, the usage of such semi-dynamic data struc-
tures is satisfactory, because all the fragments are pre-generated in the first
phase of the anchor based strategy. Nevertheless, the usage of dynamic data
structures for answering RMQs should be addressed. If a dynamic data struc-
ture is employed, then the points are inserted when they are scanned and
deleted when they are no longer needed. The priority search tree can be
dynamized so that the points are inserted when they are scanned as follows.
The fixed tree structure is replaced with red-black tree structure. The tree is
initially empty. When a point is scanned, it is inserted in the tree, the tree
is re-balanced, and the spatial information, i.e., h.v, is updated. After the
insertion, the score of the point is updated in the tree as done before for the
semi-dynamic tree. The insertion of a point, including the re-balancing and
the updating of the spatial information, takes O(log m) time [122]. Updating
the score takes also O(log m) time. Hence, the time complexity of an RMQ

with activation using a dynamic priority search tree is still O(log m).
The advantage of using a dynamic version is that online chaining (i.e.,

fragments are chained while being generated) becomes possible. That is, if
the fragments are generated such that their order w.r.t. one of the sequences
is maintained, then the newly generated fragments are the currently scanned
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points and they can be chained to the previously scanned (generated) ones.
However, there is no improvement, even in practice, in the space consumption
of the algorithm. This is because no deletion operations take place, which
results in that all the the points are eventually inserted in the tree. The
worst case running time does also not improve, because it is still bounded by
the number of elements that can be inserted in D. This number is O(m).

Alternative 3: Priority queue

Because the RMQ is in the range R(0, q), i.e., the origin 0 is always the lower-
left corner, and because there is no deactivation operation, we can further
reduce the complexity of answering RMQ with activation. What is required is
just a one dimensional dynamic data structure D that supports the following
operations:1

• insert(q): if q is not in D, then put q into D; otherwise update its
satellite information, i.e., the fragment corresponding to q

• delete(q): remove q from D.

• predecessor(q): give the largest element ≤ q in D.

• successor(q): give the smallest element > q in D.

If every end point q is activated as shown in Algorithm 5.4.3, then answer-
ing RMQ(0, q) boils down to computing predecessor(q) in D. It is important
to note that the operations predecessor(q) and successor(q) are always well-
defined if we initialize the data structure D with the origin and the terminus
points.

Algorithm 5.4.3 Implementation of the operation activate in the data struc-
ture D

if (q.score > predecessor(q).score) then
insert(q)
while (q.score > successor(q).score)

delete(successor(q))

Note that the following invariant is maintained: If 0 ≤ q1 < q2 < · · · <
q` ≤ n are the entries in the data structure D, then q1.score ≤ q2.score ≤
· · · ≤ q`.score.

1In the dynamic case, the sentence preceding the for loop in Algorithm 5.4.2 must be
deleted.
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Many data structures that support the aforementioned operations are
already known. For example, the priority queues devised by van Emde Boas
[132, 133] and Johnson’s improvement [74] support the operations in time
O(log log N) and space O(N), provided that every q satisfies 1 ≤ q ≤ N .
The space requirement can be reduced to O(n), where n denotes the number
of elements stored in the priority queue; see [103]. Recall that a fragment
corresponds to segments of the strings S1 and S2 that are similar. W.l.o.g., we
may assume that n1 = |S1| ≤ |S2| = n2 (otherwise, we swap the sequences).
In Algorithm 5.4.2, sorting all start and end points of the m fragments in
ascending order w.r.t. their x1 coordinate by counting sort (see, e.g., [40])
takes O(n1) time. Since Algorithm 5.4.2 employs at most O(m) priority
queue operations, each of which takes time O(log log n2), the overall time
complexity of this implementation is O(n1 + m log log n2). However, in most
applications m is relatively small compared to n2, so that it is advantageous
to sort the start and end points of the m fragments in O(m logm) time. If
the fragments are generated such that they are already ordered w.r.t. one
sequence, say S1, the worst case time complexity reduces to O(m log log n2).

RMQ based on the operations insert, delete, predecessor, and successor
has the advantage of reducing, in practice, the space requirement of the
chaining algorithm. Clearly, the reason for this is that only the points that
are candidate to be part of an optimal chain are stored in the main memory
while those that are not are deleted. Unfortunately, this approach cannot
be extended to higher dimensions and it is not possible to include other
variations such as gap constraints; this point will be explained in detail in
Section 5.8.

5.5 Higher dimensional chaining without gap

costs

As mentioned in Section 5.3, the graph based approach also solves the chain-
ing problem for more than two genomes. However, the running time of this
chaining algorithm is quadratic in the number of fragments. This can be a
serious drawback if the number of fragments is large. A big advantage of our
Algorithm 5.4.2 is that it can be readily extended to higher dimensions. In
order to chain k-dimensional fragments, the 1-dimensional data structure D
in Algorithm 5.4.2 has to be replaced with a (k − 1)-dimensional data struc-
ture that supports range maximum queries and activation. In the following,
we will outline two such data structures for dimension d = k− 1, namely the
range tree and the kd -tree.

126



CHAPTER 5. CHAINING ALGORITHMS

5.5.1 Chaining with range trees

The semi-dynamic version

Our first orthogonal range-searching data structure is based on the semi-
dynamic range tree, which is well-known in computational geometry. Given
a set S of m d-dimensional points, its semi-dynamic range tree can be built as
follows (see, e.g., [9, 118]). For d = 1, the range tree of S is a minimum-height
binary search tree or an array storing S in sorted order. For d > 1, the range
tree of S is a minimum-height binary search tree T with m leaves, whose ith
leftmost leaf stores the point in S with the ith smallest x1-coordinate. To
each interior node v of T , we associate a canonical subset Cv ⊆ S containing
the points stored at the leaves of the subtree rooted at v. For each v, let lv
(resp. hv) be the smallest (resp. largest) x1 coordinate of any point in Cv and
let C∗

v = {(p.x2, . . . , p.xd) ∈ R
d−1 : (p.x1, p.x2, . . . , p.xd) ∈ Cv}. The interior

node v stores lv, hv, and a (d− 1)-dimensional range tree constructed on C∗
v .

For any fixed dimension d, the data structure can be built in O(m logd−1 m)
time and space.

Given a set S of points in R
d, a range query (RQ) asks for all points of S

that lie in a hyper-rectangle R(p, q), A range query RQ(p, q) for the hyper-
rectangle R(p, q) = [l1 . . . h1] × [l2 . . . h2] × · · · × [ld . . . hd] can be answered
as follows. If d = 1, the query can be answered in O(log m) time by a
binary search. For d > 1, we traverse the range tree starting at the root.
Suppose node v is visited in the traversal. If v is a leaf, then we report its
corresponding point if it lies inside R(p, q). If v is an interior node, and
the interval [lv . . . hv] does not intersect [l1 . . . h1], there is nothing to do. If
[lv . . . hv] ⊆ [l1 . . . h1], we recursively search in the (d − 1)-dimensional range
tree stored at v with the hyper-rectangle [l2 . . . h2]×· · ·×[ld . . . hd]. Otherwise,
we recursively visit both children of v. This procedure takes O(logd m + z)
time, where z is the number of points in the hyper-rectangle R(p, q).

In Subsection 5.4.2, we have seen that the priority search tree can be used
for 1-dimensional RMQ with activation. For d ≥ 2 dimensions, we modify the
d-dimensional range tree by replacing the range tree in the last dimension
with a priority search tree. It is not difficult to show that this data structure
supports range maximum queries of the form RMQ(0, q) and activation oper-
ations in O(logd m) time. The usage of this data structure yields a chaining
algorithm for k > 2 sequences that runs in O(m logk−1 m) time and thus im-
proves Myers and Miller’s algorithm [111] by a logarithmic factor. However,
we can do even better because our RMQ is always in the range R(0, q).

The technique of fractional cascading [139] saves one log-factor in answer-
ing range queries (in the same construction time and using the same space as
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Figure 5.3: A set of points and a query rectangle for the example of Figure 5.4.

the original range tree). Here we focus on range queries of the form RQ(0, q)
because we want to modify it to answer range maximum queries of the form
RMQ(0, q) efficiently. For ease of presentation, we consider the case d = 2.
In this case, the range tree is a binary search tree (called x-tree) of arrays
(called y-arrays). Let v be a node in the x-tree and let v.L and v.R be its
left and right children. The y-array Av of v contains all the points in Cv

sorted in ascending order w.r.t. their y coordinate. Every element p ∈ Av

has two downstream pointers: The left pointer Lptr and the right pointer
Rptr. The left pointer Lptr points to the largest (i.e., rightmost) element q1

in Av.L such that q1 ≤ p (Lptr is a NULL pointer if such an element does
not exist). In an implementation, Lptr is the index with Av.L[Lptr] = q1.
Analogously, the right pointer Rptr points to the largest element q2 of Av.R

such that q2 ≤ p. Figure 5.4 shows an example of this structure.
Locating all the points in a rectangle R(0, (h1, h2)) is done in two stages.

In the first stage, a binary search is performed over the y-array of the
root node of the x-tree to locate the rightmost point ph2 such that ph2.y ∈
[0 . . . h2]. Then, in the second stage, the x-tree is traversed (while keep-
ing track of the downstream pointers) to locate the rightmost leaf ph1 such
that ph1.x ∈ [0 . . . h1]. During the traversal of the x-tree, we identify a
set of nodes which we call canonical nodes (w.r.t. the given range query).
The set of canonical nodes is the smallest set of nodes v1, . . . , v` of x-tree
such that ]`

j=1Cvj
= RQ(0, (h1,∞)). (] denotes disjoint union.) In other

words, P := ]`
j=1Avj

= ]`
j=1Cvj

contains every point p ∈ S such that
p.x ∈ [0 . . . h1]. However, not every point p ∈ P satisfies p.y ∈ [0 . . . h2].
Here, the downstream pointers come into play. As already mentioned, the
downstream pointers are followed while traversing the x-tree, and to fol-
low one pointer takes constant time. If we encounter a canonical node vj,
then the element ej, to which the last downstream pointer points, partitions
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Figure 5.4: Fractional cascading: The visited nodes are colored. The canonical
nodes are hatched. The small circles refer to NULL pointers. In this example,
ph1 = p6 and ph2 = p5. The colored elements of the y-arrays of the canonical
nodes are the points in the query rectangle, which is shown in Figure 5.3. The
value hv.L in every interior node v is the x coordinate that separates the points in
its left subtree from those occurring in its right subtree.

the list Avj
as follows: Every e that is strictly to the right of ej is not in

R(0, (h1, h2)), whereas all other elements of Avj
lie in R(0, (h1, h2)). For this

reason, we will call the element ej the split element. It is easy to see that the
number of canonical nodes is O(log m). Moreover, we can find all of them
and the split elements of their y-arrays in O(logm) time; cf. [139]. There-
fore, the range tree with fractional cascading supports 2-dimensional range
queries in O(log m+z) time, where z is the number of points in the rectangle
R(0, q). For dimension d > 2, it takes time O(logd−1 m + z).

To answer RMQ with activation, we will further enhance every y-array
that occurs in the fractional cascading data structure with a priority queue
as described in [74, 132]. Each of these queues is (implicitly) constructed
over the rank space of the points in the y-array (because the y-arrays are
sorted w.r.t. the y dimension, the rank of an element y-array[i] is its index
i). The rank space of the points in the y-array consists of points in the range
[1 . . . N ], where N is the size of the y-array. The priority queue supports
the operations insert(r), delete(r), predecessor(r), and successor(r) in time
O(log log N), where r is an integer in the range [1 . . . N ]; see Subsection 5.4.2.
Algorithm 5.5.1 shows how to activate a point q in the 2-dimensional range
tree and Algorithm 5.5.2 shows how to answer an RMQ(0, q).
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Algorithm 5.5.1 Activation of a point q in the data structure D

v := root node of the x-tree
find the rank (index) r of q in Av by a binary search
while (v 6= ⊥)

if (Av[r].score > Av[predecessor(r)].score) then
insert(r) into the priority queue attached to Av

while(Av[r].score > Av[successor(r)].score)
delete(successor(r)) from the priority queue attached to Av

if (Av[r] = Av.L[Av[r].Lptr]) then
r := Av[r].Lptr
v := v.L

else
r := Av[r].Rptr
v := v.R

Note that in the outer while-loop of Algorithm 5.5.1, the following invari-
ant is maintained: If 0 ≤ i1 < i2 < · · · < i` ≤ n are the entries in the priority
queue attached to Av, then Av[i1].score ≤ Av[i2].score ≤ · · · ≤ Av[i`].score.

Algorithm 5.5.2 gives a pseudo-code for answering RMQ(0, q), but we would
like to first describe the idea on a higher level. In essence, we locate all
canonical nodes v1, . . . , v` in D for the hyper-rectangle R(0, q). For any vj,
1 ≤ j ≤ `, let the rjth element be the split element in Avj

. We have
seen that ]`

j=1Avj
contains every point p ∈ S such that p.x ∈ [0 . . . q.x].

Now if rj is the index of the split element of Avj
, then all points Avj

[i]
with i ≤ rj are in R(0, q), whereas all other elements Avj

[i] with i > rj

are not in R(0, q). Since Algorithm 5.5.1 maintains the above-mentioned
invariant, the element with highest score in the priority queue of Avj

that
lies in R(0, q) is qj = predecessor(rj) (if rj is in the priority queue of Avj

,
then qj = rj because predecessor(rj) gives the largest element ≤ rj). We
then compute max score := max{Avj

[qj].score : 1 ≤ j ≤ `} and return
max point = Avi

[qi], where Avi
[qi].score = max score.

Algorithm 5.5.2 RMQ(0, q) in the data structure D

v := root node of the x-tree
max score := −∞
max point := ⊥
find the rank (index) r of the rightmost point p with p.y ∈ [0 . . . q.y] in Av

while (v 6= ⊥)
if (hv.x ≤ q.x) then /? v is a canonical node ?/

tmp := predecessor(r) in the priority queue of Av
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max score := max{max score, Av[tmp].score}
if (max score = Av.L[tmp].score) then max point := Av[tmp]

else if (hv.L.x ≤ q.x) then /? v.L is a canonical node ?/
tmp := predecessor(Av[r].Lptr) in the priority queue of Av.L

max score := max{max score, Av.L[tmp].score}
if (max score = Av.L[tmp].score) then max point := Av.L[tmp]
r := Av[r].Rptr
v := v.R

else
r := Av[r].Lptr
v := v.L

Because the number of canonical nodes is O(log m) and any of the priority
queue operations takes O(log log m) time, answering a 2-dimensional range
maximum query takes O(log m log log m) time. Since every point occurs in
at most log m priority queues, there are at most m log m delete operations.
Hence the total time complexity of activating m points is O(m log m log log m).

Theorem 5.5.3 Given k > 2 genomes and m fragments, an optimal global
chain (without gap costs) can be found using the semi-dynamic range tree in
O(m logk−2 m log log m) time and O(m logk−2 m) space.

Proof In Algorithm 5.4.2, the points are first sorted w.r.t. their first dimen-
sion and the RMQ with activation is required only for d = k − 1 dimensions.
For d ≥ 2 dimensions, the preceding data structure is implemented for the
last two dimensions of the range tree, which yields a data structure D that
requires O(m logd−1 m) space and O(m logd−1 m log log m) time for m range
maximum queries and m activation operations. Consequently, one can find
an optimal chain in O(m logk−2 m log log m) time and O(m logk−2 m) space.
�

Dynamic range trees

The dynamic version of the range tree [25, 140] can be used instead of the
semi dynamic version. In the dynamic version, the tree is initially empty and
the points are inserted and activated when they are scanned. This feature
makes it possible to perform online chaining provided that the fragments are
generated such that they are ordered w.r.t. one of the sequences.

The usage of the dynamic version still yields a global chaining algorithm
with the same worst case time complexity. To the best of our knowledge,
the best worst case time bounds so far for the dynamic range tree with
fractional cascading are achieved by [47, 104], where an insertion/deletion
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takes O(logd−1 log log m) time; see also [39] for a survey. It is easy to see that
the algorithm is still dominated by the RMQs of the m points. That is the time
complexity is still the same. (Note that the insertion/deletion time of the
original range tree without fractional cascading is O(logd m) [39].) The space
consumption of the algorithm does not decrease, even in practice, because all
the points are eventually inserted in the tree. Moreover, the dynamic version
of the range tree is too complicated to use in practice.

5.5.2 Chaining with kd-trees

The semi-dynamic version

The kd -tree is another well-known data structure for orthogonal range search.
Given a set S of m d-dimensional points, its kd -tree is constructed as follows
(see, e.g., [9, 22, 23, 118]). For d = 1, the kd -tree is essentially the same as the
priority search tree presented before. That is, the one dimensional kd -tree of
S is a minimum-height binary search tree T with m leaves, whose ith leftmost
leaf stores the point in S with the ith smallest x coordinate. Each internal
node v has a left child node v.L and right child node v.R. To each interior
node v of T , there is an associated canonical subset Cv ⊆ S containing the
points of the stored at the leaves of the subtree rooted at v. Furthermore, v
stores the value lv (resp. hv) that is the smallest (resp. largest) x coordinate
of any point in Cv. Because the tree is balanced, |Cv.L| ≈ |Cv.R|. Since
p.x < q.x, for all p ∈ Cv.L and q ∈ Cv.R, the points are said to be split at
each level w.r.t. the x coordinate. For ease of presentation, we attach to v a
splitting value v.s such that hv.L ≤ v.s < lv.R.

For 2D, the points are alternatively split along the levels of the tree be-
tween the x and y dimensions. Specifically, let vi denote an internal node at
level i of the tree. If the points are split at level i w.r.t. the x dimension, i.e.,
p.x < q.x for all p ∈ Cvi.L and q ∈ Cvi.R, then they are split in level i+1 w.r.t.
the y dimension, i.e., p.y < q.y for all p ∈ Cvi+1.L and q ∈ Cvi+1.R. Then in
level i + 2 they are split again w.r.t. the x dimension, and so on. Figure 5.5
shows an example of a two dimensional kd -tree, where the splitting values are
represented by vertical and horizontal lines. For d dimensions, the splitting
circulates around the d dimensions.

The d dimensional kd -tree is constructed in O(m log m) time and it re-
quires O(m) space [22, 23]. That is, the construction time and the space
consumption are not exponential in d, which is a great advantage over the
range tree.

A range query RQ(p, q) for the hyper-rectangle [l1 . . . h1] × · · · × [ld . . . hd]
can be answered by top-down traversal of the tree. Each node v of the kd -
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Figure 5.5: kd -tree for 8 points. Horizontal and vertical lines in the nodes refer
to the direction of splitting. The splitting values x1, x2, .. and y1, y2, .. attached to
each node divide the plane by vertical and horizonzal lines. Colored nodes are the
visited nodes for answering the query represented by the rectangle shown on the
left. The hatched nodes are the canonical nodes.

tree, because of the alternative splitting, corresponds to the smallest hyper-
rectangular region bounding the points under it. This region is determined
by the splitting values of at most 2d ancestor nodes. For the two dimensional
kd -tree shown in Figure 5.5, the region bounding the points under the node
v1 is determined by the splitting values y3 and x3 stored at the ancestor
nodes, and the region bounding the leaf p6 can be identified by reading the
splitting values y1, x4, y3, and x3 of the four ancestor nodes. To enumerate
all the points in the query range, we have to locate the set of canonical
nodes v1, . . . , v` such that ]`

j=1Cvj
= RQ(p, q). (] denotes disjoint union, i.e.,

Cvi1
∩ Cvi2

= φ for any 1 ≤ i1 6= i2 ≤ `) Figure 5.5 shows an example of a
kd -tree and the canonical nodes for a given query range.

Determining the canonical nodes for a range search requires the traversal
of a rather large portion of the tree. In [95], it was shown that the worst case
time complexity of the traversal and the enumeration of all the z points in a
query region is O(m1− 1

d + z).

Fortunately, the kd -tree does not require a lot of modification to answer
RMQs. Straightforwardly, the internal nodes of the tree are augmented with
priority information in the same manner as the priority search tree. That is,
to answer an RMQ, the canonical nodes are first identified. Then the prior-
ity information is examined and the point with the maximum score (highest
priority) is obtained. Therefore, the worst case time complexity for an RMQ

depends on identifying the canonoical nodes; i.e., it is O(m1− 1
d ). The activa-

tion (deactivation) of a point boils down to updating its score in the kd -tree.
This can be done as described before for the priority search tree in O(log m)
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time; see [24] for more details. Interestingly, Bently [24] has shown that
the running time of the semi-dynamic kd -tree operations, such as answering
RMQs, activation and deactivation, can be improved in practice using a set of
programming tricks.

Theorem 5.5.4 Given k > 2 genomes and m fragments, an optimal global
chain (without gap costs) can be found using a semi-dynamic kd-tree in

O((k − 1) m2− 1
k−1 ) time and O(m) space.

Proof In Algorithm 5.4.2, the points are first sorted w.r.t. their first dimen-
sion and the RMQ with activation is required only for d = k − 1 dimensions.
For d dimensions, the kd -tree is constructed in O(m log m) time and it re-

quires O(m) space. Answering an RMQ takes O(dm1− 1
d ) time and O(m) space.

Consequently, one can find an optimal chain, using the line sweep paradigm,

in O((k − 1) m2− 1
k−1 ) time and O(m) space. �

Dynamic kd-trees

As mentioned before, a dynamic kd -tree can be used for the global chaining.
However, using a dynamic version will not improve the worst case running
time of the algorithm. Worse, the time complexity of the RMQ is higher
with a certain factor that depends on the dynamization technique involved
[41, 55, 87, 129]; see also [39] for a survey. To the best of our knoweldge, the

best query time is achieved by [87], where the factor is O(log
1
d m). (The

insertion of m points still takes O(m logm) time.) The space consumption
will not decrease, even in practice, because all the points are eventually
inserted in the tree. Moreover, the dynamic versions are more complicated
than the semi-dynamic one.

Range trees versus kd-trees

Theoretically, there is a tradeoff between the kd -tree and the range tree. On
the one hand, the worst case query time of the range tree is better than
that of the kd -tree. On the other hand, the construction time and space
consumption of the kd -tree is much less than that of the range tree. In the
range tree, both the construction time and the space consumption increase
exponentially with d, while in the kd -tree the space consumption is linear
and the construction time is O(m log m), i.e., not exponential in d.

We have implemented the two data structures and measured the construc-
tion and query time. The results, which are summarized in Table 5.1, show
that the kd -tree is superior to the range tree in practice. This is particularly
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E. coli

≈ 120000 fragments

kd -tree range tree
d C Q C Q

2 0.28 5.45 23.5 2.4
3 0.29 14.5 863 69.9
4 0.31 19.6 - -

Stpahilococcus

≈ 20000 fragments

kd -tree range tree
d C Q C Q

2 0.02 0.33 2.50 0.33
3 0.02 0.96 26.9 0.96
4 0.02 0.65 433 16.2

AdenoViruses

≈ 3000 fragments

kd -tree range tree
d C Q C Q

2 0.01 0.05 0.19 0.04
3 0.01 0.06 1.20 0.08
4 0.01 0.06 7.31 0.08
5 0.01 0.07 48.6 0.11
6 0.01 0.07 373 3.06

Table 5.1: The fragments are multiMEMs generated from the bacterial genomes

E. coli (4 strains), Staphilococcus (4 strains), and Adenoviruses (6 strains). The

numbers of fragments are approximately 120000, 20000, 3000, respectively. The

kd -tree and range tree are constructed for the d dimensional end points of the

fragments. The queries and activation are performed using the d-dimensional

start points of the fragments, which is equivalent to chaining k = d + 1 genomes.

The columns titled with C contain the construction times, and those titled with

Q contain the query/activation times. All times are shown in seconds. The empty

cells in case of E. coli are due to out of memory; the space consumption in this

case is estimated to be as high as ≈ 7.1 GB, given that 40 bytes are required per

fragment.

clear for larger datasets and dimensions larger than two. According to these
results, we can directly see that the basic drawback of the range tree is its
large construction time that outweighs the faster query time. Moreover, its
space consumption is too high to handle large number of fragments. There-
fore, we decided to make the kd -tree the basic data structure in our software
tool CHAINER presented in the next chapter.

5.6 Incorporating gap costs into the algorithm

In the previous section, fragments were chained without penalizing the gaps
in between them. In this section, we modify the algorithm so that it can take
gap costs into account. For clarity of proposition, however, we first consider
gap costs in the L1 metric.
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ACCXXXX AGG

ACC YYYAGG

ACCXXXXAGG

ACCYYY AGG

Figure 5.6: Alignments based on the fragments ACC and AGG w.r.t. gap cost g1

(left) and the sum-of-pairs gap cost with λ > 1
2ε (right), where X and Y are

anonymous characters.

5.6.1 Costs in the L1 metric

We first handle the case in which the cost for the gap between two fragments
is the distance between the end and start point of the two fragments in the
L1 metric. For two points p, q ∈ R

k, this distance is defined by

d1(p, q) =

k
∑

i=1

|p.xi − q.xi|

and for two fragments f � f ′ we define g1(f
′, f) = d1(beg(f ′),end(f)). If

an alignment of two sequences S1 and S2 shall be based on fragments and
one uses this gap cost, then the characters between the two fragments are
deleted/inserted; see left side of Figure 5.6.

The problem with gap costs in our approach is that an RMQ does not take
the cost g(f ′, f) from recurrence (5.1) into account, and if we would explicitly
compute g(f ′, f) for every pair of fragments with f � f ′, then this would
yield a quadratic time algorithm. Thus, it is necessary to express the gap
costs implicitly in terms of weight information attached to the points. We
achieve this by selecting a reference point and defining the geometric cost
of each fragment in terms of this point. The reference point we use is the
terminus and the geometric cost of a fragment f is gc(f) = d1(t, end(f)).

Lemma 5.6.1 Let f , f̃ , and f ′ be fragments such that f � f ′ and f̃ � f ′.
Then the inequality f.score− g1(f

′, f) > f̃.score− g1(f
′, f̃) holds true if and

only if the inequality f.score − gc(f) > f̃.score − gc(f̃) holds.

Proof

f.score − g1(f
′, f) > f̃.score − g1(f

′, f̃)

⇔ f.score − ∑k

i=1 (beg(f ′).xi − end(f).xi) >

f̃.score − ∑k

i=1 (beg(f ′).xi − end(f̃).xi)

⇔ f.score − ∑k

i=1 (t.xi − end(f).xi) >

f̃.score − ∑k

i=1 (t.xi − end(f̃).xi)

⇔ f.score − gc(f) > f̃.score − gc(f̃)
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sweep-line

ty

xo

s

q

p

Figure 5.7: Points p and q are active end points of the fragments f̃ and f . The
start point s of fragment f ′ is currently scanned by the sweeping line and t is the
terminus point.

The second equivalence follows from adding
∑k

i=1 beg(f ′).xi to and subtract-

ing
∑k

i=1 t.xi from both sides of the inequality. Figure 5.7 illustrates the
lemma for k = 2. �

Because t is fixed, the value gc(f) is known in advance for every fragment
f . Therefore, Algorithm 5.4.2 needs only two slight modifications to take gap
costs into account. First, we replace the statement f ′.score := f ′.weight +
f.score with

f ′.score := f ′.weight + f.score − g1(f
′, f)

Second, if points[i] is the end point of f ′, then it will be activated with
f ′.priority := f ′.score−gc(f ′). Thus, an RMQ will return a point of maximum
priority instead of a point of maximum score. The next lemma implies the
correctness of the modified algorithm.

Lemma 5.6.2 If the range maximum query RMQ(0, beg(f ′) − ~1) returns the
end point of fragment f̃ , then we have f̃ .score − g1(f

′, f̃) = max{f.score −
g1(f

′, f) : f � f ′}.

Proof RMQ(0, beg(f ′) − ~1) returns the end point of fragment f̃ such that
f̃ .priority = max{f.priority : f � f ′}. Since f.priority = f.score − gc(f)
for every fragment f , it is an immediate consequence of Lemma 5.6.1 that
f̃ .score − g1(f

′, f̃) = max{f.score − g1(f
′, f) : f � f ′}. �
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5.6.2 The sum-of-pairs gap cost

In this section we consider the gap cost associated with the “sum-of-pairs”
model, which was introduced by Myers and Miller [111]. For clarity of pre-
sentation, we first treat the case k = 2 because the general case k > 2 is
rather involved.

The case k = 2:

For two points p, q ∈ R
2, we write ∆xi

(p, q) = |p.xi − q.xi|, where i ∈
{1, 2}. We will sometimes simply write ∆x1 and ∆x2 if their arguments
can be inferred from the context. The sum-of-pairs distance of two points
p, q ∈ R

2 depends on the parameters ε and λ and was defined in [111] as
follows:

d(p, q) =

{

ε∆x2 + λ(∆x1 − ∆x2) if ∆x1 ≥ ∆x2

ε∆x1 + λ(∆x2 − ∆x1) if ∆x2 ≥ ∆x1

We rearrange these terms and derive the following equivalent definition:

d(p, q) =

{

λ∆x1 + (ε − λ)∆x2 if ∆x1 ≥ ∆x2

(ε − λ)∆x1 + λ∆x2 if ∆x2 ≥ ∆x1

For two fragments f and f ′ with f � f ′, we define g(f ′, f) = d(beg(f ′), end(f)).
Intuitively, λ > 0 is the cost of aligning an anonymous character with a gap
position in the other sequence, while ε > 0 is the cost of aligning two anony-
mous characters. For λ = 1 and ε = 2, this gap cost coincides with the g1 gap
cost, whereas for λ = 1 and ε = 1, this gap cost corresponds to the L∞ metric.
(The gap cost of connecting two fragments f � f ′ in the L∞ metric is defined
by g∞(f ′, f) = d∞(beg(f ′),end(f)), where d∞(p, q) = maxi∈[1..k] |p.xi − q.xi|
for p, q ∈ R

k.) Following [111, 141], we demand that λ > 1
2
ε because oth-

erwise it would always be best to connect fragments entirely by gaps as in
the L1 metric. So if an alignment of two sequences S1 and S2 shall be based
on fragments and one uses the sum-of-pairs gap cost with λ > 1

2
ε, then the

characters between the two fragments are replaced as long as possible and
the remaining characters are deleted or inserted; see right side of Figure 5.6.

In order to compute the score of a fragment f ′ with beg(f ′) = s, the
following definitions are useful. The first quadrant of a point s ∈ R

2 consists
of all points p ∈ R

2 with p.x1 ≤ s.x1 and p.x2 ≤ s.x2. We divide the first
quadrant of s into regions O1 and O2 by the straight line x2 = x1 + (s.x2 −
s.x1). O1, called the first octant of s, consists of all points p in the first
quadrant of s satisfying ∆x1 ≥ ∆x2 (i.e., s.x1 − p.x1 ≥ s.x2 − p.x2), these
are the points lying above or on the straight line x2 = x1 + (s.x2 − s.x1); see
Figure 5.8. The second octant O2 consists of all points q satisfying ∆x2 ≥ ∆x1
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Figure 5.8: The first quadrant of a point s is divided into two octants O1 and O2.

(i.e., s.x2 − q.x2 ≥ s.x1 − q.x1), these are the points lying below or on the
straight line x2 = x1+(s.x2−s.x1). Then f ′.score = f ′.weight+max{v1, v2},
where vi = max{f.score − g(f ′, f) : f � f ′ and end(f) lies in octant Oi},
for i ∈ {1, 2}.

However, our chaining algorithms rely on RMQs, and these work only for
orthogonal regions, not for octants. For this reason, we will make use of
the octant-to-quadrant transformations of Guibas and Stolfi [61]. The trans-
formation T1 : (x1, x2) 7→ (x1 − x2, x2) maps the first octant to a quad-
rant. More precisely, point T1(p) is in the first quadrant of T1(s) if and
only if p is in the first octant of point s.2 Similarly, for the transformation
T2 : (x1, x2) 7→ (x1, x2 − x1), point q is in the second octant of point s if and
only if T2(q) is in the first quadrant of T2(s). By means of these transfor-
mations, we can apply the same techniques as in the previous sections. We
just have to define the geometric cost properly. The following lemma shows
how to choose the geometric cost gc1 for points in the first octant O1. An
analogous lemma holds for points in the second octant.

Lemma 5.6.3 Let f , f̃ , and f ′ be fragments such that f � f ′ and f̃ � f ′.
If end(f) and end(f̃) lie in the first octant of beg(f ′), then f.score−g(f ′, f) >
f̃.score − g(f ′, f̃) if and only if f.score − gc1(f) > f̃.score − gc1(f̃), where
gc1(f̂) = λ∆x1(t, end(f̂)) + (ε − λ)∆x2(t, end(f̂)) for any fragment f̂ .

Proof Similar to the proof of Lemma 5.6.1. �

2Observe that the transformation may yield points with negative coordinates, but it is
easy to overcome this obstacle by an additional transformation (a translation). Hence we
will skip this minor problem.
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In Subsection 5.6.1 there was only one geometric cost gc, but here we
have to take two different geometric costs gc1 and gc2 into account. To cope
with this problem, we need two data structures D1 and D2, where Di stores
the set of points

{Ti(end(f)) | f is a fragment}
If we encounter the end point of fragment f ′ in Algorithm 5.4.2, then we
activate point T1(end(f ′)) in D1 with priority f ′.score − gc1(f

′) and point
T2(end(f ′)) in D2 with priority f ′.score − gc2(f

′). If we encounter the start
point of fragment f ′, then we launch two range maximum queries, namely
RMQ(0, T1(beg(f ′)−~1)) in D1 and RMQ(0, T2(beg(f ′)−~1)) in D2. If the first RMQ
returns T1(end(f1)) and the second returns T2(end(f2)), then fi is a fragment
of highest priority in Di, 1 ≤ i ≤ 2, such that Ti(end(fi)) � Ti(beg(f ′)).
Because a point p is in the octant Oi of point beg(f ′) if and only if Ti(p) is
in the first quadrant of Ti(beg(f ′)), it follows that fi is a fragment such that
its priority fi.score − gci(fi) is maximal in octant Oi. Therefore, according
to Lemma 5.6.3, the value vi = fi.score − g(f ′, fi) is maximal in octant Oi.
Hence, if v1 > v2, then we set f ′.prec = f1 and f ′.score := f ′.weight + v1.
Otherwise, we set f ′.prec = f2 and f ′.score := f ′.weight + v2.

For the sum-of-pairs gap cost, the two-dimensional chaining algorithm
runs in O(m log m log log m) time and O(m log m) space because of the two-
dimensional RMQs required for the transformed points. This is in sharp con-
trast to gap costs in the L1-metric, where we merely need one-dimensional
RMQs.

The case k > 2:

In this case, the sum-of-pairs gap cost is defined for fragments f � f ′ by

gsop(f
′, f) =

∑

0≤i<j≤k

g(f ′
i,j, fi,j)

where f ′
i,j and fi,j are the two-dimensional fragments consisting of the ith

and jth component of f ′ and f , respectively. For example, in case of k = 3,
let s = beg(f ′) and p = end(f) and assume that ∆x1(s, p) ≥ ∆x2(s, p) ≥
∆x3(s, p). In this case, we have gsop(f

′, f) = 2λ∆x1 + ε∆x2 + (ε − λ)2∆x3

because g(f ′
1,2, f1,2) = λ∆x1 + (ε − λ)∆x2, g(f ′

1,3, f1,3) = λ∆x1 + (ε − λ)∆x3,
and g(f ′

2,3, f2,3) = λ∆x2 +(ε−λ)∆x3 . By contrast, if ∆x1 ≥ ∆x3 ≥ ∆x2 , then
the equality gsop(f

′, f) = 2λ∆x1 + (ε − λ)2∆x2 + ε∆x3 holds.
In general, each of the k! permutations π of 1, . . . , k yields a hyper-region

Rπ defined by ∆xπ(1)
≥ ∆xπ(2)

≥ · · · ≥ ∆xπ(k)
in which a specific formula for

gsop(f
′, f) holds. That is, in order to obtain the score of a fragment f ′, we
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must compute f ′.score = f ′.weight+max{vπ | π is a permutation of 1, . . . , k},
where

vπ = max{f.score − gsop(f
′, f) : f � f ′ and end(f) lies in Rπ}

Because our RMQ-based approach requires orthogonal regions, each of these
hyper-regions Rπ of s must be transformed into the first hyper-corner of
some point s̃. The first hyper-corner of a point s̃ ∈ R

k is the k-dimensional
analogue to the first quadrant of a point in R

2. It consists of all points p ∈ R
k

with p.xi ≤ s̃.xi for all 1 ≤ i ≤ k (note that there are 2k hyper-corners). We
describe the generalization of the octant-to-quadrant transformations for the
case k = 3. The extension to the case k > 3 is obvious. There are 3!
hyper-regions, hence 6 transformations:

∆x1 ≥ ∆x2 ≥ ∆x3 : T1(x1, x2, x3) = (x1 − x2, x2 − x3, x3)

∆x1 ≥ ∆x3 ≥ ∆x2 : T2(x1, x2, x3) = (x1 − x3, x2, x3 − x2)

∆x2 ≥ ∆x1 ≥ ∆x3 : T3(x1, x2, x3) = (x1 − x3, x2 − x1, x3)

∆x2 ≥ ∆x3 ≥ ∆x1 : T4(x1, x2, x3) = (x1, x2 − x3, x3 − x1)

∆x3 ≥ ∆x1 ≥ ∆x2 : T5(x1, x2, x3) = (x1 − x2, x2, x3 − x1)

∆x3 ≥ ∆x2 ≥ ∆x1 : T6(x1, x2, x3) = (x1, x2 − x1, x3 − x2)

In what follows, we will focus on the particular case where π is the identity
permutation. The hyper-region corresponding to the identity permutation
will be denoted by R1 and its transformation by T1. The other permutations
are numbered in an arbitrary order and are handled similarly.

Lemma 5.6.4 Point p ∈ R
k is in hyper-region R1 of point s if and only if

T1(p) is in the first hyper-corner of T1(s), where T1(x1, x2, . . . , xk) = (x1 −
x2, x2 − x3, . . . , xk−1 − xk, xk).

Proof T1(p) is in the first hyper-corner of T1(s)

⇔ T1(s).xi ≥ T1(p).xi for all 1 ≤ i ≤ k
⇔ s.xi − s.xi+1 ≥ p.xi − p.xi+1 and s.xk ≥ p.xk for all 1 ≤ i < k
⇔ (s.x1 − p.x1) ≥ (s.x2 − p.x2) ≥ · · · ≥ (s.xk − p.xk)
⇔ ∆x1(s, p) ≥ ∆x2(s, p) ≥ · · · ≥ ∆xk

(s, p)

The last statement holds if and only if p is in hyper-region R1 of s. �

For each hyper-region Rj, we compute the corresponding geometric cost
gcj(f) of every fragment f . Note that for every index j a k-dimensional
analogue to Lemma 5.6.3 holds. Furthermore, for each transformation Tj, we
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keep a data structure Dj that stores the transformed end points Tj(end(f))
of all fragments f . Algorithm 5.6.5 generalizes the 2-dimensional chaining
algorithm described above to k dimensions.

Algorithm 5.6.5 k-dim. chaining of n fragments w.r.t. the sum-of-pairs gap
cost

Sort all start and end points of the n fragments in ascending order w.r.t.
their x1 coordinate and store them in the array points; because we include
the end point of the origin and the start point of the terminus, there are
2n + 2 points.
for j := 1 to k!

apply transformation Tj to the end points of the fragments and store the
resulting points as inactive in the k-dimensional data structure Dj

for i := 1 to 2n + 2
if points[i] is the start point of fragment f ′ then

maxRMQ := −∞
for j := 1 to k!

q := RMQ(0, Tj(points[i] −~1)) in Dj

determine the fragment fq with Tj(end(fq)) = q
maxRMQ := max{maxRMQ, fq.score − gsop(f

′, fq)}
if fq.score − gsop(f

′, fq) = maxRMQ then f := fq

f ′.prec := f
f ′.score := f ′.weight + maxRMQ

else /? points[i] is end point of a fragment f ′ ?/
for j := 1 to k!

activate Tj(points[i]) in Dj with priority f ′.score − gcj(f
′)

For every start point beg(f ′) of a fragment f ′, Algorithm 5.6.5 searches for a
fragment f in the first hyper-corner of beg(f ′) such that f.score− gsop(f

′, f)
is maximal. This entails k! RMQs because the first hyper-corner is divided into
k! hyper-regions. Analogously, for every end point end(f ′) of a fragment f ′,
Algorithm 5.6.5 performs k! activation operations. Therefore, the total time
complexity of Algorithm 5.6.5 is O(k! m logk−1 m log log m) and its space
requirement is O(k! m logk−1 m). This result improves the running time of
Myers and Miller’s algorithm [111] by a factor log m

log log m
.

If the kd -tree is used instead of the range tree, the algorithms take

O(k! m2− 1
k−1 ) time and O(m) space in the worst case, where k > 2.

As already mentioned in the Chapter 3, software-tools that compute
global alignments of large sequences use the anchor-based strategy to cope
with the huge amount of data. Obviously, Algorithm 5.4.2 solves the chaining
phase of the anchor-based strategy in sub-quadratic time. The incorporation
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of gap costs turns the algorithm into a practical tool for computing global
alignments of whole genomes. Its extension to the higher-dimensional case
makes it possible to compare multiple genomes simultaneously.

5.7 Local chaining: a basic variation

Global alignments are invaluable in comparing genomes of closely related
species. For diverged genomic sequences, where genome rearrangements oc-
curs, a global alignment strategy, however, is likely predestined to failure for
having to align unrelated regions in an end-to-end colinear approach. In this
case, local alignments are the strategy of choice. The anchor based strategy
can be used to find local regions of similarity in large genomic DNA sequences.
More precisely, one first computes fragments between the given genomes. In
the second phase, instead of computing a highest-scoring global chain of
colinear non-overlapping fragments, we compute significant local chains of
colinear non-overlapping fragments. (A local chain is said to be significant if
its score exceeds a user-defined threshold.) Under stringent thresholds, signif-
icant local chains of colinear non-overlapping fragments represent candidate
regions of conserved synteny. If one aligns these individually, one gets good
local alignments. As we shall see in the next chapter, the automatic identi-
fication of regions of similarity is a first step toward an automatic detection
of genome rearrangements.

In the previous sections, we have tackled the global chaining problem,
which asks for an optimal chain starting at the origin 0 and ending at termi-
nus t. However, in searching for local similarities in genomic sequences, one
is interested in chains that can start and end with arbitrary fragments. If we
remove the restriction that a chain must start at the origin and end at the
terminus, we get the local chaining problem; see Figure 5.9.

Definition 5.7.1 Given m weighted fragments and a gap cost function g,
the local fragment-chaining problem is to determine a chain of highest score
≥ 0. Such a chain will be called optimal local chain.

Note that if g is the constant function 0, then an optimal local chain
must also be an optimal global chain, and vice versa. Our solution to the
local chaining problem is a variant of the global chaining algorithm. For ease
of presentation, we will use gap costs corresponding to the L1 metric (see
Subsection 5.6.1), but the approach also works with the g∞ and sum-of-pairs
gap cost (see Section 5.6.2).
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Figure 5.9: Computation of local chains of colinear non-overlapping fragments.
The optimal local chain is composed of the fragments 1, 4, and 6. Another signif-
icant local chain consists of the fragments 7 and 8.

Definition 5.7.2 Let f ′.score = max{score(C) : C is a chain ending with
f ′}. A chain C ending with f ′ and satisfying f ′.score = score(C) will be
called optimal chain ending with f ′.

Lemma 5.7.3 The following equality holds:

f ′.score = f ′.weight + max({0} ∪ {f.score − g1(f
′, f) : f � f ′}) (5.2)

Proof Let C ′ = f1, f2, . . . , f`, f
′ be an optimal chain ending with f ′, that

is, score(C ′) = f ′.score. Because the chain that solely consists of frag-
ment f ′ has score f ′.weight ≥ 0, we must have score(C ′) ≥ f ′.weight. If
score(C ′) = f ′.weight, then f.score−g1(f

′, f) ≤ 0 for every fragment f that
precedes f ′, because otherwise it would follow score(C ′) > f ′.weight. Hence
equality (5.2) holds in this case. So suppose score(C ′) > f ′.weight. Clearly,
score(C ′) = f ′.weight + score(C) − g1(f

′, f`), where C = f1, f2, . . . , f`. It is
not difficult to see that C must be an optimal chain that is ending with
f` because otherwise C ′ would not be optimal. Therefore, score(C ′) =
f ′.weight + f`.score− g1(f

′, f`). If there were a fragment f that precedes f ′

such that f.score− g1(f
′, f) > f`.score− g1(f

′, f`), then it would follow that
C ′ is not optimal. We conclude that equality (5.2) holds. �

With the help of Lemma 5.7.3, we obtain an algorithm that solves the
local chaining problem.

Algorithm 5.7.4 Finding an optimal local chain based on RMQ
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for every fragment f ′ do begin

determine f̂ such that f̂ .score − g1(f
′, f̂) = max{f.score − g1(f

′, f) : f
� f ′}
max := max{0, f̂ .score − g1(f

′, f̂)}
if max > 0 then f ′.prec := f̂ else f ′.prec := NULL
f ′.score := f ′.weight + max

end

determine a fragment f̃ such that f̃ .score = max{f.score : f is a fragment}
report an optimal local chain by tracing back the pointers from f̃ .prec until
a fragment f with f.prec = NULL is reached

It is not difficult to verify that we can use the techniques of the previous
sections to solve the local fragment-chaining problem in the same time and
space complexities as the global fragment-chaining problem.

Algorithm 5.7.4 can easily be modified, so that it can report all chains
whose score exceeds some threshold T (in Algorithm 5.7.4, instead of deter-
mining a fragment f̃ of highest score, one determines all fragments whose
score exceeds T ). Such chains will be called significant local chains; see Fig-
ure 5.9. In this case, however, an additional problem arises: Several chains
can share one or more fragments, so that the output can be quite complex.
To avoid this, local chains are partitioned into equivalence classes by the
starting fragment of the chain [38, 70]. Two local chains belong to the same
class if and only if they begin with the same fragment. In Figure 5.9, the
local chains {7, 8} and {7, 9} compose an equivalent class because they share
the fragment {7}. Instead of reporting all the chains in an equivalence class,
only the one with the highest-score is reported as a representative chain of
that class. In Figure 5.9, for example, the two chains {1, 4, 6} and {7, 8}
are reported. As outlined before, under stringent thresholds, significant local
chains of colinear non-overlapping fragments represent candidate regions of
conserved synteny. Furthermore, the automatic identification of regions of
similarity is a first step toward an automatic detection of genome rearrange-
ments. In the next chapter, we show how our local chaining method is used
to detect genome rearrangements such as transpositions and inversions.

5.8 Variations

Global and local chaining algorithms represent the core ideas in the anchor
based strategy. However, additional requirements are necessary when dealing
with real genomic sequences and when addressing other comparative genomic
tasks. In this section, we introduce two important variations of the chaining
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algorithms. The first is the inclusion of gap constraints and the second is the
cDNA/EST mapping.

5.8.1 Including gap constrains

In Algorithm 5.7.4, the local chains are allowed to grow as long as the score
is positive. This can cause the problem that unrelated matches, despite lying
far away, may be appended at the tail of a chain. To avoid such cases, it is
desirable to constrain the gap between the successive fragments of a chain.

To constrain the gap between the fragments, the RMQ is restricted to a
region R(t1, t2) bounded by the start point of a fragment t2 and a point
t1 such that t2.xi − t1.xi ≤ gap const, for all 1 ≤ i ≤ k, where gap const
denotes the allowed gap length. Because this restriction is k dimensional
and we use (k − 1) dimensional RMQ, we need to deactivate all the points
p′ such that p′.x1 < t1.x1. Hence, we can execute RMQ(t̂1, t̂2 − ~1), where
t̂1 = (t1.x2, . . . , t1.xk) and t̂2 = (t2.x2, . . . , t2.xk). Algorithm 5.8.1 describes
how to include gap constraints in the local chaining algorithm.

Algorithm 5.8.1 Local chaining with gap constraints

Sort all start and end points of the m fragments in ascending order w.r.t.
their x1 coordinate and store them in the array points; the points contains
2m points.
Store all end points of the fragments (ignoring their x1 coordinate) as
inactive (in the k − 1-dimensional) data structure D.
for i := 1 to 2m

deactivate all end points points[j], such that j < i and
points[i].x1 − points[j].x1 > gap const
if points[i] is the start point of fragment f ′ then

t̂1 = (points[i].x2 − gap const, . . . , points[i].xk − gap const)
t̂2 = (points[i].x2, . . . , points[i].xk)

q := RMQ(t̂1, t̂2 −~1)
determine the fragment f with end(f) = q
if f 6= ⊥

max := max{0, f̂ .score − g1(f
′, f̂)}

if max > 0 then f ′.prec := f̂ else f ′.prec := NULL
f ′.score := f ′.weight + max

else /? points[i] is end point of a fragment f ′ ?/
f ′.priority := f ′.score − gc(f ′)
activate (points[i].x2, . . . points[i].xk) in D /? with priority f ′.priority ?/
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The time complexity of this algorithm depends on the data structure D
supporting the three operations RMQ, activation, and deactivation.

For two dimensions, we can use the dynamic or semi dynamic priority
search tree described before. Allowing for an arbitrary rectangular range
search can be done in the same time complexity [122]. A point is deactivated
in the semi-dynamic version by simply updating its score with the value −∞,
while in the dynamic version it is deleted. The deactivation can be done for
both versions of the priority search tree in O(log m). Thus, the complexity
of the algorithm using either versions of the priority tree is O(m log m).

Unfortunately, this approach does not hold for two dimensional chaining
where the RMQ is based on a priority queue supporting the operations delete,
predecessor, successor (Subsection 5.4.2, Alternative 3). The reason for
this is that the RMQ is no longer in the range R(0, p), q is a start point of a
fragment. More specifically, the data structure D, which is a priority queue,
maintains a list of end points 0 ≤ qi ≤ n such that 0 ≤ q1 ≤ · · · ≤ q` ≤ n and
q1.score ≤ · · · ≤ q`.score. If there is a point qz > qy but qy.score > qz.score,
then point qz will be deleted. This deletion is problematic if we perform a
query with point qx > qz > qy. In this case we obtain qy = predecessor(qx)
because qz is deleted. If q.y is in the range within a gap constraint, then it
will be connected to qx. Otherwise, it is not connected, and consequently
no point else in the data structure can be connected to qx. This is despite
the fact that qz does not violate the gap constraint and could have been
connected to qx.

For higher dimensions and D being the semi-dynamic range tree, the
complexity of the algorithm becomes a little bit higher than the one without
gap constraints. The reason for this is that the range search is no longer in
the range R(0, p) so that the one dimensional priority queue can be used in
the last dimension of the range tree; this follows from the same arguments
mentioned above for the 1D RMQ using these operations. In this case, we
cannot profit from the fractional cascading and we have to use the original
range tree so that the last dimension is enhanced with priority search trees
supporting RMQ, activation, and deactivation. This makes the complexity
of these operations for a d-dimensional point O(logd m). That is, the time
complexity of Algorithm 5.8.1 becomes O(m logk−1 m). The space complexity
remains unchanged, i.e., O(m logk−2 m).

The usage of a dynamic range tree without fractional cascading yields
an algorithm with the same time complexity. This is because the inser-
tion/deletion of a point takes O(logd m) time, which is the same as that
of an RMQ. A practical advantage of using the dynamic range tree in this
algorithm is that the points that are out of the RMQ range are deleted. A
disadvantage is that the dynamic version is too complicated to implement.
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If the semi-dynamic kd -tree is used, the complexity of the RMQ, activation,
and deactivation will be the same. The usage of a dynamic version of the
kd -tree is also possible, but it leads to a tradeoff. On the one hand, the space
consumption is reduced in practice, since the points that are in the query
range are maintained while those that are out of the RMQ range are deleted.
On the other hand, answering an RMQ over a dynamic kd -tree has a time

complexity that is higher with factor log
1
d m than that of the semi-dynamic

tree, which yields an algorithm with higher time complexity. Moreover, the
dynamic kd -tree is more complicated than the semi-dynamic one.

5.8.2 cDNA/EST mapping

cDNA (complementary or copy DNA) is DNA obtained from mRNA (mes-
senger RNA) through reverse transcription. Recalling from Chapter 2 that
the mRNA stemming from eukaryotes is a complementary sequence to a gene
after the introns being spliced out, the cDNA is then the original sequence of
the exons of the gene; see Figure 5.10. cDNA can be prepared in the lab by
first separating the mRNA content of a cell. Then the reverse transcriptase
enzyme, which uses the mRNAs as templates for producing the cDNAs, is ap-
plied. Each cDNA is finally separated and sequenced. To reduce the costs,
not each cDNA is sequenced. Rather parts of it called ESTs (Expressed
Sequence Tags) are prepared and sequenced. The problem of cDNA/EST
mapping is to locate the gene (and if possible determine its exon/intron
structure) on the genome from which the cDNA/EST was derived. A precise
mapping allows further analysis such as detecting gene splice variants, find-
ing regulatory elements, and studying the gene distribution w.r.t. functional
constrains.

As cDNA lacks the introns that are contained in the DNA sequence from
which it was derived, gaps should not be penalized in this application. If we
map the cDNA/EST to the location of a certain single gene, then we can
use the global chaining algorithm without gap costs presented in Section 5.4.
However, if we map a cDNA/EST database to a whole genome or even to a
large part of a genome, gap constraints have to be incorporated. There are
two essential reasons: First, to avoid that an exon is chained to a spurious
random match that is very far away. Second, to be able to detect repeated
genes and correctly assemble them. Including the gap constraint requirement
yields an algorithm that is a variation of the local chaining algorithm with
gap constraints, where the gaps are not penalized. The value gap const is
typically selected such that it is larger than the estimated length of the
longest intron of the studied genome.
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Figure 5.10: cDNA mapped to a genomic sequence.

5.9 Related problems

This section handles two very related problems of the chaining algorithms.
Although these problems are well addressed in previous works, we mention
them here to provide the reader with a thorough view of this area of research,
and because some of the algorithms that solve these problems are integrated
in our software too CHAINER presented in the next chapter.

5.9.1 1-dimensional chaining

In 1-dimensional chaining, the fragments are 1-dimensional intervals on the
x axis and the optimal global chain is a chain of non-overlapping intervals.
Clearly, it is superfluous to mention “colinearity”, because any two non-
overlapping 1-dimensional fragments are colinear. The following algorithm
solves the 1-dimensional chaining problem without considering gap costs.
To avoid confusion between fragments composed of matched segments (k-
dimensional fragments), we denote a 1-dimensional fragment by I (standing
for interval) instead of f .

Algorithm 5.9.1 Global 1-dimensional chaining

Sort all start and end points of the m fragments (intervals) in ascending
order and store them in the array points;
Imax := 0

for i := 1 to 2m
if points[i] is the start point of a fragment I then

I.prec := Imax

I.score := I.weight + Imax.score
else /? points[i] is end point of an interval ?/

determine the fragment I with I.end = points[i]
if I.score > Imax.score then Imax := I

In the algorithm, Imax denotes the fragment (interval) that has highest score
among all fragments already scanned. Consequently, upon the termination
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of the algorithm, it is the last fragment in an optimal global chain. Noting
that I.prec denotes a field that stores the preceding fragment of I in a chain,
we obtain an optimal global chain by following the back-pointers from Imax

to the origin 0. It is easy to see that this algorithm is dominated by the
sorting procedure, which takes O(m log m) time.

As applications, this algorithm can be used to compute the single coverage
of one genome w.r.t. another and to compute the transformation distance be-
tween two genomes. The single coverage problem was introduced by Schwartz
et al. [125], and the algorithm that solves it was implemented in PipMaker
as the single coverage option. Given a set of (2-dimensional) fragments of
two sequences, the single coverage problem is to find a set of fragments of
maximum coverage w.r.t. one sequence without overlapping in this sequence.
That is, the resulting two dimensional fragments are not necessary colinear
(corresponding to transposition) and their segments can overlap in the second
sequence (corresponds to duplication). In other words, every position in the
first sequence is covered by at most one fragment in the resulting fragment
set, and the number of sequence positions covered by this set is maximal.
The single coverage problem can be defined formally as follows.

Definition 5.9.2 We define a binary relation �x on the set of 2-dimensional
fragments by f �x f ′ if and only if end(f).x < beg(f ′).x.

Definition 5.9.3 Given a set F of m fragments, the single coverage prob-
lem is to find a subset F ′ = {f1, f2, . . . , f`} of F such that the elements
of F ′ do not overlap on the x-axis (i.e., either fi �x fj or fj �x fi) and
∑`−1

i=1(end(fi).x − beg(fi).x) is maximized.

For any 2-dimensional fragment f = (beg(f), end(f)), let the interval If

[beg(f).x, . . . , end(f).x] be the corresponding one dimensional fragment, i.e.,
If is the projection of f to the x-axis. Given a set F = {f1, . . . , fm} of 2-
dimensional m fragments, it is not difficult to see that a solution to the single
coverage problem can be found by solving the global 1-dimensional chaining
problem for the set {If1 , . . . , Ifm

}.
The transformation distance [134] addresses the question of how two

sequences may be most economically derived from one another by various
genome rearrangements. As shown in [134], computing the transformation
distance reduces to solving the 1-dimensional global chaining problem, where
the gap between the fragments are penalized. However, the authors solved
the problem using a graph-based approach, yielding a procedure that runs
in quadratic time. Algorithm 5.9.1 can compute the transformation distance
of fragments in O(m log m) time, but without penalizing the gaps. However,
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it is not difficult to explicitly incorporate gap costs into the algorithm using
the approach of Section 5.6.

5.9.2 A more general problem

The problems dealt with in previous sections required colinearity of the frag-
ments to be selected. Now we drop this requirement, that is, we are now
interested in an optimal set of non-overlapping fragments. For example, in
determining the relative degrees of completion of two sequencing projects, an
interesting question is “how much of each sequence is not represented in the
other, under the restriction that positions in each sequence can be involved
in at most one selected match” [64]. In other words, one wants to find a set of
non-overlapping fragments such that the amount of sequence covered by the
fragments is maximized. The following definition gives a precise formulation.

Definition 5.9.4 Given a set F of m fragments, the corresponding MWIS
problem (see below for an explanation of the acronym) is to find a subset F ′ =
{f1, f2, . . . , f`} of F such that the elements of F ′ are pairwise non-overlapping
and the amount of sequence covered by the fragments, i.e.,

∑`

i=1(end(fi).x−
beg(fi).x) +

∑`

i=1(end(fi).y − beg(fi).y), is maximized.

In the terminology of graph theory, the preceding problem is to find a
maximum weight independent set (MWIS) in the following kind of intersec-
tion graph (called 2-union graph): For every fragment fi there is a vertex
labeled fi with weight fi.weight in the graph and there is an undirected edge
connecting vertices fi and fj if and only if fi and fj overlap.

Recall that an independent set (IS) of a graph G = (V, E) is a subset
V ′ ⊆ V of vertices such that each edge in E is incident on at most one
vertex in V ′. The independent set problem is to find an independent set
of maximum size. If each vertex has a weight as in our problem, then the
maximum weight independent set problem is to find an independent set of
maximum weight. By a reduction from 3-SAT, Bafna et al. [17] showed that
the MWIS problem for fragments is NP-complete. (They also provided ideas
for approximation algorithms.) Even worse, this problem was recently shown
to be APX-hard; see [18]. A maximization problem is called APX-hard if
there exists some constant ε > 0 such that it is NP-hard to approximate the
problem within a factor of (1 − ε).

Halpern et al. [64] studied an interesting variation of the preceding prob-
lem, which they called Maximal Matched Sequence Problem (MMSP). Given
a set F of fragments, the MMSP is to compute a set F ′ of non-overlapping
fragments that are all sub-fragments of the fragments in F such that the
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Figure 5.11: Two fragments fi = (beg(fi), end(fi)) and fj = (beg(fj), end(fj))
overlapping on both axes are refined into the three fragments (beg(fi), beg(fj)),
(beg(fj), end(fi)), and (end(fi), end(fj)).

amount of sequence covered by the fragments is maximized. Halpern et al.
[64] showed that this problem can be solved optimally in polynomial time.
The key idea of their solution is to minimally “refine” (subdivide) fragments
until all overlaps between the refined fragments are “resolved”, i.e., the pro-
jections of any two refined fragments onto each sequence are either disjoint
or identical; see Figures 5.11 and 5.12. As a result, solving the Maximal
Matched Sequence Problem is reduced to find a maximal weight matching of
a bipartite graph, which can be done in polynomial time.

5.10 Conclusions

In this chapter, we have presented line-sweep algorithms that solve both the
global and the local fragment-chaining problem of multiple genomes. For
k = 2 genomes, our algorithms take

• O(m log log m) time and O(m) space without gap costs,

• O(m log log m) time and O(m) space for gap costs in the L1 metric,

• O(m log m log log m) time and O(m) space for the sum-of-pairs gap cost
and for gap costs in the L∞ metric.

If the start and end points of the fragments are not sorted w.r.t. one dimen-
sion, then the complexity is dominated, in case of neglecting gap costs and
gap costs in the L1 metric, by the sorting procedure, which takes O(m log m).
Although our algorithm is higher with a log factor than the one of [50, 138],
in case of sum-of-pairs gap cost and for gap costs in the L∞ metric, our
algorithm is much less complicated and usable in practice. It also has the
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Figure 5.12: Two fragments overlapping on the x-axis but not on the y-axis are
subdivided into four refined fragments.

advantage of incorporating gap constraints, which is not possible in the other
algorithm.

For k > 2 genomes, our algorithms that are based on the semi-dynamic
range tree take

• O(m logk−2 m log log m) time and O(m logk−2 m) space without gap
costs,

• O(m logk−2 m log log m) time and O(m logk−2 m) space for gap costs in
the L1 metric,

• O(k! m logk−1 m log log m) time and O(k! m logk−1 m) space for the
sum-of-pairs gap cost and for gap costs in the L∞ metric.

These results improve upon previous results obtained by Myers and Miller
[111]. For gap costs in the L1-metric, we reduced the space complexity by

a log-factor and improved the time complexity by a factor log2 m

log log m
. For the

sum-of-pairs gap cost, we improved the time complexity by a factor log m

log log m
.

If the semi-dynamic kd -tree is used instead of the range tree, the algo-

rithms take O((k − 1)m2− 1
k−1 ) time and O(m) space for gap costs in the

L1 metric. For the sum-of-pairs gap costs, they take O((k!)m2− 1
k ) time and

O(k!m) space. It is worth mentioning that we are the first to present a
complexity analysis of the chaining algorithms using the kd -tree.

Although there is a trade-off in theory between the kd -tree and range
tree, our experimental results presented in this chapter shows that the kd -
tree is superior in practice to the range tree. Therefore, our software tool
CHAINER [5], presented in the next chapter, contains an implementation of
the chaining algorithms based on the kd -tree. We stress, however, that our
algorithms can employ any other data structure that supports orthogonal
range-searching.

153



CHAPTER 5. CHAINING ALGORITHMS

We have also shown that on-line chaining can be performed if one uses
a dynamic data structure for RMQ, where the points are inserted while the
fragments are generated. For k = 2, our algorithms take O(m log log m).
For higher dimensions, the complexity of the RMQ using a dynamic kd -tree is,
unfortunately, higher than using the respective semi-dynamic version; add
to this that the dynamic version is too complicated to implement. To use
an efficient dynamic data structure for on-line k dimensional chaining in the
same complexity as using the semi-dynamic data structures remains an open
problem. Moreover, to have a non-complicated implementation of dynamic
data structures and to improve its running time for larger data sets in practice
is a challenging task.

We have also introduced many variations of the chaining algorithms.
These variations included chaining with gap constraints and cDNA/EST
mapping. These variations are implemented and integrated in the software
tool CHAINER to provide efficient solutions to versatile comparative genomic
tasks.

To provide the reader with a thorough overview of the chaining algo-
rithms, we added a section discussing the recent work regarding the 1-
dimensional chaining problem and the maximal weight independent set prob-
lem on fragments. A solution to the former problem yields the maximum
coverage of one genome w.r.t. another one and it can also yield the trans-
formation distance between them. The second problem is addressed when
comparing assemblies of two genomes.

It is worth mentioning that chaining algorithms are also useful in other
applications. In bioinformatics, they are used in comparing restriction maps
[109]; see [62, Section 16.10]. In string processing, they can be used to solve
the longest/heaviest increasing subsequence problem. Moreover, in graph
theory they provide an efficient solution to the maximum weight independent
set problem in a k-trapezoid graph that has an application in VLSI design
[42, 51]. For more details regarding these additional applications, see [113].
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Chapter 6

CHAINER: the software
system

In this chapter, we describe the software system CHAINER and demonstrate
how it can be used for various comparative genomic tasks, such as comparing
complete genomes, comparing draft genomes, and cDNA/EST mapping.

6.1 Introduction

In the previous chapters of the thesis, we presented the anchor based strategy
and its three phases. In Chapter 4, we introduced the enhanced suffix arrays,
and showed how they can be used to generate various kinds of fragments
efficiently. Then in Chapter 5 we presented our chaining algorithms and their
variations. In this chapter, we show how these algorithms are integrated in
a single system so that they perform various comparative genomic tasks.
Figure 6.1 depicts the block diagram of this software system, which we call
CHAINER. There are three basic phases:

1. The fragment generation phase. In this phase, we use algorithms based
on the enhanced suffix array for generating these fragments. Frag-
ments of the type MEMs (for two genomes) or multiMEMs (for mul-
tiple genomes) are the default types of fragments used in the system.
However, the system is modular and CHAINER can use any kind of
fragments generated by any other software tool, as long as they are
given in the correct input format.

2. The chaining phase. This phase includes, according to the task at hand,
the execution of a chaining algorithm taking the fragments generated
in the first phase as an input. There are four procedures: (1) global
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> contig 1 2334 bp
Description Files

> conti

> gi genome 1  
GCCGCGCGT
CGGT
CG..

Fragment Generation Chaining

Post−processing PhaseChaining PhaseFragment Generation Phase

Detailed Alignment

Visualization

Draft−finished Comparison

Clustering cDNA/ESTs

Figure 6.1: The input to the fragment generation tool is the set of files containing
the genomes. CHAINER includes extra information in the description files such
as the size of contigs and cDNA/ESTs. The feedback arrows symbolize recursive
calls: It is possible to generate shorter fragments and run CHAINER again or to
further chain the output chains.

chaining of fragments of two or multiple genomes. (2) local chaining
of fragments of two or multiple genomes. (3) High-throughput local
chaining of two or multiple draft genomes. (4) High-throughput map-
ping of cDNA/EST. The details of these procedures will be given in
the following sections.

3. The post-processing phase. This phase is optional and it is performed
according to the task at hand. For example, if fragments are generated
to align two genomes and the global chaining algorithm was executed,
then a standard dynamic programming algorithm can be called to align
the regions within and surrounding the fragments of the chain. Later,
we will discuss some additional post-processing procedures, when han-
dling the respective tasks.

In the block diagram representation of Figure 6.1, there are two feed-
back arrows that symbolize the possibilities of repeating the first and second
phases. The first arrow refers to the possibility of repeating the fragment
generation phase followed by the chaining phase. This can be done, e.g.,
for processing the regions between the anchors of a global chain, where frag-
ments of shorter length can be generated in each of these regions and further
chained. The objective of this repetition is to reduce the regions to be aligned
in the third phase using the standard dynamic programming, and accordingly
reduce the whole comparison time. The second feedback arrow refers to the
possibility of repeating the chaining phase. That is, the regions covered by
the chains are dealt with as fragments and chained again. This option can be
used, e.g., for improving the global alignment quality. More precisely, instead
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of computing a global chain directly over a set of fragments, the following
two steps can be done: (1) A local chaining procedure is first executed over
the set of fragments under stringent thresholds. This is done to find local re-
gions of high similarity. (2) The resulting local chains are then considered as
fragments, and a global chaining procedure is applied to them. The rationale
of dividing the global chaining task into these two steps is to increase the
chance that short regions of high similarity are maintained in the alignment.

The following sections of this chapter demonstrate how our system is
used to solve various comparative genomic tasks. In Section 6.2, we show how
CHAINER is used to find regions of high similarity. We show how our system
detects genome rearrangement events such as transpositions and inversions.
In Section 6.3, we demonstrate how CHAINER is used for computing global
alignments of multiple genomes. In Section 6.4, we present two modes of
comparing draft genomes. Section 6.5 presents the options of mapping a
cDNA/EST database to genomic sequences. In Section 6.6, we discuss how
the parameters of the system are selected. Finally, Section 6.7 contains the
conclusions, open problems, and future work.

6.2 Finding regions of high similarity

CHAINER delivers regions of high similarity of two or multiple genomes in
terms of highest-scoring (local) chains of colinear non-overlapping fragments.
CHAINER implements the algorithm presented in Section 5.7, where the
gap costs are measured in the L1 metric. The significance of a local chain
is determined by a user defined threshold T on its score. (As proven in
Section 5.7, chains of score > zero are significant per se, but the user may
be interested in certain regions of higher score and want to filter out the
others.) CHAINER has also the option of constraining the gap between the
fragments, as presented in Subsection 5.8.1. Inversions can be taken into
account by chaining fragments computed between the reverse complement
of some genomes and the other genomes. In the following, we present two
experiments that show how CHAINER was used to detect transpositions
and inversions. Moreover, we present some results obtained for a large scale
comparison between the human and mouse genomes.

6.2.1 Detecting transposition events

In a comparative study [66] of the genomes of M.genitalium (580,074 bp) and
M.pneumonia (816,394 bp), it was shown that most of the former genome
is contained in the latter but some large segments are not conserved in or-
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der, i.e., there are transposition events. These segments were first identified
by all gene-to-gene comparisons using BLAST and FASTA after excluding
non-coding regions. This comparison was repeated again in [44] using three
methods applied directly to the DNA sequences of the two genomes without
determining ORFs. In the first method, the two genomes were divided into
windows of 1000 bp. Then all these windows were compared to each other
using FASTA. In the second method, MUMs of fixed length (25 bp) were
plotted to visually locate the transposed segments. But in both methods the
transpositions were difficult to identify. In the third method, MUMs of differ-
ent lengths were gradually generated (starting with the longest MUMs) until
the transposition pattern could be visually identified. Based on this visual-
ization, these segments were manually separated and aligned independently
using the program MUMmer.

We ran our program to automatically locate such transpositions. Figure
6.2 (left) shows the fragments of the two genomes. These fragments are
maximal exact matches of minimum length of 12 bp. It is obvious that the
plot is too noisy to clearly observe the transposed segments. The right part
of the figure shows the local chains in a 2D plot. It is clear that the local
chaining procedure has filtered out the noise and identified the transposed
segments. To demonstrate the benefit of generating local chains rather than
a global one, we also generated the global chain between the two genomes
and, as expected, the global chain yielded misleading results in the transposed
regions (data not shown). We ran the program with the following parameters:
the fragments were weighted by 4 times their lengths, the gap constraint
parameter was set to 50 bp, and the score threshold T = 0. (The way in which
these parameters are chosen will be explained in Section 6.6.) The chaining
procedure was fast: it took about 8 seconds to chain 97176 fragments. The
generation of the fragments took less than half a minute. For this, and all
coming, experiments, we used a Pentium III 933 MHz CPU.

6.2.2 Detecting inversions

It was observed in [48] that inversions in bacterial genomes are centered
around the origin and/or the terminus of replication; see also [71]. Con-
sequently, if homologous regions are plotted in two dimensions, then it is
easy to observe that they are shaping an X-pattern centered around the ori-
gin and/or the terminus of replication of the two genomes. In [48], these
patterns were clearly observed in a two dimensional dot plot of homologous
proteins of two bacteria. Every dot in this plot corresponded to two proteins
whose similarity is above some specified threshold (the program BLAST was
used for this task). By contrast, it is not easy to observe the pattern when
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Figure 6.2: Left: the fragments of the two genomes M.genitalium (x-axis) and
M.pneumonia (y-axis). Right: The local chains showing the transposed segments.

plotting DNA fragments. This is because the plot is very noisy, i.e., the frag-
ments of small length appear to be uniformly distributed in it; see Figures
in [3].

Therefore, we used our algorithm to test the above-mentioned biologi-
cal hypothesis directly on the DNA sequences using short fragments. We
compared the two bacterial genomes C. pneumoniae (1,229,858 bp) and C.
trachomatis (1,042,519 bp). We first generated two sets of fragments. The
first, which we call the forward fragment set, is the set of maximal exact
matches obtained from S1 and S2, where S1 and S2 are the sequences of the
first and second genome, respectively. The second, which we call the inverted
fragment set, is the set of maximal exact matches obtained from S1 and S−1

2 ,
where S−1

2 is the reverse complement of S2. The minimum fragment length
in both sets was 12 bp.

We performed the comparison in two steps. First, we ran our local chain-
ing procedure over each set independently, but with stringent thresholds.
(The gap constraint parameter in the first call is set to 50 and each fragment
was weighted by 6 times its length.) The chains obtained from the first set
are called forward chains and the chains obtained from the second set are
called reverse-complement chains. The resulting local chains are plotted in
Figure 6.3 (left), and they represent the local conserved regions. To find
the syntenic conserved regions, which might include large indels, between
the two genomes and filter out noisy chains, CHAINER is called recursively
taking the output chains as input fragments. In this call, the gap constraint
parameter is re-set to 15000, and the weight of each fragment (chain) is mul-
tiplied by 25. The result of this recursive call is shown in Figure 6.3 (right).
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Figure 6.3: Comparison of the two genomes C. pneumoniae (x-axis) and C.

trachomatis (y-axis). Left: The significant local chains after the first call of
CHAINER. Right: The significant local chains after the second call. Black lines
correspond to the regions covered by forward chains and dashed gray lines corre-
spond to the regions covered by reverse-complement chains. The arrow points to
the termini of replication of the two bacteria.

It is easy to observe the X-pattern and to identify that it is centered around
the termini of replication of the bacterial genomes. (The termini and ori-
gins of replications were determined by a combination of computational and
experimental methods [65, 97, 120].)

6.2.3 A large scale comparison between the human and
mouse genomes

We ran our algorithms to compare the human and mouse genomes, with
the target of identifying the syntenic regions. Because of our efficient data
structure (the enhanced suffix array), we could perform the comparison
chromosome-wise; i.e., each chromosome of the human genome was com-
pared to all the chromosomes of the mouse genome. We generated fragments
of the type maximal exact matches of minimum length 30 bp between the
human and mouse genome. To consider inversions, fragments were also gen-
erated between the human genome and the reverse complement of the mouse
genome.

The homologous regions were identified in two steps. In the first step, we
ran CHAINER with stringent parameters, especially the gap constraint and
chain score parameter. This is to identify locally conserved regions. In the
second step, the local chaining is done with much relaxed parameters to find
the syntenic segments that were subjected to large insertions and deletions.
Figure 6.4, shows some of the results obtained, where the human chromosome
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Figure 6.4: Comparison of the human chromosome 5 (x-axis) against the mouse
chromosomes.

five (x−axis) is compared with the whole mouse genome. It can be seen that
the human chromosome 5 is dispersed over 5 mouse chromosomes, namely
chromosomes 11, 13, 15, 17, and 18, and some of the translocated segments
are inverted.

The results obtained are consistent with previous studies for analyzing
both genomes [117]. The results of such experiments are valuable for study-
ing genome rearrangements, better identification of human genes and their
exon-intron structure, and understanding the role of non-coding regions of a
genome.
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6.3 Multiple global alignment

In this section, we demonstrate how our system was used to compare four bac-
terial genomes and find homologous regions occurring in all of them. As an
example, we used the four strains of the bacteria Staphylococcus (NC 002745,
NC 002758, NC 003923, and NCTC8325). The fragments used were of the
type multiMEMs of minimum length 50 bp. The comparison was done in
two steps. First, CHAINER was called to compute significant local chains
from the fragments. In Figure 6.5 (right), we show a projection of the re-
sulting chains w.r.t. the first and second genomes. From the figure, we can
easily observe that the four genomes are highly conserved, and the common
segments of the four genomes are syntenic. Moreover, the common repeated
sequences appear as a grid-like structure on the plot. Accordingly, a more
accurate comparison can be done by multiple global sequence alignment of
these genomes. CHAINER was then called again to compute a global chain.
Figure 6.5 (left) shows the projection of this global chain w.r.t. the first and
second genome of the four aforementioned bacterial genomes.

This algorithm is currently used in the multiple global alignment tool
MGA [68]. As post-processing of the generated chains, MGA computes a
detailed alignment on the character level using the program CLUSTALW.

6.4 Comparing draft genomes

In contrast to a finished genome, a draft genome consists of a set of contigs
of unknown order and orientation (a contig is a contiguous tract of known
subsequence of the genome). Because the cost of finishing a genome can dras-
tically exceed the cost of the draft, we anticipate massive amounts of draft
microbial genomes in the near future. To cope with this data, CHAINER
allows to compare a set of draft (or finished) genomes among themselves (a
finished genome is considered as a draft genome consisting of a single contig).
In the direct mode, CHAINER applies an all-against-all comparison strategy:
It searches for local chains (regions of high similarity) between each contig
(and its reverse complement, respectively) of a draft genome and all con-
tigs of the remaining draft genomes. In the high-throughput mode, however,
all draft genomes are compared to each other in a single run of the chain-
ing program. To this end, all contigs (and their reverse complements) of a
draft genome are concatenated, but a unique separator symbol is inserted
between consecutive contigs to represent their border. The fragments are
then generated w.r.t. the concatenated sequences and sorted according to
their order in one of the concatenated sequences. This enables us to use the
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Figure 6.5: Projection of chains. Left: Projection of the significant local chains
w.r.t. the first and second genomes. Right: Projection of the global chain w.r.t.
the first and the second genome (x- and y-axis respectively).

same line-sweep algorithm as in the local chaining algorithm of Section 5.7,
but we have to make sure that the chains “do not cross the borders between
contigs”. This can be done by deactivating fragments that lie in different
contigs, which in turn restricts the range of a range maximum query; see
Figure 6.6. That is, we simply use the local chaining algorithm with gap
constraints; the variation presented in Subsection 5.8.1.

CHAINER provides functionality for post-processing the local chains
when a single draft genome is compared to a finished genome. If it is known—
or strongly believed—that the finished genome is very similar to the draft
(so that there are no or few rearrangements), then it is possible to determine
the order and orientation of the contigs with the help of the finished genome.
CHAINER has a subroutine that achieves this by first running the previous
algorithm and then selecting every contig that has a local chain covering a
high percentage (user-defined parameter) of the contig length. The order
and orientation of these contigs in the draft genome is thus determined by
the order of their occurrences in the finished genome. For the case that the
finished genome is not very similar to the draft genome, CHAINER has a
subroutine that identifies common regions as well as regions that are unique
to either genome. This is done by finding a set of non-overlapping local
chains such that the total coverage w.r.t. the finished genome is maximized.
In other words, we use the 1-dimensional chaining algorithm of Subsection
5.9.1. The regions covered by these chains are the common ones and the
remaining regions are unique to either genome.

As a demonstration of the high-throughput mode, we compared the draft
genome of the bacterium Streptococcus pyogenes SF370 to the finished genome
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Figure 6.6: The contigs c11, c12 and c13 of the first draft genome are compared
to the contigs c21, c22 and c23 of the second draft genome. The dash-dotted lines
represent the borders between the contigs. Because the fragments of contig c11 are
deactivated, the range maximum query is restricted to the colored region.

of the bacterium Streptococcus pyogenes MGAS82323. The draft genome is
composed of 167 contigs of total length 1862477 bp (NCBI accession num-
bers AE006472 through AE006638), and the finished genome is composed
of a single sequence of total length 1895017 bp (NCBI accession number
AE009949). Note that S. pyogenes SF370 and S. pyogenes MGAS82323 are
different strains of the same bacterium. Figure 6.7 (left) shows the alignment
of the shuffled contigs of the draft genome to the finished genome. The frag-
ments used were of the type MEMs with minimum length 12. CHAINER
was called with gap constraint parameter set to 50 and each fragment was
weighted by 6 times its length. As expected, the differences between the two
genomes are small and the draft genome is nearly included in the finished
genome, only 4 contigs of total length 41444 bp could not be aligned to the
finished genome. (These contigs may have been miss-assembled or they cor-
respond to deletions w.r.t. the finished genome.) Generating the fragments
and the chaining took a few seconds.

Because the two strains are nearly identical, we ran a post-processing
program to assemble the draft genome, i.e., to find the order of the contigs
by examining their order in the finished genome. The program found the
relative order of 161 contigs of the 163 aligned contigs. The remaining 2
contigs (total length 22052 bp) could not be placed in the assembly either
because their alignment was dispersed over several positions in the finished
genome or because they were repeated in the finished genome. Figure 6.7
(right) shows the ordered contigs. To assert our assembly, the assembled
contigs were compared to the finished genome of S. pyogenes SF370 (NCBI
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Figure 6.7: Left: High-throughput alignment of the contigs of the bacteria S.

pyogenes SF370 to the finished genome of S. pyogenes MGAS82323. Vertical gray
lines correspond to the boundaries between the contigs. Right: the contigs are
assembled by ordering them according to their positions in the finished genome.

accession number AE004092). The resulting alignment has already confirmed
our assembly (plot is not shown).

6.5 cDNA mapping

As in the comparison of draft genomes, CHAINER has two modes for cDNA
mapping. The first is the direct mode which maps a single cDNA sequence
to one or more genomic sequences. This option applies the algorithm of
Subsection 5.8.2, where the gaps between the fragments are not penalized
(because the gaps correspond to introns). The second mode is the high-
throughput mode, which allows one to compare one or several genomes (or
parts of them) to a complete cDNA or EST database. The implementation
of this mode is similar to that of Section 6.4.

CHAINER also provides functionality for post-processing the mapped
cDNA sequences (or ESTs). One subroutine clusters and reports the mapped
cDNA sequences whose positions are overlapping in the genome. This feature
helps in detecting alternatively spliced genes.

As a demonstration of the high-throughput mode, we mapped the cDNA
sequences of the Fantom 2.0 database [114] to the mouse chromosome 19.
The Fantom database contains 60770 cDNAs (total length ≈ 120 Mbp) and
chromosome 19 is made up of approximately 62 Mbp. Forward and reverse
complement fragments of the type MEMs of minimum length 20 were first
generated between the genomic sequence and all the cDNA sequences in
the database. CHAINER was then called with the gap constraint parame-
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Figure 6.8: cDNAs of the Fantom database (x-axis) mapped to a 1 Mbp region
(from 6500000 to 7500000) of the mouse chromosome 19 (y-axis). Black lines cor-
respond to the regions covered by forward chains and dashed gray lines correspond
to the regions covered by reverse chains.

ter set to 1 Mbp (around the estimated length of the largest intron). The
chain whose length is less than 50% of the cDNA from which it stems is
filtered out. Figure 6.8 shows the resulting chains in a 1 Mbp region (from
6500000 to 7500000) of chromosome 19. Comparing the resulting chains to
the chromosome annotation [114], the sensitivity was approximately 100%
and the specificity was about 86%. It was found that the chains that have
sequence coverage greater than 80% represent about 90% of the annotated
chains (this subset of chains is of specificity 100%), which tremendously re-
duces the application of the standard dynamic programming algorithm that
generates the final alignments on the character level. (The dynamic pro-
gramming algorithm should be modified to consider the splice site signals,
see e.g., [54, 108].) The chains of less coverage are further processed using
dynamic programming to exclude the false positives. The generation of frag-
ments and mapping took about 50 minutes. This means that the mapping
time is reasonable so that it takes less than a day to map the database to
the whole genome.

6.6 Parameter Estimation

Each of the three phases of the system has its own set of parameters and a
good combination of all the parameters is essential for an efficient comparison.
However, there is no “universal” set of parameters that can be applied for all
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tasks, i.e., the choice of of parameters will be dependent on the comparative
genomic tasks to be performed.

6.6.1 Parameters for comparing genomes

For the first phase, we have to decide which kind of fragments to use. In
Chapter 3, we discussed the advantages and disadvantages of different kinds
of fragments. There, we reached the conclusion that MEMs or multiMEMs
are the most suitable kind of fragments. For either MEMs or multiMEMs, we
have to decide which minimal length to choose. The choice of this minimal
length is of extreme importance, as it can affect the efficiency of the three
phases. More precisely, if a large minimum fragment length was selected, then
the number of fragments might be not large enough to cover the all regions
of homology. This can increase the effort exerted in the third phase, which is
not only a refining step, but also a step that compensates deficiencies of the
first two phases. That is, the whole procedure becomes slow. On the other
hand, if a short minimum fragment length was chosen, then many fragments
could appear by chance, and their number might be as large as the product
of the sequence lengths. This causes a slow chaining phase and accordingly
increases the whole comparison time. To sum up, a rational choice of the
fragment length is a pre-requisite for a good comparison.

There are three methods to determine the suitable minimum fragment
length. The first method is based on a pre-knowledge of the compared
genomes. In other words, it assumes that the user has already compared
sub-sequences or genes of these genomes and has been able to identify the
minimum match length. The second method uses recursive applications of
the first and second phases, before moving to the third phase. In these
repeated calls, one starts with a long minimum fragment length and sub-
sequently reduces it until the homologous regions are well covered by the
fragments. The third method includes the usage of statistical methods to
estimate a primary minimum fragment length. This method is used if the
user has no idea about the new dataset; the default parameters of CHAINER
were selected by this method.

To estimate the minimum fragment length based on statistical analy-
sis, we use the count statistics as described in [76]. In the count statistics,
one counts the number of matches of minimum length ` that can appear by
chance. Let Z? denote the number of maximal exact matches of k sequences,
where each match has minimum length ` and each of the sequences has aver-
age length n. It was shown in [76] that Z? has a limiting Poisson distribution
and a statistically significant count would be a number in the tail of the dis-
tribution (corresponding to probability < 0.01). In other words, we try to
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find, for certain n and k, the minimum match length ` such that its count
in the sequences has probability < 0.01. That is, it is unlikely to appear by
chance. Table 6.1 (left) shows the recommended minimum fragment lengths
for different average genome lengths and different number of genomes.

This statistical model, unfortunately, does not take the phylogenetic dis-
tance between the organisms into account. If one compares closely related
organisms, then they are expected to have large similar regions. In this case,
it is preferable to use a longer minimum fragment length. Vice versa, if one
compares distantly related organisms, a shorter fragment length has to be
chosen. We tested various genomic sequences at different evolutionary dis-
tances, and recommended parameter values; these values are available in the
program manual.

In the chaining phase, we have to select how the fragments are weighted.
The user has the freedom to choose any kind of weighting scheme, but we
would like to draw attention to the following. Fragments are nothing but a
series of matched characters. For producing alignments, the linear scoring
scheme, where the weight of a match is a linear function of its length, is the
most accepted weighting scheme; see for example [12, 13, 81, 124]. Therefore,
CHAINER uses this weighting scheme in the default setting. In fact, the
optimal choice of a weighting scheme for sequence alignment is still highly
debated. In our opinion, the weighting scheme should depend on the analyzed
dataset and the comparison task at hand. For example, if one is interested
in aligning regions containing genes to determine gene structures, then the
potential exons can be weighted higher than other non-potential sequences;
see for example [16]. (To optimize the scoring scheme for sequence alignment
or any other task is, however, beyond the scope of this thesis.)

The gap constraint parameter can be estimated for regions of high sim-
ilarity as follows. Assume that the sequences S1, . . . , Sk , each of aver-
age length n, are given. The probability that no match of length at least
`, appears is 1 − p`

m, where pm is the probability of a character match in
a homologous region. The probability to see no match at all in a region
S1[i1..i1 + W − 1]× · · · × Sk[ik..ik + W − 1], 0 < ij ≤ n, 1 < j < k, of length

W is the joint probability F = (1 − p`
m)(W k); this is because the match can

appear at any position in the region W in any of the compared k sequences.
We can also count the regions (gaps) of length W in the given sequences.
The count is a number as high as O(nkF ). By taking F in the order of 1

nk ,
we can estimate the length W for a minimum fragment length `. That is,
gaps larger than W are unexpected in a homologous region. Therefore, we
take the estimated W as the default gap constraint in our system. Table 6.1
(right) shows the values of W for different values of n, `, and k, and pm = 0.8.
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n 2 3 4
104..105 15..16 10..12 9..10

105...2×105 17..18 13 11
2×105...5×105 18..19 14 12
5×105...106 19..20 15 12..13
106 . . . 107 20..25 15..17 14..15
107 . . . 108 25..28 18..19 16..17
108 . . . 109 29..30 20..23 18..20

n 2 3 4
104..105 25..31 7..8 5

105...2×105 32..36 9 5
2×105...5×105 37..42 10 6
5×105...106 43..49 11 6
106 . . . 107 50..92 12..14 7
107 . . . 108 93..172 15..17 8
108 . . . 109 173..183 18..24 9

Table 6.1: The left table contains the recommended values of the minimum frag-

ment length ` for different values of n and k. The right table contains the estimated

gap constraint W for different n and k. (The fragment length `, which is used in

estimating W , is obtained by looking up in the left table using n and k.) For

example, for n ∈ [106..107] and k = 2, ` ∈ [20..25]. Hence, W ∈ [50..92].

Again, this statistical model does not consider the phylogenetic distance
between the organisms. For example, if one compares distantly related or-
ganisms, the gap constraint parameter should be set higher. Furthermore, if
the target of the comparison is to find large conserved segments, where large
indels may occur, gap constraints should be relaxed and set to be as high as
the expected length of the longest deleted segments.

6.6.2 Parameters for cDNA/EST mapping

The minimum fragment length is selected according to the expected min-
imum exon length and the quality of the data. (The quality of the data
can be figured out by examining the quality control procedures applied by
the database construction team.) If good quality data is expected, where
there are a few sequencing errors, then the minimum fragment length can
be selected as high as half of the minimum exon length, otherwise a lower
minimum fragment length has to be used. The gap constraint option is used
to avoid connecting random fragments and to correctly assemble the gene,
as discussed in Subsection 5.8.2. The length of the allowed gap is selected
according to the maximum intron length expected for the genome at hand.

6.7 Conclusions

In this chapter, we have shown how our algorithms can be integrated in
a single software system. We have demonstrated how the system is used
for performing various comparative genomics tasks, by varying the chaining
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phase. We have also proven, by comparing the human and mouse genomes,
that our system is able to compare large genomic sequences.

The program MGA, the precursor of our work, has been compared to
other software tools performing global alignments [46, 68]. These comparisons
have shown that the quality of MGA was comparable to other software tools,
and it runs faster than them (if the same kind of fragments is used). We have
further improved the running time of the chaining phase of the program
MGA; the graph based quadratic time algorithm has been replaced with
our subquadratic chaining algorithms. To take one example, chaining about
59,000 fragments (multiMEMs of minimum length 20) of three S. aureus
genomes (NC 002745, NC 002758, and NC 003923) takes about 3 minutes
using the graph based approach. This task takes just about 2 seconds using
our chaining algorithms.

Our local chaining algorithm is a novel one. We have verified our results
by means of comparisons to well-known biological examples. Nevertheless,
a rough comparison to the program BLASTZ [124] shows the advantage of
using our approach. While BLASTZ took about 481 days of CPU time to
compare the human and mouse genomes, our module took just a few days.

Comparing draft genomes became an urgent task, since the cost of fin-
ishing genomes has considerably increased. Our module of comparing draft
genomes is still in its primary phase of development. Further improvements
are ongoing.

Our algorithm for cDNA/EST mapping achieves a good compromise be-
tween the running time and sensitivity. Our algorithms make it possible
to compare complete databases to complete genomes in a few hours. To
take one example, while the program BLAT (a fast BLAST-like program for
cDNA/EST mapping) took about 5 hours to map the Fantom database to
chromosome 19, using the default parameters, our module took just about
40 minutes.

In this chapter, we approached the problem of estimating certain param-
eters, such as the scoring of matches and gap constraints. We used random
models ignoring the phylogenetic distance between the compared genomes.
However, it remains as an open problem to integrate the phylogenetic dis-
tance between the organisms in developing such models.

We have visualized the results of our comparisons using dot plots. In
general, developing better visualization and graphical user interface modules
for large biological data is still an unsolved problem in the field. For our
tasks, we are further faced with the problem of visualizing data in higher
dimensions, as a result of comparing multiple genomes. Clearly, novel ideas
are demanded to provide an efficient solution to this problem.
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Conclusions

In this thesis, we have addressed the problem of large scale analysis and com-
parison of genomic sequences. We have started our thesis by introducing the
basic biological concepts that are necessary to understand the problem and
our algorithms. Then we have introduced in Chapter 3 a survey of the current
software tools that are able to compare genomic sequences. In this survey, we
have also reviewed and classified the tools according to the underlying com-
putational techniques. An interesting observation was that although each
tool has been designed to handle a specific task, most of the tools already
share the same computational strategy. However, the implementation details
are influenced by the application at hand. From this survey, it is obvious that
the anchor based strategy became the strategy of choice for most of the soft-
ware tools. This is attributed to (1) its subquadratic running time, which is
a crucial requirement for the analysis of large genomic sequences, and (2) to
its ability to detect short homologies and to accommodate large gaps, i.e.,
it adapts to the consequences of the large scale insertions, deletions, and
rearrangements of genomic segments.

In Chapter 3, we have also addressed certain aspects that are critical for
an efficient comparison of two or multiple genomes. The first of these aspects
was the choice of fragments to be used within the anchor based strategy. We
have noticed that every tool uses a certain kind of fragments, and the choice
of fragments was made according to the comparative genomic task, the ease
of implementation, or due to the lack of an efficient data structure at that
time to generate other kinds of fragments. Therefore, we have discussed
the advantages and disadvantages of using each kind of fragments, and we
have reached the conclusion that the usage of maximal exact matches MEMs
achieves a good compromise between the sensitivity and the running time
of the whole comparison procedure. Moreover, the MEMs can be readily
extended to the maximal multiple exact matches multiMEMs in case of com-
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paring multiple genomes.
The second aspect we have addressed was the choice of the parameters in

the anchor based strategy. The parameters of the surveyed software tools are
set according to the authors experience, because there is so far no standard
test dataset.

The final aspect addressed in this survey was the selection of the multiple
genome alignment method. We have shown that there are two methods. The
first performs all pairwise comparisons and merges the results into a single
alignment. The second constructs the alignment based on anchors that occur
simultaneously in the given genomes. The first method has the advantage of
detecting similarity between a subset of the compared genomes. However, the
problem of merging the alignments (known as aligning alignments) was shown
to be NP-complete [78, 79], and the software tools consequently use heuristic
methods. The second method has higher specificity of finding regions that
are common in all genomes, and it is solvable in polynomial time. However,
it misses regions shared by only subsets of the genomes. Perhaps a hybrid
method of both techniques captures the advantages of both procedures.

Regarding the computational methods, most of the tools use simple hash-
ing techniques for generating fragments of the type k-mers. This is because
of the ease of implementation and the reduced space consumption of the
hash table. Few of the tools have used the more advanced data structure
“suffix tree”, but the large space consumption of the suffix tree (20 bytes per
character) has limited its use to small and moderate size genomes. As for
the anchoring phase, there are many ad-hoc procedures used in the software
tools. This is probably because of the lack of algorithms, at that time, that
were (1) capable of efficiently handling large number of fragments of various
types, and (2) flexible enough to solve different comparative genomic tasks.
(Recall that fragment generation and determining the anchors are the first
two phases of the anchor based strategy.) Chapters 4 and 5 of the thesis have
tackled these computational problems.

In Chapter 4, we have introduced the enhanced suffix array, which is an
efficient data structure for analyzing large genomic sequences and generating
different kinds of fragments. The principal motivation behind the develop-
ment of this data structure was to support the same functionalities as the
suffix tree with less space. We have shown that the enhanced suffix array
requires, depending on the task, 5 to 7 bytes per character, which is a great
reduction compared to the suffix tree.

In general, we have shown how every algorithm using the suffix tree can
be systematically replaced by an equivalent one using the enhanced suffix
array. In particular, we have explained in detail how to efficiently compute
fragments of the types MUMs, multiMUMs, MEMs, and multiMEMs. The
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time complexity of these procedures is O(n1 + ..+nk + z), where k ≥ 2 is the
number of the genomes and z is the number of fragments. Furthermore, we
have explained how the enhanced suffix array can be used for some other ap-
plications, such as finding different kinds of repeats (used in studying single
genomic sequences and data mining), computing Ziv-Lempel decomposition
(used in text compression), and computing unique substrings (used in the
design of oligonucleotides). Our experimental results have shown that the
enhanced suffix array algorithms are many times faster than the correspond-
ing ones based on the suffix tree.

In the epilogue of Chapter 4, we have mentioned some of the open prob-
lems. The most notable one, which we expect to be solved in the near future,
is the generation of multiMEMs by constructing the enhanced suffix array
of only one sequence and matching the other sequences against it. (We have
shown in the chapter how to generate multiMEMs using the enhanced suffix
array of the string made up of the concatenated sequences.) Furthermore, the
incorporation of the rare and infrequent multiMEMs, which allow us to gen-
erate multiMEMs such that their number does not grow exponentially with
the number of the given genomes, is a significant variation of this problem.

In Chapter 5, we have presented our chaining algorithms. For comparing
closely related genomes, where the homologous regions are conserved in order,
global chaining is the procedure of choice. For comparing distantly related
genomes, where rearrangement events are expected, the local chaining is the
procedure of choice. Given a set of m fragments, our algorithms compute
optimal global and local chains in subquadratic time and linear space: For
k = 2 genomes, our algorithms take

• O(m log log m) time and O(m) space without gap costs,

• O(m log log m) time and O(m) space for gap costs in the L1 metric,

• O(m log m log log m) time and O(m) space for the sum-of-pairs gap cost
and for gap costs in the L∞ metric.

If the start and end points of the fragments are not sorted w.r.t. one dimen-
sion, then the complexity is dominated, in case of neglecting gap costs and
gap costs in the L1 metric, by the sorting procedure, which takes O(m logm).

For k > 2 genomes, our algorithms that are based on the semi-dynamic
range tree take

• O(m logk−2 m log log m) time and O(m logk−2 m) space without gap
costs,

• O(m logk−2 m log log m) time and O(m logk−2 m) space for gap costs in
the L1 metric,
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• O(k! m logk−1 m log log m) time and O(k! m logk−1 m) space for the
sum-of-pairs gap cost and for gap costs in the L∞ metric.

These results improve upon previous results obtained by Myers and Miller
[111]. More precisely, for gap costs in the L1-metric we reduced the space
complexity by a log-factor and improved the time complexity by a factor
log2 m

log log m
. For the sum-of-pairs gap cost, we improved the time complexity by

a factor log m

log log m
.

The above mentioned results assume that the range tree is the basic data
structure that manipulates the points. In fact, our algorithms can employ any
other data structure that supports range search for maximum. Therefore, we
have investigated the usage of the kd -tree and we introduced the first time
analysis for the chaining algorithms based on this data structure: They take

O((k − 1)m2− 1
k−1 ) time and O(m) space for gap costs in the L1 metric, and

O((k!)m2− 1
k ) time and O(k!m) space for the sum-of-pairs gap costs. Our

experimental results have shown that the kd -tree is superior to the range
tree in practice. Hence, we decided to implement our algorithms based on
kd -trees.

In Chapter 5, we have also introduced two basic variations of the chaining
algorithms: chaining with gap constraints and cDNA/EST mapping. These
variations also take subquadratic time and require linear space.

In the conclusions of that chapter, we have discussed the challenge of
online chaining, namely the application of an efficient dynamic data structure
that supports range maximum queries. The current dynamic data structures
are very complicated and their running time is higher than that of the semi-
dynamic ones.

Finally, in Chapter 6, we have introduced our software system CHAINER
that implements and integrates the algorithms presented in this thesis. We
have demonstrated how CHAINER is used to globally align multiple genomes,
to detect translocation events, and to detect genome inversions. We have
compared our results to known biological examples and the results we have
obtained were consistent with known results.

We have also shown how our system can be used to compare draft genomes
and how it can help to assemble them. Our post-processing module for as-
sembling these contigs assumes that the draft and the finished genomes are
very closely related so that no rearrangement and segmental duplications
exist. Extending this module to handle less related genomes, where rear-
rangements and duplications are expected, forms an obvious direction for
future work.

As a final comparative genomic task, we have shown how our system
can be used to map a cDNA/EST database to a genomic sequence. We
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have evaluated our results by comparing our mapping to well annotated se-
quences. The accuracy of our mapping was so good that we were encouraged
to add further functionalities, such as the clustering of cDNA/ESTs to detect
alternative splice variants.

At the end of Chapter 6, we have shown how the default parameters of
the system can be estimated. We have used a statistical model based on the
count statistics of random matches. A future task is to optimize this model
by taking the evolutionary distances between the compared sequences into
account.

Lastly, but not least, we think that our algorithms and the software
system presented within this thesis will enable researchers to perform high
throughput experiments, even with limited computational resources. We ex-
pect that our system will help to address, on a global scale, questions such
as the role of non-coding regions and repeated sequences in a genome. More-
over, we believe that it will help to achieve a lot of progress in solving the
problems of elucidating genome evolution, and the exact identification of
gene structure.
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Deutsche Zusammenfassung

Vergleichende Genomanalyse ist ein relativ neues Gebiet der Bioinformatik.
Die Kernmethode dieses Gebietes ist der direkte Vergleich des Genoms—
des vollständigen genetischen Materials—eines Organismus mit dem eines
anderen Organismus oder mit dem mehrerer anderer Organismen. Solche
Analysen erlauben die Identifikation von Genen sowie die Vorhersage von
deren Funktionen, das Erkennen von Ähnlichkeit und Verschiedenheit in der
Genomorganisation, und das Verstehen der Geschichte der Genomevolution.

Genomvergleiche werden durch die Größe der Datenmengen und die Genom-
struktur erheblich erschwert. Um diese Schwierigkeiten zu überwinden wurde
der sogenannte Anker-basierte Ansatz entwickelt. Er ist in drei Phasen
aufgeteilt:

1. Berechnen der potenziellen Fragmente (ähnliche Regionen in den gegebe-
nen Genomen).

2. Auswahl bestimmter Fragmente, die Anker genannt werden.

3. Für jede Lücke zwischen zwei Anker muss nun ein Teilalignment berech-
net werden. Dies geschieht durch den wiederholten Aufruf der Phasen
1 und 2 (mit geeigneten Parametern) auf die Lücken, oder durch die
Anwendung eines Standard-Alignment-Algorithmus.

Diese Dissertation befasst sich mit Algorithmen zur Berechnung von Frag-
menten und zur Bestimmung der Anker. Unsere Algorithmen verbessern
nicht nur diese Berechnung, sondern erweitern auch den Anker-basierten
Ansatz, so dass andere Genomvergleichsaufgaben möglich werden. Die Ba-
sis unserer Methode zur Berechnung der Fragmente ist die Datenstruktur
verstärktes Suffixarray (“enhanced suffix array”). Das verstärkte Suffixarray
ist eine effizientere Datenstruktur als der bekannte Suffixbaum. Der Platzbe-
darf des verstärkten Suffixarrays ist erheblich kleiner als der des Suffixbaums
(je nach Anwendung 15-50% des Platzbedarfs des Suffixbaumes). Wir haben
gezeigt, dass jeder Algorithmus, der den Suffixbaum verwendet, durch einen
entsprechenden Algorithmus, der das verstärkte Suffixarray einsetzt, ersetzt
werden kann. Unsere Experimente haben gezeigt, dass unsere Algorithmen
wesentlich schneller sind als die entsprechenden Algorithmen, die auf dem
Suffixbaum basieren.

Für die Bestimmung von Ankern, präsentieren wir die sogenannten Ver-
kettungsalgorithmen (“chaining algorithms”). Die Verkettungsalgorithmen
haben verschiedene Variationen, so dass verschiedene Genomvergleichsauf-
gaben bearbeitet werden können. Für die Berechnung von globalen Align-
ments berechnet man globale optimale Ketten (Folgen) von nicht überlappenden
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Fragmenten. Für die Berechnung von lokalen Alignments werden signifikante
lokale Ketten berechnet. Ausserdem präsentieren wir weitere Variationen
zum Vergleich von nicht assemblierten Genomen und zur Kartierung von
cDNA/EST. Unsere Algorithmen benutzen Techniken aus der Algorithmis-
chen Geometrie, so dass ihre Laufzeiten sub-quadratisch werden. Das ermöglicht
uns Millionen von Fragmenten in wenige Minuten zu bearbeiten.

Unsere Algorithmen sind schon in ein Softwaresystem integriert, das wir
CHAINER nennen. Wir präsentiern diese Software und zeigen wie sie für
verschiedene Genomvergleichsaufgaben benutzt wird.
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