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Abstract

The neural mechanisms underlying the segregation and integration of detected motion
still remain unclear to a large extent. Motion of an extended boundary can locally be
measured by neurons only orthogonal to its orientation (aperture problem) while this
ambiguity is resolved for localized image features, e.g. corners or non-occlusion junc-
tions. In this thesis, a novel neural model of visual motion processing is developed that
involves early stages of the cortical dorsal and ventral pathways of the primate brain
to integrate and segregate visual motion and in particular to solve the motion aperture
problem. Our model makes predictions concerning the time course of cells in area MT
and V1 and serves as a means to link physiological mechanisms with perceptual behav-
ior. We further demonstrate that our model also successfully processes natural image
sequences. Moreover we present several extensions of the neural model to investigate
the influence of form information, the effects of attention, and the perception of trans-
parent motion. The major computational bottleneck of the presented neural model is
the amount of memory necessary for the representation of neural activity. In order to
derive a computational mechanism for large-scale simulations we propose a sparse coding
framework for neural motion activity patterns and suggest a means how initial activi-
ties are detected efficiently. We define algorithmic operations to implement the proposed
neural mechanisms and thus realize a computationally efficient algorithmic version of our
neural model of motion segmentation in areas V1 and MT. The presented work combines
concepts and findings from computational neuroscience, neurophysiological observations,
psychophysical observations, and computer science. The outcome of our investigations
is a biologically plausible model of motion segmentation together with a fast algorith-
mic implementation which explains and predicts perceptual and neural effects of motion
perception and allows to extract optic flow from given image sequences.
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1 Introduction

1.1 Motivation

The visual input we process contains motion almost all the time. Motion may be caused
by moving objects such as, e.g., other persons, animals, or cars or by self-motion, e.g.,
while walking or while driving a car. Such motion induced by the projection of a dynamic
scene on the retina of an observer moving through the world is called visual motion or
image motion. Visual motion perception is the process of extracting and interpreting
visual motion from some given visual input. In technical terms visual motion is described
as optical flow, a vector field indicating the velocity (direction and speed) of visual motion
at each retinal image location (compare Fig. 1). The retinal input from which image
motion is extracted in the present work is described as image sequence similar as, e.g.,
frames obtained from a camera or from a movie1.

Figure 1: Example of an optical flow field. Left: One input image from the underlying motion sequence
is shown with the overlaid optic flow. The motion is caused by a pedestrian crossing the street together
with global motion induced by the self-motion of the observer driving a car. Right: Direction of
visual motion indicated by different colors (see inlay, upper right corner). We can see that objects of
interest (the pedestrian or the traffic sign) often are eye-catching because their motion differs from the
background motion.

Segmenation of visual motion
In this work we investigate possible cortical mechanisms for the perception of visual
motion. In particular we focus on the integration and segregation of coherent mo-
tion. Prior to these steps initial motion measurements have to be done to extract
motion cues from the input sequence. (1) Initial motion measurements have to be as
local as possible in order to separate motion of different objects in the scene. If initial

1For simplicity we assume a rectangular field of view with equally distributed achromatic cells tuned to
luminance or luminance contrasts as retinal input image. This does not take into account the space
variant representation of the visual cortex [Schwartz, 1977], but we claim that the basic principles of
the presented model work similar on space variant images if appropriate neural wirings are provided.
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1 Introduction

Figure 2: Illustration of motion ambi-
guities showing that local information
does not necessarily reveal the true ob-
ject motion. (b) shows a bar moving
behind an aperture which is perceived
as moving in diagonal direction to the
lower right. (a) and (c) reveal two
other possible motions of this bar in
vertical and horizontal direction. The
occluding plane is made transparent to
show the entire object and thus to make
clear the true direction of motion.

measurements are global or at least cover more than one moving object in the scene,
it is impossible to tell from which object which motion originated. Consider, e.g., the
scene in Fig. 1: to extract the region of motion induced by the pedestrian, we need
measurements which are at least as small as the area covered by the pedestrian. After
the extraction of initial motion cues, the integration and segregation of visual motion
are necessary steps towards the interpretation of a moving scene. (2) Integration on
one hand describes how initial estimates are combined. The combination of different
measurements is necessary because individual measurements of visual motion often re-
main ambiguous and without further information fail to reveal the true underlying image
motion (see Fig 2). This ambiguity is a consequence of the limited view on the scene, or
aperture, restricting the information available to generate the measurement. Therefore
this central problem of motion interpretation arising from such ambiguities is called the
motion aperture problem [Wallach, 1935]. (3) Segregation on the other hand describes
how to separate motion cues which do not have to be combined, such as motion cues
originating from different objects.

The presented model demonstrates how to overcome the aperture problem by com-
bining and separating individual local measurements in a recurrent neural network to
generate a dense estimation of optic flow. The solution is based on the assumption of
locally coherent motion, which means that we assume that image velocity remains
equal over the entire projected space of one object. However, we will show that moder-
ate violations of this assumption do not harm the model performance which allows to
extract image motion from real-world sequences including velocity gradients induced by
self-motion or depth effects (as, e.g., the example shown in Fig. 1 which contains back-
ground motion smoothly varying over space). Moreover, we investigate how additional

2



1.1 Motivation

form information may influence the motion segmentation process. Form information
carries information about object boundaries and thus occlusions which can be utilized
to support the segmentation process of visual motion from objects overlapping in space.

Attending or expecting visual motion
The perception of visual motion is strongly influenced by our expectations, or, attention
[Desimone and Duncan, 1995, Reynolds and Chelazzi, 2004]. Certain motion configura-
tions lead to configurations where conspicuous objects are immediately highlighted by
our visual system. This typically occurs in simple cases, where only few different mov-
ing objects are present as, e.g., in Fig. 1 or Fig. 3c. In more complex situations such as
watching very crowded scenes with lots of different motions it is difficult to tell whether
a certain motion pattern was present in a stimulus or not. Depending on the task it is
simpler if we attend to a certain velocity or focus our attention on a specific location than
if we observe the scene without prior knowledge. Consider for example the situations
depicted in Fig. 3. It is much simpler to answer the question whether some object is
moving towards a specific location if one attends to the object of interest than if one ob-
serves the scene without prior knowledge of the question to be answered. Similar effects
were observed with transparent motion patterns. The amount of transparent motion
directions which can be discriminated is significantly increased by deploying attention
to a given velocity of interest [Felisberti and Zanker, 2004].

Figure 3: Example illustrating the problem of extracting a single motion from a crowded set of image
velocities. (a) Without prior knowledge during stimulus presentation it is very difficult to decide if one
object was moving to the lower right corner. (b) If, however, we attend to one specific object of interest,
it is much simpler to answer the question for the attended object. (c) For simpler configurations specific
motion cues are salient (bottom-up saliency) such that they pop-out and need no selective attention to
be separated from the background.

The architecture of the presented model allows us to investigate such aspects of visual
motion perception. (1) We propose how visual attention is integrated in the model
architecture which leads to possible explanations for attentional effects in visual motion
perception. (2) Moreover, we extend the model to be able to process transparent
motion stimuli of overlapping transparent motion patterns.

Computational implementation
The presented neural model has very high computational requirements concerning run-
time complexity and memory consumption because of an exhaustive representation of
velocity space at each spatial location. Technical approaches, however, often require real-
time or near real-time capabilities. Consider, e.g., a robotic platform moving through

3



1 Introduction

a dynamic environment. If the robot’s navigation and collision avoidance are based
on visual motion it is indispensable that the motion extraction is fast enough to allow
the robot to react to possible threads in time. Thus, we deduce an algorithm of
motion segmentation from the presented neural model with significantly reduced
computational requirements and restrictions. This leads to near real-time capabilities
and makes the approach usable for technical applications.

1.2 Related work

1.2.1 Motion detection and integration

Here, we present a short overview of different approaches for the detection of visual
motion and the integration of detected local motion cues.

Motion detection
Numerous different approaches for the detection and extraction of visual motion ex-
ist in the literature. These approaches can be divided into technical approaches
(see [Barron et al., 1994] for an overview) and biologically inspired approaches (see
[Nakayama, 1984] for an introductory overview of biological image motion processing).
All approaches make the assumption that some image features of moving objects remain
constant over time. These features, together with an appropriate motion model, describe
the temporal change in the image sequence. Most approaches assume coherent linear
motion using different features, in the simplest case the luminance pattern (Eq. 1):

I(t,x) = I(t + ∆t,x + v ·∆t), (1)

where I is the function describing the luminance of the image, t is the time and x =
(x, y)T the spatial location. ∆t is the time step between two observations considered in
this example and v = (u, v)T is the velocity to be detected.

• Motion estimation using correlation based approaches. Correlation based
approaches directly compare image information at different discrete time steps (t
and t+ ∆t) and different locations (x and x+v ·∆t). (1) The first explicit model
for biological motion detection was proposed by [Hassenstein and Reichardt, 1956].
They nonlinearly combined delayed receptor responses from different locations
to produce large responses when Eq. 1 is fulfilled. An extension of the so-
called Reichardt-Detector was proposed by[Van Santen and Sperling, 1985] us-
ing spatio-temporal filtering to improve the detector’s stability. Such correla-
tion based approaches require high computational resources, since for each pos-
sible motion direction and speed a corresponding correlation detector has to be
present. (2) Technical approaches such as [Anandan, 1989, Eggert et al., 2004]
employ the correlation on different scales to realize an efficient coarse-to-fine strat-
egy. These approaches, however, have the drawback to easily overlook motion
cues when detection errors occur on coarse detection scales [Simoncelli, 1993].
Other approaches utilize rank order transformations, such as the Census trans-
form [Zabih and Woodfill, 1994] to efficiently match image features at correspond-
ing image locations (e.g., [Stein, 2004]).

4



1.2 Related work

• Motion estimation using gradient based approaches. Gradient based ap-
proaches infer image velocity from spatiotemporal derivatives through the gradient
constraint equation2 (Eq. 2, see, e.g., [Barron et al., 1994, Trucco and Verri, 1998]
which is the truncated Taylor expansion of I(t, x) together with the assumption
described in Eq. 1.

v · ∇I +
∂I

∂t
= 0, (2)

where I is the image function, x the spatial location, t the time, and v the
velocity. ∇I = ( ∂I

∂x
, ∂I

∂y
)T denotes the spatial gradient of the input image. Us-

ing this technique, local estimations reveal pure component motion, which is
motion parallel to the local contrast orientation. This makes it indispensable
to combine multiple measurements belonging to the same motion pattern (e.g.,
[Lukas and Kanade, 1981]). The linearization through the truncated Taylor ex-
pansion, however, is not necessarily an adequate description of the underlying
motion. This gradient approach implicitly assumes that the gradient is constant
in a certain neighborhood depending on the underlying speed. In many cases this
assumption is violated which falsifies the detected velocities.

• Motion estimation based on warping. Warping based approaches try to find
an optimum image transformation to make the image features at a given time step
appear as similar as possible to the image features at the current time step. The
transformation (e.g., a translation or an affine transformation) then describes the
image motion. [Eggert et al., 2004] employ a warping technique in a coarse-to-fine
strategy to compensate for detected motion from coarser scales. [Brox et al., 2004]
apply the constancy equation (Eq. 1) on the gradient of individual frames and inte-
grate the warping technique in a variational framework. [Lukas and Kanade, 1981]
iteratively use a linearized truncated Taylor expansion of the image with respect
to the transformation parameters to find the optimum transformation parameters.

• Motion estimation based on the Fourier transform. Motion energy filters
[Adelson and Bergen, 1985] are based on the Fourier transform of the brightness
constancy equation (see Eq. 3) which describes motion as straight line or plane
in Fourier space for 1D or 2D motion, respectively. By computing the energy
of Fourier responses on a specific plane (respectively line) a likelihood for the
corresponding translational motion is extracted.

∇I +
∂I

∂t
= 0 d t i(vωx + ωt) · Î = 0, (3)

where Î is the Fourier transform of the image I, ωx, ωt are the spatial and temporal
frequencies, and i is the imaginary number

√
−1. Using filter banks of oriented

band pass filters of different scales local Fourier components3 can be computed

2The gradient constraint equation is sometimes also reffered to as the brightness constancy equation.
3Compare the short time Fourier transform (STFT) and Gabor filters in, e.g., [Hoffmann, 1998].

5



1 Introduction

to extract local velocity estimations [Heeger, 1987, Simoncelli and Heeger, 1998].
Alternatively, by directly using the assumption from Eq. 1 normal flow in-
formation can be extracted based on the phase of the Fourier components
[Fleet and Jepson, 1990].

Motion integration
Several models have been suggested previously to integrate local motion measurements
to extract coherent motion information and thus to overcome the aperture problem.
Most of the approaches listed below only describe the integration of motion cues and
require a prior segmentation to group motion cues which belong together, while others
automatically separate motion cues into different regions of motion.

• The vector sum approach averages movement vectors measured for a coherent
shape [Wilson, Ferrera and Yo, 1992]. This is the simplest approach, which in
many cases does not reveal the perceived image motion.

• Local motion signals of an object define possible solutions of the motion constraint
equation. If several distinct measures are combined their associated constraint lines
in the velocity space intersect and thus yield the velocity common to the individ-
ual measures (intersection of constraints, IOC) [Adelson and Movshon, 1982].
This combination, however, requires a previous segmentation of the scene.

• Bayesian models combine different probabilities for velocity estimations in
a statistically optimal fashion together with a preference for, e.g., slower
motions[Weiss, Simoncelli and Adelson, 2002]. Such preferences were encoded as
statistical priors in the Bayesian estimation process. Like for the IOC, Bayesian
models mostly assume that motion estimates belonging to distinct objects were
already grouped together.

• Unambiguous motion signals can be measured at locations of significant 2D image
structure such as curvature maxima, corners or junctions4. These sparse features
can be tracked over several frames to yield robust movement estimates and pre-
dictions (feature tracking) [Del Viva and Morrone, 1998].

• Coherent motion is often computed by smoothing and interpolating sparse mea-
sures estimated at localized image contrasts. Thus the inverse problem of
motion estimation is regularized by minimizing a constraint to determine the
motion that conforms with the flow measures but at the same time is coherent
according to some prior model property, e.g. the smoothness of the vector field
[Horn and Schunk, 1981] or the coherence of motion estimations along boundaries
[Hildreth, 1984]. Furthermore, some approaches also include velocity gradient
information in the relaxation process to better represent motion discontinuities
[Nagel and Enkelmann, 1986].

4Please note that in case of spatial object occlusions, junctions may signal incorrect velocities, since
their boundaries belong to different object shapes [McDermott et al., 2001]. We particularly consider
this problem in section 3.
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1.2 Related work

• Furthermore approaches have been proposed to integrate and separate transpar-
ent motion [Wang and Adelson, 1994, Weiss, 1997, Mota et al., 2004]. Basically,
these models require knowledge about the number transparent of layers or rely on
some mechanism to extract this information.

In the corresponding sections of the thesis, we will systematically compare our proposed
approach to existing methods.

1.2.2 Biological background

Here, we present a brief description of visual motion processing in the visual cortex.

Visual pathways: “what” and “where”

The neural signals produced by the rods and cones in the retina are relayed through the
optic nerve, the chiasm, and the LGN (lateral geniculate nucleus) to the first cortical
stage of visual processing, the primary visual cortex (e.g., [Palmer, 1999]). From here,
information is mainly processed in two different streams: (1) the ventral stream or the
“what”-system for object discrimination, and (2) the dorsal stream or the “where”-
system for locating objects. Form information describing the shape of objects is mainly
processed in the ventral stream, while motion describing the spatiotemporal localization
of objects is processed in the dorsal stream [Mishkin et al., 1983] (compare Fig. 4).

Figure 4: Left: Sketch of the visual pathways in the macaque. In the ventral stream (the
“what”-system, in green) mainly form information is processed for object discrimination, while in
the dorsal stream (the “where”-system, in blue) mainly motion is processed for localizing objects.
Right: Schematic overview of visual areas in both streams: The primary visual area (V1) and the
middle temporal area (MT; corresponding to MT+ in human visual cortex) are highlighted.
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1 Introduction

Structural and functional organization
The cortex can be divided into different functional regions, denoted as cortical areas
with different functional properties. Each area in turn contains layers of neurons build-
ing a neural network with feedforward and feedback connections to other layers within
the cortical area and to other cortical areas [Van Essen and Galant, 1994]. Early visual
areas, such as area V1, V2, or MT have a retinotopic organization which means that the
spatial arrangement of neurons roughly preserves the local topography and connectivity
of the visual field. In such areas, small regions of the visual field are processed by a set of
cells organized as cortical hypercolumn [Kandel et al., 1991]. A single hypercolumn in
the primary visual cortex (area V1) represents cells sensitive to, e.g., the whole contin-
uum of orientations and thus describes the local structure at a given location in the visual
field [Hubel and Wiesel, 1968]. In area MT retinotopically arranged hypercolumns with
cells of different motion sensitivity represent local image motion [Albright, 1984].

Motion sensitive areas related to this work
In this thesis we focus on the early part of the dorsal stream relevant for motion inter-
pretation.

• In the primary visual area (V1) most cells are orientation selec-
tive [Hubel and Wiesel, 1968], but many cells also respond to motion cues
[Pack et al., 2003, Gur et al., 2005]. Physiological studies [Movshon et al., 1985]
have shown that cells in V1 are sensitive to “component motion” (motion along
oriented contrasts) while cells in MT (see below) are less sensitive to oriented
components but signaling “pattern motion” (object motion independent of the
underlying contrast orientation).

• In the middle temporal area (MT), e.g, [Albright, 1984] and
[Albright and Desimone, 1987] found retinotopically arranged cells sensitive
to different directions of motion. [Ungerleider and Desimone, 1986] found that
area MT receives retinotopic projections from V1, V2, and V3 and also projects
back to these areas. Connections from V4 were in a roughly retinopic arrangement
while connections to MST revealed only crude retinotopy. The authors also found
that area MT receives connections from the frontal eye field which plays a crucial
role in visual attention.

1.2.3 Neural modeling

Visual areas can be described by computational maps of cells with certain common
properties [Knudsen et al., 1987]. In early visual areas cells are organized in hyper-
columns arranged in a retinotopic manner. From a computational point of view
these areas contain multidimensional arrays of cells tuned to different aspects of the
input, such as motion or contrast orientation. The neural code describes the neural
activity and thus the state of the model network. The model dynamics describes the
temporal change of the neural code determined by how different model cell activities
influence each other.

8



1.2 Related work

An important detail about the mutual influence of cortical cells for this work is that
excitation and inhibition in general not only sum linearly but reveal non-linear effects
(e.g., [Mel and Schiller, 2004]) and that feedback or attention has modulatory effects
(e.g., [Hupé et al., 2001, Treue, 2001]). Details and consequences from these properties
are discussed in section 2 and section 4.

Role of neural modeling
The wiring of cortical neurons, the interaction between such neurons and the properties
of the neurons themselves define the behavior of the entire neuronal network. On one
hand, neurophysiological observations give insights in properties of individual cells (single
cell recordings) and on a spatially coarse scale reveal the average level of activity in the
cortex (functional magnetic resonance imaging; fMRI). On the other hand psychophysical
observations manifest high-level decisions of an observer which are derived from the
(here: visual) input and thus are derived from activities provided by cells in some early
visual areas. Bringing these experimental observations together, neural modeling, first,
provides a tool to understand how the representation and the function of individual
cells in concert lead to visual percepts and, second, generates predictions for further
experimental observations.

Models of neurons
Individual neurons can be simulated at different levels of detail. First, the phys-
ical or structural granularity determines if a neuron is modeled as one en-
tity (single compartment models) or if different parts of the neuron like, e.g., the
soma, the dentrides, or synapses are modeled separately (multi compartment models)
[Dayan and Abbott, 2001, Izhikevich, 2006]. Second, the granularity of represented
neural activity determines if either individual spikes5 (spike code) or on a coarser tem-
poral resolution the mean spike rate in a certain time window (rate code) are modeled
to describe the neural code [Koch, 1999, Dayan and Abbott, 2001]. Spike code on one
hand is utilized in spike models and encodes information by means of (a) the frequency
of emitted spikes and possibly (b) the synchronicity of generated spikes with spikes from
other cells; compare [Izhikevich, 2004] for a nice overview of different models of spiking
neurons. Rate code on the other hand is utilized in firing rate models6 which cannot
account for synchronicity at the temporal level of spikes [Koch, 1999] but require less re-
sources for computational simulations while yielding a realistic computational behavior
on the level of networks and computational maps7.

In this thesis we utilize neural networks with millions of cells and thus consider the
simplest configuration using single compartment cells and rate code to keep the

5If a real neuron is excited sufficiently an action potential or spike is generated which carries information
from one cell to other cells (e.g., [Palmer, 1999, Dayan and Abbott, 2001].

6The mean-field theory provides a mathematical framework to approximate the instantaneous mean
discharge or firing rate for neural populations of spiking neurons and yields model equations similar
to equations utilized in firing rate models [Brunel and Wang, 2001].

7Because of the often observed successful linkage between the average firing rate and an associated
behavior, many researchers believe that the average firing rate, but not the detailed spiking pattern,
determines the relevant code in the nervous system [Koch, 1999].
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1 Introduction

computational load low. Each model neuron in this work is thus described by its activity
and its connectivity to other neurons. (1) The activity is depicted by the mean spike
rate, a 4-byte floating point number which represents the mean spike activity of a small
population of real neurons. (2) The model structure connects the model neuron to other
model neurons (feedforward, lateral, and feedback connections) and the model dynamics
is either defined through differential equations describing the temporal change of neural
activity or through steady state solutions of these equations.

Related model frameworks
Several aspects of the presented neural model are based on mechanisms from a previ-
ous architecture of cortical form processing [Neumann and Sepp, 1999]. The employed
model equations of feedforward processing in the presented work contain components
utilized in [Hodgkin and Huxley, 1952] and in a more explicit form for motion represen-
tations in [Simoncelli and Heeger, 1998]. Related mechanisms of recurrent modulation
of cortical activities are described in [Neumann, 2003, Eckhorn et al., 1990]. The idea
that visual tasks are solved when several levels of cortical processing are in resonance
is motivated by [Grossberg, 1980]. Finally, the combination of features from different
cortical levels on the high spatial resolution in primary visual area V1 is adopted from
[Lee et al., 1998].

10



1.3 Outline and style of this thesis

1.3 Outline and style of this thesis

Outline
This thesis is organized as follows.

In section 2 we introduce a neural model of motion segmentation
which reproduces experimental observations and makes several predictions
concerning cortical motion intgeration, solves the motion aperture prob-

lem, and successfully processes real and artificial image sequences. We further analyze
the accuracy of extracted image flow and discuss the model in comparison to other
biologically motivated models of motion processing.

In section 3 we describe an extension of the model which includes in-
formation about occlusions indicating potentially wrong motion cues. We
demonstrate how the motion integration and segregation can be influenced

by such information based on the form (appearance) of occlusions in the input images
in order to correct initially erroneous estimations.

Section 4 presents an extension of the model to include attentional
biases, e.g., induced by a task. The extended model allows analyzing how
top-down attention influences the dynamics of motion sensitive model cells.

Moreover, we demonstrate how attention helps extracting specific motion patterns in the
presence of transparency.

Section 5 introduces an extension of the model which is able to rep-
resent transparent motion. We investigate the role of attention for the
separation of transparent visual motion. The extended model demonstrates

to successfully process transparent and non-transparent motion without the need of ex-
plicitly detecting the presence of transparency.

In section 6 we present an algorithmic version of the neural model
which efficiently implements the neural mechanisms described by the neural
architecture in a sparse algorithmic representation of image velocity. The

algorithm behaves similar to the neural model and processes artificial and real-world
image sequences. The comparison of the algorithm to technical tracking approaches
gives further insights into the function of both, the proposed algorithm and the neural
network.

Style
Those who decide to go on reading the details of this work might notice that the form of
‘we’ is used throughout the thesis. To account for this style I found no better explanation
than the following citation from the preface of a book by Christof Koch [Koch, 1999]:

“A note pertaining to style. Science is a social endeavor; many, if not most,
new ideas are born out of discussions with colleagues, reading books and
papers, attending seminars and so on. We are often not even explicitly aware
of these influences, but they are there none-the-less. It is to acknowledge this
that I use the pluralis modestati form of the ‘we’ throughout the book.”
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2 Neural model of motion perception

2.1 Introduction

The analysis and interpretation of moving shapes and objects based on motion esti-
mations is a major task in everyday vision. However, motion can locally be measured
only orthogonal to an extended contrast (aperture problem) while this ambiguity can
be resolved at localized image features, such as corners or junctions from non-occluding
geometrical configurations. In this part, we investigate the mechanisms of the primate
visual system to process fields of visual motion induced by moving objects or selfmo-
tion. Motion information is primarily processed along the dorsal pathway in the visual
system, but mutual interactions exist at different stages between the dorsal and ventral
path [Van Essen and Galant, 1994]. Our modeling of mechanisms of cortical motion
processing focuses on the integration and segregation of visual motion, namely in recip-
rocally connected areas V1 and MT. Our model dynamics are defined by spatially local
isotropic interactions of velocity tuned cells. Additional signals indicating luminance
boundaries or explicitly detected motion discontinuities could easily be used to further
improve our results, but would make it impossible to analyze the basic functionality of
our system, which we claim to represent a fundamental mechanism of motion processing
in the visual system.

Despite its simplicity the model is able to explain experimental data and, without
parameter changes, to successfully process real world data used for model benchmark-
ing [Barron et al., 1994]. The new contribution of this work is a unified mechanism of
motion disambiguation that deals with localized features as well as elongated boundaries.
It is demonstrated how recurrent feedback processing between two model areas with sim-
ilar dynamics operating on two different scales stabilizes local feature measurements. In
addition it is shown how such features trigger a filling-in process along boundaries to
resolve the aperture problem and therefore arrive at globally consistent motion estimates
through local lateral interactions. Such local lateral processes are biased and controlled
by feedforward-feedback interactions that can be viewed as scale-invariant mechanisms
of hypothesis testing and correction.

This part of this work is structured as follows. In section 2.2 we describe the model
and the model dynamics. In section 2.3 we present computational simulations followed
by a discussion of the model and the results in section 2.4.
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2 Neural model of motion perception

2.2 Model

Motion analysis in the visual cortex starts with primary visual area V1 and is subse-
quently followed by parietal areas such as MT/MST and beyond. These areas commu-
nicate via a bidirectional flow of information through feedforward and feedback connec-
tions. The mechanisms of this feedforward and feedback processing between model areas
V1 and MT can be described by a unified architecture of lateral inhibition and modu-
latory feedback whose elements have been developed in the context of shape processing
and boundary completition [Neumann and Sepp, 1999]. In this section, we present the
model dynamics within and between model cortical areas involved to realize the inte-
gration and segregation of inherently ambiguous input patterns.

In a nutshell, the model consists of two areas with similar function and architecture
described by the following mechanisms: (1) Feedback modulation: cells in area V1 are
modulated by cell activations from model area MT. Cells in model area MT can, in
principle, also be modulated by higher areas such as, e.g., MST or attention. Since in
this section we focus on the two stages of V1-MT interaction, the feedback to model
area MT is set to zero. (2) Feedforward integration, and (3) lateral shunting inhibition
enhancing unambiguous signals (Fig. 5). More details about these two areas are provided
in the following subsections.

Figure 5: Overview of
model areas V1 and MT.
The architecture defines the
dynamics of interaction be-
tween both areas consist-
ing of modulary feedback
(v(1)), feedforward integra-
tion (v(2)) and lateral shunt-
ing inhibition (v(3)), see
text. Differences in the
parametrization concern RF
sizes and the wirings of feed-
forward input and feedback
(see Tab. 1 on page 18).
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2.2 Model

2.2.1 Input stage of model V1 (initial motion detection)

The input stage in V1 consists of a set of modified Hassenstein-Reichardt detec-
tors [Hassenstein and Reichardt, 1956, Van Santen and Sperling, 1985] to measure lo-
cal motion for a specific range of velocities at each location (population code;
[Pouget et al., 2000]). The functionality of the correlation-based detector is described
in the following. Although physiological findings suggest that motion sensitive cells in
V1 respond to orientation as well (“component motion”) and that only in MT cells
get (more) invariant to orientation indicating “pattern motion” [Movshon et al., 1985,
Movshon and Newsome, 1996] we utilize model V1 cells that pool over all orientations.
We focus our investigation on the role of feedback in motion disambiguation and there-
fore employ motion sensitive cells in model V1 that are not orientation selective (see
discussion in section 2.4.1). The input stage is divided in two steps: (1) cells selec-
tive to static oriented contrasts at a fixed spatial frequency and independent of con-
trast polarity. Consistent with [Movshon and Newsome, 1996] these cells also respond
to very weak contrasts, which is realized through shunting normalization (see below).
(2) direction selective cells, pooling over all orientation-selective cells at different time
steps, which yields a representation of visual motion independent of contrast orienta-
tion. This simplification does not contradict basic properties of motion selective cells in
V1, since immediate response properties of model cells concerning visual motion basi-
cally indicate component motion except at very few locations in the image with intrinsic
two-dimensional structures such as corners or line-endings (see sections 2.3 and 2.4).

Correlation based motion detector. We use oriented model complex cells’ to
compute a spatio-temporal correlation to measure local motion for a specific range of
velocities at each location. Eq. 4 to Eq. 7 (illustrated in Fig. 6) generate a raw motion
signal (encoded as population code in c(3)) which is computed from a pair of images.

c
(1)
t,x,α =

It,x ∗ ∂2
x(α)Gσ

0.01 +
∑

β|It,x ∗ ∂2
x(β)Gσ| ∗Gσ

(4)

c
(1)
t,x,α (Eq. 4) represents oriented complex cell responses normalized through shunting

inhibition. 8 orientations (α) were used for the simulations (“*” denotes the convolution
operator, “Gσ” is a Gaussian function, and “∂2

x(α)” the second directional derivative in
direction α). The convolution with the second derivative of an isotropic Gaussian filter
(with approx. σ = 1) was computed by applying twice a sampled first derivative of an
isotropic Gaussian filter (σ = 0.75) in order to preserve (numerically) a dc-component
of zero. Fig. 6a illustrates some examples for sampled first derivatives of a Gaussian.

c
(2+)
t,x,∆x = (

∑
α
c
(1)
t,x,α · c

(1)
t+1,x+∆x,α) ∗Gσ (5)

c
(2−)
t,x,∆x = (

∑
α
c
(1)
t+1,x,α · c

(1)
t,x+∆x,α) ∗Gσ (6)

c
(2+)
t,x,∆x and c

(2−)
t,x,∆x (Eq. 5 and 6) represent half-detectors for a specific velocity defined

by a shift ∆x = (∆x, ∆y) between two successive frames and can be interpreted as raw
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2 Neural model of motion perception

Figure 6: Initial motion detection using an extended Re-
ichardt detector. (a) First derivative Gaussian kernels for
different orientations applied twice to generate the complex
cell responses. (b) Schematic overview of the correlation
detector used as input stage of V1 (details see text).

correlation of model complex cell responses. These results are obtained by summing over
all orientations (as a consequence these results are not orientation specific any more) and
by pooling over a small spatial neighborhood with an isotropic Gaussian kernel (σ = 1).

c
(3)
t,x,∆x =

[c
(2+)
t,x,∆x]+ − 0.5 · [c(2−)

t,x,∆x]+

1.0 + [c
(2−)
t,x,∆x]+

(7)

c
(3)
t,x,∆x (Eq. 7) builds the final population code at each location indicating raw motion

estimatations (“[·]+” is a rectification operator realizing max(·, 0)). A shunting inhibition
normalizes these activities. This differs from the standard implementation of the full
Reichardt detector, which utilizes subtractive inhibition.

The key features of the mechanism are that (a) normalized complex cells responses
of all orientations are involved for motion estimation and that (b) even stationary pat-
terns can produce (weak) responses in a spatial velocity code (e.g., induced by a periodic

gray-level pattern). The resulting activities of initial motion detection c
(3)
(x,∆x) for differ-

ent velocities (encoded by ∆x) at different locations (x) indicate unambiguous motion
at corners and line-endings, ambiguous motion along contrasts and no motion for homo-
geneous regions.

We claim that the important difference between V1 and MT is the spatial size of
receptive fields and that the proposed mechanisms within each area and between each
area reveal properties consistent with physiological and psychophysical observations and
yield highly accurate visual motion estimations (see section 2.3). In the following, we
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2.2 Model

describe how different parts of the model contribute to the disambiguation of ambiguous
motion signals in a biased competition process, while motion discontinuities remain
preserved.

2.2.2 Motion processing in model area V1 and MT (motion integration)

Two areas, model V1 and model MT, with similar dynamics subsequently process the
initial motion signal in a recurrent loop (an outline is given in Fig. 5).

Here we outline the details of the architecture of both model areas which consists of
three steps: feedback modulation, feedforward integration, and lateral inhibition (see
Tab. 1 on page 18 for the parametrizations of processing stages in model V1 and MT).

The computational logic of recurrent feedback processing between two areas is that
the higher area integrates localized measures from the lower area over a larger spa-
tial range, or neighborhood, and thus evaluates these signals in a much larger context
[Hupé et al., 2001, Friston and Büchel, 2000]. Consider the higher area, MT, as one in
which cells evaluate their input via their feedforward input connection strength. Then
the resulting activity could be interpreted as a signature of the degree of match between
expected input (encoded by the input weights of receptive field kernels) and the current
input signal. Feedback in turn functions as a predictor that enhances those signals in
the lower area that are compatible with respect to feature specificity by way of top-down
modulation [Grossberg, 1980, Ullman, 1995, Mumford, 1994]. Such excitatory modula-
tory feedback interaction has the effect to provide those activations in V1 that match
the “expectations” of MT a competitive advantage in subsequent mutual inhibition.

The proposed modulatory excitatory feedback interaction has the following advan-
tages over alternatives: additive excitation could produce activation patterns which
are not present in the input pattern, while subtractive inhibition could completely
suppress the input pattern. Both, additive and subtractive interactions are depen-
dent on the strength of the input signal and, thus, are difficult to parameterize.
Such mechanisms, also called strong-loops, often lead to instabilities in network be-
havior that cannot be controlled in a working system [Crick and Koch, 1998]. Pure
modulatory interaction (gating) has the advantage to automatically scale its effect
with the strength of the input signal. However, similar to subtractive inhibition
simple gating may suppress relevant information in the input signal in cases where
no feedback is generated. Since we aim to model a gradual selection and enhance-
ment of relevant input signals to extract reliable information from the input patterns,
we employ the described mechanism of excitatory feedback modulation (soft-gating;
[Neumann and Sepp, 1999]). Thus our model adopts the “no strong loop”-hypothesis
developed by [Crick and Koch, 1998]. Note, that a similar excitatory modulation mecha-
nism was proposed by [Eckhorn et al., 1990, Eckhorn, 1999, Eckhorn et al., 2004] where
“linking synapses” realize the facilitation of certain neural connections using lateral in-
formation.

Moreover, modulatory feedback can be compared with the IOC analysis of motion
integration, since the input signal constrains the feedback signal and the intersection of
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2 Neural model of motion perception

both gets emphasized8.

Before integrating the modified input signal, it is squared to sharpen the distribution.
Then the signal is processed by cells with isotropic spatial and isotropic directional
Gaussian receptive fields (Eq. 9). This feedforward integration can be compared
with vector average if the population code is interpreted as the sum of its components.

Cell activities are normalized subsequently by lateral shunting inhibition (Eq. 10):
The sum of activations of cells sensitive to any velocity at a specific location normalizes
the total energy [Simoncelli and Heeger, 1998]. Therefore unambiguous signals (indicat-
ing the presence of only one or only a few velocities) get emphasized while ambiguous
signals (indicating many possible velocities) lead to flat population responses. This step
is similar to a feature tracking mechanism, whose behavior in our model emerges from
the dynamic behavior of the system without employing any explicit feature detection
mechanism.

Each model area consists of three stages of processing whose dynamics are defined by
the following equations (compare Fig. 5, see section 2.3 for the steady-state solutions
used for the simulations):

∂tv
(1) = −v(1) + netIN · (1 + C · netFB) (8)

∂tv
(2) = −v(2) + (v(1))β ∗G(x,space)

σ1
∗G(∆x,velocity)

σ2
(9)

∂tv
(3) = −0.01 · v(3) + v(2) − (

1

2n
+ v(3)) ·

∑
∆x

v(2) (10)

where netIN is the input of the model area (e.g., the output of the correlation detector
for model V1) and netFB is the feedback signal (e.g., the output of model MT for model
V1). ’*’ denotes the convolution operation and Gσi

are Gaussian kernels in space (Gσ1)
and in the velocity domain (Gσ2). Velocity is coded by a spatial shift ∆x per frame. β
is a constant that steers the strength of the non-linearity which is used to enhance small
activitiy differences (β = 2 if not mentioned otherwise) and n denotes the number of
cells tuned to different velocities at any specific location.

model area netIN netFB C kernel size σ1

(spatial)
kernel size σ2

(velocity)

V1 c(3) v
(3)
MT 100 0 (dirac) 0.75

MT v
(3)
V 1 0 0 7 0.75

Table 1: Parametrization of Eq. 8 - 10 for model area V1 and MT: spatial receptive field (RF)
ratio V1:MT = 1:5 (the RF size of cells in model V1 is defined by the RF sizes of the correlation

detector:
√

2σ2 = 1.41 (σ = 1), and the RF size of MT cells is influenced by the RF sizes in V1:√
1.412 + 72 = 7.14).

8In this section we particularly focus on the feedforward-feedback interaction between areas V1 and
MT. This does not deny, however, the existence of (modulatory) feedback connections from, e.g.,
area MST or feedback modulation by any high-level attention signal. Such an extension can be
incorporated by adopting the model mechanisms of MT-V1 feedback modulation also at the stage
of model MT (compare section 4).
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2.2 Model

Compared to model V1 the enlarged receptive field (RF) sizes in model MT (RF
ratio V1:MT = 1:5, see Tab. 1) lead to less ambiguous signals since the influence of
unambiguous motion features generated by, e.g., line-endings is larger due to a larger
aperture. We propose a solution to the aperture problem by feedback of activities from a
higher stage which provide a larger context of motion integration. Thus, less ambiguous
MT responses from large spatial regions are combined with ambiguous but spatially
localized V1 cell responses such that these signals in turn become less ambiguous. The
temporal evolution of this disambiguation process in turn spreads, of fills-in, along the
moving shape outline like a traveling wave that is triggered by localized features. Again,
we emphasize that this disambiguation is achieved by the network dynamics without the
use of specialized feature detectors and explicit mechanisms for decision-making.

Similar to other models, cue integration is based on zero-order features (spatial prox-
imity and proximity in velocity space; see Eq. 9). For simplicity, higher order features,
such as the velocity gradient (e.g., [Martinez-Trujillo et al., 2005]) are not included.

To handle continuous sequences of images (instead of using a constant input from the
correlation results of just one image pair) the feedback signal has to “follow” the detected
motion. This is realized by shifted synaptic feedback connections corresponding to the
velocity (represented by ∆x) in accordance to the cells’ maximum sensitivity and thus
represents a kind of prediction mechanism.

2.2.3 Interpretation of population code

Each population of cells at each location indicates velocities by an activity pattern,
which ideally consists of a minimal number of active cells after disambiguation. This
minimal number is constrained by the velocity and spatial tuning of the cells: consider
an ideal Dirac impulse to be present at the first stage of a model area, which represents
a motion pattern to unambiguously indicate a single velocity. The next processing stage
(spatial integration, Eq. 9) will generate an activity pattern, which is described by a
Gaussian corresponding to the convolution kernels applied in Eq. 9. As a consequence
the most unambiguous possible outcome of our model are unimodal Gaussian shaped
activity patterns at each location in each layer. Thus, for the interpretation of the
population code we assume unimodal activity patterns to represent the final solution of
the model. The normalized sum of the velocity vectors to which the cells of a population
are tuned to, weighted with the corresponding activities determines the detected velocity
at each location (Eq. 11). Using homogeneous coordinates Eq. 11 can be rewritten as a
population vector estimator (Eq. 12; [Deneve et al., 1999]).

mest =

n∑
i=1

mi · [vi]
+

n∑
i=1

[vi]+
(11)

Mest =
n∑

i=1

Mi · [vi]
+,M =

(
m

1

)
(12)
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2 Neural model of motion perception

where n is the number of cells in the population, [vi]
+ the rectified cell activities, mi

the velocities the cells are tuned to, and mest the estimated motion vector. Captial
letters (M) in Eq. 12 represent motion vectors in homogeneous coordinates, which can
be projected to non-homogeneous coordinates.

2.3 Results

The model dynamics described in the previous section emerges from a layered architec-
ture of cells, or groups of cells, in which each area is represented by three layers. Model
cells were considered as single compartment entities whose gradual activation dynamics
follow shunting, or membrane, properties. The network can be shown to obey bounded
input/output stability. Since the equations equilibrate fast, we simulate the dynamics
using steady-state equations in order to save computing time (see Eq. 13-15 correspond-
ing to Eq. 8-10). The spatial extend of the employed linear filter kernel in model area
MT (G(x,space)

σ1
in Eq. 14) is depicted in Fig. 7.

v(1) = netIN · (1 + C · netFB) (13)

v(2) = (v(1))β ∗G(x,space)
σ1

∗G(∆x,velocity)
σ2

(14)

v(3) =
v(2) − 1

2n
·∑∆xv

(2)

0.01 +
∑

∆xv(2)
(15)

Computational simulations demonstrate the ability of the presented neural architec-
ture to cope with synthetic image sequences as well as with natural sequences. The
same set of parameters (table 1) was used for all simulations if not stated otherwise.
The number of iterations varied, depending on how many frames were available. The
number of cells to represent the velocity space was chosen to be 225 (∆x ∈ {−7, ..., 7}2,
including ∆x = 0).

Figure 7: Left: Spatial ex-
tend of the Gaussian kernel
used in model MT (Gσ1 with
σ = 7; weights are shown
as luminance, zero weights
are black). Right: Zoomed
part of a frame from an ex-
ample sequence, printed at
the same scale as the kernel
shown left.
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2.3 Results

2.3.1 Empirical data

We investigated the model by probing it with artificially generated image sequences
utilized in physiological and psychophysical experiments.

Solution of the aperture problem

Simulations of model V1 and MT qualitatively confirm the results from neurophysio-
logical recordings of the time course of MT cells [Pack and Born, 2001]: Model MT cell
responses along the extended contrasts initially signal normal flow (perpendicular to
the contrast orientation and corresponding to “component motion”) like in the exper-
imental observations. In the psychophysical experiment the cells’ selectivity gradually
switches after approximately 150ms to signal the true velocity. In our model this change
is facilitated by filling-in correct motion interpretations derived from intrinsic feature
signals at line endings or corners (Fig. 8). As a consequence, our model suggestions
are two-fold: (1) the spatial distance of MT cells from unambiguous motion features
directly influences the time until the signal is completely disambiguated and (2) scale
invariance is achieved through temporal integration of disambiguated motion estimates
along boundaries. Note that the filling-in process preserves spatially localized responses
due to modulatory feedback. Our model generates disambiguated motion cell responses
in MT as well as in V1. This predicts that recordings of motion sensitive cells in V1
should result in similar time courses than for cells in MT. There is no clear evidence that
V1 cells behave similar to MT cells. This may be a consequence of the receptive field size
of V1 cells, which makes it extremely difficult to obtain spatially accurate physiological
measurements over time for moving objects. However, recent physiological studies show
that subpopulations of V1 cells near line endings actually encode pattern motion and
show similar dynamics as cells in MT [Pack et al., 2003] (see discussion in section 2.4.1).

Neural hysteresis

The following experiment shows how feedback processing causes the model to generate
neural hysteresis and emphasizes the role of feedback for the disambiguation process.
Fig. 9 illustrates how neural hysteresis is generated by processing a random dot cine-
matogram, gradually changing from rightward to leftward motion or vice versa. Such
displays induce perceptual hysteresis, indicating interactions with a short-time memory
[Williams and Phillips, 1987]. Such an interaction may help to stay locked-in to an ini-
tial decision (e.g. leftward motion) until the stimulus has changed enough to switch
to another alternative (e.g. rightward motion). The feedback signal in our model can
be interpreted as short-time memory since it contains information from preceding time
steps. Model simulations show that hysteresis is generated as a consequence of feedback
processing. Without feedback our model (1) generates no hysteresis behavior and (2)
the motion signal never gets completely disambiguated (maximum of approx. 80% cor-
rect flow information for purely left- or rightwards motion, see Fig. 9b). The later effect
occurs since the correlation detector used in the input stage cannot distinguish between
the different stimulus dots, which leads to a high ambiguity in the correlation signal
(similar to most other motion detectors). If feedback is applied, motion gets completely
disambiguated and 100% right- or leftwards motion is indicated (even in the presence of

21



2 Neural model of motion perception

dots with switched direction) until the signal represented by MT cells switches nearly
immediately to 100% of the other direction. This behavior can be interpreted as neural
decision making.

Figure 8: Example of processing an artificial test sequence showing a rectangle moving to the lower
right and a bar moving to the left (100 × 100 pixel). A: Temporal development (t = 1, ..., 9) of the
direction indicated by local model MT cell populations at three different image locations (indicated
by simulated “electrodes”). The direction of motion measured at the corner (electrode 1, ”•”) points
toward the true direction of motion (45◦) from the beginning, while on the edge (electrodes 2 and
3, ”◦”, ”4”) flow initially measured orthogonal to the orientation of local contrast (90◦) gradually
changes to the correct direction. Cell populations spatially more distant from locations with initially
unambiguous estimations take longer to get disambiguated. B: Real data showing the temporal course
of direction indicated by a cell population in macaque area MT located on a moving bar pattern, redrawn
and adapted from [Pack and Born, 2001]: (1) 60ms after stimulus onset motion is orthogonal to the
orientation of the bar. (2) 150ms after stimulus onset correct motion is indicated. The temporal activity
pattern of model cell populations qualitatively matches the temporal pattern of activity in macaque MT
by rescaling the temporal axis by an appropriate factor. C: Temporal development of V1 cell population
responses. Populations of motion sensitive cells representing the local velocity space are illustrated at
given locations indicated by small circles (dark=low activity, light=high activity). t = 1: Initial flow
estimations (V1) at different (subsampled) cell locations and activity patterns of selected cell populations
(large arrows: true direction of motion). t = 3 and 5: Demonstration of the disambiguation process.
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2.3 Results

2.3.2 Quality and properties of estimated motion

We demonstrate that the same model utilized in the previous sections with the same
parameter settings is able to process realistic sequences. These test cases were also used
in benchmark tests for technical motion detection approaches.

Angular error of estimated image motion
Figs. 10 and 12 illustrate the ability of the model to segregate different regions of visual
motion. The artificially generated sequence of a flight over the Yosemite national park
simulates self-motion over a static environment which leads to an expanding flow pattern
with the exception of clouds moving horizontally to the right (see [Austvoll, 2005] for a
discussion of this sequence). The resulting flow estimation demonstrates that the model
is able to extract motion induced by gray-level sequences of different frequencies although
the correlation detector is based on only one small scale (the clouds are represented on

Figure 9: Perceptual hysteresis effect and model feedback for motion disambiguation. The proportion
of MT cell activities indicating rightward motion (

∑
activitiesright/

∑
activitiesleft+right) is plotted

for each frame, processing two random dot cinematograms (each sequence shows 60 moving dots and
consists of 60 frames, 40×40 pixel): In the first sequence (sequence a, solid line) the dots are initialized
with a random position and a velocity of 3 pixel/frame to the right. In each frame one right-moving dot
changes its direction by moving to the left. In the second sequence (sequence b, dashed line) the dots
have an initial direction to the left, switching one after the other to the right. A: Feedback processing
disambiguates the signal and generates a directional hysteresis effect that indicates the inertia generated
by “locking in” the prediction from top-down feedback of a motion direction measured over time. Both
sequences show an initial ambiguity in estimated motion (relative activity is 80% and 20% for correct and
incorrect motion, respectively), because the correlation detector confounds corresponding dots within
a certain neighborhood. Therefore, wrong velocity cues are detected in addition to the correct ones.
After a few iterations of feedback processing the MT cells are disambiguated and indicate a perfectly
coherent motion signal (100% or 0% rightwards). The response for sequence a (solid line) switches from
rightward to leftward motion between 60% and 75% of changed dot directions, whereas for the sequence
b (dashed line), it switches from leftward to rightward motion between 40% and 25% of changed dot
directions (hysteresis). B: Without feedback (C=0, see Tab. 1 on page 18) no hysteresis is generated.
The sum of cell activities indicating rightward motion is proportional to the relative amount of dots
moving to the right. The initial ambiguity of 80% vs. 20% correct and incorrect motion responses is
not resolved.
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a much coarser scale than the ground).

Fig. 10 shows the quantitative analysis of the processing results for the Yosemite
sequence. We obtain a flow field of 100% density with an average angular error of 6.20◦

after ten iterations. This result compares well with technical solutions which produce less
accurate estimations in most cases [Barron et al., 1994, Nicolescu and Medioni, 2003].
The median error of 2.95◦ after 10 iterations illustrates the robust model performance
when outliers near region boundaries are excluded that exclusively occur at the horizon.
Note, that [Barron et al., 1994] did not use iterations and multi-resolution to refine the
results of the computational models they have compared, specifically in those approaches,
where iterations and multi-resolution processing would be optional. However iterations
were used, e.g., to propagate smoothness constraints [Horn and Schunk, 1981], which
can be compared to our relaxation process. Again, we point out, that our approach
relies on a single-scale estimation of visual motion, which is subsequently integrated and
in turn updated by context information.

Motion segregation in real world sequences
Natural image sequences recorded by cameras are noisy and there is high probability
to encounter complex imaging conditions like occlusions and non-rigid motion. The
proposed architecture successfully deals with a large set of natural sequences including
traffic sequences and animals in motion. Fig. 11 illustrates the results for two examples: a
traffic sequence with the moving taxi and a moving zebra. Feedback processing combines
temporal information in order to segregate motion and to eliminate outliers and noise.
The spreading of unambiguous flow is visible especially where the aperture problem arises
(along the stripes of the zebra) and where occlusion falsifies initial motion estimates (the
border of the cars). Object segregation capabilities of the model are sketched in Fig. 12.
Concurrent interaction (shunting inhibition) in velocity space (including zero velocity,
∆x = 0) segregates regions of different motion from each other as well as from regions
with stationary contrast configurations.

2.3.3 Feedback vs. hierarchical feedforward processing

Despite the fact that the model performed well in the example sketched in Fig. 8 or
Fig. 10, the question arises, whether similar performance could also be achieved with a
strict feedforward hierarchy of model areas with increasing receptive field sizes? This
idea would suggest that objects of a certain size are processed by cells with appropriate
receptive field sizes. The problem which arises with such an architecture is illustrated
in Fig. 13. A temporal sequence that shows a moving square is processed by different
hypothetical model areas with different receptive field sizes build upon model V1 (we
simply varied the receptive field size of cells in model area MT). These results show
that for receptive field sizes which solve the aperture problem the spatial localization is
completely lost, such that the precise position of a moving feature cannot be extracted
from the resulting optic flow estimations.

Thus, a hierarchical feedforward model using the described architecture with simple
Gaussian receptive fields and no additional mechanisms would not be able to successfully
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Figure 10: A: Detected motion using an artificially generated sequence of 4 frames simulating a
flight over the Yosemite national park (316 × 252 pixel resolution); shown: motion indicated by V1
cell populations. Expanding flow is caused by selfmotion through a static scene (the ground) and
rightward translational flow by moving clouds (upper region of the horizon). Motion is detected even
though the underlying gray-level structure has strongly varying spatial frequency content, or scale. Both
regions of motion (ground and clouds) are clearly segregated from each other after a few iterations of
V1-MT feedback processing. B-C: angular error of the optical flow direction indicated by MT cell
populations processing the first two frames of the Yosemite sequence (since there is no ground-truth
available for the movement of the clouds, we assumed a horizontal motion to the right (according to
[Barron et al., 1994]). B: spatial configuration of the angular error at different time steps (dark=large
errors, light=small errors). Error peaks occur at flow discontinuities (clouds and ground). Note that
the regions containing these outliers are much smaller than the RF-size of MT cells (indicated at the
top left of each image). C: temporal development of the average and the median angular error (of
the entire flow field). The average error almost converges after 5 iterations and slightly improves to
6.20◦ after ten iterations. The median error of 2.95◦ (after ten iterations) illustrates the accuracy of
the model excluding outliers, such as errors of approximately 180◦ which occur at region boundaries
along the horizon.
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process arbitrarily sized motion sequences.

2.3.4 Feedback vs. lateral information processing

Concluding from the last paragraph, an important implication from feedback is that
spatial accuracy is preserved by combining estimations generated in different spatial
scales. In the presented model this is achieved by the interplay of two structurally
identical model areas, but could this also be achieved by only one model area? To

Figure 11: Detected motion using real world sequences (4 frames). A: the Hamburg taxi sequence
(256 × 190 pixel resolution). B: a walking zebra (http://www.junglewalk.com (03/2004), 320 × 240
pixel); shown: motion indicated by MT cell populations. Initially erroneous flow information is eliminated
where no motion occurs and slight directional corrections can be observed where flow information is
affected by the aperture problem (at the border of the cars or the stripes of the zebra).

26



2.3 Results

simulate this, we modified our model in the following way: model area V1 is nearly
omitted (raw motion estimations are directly feed to the input to model area MT, no
nonlinearities and no feedback were applied) and feedback from the output of model MT

Figure 12: Object segregation capabilities of the model. Display of maximum MT/V1 activities that
were normalized against global minima and maxima for the sequences in Figs. 10 and 11A (dark=low
activation, light=high activation). Low activation appears due to strong competition at locations of
high motion contrast. A: in the taxi sequence the cars are clearly segregated from the background and
against each other. B,C: the Yosemite sequence reveals two major regions of motion, namely ground
and sky/clouds. It shows that the motion signal in V1 (C) contains some structural information which
is averaged in MT (B).

Figure 13: Results of feedforward motion estimations with increasing receptive field sizes. (a) motion
estimation of model area V1 for square moving in diagonal direction to the bottom right. (b-f) motion
estimations with receptive fields which double their size from one subfigure to the next. (d) corresponds
to the receptive field size used in model area MT. For very large receptive fields (f), which cover
large parts of the object of interest, the aperture problem is solved. However, the spatial localization
is completely lost, such that the precise position of a moving feature cannot be extracted from the
resulting optic flow estimations.
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is linked directly to the input of model MT (intra-areal feedback, see Fig. 14b). Motion
interpretations were extracted from the subpopulations of model area MT at stage v(1)

(after the feedback modulation). The results in Fig. 14 show that with only one model
area the disambiguation process is much slower. This can be explained by the fact that
nonlinearities and the normalization in V1 already amplify unambiguous local motion
cues, which then contribute more activity to model area MT. Our results also indicate
a possible loss of scale invariance if the information processing in model V1 is left out
(Fig. 14e,f).

2.3.5 Interpolation properties

Here, we investigate the capability of the model to interpolate velocities and to detect
motion patterns including velocity gradients. From the facts that (1) only cells tuned
to integer-valued velocities are employed by the model and (2) that only zero-order
features (proximity in space and velocity) are used to group the information represented
by different cell populations the following questions arise: first, is the model able to
detect and represent also real-valued (intermediate) velocities, and, second, is the model
able to interpolate between neighboring locations to produce smooth vector fields in
the presence of non-zero velocity gradients? The results presented in this subsection will
answer both questions. We investigate different variations of the model, where the speed
tuning of cells in both model areas is changed in the following ways: The square operation
(Eq. 9 with β = 2) in omitted in individual or both model areas (βV 1, βMT ∈ {1, 2}) and
the standard deviation of the smoothing operation in the velocity field (velocity tuning)
in changed in both model areas (σ2 ∈ {0.05, 0.75, 1.5, 2.25, 3.00, ...}, not all data shown).
Unless stated otherwise all results represent the relaxed model state after 10 iterations
of feedback processing.

Detection of intermediate velocities

To evaluate the ability of the model to detect intermediate velocities (in relation to
the velocities to which the cells are tuned to) we present image sequences with the
corresponding subpixel velocities (x/8 pixel per frame, x ∈ Z). The input sequences
were generated by horizontally shifting images (Brodatz textures; [Brodatz, 1966]) by x
pixels followed by a rescaling of the images by the factor 1/8 (similar as for Gaussian
pyramids; Burt and Adelson, 1983). The reduced images have a size of 80x41 pixel.
For this experiment only cells tuned to horizontal motion are utilized. Fig. 15a shows
that for the default parameter for the velocity blur (σ2 = 0.75) the square operation
(βV 1 = βMT = 2) generates a bias towards the velocities the cells are tuned to (0, 1,
2, pixel/frame). This can be explained by the fact that the balance or relative sizes of
correlation values (the input to the model) are changed by the square operation. Using
linear functions (βV 1 = βMT = 1 or βV 1 = 1, βMT = 2) there is no such bias, but
the disambiguation process is less effective: the resulting population codes indicate a
large number of different velocities. Such populations then indicate velocities which are
biased towards the zero velocity (see Fig. 15a and 15c). This can be explained by the
vector sum used in the population vector estimator (Eq. 11) because an equal amount

28



2.3 Results

of cells is tuned to positive and negative speeds and directions: the unweighted vector
sum of all vectors represented by individual cells of a population is zero. Fig. 15b shows
that the ability of detecting intermediate velocities can be achieved using the square

Figure 14: (a) sketch of the presented model (see section 2.2 and Fig. 5) and estimated velocities
after 9 iterations of feedback processing of a square moving diagonally to the bottom right. (b) shows
a model variation and estimated velocities where information processing in model area V1 is omitted
and feedback directly modulates the input to model area MT (intra-areal feedback). (c,d) show the
population code in the center of the top edge of the square at different time steps (measured in
iterations) of both model variations (a) and (b), respectively. (d) Without additional signal processing
in model area V1 the disambiguation process takes much longer and is still influenced by form constraints
(aperture effect) after 9 iterations. (e) and (f) illustrate the result of motion estimation of the sequence
described in Fig. 8 after 6 iterations of feedback processing. Without the additional amplification of
unambiguous signals in model V1 (f), the propagation is too slow to disambiguate the entire scene in
the given time. Especially very small features (e.g. as the left line ending) are not dominant enough to
initiate the disambiguation process.
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operation in both areas by changing the size of the feedforward receptive fields in the
velocity domain (speed tuning, σ2). For larger values of σ2 (σ2 = 1.50) the model
detects smoothly interpolated velocities. As a side effect for larger values for σ2 cells in
V1 generate more noisy motion patterns (Fig. 15c). This can be explained by the fact
that the disambiguating or predicting signal from MT is less focused on one velocity,
and therefore allows more variation in V1.

Detection of motion patterns with velocity gradients
Image sequences containing velocity gradients represent a difficult challenge to the model,
because grouping is based on zero-order features, which favors regions with homogeneous
velocities. We therefore present sequences with non-zero velocity gradients, showing a
tilted surface moving rightwards (around the y-axis in camera coordinates) in front of a
background (see Fig. 16a). As a consequence of the perspective projection, closer parts of
the moving surface induce faster visual motion than parts which are farer away. The hori-
zontal component of visual motion for horizontal 3D translation can be computed by pro-
jecting the 3D translation with the perspective camera model [Trucco and Verri, 1998]:

∆x

frame = Txf
Z

, where f is the focal length, Tx the horizontal 3D motion, ∆x the horizontal
image velocity per frame, and Z the depth of the corresponding point of interest. For
a centered fronto-parallel plane rotated θ degrees around the vertical axis in the center
of the object located Z0 units away from the focal point of the camera and moving par-
allel to the X-axis of the camera reference frame (see Fig. 16a) this yields the following
equation:

∆x

frame
=

Txf

Z0

(
x

f
tan(θ) + 1

)
(16)

where x is the horizontal location in the image plane. Thus, we obtain a linear gradient
of horizontal velocities with respect to the horizontal spatial location. Similar as for
the first experiment only cells tuned to horizontal motion are utilized. Based on the
previous experiment we use βV 1 = βMT = 2 and σ2 = 1.50 for this experiment. Fig. 16b

Figure 15: (Facing page.) Detection of intermediate velocities. Different velocities (in steps of 1/8
pixel/frame) are processed by the model with different configurations. The detected velocities for
the entire field of view (80x41 pixel) after 10 iteration of feedback processing are shown as boxplots.
Ideally, the median or the region between the first and third quartile (indicated by the “box in the plots
which represent 50% of all measurements for one sequence) should be located on the diagonal axis.
(a) detected speeds in model area MT for different configuration of βV 1, βMT . Without nonlinearities
the model is not able to resolve ambiguities (left). As a consequence for non-zero speeds a bias is induced
towards the center of all represented velocities (zero). Nonlinearities in MT sharpen the signal, which
leads to better disambiguation (center). Nonlinearities in both areas lead to strong biases towards
speeds to which individual cells are tuned to (right). (b) In the presence of nonlinearities the bias
towards specific speeds is influenced by the broadness of the speed tuning (left to right). (c) Velocity
indicated in area V1 reveals that model versions with nonlinearities generate more accurate results that
model versions without nonlinearities. The plotted results correspond to the framed plots in (a,b). The
median of the model version without nonlinearities in V1 is biased towards zero motion (left). For the
other two plots motion indicated in V1 corresponds to motion indicated in MT. For higher values of σ2,
more noisy acitivity patterns are observed in V1 (center, right).

31



2 Neural model of motion perception

reveals step-like structures instead of a continuous speed gradient in area MT. This
artifact is caused by the grouping mechanism (Eq. 13-15 applied iteratively for each
model area), which favors similar velocities at nearby locations. Apart from this artifact

Figure 16: Interpolation of velocities. (a) A tilted rectangle is moving rightwards in front of a
planar background. Perspective projection leads to a continuous speed gradient, increasing from left to
right (sequence rendered with Povray using Brodatz textures). The sketch on the right illustrates the
rectangle (gray), which is tilted θ = 45 degrees around the y-axis and moves parallel to the x-axis. The
ground truth of the presented visual motion is computed (using the camera parameterization used by
Povray; see text) and shown in (b). We process only the central part of the images (61x512 pixel). (b)
Detected velocities after 10 iterations of feedback processing using βV 1 = 2, βMT = 2, and σ2 = 1.50.
Motion between the first and second frame (lower line; slow input), and between the first and the third
frame (upper line; fast input) is detected. The ground truth is overlaid as solid line. Compared to
Fig. 15, where homogeneous fields of motion were detected, the present velocity gradients cannot be
perfectly detected. Spatial grouping induces biases, which lead to step-like artifacts, especially where
small motion gradients are present.
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Fig. 16 shows that the model achieves a sharp segregation of object motion from the
background matching the ground truth computed according to Eq. 16.

Real-word example
In Fig. 17 we show the effect of different blurring factors for a real-world sequence
(the Yosemite-sequence actually is an artificial sequence with real-world textures). Here
we utilize cells tuned to velocities ∆x, ∆y ∈ {−7, , +7}. We consider only parameter
variations of σ2 (βV 1 = βMT = 2). The observations concerning the interpolation of
velocities and the detection of subpixel (intermediate) velocities can be verified in this
2D example: for small blurring factors (σ2 = 0.05) no interpolation is achieved. For
larger blurring factors we increase the amount of noise in V1, but get better interpolation
properties in both model areas.

The results in this subsection demonstrated that sharp speed tuning does not allow
the interpolation of velocities and biases the detected motion of intermediate velocities

Figure 17: Interpolation of velocities on real image sequences. (a-c) Maximum activity of model
V1 and MT cells at each location for different velocity tunings after model relaxation (6 iterations of
feedback processing). Strong inhibition (relative to other locations) is indicated by dark areas. (a)
σ2 = 0.05, sharp segregation of regions of different motion lead to separated patches of activity.
Nearly no interpolation is possible, caused by strong and sharp lateral inhibitory interactions. (b)
σ2 = 0.75, similar velocities produce less inhibition than in (a), which allows better interpolation for
such configurations. (c) σ2 = 1.50, only regions with very large differences in velocity space are
segregated from each other (ground and sky). Similar velocities are grouped together. (d) motion
indicated by model V1 for σ2 = 0.05. Borders of patches indicated in (a) are marked manually. No
interpolation is visible. (e) motion indicated by model V1 for σ2 = 1.50. Better interpolation visible (no
patches). Motion estimation is more noisy caused by the less specific feedback (broad velocity tuning).

33



2 Neural model of motion perception

(velocities, to which no cells are directly tuned to). We further showed that the non-
linearity (β = 2) used in Eq. 9 is necessary for the disambiguation process, and that
with a velocity tuning which is large enough (σ2 = 1.50) the model is able to extract
intermediate velocities. Despite the high accuracy achieved by our model for subpixel
velocities in regions of homogeneous motion (up to an accuracy of 1/8 pixel per frame
in our example), the model fails in extracting perfectly velocity gradients. This minor
deficit is caused by the grouping process which is solely based on the distance in space
and in the velocity space (zero order features) and could be overcome by integrating
higher order features.

2.4 Discussion

In this section we presented a new computational framework of recurrent motion pro-
cessing to integrate and segregate visual motion signals. In the following we discuss the
model’s biological plausibility, compare it with existing models of motion processing,
and summarize the major contributions.

2.4.1 Relevance and biological plausibility

As a result of our modeling investigations, we provide evidence that experimentally ob-
served behavior is generated by network dynamics that emerges from several elementary
operations and functional principles of layering and connectivity. With the detail of em-
ployed model components it was not our primary focus to quantitatively fit physiological
data. Instead our model serves as a link between physiology and perceptual behavior,
which also enables to process real world image sequences for benchmarking. The model
suggests key principles of motion disambiguation and integration. Here we discuss the
biological plausibility of the employed mechanisms.

• Hierarchical motion integration in V1 and MT. There is both, struc-
tural and functional evidence for the mechanisms and layered organiza-
tion of our model. Anatomical and physiological studies suggest inter- and
intra-areal connections also used in our model [Van Essen and Galant, 1994,
Maunsell, 1995]. Motion sensitive cells can be found in area MT as well as
in the primary visual cortex [Maunsell and Van Essen, 1983, Gur et al., 2005].
[Movshon and Newsome, 1996] found evidence that directional information in area
MT is computed on the basis of motion responses in area V1, which supports the
idea that we have Reichart detectors located in model V1 and not in model MT.

• Motion detection in primary visual cortex. Physiological studies
[Movshon et al., 1985] have shown that cells in V1 are sensitive to “component
motion” (motion along oriented contrasts) while cells in MT are less sensitive to
oriented components but signaling “pattern motion”. Since our focus is on the
investigation of feedback in the processing of motion stimuli, we kept the input
stage to the model as simple as possible. As a consequence, we assumed motion
sensitive cells in V1 to be independent of contrast orientation. We claim that
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this does not constrain the capability of our model to resolve ambiguities among
motion sensitive V1 cells if they were sensitive to orientation as well, because mo-
tion signals indicated by such cells inherently contain ambiguities by the definition
of “component motion”. However such an approach would obscure the disam-
biguation process described by our model, which is a consequence of lateral and
feedback interactions between both model areas differing in the spatial scale of
integration. We claim that model V1 could be adapted by incorporating further
details to match physiological properties of V1, such as spatial frequency tuning,
contrast polarity, and orientation tuning [Hubel and Wiesel, 1968].

• Motion integration in primary visual cortex. There is recent physiological
evidence that V1 cells partly can encode pattern motion (thus motion independent
of the orientation): [Pack et al., 2003] showed that the time course of a subpopu-
lation of V1 cells is similar to the time course of cells in MT solving the aperture
problem near line endings. This is consistent with the prediction of our model
that cells in V1 and MT are disambiguated simultaneously as a consequence of
feedback and local competitive interaction.

• Shunting normalization. Lateral inhibition (normalization) is accomplished
in our model by an isotropic center-surround interaction, which represents the
simplest way to realize that functionality. The shunting equation (Eq. 10) account
for neuronal activity saturation and reflects that excitation and inhibition do not
sum linearly (e.g., [Mel and Schiller, 2004]).

• Feedback modulation. The proposed modulatory feedback mechanism
is supported by recent physiological investigations of feedback connections
between early visual areas (V1, V2 and V3) and MT [Hupé et al., 2001,
Friston and Büchel, 2000]. For example, [Hupé et al., 2001] show that cell activi-
ties in V1 are highly affected by feedback from MT in a excitatory manner shortly
after stimulus onset. This is consistent with our model, in which only excitatory
feedback modulation is used (1 + netFB ≥ 1, see Eq. 8).

• Temporal aspects of motion integration. As a result of recurrent processing,
and consistent with physiological recordings of the time course of MT neurons
[Pack and Born, 2001], our model disambiguates the motion signal shortly after
stimulus onset. Here the time to establish the final percept is influenced by the
strength of the feedback connections, the RF field size ratio between V1 and MT,
and – as a prediction of our model – by the spatial extension of the region of
ambiguous motion (see Fig. 8). The time course of MT cell populations was also
investigated by [Pack and Born, 2001] for different bar lengths (2-8 degrees). Con-
sistent with our results, the time required to disambiguate such stimuli was roughly
proportional to the bar length (Pack, personal communication, 12/2003). More-
over, [Girard et al., 2001] found that the speed of cortical feedback connec-
tions were significantly faster than feedforward and horizontal connections.
Many horizontal connections were more that twice as slow as the median speed of
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feedback connections, even that recordings were done within a couple of millime-
ters away from the stimulation electrode. Although [Girard et al., 2001] focused on
area V1 and V2 in the monkey, the authors argue that the conduction times from
V1 to V2 are similar to V1 and MT. [Movshon and Newsome, 1996] found fast V1
responses mediated through stimulation in area MT in the monkey with conduc-
tion times ranging from 1.0ms–1.7ms for antidromic9 activations and 2.0ms–50.0ms
for orthodromic10 activations. The findings from [Movshon and Newsome, 1996],
however, also suggest that spike-timing (or synchronicity) may play a role in feed-
back processing.

2.4.2 Comparison with existing models of motion processing

Different stages and computational mechanisms utilized by our model were also utilized
in other biologically inspired as well as computational models. For the purpose of better
readability, we organize our discussion according to the different categories of existing
models of motion estimation, namely pure feedforward and recurrent models.

Feedforward models.

• [Simoncelli and Heeger, 1998] proposed a model of detecting motion energy in ar-
eas V1 and MT using linear spatio-temporal filters. Individual motion estimates
are normalized by dividing individual responses through the average response of
activity in a spatial neighborhood. This center-surround mechanism has also been
employed in our model. We achieve such a normalization by an antagonistic mech-
anism that involves shunting inhibition. The net effect leads to a divisive inhibition
at individual locations by average activities integrated over a neighborhood in the
space-velocity domain. Unlike Simoncelli and Heeger, we have incorporated a
mechanism of modulatory feedback, which disambiguates the motion signal and
spreads activities over longer distances, solving the aperture problem. It is worth
mentioning that their filters in V1 and MT differ from our mechanisms and model
the fact that motion sensitive cells in V1 have less or no speed tuning. Such filters
could also be used in our model, but in order to focus on the influence of feedback
processing we omitted any additional parameters.

• [Nowlan and Sejnowski, 1994, Nowlan and Sejnowski, 1995] described a model of
motion integration which utilized an explicit selection signal that is computed
to determine the regions in the visual field where velocity estimations are most
reliable. Motion sensitive cells are then gated by this signal to produce the final
estimate. Note that the way they learn how to compute the selection signal is an
elegant method which may be applied to learn a normalization process like the
one described by [Simoncelli and Heeger, 1998]. Our model differs in several ways
from Nowlan’s approach. While their approach utilizes a feedforward scheme our

9Conducting impulses in the opposite direction to normal (e.g., [Eyzaguirre and Kuffler, 1955].
10Conducting impulses in the normal direction (e.g., [Eyzaguirre and Kuffler, 1955].
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model combines feedforward estimates with feedback integration and prediction.
As a consequence, initial rough estimates are integrated and evaluated over time
within a recurrent loop of matching velocities and motion predictions generated
in area MT. As a byproduct the determination of reliable motion estimates is
computed implicitly in our model instead of explicitly generating a decision-like
selection signal.

• [Weiss and Fleet, 2001] and [Weiss, Simoncelli and Adelson, 2002] solved the
problem to determine the velocity of a moving object using a Bayesian estima-
tion approach. They estimate coherent motion of a moving shape by maximizing
the posterior probability of velocity votes given the detected image motion. This
formulation leads to a probability representation in velocity space for all measures
of single moving objects. In the spirit of IOC computation all probability distribu-
tions are multiplicatively combined including a given prior of expected velocities in
the scene. The aperture problem is solved implicitly by maximizing the posterior
from all individual measures. In our model, we do not directly combine all initial
estimates, since this requires a priori knowledge about which moving parts in the
stimulus belong together. Instead, we let initial motion signals being modulated
by a predictive signal from the higher processing stage of area MT that serves as
a local prior. In order to achieve a global consistent estimate, this process is iter-
ated to allow propagation of disambiguated motion signals along extended shape
boundaries.

Recurrent models.

• [Grossberg et al., 2001] and [Mingolla, 2003] presented a model of motion in-
tegration and segmentation in MT and MST based on inputs from the form
pathway (modeled as the FACADE framework, Form-And-Color-And-Depth
[Grossberg, 1994]). They studied how motion signals from partly occluded pat-
terns can be integrated and segregated in a recurrent fashion. In contrast to our
approach their feedback signal (from MST) inhibits MT activities and has a more
global character due to the RF size of MST cells (depending on the stimulus, these
receptive fields cover 50% up 100% of the entire stimulus). The authors suggest
that such a mechanism of feedback inhibition and selection also helps to solve the
aperture problem [Mingolla, 2003]. Unlike our model, this is realized by a decision-
like mechanism through the inhibitory influence of global context information de-
livered by large-spanning kernels. We predict, therefore, that any resolution of
uncertainty from the aperture problem should be independent of the length of the
bar stimulus. Instead, our model propagates salient motion information along ex-
tended boundaries through recurrent interaction of MT and V1 cells with different
receptive field sizes. This filling-in mechanism achieves size invariance properties.
Also its temporal properties concur with experimental observations as the time
needed for disambiguation increases with distance from locations of unambiguous
motion.
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• [Lidén and Pack, 1999] proposed a model of recurrent lateral motion interactions,
which is able to produce a traveling wave of motion activation to solve the aperture
problem. Like our model they use the normalization similar to the mechanism
described by [Simoncelli and Heeger, 1998] to emphasize salient motion estimates.
In contrast to our model their normalization mechanism is not isotropic in the
velocity space. The propagation is done by recurrent lateral excitation leading
to an unbounded filling-in process, which has to be constrained by long-range
inhibition of motion cells of different directional selectivity and by a separately
processed motion boundary signal. In absence of concurrent motion signals from
multiple objects their model leads to completely filled-in motion fields, which must
be gated by multiplying the input signal in order to display only relevant motion
patterns. Conversely, our model implements a kind of ”soft-gating” by biasing the
input signal during feedback processing (Eq. 8) and therefore produces spatially
restricted motion estimates at all time steps without an explicit computation of
motion or form boundaries.

• [Koechlin et al., 1999] describe a model of motion integration along the V1-MT
pathway which utilizes mechanisms of recurrent lateral interactions. Their model
utilizes multiplicative combination of feedforward input and the result of lateral
integration, which lead the authors to claim that their approach implements a
neural mechanism of Bayesian estimation. Salient motion features are emphasized
through normalization and the results of recurrent lateral modulation (gating) are
used to propagate these features. Though these mechanisms seem to be rather
similar compared to those proposed in our model, the realization and behavior
differs in many respects: For example, their gating process leads to strong in-
hibition of the input signal once the model has focused on one specific velocity
while the stimulus changes to another velocity. Such lateral multiplication in-
tensifies the winner-takes-all” characteristic of their model [Koechlin et al., 1999]
and make it more vulnerable to errors. Our model, on the other hand, follows a
gradual prediction-and-correction philosophy realized by an exclusively excitatory
modulation of the feedforward input through the feedback signal, which followed
by a center-surround competitive mechanism to realize a biased competition. Most
essential to our model is the decoupling into different areas with different RF sizes.
That provides a larger context to the higher area and thus the ability to correct
(bias) and disambiguate cell activities in earlier areas with higher spatial accuracy.
Another important point is that Koechlin et al. did not include cells sensitive to
zero-velocity, nor did they include an interaction with static form information into
their model. This renders it impossible to segregate moving objects from a static
background in a spatially localized fashion. Combined with the ”winner-takes-all”
property their may even form some regions of motion in a static image sequence
with spatio-temporal noise, which actually are not present. Finally, the results pub-
lished in [Koechlin et al., 1999] show that they fail to solve the aperture problem
for moving bars, in cases when they are longer than the size of their RFs. Contrary
to this behavior, in our model a traveling wave of activation emerges, which helps
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to disambiguate motion signals along extended bars and shape outlines indepen-
dent of the ratio between shape size and receptive field size. This concurs with
the temporal evolution of MT cell activities investigated by [Pack and Born, 2001].
Our proposed architecture is demonstrated to deal with large varieties of shape or
object size as to provide a mechanism of size invariant motion integration.

Unlike feedforward approaches, our model does not generate velocity estimations
directly on the basis of such feedforward activity patterns. Our simulations demon-
strate that the feedforward version of the model cannot resolve ambiguities caused by
the aperture problem and at the same time preserve the spatial localization. Thus,
a new contribution of our model is the recurrent spatiotemporal combination of mo-
tion information by a feedback modulation mechanism, which is used to decide which
velocities at each location are relevant for the global interpretation of visual motion.
The mechanism can be interpreted as a neural implementation of the IOC approach
[Adelson and Movshon, 1982]. The interplay of the described mechanisms in an itera-
tive loop realizes a spreading of disambiguated information into regions with ambiguous
motion estimations.

2.5 Conclusion

In sum, we presented a model of motion processing in area V1 and MT capable
of handling synthetic as well as real-world image sequences. The model shows the
following key properties: Initial detection of raw flow information, temporal spreading
of reliable motion signals to gradually correct uncertain flow estimates, and the ability
to sharply segregate regions of individual visual motion. We showed how to solve the
aperture problem by contextual modulation, how feedback acts as short-time memory
to account for hysteresis effects in motion disambiguation, and how global consistency
is achieved by local interactions. Our model is unique in the sense that it combines
mechanisms of local lateral interaction with modulatory and purely excitatory feedback
to solve ambiguities of detected visual motion.

Our approach makes several new contributions. First, we propose a model of
cortical feedforward and feedback processing in the dorsal pathway of motion integration
implementing a neural hypothesis-test cycle of computation. Most importantly, the
feedback mechanism is part of top-down modulatory enhancement of initial activities
that match signal properties at a higher processing stage. Second, the disambiguation
of initial estimates is solved by the interplay between top-down modulation and
subsequent lateral competition. Consequently, the network dynamics propagate
disambiguated motion signals along shape boundaries thus realizing a guided filling-in
process [Neumann, 2003]. This mechanism is important in that it provides a means to
process objects of different sizes in an invariant fashion. Third, the model serves as a
link between physiological recordings (e.g., [Pack and Born, 2001]) and psychophysical
investigations of perceptual motion integration [Williams and Phillips, 1987]. Beyond
this, the model is able to process real-world stimulus sequences to yield accurate motion
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estimations. We believe that this further justifies the explanatory competence of key
computational elements of the model, as most other biologically inspired models do not
compare the quality of their results against other technical or non-technical models.
Furthermore, we have shown that recurrent modulation from model MT to model V1
generates localized and segregated motion estimations, which is not possible with pure
feedforward interactions. We further demonstrated that the use of two bidirectionally
connected model areas leads to faster and more stable results than a corresponding
single-area model.

Based on model simulations we make several predictions concerning the computa-
tional mechanisms involved in early motion perception: (1) The disambiguation process
observed for macaque MT cells [Pack and Born, 2001] should also be observed in V1
cells as a direct consequence of feedback interactions. This model prediction is partly
confirmed by the findings of [Pack et al., 2003]. (2) The time to disambiguate regions
of ambiguous motion depends on the distance of such regions from unambiguous motion
features (e.g. induced by corners or line ends). This time is consumed by the increased
number of feedforward-feedback-cycles necessary to bias responses that cohere with the
apparent motion direction. (3) Finally, we predict that without feedback no perceptual
hysteresis is generated and motion activity patters remain ambiguous.

At the current stage of modeling, the process of motion grouping is solely based on
proximity in the spatial and the velocity domain. Interactions with the form path-
way could enhance the model performance by grouping motion information preferably
along contours. Ownership cues arising from occlusion can also be deduced from the
ventral form pathway. Psychophysical investigations suggest that motion features are
integrated only when they are intrinsic to the moving boundary while extrinsic signals
should be suppressed [Shimojo et al., 1989]. This topic needs further investigation since
it is yet unclear how signals from the form and motion pathway are integrated utilizing
mainly excitatory interactions between cortical areas. However, even without all these
extensions the model already yields psychophysical and physiological consistent results
for a broad range of motion stimuli. In addition the quality of estimated motion di-
rection in real world sequences compares well with technical solutions without explicit
parameter tuning for each type of sequence. In all, the proposed model provides further
evidence for key computational principles that are involved in the cortical computa-
tion of sensory stimuli, their integration and segregation. [Neumann and Sepp, 1999]
have proposed the basic mechanisms of feedforward feature detection, subsequent in-
tegration and matching, and subsequent modulation through feedback to implement
a neural hypothesis-testing paradigm for boundary integration in static form percep-
tion. Model simulations of model V1-V2 interaction demonstrated context-dependent
changes of orientation selectivity, texture density suppression, and subjective contour
completion as observed in physiological and psychophysical experiments. An exten-
sion of this architecture by [Thielscher and Neumann, 2003] incorporates a model area
V4 to investigate the segregation of textures generated from bars of different orienta-
tions. Whereas these models focus on the inter-areal feedforward-feedback interaction,
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a model of intra-areal recurrent processing of V1 contour processing was also proposed
[Hansen and Neumann, 2004]. These neurodynamical models of static form perception
utilize the same core mechanisms of layered processing in cortical architecture. In this
work, we now propose the same core mechanisms to account for the processing of tem-
porally varying stimuli in the cortical motion pathway. Given the evidence gathered
from our computational experiments, we claim that the early processing stages in vi-
sual cortex along the ventral and the parietal pathway are organized in a homologous
fashion. Modulatory feedback and subsequent divisive inhibition realize a mechanism
of biased competition already at an early stage with a similar behavior as the one pro-
posed by [Desimone and Duncan, 1995] for attention mechanisms to filter out irrelevant
information. We have proposed a concept of feedback as part of a layered structure and
representation and presented an implementation of multiple loops of recurrent interac-
tion whose dynamics realize multi-level cortical hypothesis testing cycles.
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3 Extension of the neural model: influence of form
information

3.1 Introduction

The mechanisms of motion processing in biological vision systems, in particu-
lar the influence of form information on the integration and segregation of lo-
cal motion estimations, remain largely unclear. Regions with different form
configurations can be divided into three classes, which contribute differently
to the estimation of local motion [Zetzsche and Barth, 1990, Kalkan et al., 2004]

Figure 18: Examples showing differ-
ent image patches of different intrin-
sic dimension. The image gradient
(direction of contrast) is overlaid over
the image. Intrinsic i2D patches have
strong contrasts pointing in different
directions, while intrinsic i1D patches
have strong contrasts of only one ori-
entation. Intrinsic i0D patches have
low contrasts.

(compare Fig. 18): (1) regions with homo-
geneous intensity are denoted as intrinsic 0-
dimensional (i0D) structures, because there is no
variation of luminance in any dimension. Such re-
gions remain unchanged even in the presence of
visual motion. Hence, such regions do not con-
tribute to the detection of local motion. (2) Lumi-
nance variations in regions with contrasts of con-
stant orientation can be described in one dimen-
sion (along the orientation of the contrast) and thus
are denoted as intrinsic 1-dimensional (i1D) struc-
tures. Here, only the part of the true visual motion
projected onto the luminance gradient orientation
can locally be measured (aperture problem). Thus,
the true direction of motion can be constrained but
not fully extracted. (3) Regions with contrasts
of different orientations are called intrinsic 2-
dimensional (i2D) structures, because a full 2D
basis is necessary to describe the local luminance
structure. Such localized luminance configurations,
or features, often are unique in a certain neighbor-
hood which makes it possible to extract the true
local visual motion. This measurement, however, does not have to be consistent with
the true image motion of the underlying moving object (see below).
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The fact that intrinsic 1D structures mostly occur as a consequence of apertures,
or spatially limited receptive fields for the analysis of local motion, the problem
of ambiguous motion arising at such locations is called the motion aperture prob-
lem. Such ambiguities can be resolved by the combination of several local measures
of one single moving form, e.g., by the intersection-of-constraints approach (IOC;
[Adelson and Movshon, 1982]). As described in section 2, measurements from differ-
ent i1D regions or from i1D and i2D regions are combined to compute the true direction
of motion (see Fig. 19a,b).

In the presence of multiple objects moving in different directions, it is important to
combine only features from same objects, in order not to generate wrong estimations
for object motion (see Fig. 19c, inlay A). Consequently, in order to correctly determine
object motion, a preceding segmentation of the scene is necessary. On the other hand,
object boundaries may also be defined only by the motion signal. Thus, we have a
Chicken-and-Egg problem, in which integrated motion cues initiate the segmentation
process (motion based segmentation) and, at the same time, using the segmentation of
the scene leading to correct motion estimations (form based segmentation). Furthermore,
in the presence of occlusions of differently moving objects, localized features (i2D)
at T-junctions can lead to erroneous unambiguous motion signals (see Fig. 19c,
inlay B; [McDermott et al., 2001]). In order to identify such occlusions and thus possible
erroneous motion cues, form information can be utilized, such as the direction of figure
(DOF, compare Fig. 20), which is the direction pointing towards the surface region a
certain contour belongs to [Baek and Sajda, 2003].

The presented work is motivated by knowledge about the function of the pri-
mate visual system, which is organized in different processing streams or pathways
[Van Essen and Galant, 1994]. In the ventral pathway mainly form information is pro-
cessed, whereas in the dorsal pathway visual motion is analyzed. Psychophysical inves-
tigations suggest that motion features are integrated only when they are intrinsic to (or
belong to) the moving boundary, while extrinsic signals (i.e. those that belong to a dif-
ferent object surface) are suppressed [Shimojo et al., 1989]. We suggest interactions
between the ventral form path and the dorsal motion path to correctly integrate
and segregate visual motion.

The problem we address in this section is the correct interpretation of local motion
estimations. On one hand, estimations belonging to individual objects have to be com-
bined and not mixed up with estimations belonging to different objects. On the other
hand, erroneous but unambiguous motion estimations occurring at occlusions must not
be assigned to any object. Several models which have been proposed to solve this prob-
lem have in common, that they make use of global motion information or need complex
processing of form information before motion can be integrated.

[Sajda and Baek, 2004] proposed a model, in which border ownership indicated by
the direction of figure (DOF) is used to steer the integration process: First, the form
information is processed and the DOF extracted. Second, the relaxed model state of the
form path modulates the input to the motion path. Third and finally, belief propagation
is utilized to combine motion information along contours. This information, in turn,
is interpreted in a global context, combining relaxed motion information from different
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Figure 19: Schematic illustration of the aperture problem. (a) shows ambiguous motion estimations
which are detected by an arbitrary local motion detector at two edges of a diagonally moving rectangle.
The true image motion is indicated by an outlined arrow. Possible image motion at locations marked
with an outlined circle are indicated by arrows: bold arrows (e1, e2) indicate normal flow and dashed
arrows possible hypotheses of the real image motion. (b) In velocity space (vx/vy) the normal flow
detected in (a) can be utilized to constrain the set of possible motion configurations by so-called motion
constraint lines (shown as dashed lines). The intersection of constraints (IOC) yields the true image
motion and can be implemented in a voting scheme (for example by populations of cells which sample
the velocity space). (c) demonstrates that object configurations containing occlusions, such as two
overlapping moving diamonds (adapted from McDermott et al, 2001), may yield wrong motion cues.
Motion cues are illustrated similar as in (a). If motion cues from different objects are combined wrong
motion estimations may be generated (inlay A). At junctions unambiguous motion is extracted, but if a
junction is formed by an occlusion this unambiguous motion cue may point in the wrong direction (inlay
B, bold arrow). Furthermore, the combination of motion features from corners belonging to different
objects leads to conflicting configurations, where more than one velocity is indicated (inlay B, dotted
arrows).
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3 Extension of the neural model: influence of form information

contours in the scene. A drawback of this model is the strict sequential processing of form
and motion information which stands in contradiction with the dynamic nature of motion
signals. In addition, its function may be questioned since the described interactions are
not demonstrated to work in a full dynamic system. Furthermore, the authors focus on
the integration of global motion and do not investigate how local cues can be segregated,
e.g. in the presence of multiple moving objects.

[Weiss and Adelson, 1994] introduced a model which combines concepts of per-
ceptual organization (integration of information in a spatial neighborhood) with
the EM-algorithm (expectation maximization). In addition to the EM algorithm
[Dempster et al., 1977, Weiss, 1997] which processes global motion, they realize a local
integration of detected likelihoods in a spatial neighborhood by the anisotropic diffu-
sion of extracted motion signals along contours. In order to correctly process image
sequences with overlapping objects that cause several erroneous local motion cues, such
as for the diamond sequence described in [McDermott et al., 2001] (see Fig. 19c), they
initially segment a frame of the sequence. The segmentation is utilized to identify mo-
tion measurements lying on contours and to bias the spatial integration using contour
ownerships to fill in homogeneous regions without motion measurements. Similar to
the approach of [Sajda and Baek, 2004], a complex processing of form information is
needed before motion integration may start. Furthermore, the EM-algorithm poses an
additional problem that the number of objects to be assumed in the scene has to be
determined.

[Grossberg et al., 2001] presented a model of motion integration and segmentation in
area MT and MST based on dynamic inputs from a figure ground separation process in
the form pathway. The authors propose how motion is processed across apertures (which
is one of their major contributions, but which is not discussed here) and what kind of
motion cues arise from form information at occlusions. The key mechanism to correctly
handle occluded moving form is based on the preceding form processing, which separates
intrinsic/extrinsic form configurations. Thus, no unambiguous erroneous motion features
arise at occlusions, such as in Fig. 19c. A drawback of their model is that it does not
generate localized motion estimates, since it employs integration ranges covering large
parts of their input patterns. Also the authors do not demonstrate that their model
is able to correctly handle inputs, which exceed the maximum size of their integration
ranges, nor has it been tested on natural image sequences.

Here, we investigate possible mechanisms of the motion pathway introduced in sec-
tion 2, and propose how these mechanisms are influenced by information from the form

Figure 20: Example illustrating the direction of figure (DOF). At selected bound-
ary locations (circles) the direction of figure indicates the direction in which the
figure lies to which the boundary belongs to.
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pathway. In particular, we analyze the local dynamics of the motion pathway used to
generate spatially segregated local motion estimations in the presence of occlusions. Un-
like other approaches we do not use an explicit tag denoting the DOF to influence the
motion processing and do not use any global operations, such as in the EM-algorithm
[Weiss and Adelson, 1994] or the global interpretation of motion using motion estima-
tion from the entire field of view [Sajda and Baek, 2004]. Instead, we introduce a form-
motion interaction mechanism which uses information about the possible locations of
occlusions to steer the local integration and segregation of velocity. This information
flow from the ventral form stream to the dorsal motion stream is proposed to be purely
excitatory, which in concert with proper competitive mechanisms leads to the desired
net dynamical effects. The biologically motivated investigation leads to a model of the
functionality and architecture of mechanisms that are involved in motion detection, inte-
gration, and segregation. Such principles are also of interest for computer vision to build
computational systems that work in domains of possibly unconstrained complexity.

3.2 Model extension

We extend the proposed model of recurrent visual motion processing (see section 2),
which is able to solve the aperture problem in the absence of object occlusions in a
temporal sequence of images.

Motion integration and segregation
Here, we briefly summarize the key mechanisms utilized to integrate and segregate visual
motion: First, input information is integrated along the feedforward direction in two
subsequent model areas with cells having increasing receptive field sizes (Eq. 18). As a
consequence, the contribution of cells with different receptive field sizes allows that the
first model area represents spatially more localized motion information, while the second
one is less affected by the aperture problem and thus indicates more precise velocity
estimations by including context information from a spatial neighborhood. Second,
shunting inhibition amplifies salient motion cues and guarantees that the network obeys
bounded input-output stability (Eq. 19). Third, to finally combine the information that
is represented in both model areas, feedback from the second model area modulates the
inputs to the first model area in a recurrent loop (Eq. 17). Such a reentry of activity from
higher processing stages [Sporns et al., 1989] allows to selectively bias input (motion)
cues by a soft gating mechanism [Neumann and Sepp, 1999] with information from a
larger context (compare attention, biased competition; [Desimone and Duncan, 1995]).

v(1)
x,v = netIN · (1 + C · netFB) = netIN + C · netIN · netFB︸ ︷︷ ︸

combination of constraints (see text)

(17)

v(2)
x,v = (v(1)

x,v)
2 ∗G

(space)
σ1 ∗G

(velocity)
σ2 (18)

v(3)
x,v =

v(2)
x,v

ε +
∑
v

v
(2)
x,v

, with ε = 0.01 (19)
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Figure 21: Left: overview of model areas V1 and MT. Right: computation of netEXT to detect
possible occlusions using cells sensitive to oriented contrasts: netEXT = 0 for the elongated contrast
and L-junctions; netEXT 6= 0 for X- and T-junctions.

In the context of visual motion processing in the presented neural network, motion
likelihoods constraining possible detected velocities, are encoded by activity patterns
of subpopulations of cells at each location. Hence, the pair wise multiplication of cell
activities from two such subpopulations corresponds to the combined constraints of both
subpopulations. Thus, the correlation of feedback and input signal can be interpreted
as neural implementation of the IOC approach [Adelson and Movshon, 1982].

Form-motion Interaction

In the case where differently moving objects overlap, erroneous motion may be de-
tected even in the presence of localized spatial features [McDermott et al., 2001] (com-
pare Fig. 19c). Such unambiguous but erroneous motion cues propagate and stabilize
their information through the described mechanisms leading to undesired results. Here
we propose a mechanism to incorporate the location of such occlusion cues in the mo-
tion disambiguation process in order to prevent such spurious cues from propagating
into neighboring regions. In order to investigate the key computational properties of
the proposed mechanism, we employ a simple X- and T-junction detector (sketched
in Fig. 21, right and described in detail below) to generate a signal, which indicates
possible occlusions. By using such a detector scheme, we simplify the general problem
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Figure 22: Schematic illustration of
the influence of form information on the
motion integration process. (a) shows
a detected motion pattern for a sub-
population of 10 motion sensitive cells
indicating a (potentially erroneous) ve-
locity by a single peak. (b) illustrates
the effect a tonic input from the form
pathway, which induces an ambiguity.
The additional input is generated in the
form path at locations where possible
occlusions are detected. (c) After nor-
malization the maximum activity of the
modified motion patterns is strongly de-
ceased, which prevents that this poten-
tially erroneous information is propa-
gated to neighboring locations.

of detecting occlusions and assume that occlusions always generate T- or X-like form
configurations.

We propose that an excitatory additive signal from the form path influences motion
sensitive cells at locations of potential occlusions. At such locations with potential wrong
motion information a tonic input in velocity space decreases the saliency by increasing
the activity of all motion sensitive cells. This prevents those cues from propagating to
neighboring locations, since the increased ambiguity generates an increased inhibition in
the normalization stage, which, in turn, shunts down the entire activity pattern. This
dynamic interaction is schematized in Fig. 22 showing how lateral inhibition weakens
a potentially wrong motion cue. The resulting decrease of activity in the presence of
occlusions has been reported for cells in macaque area V1 by [Pack et al., 2004]. The
authors showed a strong suppression of direction selective V1 neurons in the presence
of occlusions, independent of the orientation of the occlusion. In order to achieve the
described effect the input from the form path is added to v(1) after feedback modulation
(see Eq. 17). Else, if it is added to the input signal netIN before feedback modulation,
motion information from different objects can be combined through propagation (such
as in Fig. 19c, inlay A). If it is added after the feedforward integration, a stronger
additive signal is needed, since the nonlinear signal transform (squaring) and the spatial
integration may have already generated a less ambiguous motion pattern.
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v(1)
x,v = netIN · (1 + C · netFB) + netEXT (20)

where netEXT denotes the additional external input in model V1 processing that is
delivered by the form path indicating X- and T- junctions at each image location x
(index x omitted). netEXT is set to zero for model area MT, since cells in model MT do
not require suppressing potentially wrong cues if all such cues in model V1 were already
extinguished.

Generation of localized form signals
The following operations are used to generate the form signal indicating T- or X-
junctions. First, normalized oriented complex cell responses c are computed for eight
orientations α (Eq. 21; these complex cell responses are also utilized for the generation
of the initial motion patterns in model V1 by the spatio-temporal correlation of c; see
section 2):

cx,α =
Ix ∗ ∂xx(α)Gσ

0.01 +
∑
β

∣∣∣Ix ∗ ∂xx(β)Gσ

∣∣∣ ∗Gσ

(21)

I denotes the current frame of the image sequence (we have omitted the index x
for better readability), ∗ the convolution operation, and ∂xx(α)Gσ the second spatial
directional derivative of a Gaussian (with σ = 1.0) in direction α. Second, for each
orientation α, we combine nearby complex cell responses to generate an oriented T- or
X-junction measurement ( (AB(C + D))1/3, see Fig. 21 and Eq. 22). We then sum up
these junction measurements over all orientations in a certain neighborhood (defined by a
Gaussian Gσ with σ = 2.0) to yield an orientation independent T-junction measurement
used as form input netEXT to the motion pathway (Eq. 22):

netEXT = 100 ·
∑
α

(Ax,αBx,α(Cx,α + Dx,α))1/3 ∗Gσ (22)

with Ax,α =
2∑

i=1
cx+i·r·E(α),α, Bx,α =

2∑
i=1

cx+i·r·E(α+180),α, Cx,α =
2∑

i=1
cx+i·r·E(α+90),α,

Dx,α =
2∑

i=1
cx+i·r·E(α+270),α, and E(α) =

[
cos(α)
sin(α)

]
, r = 6.0 (compare Fig. 21, right).

The generated form signal is illustrated for individual examples in the results section
(see inlays in Fig. 25 and 26).

The described X- and T-junction detector contains key elements from
[Hansen and Neumann, 2004] and [Neumann and Sepp, 1999], such as a multiplicative
long-range filtering and the idea that the presence of multiple orientations at one loca-
tion helps classifying the image structure. In [Hansen and Neumann, 2004] the authors
present a robust measurement to extract junctions in real-world images based on neural
model cell responses. The underlying long-range interactions are found in area V1 of
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the monkey [Kapadia et al., 2000] as well as in area V2 [von der Heydt et al., 1984]. In
cat striate cortex cells were found which show an increased response to configural form
properties, such as corners or crosses [Shevelev et al., 1998]. The focus of our work,
however, is not on the detection of occlusions, but on the integration of an occlusion
signal from the form path in our model of the motion pathway and therefore relies on
the much simplified detection mechanism.

It is worth mentioning that in our model form information is not used to segment the
scene or to steer the region of integration of context information, but to tag and weaken
potentially erroneous motion cues at occlusions. The proposed method uses no explicit
suppression of specific motion signals. Instead, a roughly localized occlusion signal is
added to all velocity tuned cells in the input layer of our first model area. This leads to
ambiguities which are handled by the model in the same way as other ambiguities (such
as the aperture problem). Thus, our approach is a novel neurally plausible realization of
a SJI-model (suppress junctions and integrate) realized by a simple addition of a model
ventral signal to cell activities of a previously presented model of the dorsal pathway.

3.3 Results

The results were all generated with the same parametrization of the model used in section
2 with the additional form interaction netEXT . In the presence of overlapping objects,
detected motion cues near occlusions often indicate erroneous motion (Fig. 19c). Here,
we show that the proposed form-motion interaction can help to disambiguate sequences
even in the presence of such error prone input patterns.

Previous to the results concerning the effects of form information on the motion seg-
mentation process we demonstrate the influence of occlusions in densely textures and
real-world sequences.

Texture defined vs. boundary defined motion and real images
In image sequences with textured objects, occlusions typically are not as problematic
as for untextured objects. Fig. 23 illustrates that the model without form information
does generate correct flow estimations for overlapping textured rectangles, while without
texture erroneous motion occurs. Dense textures generate coherent unambiguous cor-
rect motion cues at many locations which are assembled in model MT and reinforced in
model V1. At locations with occlusions the model generates high activities for two dif-
ferent velocities which inhibit each other (shunting inhibition; see Fig. 23b,c). Without
textures, only the object boundaries generate a motion signal. At occluding boundaries
objects moving in different directions may generate a unique feature which indicates a
single incorrect coherent motion over a period of time. In contrast to textured objects,
boundary defined motion cues at occlusions are salient and unambiguous (see Fig 23a).
Thus, in typical natural sequences without regions with perfectly homogeneous lumi-
nance our model will not have great difficulties extracting good motion estimations and
problems will only occur for untextured objects.

Importantly, the described form-motion interaction does not harm the motion seg-
mentation process in the presence of textures. Although the form interactions seems
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unnecessary for image sequences with dense textures it supports the segmentation of the
scene by further decreasing the maximum neural activity at occlusions and thus repre-
sents a unifying mechanism to deal with motion signals in the presence of occlusions.

Fig. 24 presents results of processing a real-world example showing a tree moving
differently than the background caused by the motion parallax for an observer moving
to the left. Motion is segregated without any additional form information and the
boundary of the tree is indicated by low values of maximum activity at the corresponding
locations. Thus, no unambiguous erroneous motion cue was generated due to occlusions
in this example. The background of the scene contains objects at different depths (the
flowers and the houses) generating a velocity gradient which is successfully detected
and represented by the model. This velocity gradient deviates from the assumption of
coherent motion. The smoothing term in Eq. 2 operating in velocity space allows similar
velocities to be pooled together in both model areas and thus allows gradual changes of
velocity to be integrated and represented by the model.

Effects of form-motion interaction for boundary defined motion

In Fig. 25 we demonstrate which problems arise in the presence of untextured overlap-
ping objects and how the proposed form-motion interaction contributes to the solution
of the problem. Figure 25a shows how occlusions can lead to erroneous initial motion
estimates in a sequence where two overlapping diamonds move in opposite directions
[McDermott et al., 2001]. In the spatial neighborhood of occlusions unambiguous mo-
tion signals arise which, however, indicate wrong movement directions. These erroneous
motion cues propagate into neighboring locations, which leads to regions that indicate
completely wrong motion signals. Figure 25b demonstrates how additional form in-
formation indicating possible occlusions influences the model dynamics. The occlusion

Figure 23: (Facing page.) Comparison of results with boundary-defined and texture-defined motion in
the presence of occlusions. (a) First frame of the employed image sequences. Two overlapping squares
moving in diagonal direction over a static background plane of homogeneous luminance (left), textured
with random dots (center), or with Brodatz textures (right). Motion is indicated by outlined arrows. (b)
initially detected motion and (c) motion indicated after 4 steps of feedback iteration (shown: velocities
indicated by cells v(3) in model V1). In the sequence without texture (left) erroneous motion is estimated
at occlusions with the other object. For boundary-defined motion erroneous unimodal motion patterns
indicating a single velocity stabilize and propagate their information. This can be seen by an increased
neural activity at occlusions indicating salient motion, e.g., at the marked location in the output of
model area MT (d, left). In (d) luminance encodes max(v(3)) taken over all velocities at each location
at different time steps. In both textured sequences (center, right) the model without form information
generates dense optic flow estimations (c). Correct motion cues are indicated within the object, while
motion at occlusions (with the other object and the backgound) are suppressed. This is explained by the
fact that inhomogenities of the surfaces typically generate two motion cues near occlusions, pointing in
the directions of both object movements (d, center and right) instead of generating consistent patches
of a single wrong velocity (d, left). In textured sequences such bimodal motion patterns are inhibited by
the shunting inhibition (Eq. 19) and thus may not propagate their information into neighboring region.
The reduced neural activity can be observed near occlusions (d, center and right), which outlines the
objects of the scene. Consequently, wrong motion cues from occlusions play a minor role for densely
textured objects.
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Figure 24: Model results processing a real-world sequence including occlusions and a velocity gradient.
The input sequence shows a tree moving differently as the background due to a movement of the
observer to the right (http://www.cs.brown.edu/people/black/images.html, 09/2005). (a) the 7th
frame of the sequence and the motion indicated by the model. (b,c) shows the velocities indicated in
both model areas at different time steps (t = 1, 2, 3, left images) as luminance and max(v(3)) taken
over all velocities at each location (for t = 3, right image). This example shows that in typical natural
scenes occlusions mostly induce texture-defined motion discontinuities which lead to low activities around
objects. (d) illustrates the ability of the model to detect and represent speed gradients. For the marked
column in the image the detected speed is shown (right). The speed gradient induced by the flowers
arranged at different depth is clearly visible. Locations farer away from the observer lead to lower speeds
than structures near to the observer.
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Figure 25: Results of motion segregation for an artificial test sequence with occlusions. (a) with
netEXT = 0 salient junction features emerge near occlusions that represent wrong motion signals
pointing orthogonal to the true direction of motion (locations indicated by bold arrows for t = 5). (b)
with netEXT 6= 0 indicating possible occlusions (see inlay: netEXT is overlaid over the input image)
only correct features propagate and thus, the correct shape motions are finally represented (indicated
by bold arrows for t=5).

signal creates an ambiguity through direct excitation of all velocity dependent cells in
V1 at the corresponding location. Subsequent lateral shunting competition (divisive
inhibition) between responses leads to an activity normalization and, in turn, to a net
inhibition of such erroneous signals. As a result, no salient features that point to erro-
neously improper directions emerge, which then could be propagated and enhanced by
feedback interactions. Conversely, salient features from other corners of a unique surface
patch fill-in the regions along the boundaries with unambiguous motion signals.

Similar effects as for overlapping opaque objects (Fig. 19 and 25) can occur in the
presence of transparency. Figure 26 illustrates such an example where two overlapping
moving bars are viewed through a rectangular aperture in which the vertical bar is mov-
ing horizontally, whereas the horizontal bar is moving vertically. In the non-transparent
case (Fig. 26a) the opaque bars are perceived a one diagonally moving cross, while in
the transparent case (Fig. 26b) the transparent bars are perceptually split into objects
separately moving in either horizontal or vertical directions, respectively. A similar
stimulus was presented by [Stoner et al., 1990] with overlaid gratings. Consistent with
perceptual observations, the computational model estimations indicate one direction
in the non-transparent case and multiple directions for the transparent case, pointing
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3 Extension of the neural model: influence of form information

Figure 26: Results of motion segregation for two artificial test sequence of opaque and transparent
bars moving through a rectangular aperture. Without transparency (a) the sequence is perceived as one
object moving in right downward direction, compare (c). In the presence of transparency (b) both bars
are perceived as moving separately in two different directions, compare (d). The computed value of
netEXT that indicates possible occlusions is 0 near the center of the cross for opaque bars (a, see inlay),
while in the presence of transparency (b) netEXT 6= 0 at occluding junctions (see inlay). Consistent
with perceptual observations the motion signal is separated in (b) indicating roughly horizontal and
vertical motion, while one single object moving in right downward direction is detected in (a).

roughly in vertical or horizontal directions. In order to switch between the two motion
interpretations, [Stoner et al., 1990] suggest that the visual system employ some “tacit
‘knowledge’ of the physics of transparency” (p. 153). Our investigations show how such
a behavior can be achieved by the dynamics of our model based on local form config-
urations indicating occlusions (as in Fig. 25). However, we do not rule out that some
additional information, such as the DOF, may be incorporated in this disambiguation
so that it improves the processing of more complex figures. In the presented example we
assume the X-junctions in the scene indicate occlusions. In order to correctly account for
transparency effects, it would be important to also include information about luminance
ratios between surfaces [Metelli, 1974] to generate a correct local form signal indicating
transparency and thus occlusions by overlapping surfaces. In order to keep the model
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simple we did not include such information.

3.4 Discussion

In this section we discuss the model and the presented results in comparison to other
computational approaches.

Motion integration
In technical terms, our approach represents a voting scheme like the Hough transform
[Hough, 1959]. Our model explicitly represents cells for individual solutions of the mo-
tion correspondence problem. For a given input the cell with the maximum response
indicates the most likely solution. At a given time, the input to a cell is defined by the
bottom-up input (feedforward motion detection and spatial pooling) and a recurrent
top-down signal which together define the spatio-temporal dynamics of the system. The
computation of the initial cell activities in model V1 (corresponding to initial likelihoods
of individual velocities) is realized by evaluating the similarity of the corresponding re-
gions of the input frames. The underlying assumption for the initial motion estimation
is that local orientation configurations on the spatial scale defined by the simulated com-
plex cell responses remain constant within objects over time and the computed similarity
measure is similar to the normalized cross-correlation (compare section 2). Despite the
coarse sampling of the velocity space by cells tuned to integer velocities our model is
able to interpolate between these velocities (as shown in Fig. 24).

Similar initial motion signals (or motion hypotheses) can be computed based on,
e.g., gradient based methods, phase based methods, or by comparing warped image
regions (for an overview see [Barron et al., 1994] and section 1). Moreover, there ex-
ist alternative voting schemes such as tensor voting [Medioni et al., 2000]. In the
tensor voting approach the data representation is highly compressed and encodes
additional information about local data distributions in nD space (4D for motion;
[Nicolescu and Medioni, 2003]). In contrast to tensor voting, the population approach
employed in our model represents individual characteristics of the represented data (ve-
locities) without having additional information about actual data distributions that are
implicitely represented in the signal.

The interpretation of neural activity as likelihoods is comparable to Bayesian mod-
els [Weiss, Simoncelli and Adelson, 2002, Lee and Mumford, 2003]. Our feedback sig-
nal can thus be interpreted as dynamic prior for the actual observation. In contrast
to Bayesian models, our prior changes over time and depends on previous estimations
in a small neighbourhood. Also, activities (likelihoods) of nearby estimations which
are pooled together cannot be assumed to be the outcome of statistically independent
processes.

In terms of Marr’s computational approach to vision [Marr, 1982] (1) the com-
putational theory is to detect motion correspondences in a sequence of frames based on
bottom-up similarities from the input and top-down expectations from previous obser-
vations. (2) The representation and the algorithm are given by the model representation
as population code and the composition of neural mechanisms, which in concert solve
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the given problem. (3) The hardware implementation is not provided, but the simplicity
of the employed mechanisms and the ability to perform most of the operations in parallel
suggests an efficient hardware realization.

Form-motion interaction

Our model has to be distinguished from approaches where information about local
luminance contrast orientation [Nicolescu and Medioni, 2003, Weiss and Adelson, 1996]
or motion discontinuities [Nagel and Enkelmann, 1986, Brox et al., 2004] is utilized to
steer the direction of integration of motion information. We use local form config-
urations to inhibit possibly erroneous motion cues, and employ a motion integration
scheme based on spatial kernels of fixed size, comparable the window function of
[Lukas and Kanade, 1981] on one single spatial scale. Our model has also to be dis-
tinguished from other approaches which try to separate multiple motion signals at one
given location in the case of transparency or occlusions (e.g., [Nestares and Fleer, 2001]).
The presented model utilizes small receptive fields and we assume that the majority of
RFs typically do not see more than one object motion. If receptive fields cover regions
with object boundaries then they detect multiple motion cues and thus generate very
weak motion responses caused by the lateral inhibition (normalization). Importantly,
the model allows that motion belonging to one object may contain small motion gradi-
ents, which is realized by the smoothing kernel applied in velocity space (compare Eq. 18
and Fig. 24). Furthermore, the sequence includes a velocity gradient which is detected
by the model. The new contribution of our work is that we propose a framework to seg-
ment motion signals belonging to different objects and which is able to handle erroneous
motion cues induced by occlusions. Such erroneous local flow estimations typically oc-
cur over a longer time period in a consistent configuration at occlusion of non-textured
objects (boundary defined motion; compare Fig. 23 and 24). To extract candidates for
this type of occlusions we apply a simplified occlusion detector and feed the extracted
occlusion signal into the motion pathway as described in section 3.2.

[Weiss and Adelson, 1994] presented a model which uses global motion information
combined with local interactions from the form path, whereas our model only employs
local interactions. In the presence of potentially erroneous input cues, such as for stimuli
similar to the moving diamonds (Fig. 19c) the authors apply a segmentation of the image
in the form pathway in order to correctly estimate object motion. This differs from our
model, where no complex structural information, such as a segmented image, needs to be
delivered from the form path. Furthermore, our model segments the image based on mo-
tion information influenced by local form cues, instead of refining a global segmentation
from the form path by using motion information. However, our model only estimates mo-
tion in the presence of some gray level variation (e.g. along object boundaries), whereas
[Weiss and Adelson, 1994] are able to fill-in regions of homogeneous luminance. We ap-
preciate that information about the DOF, which is used by [Sajda and Baek, 2004] and
[Weiss and Adelson, 1994] play a major role in the interpretation of motion of moving
forms and may be the key feature to trigger a filling-in process of motion estimations into
unstructured regions with an intrinsic dimensionality of zero (i0D). However, we were
interested in developing mechanisms of local form-motion interaction to demonstrate the
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segmentation capabilities of motion segmentation on a neural basis. The integration of
global mechanisms in our model in addition to local interactions is beyond the scope of
this work.

Summary
Local form information utilized by our model is generated by a very simple operation to
determine T- or X-junctions (see section 3.2). As a consequence, the form signal utilized
in the presented contribution accounts for occlusions only if they are represented by
T- and X-junctions and also correctly handles those junctions in case they actually
represent occlusions. Other form configurations require a more elaborated model of the
ventral pathway to detect occlusions. To correctly handle transparency a representation
of luminance ratios between different surfaces is required [Metelli, 1974]. More complex
form configurations may contain nonlocal form constraints [McDermott et al., 2001] to
clarify the 3D arrangement or depth order of the underlying scene elements. The DOF
may be utilized to extract and propagate the desired form information along contours
[Baek and Sajda, 2003]. The integration of local occlusion information in the motion
processing stream realized in our model basically implements the idea to suppress (or to
prevent the generation of) potentially erroneous motion cues and to use the remaining
information to generate globally consistent visual motion estimations. This general idea
of suppressing the generation of erroneous motion cues has also been discussed in other
approaches, such as [Grossberg et al., 2001, Sajda and Baek, 2004]. In comparison to
these approaches, the mechanism to suppress spurious motion in our model differs from
all other approaches discussed above. Instead of a selective suppression of individual
cells or other specialized interactions in the motion stream, we employ a mechanism
that increases local activities in the velocity domain through tonic excitation. Such a
simple simultaneous excitation saturates the activities of velocity tuned cells such they
quickly loose their selectivity and become ambiguous. Mutual competition between those
cells normalizes activities so that responses will be suppressed at locations that signal
potentially erroneous motion directions. Unlike other approaches our model is able to
generate localized object motion information and does not rely on global operations to
integrate local form and motion patterns.

3.5 Conclusion

We presented an extension of the model of motion processing presented in section 2. We
introduce a mechanism which utilizes local form information to influence the mechanisms
of the motion pathway in order to correctly process motion in the presence of occlusions.

The presented form-motion interaction demonstrates how a simple mechanism of exci-
tatory interaction may resolve potential errors of candidate motion features at extrinsic
surface boundaries. It demonstrates how a combination of an input unspecific to veloc-
ity with competitive/cooperative mechanisms may suppress undesired activity patterns,
while ambiguities in the remaining motion patterns are resolved in recurrent fashion.
The model predicts if the neural mechanisms of form interpretation are suppressed or
the connections between form related and motion related areas are deactivated, observers
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3 Extension of the neural model: influence of form information

will be confused by boundary defined motion in the presence of occlusions while texture
defined motion is not affected.

The extended model can be interpreted as a biologically plausible realization of the
intersection-of-constraints (IOC) motion integration scheme, which allows to dynami-
cally tag those constraint lines that do not belong to one single object and, in turn,
to suppress their intersection vote. In other words, it realizes a segmentation of image
motion on a neural basis combining local motion information from the dorsal pathway
by means of the IOC influenced by local form information from the ventral pathway.
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4.1 Introduction

In this section we extend and analyse the model of motion segmentation (see secion 2) to
gain further insights in the influence of high-level attention on the perception of visual
motion [Reynolds and Chelazzi, 2004]. There is evidence from different physiological
observations that attention modulates neural activity in extrastriate areas such as
MT. In [Huk and Heeger, 2000] the authors found task-related modulations of activ-
ity in area MT in human subjects performing speed discrimination tasks. The work
of [Treue, 2001, Treue and Martinez-Trujillo, 1999, Martinez-Trujillo and Treue, 2004]
describes how feature-based attention influences the gain of primate motion sensitive
cells. In addition, [Somers et al., 1999] provide evidence that object-based attention
modulates activities in striate cortex (V1). The work of Zanker and coworkers illus-
trates the practical use of attention for motion perception: A computational in-
vestigation [Zanker, 2001, Zanker and Taylor, 2003] showed that a simple motion de-
tector network is able to represent a higher number of transparent layers than hu-
mans actually can distinguish. That suggests that early motion representation may
contain more information than a human observer is able to perceive. Such informa-
tion, in turn, needs additional guidance such as attention to be processed in order
to extract meaningful information. Consequently, in psychophysical experiments
[Zanker and Taylor, 2003, Felisberti and Zanker, 2004] the authors demonstrated that
attention significantly enhances human performance in a transparent motion detection
task.

Together, these findings suggest a unified neural architecture providing a mechanism
to modulate the sensory input in a similar way as task-related attention influences the
feedforward processing of information. Here, we show how high-level attention can
directly be incorporated in the model framework presented so far. We demonstrate
how attention can select particular motion patterns and help to segregate moving
objects of interest in the presence of transparency or clutter. Moreover, we reproduce
neurophysiological data concerning the influence of attention on motion sensitive
cells.
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4.2 Model extension

The presented architecture consists of bidirectionally connected model areas (compare
section 2). Each model area consists of (1) feedforward integration, (2) normalization by
shunting inhibition, and (3) feedback modulation. In this section we describe how high-
level attention is directly incorporated in the model equations (see Fig. 27). Compared
to the previous sections we have two modifications in the equations describing the model
dynamics (Eq. 23 - 25): First, the feedback signal in model area MT is no longer omitted
(netFB = 0) but is now defined by task-specific attention (netFB 6= 0, see experiments
in the results section). Second, we allow a small tonic input or a small noise term (ρ; see
Eq. 23) to the input of the model areas to break symmetries or to provide an increased
baseline. We use ρ = 0 if not mentioned otherwise.

v(1)
x,v = (netIN + ρ) · (1 + C · netFB) (23)

v(2)
x,v = (v(1)

x,v)
2 ∗G

(space)
σ1 ∗G

(velocity)
σ2 (24)

v(3)
x,v =

v(2)
x,v

ε +
∑
v

v
(2)
x,v

, with ε = 0.01 (25)

Despite of the described model extensions the model variables and parameterization
are the same as in the previous sections. The attention signal (the feedback signal to
MT) is defined at each spatial location for each velocity tuned cell in model MT. This
way we can either define (1) spatial attention, where attentional modulation occurs
independently of the velocity, or (2) feature attention, where attentional modulation
occurs independently of the spatial location. In the following we focus on feature at-
tention, where an attentional activity pattern in velocity space is fed back to model
MT, independent of the spatial location. Note, that early feedback between model MT
and model V1 is realized by the same modulation mechanism which, however, uses a
feedback signal containing both, spatial as well as feature information.

4.3 Results

The presented results demonstrate how feature attention helps to select particular mo-
tion patterns of interest from an ambiguous set of input motion patterns. We further
show what consequences such a selective attention signal has on the tuning of single
model cells and relate the model simulations to neurophysiological recordings. The
stimuli used for the experiments are described in the corresponding subsections.

4.3.1 Task-specific attention

The model described in section 2 is able to disambiguate input patterns which contain
inherent ambiguities due to the aperture problem. We address the problem of how
ambiguities can be resolved or erroneous cues can be extinguished if additional high level
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Figure 27: Attention mod-
ulation of MT activities.
Task-specific excitatory at-
tention modulates activities
in model area MT in the
same way as V1 activities
are modulated by expecta-
tions from model area MT.

information describing the expected motion patterns is provided. Such an additional
signal can be defined by a task to bias early motion processing. Here we show an example
that cannot be solved by the model without such additional expectation signal. We use
an attentional signal which acts as a coarse selector to identify the desired output from
the set of possible (ambiguous) output configurations. The example demonstrates that
the proposed mechanism helps to segregate and disambiguate motion in the presence of
clutter or transparency.

Consider a motion sequence showing a random dot sequence where in the upper part
of the image half of the dots (50%) move to the left, and the other half of the dots (50%)
move to the right. In the lower part all dots (100%) move to the left (see Fig. 28a).
In order to correctly segment the image homogeneous motion fields must be extracted:
leftward motion for the entire image and rightward motion in the upper part. This is a
challenge since it remains unclear to the model what direction of motion (leftwards or
rightwards) has to be indicated for the upper part of the image.

Without attention the model disambiguates the lower part of the sequence, but fails
in the transparent upper part: The disambiguation process tries to extract unique ve-
locities at each location, which results in a set of patches indicating left or right motion
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4 Extension of the neural model: influence of attention

Figure 28: Example illustrating the effect of attentional priming. (a) input sequence consisting of two
regions with moving random dots (300x300 pixel, 10% dots). The upper region represents transparent
motion (left/right). The lower region contains homogeneous motion to the right. Model parameters
are set to β = 2, σ2 = 1.50, and ρ = 0. Model cells are tuned to velocities ∆x,∆y ∈ {−7, ...,+7}.
(b) Temporal sketch of the attention signal utilized in (c-e): no attention or attention to leftward or
rightward motion. (c-e) maximum activity at each location in model area MT (display is normalized
to optimally use the range between black and white to visualize activity relations within one frame).
Attention (if present) is set to α = 0.5. The attended direction (left or right half-plane of velocity
space; see text) is indicated by an arrow in a white circle. Note that the maximum activity of cells in
MT is lower in the presence of transparency (upper part of the image). (c) without attention the model
detects patches of motion in the presence of transparent motion. Homogeneous motion is completely
disambiguated after the first few iterations and remains less ambiguous (indicated by an higher activity)
than the detected patches of motion in the transparent region. (d) attention (attentional signal for all
velocities with a positive horizontal component) provides an advantage for the competition to regions
of motion with matching velocities. Subsequently transparent motion cues which do not match the
attentional signal are suppressed. (e) Demonstration that the model is able to flip back to indicate
other possible motion configurations if the attentional signal changes: from iteration 60-89 attention to
leftward motion is utilized; from iteration 90-109 attention to rightward motion is applied. The model is
able to change back, selecting previously suppressed motion cues. Note that for t = 85 the dark spots
are caused by the luminance range normalization. (f) Motion indicated by model MT after 25, 55, 85,
and 115 iterations indicated by arrows (horizontal component of velocities indicated as gray levels).
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(Fig. 28b). If an additional top-down signal (attention) is fed into model area MT that
provides a bias in favor of rightward motion (at any location, any rightward velocity
with ∆x > 0, see Eq. 26), the scene is correctly segregated (Fig. 28c).

net
(MT )
FB =

 α if

{
∆x > 0 for attention to rightward motion
∆x < 0 for attention to leftward motion

0 else
(26)

with α = 0.5

which roughly corresponds to the magnitude of activities in netIN

Fig. 28d demonstrates that in the presence of transparency the model is able to switch
between different velocities using attention to select the desired output. This top-down
signal can be defined by the task to find regions with a certain motion or as feedback
from a higher stage, in which a moving object of interest is detected. Fig. 28 also shows
that the maximum activity in MT is lower in the presence of motion transparency.
This is consistent with [Snowden et al., 1991] who found lower firing rates in single
cell recordings in primate area MT for transparent random dot motion stimuli than
for uniform random dot sequences. The authors, however, also found that V1 cells
did not show such behavior but revealed similar firing rates for opaque as well as for
transparent cues. These findings provide contradicting evidence not supporting our view
of feedback to V1 and same normalization mechanisms in both model areas. However,
considering cells in model V1 before normalization and mutual competition these findings
are consistent.

4.3.2 Experimental data and simulations: gain of feature similarity effects

It has recently been demonstrated by [Martinez-Trujillo and Treue, 2004] that in area
MT of the macaque cell responses are modulated by feature-based mechanisms of atten-
tion.

Empirical data
[Martinez-Trujillo and Treue, 2004] evaluated cell responses from macaque area MT to
different directions of motion11. The fixation point was outside this receptive field of the
investigated cell. One pattern of motion was presented within this receptive field and
another patch of motion was presented on the other hemisphere outside the (classical)
receptive field of the observed cell. The authors investigated different configurations of
attention: first, spatial attention towards the fixation point (hence, no attention to any
location containing image motion) and second, spatial attention towards the motion cue
outside the observed receptive field (compare Fig. 29):

• When spatial attention is directed to the fixation point, no influence on the tuning
of the investigated motion sensitive cell is expected. So, the results obtained with

11The authors used stimuli containing image patches containing moving random dots.
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Figure 29: Sketch of the stimuli used
by [Martinez-Trujillo and Treue, 2004].
Attention was either directed to the left
patch of image motion outside the re-
ceptive field of the observed cell (“at-
tend same” condition, shown here) or
to the fixation cross (“attend fixate”
condition; not shown). For the “at-
tend different” condition different di-
rections of motion are presented in both
patches.

this configuration represent the motion tuning curves of the observed cells for the
presented motion cues within their receptive fields (Fig. 30b, black curve).

• For spatial attention directed towards the motion cue outside the observed recep-
tive field the authors presented four stimulus configurations with all combinations
of preferred and antipreferred directions of motion in the regions outside and within
the receptive field of the observed cell (↑↑, ↑↓, ↓↑, ↓↓). The observed cell activities
revealed

1. an increased response of the observed cell when the direction of motion in the
motion cue outside the observed receptive field was identical to the preferred
direction of the observed cell compared to

2. a decreased response when the direction of motion was identical to the an-
tipreferred direction of motion of the observed cell.

A quantitative evaluation showed that investigated cells are modulated by feature
attention induced by the motion cue outside their classical receptive field. Similar
results were obtained for cells in MST [Treue, 2001]. Consistently, in the presence
of modulatory feature attention the shape of the cells’ tuning curves not signifi-
cantly changed (Fig. 30b, blue curve). Such modulatory enhancement has an effect
similar to changing the amplitudes of input features to highlight a certain aspect
of the input [McAdams and Maunsell, 1999].

• In [Martinez-Trujillo and Treue, 2004] the authors further systematically investi-
gated different cases where the same directions of motion were presented in both
motion patches for different directions of motion (see Fig. 30b, red curve). The
results showed

1. an increase of neural activity of the observed cell when the presented mo-
tion direction was similar to the cells preferred direction (as expected by the
observations above), and

2. a decrease of neural activity for motion directions very dissimilar to the pre-
ferred motion direction the observed cell.
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Model simulations

To simulate the effect described above we directly induce a feature attention signal for
a specific velocity. The attentional motion pattern is a Gaussian in velocity space with
amplitude 0.2, the mean located at the attended velocity and a width corresponding
to the width of the velocity tuning of the observed cells (σ2 = 0.75). The presented
stimuli (42× 42 pixels) show moving random dot patterns in a specific direction (out of
12 possible directions) and with a speed of 2 pixels / frame (compare stimulus sketch in

Figure 30: (a) Overview of the different test conditions for the investigations on the influence of
feature attention. The direction of the stimulus is sketched as small arrows together with the di-
rection of feature attention. The preferred direction of the observed cell is rightward motion (bold
arrows). (b) Observed enhancement of neural activity in macaque area MT; sketch based on data
from [Martinez-Trujillo and Treue, 2004] and [Treue and Martinez-Trujillo, 1999]. (c) One frame of an
input sequence consisting of random-dots moving to the upper right (12 directions were tested) and
a sketch of an electrode sampling data from the observed cell tuned to rightward motion. (d) Neural
activity (normalized mean spike rate) of a cell tuned to rightward motion (direction: 0◦) at the center of
the stimulus after 5 iterations of feedback processing (relaxed activity; polar plot as inlay). Responses
without attention are show in black (attend fixation). While attending rightward motion the neural
response (blue line) is amplified roughly independently of the presented motion direction. Attention
towards the presented motion cue (red line; attend same) (1) increases the cell’s response if a direction
similar to the preferred direction is shown and (2) decreases the cell’s response for the anti-preferred
direction.
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Figure 31: Illustration of the attentional gain in model simulations of the experiment of
[Martinez-Trujillo and Treue, 2004] (see text). (a) Data shown in Fig. 30d showing the sensitivity
of an observed model cell to different motion stimuli under different attentional conditions (“attend
fixation” in black, “attend same” in red, and attention to the preferred direction in blue). (b) Mod-
ulation ratios of the attentional gain in case of the attend-same condition (red) compared to the gain
when attending the preferred direction (blue). The abscissa represents the angular distance from the
preferred direction of the observed cell. For the “attend same” condition (red) an excitatory (+) in-
fluence is observed when a direction similar to the preferred direction is presented (angular difference
< 60◦) and a inhibitory (−) influence else. This is qualitatively in accordance with the experiments
of Treue and coworkers (compare [Martinez-Trujillo and Treue, 2004]). When the preferred direction is
attended while stimuli were presented for different directions modulation has an excitatory effect over all
directions (blue). For directions similar to the preferred one the modulation index is slightly increased
(1.58 : 1.25) indicating attentional effects for the shown preferred direction does not result in a simple
multiplicative enhancement but appears to slightly bias the cell in favor of its preference.

Fig. 30c). ρ in Eq. 23 is set to a small value for both model areas (ρ = 0.05, which is
smaller than the typical magnitude of activities in netIN).

We evaluate the activity of a cell tuned to rightward motion located in the center of
the stimulus for the different attentional conditions described above. Consistent with
the experimental data we have an increase of activity for all directions, when attention
is directed to the preferred velocity of the observed cell (Fig. 30d, blue curve) compared
to the tuning of the cell without attention (Fig. 30d, black curve).

Furthermore, in line with the observed activities in macaque, our model reproduces
(1) an increase of neural activity when feature attention and the presented motion direc-
tion are identical or similar to the preferred direction and (2) a decrease of activity when
they are very dissimilar (Fig. 30d, red curve). For the attend-same condition the mod-
ulation ratios are qualitatively in accordance with [Martinez-Trujillo and Treue, 2004]
(see Fig. 31, red curve). For the case of attending the preferred direction of the observed
cell, we get a slight increase of the excitatory effect by feedback modulation for directions
similar to the preferred one (modulation index 1.58 : 1.25; see Fig. 5, blue curve). This
indicates that the attentional effect for the shown preferred direction does not result
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in a simple multiplicative enhancement (indicative for a flat line in the modulation in-
dex) but appears to slightly bias the cell in favor of its preference. For both attentional
conditions, the increase of activity is explained in our model directly by attentional mod-
ulation. The decrease is a side effect of the normalization stage: attentional modulation
of the presented motion pattern generates an increase of activity of cells tuned to the
presented velocity at the cost of inhibiting the remaining activities including the activity
of the observed cell. Importantly, the small tonic input (ρ) to all cells generates a base
level of activity which can be inhibited and which is necessary to generate the results.

4.4 Discussion and conclusion

We investigated the influence of attention towards specific motion features on the motion
integration and segregation in our model of early motion processing. Here, we compare
our model to a model of biased competition [Deco and Rolls, 2005] which explains similar
effects of attention on another level of structural complexity. Finally, we summarize the
major contributions presented in this section.

Relation to the model of Deco and Rolls (2005)
[Deco and Rolls, 2005] utilize a computational framework proposed by
[Brunel and Wang, 2001] to formulate a model of biased competition through
feedback facilitation and attention. The computational framework described by
[Brunel and Wang, 2001] is based on the qualitative analysis of spiking dynamics in an
integrate-and-fire model (mean field approximation). The model of biased competition
[Deco and Rolls, 2005] primarily explains attention effects in area V2 and V4 (see, e.g.,
[Reynolds and Chelazzi, 2004]), but the authors suggest that the same mechanisms
also explain attention effects in areas V1 and MT. Unlike our model their approach
does only include two populations of cells representing two specific occurrences of one
feature (e.g., direction). In particular they do not include the spatial domain and
also no multidimensional feature space like our model. These structural differences
make it difficult to compare both approaches, even at the level of qualitative behavior.
Among many fundamental differences in the model dynamics an important difference to
[Deco and Rolls, 2005] is that our model is functionally motivated to work in a closed
loop to process realistic input patterns instead of investigating an isolated mechanism.
We designed our model to initially solve the aperture problem and to segment regions
of visual motion by employing biologically motivated mechanisms. As a byproduct
our architecture also successfully replicates neurophysiological observations of visual
attention and thus presents a possible explanation to these experiments.

Summary
We proposed how attention can be integrated in the presented model as attentional
feedback connections to model area MT which steer the motion integration and
segregation process in the same manner as early feedback from model MT influences
inputs to model V1. Thus, attention can be seen as an additional module in a framework
of structurally identical model areas. Model simulations demonstrate how attention can
be utilized to select motion cues from an ambiguous input as suggested by
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psychophysical observations. Furthermore, our model qualitatively replicates
physiological investigations in macaque area MT and, thus, suggests a possible ex-
planation of attentional effects on the tuning of cells by means of attentional feedback
modulation coupled with lateral shunting normalization.
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5 Extension of the neural model: the perception of
transparent motion

5.1 Introduction

Human observers are able to perceive and thus represent transparent motion (e.g.,
[Braddick and Qian, 2001]) but the structure of this representation remains largely un-
clear. Here, we present an extension of the neural model described in section 2 and
section 4 to explicitly represent layers of motion sensitive cells in order to provide sepa-
rate representations of possibly overlapping motion cues.

Recently, it has been shown that feedforward processing alone is not sufficient to ex-
plain the ability to perceive transparent motion. Psychophysical studies reveal that only
a limited number of transparent layers can be perceived [Mulligan, 1992, Hiris, 2001].
However, [Zanker, 2001, Zanker and Taylor, 2003, Felisberti and Zanker, 2004] demon-
strated that attention significantly enhances the ability of humans to segregate trans-
parent motion. Therefore, we investigate how high-level attention may contribute to the
segregation of multiple motion cues at the same location to extract expected transparent
motion patterns.

Technical approaches for processing motion transparency are often based on some
kind of decision mechanism to determine the number of layers present in the stimulus:
[Weiss, 1997] adapts the expectation maximization (EM) algorithm to achieve a solution.
[Mota et al., 2004] introduce a mathematical approach to solve this problem based on
a novel confidence value. [Wang and Adelson, 1994] suggest a smoothness constraint
within layers and realize a segmentation algorithm which employs k-means clustering to
select the appropriate number of motion models (layers).

In this section we present an approach where a fixed number of cells (a population of
figure cells and a population of ground cells) represent local motion. We demonstrate how
transparent or partly transparent motion can be detected, represented and segmented
in our recurrent framework of motion processing. We show that in the absence of
transparency, the cells at one location indicate a single velocity, while in the presence
of transparency, the cells’ activity patterns are segregated into figure and ground. In
particular we investigate the role of task-specific attention and mutual inhibition between
cells in different layers and the effects of the spatial resolution of motion segregation
defined by the cells’ receptive fields.

71



5 Extension of the neural model: the perception of transparent motion

5.2 Model extensions

Extended representation and model dynamics

We propose that transparent motion is represented in an explicit fashion on different
layers of motion sensitive cells. Theses layers can be interpreted as depth layers or in
our case as figure/ground layers. We thus introduce a new dimension to all variables of
the model described in secion 2 and 4 indicating the layer to which the cells belongs to:
Either the figure layer or the background layer. Based on this extended representation we
modified the model equations given in section 4. (1) Task-dependent attention (Eq. 27)
is only applied to the figure layer to highlight the object of interest (see Fig. 32). The
attentional signal can either represent spatial or feature attention, or both. Like in
the previous section we focus on feature attention. (2) In addition to task-depended
attention we include a cross-inhibition term for cells sharing the same properties at the
same location (Eq. 29). The following equations describe the extended model dynamics:

Figure 32: Layered representation of figure and ground motion. Extensions of the model described
in section 4 consist of a task-specific attention signal applied only to the figure layer highlighting the
object of interest and weak mutual inhibition between cells in both layers representing the same motion
features.
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where A specifies the layer which is represented by the cell and B the other layer
(e.g. A = foreground and B = background or vice versa). Similar as in section 4 ρ is
a small noise term which is added to the input of model V1 to break symmetries and
is zero for all other model areas (see Fig. 32). µ steers the influence of cross-inhibition
of corresponding cells in different layers which is included in the normalization stage of
each area. All other variables are described in the previous sections.

The effect of the interplay between feedforward and feedback processing followed by
lateral inhibition in an iterative loop is to gradually evolve a single motion estimate
(velocity) at each location on each layer.

Motivation of mutual crossinhibition and selective attention on figure layer
[Kim and Wilson, 1996] suggested inhibitory connections between pattern motion units
(like those in area MT) motivated by results indicating directional repulsion of per-
ceived motion directions. Such an inhibition is realized in our model through the pa-
rameter µ in the model equation 29. Psychophysical studies have shown that human
subjects are limited in their capability of perceiving transparent objects, but that two
directions of motion are mostly perceived as two layers of motion separated in depth
[Hiris and Blake, 1996]. [Hiris, 2001] found that up to 3-4 layers can be perceived simul-
taneously. For very brief stimulus presentations from 60 ms to 250 ms [Mulligan, 1992]
found that only 2 layers of moving noise can be identified. In our model we use only
two layers, figure and ground, for the representation of transparency. Thus, our model
is limited to a maximum of two layers of motion. Attention is only applied to the figure
layer for all examples in this paper. This is motivated by the intuition that attention is
turned towards the object of interest, which generally is termed figure. This basically
implements the idea of [Zanker and Taylor, 2003], who state that attention is needed to
integrate transparent motion by selecting the motion of interest, which is present in the
input at all the time. Furthermore, attention is unspecific in space and only coarsely
selects the motion of interest.

5.3 Results

Here, we investigate how the different mechanisms of our model influence the integration
and segregation of transparent motion. In particular, we will experimentally identify a
model parameterization for the model extensions describing the influence of mutual
inhibition and the strength of the attention signal. We further investigate how the
model behaves if semi-transparent scenes are presented (scenes, in which transparency
is restricted to certain regions).
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5 Extension of the neural model: the perception of transparent motion

In the described experiments we use a spatially independent attention signal describing
rightwards motion, similar as described in section 4 (a non-zero signal at all locations
and any rightward velocity with ∆x > 0):

net
(MT,figure layer)
FB =

{
α if ∆x > 0
0 else

(30)

Representation and integration of transparent motion
To demonstrate how mutual inhibition and attention interact, we compare the outcome
of the extended model with different configurations for the following situations: (a) no
mutual inhibition, no attention, (b) either mutual inhibition (c) or attention, and (d),
both, mutual inhibition and attention. The visual scene consists of two transparent layers
of random dots moving in two different directions (two pixels to left and two pixels to the
right; see Fig. 33). Only cells tuned to horizontal velocities are utilized. The presented
results represent the relaxed model state after 10 iterations of feedback processing. (a)
if cells representing different layers do not interact (µ = 0, see Eq. 29) and no attention
is applied, both subsystems containing cells tuned to a specific layer behave similar.
Small patches emerge, where left or right motion is indicated. No homogeneous regions
corresponding to the presented scene are formed. This is consistent with the observation
that the model with only one layer is not able to represent transparent motion in a
stable manner (see Fig. 33a; compare also Fig. 28 in section 4). (b) If an attentional
bias (α = 0.1, see Eq. 30) to rightwards motion is applied to the first layer, cells in this
layer detect the presented rightward motion. The detection is not very accurate and the
relaxation process is slow (see Fig. 33b). The second layer (without attention) behaves
similar as in case (a). (c) Mutual inhibition (µ = 0.1, Eq. 29) between cells tuned
to the same velocity but different layers at the same location leads to complementary
representations: if one population of cells at one location indicates a certain velocity,
the corresponding cell population in the other layer is biased to all other velocities.
Depending on the strength of the mutual inhibition the second cell population will
indicate any other velocity for which a certain amount of evidence (input correlation) is
present. The outputs of both copies show large patches indicating left and right motion.
The patches in both copies are complementary (Fig. 33c). Thus, visual motion of both
transparent layers of the input sequence is detected and separated between both layers,
but also an erroneous spatial separation occurs. (d) If mutual inhibition and attention
are combined, a homogeneous segregation and a complementary representation of the
correct motion are achieved for the entire scene (Fig. 33d). The model relaxes after just
4 iterations.

Velocity repulsion
Here, we investigate how velocity tuning influences the ability to segregate two transpar-
ent motion signals. [Hiris and Blake, 1996, Marshak and Sekuler, 1979] suggested that
inhibitory connections are responsible for motion repulsion to enhance the discrimination
of direction or speed. We also expect such effects in our model, caused by the mutual
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Figure 33: Model simulations for the extended model processing a random dot sequence showing
transparent motion with horizontal velocities +2 pixel / frame and -2 pixel / frame (10% white dots
on black background). Only cells tuned to horizontal velocities are utilized. Detected horizontal speeds
after 10 iterations of feedback processing in both layers of model area MT are shown as solid and dotted
lines. The temporal course of detected velocities in the entire field of view in model area MT are shown
as black and white boxplots for each layer, respectively. (a) Attention is set to zero and no mutual
inhibition (µ = 0) between layers is employed. Similar motion is detected in both layers. (b) Attention
(α = 0.1 for positive horizontal velocities components in the figure layer; see text) leads to a bias, which
slowly shifts the detected motion in the figure layer (white boxplots) towards the correct speed. Motion
in the background layer is not affected. (c) Mutual inhibition (µ = 0.1) leads to sharp segregation of
motion detected in both layers. The results indicate complementary speeds in both layers. Only small
homogeneous regions of motion are detected. (d) Attention together with mutual inhibition between
both layers lead to very fast segregation of detected speeds. Homogeneous motion is indicated in both
layers of model area MT.
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5 Extension of the neural model: the perception of transparent motion

inhibition in Eq. 29. Such overestimation of relative velocities (motion repulsion) could
be useful for the motion sparation process.

Like in the previous experiment we investigate random dot stimuli with two indepen-
dently moving planes, which move with different velocities (v1 and v2). We systematically
vary the relative speed srel between the presented velocities ranging from 1 to 12 pixels
per frame. The individual velocities are horizontally and symmetrically arranged around
zero velocity: v1 = (dsrel/2e, 0) and v2 = v1(srel, 0). We analyze the detected relative
velocities (difference of detected speeds in both model layers), which should ideally cor-
respond to the relative velocity of the input sequence. Only cells tuned to horizontal
motion are utilized, mutual inhibition was set to µ = 1 (Eq. 29), and attention was
set to α = 0.1 (Eq. 30). The results shown in Fig. 34 indicate that perfect estimations

Figure 34: Experiment illustrating the detection of different relative speeds. A sequence with trans-
parent random dots is presented (10% white dots on black background). The velocities of the dots is
chosen to be approximately symmetric and horizontally around the zero-velocity. The model uses µ = 1,
α = 0.1, and cells tuned to horizontal velocities. (a) Depending on the velocity tuning (σ2) and the
presented relative speed, velocities are detected correctly, repulsed from each other or attracted by each
other. For σ2 = 0.05 the correct relative speed is detected for all configurations. For small σ2 > 0.05
and small relative speeds the motion signal indicates repulsion (separation of detected speeds). For large
σ2 this effect is shifted and occurs only for larger relative speeds. For small relative motion and large
σ2 the motion signal is mixed/merged, which leads to smaller relative velocities (attraction) (b) Com-
putation of plotted values in (a): the mean of 31 velocities indicated in the center of the visual field
in model area MT is referred as the mean detected relative speed (similar results were obtained if one
sample is used instead of the mean, since area MT already has large spatial receptive fields).
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are obtained for very sharp speed tuning (σ2 = 0.05). For less sharp speed tunings
(σ2 = 0.75) the model overestimates small differences (repulsion). This shift is caused
by mutual inhibition if nearby velocities are detected in both model layers. For broader
speed tunings (σ2 ∈ {1.50, 2.25, 3.75}) the model underestimates small differences and
only larger relative speeds are overestimated. The underestimation can be explained by
an increased difficulty to distinguish small velocity differences in the presence of strong
velocity blur (a large value for σ2 leads to a high uncertainty in velocity space).

In conclusion this experiment shows that our model generates motion repulsion, which
overestimates the difference of similar velocities consistent with psychophysical observa-
tions.

Processing of opaque and semi-transparent motion

Here we investigate the influence of different strengths of mutual inhibition (µ) in the
presence of an attentional signal. We are interested in cases where transparent motion
is not present in the entire scene. Particularly, we show what happens in both layers of
the model (figure/ground) in cases where only one layer of motion (opaque motion) is
present in the input signal. A problem that may arise for such configurations is that the
mutual inhibition could lead to percepts of nonexistent motion. Fig. 35 demonstrates
that the strength of mutual inhibition is a critical parameter. Here we present homoge-
neous random dot stimuli with only one direction of motion. If mutual inhibition (µ) is
too strong the model often produces erroneously different velocity estimations in both
layers (large relative motion): for broader velocity tuning, the model correctly detects
one velocity for a larger range of µ. If velocity tuning is very sharp (σ2 = 0.05), the
model detects erroneous motion independent of the strength of mutual inhibition. For
a moderate choice of σ2 ∈ {0.75, 1.50} the model produces stable results for a value of
µ around 1. Fig. 35b illustrates that if the presented pattern matches the signal that
is attended through the feedback more parameter configurations lead to erroneous ve-
locity repulsions. This can be explained by a stronger repulsion of cells with stronger
activities in the figure layer through mutual inhibition compared to cells with weaker
activities. The stronger activities are caused by the attentional modulation. Generally,
less attention leads to more stable results in the presence of opaque motion (Fig. 35c).
However, attention is needed to correctly group and segregate transparent motion. Thus,
attentional feedback to MT should be chosen as small as possible (e.g. α = 0.1).

If we choose a set of parameters based on the previous experiments (µ = 1, α = 0.1,
and σ2 = 1.50) we can show that the model is able to extract visual motion from scenes
including partly transparent cues (Fig. 36). We present a transparent tilted rectangle
moving to the right in front of a tilted background plane, which is moving to the left.
Both, the rectangle and the background plane are textured with two different Brodatz
textures [Brodatz, 1966]. In regions with opaque motion both model layers indicate
roughly the same velocity. In regions with transparent motion two different velocities
are detected. The model is able to split its focus on different objects if necessary, but
splitting does not occur in any case. In the absence of multiple transparent cues only a
single velocity is detected.
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Spatial resolution of motion segregation
Finally, we show that our model’s spatial resolution is limited, which leads to effects also
observed in psychophysical experiments. We present a random dot sequence divided into
horizontal stripes of equal width containing alternately left or right moving random dots
(Fig. 37). Psychophysical studies [Mestre et al., 2001, Burr et al., 2004]have shown that
such stimuli are correctly perceived as the presented horizontal stripes if the width
of the stripes is large enough. Whereas stimuli build of thin stripes are perceived as
transparent layers of left and right motion. Such experiments give insights in the spatial
resolution of motion integration. Intuitively, if the receptive field of a motion unit covers
two or more stripes, it will be difficult to segregate them spatially. Thus, they may be
perceived as transparent. The results in Fig. 37 show that the model segments the scene
into non-transparent stripes of motion if the width of the stripes is large. When narrow
stripes are presented segmentation breaks down and transparent motion in extracted.
Our results also show that intermediate stripe widths are difficult to detect, which is
consistent with [van Doorn and Koenderink, 1982].

5.4 Discussion and conclusion

In conclusion the presented experiments illustrate how the model automatically separates
transparent motion without the need to explicitly detect the presence of transparency.
Our experiments yield a parameterization for which the interplay of the model mech-
anisms leads to a balanced behavior, such that transparent motion is separated while
opaque motion patterns lead to a redundant representation of similar motion in both
layers. We show that the interplay of both, attentional modulation of the expected

Figure 35: (Facing page.) Model results investigating the robustness of the extended model with
figure/ground segmentation in the presence of non-transparent motion. (a-b) Attention is fed into
model MT of the first layer for positive speeds (α = 0.1). (a) shows the results for a random dot
sequence (10% white dots on black background) with anti-preferred homogeneous motion (indicated
by a ”-”) with respect to attention and (b) with preferred homogeneous motion (indicated by a ”+”).
The boxplots represent the absolute detected relative speed in model MT (computed as in Fig. 34) for
configurations with different mutual inhibition factors between both layers and for increasing values of
σ2 (0.05, 0.75, 1.50, 2.25, 3.75; presented in this order; the inverted boxplot corresponds to σ2 = 1.50).
Since no transparent motion is present, the correct relative speed is zero. Sharp speed/velocity tuning
leads to erroneous segregation results independent of the mutual inhibition factor (σ2 = 0.05). For
moderate speed tunings (σ2 = 0.75, 1.5) the model remains stable (indicating zero relative motion) for
small values of µ. For motion preferred by the attentional signal the erroneous repulsion of nonexistent
motion cues is stronger than for non-preferred motion (compare µ = 1 and µ = 2 in a and b). (c) Model
results varying the strength of attention α (0.05, 0.1, 1.0; presented in this order; the inverted boxplot
corresponds to α = 0.1) for a random dot sequence with non-preferred homogeneous motion. This
experiment shows that weaker attentional feedback leads to more stable results processing homogeneous
patterns. (a-c) This experiments suggest a stable configuration with µ = 1.0, σ2 = 1.50, and α = 0.1.
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5 Extension of the neural model: the perception of transparent motion

Figure 36: Example illustrating the ability of the model to successfully process partly transparent
scenes. (a) One frame of the example sequence and a sketch of the geometric configuration. The
sequence is generated with Povray using Brodatz textures and alpha blending. The model configuration
is based on the preceding experiments (Fig. 33-35): µ = 1, α = 0.1, and σ2 = 1.50 (attention indicates
a preference for velocities with positive horizontal component). Only cells tuned to horizontal velocities
are employed. (b) Motion detected in both model areas at the horizontal line marked in (a) after 20
iterations. The results of both layers are shown as solid and dotted lines, resprectively. Transparent
regions are clearly segregated, while opaque motion is indicated in regions without transparency in
both model areas. (c) illustrates the temporal development of detected velocities in model area V1 at
different times of iterative feedback processing. Top and center row: horizontal velocity is indicated
by gray values (dark = leftward motion, light = rightward motion). Bottom row: horizontal velocities
across the center line. The results of both layers are shown as solid and dotted lines.
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Figure 37: Model results processing a random dot sequence (256×256 pixel; 10% white dots on black
background) consisting of horizontal stripes of left and right moving dots. The same model parameters
are used as for the experiment illustrated in Fig. 9. (a) Sketch of input sequence. (b) Boxplots of
the difference of detected velocities between both layers in model V1 at each pixel for different stripe
widths. Differences near zero (dashed line) indicate opaque motions (no transparency). (c) Detected
horizontal velocities are indicated by luminance (dark = leftward motion, light = rightward motion)
in both layers (foreground, background). Narrow stripes (left) cannot be spatially segregated and are
interpreted as transparent motion (right motion in the foreground, left motion in the background).
Wider stripes (center and right) are correctly segregated in space and are interpreted as opaque motion
(background = foreground). Intermediate stripes widths (width=32 pixel) are very difficult to detect
and do not lead to stable results.
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5 Extension of the neural model: the perception of transparent motion

figure and mutual inhibition of figure and ground layer are essential to segregate trans-
parent motion cues. Moreover, we also show how this separation process is related to
the spatial resolution of motion segregation and the repulsion of similar motion cues,
which produces model results consistent with psychophysical data.
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6 Neuromorphic algorithm for motion integration and
segregation

6.1 Introduction

Image velocity or image motion describes the gradual change of images in the presence
of moving objects or a moving observer. Technical applications, such as robotic applica-
tions or human-computer interfaces require fast solutions to generate accurate estima-
tions of image motion. Fast approaches often fail to disambiguate motion [Stein, 2004]
and accurate solutions often do not run in real-time (see [Barron et al., 1994] for an
overview of different approaches). In particular, when dense motion has to be estimated
from ambiguous motion configurations in the presence of only few trackable features,
many approaches fail to generate fast and accurate results. Also, prior knowledge about
what is expected to happen in an image sequence, e.g., based on computations from
previous time steps or by top-down attention should easily be included in a visual
motion estimation scheme. Biological systems share such properties, that instanta-
neous measurements are combined with recurrent information from previous time steps
[Grossberg, 1980, Sporns et al., 1989] but with high computational costs mostly caused
by huge memory requirements or complex numerical computations. Similar arguments
concerning the computational costs and the integration of prior knowledge also apply for
Bayesian frameworks [Weiss, Simoncelli and Adelson, 2002, Lee and Mumford, 2003].
Moreover, it is mandatory for the accuracy of extracted image motion to combine ob-
servations from different image locations to overcome ambiguities which inherently can-
not be solved by purely local information (as shown in the previous sections, compare
Fig. 38). Global integration is critical since it makes it impossible to distinguish between
differently moving objects. Thus, some approaches use diffusion-schemes to propagate
information in space and time [Horn and Schunk, 1981, Brox et al., 2004]. To segregate
image motion from different regions with different motions local discontinuities in the
flow field can be utilized to steer the diffusion scheme [Nagel and Enkelmann, 1986].
Similar concepts of integration and segregation were introduced in the previous sections
on a neural basis in a neural model of dense motion segmentation. This model also
shares the advantage of biological systems and Bayesian approaches to be able to easily
include additional information or prior knowledge. In order to make that model suitable
for technical applications we present here a neuromorphic algorithm, which is based on
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the previously presented neural model but with significantly reduced requirements to
computational resources and near real-time capabilities.

Neural model of recurrent motion segmentation
The presented neural model (section 2) represents velocity at each location by a full
exhaustive coding and sampling of velocity space with single compartment cells and
rate coding. In a nutshell, the overall approach is that individual cells collect votes (or
likelihoods) for the velocity they represent and that information from preceding time
steps and from a spatial neighborhood are combined to generate the final motion esti-
mation at each location. The model is divided into two modules denoted as module V1
and module MT, according to the cortical areas V1 and MT of the visual system (see
[Knudsen et al., 1987] for an introductory overview and, e.g., Van Essen and Galant,
1994 for a more detailed information). Each module performs the same basic oper-
ations, module V1 on a fine scale and model MT on a coarse scale. The operations
consist of (1) integration, (2) normalization, and (3) feedback modulation of neural ac-
tivity (sketched in Fig. 39). The basic idea is that context information from the coarse
representation is utilized to solve ambiguities on the fine resolution. These improved
estimations on the fine scale again are recombined in the coarse representation, which in
turn is used to further disambiguate the representation on the fine scale in a recursive
manner. Details about the individual mechanisms employed by the neural model are
given in algorithmic terms later in section 6.2.3. The input activities for the neural
network represent the similarity of the structure at different locations at different time
steps according to the corresponding velocity represented by a cell. This similarity is
computed by the scalar product of bandpass filtered image regions (compare section
2.2.1).

Figure 38: Illustration of motion ambiguities showing that local information does not necessarily reveal
the true object motion. The example shows a square moving to the lower right. The true object motion
is indicated by the outlined arrow, detectable local motion cues are indicated by small arrows. (a) Local
motion information at elongated contrasts contains inherent ambiguities which makes it impossible to
identify the true object motion. (b) The combination of different ambiguous motion cues by, e.g., an
intersection can reveal the true motion. (c) At locations with multiple contrast orientations such as
corners the detected motion is already unambiguous.
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Limitations and complexity of the computational implementation of the neural
model of motion segmentation

The computational simulation of the neural model leads to the following limitations
making the approach unsuitable for many technical applications. (1) Limited range
of detectable velocities: the explicit sampling of the velocity space limits the maxi-
mum speed to be represented and detected. (2) Memory requirement: the explicit
representation of image motion leads to a huge amount of memory needed to represent
the neural activity. The more velocities the model can detect, the more memory is re-
quired. Assuming an image sequence with 320x200 pixels, 15x15 velocity tuned cells
present at each location and single-precision floating point values (4 byte) to depict neu-
ral activity, the required memory to represent visual motion at a specific time step is
approximately 56 MB. (3) Runtime complexity: as a direct consequence of (1) and
(2) the runtime is also directly dependent on the maximum speed which can be repre-
sented by the model. In particular, the runtime complexity (and the required memory)
grows with the square of the maximum speed to be detected.

6.2 Neuromorphic algorithm of recurrent motion segmentation

To overcome the drawbacks of the computational realization of the neural model, we
introduce an algorithmic representation of sparse motion hypotheses to reduce the re-
quired memory. Then, we develop algorithmic versions of the neural mechanisms which
work on the new representation. Moreover, the initial motion estimation is accelerated
by introducing a simple similarity measure and a computational scheme to efficiently
extract relevant motion correspondences.

Figure 39: Sketch of the neural model on which the algorithm is based. The
model is divided into two modules: V1 and MT. Each of the modules is described
by mechanisms of feedforward integration (bold arrows between module boxes),
lateral normalization (circular arrows within module boxes) and feedback modula-
tion (outlined arrow). The main difference between both modules is the spatial
scale of the operations: a fine scale in module V1 and a coarse scale in module
MT. As a consequence, the second module combines adjacent motion cues from
the first module to solve ambiguities in a small neighborhood. Feedback modula-
tion from the second module, in turn, emphasizes or selects individual motion cues
from a set of ambiguous cues in the first module.
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Figure 40: Sparse motion representation. For each pixel a maximum number of hmax hypotheses can
be stored (here hmax = 5). Unused slots are left blank.

6.2.1 Motion representation and data access

Motion is represented by sets of hypotheses for certain velocities at each image location.
A hypothesis thus contains data about its image location (x, y), an integer valued velocity
vector (vx, vy), and a real valued weight w representing a likelihood for this hypothesis in
relation to other hypotheses at the same location. The weight can also be interpreted as
confidence value, belief, or as neural activity. The spatial location is implicitly encoded
by the position in the array where the hypotheses are stored. The array dimensions
are arranged as in the input images (see Fig. 40). We constrain the amount of velocity
hypotheses at each image location to a maximum of hmax hypotheses.

With each hypothesis we further store additional information for data access and the
preservation of information: (1) A combined velocity value vxvy := vx + vy · Iwidth,
which uniquely identifies the velocity in one single value and which is used as key
for fast access (see section 6.2.3). The lists of hypotheses are sorted after this key,
if not mentioned otherwise. Sorting is implemented by using the Intro-Sort algorithm
that achieves O(N · log N) complexity where N is the number of elements to be sorted
[Musser, 1997] (implementation available through the C++ standard template library
at http://www.sgi.com/tech/stl, 07/2005). Thus, sorting of hypotheses has a com-
plexity of O(hmax · log hmax) at each image location. All hypotheses can be sorted in
O(n log hmax) = O(n log n), where n is the maximum number of all hypotheses at all
locations. Such sorted arrays of hypotheses for each image location allow to quickly
searching for the existence of a specific velocity at a given spatial location. Therefore
we use a binary search algorithm (e.g., [Cormen et al., 1990], which is implemented in
O(log hmax). Moreover, if the hypotheses at each location are sorted according to their
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6.2 Neuromorphic algorithm of recurrent motion segmentation

weight w instead of vxvy, we can directly select a subset of the m most likely hypotheses
for further processing by simply using the first m hypotheses of the array. (2) Since
hypotheses can also be represented on a subsampled spatial representation (see section
6.2.3), we need copies of vx, vy, vxvy (v0

x, v
0
y , vxv

0
y) to store the velocity on the finest (orig-

inal input) resolution. Consequently, for the generation of a hypothesis we compute
the combined value vxvy from vx and vy, we determine the values v0

x, v
0
y , vxv

0
y , and then

store the hypothesis at the corresponding array location.
The data representation generated for velocities that range over the whole image

requires a maximum of Iwidth · Iheight · hmax hypotheses. Thus, the representation needs
O(n) = O(np ·hmax) bytes for the representation of the hypotheses describing the motion
correspondences between two frames, where np is the total number of pixels of an input
frame, hmax the maximum amount of hypotheses at each image location, and n the
maximum number of all hypotheses. The constant factor is 20 bytes, since we utilize
single-precision floating point variables (4 bytes) for the weights, integer variables (4
bytes) for the combined velocity values, and short integer variables (2 bytes) for the
velocities. Assuming an image sequence with 320x200 pixels, the required memory to
represent a maximum amount of, e.g., 5 hypotheses at each location at a specific time
step is approximately 6.4 MB, independent of the maximum speed to be represented.

6.2.2 Algorithmic realization of initial motion estimation

The stage of initial motion estimation utilizes a discrete similarity measure between im-
age features, particularly the Census transform [Zabih and Woodfill, 1994]. The Census
transform belongs to the class of rang-order approaches where the value at the center
is compared with each in a discrete neighborhood to generate the feature vector. Our
approach is based on the algorithm proposed by [Stein, 2004], which uses the Census
transform and Hashtables. Differences between their approach and our initial motion es-
timation are given in the discussion section. The novel aspect of our approach is that all
motion correspondences are represented in an efficient way and no pre-selection based
on local image structure heuristics is necessary for motion detection. As sketched in
Fig. 41, the Census transform is applied to the input frames and the extracted feature
vectors are converted to integer values (called Census values). Since these values contain
information from a local neighborhood each of them represents a compact description
of local image structure.

For the generation of hypotheses from Census transformed images we sort
the Census values of two succeeding frames, which results in a compact representation
of all motion correspondences (based on the correspondence of the Census values in the
two frames). Sorting can be achieved in O(np log np), where np is the number of pixels
in the image (see above). Further, the number of occurrences for all present Census
values can be computed in O(np). By linearly walking through the sorted Census values
of two frames, all motion correspondences between these two frames can be determined.
To reduce the amount of memory required for the representation we employ a selection
process based on the input correspondences and knowledge from previous observations
if available: (1) at locations with less than hmax motion correspondences, motion hy-
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Figure 41: Census transformation at one specific location (black pixel in the center). We use 16
surrounding pixel values to compute the Census value c describing the local structure around the central
pixel b. Each pixel value ai is compared to the value of the central pixel. According to this comparison
individual bits of the resulting census value are changed (see equation in figure). A threshold of 6
(assuming 255 gray levels) is employed to determine if two luminance values are approximately equal.
Additionally, the input images are blurred with a Gaussian (σ = 1).The resulting census value c lies
within 0 ≤ c < 43046721 = 316.

potheses are generated for each available correspondence. Such locations with only
few motion ambiguities typically contain image structures like corners or line-endings,
but our approach does not depend on the explicit detection of such image structures.
(2) At locations with more than hmax motion correspondences the algorithm ignores
all correspondences, except if they match expected motion hypotheses. Such expected
hypotheses are generated from context information later in the algorithm and are fed
back to the initial motion detection stage. The presence of an expected correspondence
in the input can be tested in O(1) by directly comparing the expected Census value with
the Census value at the specific image location. We further ignore all correspondences
representing a velocity with speed greater that smax and completely ignore motion cues
when more than h′

max correspondences are present (hmax > hmax). Each selected motion
correspondence is then transformed into a motion hypothesis with weight 1.

In the first iteration no expectations are present. As a consequence only less ambigu-
ous motion cues with less than hmax correspondences are selected to generate hypotheses
to be represented explicitly by the algorithm. All other more ambiguous correspondences
remain in the input signal as subthreshold motion information. Through iterative pro-
cessing such correspondences may be selected at a later time.

6.2.3 Neuromorphic algorithm for motion integration and segregation

Overview
The algorithm is divided into two different modules, each representing motion hypotheses
on specific spatial scales. The first module (corresponding to cortical area V1, referred
to as module V1) represents motion hypotheses on the same scale/resolution on which
they were detected. The second module (module MT, corresponding to cortical area
MT) uses a coarser spatial resolution, where the accuracy of spatial location as well as
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velocity is reduced by the factor 5 which is in accordance with physiological findings
[Albright and Desimone, 1987]. The logic of the algorithm is that context information
is assembled in module MT by forward integration of spatially adjacent local hypotheses
from module V1. This context information is interpreted as expectation signal which is
used to iteratively resolve ambiguities and to refine the motion estimation and segmen-
tation process.

In a nutshell, the functionality of both interacting modules can be described as follows:
raw motion estimations are detected at each time step in the first module (as described
in section 6.2.2). These motion cues typically are highly ambiguous at many locations
caused by the aperture problem which leads to the presence of the true image velocity
together with many other possible interpretations. In the second module, nearby mo-
tion hypotheses are combined by averaging their weights, when they represent the same
velocities. Thus, assuming that motion of rigid objects is constant in a small neighbor-
hood, the true image motion which has been measured at most locations of an object
will generate the largest weight. More general, due to the integration of weights from the
previous stage we get more reliable motion estimations that are indicated by the motion
hypotheses with largest weights at each spatial location of the second module. From this
representation a prediction for the detected initial motion hypotheses at the next time
step (or frame) in the first module is computed. By iteratively modulating the weights of
these expected motion cues in the first module, the system resolves motion ambiguities
over time. Furthermore, the predictive signal is utilized for the selection process for the
initial motion detection. The detailed mechanisms of the iterative computation will be
explained below.

Basic Operations and Mechansisms
1. Recurrent modulation. Recurrent excitatory modulation aims to enhance the like-

lihood of motion estimates that form the elements of a representation which match
an expected signal, while leaving the likelihood of the rest of the representation
unchanged. In our framework of sparse velocity cues, this is achieved by modulat-
ing the weight (wIN) of the sparsely represented input velocities by utilizing a soft
gating mechanism denoted by

wIN · (1 + C · wFB),

where wFB is the expectation, or feedback signal which acts as a spatial reentry
mechanisms (we set C = 100). The function of the modulatory enhancement
allows to selectively enhance the bottom-up weights wIN which receive top-down
same-velocity activity wFB at the same location while leaving other inputs intact
that receive no feedback enhancement (see Tab. 2). Because the feedback signal
is of lower spatial resolution than the input signal, the weights are interpolated12.
The complexity of the entire operation of recurrent modulation is O(np · hmax ·
log hmax) = O(n · log hmax), since for each hypothesis (np · hmax) the feedback
signal has to be tested for a matching velocity (binary search, O(log hmax)).

12In order to achieve qualitatively good results at reasonable computational speed, we employed here
a bilinear interpolation scheme.
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2. Weight normalization. The weight normalization is necessary to guarantee that
the weights of the hypotheses stay in certain bounds. This is realized by divid-
ing the weight of each hypothesis at each location by the sum of weights of all
hypotheses represented at the corresponding location. In other words, the total
weight energy is conserved at each location. A small constant (0.001) is added
to this sum of weights to prevent divisions by zero. We like to highlight the role
of the weight normalization. The conservation of energy leads to weakening the
weights of ambiguous sets of hypotheses when multiple motions cues are present
at one location. Consequently, an enhancement by, e.g., recurrent modulation, is
generated at the cost of inhibiting the remaining weights. The complexity of this
operation is O(n).

3. Subsampling. Motion hypotheses represented in module V1 are spatially subsam-
pled to build the representation in module MT. Therefore, hypotheses are pooled in
a spatial neighborhood defined by a Hanning filter (e.g., [Smith, 1997]) of 4 ·∆s+1
pixel width with respect to the spatial resolution in module V1, where ∆s is the
spatial subsampling distance. The weights of the Hanning filter are normalized
such that the coefficients sum to one. First, the subsampled output of the linear
Hanning filter is computed. The result is a new list of weighted hypotheses at
each subsampled image location, which may contain multiple hypotheses for the
same velocity. After sorting, such multiple hypotheses are converted to single hy-
potheses by adding their weights. Because hypotheses from different locations are
combined, the maximum number of hypotheses at each location may increase. By
selecting a subset of hypotheses with maximum weights, the number of hypotheses
is again reduced to a maximum of hmax velocities. The velocities of the resulting
hypotheses are adjusted such that they represent rounded, integer valued subsam-
pled velocities corresponding to the reduced resolution. These adjusted velocities
are stored in addition to the velocity on the finest scale. The overall complexity of
this operation is O(ns ·ks ·hmax ·log(ks ·hmax)), where ks is the (constant) size of the
kernel (the number of non-zero entries) and ns denotes the number of subsampled
locations. Note that ns � np where np equals the number of pixels of the input
image.

4. Velocity blur. Velocity blur reduces the sharpness of the algorithmic response to
a specific velocity by pooling over similar hypotheses. This is necessary to allow
small motion variations within one segmented object. Without such operation the
slightest change in velocity at neighboring locations would lead to a sharp segre-
gation of the motion signal into different spatial regions. The resulting velocities
are dependent on the velocity of the input hypothesis and a filter kernel (Han-
ning filter) in the velocity domain. The output corresponds to the linear filtering

input \ feedback 0 b
0 0 0
a a a + ab

Table 2: Function and effect of excitatory feedback modulation.
Only if both, input (a) and expectations (b) are in resonance, the
feedback multiplication has an excitatory effect. Else, the input is
left unchanged.

90



6.2 Neuromorphic algorithm of recurrent motion segmentation

(convolution) of the input in velocity space. Since the number of hypotheses may
increase by this operation (similar as for the linear filtering in the subsampling op-
eration), we select the hmax hypotheses with maximum weights. The complexity
of this operation is O(np · kv ·hmax · log(kv ·hmax)), where kv is the (constant) size
of the kernel in velocity space (the number of non-zero entries).

5. Nonlinear enhancement. This operation simply squares the weights of all hypothe-
ses. The effect of the operation is that the relative differences of the hypotheses’
weight coefficients are enhanced. The complexity of this operation is O(n).

6. Interpolation of subsampled hypotheses. To extract the expected correspondences
for the initial motion detection, the feedback signal from the second module has
to be interpolated in order to expand the spatial resolution that matches the one
of the first module (this operation is basically the same as in constructing, e.g., a
Laplacian pyramid representation; [Burt and Adelson, 1983]). Therefore, for each
pixel in module V1 the interpolated hypotheses are generated by interpolation of
the four nearest locations of the subsampled representation in module MT. The
complexity of this operation is O(np · hmax).

7. Predictive shift. The proposed algorithm is supposed to work with sequences of
images with moving objects. Thus, the predictions from a previous time step have
to be adjusted to match the input signal at a later time step. This is achieved by
shifting the location of each hypothesis according to its velocity, i.e. a hypothesis
that encodes a velocity of three pixels to the left is shifted by three pixels to the left
in space. Because more than hmax hypotheses may be moved to a specific location
the algorithm combines hypotheses representing identical velocities and chooses
the hmax hypotheses with maximum weights. The complexity of this operation is
O(np · hmax · log(hmax)).

Algorithm
The algorithm is divided into two parts corresponding to modules V1 and MT, processed
consecutively, and repeated iteratively (Fig. 42). As noted above, the differences between
both modules are the spatial resolution of the representation and the different input
signals. (1) Module V1 computes initial motion estimates from two successive frames
of the input sequence. Due to the spatially localized filtering employed for motion
estimation, module V1 achieves a high spatial accuracy but generates low quality velocity
estimations. Contrarily, (2) Module MT subsamples the output from module V1 which
implies spatial pooling and which leads to larger apertures. Accordingly, the second
module is less affected by the aperture effect and generates better velocity estimations
but with less spatial accuracy. After each iteration the hypotheses in model MT are
shifted in space according to their velocity to track the represented motion cue. Thus,
the signal from module MT can be interpreted as predictor for the input expected in
module V1.

After initial motion detection in module V1, the likelihoods of the generated hypothe-
ses are modulated by the reentry, or expectation, signal received from module MT. As
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described in section 2, this feedback modulation combines the high spatial accuracy of
the first module with the improved velocity information of the second module by giving
those hypotheses in module V1 a bias which match the feedback signal. Module MT does
not receive any predictive modulation (therefore, in the current model implementation
there is no feedback modulation step incorporated in the algorithm for module MT).
Furthermore, the feedback signal from MT is employed to select subthreshold motion
correspondences at locations with very ambiguous motion cues.

Within each module the (modulated) input is nonlinearly enhanced, filtered, and nor-
malized. The filtering step in module V1 consists only of a lowpass in velocity space,
while module MT also applies a spatial subsampling which implies spatial lowpass fil-
tering. The nonlinearity on one hand gives those hypotheses an extra advantage, which
already have a higher likelihood compared to other hypotheses at a given location. The
normalization on the other hand keeps the output in certain bounds and leads to flat
likelihood distributions in the presence of ambiguities and to strong peaks for unambigu-
ous motion cues where only a few hypotheses are likely to be present. The combined
action of these mechanisms in both modules together with iterative feedback modu-
lation implements a biased competition [Desimone and Duncan, 1995] and generates a
context-dependent winner-takes-all behavior by gradually evolving a winning velocity
hypothesis at each location.

The main difference to the neural model described in the previous sections is the
selection of expected motion correspondences in the initial motion estimation. This
gives the algorithm an extra advantage in computational speed, since very unambiguous
motion cues are not explicitly represented and remain hidden in the input as subthreshold
signal.

Figure 42: Overview of the algorithm.
The same operations (mechanisms) are
employed in both modules. The only
difference between both modules are
their input signals and the spatial scale
on which they operate.
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Interpretation of algorithmic output

At each location at each time step the estimated motion is represented as a set of
weighted hypotheses. Such a set of hypotheses at one location can be interpreted as local
neural population code representing distributed neural activity (average spike rates) by
means of local likelihoods for individual velocities (see Fig. 43). Such interpretation
is consistent with the tuning of cells in macaque area MT to different directions and
speeds (e.g., [Maunsell and Van Essen, 1983]). One single velocity at each location is
computed by the weighted sum of the velocity vectors of all hypotheses, weighted by the
corresponding likelihoods (population vector estimator; [Deneve et al., 1999]).

6.3 Results

The parameterization of the algorithm was held constant for all experiments if not
mentioned otherwise. We used hmax = 5, h′

max = 1000, and smax = 30; the Census value
was computed as described in Fig. 41. The image sequences for the different experiments
are described in the corresponding paragraphs. The algorithm was run on a standard
PC (Intel Centrino 1.7Ghz with 1GB RAM). The estimated image velocities are shown
using a color code and in some cases the direction is indicated by oriented lines (see,
e.g., Fig. 44). For the color code, the direction of motion is encoded as hue, and the
speed as saturation.

6.3.1 Results with artificial motion sequences

Fig. 44 shows the results of the algorithm processing a synthetic scene with two non-
overlapping objects (a rectangle and a bar) moving in different directions. The example
illustrates that initially (t = 0) only unambiguous motion cues are selected to be repre-
sented by the algorithm, particularly in module V1. Iteratively, subthreshold correspon-
dences implicitly encoded in the input pattern are selected by the expectation signal
generated by module MT. This example demonstrates that the motion aperture prob-
lem can be solved by the algorithm in a scale invariant manner by recurrent information
processing. Moreover, it shows that reliable motion cues near structures such as corners
are estimated without the necessity to employ specific feature detectors to explicitly
detect those structures. The runtime time of the algorithm for this sequence (120x120
pixel) was between 100-200 ms / frame (with increasing number of selected hypotheses
more time is required). Fig. 45 illustrates the propagation of motion information in a
more complex artificial sequence with real-world textures.

Figure 43: Example of an extracted ambiguous population code; activities shown as
luminance and arranged in velocity space. Here, a set of 25 hypotheses describes two
blobs of possible velocities. A weaker blob around the zero-velocity (in the center) and
a blob of stronger activities (weights) for rightward motion (on the right).
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Figure 44: Example processing a synthetic stimuli showing two moving objects: a box moving to the
lower right and a bar moving to the left. Detected motion direction is indicated for both modules as
colored modulation of the input frames (color code: see inlay). For module MT the detected velocity
is shown at selected locations (white discs) as black lines pointing in the direction of motion. The
temporal development of motion estimations is shown from left to right. Initially, only unambiguous
motion cues are selected at corners or line endings. Over time, motion information is propagated along
object boundaries.

6.3.2 Results with real-world motion sequences

With the same parameterization, the algorithm also processes real-world images. The
Hamburg Taxi-Sequence (Fig. 46) shows a street with three cars: a taxi turning right-
wards into the street at the junction, and two cars coming from the left and the right,
respectively, partly occluded by a tree. The initial motion estimations are very noisy
and contain a lot of false motion estimates. After the third iteration the motion signal
is already stabilized and indicates the motion of the three cars. This example illustrates
the different spatial resolutions in both modules: in module V1 the image structure is
clearly visible in the motion signal, while in module MT there are large blobs indicating
the presence of moving objects. The required computation time of the algorithm for this
sequence (256x191 pixel) was 700-1400 ms / frame.

In Fig. 47 we present the results of processing the Flower Garden sequence used by
[Wang and Adelson, 1994] with 360x240 pixel resolution. This sequence contains image
motion strongly influenced by the motion parallax caused by an observer moving to the
right. Objects near to the observer (e.g., a tree in the front) are strongly influenced
by his translation which leads to fast image motion to the left while objects farer away
(e.g., some houses) are less affected which leads to slower image motion to the left.
Furthermore the ground has continuously changing depth values in vertical direction
which generates a vertical speed gradient. The results show that the different speeds
are successfully detected by the algorithm and that particularly the tree is segregated
from the background. The illustration also shows that for representing a velocity or
speed gradient more that 5 hypotheses are necessary in order to take advantage of the
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Figure 45: Example processing the Yosemite sequence showing the propagation of motion cues. The
initial motion detection yields only very sparse unambiguous motion estimations in the image region
covered by the sky. This high ambiguity in the sky is caused by the low contrast which leads to
many identical Census values. The initially sparsely detected motion cues propagate over time and
disambiguate motion information. Estimated velocities in module V1 and MT are shown for t = 1, ..., 10
and t = 13; color code: see inlay in V1 output for t = 1).

interpolation properties. These interpolation properties depend on blurring velocity
space and, thus, on being able to represent the blurred and thus flattened hypotheses
distributions. Fig. 47c demonstrates that 25 hypotheses in the second module are enough
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Figure 46: Example processing a real world sequence (the Hamburg Taxi Sequence; obtained from
http://i21www.ira.uka.de (07/2005), H.-H. Nagel, KOGS/IAKS Universität Karlsruhe). Detected
direction of motion is color coded (see inlay). The algorithm stabilizes after 3 iterations and tracks the
three cars over time: estimations from module V1 and MT shown at different time steps from left to
right arranged in two lines. This example illustrates the different spatial resolutions of both modules.
Spatial motion localization is very fine in module V1, while module MT shows only coarse blobs of
motion.

to generate smoothly interpolated speeds and, thus, to represent and detect the speed
gradient induced by the smoothly varying depth of the ground.

Fig. 48 shows another real-world sequence that contains flow information from self mo-
tion of a moving car and a pedestrian crossing the street. We make similar observations
concerning the spatial resolution and the temporal development as for the Hamburg
Taxi sequence. The results demonstrate the segmentation capabilities of the algorithm
by segregating the pedestrian and a traffic sign from the background differing with their
motion from the background motion. The background motion itself is an expanding
flow pattern induced by the self-movement of the car. The runtime of the algorithm for
this sequence (320x200 pixel) was approximately 1000-1600 ms / frame. Fig. 49 shows
further frames of the same sequence, when an independently moving car from the left
comes into sight. This car is detected very fast, which demonstrates that our algorithm
is able to react on novel motion patters not initially expected by the feedback signal.
After only two cycles of iteration module MT has built an updated representation and,
in turn, enhances and stabilizes this object by modulatory feedback.
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Figure 47: Example processing a real world sequence (the Flowergarden Sequence; obtained from
http://www-bcs.mit.edu/people/jyawang/demos/garden-layer/layer-demo.html (07/2005);
Wang and Adelson, 1994). The sequence shows a tree in front of houses passing to the left caused
by a translation to the right of the observer. The motion parallax leads to slower motions for objects
farer away from the observer than for near objects. (a) Detected direction of motion in module V1
at different time steps is color coded (red = leftward motion). Different speeds are visible through
the color saturation (pink is slower than fully saturated red). (b, c) Detected speed in module MT is
shown as luminance ([black, white] is mapped on approx. [0, 7] pixel/frame) and as profile plots for the
selected columns and rows. (b) With hmax = 5 different regions of segregated motion are detected on
the ground where the depth increases continuously. (c) With hmax = 25 for module MT (module V1
still uses hmax = 5) speed is smoothly interpolated in the second area which then is able to detect and
represent continuous speed gradients.

6.3.3 Interpretation of algorithmic population codes

The algorithm represents motion as distributed sets of motion hypotheses and the op-
erations on the hypotheses are based on neural mechanisms. Thus, the output of the
algorithm can be interpreted as neural population code where the likelihoods represent
neural activity and no neural activity is assumed for velocities where no hypotheses are
present. Such interpretation of the data can help visualizing the detected hypotheses
and their likelihoods at individual locations. Fig. 50 shows the results of the algorithm
processing a sequence of a textured rectangle slanted in space moving over a textured
plane in the background. Here, we utilized a value of 25 for hmax in module MT to
allow a larger amount of hypotheses to be represented at each location (module V1 still
uses hmax = 5). The resulting optic flow pattern contains a motion gradient due to the
perspective projection of the slanted object. The extracted population codes illustrate
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Figure 48: Example processing a real world sequence showing the self-motion of a car with a pedestrian
crossing the street (the image sequence has been gathered within the project 23-7532-24-12-19/2
supported by the Ministry of Science and the Arts of Baden-Württemberg). The isolated pedestrian
is segregated from the expanding flow field. The expanding flow field is induced by self-motion and
generates a gradual change of velocity over the entire image. The street panel also segregates from the
background, because it differs in velocity since it has a significantly different image depth.

the detected motion hypotheses and clearly show the smooth gradient in the field of
velocities. The increased number of hypotheses (hmax) in module MT does nearly not
affect the computational performance because of the low resolution in module MT.

6.4 Discussion

We first discuss the differences of the neuromorphic algorithm and the underlying neu-
ral model and then compare the proposed algorithm to the approach presented by
[Stein, 2004] and to other related approaches.

6.4.1 Comparison of the neuromorphic algorithm with the full neural model

We presented a neuromorphic algorithm of motion integration and segregation based
on a sparse representation of motion hypotheses in velocity space and neural inspired
interactions between hypotheses. Here we discuss the differences between the algorithm
and the neural model proposed in section 2 from which the algorithm is derived from.
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Figure 49: Continued example processing the real world sequence shown in Fig. 48: Detected motion
in module MT. The algorithm is able to detect the car newly appearing from the left of the sequence.
The new object is detected from the second frame it appeared and completely stabilizes after 8 frames.
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Figure 50: Extracted population code. (a) Image sequence including a vertical velocity gradient (see
text). The true direction of motion is indicated by the white arrow. (b) Color coded detected motion
directions in module MT and the speed profiles of the selected column. (c) Extracted population codes
at selected locations within the entire field of view. A velocity gradient is visible within the object (the
object indicated by its outline). At object boundaries multiple motion cues are detected which indicates
an uncertainty at these locations.

The differences between the neuromorphic algorithm and the neural model implemen-
tation are consequences of the sparse algorithmic representation of visual motion and
its initial detection.

• First, the input stage in the algorithm produces binary decisions whether cer-
tain velocities are present while the neural model generates gradual likelihoods /
activities between 0 and 1 for individual velocities.

• Second, in the presence of high ambiguities the algorithm selects raw input ve-
locity hypotheses prior to the feedback modulation using the hypotheses from the
feedback signal as predictor (see section 6.2.2). This leads to a much stronger
influence of the feedback signal on the motion estimation process as in the neu-
ral model. The algorithm’s initial motion detection stage only detects motion
expected from prior observations or motion with ambiguities up to a maximum
level of uncertainty. This uncertainty is expressed here by the number of different
possible correspondences that represent different velocities. Contrarily, the neural
model detects everything to which any of the model cells is tuned to.
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• Third, the algorithm allows a maximum of hmax hypotheses to be present at each
location which is achieved by a selection of the hmax most likely hypotheses (see,
e.g., the subsampling operation in section 6.2.3). This selection process is compa-
rable to a dynamic threshold operation of neural activity, which is not contained
in the neural model. Cutting off small activities in the neural model means to
suppress ambiguous motion. This is a consequence of normalization which leads
to small activities for ambiguous motion configurations.

To sum up, the maximum ambiguity which can be represented explicitly by the algo-
rithm is limited by hmax and is generally much smaller than the maximum ambiguity
which can be represented by the neural model. More ambiguous motion cues are repre-
sented as subthreshold signal in the input to the algorithm. Such ambiguous motion cues
can only be selected and therefore enhanced if they are attended by previous predictions.
Moreover, the neuromorphic algorithm generally allows a much larger range of velocities
to be detected than the neural model, requires less memory, and is computationally
much faster. Altogether, this makes the algorithm feasible for applications in Computer
Vision and at the same time provides a fast solution for early motion processing for
neural modeling.

6.4.2 Comparison to the approach of (Stein, 2004)

The generation of the input signal for the presented algorithm is based on the Cen-
sus Transform [Zabih and Woodfill, 1994] and contains components also used in
[Stein, 2004]. The differences to the presented algorithm are (1) that the approach
of [Stein, 2004] utilizes a rule-based combination of motion hypotheses with a short
temporal memory of 2-3 frames without spatial interaction. They refine the detected
hypotheses using a temporal analysis of detected motion without combining information
across space. Unlike [Stein, 2004], our algorithm realizes a biological inspired approach
also capable of solving ambiguous motion hypotheses by employing spatial coherence of
detected hypotheses. We utilize information from previous time steps through feedback
modulation and from a spatial neighborhood through spatial pooling. Moreover, deci-
sions whether some hypotheses should be rejected or not are solved in a soft manner
instead of a rule based decision. On one hand, in the absence of evidence from prior
hypotheses, a detected hypothesis may be regarded as significant if it represents an un-
ambiguous estimation. On the other hand, if an expected hypothesis is not detected
at one time, information from previous observations cannot generate (invent) illusory
motion cues. Only if both, input correspondences and feedback hypotheses are in res-
onance, feedback modulation amplifies the expected motion patterns (see Tab. 2 on
page 90). (2) The approach of [Stein, 2004] employs a list of signatures (Census values)
to classify potentially meaningful image patches based on their structural appearance.
Basically this list represents a fast approximation to a standard corner detector, such
as [Förstner, 1986, Harris and Stephen, 1988]. In contrast, our algorithm does not need
to explicitly detect those structures. We extract the information about the relevance of
motion cues solely based on the ambiguity which is reflected by the number of detected
correspondences.
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In addition [Stein, 2004] uses a hash table (see, e.g., [Cormen et al., 1990]) to effi-
ciently store and retrieve the motion correspondences instead of the fixed array utilized
in our approach. On one hand, we could also use a hash table, but the maximum gain
in complexity would be log(hmax). On the other hand, in order to get the advantage in
complexity the hash table requires a large amount of memory. This amount depends of
the number of possible census values (compare Fig. 4) which in the presented examples
is much larger than the memory required by the array representation of the presented
algorithm.

6.4.3 Comparison to other approaches

The selection of the hypotheses and the computation of the hypotheses’ weights can
be related to Maximum Likelihood methods (e.g., [Harris and Stocker, 1998]), Bayesian
approaches [Weiss, Simoncelli and Adelson, 2002, Lee and Mumford, 2003], and to the
Condensation algorithm [Isard and Blake, 1998]:

The basic idea of the Maximum Likelihood method (e.g.,
[Harris and Stocker, 1998]) is that some solutions are more likely to result from a
given observation than others. An estimator which selects the most likely solution
based on some given likelihood function is called a maximum likelihood estimator. In
our algorithm we select the hmax most likely solutions based on the similarity measure
defined by the feedforward processing (initial motion detection and linear filtering in
the spatial and velocity domain). Thus, the resulting hypotheses of our algorithm
without iterative feedback (e.g. after the first iteration) can be interpreted as the result
of a Maximum Likelihood estimator. The employed likelihood function of our model is
given by the model operations described in section 6.2.3.

The only difference between Bayesian approaches and the Maximum Likelihood
method is that a posterior probability is utilized in addition to the observed likeli-
hoods or probabilities. [Lee and Mumford, 2003] argued that the integration of top-down
knowledge (contextual priors) and bottom-up observations in the visual cortex can be
described in a Bayesian framework. Concluding, the weights of the expected hypotheses
generated in module MT of our algorithm act as contextual prior for the observations
in module V1. The contextual prior is computed by (1 + C· expected likelihood) and
is (a) uniformly distributed across velocity space if no expectations are present or, else,
(b) contains increased likelihoods for predicted motion cues. However, this interpreta-
tion strictly holds only if observations at different time steps originate from independent
random processes.

The proposed algorithm shares several properties with the Condensation algorithm
[Isard and Blake, 1998]. Both approaches, the Condensation algorithm and the proposed
neuromorphic algorithm, realize a hypotheses and test cycle to track and stabilize hy-
potheses. In contrast to Kalman filtering [Kalman, 1960], both approaches represent
sparse hypotheses together with corresponding likelihoods without any premises to the
underlying tracked distribution of likelihoods. Here, we present the individual steps of
the Condensation algorithm and discuss their similarities and correspondences to in-
dividual mechanisms implemented by the algorithm described in this paper (compare
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Fig. 51). The major difference between our approach and the Condensation algorithm
is that our algorithm computes the diffusion of information and deterministically selects
samples based on the combined bottom-up and top-down likelihoods, both in a deter-
ministic fashion. On the contrary, the Condensation algorithm utilizes random processes
to achieve these operations.

1. Drift. The drift of individual hypotheses in the Condensation algorithm is de-
scribed by the given dynamic model (e.g. a shift describing image velocity). It
realizes a prediction of the expected next observation based on the preceding obser-
vation. This operation directly corresponds to the predictive shift in our algorithm.

2. Diffusion. The diffusion described by the Condensation algorithm is realized as
Brownian motion of discrete state parameters of individual hypotheses. Each
parameter changes its value according to a normally distributed random sample.
This diffusion process can be compared by the blurring operations in the spatial
and the velocity domain described by our algorithm. Here, the combination of
similar velocities within a certain neighborhood realizes an (isotropic) diffusion
of information. In contrast to the Condensation algorithm the outcome of the
diffusion step in the proposed approach is deterministic and directly computed by
discrete sampling and combination of data instead of a stochastic diffusion based
on random noise.

3. Measurement. The measurement step of the Condensation algorithm computes

Figure 51: Comparison of the presented algorithm with the Condensation algorithm. The proposed ap-
proach shares many properties of the condensation algorithm. Left: sketch of the presented algorithm.
In addition to Fig. 39, and thus, in addition to the neural model we included the selection of initial
hypotheses. Right: The sketch of the Condensation algorithm, redrawn after [Isard and Blake, 1998].
Center: Operation/mechanism of the presented algorithm and algorithmic equivalent in the Conden-
sation algorithm.
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6 Neuromorphic algorithm for motion integration and segregation

likelihoods for all individual hypotheses to occur under the given observations.
This corresponds to the computation of weights of individual expected motion
hypotheses in the proposed neuromorphic algorithm. Unlike the Condensation
algorithm, we also generate unexpected sets of hypotheses at any location if they
are unambiguous enough. Thus, our approach guarantees that all input signals
are detected if they contain distinct motion information.

4. Factored Sampling. The sampling of hypotheses described in the Condensation
algorithm differs from the selection process in the proposed approach. Instead
of randomly choosing new hypotheses based on the previous likelihoods we select
only those hypotheses which have the highest likelihoods. In contrast to the Con-
densation algorithm we do not allow to select identical hypotheses multiple times.
Furthermore, we only allow integer velocities to be represented. Thus, the outcome
of our algorithm contains always a minimum number of different hypotheses. This
advantage ensures that the proposed algorithm can detect changes in the input
velocities, which may be overlooked when the sampled hypotheses are all nearly
identical.

Concluding, our algorithm shares several properties of the Condensation approach
for detection and tracking of visual motion. The common properties further clarify the
functional aspects of the individual mechanisms. Unlike the Condensation algorithm,
the proposed architecture guarantees not to overlook any unambiguous input, even if
it is not expected. Furthermore, the neuromorphic algorithm contains the normaliza-
tion mechanism which goes beyond the capabilities of the Condensation algorithm and,
together with the other mechanisms, realizes the disambiguation of ambiguous motion
patterns and the segregation of regions of different motion.

6.5 Conclusion

We presented a simple and fast algorithm computing low-level motion processing in a
neural fashion. The proposed algorithm iteratively solves ambiguities by spatiotemporal
combination of available information. The outcome of the algorithm can be interpreted
as neural population code and, moreover, the modular design of the framework allows
to easily extend the algorithm by other modules for further information processing.
Furthermore, we identified similarities of the presented approach to the Condensation
algorithm, which both realize a prediction and test cycle to find and track a hypothesis
of enhanced likelihood.

The outstanding properties of the algorithm are that (1) computational complexity
does not depend on the maximum speed to be detected, which often influences some kind
of search range. (2) The proposed approach solves the aperture problem for objects of
arbitrary size while preserving the spatial localization of motion cues to spatially segment
the motion information. (3) The algorithm demonstrated to react on changes in the
input, such as novel objects entering the field of view.

Although the implementation does not run in real-time the algorithm represents a
step towards this goal. We achieve computation speeds of 100ms-2000ms per frame,
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6.5 Conclusion

depending on the complexity of the presented input information and, thus, the required
representational load of the estimated motion responses. Additional spatial sparse-
ness on one hand would highly increase the computation speed, but on the other
hand wouldn’t generate dense optic flow estimations. Furthermore, the framework
leaves enough space for further optimizations, such as, e.g., the heuristics utilized by
[Stein, 2004] to select unambiguous motion cues. Our implementation is solely based on
standard C and C++ libraries (using the GCC compiler). Thus, libraries taking advan-
tage of hardware optimizations in CPUs (Intel Integrated Performance Primitives - IPP;
http://www.intel.com, 07/2005) or GPUs (OpenVIDIA : GPU accelerated Computer
Vision Library; http://openvidia.sourceforge.net, 07/2005) for signal processing
would further increase the computation speed by a significant amount.
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7 Summary

7.1 General nature of this work

We presented a novel biologically motivated model of early motion integration and seg-
regation in a recurrent framework of cortical information processing. The interdis-
ciplinary nature of this work brings together experimental observations from
different fields (anatomical data, physiological, and psychophysical measurements) with
computational neuroscience by presenting a neural model describing the dynamics
of motion sensitive cells in early vision. The attained understandings of neural mecha-
nisms which in concert are capable to solve complex computational problems are applied
in the field of computer science. Based on the neural model we design an efficient
algorithmic implementation of the described mechanisms and make the computations
described by the biological framework feasible for computer vision applications.

7.2 A survey of major results

The presented novel neural model of visual motion perception (Bayerl and Neu-
mann, 2004a) makes the following contributions:

• We demonstrate that the model successfully extracts image velocities of artificial
and real-world image sequences with a constant model parameterization. Fur-
thermore, the model processes image sequences used for benchmarking and the
quality of extracted velocities compares well with technical approaches of motion
estimation (Bayerl and Neumann, 2004a; Bayerl and Neumann, 2003).

• The model solves the motion aperture problem for image sequences with ob-
jects of arbitrary size. Scale invariance for the disambiguation of motion is realized
by spatial spreading of information over time (Bayerl and Neumann, 2004a; Bayerl
and Neumann, 2004d).

• Moreover, the model simulations generate results consistent with experimental
observations and make predictions concerning the time course of neural re-
sponses to motion inputs (Bayerl and Neumann, 2004a; Bayerl and Neumann,
2003).

• An extension of the model describes how form information may influence and
support the mechanisms of motion processing. We demonstrate that additional
knowledge about occlusions derived from form information helps suppressing er-
roneous motion cues by a simple form-motion interaction within the proposed
framework (Bayerl and Neumann, 2006a; Bayerl and Neumann, 2004b; Bayerl and
Neumann, 2004c).
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• Furthermore we show how to include visual attention in the proposed model
framework. Our model thus can explain perceptual effects of attention (Bayerl
and Neumann, 2005a) and shows how attention can be utilized to select expected
motion cues from a crowded set of motion patterns (Bayerl and Neumann, 2005c).

• Finally, we propose how transparent motion may be processed within the frame-
work. The extended model is able to process opaque and transparent motion with-
out the need of explicitly detecting transparency (Bayerl and Neumann, 2005c;
Bayerl and Neumann, 2006b).

Based on the neural architecture we propose an efficient algorithmic implementa-
tion (Bayerl and Neumann, 2005b; Bayerl and Neumann, 2006c).

• The algorithm utilizes a sparse coding of velocity in velocity space which dra-
matically reduces the memory requirements.

• Fast initial motion extraction is based on the Census transform. Our algorithm
represents an extension of the approach of [Stein, 2004] which

1. guarantees to detect all unambiguous motion cues and

2. has the ability to spatially integrate motion over time to solve the motion
aperture problem.

• Compared to the neural model the algorithm is much faster. The efficient im-
plementation makes the overall approach presented in this thesis suitable for
technical applications and provides a tool for a fast approximation of the neural
model.

• Furthermore, the algorithm has no restrictions concerning the maximum
velocity to be detected while the neural model restricts the maximum velocity
by the amount of memory provided for motion representation.

In summary we present a new neural model for motion segmentation. We introduce
several extensions of the model showing how form information, attention, and motion
transparency are included in the architecture. The model and the model extensions
show how different neuronal mechanisms in concert lead to a behavior consistent with
experimental data and thus reveal a possible explanation for observed neural activity
patterns. We also propose an algorithmic version of the neural mechanisms. The algo-
rithm gives further insights into the model’s functionality and allows fast computations
without the restrictions of the neural model concerning detectable velocities. The overall
approach combines concepts and findings from computational neuroscience, neurophys-
iological observations, psychophysical observations, and computer science. We provide
a biologically plausible model of motion segmentation together with a fast algorithmic
implementation which explains and predicts perceptual and neural effects of motion
perception and allows extracting optic flow from natural and artificial image sequences.
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Summary (German)

Zusammenfassung

In dieser Arbeit wird ein neuronales Modell für die visuelle Wahrnehmung von Bildbe-
wegung vorgestellt. Weiter wird aus dem biologisch motivierten Modell ein Algorithmus
abgeleitet, der die im Modell beschriebenen Mechanismen effizient realisiert.

Die Erkennung von Bewegung in Bildfolgen wird einerseits durch das Blendenproblem
erschwert: In einer lokal Bildumgebung im Sichtbereich eines Detektors oder dem rezep-
tiven Feld einer Nervenzelle kann Bildbewegung nur orthogonal zu den Kanten im Bild
detektiert werden. Dadurch entstehen Uneindeutigkeiten oder Unsicherheiten, die erst
im globalen Kontext aufgelöst werden können. Andererseits steht die Erkennung von
Bewegung global vor dem Segmentierungsproblem: Ohne weiteres Wissen ist unklar,
ob verschiedene lokale Bewegungsinformationen zu einem oder verschiedenen Objekten
gehören.

Das vorgestellte neuronale Modell löst beide Probleme, die Auflösung von Unein-
deutigkeiten und die Segmentierung von Bewegung, über das Zusammenspiel von In-
formationen auf zwei verschiedenen Skalen. Es ist angelehnt an das visuelle System
und wird durch drei grundlegende neuronale Mechanismen beschrieben: Vorwärts-
verbindungen, laterale Inhibition und rekurrente Modulation neuronaler Aktivität. Si-
mulationen liefern Ergebnisse die konsistent mit psychophysischen und physiologischen
Beobachtungen sind. Das beschriebene Verfahren kann sowohl synthetische als auch
echte Bildsequenzen verarbeiten. Erweiterungen des Modells beschreiben, wie Formin-
formation, Aufmerksamkeit und transparente Bewegung in das Modell integriert werden.
Weiter wird aus dem Modell ein Algorithmus abgeleitet, der die beschriebenen Mecha-
nismen auf einem spärlichen Datensatz effizient realisiert. Dadurch können Simulationen
schneller durchgeführt und ressourcenbedingte Einschränkungen des neuronalen Modells
aufgehoben werden.

Zusammenfassend wird ein rekurrentes neuronales Modell vorgestellt, das Unein-
deutigkeiten visueller Bewegung löst und Bewegungsinformationen segmentiert. Das
vorgestellte neuronale Modell basiert auf bidirektionalen Interaktionen zwischen zwei
Modellarealen und liefert Ergebnisse die konsistent mit experimentellen Ergebnissen
sind. Weiter wurde ein Algorithmus von diesem Modell abgeleitet, der die vorgestellten
Mechanismen effizient (Speicher- und Rechenkomplexität) realisiert.
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