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Preface

This first TIL:DR volume presents the 2020 Proceedings of the OMI seminars (PROMIS 2020).
OMI is the acronym of the German name for the Institute of Information Resource Man-
agement located at Ulm University, Germany. At the border of electrical engineering and
computer science, we offer lectures spanning topics such as Computer Networks, Cloud
Computing, and Parallel Computing. Our labs range from hands-on work using micro-
controllers to programming challenges in operating system, High Performance Computing
and Software-defined systems.

Currently, we offer three seminars for our Bachelor and Master students: Selected Topics
in Data Center Automation directed at Bachelor students from the computer science domain,
Research Trends in Data Center Automation directed at Master students from the computer
science domain, and Research Trends in the Internet of Things directed at Master students
from the engineering majors. The seminars aim at addressing topics interesting for system
architects, reliability engineers, and DevOps engineers, but also data scientists mainly
targeting automation, application and data management, as well as system modelling.

Seminars proceed as follows: At the beginning of the course students pick individual
topics and works on it. The tasks include researching the topic from a scientific angle (using
scientific digital libraries), filtering and structuring content, and compiling a paper from it.
Finally, the results of the work are presented in a talk. While the work is self-responsible,
each student is assisted by an advisor (shepherd) who is an expert in the respective domain.
The best papers of each year are selected to be published in this proceedings. Students may
reject the invitation to publish their work. The proceedings are first published in 2020 and
shall appear annually from now on.

In 2020 all three seminars took place in summer term (April–July) and in winter
term (November 2020–February 2021). Due to the Covid pandemic they were organized as
purely virtual courses. Overall, 50 students participated in the courses, out of which 34 (68%)
completed the course. Further, 16 (36%) were invited to the proceedings and 14 accepted
the invitation.

The 2020 proceedings are structured in four parts: application management, system
modelling, Internet of Things (IoT), and Machine Learning. The Application Management
part centers around the management and programming of distributed applications. The
papers address the packaging of Kubernetes applications, the compilation of immutable Linux
distributions, and the comparison of various programming frameworks for shared memory
applications.

The second part, system modelling, investigates different approaches to model distributed
systems. These range from Lora(WAN) systems over interfering cloud applications sharing
the same hardware to performance aspects of NoSQL Database Management Systems. The
part also contains an investigation of how Covid-19 data sets may be used for optimizing
edge computing.

The third part addresses IoT. Here, we first look into a possible future of IoT based on
5G. The second paper focuses on building Information-Centric-Network using IoT network
protocols, while the part concludes with an investigation of how the lifetime and service
quality of IoT applications can be enhanced by updating the systems at runtime. The last
paper in the part investigates re-usable software components for smart environments.

The final part of the proceedings deal with two aspects of Machine Learning. The
first one addresses the use of Generative Adversarial Networks (GANs) for generating
Proceedings of the 2020 OMI Seminars Research Trends in Data Centre Operations, Selected Topics in Data
Centre Operations, and Research Trends in the Internet of Things (PROMIS 2020).
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0:viii Preface

artificial (synthetic) data. The second investigates toolkits and approaches for automated
machine learning (AutoML). And the concluding paper presents the history of and an outlook
for Datalog as a logic-oriented database.

Overall, the selected papers provide a very good overview of the research and lecturing
activity at the institute. Feedback and request for contact is best addressed to the editor(s).

Jörg Domaschka
Ulm, 31 March 2021

Institute of Information Resource Management (OMI)

OMI Seminars

https://www.uni-ulm.de/in/omi
https://www.uni-ulm.de/en/in/omi/lehre/lehrangebot/seminare/
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Packaging of Kubernetes Applications
Andreas Baur !

Ulm University, 89081 Ulm, Germany

Abstract
Modern distributed applications and services usually consist of multiple containerized components
across multiple tiers. To orchestrate these sets of containers, Kubernetes has emerged as the de-facto
standard for deploying and managing these containerized applications. While Kubernetes provides
many features to make deployment and management of container infrastructures a lot easier, it
focuses less on the applications themselves, leaving the challenge of treating applications as an
interdependent unit. Therefore, multiple tools and approaches exist that are trying to solve this
challenge. This paper aims at collecting and comparing those different tools and approaches by
defining desired features and comparing them using the previously defined requirements.

2012 ACM Subject Classification Software and its engineering → Distributed systems organizing
principles; Software and its engineering → Software configuration management and version control
systems; Software and its engineering → Middleware; Computer systems organization → Cloud
computing

Keywords and phrases Application Management, Deployment Lifecycle, Infrastructure-as-Code,
Kubernetes, Helm, Kustomize, ytt, kapp

1 Introduction

Modern distributed applications impose many challenges on developers and system admin-
istrators alike. To satisfy user needs, applications need to be continuously deployed and
dynamically scaled, for example based on user traffic. Therefore, modern distributed software
architectures often revolve around splitting the application into multiple parts or services.
One such architectural style is the microservice approach, where applications are divided
into small and lightweight services that perform a specific business function [3], with services
being independently deployable and loosely coupled while communicating through APIs [2].

This comes with a set of advantages: First of all, splitting up an application into
microservices unlocks the opportunity to use different programming languages and database
technologies for different services, which allows for selecting the best solution for each service
on a case-by-case basis. Deploying and rolling out new software versions can also be sped
up, since only the affected microservice can be specifically targeted for an update, instead
of building and rolling out a whole new monolith [8]. It is also more amenable for the
Continuous Delivery approach, where new software versions are rolled out to the market
automatically and therefore more quickly, improving efficiency with more reliable releases [7].
As shown in [6], maturing deployment pipelines and more automation can lead to 95%
reduction in person-hours spent releasing and 86% reduction in release cycle time, making it
possible to increase the number of releases per month 2.6-fold. Microservice applications can
also be scaled more dynamically [8]. Furthermore, with every module being encapsulated in
one service, principles of good modularity within the software architecture are more enforced,
which can lead to reduced system coupling [11] and better productivity, since development
and maintenance of one service can be assigned to one team, respectively.

Thus, many IT companies like Amazon, Netflix and Spotify are switching to the mi-
croservice approach for their cloud-native applications [10]. However, introducing the
microservice architectural style comes with its own challenges [3]. Among other challenges, it
becomes increasingly hard to configure, deploy and manage applications as an interdependent
unit during its whole lifecycle, since it is divided into several services on different tiers. This
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1:2 Packaging of Kubernetes Applications

is also the case for other non-microservice applications consisting of multiple components
and services.

With the rise of containerization technologies in the last few years, these aforementioned
(micro-)services are often packaged into containers [14] to decouple them from the systems
on which they run. To orchestrate these sets of containers, Google published Kubernetes in
2014 [5], an „open-source system for automating deployment, scaling, and management of
containerized applications“ 1. While Kubernetes provides many useful features for adminis-
tering container infrastructures, there is still missing support for treating and managing the
different components and services of an application as a unit.

After covering the basics of containers and Kubernetes in Section 2, requirements for
tools to solve this issue are defined in Section 3. Then, multiple tools and approaches are
discussed and compared (Sections 4 and 5). The paper concludes in Section 6.

2 Background

2.1 Containers
Containers provide a level of abstraction and isolation from the host OS when running
applications inside them, similar to VMs. Unlike VMs, though, containers share the OS with
the host machine. While this prohibits using a different operating system inside a container,
it also makes container technology more light-weight, allowing for the operation of hundreds
of containers on one physical host machine. Additionally, restarting a container does not
require restarting the OS itself.

For creating and managing containers, Docker has emerged as a commonly used tool.
A Docker container runs all processes in isolation from the host, with its own process tree,
file system and even its own IP address for networking purposes. Containers are created
using a base image, containing OS fundamentals and sometimes also prebuilt applications,
based on which instructions can be given on how to extend it, for example in a Dockerfile.
Those instructions include mounting and copying folders outside the container into it (e.g.
for persistent storage) and executing commands for installing dependencies and starting the
application itself [4]. Once finished, container images can then be shared and pushed into a
remote repository, from where it can be pulled again on other machines as well. This makes
it easy to build, deploy and distribute containerized applications and services. With a fixed
base image and all the instructions for installing necessary dependencies extending the fixed
container image, it is ensured that the application inside the container behaves the same,
even if it is run on different host machines, without worrying about technical details and
manually installing dependencies on every target system [5].

2.2 Kubernetes
When applications are distributed across multiple containers with multiple instances running
at the same time, it becomes increasingly hard to manage them on a cluster. Therefore,
Kubernetes was introduced by Google in 2014, and has grown to be one of the largest
open-source projects in the world [5]. It is built upon years of Google’s experience with their
cluster management system Borg, with a few improvements from lessons learned while using
it [13].

1 https://kubernetes.io/

https://kubernetes.io/


A. Baur 1:3

Listing 1 Snippet of a Kubernetes Deployment object for a MySQL server declared in a .yaml
file as shown in [1].

metadata :
labels :

app: wordpress
tier: mysql

spec:
containers :
- image: mysql :5.6

name: mysql
env:
- name: MYSQL_ROOT_PASSWORD

value: secret
- name: MYSQL_DATABASE

value: wordpress_data
- name: MYSQL_USER

value: wordpressUser
- name: MYSQL_PASSWORD

value: wordpressPassword

2.2.1 Core Goals and Principles
Among the core goals of Kubernetes are supporting higher velocity (in terms of deploying
updates), easier scaling and more efficiency (in terms of using resources on a cluster) of
distributed cloud-native applications, while maintaining high availability. Every Kubernetes
object can be defined declaratively in a .json or .yaml file containing the desired state
of the object (for example including the container image that should be deployed), while
Kubernetes tries to ensure that the desired state matches the actual state. This also provides
a self-healing system, with Kubernetes constantly monitoring all objects in the cluster and
for example attempting to restart containers when they die unexpectedly, in case they should
be running according to declarative configuration files. Scaling can therefore be done by
changing the amount of desired replicas that should be simultaneously running [5].

2.2.2 Clusters
A Kubernetes cluster consists of Nodes that can be added by the user, representing virtual
or physical machines. On every cluster there are master nodes (one created by default
when creating a cluster) which are responsible for management, contain the API server and
scheduler, and worker nodes responsible for running actual applications. The master nodes
then schedule groups of containers (called Pods) across worker nodes [5].

2.2.3 Kubernetes Objects
Applications on a Kubernetes cluster are organized in and managed by different objects.
They can be imperatively created or declaratively defined inside JSON or YAML-files and
deployed using the command line interface kubectl. Objects on a cluster can be organized
with Labels and Annotations, providing loose coupling between them.

The core objects within Kubernetes clusters are Pods. Pods group multiple containers and
Volumes running in the same execution environment into one unit. Processes inside a Pod
share the same IP address and can have access to the same file system using volumes. Most

PROMIS (2020)



1:4 Packaging of Kubernetes Applications

of the time, there is only one container running inside a Pod. Along with the desired image,
the amount of required resources and resource limits can be specified for every container.

For defining how many replicas of a Pod should be running at the same time and managing
the release of new versions, Deployment objects are used. The strategy with which an update
should be performed can also be defined. Those strategies include killing all Pods and
restarting them with the new container image (Recreate), or updating only a few Pods at a
time to ensure availability during the rollout process (RollingUpdate) [5].

Finally, Services allow for exposing Pods to other nodes in the cluster or globally, so that
it can be accessed by end users. When defining a Service, a set of labels can be specified to
determine which Pods provide it. When an application is exposed, Kubernetes automatically
load-balances traffic across all Pods within a Service by default 2.

With these basic objects, a cloud-native application can be deployed on a Kubernetes
cluster. There are more advanced objects that can be created in a Kubernetes environment,
but are not further discussed here.

3 Requirements

Since every Deployment and Service object only corresponds to one part of the applica-
tion, every artifact needs to be deployed separately (for example using kubectl apply -f
mysql.yaml, with mysql.yaml being the file shown in Listing 1). Even though directories con-
taining multiple .yaml files can be deployed with the same command at once, no dependencies
between those Kubernetes objects can be specified, nor exists a tangible Kubernetes object
representing all the components of an application by default. Often values like environment
variables of containers or service names need to be consistent across multiple objects, creating
redundant declarations with potential human error when manually copying configurations.

To solve the issue, several tools and approaches have emerged to support managing the
lifecycle of applications on a Kubernetes cluster. In this paper, they are discussed on the
basis of the following requirements:

Deploy and upgrade applications as a unit (R1)
Verbose output when deploying and upgrading an application (R2)
View all running application instances and their respective status on the cluster (R3)
View logs from all Pods of an application (R4)
View application rollout history and perform rollbacks to earlier releases (R5)
Delete application instances as a unit from the cluster (R6)
Externalize configuration options to unify configuration management for common values
across artifacts making up the application (R7)
Provide overlays to further tweak and override application configurations, regardless of
what configuration values have been externalized (R8)
Browse and install existing Kubernetes applications from remote repositories (R9)

4 Tools and Approaches

There is a vast landscape of Kubernetes-related tools that is continually evolving. The
following concentrates on rather well-known community-adopted tools.

2 https://kubernetes.io/docs/concepts/services-networking/service/
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4.1 Helm
One popular tool meeting many of the above defined criteria is Helm. It has been proposed
in 2016 to „find, share and use software built for Kubernetes“ 3.

To achieve this, Helm introduces so-called Charts to package multiple Kubernetes objects
into one deployable, manageable unit. On the client side, Helm provides a command line
interface for creating and managing those Charts. Like Docker images, they can be pushed
and pulled from a remote repositories, allowing for easy access to available Charts. They
can also be searched for pre-configured Charts containing whole applications (for example, a
readily configured Wordpress application with a MariaDB backend is available in the official
Helm stable chart repository 4) [12]. Alternatively, Charts can be installed from a local
directory or an already packaged .tar.gz-file.

4.1.1 Installing and Managing Applications
When installing a Helm Chart containing a preconfigured application, a new instance of it
is created, called a Release. Helm then automatically creates and deploys all Kubernetes
objects needed for the application to run, as defined in the Chart. Releases have a distinct
name, which can either be assigned explicitly by the user or randomly generated, representing
the respective instance of the deployed Chart. To configure a specific release, additional
configuration parameters (as declared in the Chart definition) can be passed as arguments,
both mandatory and optional, either by directly accessing them with flags in the command
or by providing a YAML-file containing all desired key-value configuration pairs. Along
with status information, all currently deployed Releases on the cluster and their current
configurations can be displayed. Like Kubernetes itself, Helm also provides the ability to
upgrade and roll back Releases. Using helm history, the history of a given Release with
automatically assigned revision numbers can be retrieved. Rollbacks to a given revision
number of a Release can be performed using helm rollback. Releases can be uninstalled
with one single command, with Helm automatically deleting all respecting Kubernetes objects
from the cluster 5.

4.1.2 Helm Charts
As previously mentioned, the core artifact introduced by Helm is a Chart: a „collection of
files that describe a related set of Kubernetes resources“ 6.

Within these files, placeholders can be specified using the Go template language. Values for
these placeholders can either be provided in the values.yaml file as the default configuration,
or set and overridden when installing the concrete Chart Release.

When used correctly, redundant configuration can therefore be avoided by defining
variables using templates and setting actual values at one place, with Helm substituting all
values automatically (as shown in Figure 1). Hence, changing configuration of an application
stack is less error prone, because copying values that should be consistent across multiple
files is done by Helm itself, rather than manually by maintainers with high possibility for
human error.

3 https://helm.sh/
4 https://github.com/helm/charts/tree/master/stable/wordpress
5 https://helm.sh/docs/intro/using_helm/
6 https://helm.sh/docs/topics/charts/
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database:
name: wordpress_data
username: wordpressUser
password: wordpressPassword

values.yaml

templates/mysql-deployment.yaml templates/wordpress-deployment.yaml

env:
- name: MYSQL_DATABASE
value: {{ .Values.database.name }}

- name: MYSQL_USER
value: {{ .Values.database.username }} 

- name: MYSQL_PASSWORD
value: {{ .Values.database.password }}

env:
- name: WORDPRESS_DB_NAME
value: {{ .Values.database.name }} 

- name: WORDPRESS_DB_USER
value: {{ .Values.database.username }} 

- name: WORDPRESS_DB_PASSWORD
value: {{ .Values.database.password }}

Helm
(text templating)

Figure 1 Managing redundant configurations with Helm in a Wordpress example deployment
using templates. Helm substitutes these placeholders (in red) with the concrete values provided in
the values.yaml file.

4.2 Kustomize
An alternative way of managing the lifecycle of applications on a Kubernetes cluster is
Kustomize 7. While it is still available as a standalone binary, it has now been integrated into
version 1.14 of the Kubernetes-native command line tool kubectl. Unlike Helm, Kustomize
provides a template-free way of creating and deploying Kubernetes resources by using bases
and overlays to deploy and configure the application for different environments, while also
providing ways to configure applications as a unit 8.

4.2.1 Configuring and Applying Applications
This is achieved by declaring a new kustomization.yaml file, containing configuration options
and references to all related Kubernetes resources of an application. For central configuration
of multiple Kubernetes objects, ConfigMaps and Secrets can be generated within this file.
These are standard Kubernetes objects containing configuration options (mostly key-value
pairs), with ConfigMaps storing general data and Secrets made for more confidential data 9.
Pods can then reference and read those configuration values, for example when declaring
environment variables for containers, thus making it possible to configure multiple Pods as
a unit with one single entry in the kustomization.yaml file. Additionally, along with other
features like name prefixes, a set of common labels which should be added to every referenced
Kubernetes object can be defined within the file. Applying the application can then be done
with one single command, using the -k flag when applying a directory with kubectl 10.

4.2.2 Kustomize Overlays
Going further, multiple layers can be introduced to alter configurations for all Kubernetes
objects that make up an application. This is especially useful when changing configurations

7 https://kustomize.io/
8 https://github.com/kubernetes-sigs/kustomize
9 https://kubernetes.io/docs/concepts/configuration/configmap/
10 https://kubernetes.io/docs/tasks/manage-kubernetes-objects/kustomization/

https://kustomize.io/
https://github.com/kubernetes-sigs/kustomize
https://kubernetes.io/docs/concepts/configuration/configmap/
https://kubernetes.io/docs/tasks/manage-kubernetes-objects/kustomization/
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configMapGenerator:
- name: wordpress-configmap

literals:
- databaseName=wordpress_data
- databaseUser=wordpressUser

kustomization.yaml

env:
- name: MYSQL_DATABASE
valueFrom:

configMapKeyRef:
name: wordpress-configmap
key: databaseName

- name: MYSQL_USER
valueFrom:

configMapKeyRef:
name: wordpress-configmap
key: databaseUser

mysql-deployment.yaml wordpress-deployment.yaml

env:
- name: WORDPRESS_DB_NAME
valueFrom:

configMapKeyRef:
name: wordpress-configmap
key: databaseName

- name: WORDPRESS_DB_USER
valueFrom:

configMapKeyRef:
name: wordpress-configmap
key: databaseUser

Kustomize
(using a ConfigMap)

Figure 2 Managing redundant configurations with Kustomization using a ConfigMap. The key
databasePassword can be referenced accordingly.

for different environments, like development and production, with both having similarities but
also some differences in configuration. Therefore, a directory tree can be created, with one
directory containing all base YAML-files (along with a kustomization.yaml) and other (sub-
) directories containing overlay YAML-files, also along with a kustomization.yaml. Within the
latter, references to all overlay files and a reference to the base directory can be added, often
with one overlay file for every smaller configuration option. In the overlay files, metadata
has to be provided to identify the objects on which the overlay should be applied, while the
spec section contains concrete configurations. When applied to a cluster, Kustomize then
renders new YAML output using all defined base objects while merging and overriding them
with the overlay files 11.

4.3 Application Object
Since the Kubernetes API allows for the creation of custom resources 12, a user-defined
type could be introduced to represent an application consisting of multiple components and
aggregate them as a unit.

This idea has already been implemented by a Kubernetes working group 13, providing
an Application object that can be defined like any other Kubernetes object (preferably in a
.yaml-file) which consists of multiple standard Kubernetes objects (like Deployments and
Services). Like any other Kubernetes object, the Application object can then be applied,
queried and managed using the built-in CLI kubectl, showing how many components are
ready and providing the possibility of application-level health checks.

Within the declaration of this Application object, additional metadata can be added. This
includes the type of application in general (like Wordpress), and the name of the concrete
instance of the application (like wordpress-1 ). Therefore, multiple running instances of
the same application can be displayed and managed. To specify what Kubernetes objects
belong to an application, a Label selector has to be provided in the declaration of the

11 https://blog.viadee.de/kubernetes-deployments-mit-kustomize [German]
12 https://kubernetes.io/docs/concepts/extend-kubernetes/#user-defined-types
13 https://github.com/kubernetes-sigs/application
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#@data/values
---
database:
name: wordpress_data
user: wordpress_user
password: wordpressPassword

values.yaml

env:
- name: MYSQL_DATABASE
value: #@ data.values.database.name

- name: MYSQL_USER
value: #@ data.values.database.user

- name: MYSQL_PASSWORD
value: #@ data.values.database.password

mysql-deployment.yaml wordpress-deployment.yaml

env:
- name: WORDPRESS_DB_NAME
value: #@ data.values.database.name

- name: WORDPRESS_DB_USER
value: #@ data.values.database.user

- name: WORDPRESS_DB_PASSWORD
value: #@ data.values.database.password

#@ load("@ytt:data", "data") #@ load("@ytt:data", "data")

ytt
(data structure

templating)

Figure 3 Managing redundant configurations with ytt using templates.

Application object. Every Kubernetes object containing the set of Labels specified in the
Label selector is then coupled to the Application object 14. When deleting the Application
object from the cluster, all related Kubernetes objects (matching the specified Label selector,
like Deployments and Services) are deleted along with it, if desired.

4.4 ytt
With most manifests of a Kubernetes application written in YAML, a YAML templating
tool can be used to manage application configurations on a cluster. One such tool for this
job is ytt 15, a VMware-backed open-source project developed by the Carvel team 16.

4.4.1 ytt Templates
Unlike Helm, ytt works with data structure templating instead of text templating. With
text templating, users have to constantly worry about the correct YAML output, often
manually adding quotation marks or worry about text indentations, since YAML files are
treated as plain text without considering the underlying data structure [9]. Ytt in contrast
decodes every input file into a tree of YAML nodes before performing data operations and
modifications on them. Once done, the tool encodes all nodes into YAML-formatted text
output again, ensuring that - if there are no errors during parsing - the rendered output
is syntactically correct. Since every ytt directive is embedded in special comments, users
constantly write valid YAML manifests.

Like with Helm, centrally configurable common values between Kubernetes objects can
be externalized, so separate YAML files with all desired configuration values can be provided
to manage application configurations as a unit.

4.4.2 ytt Overlays
Additionally, ytt also supports overlays, with a rich set of selectors (to select which resources
the overlay should be applied to) and operations (to specify how the targeted resources

14 https://github.com/kubernetes-sigs/application/blob/master/docs/api.md
15 https://carvel.dev/ytt/
16 https://carvel.dev/

https://github.com/kubernetes-sigs/application/blob/master/docs/api.md
https://carvel.dev/ytt/
https://carvel.dev/
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should be modified) that can be used to tweak configurations, providing extra configurability
since not only the values that have been externalized within templates can be changed 17.

As mentioned in [9], with Helm exclusively providing templating and value substitution,
chart authors faced the problem of having to decide which values should be made configurable.
When users demand increased configurability of charts, every possible desired change has to
be made configurable in the values.yaml file, making it more complicated and less readable.
In ytt, however, while commonly changed values can be externalized in a similar way, overlays
can be additionally used to further modify YAML resources, without template authors having
to provide an externalized configuration option for every possible desired change.

4.5 kapp

Another lightweight tool developed by the Carvel team is kapp 18, which focuses more on
the deployment and management of applications during runtime rather than managing
configuration. Like ytt, kapp is also a VMware-backed open-source project.

With kapp, YAML manifests can be applied as a unit with an application name, while
YAML input can be provided either from files and directories or directly using Linux shell
pipelining. This especially makes it possible to combine kapp with other tools capable of
directly rendering YAML to the standard terminal output (like ytt, Kustomize and Helm).

4.5.1 Deploying Applications

Before deploying (or upgrading, if the same application name already exists on the cluster), an
overview of all Kubernetes objects that will be created, modified or deleted is shown, with an
extra prompt whether the changes should be applied. If desired, a detailed Diff can be printed
out (similar to Git) before deployment, showing exactly which lines of YAML manifests are
being added and removed once the changes have been applied. During deployment, the tool
gives verbose output on what Kubernetes objects are currently being created, deleted or
modified, providing more transparency compared to kubectl, and individually waits until
one resource is ready before deploying the next one [9].

4.5.2 Managing Running Applications

All currently running applications can be queried with one simple command. Furthermore,
a specific running application can be inspected, displaying all related Kubernetes objects
(optionally in a tree view showing simple parent-child resource relationships). To monitor
running applications, kapp provides a command to stream logs from all Pods associated
with an application to the terminal output. Like during deployment, all resources associated
with a given application can be deleted from the cluster as a unit with one command,
displaying a similar verbose output of the operations that will be performed and a prompt
for confirmation. 19
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Table 1 Feature comparison of the discussed tools.

Requirement Helm Kustomize App Object ytt kapp
R1: Deploy/Upgrade yes yes - - yes
R2: Verbose output - yes - - detailed
R3: View instances yes - yes - yes
R4: Stream Pod logs - - - - yes
R5: History/Rollback yes - - - -
R6: Delete yes yes yes - yes
R7: Unified config advanced limited - advanced -
R8: Overlays - yes - advanced -
R9: Browse repos yes - - - -

5 Comparison

While Helm provides many features in one tool, it lacks transparency and overlays. It includes
application packaging with Charts and is the only solution fulfilling R5 and R9. However,
as shown by Spillner in [12], the quality of Charts in public Helm repositories is not always
ensured. Helm Charts are highly customizable (R7), but configuration templating can be
tedious compared to ytt, especially with more complex use cases, since YAML manifests are
treated as plain text rather than data structures [9].

Kustomize is more light-weight and already integrated in newer Kubernetes versions.
When combined with the Application object it can be a powerful and template-free solution,
able to manage applications as a unit (R1, R3, R7) with verbose output and overlays. However,
configurability is limited (R7), since only Kubernetes-native objects like ConfigMaps and
Secrets can be used for managing common values rather than being able to arbitrarily
template YAML files like Helm or ytt.

With ytt and kapp focusing on different aspects (configuration and deployment, respect-
ively), a combination of both can also be a powerful but still light-weight solution, meeting
every requirement except R5 and R9. While ytt provides advanced templating and overlays,
kapp simplifies the deployment process with verbose output and helps monitoring applications
by being able to stream all Pod logs of an application to the terminal. Kapp is therefore
the only discussed tool meeting R4. The gap of installing applications from repositories
(R9) can be closed with another light-weight tool by Carvel called imgpkg [9]. However, ytt
templates can be very complex to write and maintain, and kapp lacks the ability to roll back
application instances as a unit.

6 Conclusions

When comparing the aforementioned tools, it becomes obvious that there is no single best
solution. As shown in Table 1, every tool provides a different incomplete set of desired
features, sometimes with different quality. Since Helm, Kustomize and ytt are capable of
rendering YAML output to the terminal and kapp being able to deploy YAML from the

17 https://carvel.dev/ytt/#playground
18 https://carvel.dev/kapp/
19 https://carvel.dev/kapp/#playground
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standard input, they can be easily combined using Linux shell pipelines. Furthermore, the
Application object can also be combined with every other tool, as it is declared and deployed
like any other Kubernetes object. Depending on the requirements and personal preference,
one or a combination of the previously discussed tools can provide a sufficient solution.
To date, no universal single tool is known that meets all the above defined requirements.
However, like the ecosystem of available tools, Kubernetes itself is constantly growing and
evolving, and we might see some features that are now exclusively provided by external tools
being integrated into Kubernetes in the future.
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Abstract
Das Konzept einer „Immutable Infrastructure“ bringt Vorteile bei der Aufrechterhaltung einer
Infrastruktur. Dabei ist es möglich mit etablierten Betriebssystemen zu arbeiten, welche dieses
Konzept unterstützen. Allerdings birgt diese Vorgehensweise Hürden wie lange Startzeiten oder
geringe Anpassungsmöglichkeiten. Das Werkzeug „LinuxKit“ bietet die Möglichkeit minimale Linux
Distributionen zu generieren, um diese Hürden zu überwinden. Diese Arbeit formuliert allgemeine
Anforderungen an das Konzept einer „Immutable Infrastructure“ und diskutiert, ob und wie LinuxKit
in der Lage ist diese zu erfüllen.

2012 ACM Subject Classification Software and its engineering → Software maintenance tools;
Software and its engineering → Software configuration management and version control systems;
Software and its engineering → Cloud computing; Software and its engineering → Distributed
systems organizing principles; Software and its engineering → Domain specific languages; Software
and its engineering → Reusability

Keywords and phrases Immutable Infrastructure, Infrastructure-as-Code, Containerization, LinuxKit

1 Einleitung

Bei dem Betreiben einer Infrastruktur sind Entwickler und Administratoren mit einem
komplexen Konfigurationsmanagement konfrontiert. Server müssen kontinuierlich gewartet
werden, was bei einer großen Anzahl an Servern und über einen längeren Zeitraum hinweg
eine schwierige Aufgabe ist. Zur besseren Bewerkstelligung dieser Aufgabe kam die Idee auf,
einen Server in Betrieb zu nehmen und daraufhin nie zu verändern, welche erstmals 2013 von
Chad Fowler mit dem Überbegriff „Immutable Infrastructure“ betitelt wurde [14]. Bereits
2011 schrieb Greg Orzell, Softwareentwickler bei der Firma Netflix in einem Blog:

„In the cloud, we know exactly what we want a server to be, and if we want to change
that we simply terminate it and launch a new server with a new [Amazon Machine
Image].“ [8]

Zwar wählte der Autor des Blogs damals noch nicht den heute geläufigen Begriff „Im-
mutable Server“, jedoch beschreibt er mit diesen Worten das dahinterstehende Konzept. Da
die Infrastruktur der Firma Netflix ein großes „Content Delivery Network“ ist, welches mit
vielen Mediendateien und wenig Zustand arbeitet, wird dem „Immutable Server“ dort auch
ein breites Einsatzgebiet geboten.

Das Ziel dieser Arbeit ist es, im ersten Teil einen Überblick über den Begriff „Immutable“
zu geben, sowie Anforderungen an das „Immutable Server“ Konzept zu formulieren. Im
Anschluss analysiert die Arbeit, ob diese Anforderungen mittels etablierter Betriebssysteme
erfüllbar sind. Mit dem Tool „LinuxKit“ stellt die Arbeit im zweiten Teil ein Werkzeug
vor, welches das Konzept eines „Immutable Server“ realisieren kann. Dabei diskutiert die
Ausarbeitung, ob und wie LinuxKit die zuvor aufgestellten Anforderungen erfüllt.

2 Immutable Servers

Dieses Kapitel erklärt die für das Konzept eines „Immutable Servers“ zentralen Termini
und erörtert, welche Potentiale das Konzept für den Betrieb einer Infrastruktur birgt. Um
diese Potentiale sinnvoll ausschöpfen zu können formuliert das Kapitel Anforderungen an die
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Figure 1 Versionsverwaltung bei einem „Snowflakeserver “

Umsetzung des „Immutable Server“ Konzepts. Zur Aufrechterhaltung einer Infrastruktur
müssen Server regelmäßig gewartet und deren Konfigurationen angepasst werden. Bei einem
sogenannten „Mutable Server“ wird der Ansatz verfolgt, diese Konfigurationen durchzuführen,
während sich der Server im Betrieb befindet. Dies kann mit Konfigurationsmanagement-
werkzeugen wie „Ansible“, „Puppet“oder „Chef“ realisiert und automatisiert werden [17].

Das Konzept eines „Immutable Server“ ist hingegen, Modifikationen eines Servers nicht
zuzulassen. Stattdessen wird ein Server außer Betrieb genommen und mit einem Neuen
ersetzt, sobald Änderungen durchgeführt werden sollen. Der Begriff „Immutable“ darf dabei
nicht missverstanden werden. Ein Server, der seinen Zustand nie ändert wäre für den Betrieb
unbrauchbar, da sich Prozess- und Anwendungsdaten permanent ändern. Vielmehr bezieht
sich der Begriff auf die Konfiguration eines Servers. Im Zusammenhang mit dieser Tatsache
ist es für das Design eines „Immutable Servers“ wichtig, zu definieren welche Elemente des
Servers als Konfiguration, und welche als Daten behandelt werden müssen [21].

Der Ansatz, einen Server in regelmäßigen Zeitabständen zu ersetzen, wird „Phönix
Server Muster“ genannt, ein Begriff der 2012 von Martin Fowler geprägt wurde [15]. Im
Zusammenhang mit dem Titel der Arbeit ist eine „Immutable (Linux) Distribution“ das
Systemabbild eines Servers, der das „Immutable“ Konzept umsetzt. Eine „Immutable
Infrastructure“ bezeichnet im Allgemeinen eine Infrastruktur, deren Komponenten das
Konzept eines „Immutable Servers“ umsetzen.

2.1 Potentiale des Konzepts

Werden an einem „Mutable Server“ über einen längeren Zeitraum hinweg Änderungen
durchgeführt, kann es zu einem sogenannten „Configuration-drift“ kommen. Dabei weisen
verschiedene Server, die auf dem selben Image basieren, nach einer gewissen Zeit Unterschiede
in ihrer Konfiguration auf. Entwickler und Administratoren sind somit gefordert, verschiedene
Versionen eines Servers zu verwalten. In Abbildung 1 wird dieser Sachverhalt verdeutlicht.
In der Literatur wird in diesem Fall auch von einem „Snowflakeserver“ gesprochen [16].

Die Ausmaße dieser komplexen Versionsverwaltung sind eine schwierige Reproduzierbarkeit
sowie eine schlechte Vorhersagbarkeit des Verhaltens einzelner Server. Diese Ausmaße führen
wiederum zu langen, unerwarteten und teuren Ausfallzeiten. An diesen Nachteilen eines
„Mutable Servers“ sind die Potentiale des „Immutable Servers“ erkennbar. Zwar kann es auch
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hier zu einem „Configuration-drift“ kommen, wenn Server nur sporadisch ersetzt werden und
sich dadurch verschiedene Versionen eines Immutable Images im Betrieb befinden, jedoch
kann dies durch regelmäßiges Erneuern aller Server verhindert werden [21].

Bei der regelmäßgien Anpassung des sich im Betrieb befindliche Systems kann sich
das Verhalten der Infrastruktur ändern. Wird der Immutable Ansatz verfolgt kann die
Infrastruktur nach jeder Änderung vor der Inbetriebnahme getestet werden. Während dem
Betrieb kann dann von einer gleichbleibenden Konfiguration ausgegangen werden wodurch
das Verhalten des Systems besser vorhersagbar ist.

Muss ein Entwickler oder Administrator keine Konfigurationen an einem im Betrieb
befindlichen Server durchführen, kann dieser so eingestellt werden, dass Änderungen an
dem Server unzulässig sind. Dies birgt Vorteile für die Sicherheit eines Systems, denn wenn
kein Administrator Änderungen durchführen kann, so ist dies auch für einen Angreifer des
Systems nicht möglich [13].

2.2 Anforderungen an Immutable Servers
Um das Immutable Server Konzept sinnvoll realisieren zu können, müssen die Serverimages
sowie der Prozess, diese Images zu Generieren und zu Booten einige Anforderungen erfüllen.
Dieser Abschnitt dient dazu, diese Anforderungen zu formulieren.
(R1) Versionierbarkeit: Die erstellten Images müssen über eine oder mehrere Dateien

beschreibbar sein. Diese Dateien müssen von einem Versionsverwaltungssystem wie Git
erfassbar sein. Das Erfüllen dieser Anforderung begünstigt eine bessere Verwaltung der
verschiedenen Versionen eines Servers.

(R2) Reproduzierbarkeit: Das Erstellen eines Systemabbilds für einen Server soll ein
reproduzierbarer Prozess sein. Die positiven Effekte der Reproduzierbarkeit werden in [5]
ausgeführt. Dabei sind unter Anderem eine bessere Entwicklungsgeschwindigkeit und die
Resistenz gegenüber Angriffen auf das System als Aspekte genannt.

(R3) Anpassbarkeit vor dem Betrieb: Da die Infrastruktur im Betrieb nicht konfiguri-
erbar ist, kann sie während dem Betrieb nicht weiter angepasst werden. Daher muss ein
System möglichst vor dem Bootprozess detailliert konfigurierbar sein. Dies bedeutet, dass
Versionen einzelner Komponenten und Parameter wie der Hostname spezifizierbar sein
müssen. Außerdem müssen die Systeme so konfigurierbar sein, dass sie nur Komponenten
enthalten, die für den Betrieb notwendig sind. Auf diese Weise kann die Größe eines
Image minimiert und damit die Geschwindigkeit des Generierungsprozesses reduziert
werden.

(R4) Automatisierbarkeit: Das Generieren, Testen und Booten des Images muss automat-
isierbar sein. Die einzelnen Schritte müssen dafür über Kommandozeilenbefehle ausführbar
sein. Auf diese Weise ist es möglich, den Generierungsprozess in eine Build-Pipeline
einzubetten.

(R5) Testbarkeit: Um nach jeder Konfiguration automatisch valdieren zu können, ob
die gemachten Änderungen Qualitätsanforderungen entsprechen, muss die Infrastruktur
testbar sein.

(R6) Reduzierbarkeit der Geschwindigkeit des Generierungsprozesses mittels
Zwischenspeicherung einzelner Komponenten: Bei jedem Update eines Servers
muss ein neues Systemabbild generiert und gebootet werden. Damit dieser Prozess
nicht zu viel Zeit in Anspruch nimmt, müssen die Images schnell generiert und geladen
werden können. Dafür ist es erforderlich, dass nicht bei jedem Generierungsprozess
sämtliche Komponenten des Images neu geladen werden müssen, sondern lokal zwis-
chengespeichert werden können. An dieser Stelle ist zu Bemerken, dass die Anforderung
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(R3) auch die Geschwindigkeit des Generierungsprozesses beeinflusst, allerdings nur über
die Minimierung der Größe eines Image.

(R7) Persistente Datenschicht: Anwendungsdaten müssen im Vergleich zu Daten, welche
für die Konfiguration des Betriebssystems relevant sind persistent und veränderbar be-
handelt werden. Dazu muss neben einer unveränderbaren Datenschicht für die Kon-
figurationsdaten eine persistente Datenschicht für die Anwendungsdaten bereitgestellt
werden. Auf diese Weise können die für den Betrieb der Anwendungen notwendigen
Daten bei einer Außerbetriebnahme des Servers erhalten bleiben ohne auf die Vorteile
des Immutable Konzepts verzichten zu müssen.

2.3 Umsetzung mit etablierten Betriebssystemen

Dieser Abschnitt zeigt auf, warum die in Abschnitt 2.2 formulierten Anforderungen von
etablierten/traditionellen Betriebssystem nicht erfüllbar sind. Mit „etabliert/traditionell“
sind dabei Systeme gemeint, die über ein Paketverwaltungssystem verfügen, welches das
Installieren, Deinstallieren und Aktualisieren von Software auf dem Betriebssystem verwaltet.

Die Anforderung, an welcher die Umsetzung mit einem traditionellen Betriebssystem
hauptsächlich scheitert, ist (R3). Konfiguration an dem System können nämlich nur durchge-
führt werden, wenn sich das System im Betrieb befindet, was dem „Immutable Server“
Konzept widerspricht. Daher müsste sich ein Entwickler bei der Umsetzung des Immutable
Konzepts mit den Standardeinstellungen des Betriebssystems zufrieden geben. Auch verfügt
ein traditionelles Betriebssystem über Komponenten, welche für den Betrieb nicht nötig sind.

Ein Beispiel für eine solche Komponente ist bereits das Paketverwaltungssystem. Jedoch
müssen die für den Betrieb verzichtbaren Komponenten bei jedem Bootvorgang mit geladen
werden, was überflüssig Zeit in Anspruch nimmt. Da bei dem Immutable Konzept Server
permanent neu gebootet werden müssen ist daher bei der Instandhaltung der Infrastruktur
mit langen Wartezeiten zu rechnen.

3 LinuxKit

Dieses Kapitel stellt mit „LinuxKit“ ein Tool zur Generierung minimaler und unveränderbarer
Linux Distributionen vor. Um für ihre „Docker Engine“eine bessere Portabilität zu erreichen,
initiierte die Firma „Docker, Inc“ das Projekt „LinuxKit“ [10], welches im April 2017 unter der
Apache 2.0 Lizenz öffentlich zugänglich gemacht wurde [9]. Mit Hilfe dieses Werkzeugs lassen
sich Linux Images erzeugen. Die erzeugten Images können über eine Virtualisierungssoftware
wie „quemu“1, eine Cloudplattform wie „AWS“2 oder direkt auf einer Hardware wie dem
„Rasperry Pi Model 3b“3 gebootet werden.

Der Begriff „Image“ kann in dem Kontext dieser Arbeit missverstanden werden. Zum
Einen meint der Begriff das Abbild eines Betriebssystems, beispielsweise in Form einer „iso“
Datei, zum Anderen eine Datei, die zur Generierung eines Docker Containers verwendet wird.
Daher sei im Nachfolgenden bei dem Ersten Fall ein „Image“ und bei dem Zweiten Fall ein
„Docker Image“ gemeint.

1 https://www.qemu.org/
2 https://aws.amazon.com/de/
3 https://www.raspberrypi.org/products/raspberry-pi-3-model-b/
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Figure 2 Aufbau eines LinuxKit Images

3.1 Die Funktionsweise
Das für LinuxKit zentrale Artefakt ist ein auf der Auszeichnungssprache „YAML“ basierendes
Dokument. In diesem wird das zu erzeugende Betriebssystem spezifiziert. Listing 1 ist ein
Beispiel für eine solche YAML Datei.

Über den Befehl „linuxkit build beispiel.yaml“ wird ein Image auf Grundlage der an-
gegebenen YAML Datei generiert. In dieser Datei sind Docker Images gelistet, welche für das
Generieren eines Images benötigt werden. Für die Generierung eines Image wird mit dem
Werkzeug „Moby“4 gearbeitet. Dies ist ein Werkzeug zur Assemblierung von spezialisierten
Container Systemen. Alle zur Generierung erforderlichen Images werden als Docker Container
während dem Build Prozess geladen. Anwendungen, die auf dem Betriebssystem laufen
sollen, werden ebenfalls als Docker Images spezifiziert. Aufgrund dieser Architektur wird das
Tool in einer offiziellen Veröffentlichung auch als ein Werkzeuge beschrieben, welches „mit
Containern, für Container“entwickelt wurde [12].

3.1.1 Generieren eines Systemabbilds
Der Ablauf einer Image Generierung lässt sich anhand der YAML Datei aus Listing 1
beschreiben. Das Tool Moby durchläuft die Datei von oben nach unten. Der erste Abschnitt
„kernel“ besteht aus genau einem Unterpunkt, welcher den Betriebssystemkern definiert.
Abbildung 2 stellt diesen Abschnitt bei (1) dar.

Im zweiten Teil „init“ müssen die Versionen von „runc“5 und „containerD “6 angegeben
werden. Diese Beiden Komponenten verwalten die Lebenszyklen der Container, welche auf
dem System laufen und sind daher für jedes Image unabdingbar. Auch muss hier der sogenan-
nte „init“ container angegeben werden. In Abbildung 2 ist dieser Abschnitt bei (2) dargestellt.
Der Folgende Abschnitt „onboot“ spezifiziert Docker Images, welche vor dem Starten der
einzelnen Services laufen sollen. Dabei werden die angegeben Docker Container sequentiell
ausgeführt. In Abbildung 2 sind Container als Balken dargestellt. Die „onboot“(3) und
„onshutdown“(5) Container, welche sequentiell ausgeführt werden sind dabei von kleineren

4 https://github.com/moby/moby
5 https://github.com/opencontainers/runc
6 https://github.com/containerd/containerd
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Listing 1 beispiel.yml
kernel :

image: linuxkit / kernel :5.4.30
cmdline : " console =ttyS0"

init:
- linuxkit /init:v0.8
- linuxkit /runc:v0.8
- linuxkit / containerd :v0.8

onboot :
- name: sysctl

image : linuxkit / sysctl :v0.8
- name: format

image : linuxkit / format :v0.8
- name: mount

image : linuxkit /mount:v0.8
command : ["/ usr /", "/ var "]

onshutdown :
- name: shutdown

image : busybox : latest
command : ["/ bin/echo", "ciao "]

services :
- name: getty

image : linuxkit /getty:v0.8
env:

- INSECURE =true
- name: nginx

image : nginx :1.13.8 - alpine
capabilities :

- CAP_NET_BIND_SERVICE
- CAP_CHOWN
- CAP_SETUID
- CAP_SETGID
- CAP_DAC_OVERRIDE

binds :
- /etc/ resolv .conf :/ etc/ resolv .conf

files:
- path: root/hallo

source : ./ hallo.txt
mode: "0600"
optional : true

trust:
org:

- linuxkit
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Balken repräsentiert. Der Abschnitt „services“ enthält die Anwendungen, welche auf dem
Betriebssystem laufen sollen. Diese werden parallel gestartet und sind in Abbildung 2 bei (4)
dargestellt. In Listing 1 ist beispielsweise der Service „getty“ spezifiziert. Die Services müssen
auf der Plattform „Docker Hub“7 bereitgestellt werden. Wenn das System herunterfährt
werden die in „onshutdown“ angegebenen Container wie in „onboot“ sequentiell ausgeführt.
Über den Abschnitt „files“ in der YAML Datei können Dateien in das Betriebssystem einge-
hängt werden. Der Teil „trust“ gibt an, welche der im Generierungsprozess benötigten Docker
Images vor dem Herunterladen verifiziert werden sollen. Die Verifizierung ist mit „Docker
Content trust (DCT)“8, einer Funktion in Docker mit der Docker Images auf ihre Integrität
prüfbar sind umgesetzt.

Der Anwender kann bei der Eingabe des Befehls „linuxkit build“ ein Format angeben, in
welchem das Image erzeugt werden soll. Auf diese Weise ist es möglich, spezielle Formate zu
erzeugen, die auf Cloud Plattformen wie AWS gestartet werden können.

3.1.2 Bereitstellen und Starten von Images
Mit dem Befehl „linuxkit run“ können Images gebootet werden. Die Betriebssysteme können
auf einer lokalen Virtualisierungssoftware gestartet werden. Dazu zählen unter anderem
Hyperkit, Hyper-V und quemu. Es ist aber auch möglich die Images auf Cloud Plattformen
wie AWS und Google Cloud oder einer Hardware wie dem Rasperry Pi Model 3b zu starten.
Für die Benutzung von LinuxKit im Zusammenhang mit Cloud Plattformen wie Google
Cloud existiert zudem der Befehl „linuxkit push“, mit dem ein von LinuxKit erstelltes image
auf einen Server des entsprechenden Cloud Anbieters hochgeladen wird.

3.2 Lösungen für die Anforderungen an Immutable Infrastructures
Dieser Abschnitt diskutiert, ob und wie LinuxKit die in Abschnitt 2.2 formulierten Anfor-
derungen erfüllt. Dafür stellt das Kapitel zu jeder Anforderung eine Lösung vor, welche
LinuxKit anbietet.
(R1) Versionierbarkeit: Ein Image ist über eine auf der Auszeichnungssprache YAML

basierende Datei eindeutig beschrieben. Diese Datei kann von einem Versionsverwal-
tungssystem wie GIT erfasst werden.

(R2) Reproduzierbarkeit: Damit der Befehl „linuxkit build“ bei jedem Aufruf mit den
selben Eingabedaten die gleiche Ausgabe im Sinne einer Idempotenz liefert müssen alle
verwendeten Docker Images beim Wiederholen des Prozesses die selben sein. Dazu sollte
der Anwender die Versionsnummern einzelner Docker Images in der YAML Spezifika-
tionsdatei konkret angegeben und nicht über den Tag „latest“ automatisch die aktuellste
Version eines Docker Images herunterladen lassen. Idealerweise stehen alle nötigen Docker
Images bereits lokal zur Verfügung, sodass bei der wiederholten Ausführung des selben
Generierungsprozesses keine Pakete neu heruntergeladen werden müssen. In der LinuxKit
Dokumentation wird explizit darauf hingewiesen, dass das Laden neuer Docker Images
kein reproduzierbarer Prozess ist, und die Entwickler von LinuxKit auch noch nicht
die Intention haben, diesen Prozess reproduzierbar zu gestalten. Außerdem ist in der
Dokumentation angegeben, dass zu diesem Zeitpunkt die Ausgabeformate „tar“, „tar-
kernel-initrd“, „docker“und „kernel+initrd“ Reproduzierbarkeit unterstützen [11]. Eine

7 https://hub.docker.com/
8 https://docs.docker.com/engine/security/trust/content_trust/
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Liste an Problemen, die allgemein bei der Generierung von System Images zu bewältigen
sind findet sich auf [6]. Ein Problem dabei sind die Zeitstempel von Dateien, welche
in den Generierungsprozess involviert sind, da diese Zeitstempel bei jeder Generierung
unterschiedlich sind.

(R3) Anpassbarkeit vor dem Betrieb: Ein LinuxKit Image basiert auf einem mini-
malen Linux-Betriebssystemkern, welcher auf das Ausführen von Docker Containern
zugeschnitten ist. In der Spezifikationsdatei werden Docker Container gelistet, die auf
dem Betriebssystem ausgeführt werden sollen. Ein Container Image kann gemäß der
„Open Container Initiative Runtime Specification“ konfiguriert werden. Dabei kann unter
anderem der Hostname des Containers gesetzt werden. In der LinuxKit Dokumentation
sind dabei alle möglichen Optionen gelistet [1]. Über die Spezifikation der einzelnen
Images kann zudem genau definiert werden, welche Anwendungen auf dem Betriebssystem
laufen sollen. Eine Minimierung der Imagegröße auf die für den Betrieb notwendigen
Komponenten ist dadurch möglich.

(R4) Automatisierbarkeit: LinuxKit ist vollständig über ein CLI steuerbar. Daher ist
das Generieren eines Images automatisierbar. Die einzelnen LinuxKit Befehle können in
eine Build Pipeline integriert werden.

(R5) Testbarkeit: Die Validität einer Spezifikationsdatei ist bereits durch den erfolgreichen
Generierungsprozess, welcher nach (R4) automatisiert ausgeführt werden kann, gegeben.
Die von LinuxKit erzeugten Images können im Anschluss auf einer lokalen Virtualisier-
ungssoftware wie „qemu“ gebootet werden, innerhalb derer die Funktionalität der Services
gemäß gesetzter Qualitätsstandards durchgeführt werden kann.

(R6) Reduzierbarkeit der Geschwindigkeit des Generierungsprozesses mittels
Zwischenspeicherung einzelner Komponenten: Wird der Generierungsprozess lokal
wiederholt ausgeführt, müssen die benötigten Docker Images nicht ein zweites Mal her-
untergeladen werden, was die Geschwindigkeit erhöht. Der Befehl „linuxkit pkg build“
bietet zudem die Möglichkeit, einzelne Docker Images, die für die Generierung gebraucht
werden schon vor dem Generierungsprozess lokal bereitzustellen.

(R7) Persistente Datenschicht: Dadurch, dass alle Anwendung mit einem Container as-
soziiert werden, ist eine klare Differenzierung zwischen Konfigurations- und Anwendungs-
daten möglich. Um einem Container persistenten Speicher zur Verfügung zu stellen gibt
es im Wesentlichen zwei Möglichkeiten [3]. Zum einen kann über den sogenannten „bind
mount“ ein Teil des Hostdateisystems in den Container gemountet werden. Da nun das
Hostsystem immutable ist, muss für den bind mount ein Bereich auf dem Host als mutable
gekennzeichnet werden. Der Befehl „linuxkit run“ bietet dafür die Möglichkeit, externen
Speicher in das Betriebssystem einzuhängen. Dazu muss dem Befehl ein Pfad zu dem
externen Speicher übergeben werden. Wird das nicht getan erstellt LinuxKit im aktuellen
Verzeichnis des Anwenders von selbst einen externen Speicher. Außerdem müssen in dem
Abschnitt „onboot“ der YAML Spezifikationsdatei hintereinander die beiden Container
„linuxkit/format“ und „linuxkit/mount“ angegeben werden, da diese beim Bootvorgang
ausgeführt werden müssen. Die Datei Listing 1 ist eine Spezifikationsdatei für ein
Betriebssystem, welches diese Beiden Container während dem Bootvorgang ausführt.
Die zweite Möglichkeit, einem Container persistenten Speicher bereitzustellen ist der
sogenannte „volume mount“. Dabei wird in dem Container ein „volume Treiber“ installiert,
welcher sich einen externen Speicherbereich von einem beliebigen Ort laden kann. Bei
Diesem Ort muss es sich nicht zwingend um das Hostdateisystem handeln. Der externe
Speicherbereich kann also auch aus dem Netzwerk geladen werden.
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4 Verwandte Arbeiten

Die Arbeit [13] nennt den Begriff „Immutable Infrastructure“ als einen Aspekt im Zusam-
menhang mit dem Thema „Infrastructure as Code“. Dabei geht es um das Auffassen einer In-
frastruktur als eine Menge von Artefakten, auf welche Praktiken aus der Softwareentwicklung
wie DevOps Zyklen oder Versionsverwaltungssysteme anwendbar sind. In [21] fasst der
Softwareentwickler Kief Morris ebenfalls einige Punkte zu dem Thema „Infrastructure as
Code“ zusammen. Dabei nimmt er auch Bezug auf „Immutable Servers“. [23] ist ein weit-
eres Buch, welches sich mit „Immutable Servers“ auseinandersetzt. Weitere Open Source
Werkzeuge zur Generierung von unveränderbaren Betriebssystem Images sind „Packer“9,
„yocto“10 und „buildroot“11. Die letzten beiden eignen sich dabei besonders für eingebettete
Systeme. Des Weiteren ist „Amazon Bottlerocket“12 ein Projekt, dessen Konzept dem von
LinuxKit ähnelt. Dabei handelt es sich um ein von „Amazon Web Services“ entwickeltes,
Linux basiertes Betriebssystem, welches darauf zugeschnitten ist, Container auszuführen.
Eine Zusammenfassung über Betriebssysteme, die auf das Ausführen von Docker Containern
optimiert sind, findet sich in [18]. Unter anderem werden dort die Systeme „CoreOS“,
„RedHat Atomic“, „Ubuntu Snappy“ und „RancherOS“ genannt.

Ein Konzept, welches dem von LinuxKit ebenfalls ähnelt, sind sogenannte „Unikernels“.
Dabei handelt es sich um ein Image, das auf den Betrieb einer einzigen Anwendung zugeschnit-
ten ist. Diese laufen im Vergleich zu einem Container direkt auf der Hardware und sind
minimalistischer [22]. Eine Übersicht über verschiedene „Unikernel“ Projekte findet sich
auf [4]. In [20] vergleichen die Autoren Ilias Mavridis und Helen Karatza einige „Unikernel“
Technologien mit Docker und insbesondere LinuxKit. [19] präsentiert eine „optimierte Ar-
chitektur zur Bereitstellung von OSv basierten Unikernels“ im Sinne des „Immutable Server“
Konzepts. Die Frage, ob Container oder Unikernels das bessere Konzept darstellen wird
auch stark diskutiert [7]. Der entscheidende Vorteil von Unikernels gegenüber Containern,
direkt auf der Hardware laufen zu können, wird von LinuxKit aufgelöst. Es ist auch möglich,
die Services eines LinuxKit Images innerhalb des Betriebssystems mit einem System wie
„Kubernetes“13 zu verwalten. Dafür ist [2] ein wichtiges Subprojekt von LinuxKit.

5 Schlussfolgerungen

Das „Immutable Server“ Konzept birgt gravierende Vorteile gegenüber einem „Mutable
Server“. Aufgrund langer Startzeiten und geringer Anpassbarkeit ist dieses Konzept mit
etablierten Betriebssystem jedoch nicht umsetzbar. Das Tool LinuxKit setzt das Immutable
Server Konzept mit Hilfe der Container Technologie um. Dabei kann sich der Anwender ein
Betriebssystem generieren lassen, welches auf das Ausführen von Containern spezialisiert
ist. Auf diese Weise können für alle aufgestellten Anforderungen Lösungen geliefert werden,
da das Betriebssystem an sich die einzige Aufgabe hat, Container auszuführen und somit
einfacher zu handhaben ist. Hierbei ist zu erwähnen, dass LinuxKit nicht nur von der
Containertechnologie, sondern diese auch von LinuxKit abhängt. Ein großer Nachteil von
Containern ist, dass sie nicht direkt auf einer Hardware laufen können, sondern einen Host

9 https://github.com/hashicorp/packer
10 https://www.yoctoproject.org/
11 https://buildroot.org/
12 https://aws.amazon.com/de/bottlerocket/
13 https://kubernetes.io/de/
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als Vermittler benötigen. LinuxKit ermöglicht hier das Paketieren von mehreren Containern
in ein bootfähiges Image und löst damit dieses Problem.

References
1 Configuration reference. URL: https://github.com/linuxkit/linuxkit/blob/master/docs/

yaml.md.
2 Kubernetes and linuxkit. URL: https://github.com/linuxkit/kubernetes.
3 Manage data in docker. URL: https://docs.docker.com/storage/.
4 An overview of approaches. URL: http://unikernel.org/projects/.
5 Reproducible builds. URL: https://reproducible-builds.org/docs/buy-in/.
6 System images. URL: https://reproducible-builds.org/docs/system-images/.
7 Unikernels are more efficient, secure than containers. URL: https://www.itproportal.com/

features/unikernels-are-more-efficient-secure-than-containers/.
8 Building with legos, aug 2011. URL: https://netflixtechblog.com/building-with-legos-

d68368fe4ce.
9 Docker advances the software containerization movement with two new collaborative pro-

jects, apr 2017. URL: https://www.docker.com/docker-news-and-press/docker-advances-
software-containerization-movement-two-new-collaborative.

10 Linuxkit. https://github.com/linuxkit/linuxkit, 2017.
11 Reproducible builds. https://github.com/linuxkit/linuxkit/blob/master/docs/

reproducible-builds.md, 2017.
12 Justin Cormack. Announcing linuxkit: A toolkit for building secure, lean and portable

linux subsystems, apr 2017. URL: https://www.docker.com/blog/introducing-linuxkit-
container-os-toolkit/.

13 Brian Fitzgerald, Nicole Forsgren, Klaas-Jan Stol, Jez Humble, and Brian Doody. Infrastructure
is software too! SSRN Electronic Journal, oct 2015.

14 Chad Fowler. Trash your servers and burn your code: Immutable infrastructure and
disposable components, jun 2013. URL: http://chadfowler.com/2013/06/23/immutable-
deployments.html.

15 Martin Fowler. Phoenixserver, 2012. URL: https://martinfowler.com/bliki/
PhoenixServer.html.

16 Martin Fowler. Snowflakeserver, 2012. URL: https://martinfowler.com/bliki/
SnowflakeServer.html.

17 Tobias Gesellchen. Bildhauerwerkstatt. iX, pages 64–67, mar 2018.
18 Sébastien Goasguen. Docker Cookbook: Solutions and Examples for Building Distributed

Applications. O’Reilly Media, 2015.
19 L. A. D. Knob, B. G. Xavier, and T. Ferreto. An unikernels provisioning architecture for

openstack. In 2018 IEEE Symposium on Computers and Communications (ISCC), pages
00903–00908, 2018.

20 I. Mavridis and H. Karatza. Lightweight virtualization approaches for software-defined systems
and cloud computing: An evaluation of unikernels and containers. In 2019 Sixth International
Conference on Software Defined Systems (SDS), pages 171–178, 2019.

21 Kief Morris. Infrastructure as code. O’Reilly Media, jun 2016.
22 Russell Pavlicek. Unikernels. Turnbull Press, sep 2016.
23 Josha Stella. Immutable Infrastructure. O’Reilly Media, mar 2016.

https://github.com/linuxkit/linuxkit/blob/master/docs/yaml.md
https://github.com/linuxkit/linuxkit/blob/master/docs/yaml.md
https://github.com/linuxkit/kubernetes
https://docs.docker.com/storage/
http://unikernel.org/projects/
https://reproducible-builds.org/docs/buy-in/
https://reproducible-builds.org/docs/system-images/
https://www.itproportal.com/features/unikernels-are-more-efficient-secure-than-containers/
https://www.itproportal.com/features/unikernels-are-more-efficient-secure-than-containers/
https://netflixtechblog.com/building-with-legos-d68368fe4ce
https://netflixtechblog.com/building-with-legos-d68368fe4ce
https://www.docker.com/docker-news-and-press/docker-advances-software-containerization-movement-two-new-collaborative
https://www.docker.com/docker-news-and-press/docker-advances-software-containerization-movement-two-new-collaborative
https://github.com/linuxkit/linuxkit
https://github.com/linuxkit/linuxkit/blob/master/docs/reproducible-builds.md
https://github.com/linuxkit/linuxkit/blob/master/docs/reproducible-builds.md
https://www.docker.com/blog/introducing-linuxkit-container-os-toolkit/
https://www.docker.com/blog/introducing-linuxkit-container-os-toolkit/
http://chadfowler.com/2013/06/23/immutable-deployments.html
http://chadfowler.com/2013/06/23/immutable-deployments.html
https://martinfowler.com/bliki/PhoenixServer.html
https://martinfowler.com/bliki/PhoenixServer.html
https://martinfowler.com/bliki/SnowflakeServer.html
https://martinfowler.com/bliki/SnowflakeServer.html


Distributed Shared Memory Frameworks:
Comparison of Implementations
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Abstract
A Distributed Shared Memory (DSM) is a memory architecture where separated memories in different
nodes can be addressed as one shared address space. It is created by a group of nodes, where each
node provides a part of its local memory. Every node of the group is allowed to read or write to
the DSM. This enables parallel calculations of complex tasks in multiple nodes and thus increases
performance compared to a single-node calculation. DSM frameworks provide mechanisms to create
and access a DSM. There are many challenges in the field of DSMs that need to be addressed
by the frameworks. These challenges are identified and described in this paper. With regard to
these challenges, the DSM frameworks UPC++, DASH, OpenSHMEM, Titanium and Co-Array
Fortran are investigated and compared with each other. All investigated frameworks are PGAS
implementations. PGAS is one way to implement a DSM, on which this paper is focused. For some
challenges the approaches of the frameworks are very similar. However, there are also challenges for
which the frameworks offer very different solutions.

2012 ACM Subject Classification Software and its engineering → Distributed memory; Software and
its engineering → Multiprocessing / multiprogramming / multitasking; Software and its engineering
→ Middleware; Software and its engineering → Distributed systems organizing principles

Keywords and phrases DSM, UPC++, DASH, OpenSHMEM, Titanium, Co-Array Fortran

1 Introduction

In computer science it is a common approach to divide complex calculations into several
sub-calculations and to perform the sub-calculations in parallel on several processors in order
to speed up the calculation. To realize such a parallel calculation on several processors,
communication is necessary. Communication can for example take place via a memory
that can be accessed by all processors. One approach is to use a Shared Memory, where
each processor can access a central memory. The disadvantage in this approach is that
the processors have to be located in the same hardware unit. To enable calculations in
different hardware-units, Distributed Memory was introduced. For simplification, in this
paper hardware-units with one processor are considered, which are in the following called
nodes. But the described approaches can also be used for hardware-units with multiple
processors. In Distributed Memory, each node has its own memory with its own address
space. The memory can be accessed from other nodes by sending a message to the providing
node. However, the programmer must specify the node and must explicitly send and
receive messages, which makes this concept cumbersome. Distributed Shared Memory (DSM)
combines the approaches of Shared Memory and Distributed Memory. Since each node makes
a part of its local memory available for access by other nodes, it is a Distributed Memory.
Nevertheless, the Distributed Memory can be accessed as a shared address space, which
results to a DSM. Thus, the programmer only has to specify the shared address of the DSM.
All necessary communication between the nodes is completely transparent to the programmer,
which makes this concept easy to use.

DSM systems are often used in the field of high performance computing in computer
clusters. A cluster consists of many connected nodes. Each node has its own processor
and memory. With DSM the programmer still has a local programming style, although the
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memory and the computing are distributed.
Due to the advantages of DSM, several DSM frameworks with different approaches have

been developed. Partitioned Global Address Space (PGAS) is one approach to implement a
DSM. It is a programming model that focuses on parallel computing. Therefore, a global
address space is created which corresponds to DSM. Each participating node is responsible
for a part of the global address space. This part of the DSM is stored in the memory of
the corresponding node. This paper focuses on PGAS implementations and compares some
implementations with regard to the challenges in DSM systems.

The paper is organized as follows: The second Section makes some preliminary remarks
which are relevant for the following part of the paper. In this Section the different types of
DSM systems, the SPMD model and the address space model in PGAS are explained. The
third Section describes the challenges in DSM. With regard to these challenges, the fourth
Section describes various PGAS implementations and explains how the implementations
overcome the described challenges. The paper concludes with a discussion of the approaches
of the PGAS implementations.

2 Preliminaries

In this section some preliminary remarks are made with regard to DSM and PGAS.

2.1 Types of DSM systems
There are three different approaches to implement a DSM system. One option is to use a
hardware based approach. In this approach all DSM functionality is implemented at the
hardware level to eliminate software overhead. In each node the same hardware component
with the same memory-architecture is implemented. The nodes are connected over a network
and can communicate with each other to retrieve or broadcast data. Examples of this
approach are Memnet and SCI [14].

Another way to implement a DSM system is the OS based approach. In this approach
the DSM functionality is implemented at the OS level. The DSM is divided into memory
pages. If the OS of a node accesses a page and the page is not available in that node, a page
fault occurs. In this case, the DSM implementation requests the page from the current owner.
Depending on the implementation, the page is deleted or invalidated in the current owner to
avoid inconsistencies. Examples of OS based approaches are IVY, Munin and Midway [14].

The last type of DSM systems is the software based approach. In this case the OS and
the hardware are not changed. Software based DSMs are often programming languages or
extensions of programming languages that contain mechanisms for addressing, synchronization
and consistency of the DSM. This approach often uses communication frameworks, where
the shared address of a data object can be specified. The framework accesses the data
object from a remote node, which is transparent to the programmer. Examples of software
based DSM systems are Chapel, Fortress, Linda and Orca [14, 7]. This paper focuses on the
software based approach, especially on the aforementioned PGAS model.

2.2 Address space model
In PGAS a global address space is created that is partitioned among the participating nodes.
Each node is responsible for a part of the global address space and stores the associated
data in its memory. The memory of each node is divided into two parts, a shared memory
and a private memory. The shared memory is accessible by all nodes. So, each data object
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stored in the DSM has a global address. With this address the PGAS implementations know
which node to access for the desired data object. If this address points to another node, a
request is sent to the responsible node to access this data object. Therefore, PGAS mainly
uses one-sided communication [8]. In one-sided communication a node can perform write
or read operations on data in a remote node without the remote node having to explicitly
participate in the communication operation [12].

In contrast to shared memory, private memory can only be accessed from the local node
and not with a global address. A graphical representation of the memory model in PGAS is
shown in Figure 1.

2.3 SPMD model

All PGAS implementations investigated in this paper use the Single-Program Multiple-Data
(SPMD) model. In a SPMD model a fixed number of nodes execute the same program code,
but with different data [4]. Each node has an individual node ID which is set at the start of
the program. Depending on this ID, different parts of the program code can be executed,
which is for example realized with if statements. Also different data is accessed and different
parts of a larger calculation are computed. With this concept a calculation can be divided
into several sub-calculations that are executed independently in each node. The results of
the sub-calculations can then be shared with the other nodes to solve the calculation. A
very simple example is to calculate the sum of a sub-array depending on the node ID. With
the intermediate results the sum of the whole array can then be calculated. For very large
arrays the calculation is much faster than with one node. This principle is also known as the
Fork-join model.

3 Challenges in DSM systems

When implementing a DSM, there are several challenges that should be considered.

Data-location: The DSM implementation must specify on which nodes data objects
are physically stored and where they are stored within a node.
Distributed data objects: It must be specified whether a data object can only be
stored in one node or whether it is possible to store parts of an object on different nodes.
An example for a distributed data object is an array, where every field is stored in another
node.
Addressing: The DSM implementation should provide an addressing scheme to address
data objects of other nodes and to find out from the address which node needs to be
contacted.
Address-Distribution: There should be a procedure for distributing addresses of data
objects in the DSM so that each node can access shared data objects.
Synchronization: Without synchronization measures, parallel computing nodes could
access a data object in the DSM in any order. This could lead to race conditions and
thus to indeterministic behavior. Furthermore, read-after-write dependencies are possible
in the DSM, e.g. one node needs the result calculated and stored by another node. No
synchronization could lead to outdated data being read. To overcome both problems,
there should be synchronization measures between nodes to establish an order when
nodes can access a shared data object.
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Consistency: If several nodes access the same data object at the same time, inconsist-
encies such as dirty reads or lost updates can occur. The DSM implementation should
provide mechanisms to allow only one node to access a shared data object at a time.
Fault-tolerance: In a DSM system several nodes are involved in which different parts of
the DSM are stored. If a node fails, the information of that node is lost. In Fault-Tolerant
systems there should be mechanisms like replication, so that data of a node is not lost if
it fails.

4 DSM frameworks

In this section five different PGAS implementations are described that implement a DSM.

4.1 UPC++
UPC++ is an extension of C++ to a PGAS implementation. It implements the SPMD
model and provides Remote Memory Access (RMA) and Remote Procedure Call (RPC)
for communication between nodes. One-sided communication is only supported for RMA.
For communication between nodes UPC++ uses the communication library GASNet-EX in
both cases [2]. GASNet-EX is a network middleware layer that enables network-independent
communication.

Data-location

As described above, in UPC++ each node has a memory that is divided into a private and a
shared memory. In UPC++ it can be specified whether a data object should be located in
private or shared memory. The memory model is shown in Figure 1, where the data object
mine is stored in the private memory and gptr is a pointer to a data object in the shared
memory. The data object is always stored in the node where it was created and can not be
moved to other nodes [1].

Distributed data objects

With a specific declaration, a data object like an integer variable or an array is created with
the same name in the shared memory of each node. This can be used by the programmer to
create a distributed array, where in the data object of each node another part of the array is
stored. The distribution of the array, which part is stored in which node, has to be organized
by the programmer [1].

Addressing

In UPC++ two ways to address and access a shared data object in a remote node exist. The
common way to address data objects in shared memory is to use global pointers, as shown in
Figure 1. A global pointer encapsulates the ID of the node where the data object is stored
and the local address within the node. With this global pointer the GASNet communication
library knows which node has to be accessed. To read or write a shared data object, the
methods rget and rput are available, where the global pointer has to be specified. In the rput
method also the new value has to be specified. In both cases a one-sided communication is
used. The GASNet library sends the request to the specified node where the defined data
object is accessed or changed [2]. The second option to access a data object is RPC. With
RPC a method in a remote node is invoked with specified attributes and the result is sent to
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Figure 1 Memory model of UPC++ (based on [1])

the requesting node. In this case, only the name of the data object and the node ID have to
be specified. The use of RPC is particularly advantageous for distributed objects, because
with RPC not all pointers of the distributed objects have to be stored. Only the name of the
distributed object and the node ID must be specified [1]. Nevertheless, distributed objects
can also be accessed with global pointers.

Address distribution

As described above, to access shared data objects with one-sided communication, a global
pointer is necessary. When a node creates a data object, its pointer is initially only known to
the creating node. A distribution of this pointer to all other nodes is necessary so that the
other nodes can access the data object. For this purpose a special broadcast function exists
in UPC++ with which the global pointer of the generated data object can be distributed to
all other nodes [1].

Synchronization

UPC++ provides barriers to synchronize nodes. A barrier can be defined with the code line
upcxx::barrier(). When a node reaches this line, it notifies all other nodes. Only when a node
has received a notification from all remote nodes that they have also reached this barrier, the
node can execute the rest of the code after this barrier. The barrier can be used to define
an order for accessing a shared data object. For example, it can be specified that a node
writes a shared data object before the barrier and all other nodes read the data object after
the barrier. After the barrier, all nodes know that the writing node has finished changing
the data object, because all nodes, including the writing node, have reached the barrier.
Therefore, the nodes can read the new value of the data object [1]. Thus, a read-after-write
dependency was realized.

Consistency

To prevent simultaneous access of the same shared data object and thus possible inconsisten-
cies, UPC++ provides atomic operations. For example the operation fetch_add enables the
atomic addition of a value to a data object in a remote node. This prevents inconsistencies
when multiple nodes try to access a shared data object and add a value at the same time [1].
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Fault-tolerance

In UPC++ no specifications about faults of a node are made. Therefore, no measures against
faults are taken.

4.2 DASH
DASH is a library that extends C++ to a PGAS implementation. It is based on DART, a
lightweight PGAS runtime system implemented in C. The DART interface specifies basic
mechanisms for global memory allocation and addressing to realize a one-sided communication
between nodes [8].

Data-location

Regular C++ variables are stored in the private memory of the node. Data objects in shared
memory are declared with a DASH -specific syntax, e.g. dash::Shared <int> gptr. In both
cases, the data object is stored in the node where it was created. Thus, the memory model
is very similar to the model of UPC++ shown in 1.

Distributed data objects

In contrast to UPC++, DASH provides inherent distributed arrays that can be accessed
with a global index. The programmer only has to specify the index of the distributed array
and the framework calculates the address to the desired field. In UPC++ with the use of
RPC the programmer must specify the node ID and the local index of the part of the array
stored in the remote node to access a field of a distributed array, which makes it inconvenient
to use.

When a distributed array is declared, a template is specified that defines how the array
is distributed among the nodes. For example, dash::Array <int>arr (14,dash::BLOCKED)
creates an array where each node has the same number of consecutive fields stored in its
shared memory. The structure of such a distributed array is shown in Figure 2. Also
distributed multidimensional arrays are possible in DASH.

With the declaration of a distributed array, each node gets access to a global iterator
and a local iterator, which can be accessed with begin and lbegin (see Figure 2). The local
iterator starts at the first field of the locally stored array. The global iterator starts at the
first field of the global array. With these iterators any index of the global array can be
accessed. Thereby, the global index is converted into the address of the requested field. In
the background DASH derives the node ID from the global index and the specified template.
Since in each node the same amount of memory is allocated for the array, DASH can derive
the offset in the allocated memory of the remote node and thus has the full address of the
requested field. With the iterators also the standard template library algorithms of C++
like std::sort can be used to sort the distributed array [8].

Addressing

To address shared data objects, also in DASH global pointers are used. The pointers contain
the node ID, a storage segment identifier and an offset within the segment where the data
object is stored. When a data object in a remote location needs to be accessed, the underlying
DART implementation knows from the pointer which node needs to be accessed and invokes
a one-sided get or put operation in the remote node with the corresponding pointer. For the
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Figure 2 Memory layout of distributed array (based on [8])

programmers this is completely transparent and they can access the data object with the
pointer as if the data object were stored in local memory [8].

Address distribution

For distributed arrays, global pointers can be derived with the described iterators. In this
case no explicit address distribution is necessary. For non-distributed data objects such as
an integer, the global pointer is not known to other nodes. Similar to UPC++, in this case
the programmer has to send the global pointer to all other nodes. For this purpose, a special
broadcast function is provided in DASH [5].

Synchronization

The synchronisation mechanisms are similar to UPC++. DASH provides barriers where
nodes must wait until all nodes have reached the barrier before proceeding with execution [8].

Consistency

To avoid inconsistencies, DASH provides a special data type called atomic. Data objects
with this data type provide operations like add and sub, that realize atomic access [5].

Fault-tolerance

In DASH no specifications about faults of a node are made. Therefore, no measures against
faults are taken.

4.3 OpenSHMEM
OpenSHMEM is, similar to DASH, a library-based implementation of PGAS. It is available
for the programming languages C and C++. Also in this framework one-sided communication
is used for memory access in other nodes [11].

Data-location

Regular C and C++ data objects are stored in private memory. Data objects declared as
static or global are stored in shared memory and can be accessed from other nodes. In
addition, OpenSHMEM provides a symmetric heap, which is a memory area located in
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Figure 3 Memory model of OpenSHMEM (based on [11])

the shared memory of each node. Shared data objects created at runtime are stored there.
Regardless which option is used to create a shared data object, it must be created in each
node with the same name, type and size. Thus, all nodes must participate in the creation
of a shared data object with the same arguments. Nevertheless, a shared data object can
contain a different value in each node. But OpenSHMEM provides a broadcast function to
synchronize the stored values in each node [13]. The concept of shared data objects is similar
to distributed objects in UPC++. A general overview of the memory model is shown in
Figure 3.

Distributed data objects

With the described concept of shared data objects, a distributed array can be realized where
a value or array is stored in each node and every node stores a different part of the distributed
array, similar to UPC++. But this has to be organised and realized by the programmer, as
no inherent distributed arrays are supported in OpenSHMEM [11].

Addressing

OpenSHMEM provides the methods shmem_get and shmem_put, where the name of the
data object and the node ID must be specified to read or write the shared data object of
another node. From the name OpenSHMEM can derive the local pointer of the data object
in the local node. Because each node stores all shared data objects, the shared memory in
each node is structured the same. Thus, the same relative addresses are used within the
shared memory of each node [13]. But the shared memory can be placed in different locations
in each node, so that the local pointers are different. Nevertheless, in OpenSHMEM it is
possible to use the local pointer of a shared data object to access the shared data object of a
remote node. With the local pointer, OpenSHMEM can calculate the relative address in the
shared memory. Thus, the framework knows which node and which address in the shared
memory of the remote node must be accessed. From this relative address, in the remote
node the local pointer can be determined. This addressing mechanism is shown in Figure 4.

Besides local pointers it is also possible to use global pointers to access remote data
objects. In the method shmem_ptr the name of the shared data object and the node ID
must be specified to request the global pointer of the data object in a remote node. The
procedure is similar to that described above. The global pointer can be used to access or
modify the remote data object without further methods [11].
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Figure 4 Address mechanism in OpenSHMEM

Address distribution

In OpenSHMEM no explicit address distribution is necessary, as in both address mechanisms
either the global pointer of a remote data object can be requested or the local pointer of the
own node can be used to address a remote data object.

Synchronization

Also in OpenSHMEM barriers are used for synchronisation. In addition OpenSHMEM
provides the option that all nodes have to wait until each node has reached the barrier or to
specify the node IDs of the nodes that have to reach the barrier before they can proceed
with execution [11].

Consistency

Similar to the PGAS implementations described above, OpenSHMEM provides atomic
operations to avoid inconsistencies. For example the methods SHMEM_ATOMIC_ADD
and SHMEM_ATOMIC_SET can be used to atomically change the value in another node
so that no inconsistency occurs [11].

In addition, OpenSHMEM provides locks to implement mutual exclusion. With this
concept a specified code-section can only be executed by one node at the same time. In
situations where multiple reads and writes are required to complete a task without interim
changes, atomic operations are not sufficient and locks are needed. In OpenSHMEM locks are
implemented with a shared scalar variable stored in each node. With shmem_set_lock(lock)
the node waits until the lock variables are zero in all nodes. If this is the case, the lock
is not used. In this case the own lock variable is changed and the critical section is
entered. After leaving the critical section the own lock variable is set to zero again with
shmem_clear_lock(lock) so that another node can use the lock [11].

Fault-tolerance

In OpenSHMEM no explicit mechanisms against fault-tolerance are provided. In contrast to
the frameworks described above, in OpenSHMEM shared data objects are inherently stored
in each node. This helps to provide fault-tolerance with replication. When a data object is
changed, the respective node could broadcast the new value to all nodes or at least to some
nodes. Thus, no information is lost if a node fails, because multiple nodes have stored the
same information. However, the entire process must be implemented by the programmer
and results in high message overhead and high memory utilization.
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Figure 5 Distributed arrays in Titanium (based on [6])

4.4 Titanium

Titanium is a dialect of JAVA and extends the syntax to a PGAS implementation. Although
Java syntax is used, in the background the JAVA code is translated to C code so that no JVM
is required for execution. Similar to UPC++, Titanium uses the GASNet communication
library for communication between nodes. Thus, a one-sided communication is used to access
memory in other nodes [6].

Data-location

In contrast to the other frameworks, in Titanium the private memory is only used to store
addresses of the data objects. Each created data object is stored in the shared memory of
the node. Nevertheless, the creator node can decide which data objects should be accessible
by other nodes. The addresses of data objects that should be accessible by other nodes must
explicitly be shared with the other nodes. Addresses of data objects that should not be
accessible by other nodes are not shared [6].

Distributed data objects

In Titanium a data object is always stored within a node and is not distributed across multiple
nodes. Thus, there is no inherent support for distributed data objects like in DASH [3].
Nevertheless, it is possible to create distributed arrays or objects manually. For this, each
node creates a one-dimensional local array with the size of the number of nodes. Each node
then creates its part of the distributed data object, e.g. a two-dimensional array, and sends
the address of the array to the other nodes. The addresses are stored in each node in the
previously created one-dimensional array. The index in the array where the address is stored
corresponds to the node ID to which the stored address refers. This creates a distributed
three-dimensional array in which each node stores a two-dimensional array for the data and
a one-dimensional array for the addresses [6]. The structure of such a distributed data object
is shown in Figure 5. There blocks corresponds to the one-dimensional array in which the
addresses are stored and myblock to the two-dimensional array in which the data is stored.
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Addressing

In Titanium data objects are addressed with references, comparable to pointers in C or
C++. There exist local and global references. In the default case a reference is global and
can address a shared data object in any node. This reference contains the node ID and the
address of the data object in the node, so that the communication library knows which node
and which address in the node has to be requested [3]. Local references have to be defined
explicitly with the keyword local and can only contain references to their own memory [6].

Address distribution

As described above, references have to be distributed to other nodes if the data objects
should be accessible by other nodes. Only global references can be distributed. Therefore
two options are available. With the first option, the distributed data object described above
can be realized or each node can store a version of a shared data object, comparable to
OpenSHMEM. Therefore, each node creates for each shared data object an array with the
number of nodes, in which the global references of the shared data object of all nodes are
stored. For this purpose, the function exchange exists, with which a global reference can
be sent to all nodes. The reference is stored in the created array, where the index of the
array field corresponds to the node ID to which the stored address refers. With regard to
Figure 5, the array in which the addresses are stored is called blocks. With the command
blocks.exchange(myBlock), a node sends the global reference of its data object myBlock to
each node, so that the reference is stored in the array blocks of each node. These global
references can be used to access the shared data objects of other nodes [6].

The second option for address distribution is the function broadcast. With the code
broadcast E from p, the value E is sent from the node ID p to all other nodes. The value E
can be a global reference that can be stored and used to access the referenced data object.
Apart from references, it is also possible to send normal values, such as integers to each
node [3].

Synchronization

Identical to the other frameworks, barriers can also be defined in Titanium to synchronize
the nodes. In Titanium some functions automatically use a barrier. For example, in the
broadcast and exchange functions, nodes must wait until all nodes have received the message
to be sure that all nodes have stored the same references and values in their memory [9].

Consistency.

Similar to OpenSHMEM, mutual exclusion is also provided in Titanium, so that only one node
can enter a critical code block at the same time. In Titanium, the synchronized statement
from JAVA can be used to define a critical section, which is comparable to the lock statement
described above [9].

Fault-tolerance

In Titanium, no specifications about faults of a node are made. Therefore, no measures
against faults are taken.
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4.5 Co-Array Fortran

Co-Array Fortran is a programming language that extends Fortran to a PGAS implementation.
It uses the Aggregate Remote Memory Copy Interface library, which implements one-sided
communication between nodes [15].

Data-location

Data objects declared with standard Fortran syntax, such as Integer n, are stored in the
private memory of the node and cannot be retrieved by other nodes. Shared data objects
can for example be declared with Integer n[*], which is similar to an array syntax and thus
explains the name Co-Array. This declaration has the effect that an integer variable with
the same name, type and size is created in each node, similar to OpenSHMEM. So each node
stores all shared data objects in its shared memory. Nevertheless, a shared data object can
contain a different value in each node. However, there are mechanisms to broadcast a value
for a shared data object to all nodes so that the same value is stored in each node [7].

Distributed data objects

Similar to OpenSHMEM, the concept of shared data objects can be used in Co-Array Fortran
to create a distributed data object. Each node stores a part of the distributed data object,
like a part of an array, in its shared memory, which results in a distributed array. The
concept of such a distributed array is shown in Figure 6. Here it is recognizable that the
indexing of distributed arrays is local, since in each node the indexing starts at zero. So
there is no global indexing in Co-Array Fortran. Local indexing is used in all investigated
PGAS implementations apart from DASH.

Addressing

Similar to OpenSHMEM, in Co-Array Fortran shared data objects of remote nodes are
addressed with the name of the data object and an index to specify the remote node.
The syntax is similar to accessing a field of an array. Square brackets are used to specify
another node and round brackets are used to address an array within a node’s memory. In a
one-dimensional shared data object, e.g. declared with Integer n[*], the index corresponds
directly to the node ID. An example of this address scheme is shown in Figure 6. In Co-
Array Fortran also multi-dimensional shared data objects are possible, e.g. declared with
Integer n[4,*]. Also in this case, a data object is stored in each node, using a deterministic
distribution. For multi-dimensional shared data objects a mapping is required between the
multi-dimensional index and the node ID in which the corresponding data object is stored.
Since the distribution is deterministic, the framework can calculate from the index the node
ID in which the corresponding shared data object is stored [10].

Besides the node ID of a requested data object, the address within the remote node is
also necessary to access a shared data object. The shared memory is structured the same in
all nodes, as each shared data object is stored in each node [15, 7]. Therefore, it is sufficient
to specify the name of the shared data object. Similar to OpenSHMEM, Co-Array Fortran is
able to derive from this information the address within the shared memory in the own node
and can use this address to access or change the corresponding value in the remote node [10].

Thus, by specifying the index and name of the shared data object, Co-Array Fortran
can calculate the node ID where the requested shared data object is stored and the address
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Figure 6 Memory model of Co-Array Fortran (based on [10])

within the node’s shared memory. Hence, the communication library knows which node and
which address within that node must be accessed to get the specified shared data object.

Address distribution

With the described address mechanism no explicit address distribution is necessary. The
framework can calculate the corresponding address for each shared data object in order to
request this data object from a remote node.

Synchronization

Co-Array Fortran provides barriers for synchronisation. Similar to OpenSHMEM, Co-Array
Fortran provides the option that all nodes have to wait until each node has reached the
barrier or to specify specific node IDs that must reach the barrier before they can proceed
with execution [7].

Consistency

Similar to OpenSHMEM and Titanium, Co-Array Fortran supports critical sections to
implement mutual exclusion of code blocks in order to avoid inconsistencies. The code
between the commands start_critical and end_critical is only allowed to be executed by one
node at a time. Similar to OpenSHMEM, the implementation is realized with shared count
variables. Only when the count variables of all nodes are zero, the node increases its count
variable and can enter the critical section [15].

Fault-tolerance

Like all other frameworks, Co-Array Fortran does not provide inherent fault-tolerance
mechanisms. But similar to OpenSHMEM, shared data objects are inherently stored in
each node in Co-Array Fortran. Furthermore, a broadcast method is provided to distribute
changes of a shared data object to other nodes. Both aspects allow easy data replication.
Thus, no information is lost if a node fails. But as in OpenSHMEM, this has to be realized
by the programmer and results in high overhead.

5 Discussion

In the sections above, five different PGAS implementations were investigated and described
how the challenges of DSM systems are solved in these frameworks. For some challenges
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similar approaches and for some challenges different approaches were used. These similarities
and differences will be discussed in this section.

Data Location

In all investigated PGAS implementations the memory is divided into a private and a shared
memory. Apart from Titanium, local data objects are stored in private memory and shared
data objects are stored in shared memory. Only in Titanium all data objects are stored in
shared memory.

The data objects are always stored in the node where they were created and cannot be
moved to another node. In OpenSHMEM and Co-Array Fortran each shared data object is
stored in each node. The disadvantage in this memory model is the high memory overhead,
as every shared data object is stored in every node, even if such a data object is not necessary
in a node.

Distributed data objects

Apart from DASH, all investigated PGAS implementations do not provide inherent distributed
arrays. In the most frameworks only the allocation of a shared data object in all nodes is
provided, which can be used by the programmer to store different values in each node and
thus create a distributed array. Only in Titanium no allocation of a shared data object in
all nodes is provided. Here, distributed data objects must be implemented entirely by the
programmer. As a result, only DASH provides global indexing of distributed arrays.

Addressing

In the investigated frameworks two different approaches are used to address remote data
objects. In UPC++, DASH and Titanium global pointers are used where the node ID and
the address of the data object in that node are encapsulated. Through the pointer the
communication library knows which node and which address in the node must be accessed.

In OpenSHMEM and Co-Array Fortran the local address of a shared data object and the
node ID are used to address a shared data object in a remote node. Local addresses are used
because the shared memory in each node is structured the same and thus the same relative
addresses are used within the shared memory of each node. Through the node ID and the
local address the library knows which node and which address in the shared memory of the
remote node must be accessed. So in this case no global pointers and no address distribution
are necessary.

Address distribution

In OpenSHMEM and Co-Array Fortran no address distribution is necessary. In these
frameworks only the local address of the own shared data object and the node ID where the
remote data object is located, have to be specified. In all other frameworks global pointers
must be distributed to the other nodes so that all nodes know the addresses of the shared
data objects. In these frameworks this is realized with provided broadcast methods where
the global pointer is sent to all nodes. The receiver-nodes have to store the pointers for later
use. The disadvantage in this approach is that in many frameworks the addresses have to be
managed by the programmer. Furthermore this approach leads to a storage and message
overhead.
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Synchronization

To prevent race conditions and to ensure that read-after-write dependencies are not violated,
all PGAS implementations provide barriers. With barriers access to shared data objects is
synchronized. In some implementations the nodes that must wait at a barrier can be specified.
This is beneficial for performance, as it allows some nodes to proceed with computation and
thus reduces the constraints on parallel computing.

Consistency

OpenSHMEM, Titanium and Co-Array Fortran provide locks. Locks ensure that only one
node can access the same code block at a time and thus prevent inconsistencies. The
frameworks UPC++ and DASH provide only atomic operations as consistency mechanisms
to modify shared data objects. In cases where several critical operations need to be executed
on shared data objects without interim changes, atomic operations are not sufficient. In this
case in UPC++ and DASH mutual exclusion must be implemented by the programmer.

Fault-Tolerance

No investigated PGAS implementation provides inherent fault-tolerance. In OpenSHMEM
and Co-Array Fortran a shared data object is inherently allocated in each node. Thus,
for each shared data object, the value could be stored redundantly in multiple nodes to
provide fault-tolerance. However, this results in high message overhead as each update of
a shared data object has to be sent to multiple nodes. Furthermore, there are many cases
where inconsistencies could occur and thus different values are stored in each node. So, an
implementation of fault-tolerance is also in OpenSHMEM and Co-Array Fortran difficult.

6 Conclusions

In this paper five different PGAS implementations were compared against each other.
Apart from fault-tolerance, approaches were implemented for all evaluated challenges by
the frameworks. For fault-tolerance no implementation offers mechanisms. It is assumed
that fault-tolerance mechanisms generate too much overhead and thus negatively affect
performance. This conflicts with the performance orientation of PGAS, so that fault-
tolerance was not investigated in detail by the developers of the frameworks. Furthermore,
fault-tolerance is not necessary in most cases, since hardware faults rarely occur over the
runtime of a calculation. Thus, even without fault-tolerance, calculations are successful in
most cases. In the other challenges in some cases different and in some cases very similar
approaches were used. The approaches of OpenSHMEM and Co-Array Fortran are similar.
The approaches of UPC++, DASH and Titanium differ more clearly. Nevertheless, all
PGAS implementations provide easy access to data objects in the DSM and thus relieve the
programmer of many tasks in DSM systems.
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Abstract
The number of IoT devices has been rising steadily for several years. While a few years ago IoT

was still considered a buzzword, today almost every electrical device, from refrigerators to traffic
lights, can be connected to the Internet via a corresponding IoT network. However, due to the
steadily increasing number of network participants, their demands on the reliability and scalability of
the underlying network infrastructure are also rising. In order to cope with the associated challenges,
a wide variety of standards have emerged over the years. From special Bluetooth extensions to
so-called Low Power Wide Area Technologies (LPWAN). Representatives of the latter approach are
the LoRa and LoRaWAN standards. In order to give a first look at these technologies, this thesis
deals with the characteristics of the standards and points out possible challenges of the technologies.
This work therefore aims to address the question of the extent to which reliable and scalable network
infrastructures can be created with the help of LoRa and LoRaWAN. The basis for this is formed
by various test series and research work in the context of the technologies. To better differentiate
between LoRa and LoRaWAN, the physical layer and the protocol layers above it are considered
separately.

2012 ACM Subject Classification General and reference → Reliability; Computer systems organiza-
tion → Availability; Computer systems organization → Fault-tolerant network topologies; Networks
→ Network simulations; Networks → Topology analysis and generation

Keywords and phrases LoRa, LoRaWAN, Scalability, Reliability, LPWAN, IoT

1 Introduction

Currently, more than 22 billion devices worldwide are part of a so-called Internet of Things
(IoT) network [9]. The networked devices range from refrigerators to dog tags to sensors
in a wide variety of industries. Above all, this results in a high diversity of devices, even
within a single IoT network. In addition, the number of network-enabled devices is growing
every day. However, the variety of network participants not only results in the most diverse
application possibilities, but also in equally diverse requirements for the underlying network
infrastructure. It is conceivable, for example, that a battery-operated device will focus on
energy efficiency. For a device with a mains connection, however, this is only secondary.
Devices that, in turn, have to deal with poor network coverage undoubtedly benefit from a
large transmission and reception range.

Similarly, individual radio standards and technologies usually focus on specific require-
ments. It is therefore difficult to imagine a standard that serves all the requirements of all
IoT devices equally well [1]. Established wireless standards such as Bluetooth or Zigbee
are known to be limited by their range and are therefore increasingly used in smart home
solutions. However, it is already clear that the term IoT is not limited to the interior of
buildings. The Internet of Things stands above all for the networking of the most diverse
devices. But although the diversity of devices leads to the most varied requirements, their
requirements in terms of the available network infrastructure are mostly the same. After all,
it must be possible to reliably collect data that lead to decisions or actions of the system,
regardless of the technologies used. Similarly, an IoT network must be able to handle the
long-term increase in load in order to continue to function reliably. Requirements such as
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reliability or scalability are therefore among the most fundamental properties of IoT networks
[4, see p. 1].

The following work therefore looks at LoRa and LoRaWAN as examples of IoT network
technologies in order to evaluate the extent to which reliable and scalable network infrastruc-
tures can be implemented for the IoT world of tomorrow with today’s resources. Section 2
therefore provides a brief overview of LoRa and LoRaWAN. Afterwards, Section 3 creates
the methodological and terminological basis for the evaluation of reliability and scalability.
The actual assessment then takes place in Section 4 and Section 5. Findings made here are
therefore finally reviewed again in Section 6 and Section 7 in order to clarify the question of
the future viability of the two standards. To facilitate the differentiation between LoRa and
LoRaWAN, the physical layer is considered separately from the protocol layers above it.

2 An overview of LoRa and LoRaWAN

The terms LoRa and LoRaWAN are to be classified in the context of so-called Low Power
Wide Area Networks (LPWAN) [5, p. 3]. These are network infrastructures that focus
particularly on high network coverage and low energy consumption. In contrast to Bluetooth,
Zigbee or WIFI, high network coverage in the context of LPWAN usually means transmission
distances of several kilometres [1, p. 1]. However, in order to better understand the two
terms LoRa and LoRaWAN, they should first be distinguished from each other.

2.1 LoRa
LoRa (Long Range) is a proprietary radio technology in the ultra high frequency range (UHF)
developed by the company Semtech [6, p. 9]. Unlike Bluetooth Low Energy, for example, the
standard uses a so-called Chirp Spread Spectrum (CSS) method for modulation. Compared
to the Frequency-Shift Keying (FSK) modulation often used, CSS offers comparable energy
efficiency with a significantly greater transmission range [5, p. 4]. Thus, data can be
transmitted via LoRa at a speed of 290 bit/s to 50 kbit/s, usually over several kilometres. In
Europe, the radio standard uses frequencies from ISM band region 1 (433.175 - 434.665 MHz)
[7, p. 40] as well as the SDR band (863 - 870 MHz) [7, p. 24].

2.2 LoRaWAN
Unlike the LoRa radio standard, LoRaWAN is developed as a freely accessible standard
by the so-called LoRa Alliance. While LoRa only describes the physical layer, LoRaWAN
defines the overlying communication protocol and the associated system architecture [5, p. 7].
Network participants can be divided into three device types: Nodes, gateways and network
servers.

Node
The LoRaWAN standard describes every end device that is connected to the network via the
LoRa radio standard as a so-called node. As can be seen in Figure 1, a sensor that collects
data, for example, is a node. The collected data is then transmitted by a node via LoRa
to one or more gateways [6, p. 7]. In order to transmit data from the node to the gateway
or vice versa, LoRaWAN distinguishes between three device classes A (All end-devices), B
(Beacon) and C (Continuously listening) [6, p. 9]. For example, a class A device only sends
data when new data is available, similar to the ALOHA scheme [2, p. 3]. After a successful
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Figure 1 LoRaWAN architecture

data transmission, the gateway then has the possibility to reply to the node in predefined
time slots or to send data itself. This is considered a basic function and should, if possible,
be implemented by every device [6, p. 12]. A class B device, on the other hand, sends and
receives at fixed periodic intervals [6, p. 51], while a class C device can receive and send
almost continuously [6, p. 75].

Gateway
Gateways form the link between nodes and network servers within a LoRaWAN. They have
both a LoRa radio interface and conventional communication interfaces such as mobile radio
or Ethernet [5, p. 9]. This enables them to forward the data received from the nodes to
the network server. Since individual nodes are not directly assigned to a gateway, it often
happens that several gateways receive the same message from a node [5, p. 9]. The reason
for this is that handover mechanisms, such as those used in mobile telephony, should be
explicitly avoided [5, p. 9]. Thus, each node forms a star topology with the gateways within
its range. However, since a gateway has no complex logic, the redundantly received data
is passed on unfiltered to the network server. Thus, the server merely maps the incoming
messages of the nodes onto a corresponding communication interface of the network server.

Network Server
The network server forms the central node of the entire LoRaWAN. Like a gateway, it is also
connected to a number of gateways via a star topology, creating a so-called Star-Of-Stars
topology across the entire network [6, p. 7]. Here, the network server has the complex logic
outsourced by the gateways. This includes, for example, the analysis of the received data.
This is particularly important because no filtering is carried out at the gateway level and
redundant data can thus be transmitted to the network server. The server therefore has
the possibility to recognize and filter redundancies, as well as to carry out security checks
and generally manage the data traffic [5, p. 9]. This includes, for example, identifying the
optimal gateway for acknowledging messages from the corresponding LoRa nodes. Once the
server has processed the data, it can be made available to devices outside the LoRaWAN via
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the network server [5, p. 9]. In this way corresponding application servers can visualize the
filtered data or process it further for special business cases.

2.3 Further procedure
However, the specification in [6] does not clarify how such a network behaves in terms of
reliability and scalability. Therefore, a concept of the terms reliability and scalability will
now be defined. Furthermore, evaluation criteria will be determined that can be used to
assess the future viability of LoRa and LoRaWAN.

3 Terminology and methodology

In order to make a subsequent consideration and evaluation of LoRa and LoRaWAN networks
comparable, the terms reliability and scalability are first defined for the scope of this work.
In addition, corresponding metrics and criteria for a later evaluation of the standards will
be determined at this point. The basis for the comparative aspects used here is formed by
specialist literature and corresponding external experiments and test series in the context of
LoRa/LoRaWAN, such as [3], [4], [1] and [8]. Therefore, a qualitative content analysis of
relevant literature is carried out for the assessment of the standards.

3.1 Reliability
▶ Definition 1 (Reliability). The reliability of a network describes its ability to deal with
certain temporary or permanent failures of nodes. This includes, for instance, the physical
malfunction of a network node or the loss of packets. A network is therefore considered
reliable as soon as messages are transmitted with a targeted Quality of Service (QoS). Criteria
that determined the quality of the service provided by the network were chosen as follows:

Table 1 Reliability quality criteria

Criteria Description

Interference
behaviour (IB)

LoRa transmits in a licence-free ISM band, like many other radio
standards. It therefore makes sense to look at the coexistence with
other radio technologies and their interference. Especially if LoRa or
LoRaWAN is used in a sub-urban or urban environment. Results are
evaluated textually.

Duplicate occurrence
probability (DOP)

Since the networks considered here are non-cellular networks and thus
individual nodes are not assigned to a specific gateway, redundancies in-
evitably occur. The probability of occurrence is therefore approximated
as the ratio of overlapping transmission ranges to the range of a single
gateway (in %).

3.2 Scalability
▶ Definition 2 (Scalability). The scalability of a network describes its behaviour in regard
to growth and changing demand. The extent to which the behaviour of a network depends
on its size can thereby be defined by corresponding criteria and associated constraints. A
network is therefore considered scalable if its behaviour is within the previously defined range
of scalability criteria. Therefore, the following criteria were chosen for consideration:
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Table 2 Scalability quality criteria

Criteria Description

Network
complexity (NC)

LoRaWAN gateways outsource all their more complex logic to the
network server. An obvious assumption is therefore, that the complexity
within the network server increases with the number of gateways and
nodes. Results are presented here in the form of a Big O notation as
follows: NC = O(n log n)

Traffic per
node (TPN)

The previous consideration of duplicates in the context of reliability
forms the basis for the consideration of traffic. Since redundant data
transmissions can have a severe impact on a network’s performance, it
should be avoided as possible. Traffic in a big scaled LoRa or LoRaWAN
network should therefore be independent of the number of network
participants, as much as possible. Results will be evaluated textually.

4 Reliability of LoRa(WAN) networks

The following evaluation takes place separately for LoRa and LoRaWAN. Therefore, the
respective evaluation aspects are considered individually and divided into the physical
layer and the corresponding protocol layer. However, the evaluation criteria are not to be
understood orthogonally and can overlap to a certain extent. It must also be made clear
that LoRaWAN, like some other networking standards, is now developing in the direction of
"connectivity as a service" [1, p. 4]. This means that a wide variety of devices and applications
often coexist within a single LoRaWAN network. This results in correspondingly diverse
requirements for reliability, such as latency times. The following consideration therefore
attempts to convey a view that is as generally valid as possible.

4.1 Interference behaviour

First of all, it is important to know why interference can affect the reliability of a network.
Since interference can occur at many different layers of a network, interference should first
be considered as disturbances between network participants. This could lead to the fact that
certain critical or non-critical functions can no longer be provided reliably. In the following,
exemplary scenarios are therefore considered in which such interference can occur on the
different network layers.

4.1.1 LoRa

As mentioned in Subsection 2.1, LoRa uses licence-free frequency bands for transmission.
This reduces operating costs but creates coexistence challenges [8, p. 2], caused by the fact,
that in addition to LoRa, radio standards such as Bluetooth, Zigbee, WIFI or even other
LPWAN technologies such as Sigfox can also be found in these licence-free bands. A certain
amount of background noise in the bands is therefore unavoidable. Especially when a wide
variety of devices communicate in parallel via the most diverse radio standards. Urban
and sub-urban areas are therefore especially susceptible to a certain amount of noise in the
frequency bands. The noise behaviour is characterized in particular by a high variance and
unpredictable events [8, p. 3]. This already includes, for instance, a passing vehicle that
emits electromagnetic waves through its board electronics, or even everyday devices such as
notebooks, smartphones or simple radio remote controls and sensors.
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Due to this diversity and unpredictability of interference sources, environmental inter-
ference should not be neglected. They can therefore be seen as one of the biggest triggers
for interference in a LoRa radio transmission [8, p. 3]. Moreover, it is not only other radio
standards that can interfere with a LoRa transmission. Even LoRa devices can interfere with
each other. Therefore, collisions in the transmission are conceivable. The reason for this is
the ALOHA-like transmission behaviour of LoRa. It is possible that several devices try to
transmit messages at the same time, which can lead to collisions [1, p. 3]. However, the
probability of such a situation occurring is comparatively low, because LoRa offers various
mechanisms to avoid this.

Before a LoRa device starts transmitting, it first selects an available channel [6, p. 7].
For example, in the EU863-870 ISM band, up to 16 channels with a bandwidth of 125 kHz
are available to the LoRa transmitter, of which at least the channels around 868.1 MHz,
868.3 MHz and 868.5 MHz must be supported by each end device [7, p. 24]. This creates a
certain basic interoperability between LoRa devices. Which channel is used for a transmission
changes from uplink to uplink [6, p. 21], what will be ensured by a pseudo-random frequency
hopping procedure [1, p. 2]. A collision would therefore only be possible if two or more
devices recognized the same channel as available at exactly the same time. However, if the
channel is free, the device could start transmitting messages.

As already noted in Subsection 2.1, LoRa uses the CSS frequency spreading method for
this. In this process, signals are modulated onto the carrier signal as so-called chirp pulses
(sinus pulses with different frequencies), chirp for short. The variance in the frequencies of
the sinusoidal pulses ensures a generally improved resilience and robustness to interference
during transmission [1, p. 2]. In order to avoid collisions during transmission, LoRa uses
so-called spreading factors (SF). A spreading factor specifies the number of symbols with
which the corresponding user data of a message are encoded. LoRa offers 6 spreading factors
from SF7 to SF12. Chirp pulses with an SF7, for example, are encoded with 27 symbols [8,
p. 2]. Chirps with different SF are orthogonal to each other to avoid interference between
multiple signals on the same physical channel. Chirps with different SF can therefore be seen
as a kind of logical channels within the same physical channel [8, p. 2]. Nevertheless, this
does not ensure reception at the LoRa gateway. For example, if a gateway is not full-duplex
capable, it cannot transmit and receive at the same time. A response from a gateway to a
node (downlink) can therefore, in the worst case, block incoming messages from other nodes.
Packets must therefore be retransmitted or are lost. A larger downlink from a gateway to
a node should therefore always be well considered. Further, interesting experiments and
thoughts on LoRa interference can be found in [8] and [2].

4.1.2 LoRaWAN
Interference on the physical layer is largely determined by external factors. The severity of this
interference can, be determined to a certain extent by the protocol layers above it. This has to
do in particular with the fact that the LoRaWAN specification in [6] leaves certain freedoms
in the implementation of corresponding networks. Thus, it is up to the network operator to
implement whether and to what extent the previously mentioned weaknesses are compensated
for at the protocol level. It is clear, that certain interference, such as noise caused by the
environment, can by no means be compensated for via a corresponding implementation. A
partially compensable weak point, which was mentioned earlier, is blocking with gateways
that are not full-duplex capable. For example, the LoRaWAN specification recommends in
[6, p. 18] to dynamically adapt transmission speeds to message sizes. This mechanism takes
place in the network server and is called Adaptive Data Rate (ADR). Larger data packets,
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such as software updates, can therefore be transmitted at the highest possible data rate,
which minimizes blocking times. Blockages are thus compensated for, even if only partially.

Another weak point that can be partially compensated for is the availability of the
spectrum. If a large data packet is only transmitted at a low speed, the transmission may
block other messages from other participants. The dynamic adjustment of the transmission
speed therefore ensures that the Time On Air (TOA) of packets is optimized and consequently
the highest possible availability of the spectrum is achieved. How fast data can actually be
transmitted also depends on the properties of the device classes described in Subsection 2.2.
For example, a class A device can only receive messages in predefined receive slots, while a
class C device can receive messages virtually continuously. However, these need not be static
class assignments. The LoRaWAN specification also offers a certain degree of dynamization
here. Switching between device classes, for example to be able to receive data more quickly, is
therefore possible [6, p. 51]. Nonetheless, messages cannot be transmitted arbitrarily fast or
slow. The maximum transmission speed depends, among other things, on the LoRa physical
layer. While the minimum speed is also determined by the regulations of the frequency bands
used. For example, the previously mentioned ISM band EU863-870 specifies a maximum duty
cycle of < 1% [7, p. 24]. The freedom to implement LoRaWAN networks is therefore limited,
as are the possibilities to compensate for interference through a considered configuration of
the network.

4.2 Duplication occurrence probability
Just like interference, duplicates and other redundancies can also affect the reliability
of networks. At first glance, duplicates may increase the chances of successful message
transmission, but only apparently. At best, redundant data is simply discarded, but at worst,
redundancies can block important resources. Duplicates or redundancies have therefore always
been disliked in communications technology. Why the LoRaWAN standard nevertheless
accepts duplicates is shown in particular in [5, p. 9]. To avoid complex handover scenarios,
individual nodes are not directly assigned to a gateway. Messages are therefore received
by all gateways within the range of the node. The resource that is thus blocked are, for
example, gateways within reception range. This is a procedure that can be discussed in view
of the low transmission rate. However, in order to determine the potential of this possible
vulnerability, the basic occurrence probabilities for redundant messages between nodes and
gateways will be mathematically approximated below.

4.2.1 LoRa
As mentioned before, LoRaWAN is a non-cellular network. The network shown in Figure 2
should therefore serve as the basis for calculating the probability of duplicates. Here, gateways
are arranged in a fixed pattern. The rows of gateways are 1 km apart. Even rows are also
shifted 1 km to the right. The reception and transmission range r of nodes and gateways is
also 1 km. The diagonal distance d between two gateways is therefore calculated according
to the 1st cosine theorem as:

d = b · cos γ + c · cos β (1)

In order to achieve continuous network coverage, overlaps in the transmission range of
individual gateways are also accepted. As an example, a node (marked red in Figure 2) is
placed in the centre of the middle transmission area. The areas marked in blue therefore show
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Figure 2 Possible LoRa gateway distribution

the overlaps of the transmission areas in which messages from the node could be received by
both the middle gateway and at least one other gateway. If messages from the node are not
disturbed by reflections or other interference, they would have to reach at least this area in
order to be detected redundantly. The probability of occurrence of duplicates is therefore
approximated as described in Subsection 3.1.This is only a simple geometric approximation.
More complex aspects such as the dependence of the transmission power on the transmission
distance are therefore neglected.

The intersection area of the transmission areas results from the sum of all circle segments.
Since all circle segments in Figure 2 are the same size, only the intersection area between
two transmission areas is calculated below. The total overlapping area is therefore AT otal =
4 · AP art. The calculation of the individual segments results as follows:

Let s be the distance to the intersections between two transmitting areas, it is given as:

s = r2
1 − r2

2 + d2

2d
(2)

Since the range of all gateways is the same, Equation 2 in this example results in s = d
2 .

The aperture angle α between the centre of the transmission range and the two intersections
in Figure 2 results in radians to:

α = 2 · arccos (s

r
) (3)

Since the intersection points in Figure 2 are exactly in the middle between the gateways,
both circle segments are consequently the same size. Otherwise, the previous calculation
would have had to be performed equally for both circle segments of the intersection area.
The area between two gateway transmission areas is therefore calculated as follows in the
example:

A = r2 · (α − sin (α))
2 · 2 (4)

In relation to the network at hand, this would result in a transmit and receive area of a
gateway, with Agateway = 3.14 km2. The distance between two gateways d is therefore about
1.41 km, with the intersection points of the overlapping area each half of d away from the
centres of the transmitting areas. Thus, the centres and the corresponding intersections each
span an angle of α = 90 deg (≈1.57 in radians). Consequently, the intersection area between
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two gateways is AP art = 0.57 km2 and the total intersection area is AT otal = 2.28 km2.
Thus, the area in which a message is redundantly received covers about 72.61% of the total
transmission area of a gateway. The probability that the messages of a node are redundantly
received by at least two gateways is over 70%.

However, it should be mentioned at this point that this only applies to the present example
scenario and that this is a simple approximation which is only intended to illustrate the
influence of geographical factors on the probability of occurrence of duplicates. In conclusion,
it can be said that an overlap in transmission areas always leads to redundancies and should
therefore be avoided. This is particularly evident in the fact that gateways can be usually
positioned freely according to the operator’s wishes, whereas the position of the nodes often
depends on their purpose. A level sensor, for example, can only be positioned where it can
measure a level. The positioning of the gateways therefore shows the far greater potential
for reducing duplicates.

4.2.2 LoRaWAN
As shown in the previous consideration, redundancies arise primarily on the physical layer
LoRa. Since the positioning of the gateways plays a decisive role here, the possibilities for
the upper protocol layers are comparatively small in order to already avoid the redundant
acquisition of messages. This is particularly evident in the non-cellular character of LoRa
networks. Nodes are not exclusively connected to individual gateways. As explained in
Subsection 2.2, gateways function more as translators between LoRa and conventional
communication technologies, than as containing complex filter logic. In addition, as can be
seen in Figure 1, gateways do not have direct communication links to others. Consequently,
an agreement between gateways to directly detect redundancies in the uplink is not possible.
The examination of duplicates therefore only takes place in the network server (see [6, p.
31]). Redundancies that can arise between the gateway and the network server should be
neglected at this point, as they do not arise specifically through use in LoRaWAN. However,
it should not be neglected that redundant messages increase the network traffic from the
node to the network server. Therefore, the network server plays an important central role
within LoRaWAN. This can be seen in various places in the specification in [6]. It is therefore
obvious that with an increasing number of redundant data, the computing capacity of the
network server must increase. If nodes within a LoRaWAN are mostly statically placed, the
necessary resources of the network server can be estimated well. However, if the capacities
of a network server are not sufficient, one of the obviously greatest weaknesses of the star
topology becomes apparent. For example, a blocking of the network server can become the
central bottleneck of the entire network.

However, the situation is different when looking at the downlink (see [6, p. 12]). While
the uplink is usually routed redundantly by many gateways, messages from the network
server to end devices are sent specifically. Thus, the network server is able to instruct the
optimal gateway to deliver messages to a node [6, p. 51]. The probability of redundancies
occurring in the downlink is therefore low or almost non-existent.

5 Scalability of LoRa(WAN) networks

As already mentioned at the beginning, the number of participants in IoT networks is
constantly increasing. An investigation of the scalability of the underlying infrastructure is
therefore obvious. In the following, the behaviour of LoRa and LoRaWAN with regard to an
increasing number of network participants will be examined.

PROMIS (2020)
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5.1 Network complexity
How complex a network is structured usually has a direct impact on its expandability. A
network with a complex logical structure and an equally complex handling of resources
is undoubtedly more difficult to expand than a simply structured network. In addition,
expandability plays an important role at this point because it can be assumed that most
IoT networks are usually developed in several steps. The networking of an inner-city traffic
management system could be just one of these examples. Therefore, the extensibility of
networks spanned by LoRa and LoRaWAN will also be considered in the following on basis
of the logical structure and the handling of network resources.

5.1.1 LoRa
Since end devices of a LoRa network are arranged in a star topology, as can be seen in Figure 1,
the first question is to what extent the selected topology scales. For example, if we look at
the number of hops between a sender (e.g. sensor) and a receiver (e.g. gateway), we see that
in this topology, regardless of the number of network participants, it is always a single-hop
connection. What initially sounds positive, however, reveals a decisive disadvantage. Whether
a network works or not depends largely on the central node. For example, a receiver such as
a gateway could be subject to hardware limitations, whereby bursts in data traffic could lead
to blockages. Likewise, it should not be neglected that even the failure of the central point
can lead to the entire network no longer being usable. For example, experiments in [3, p.
64] show that a high number of end devices with a certain configuration can exponentially
decrease the throughput of a gateway due to collisions. In addition, [3] shows that already
under certain throughput requirements of a gateway, only 120 end devices could be supported
by a single gateway. The limits of a central receiver should therefore not be underestimated.

However, if one were now to increase the gateway density, this would probably have
comparatively little added value. Especially if messages from end devices were recorded
redundantly. Because here, too, it can be seen that the positioning of gateways can certainly
have an influence on the scalability or load distribution within a network. Consequently, it
should be clearly regulated how participants in a LoRa network use resources such as the
frequency spectrum in order to take into account the limitations of the individual gateways.
However, as can be seen from [6], the physical layer itself does not define any concrete
rules and procedures for this. Only regulations by the legislator provide certain framework
conditions here. The implementation of such rules is therefore left to the higher protocol
layers. Further interesting test series and studies can be found in [3].

5.1.2 LoRaWAN
How a corresponding LoRa end device uses the frequency spectrum has already been addressed
in Subsection 2.2. Thus, each device class of a LoRaWAN has different access behaviour.
Furthermore, these are not static class assignments, which means that devices are also free
to switch between classes as needed, as shown for example in [6, p. 51].

The number of hops required for a connection between the end device and the network
server is independent of the selected device class. According to the architecture from Figure 1,
this is always two. Nevertheless, the question of a routing solution should not be neglected.
For example, it is due to the ALOHA-like communication behaviour of some devices that no
routing is necessary in the uplink. In the downlink, however, the network server can decide
specifically who receives a message. The network server selects the optimal path through the
network for the downlink on the basis of a wide range of information (see [6, p. 12]). Here, a
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network server does not even have to actively search for devices itself, but already receives
enough information from the end device to be able to determine the ideal path. A class B
device, as described in [6, p. 72], signals the network server every time it moves. Class C
devices, on the other hand, already publish enough information for the optimal route with
each message (see [6, p. 75]). Consequently, the network server virtually receives routing
information from the individual devices, evaluates it according to appropriate procedures and
then stores it. Thus, if a network server tries to determine the optimal route between itself
and an end device, it only has to search through the stored information. In consequence, the
complexity for this task is O(n) where n describes the number of stored entries. In the worst
case, the complexity is therefore O(n), in the best case O(1). Assuming no redundancy in
the entries, the complexity increases only linearly with the number of devices. In addition,
the LoRaWAN specification in [6] grants certain freedoms. It does not specify how the search
for an optimal router should proceed. An optimization by means of well-considered search
algorithms in the higher protocol layers would therefore be conceivable.

5.2 Traffic per node
As discussed earlier, increased traffic at a single node can, under certain circumstances,
lead to blockages and thus severely affect the performance of a network. This behaviour is
particularly evident in the TOA discussed earlier. This is because the longer a message takes
to transmit, the longer it will block part of the frequency spectrum. In the following, we will
therefore look at how LoRa and LoRaWAN behave with regard to an increasing number of
network participants in terms of traffic in the individual nodes.

5.2.1 LoRa
As already described in Subsection 2.1, the transmission speed of LoRa ranges between 290
bps and 50 kbps, whereby the maximum data rate can only be achieved with the help of
the previously mentioned FSK modulation [1, p. 1]. The spreading factor used also plays
an important role. It has a direct influence on the maximum possible transmission rate of
end devices [4, p. 2]. Furthermore, as mentioned before, the spreading factor ensures that
signals from individual devices with different SF are orthogonal to each other. SF therefore
create logical channels within the physical channels of the individual frequency bands, which
in turn can be decoded by the receiver due to their orthogonality. The throughput of a
LoRa receiver is therefore calculated from all incoming messages of the physical and logical
channels. Since a receiver could take on a central role in such a network, the traffic of the
gateway in particular should be looked at more closely. Thus, as described in Subsection 5.1,
a gateway may be limited in terms of hardware. Consequently, a central component such as
a gateway can have a direct impact on the performance of the entire LoRa network. For
example, experiments in [3] show that under certain circumstances a single gateway can only
host up to 120 devices per 3.8 ha.

5.2.2 LoRaWAN
It has already been shown that the traffic of individual LoRa end devices is largely determined
by the physical limits of the radio technology. However, if we now look at the higher-level
protocol layers in a LoRaWAN, the components usually rely on established transmission
technologies that allow much higher data throughputs than LoRa, for example LTE. As with
LoRa, however, the traffic is also determined by the physical properties of the transmission
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technologies. The traffic is therefore not specifically dependent on the use within LoRaWAN.
So it is more interesting at this point to look at how the traffic behaves in the downlink. That
is, how the underlying LoRa network is affected by the traffic from higher-level components
such as the network server.

Assume the network server acknowledges received messages from LoRa nodes at approx-
imately equal intervals. This would result in sequential traffic at the gateway. However, the
constant traffic could have severe consequences for the uplink of LoRa devices. If a gateway
is not full-duplex capable, sequentially occurring acknowledgments from the network server
to the end device would permanently block the uplink of nodes. Waiting to acknowledge
messages at the right time, for example, is not a solution. Since, as can be read in Sub-
section 2.2, this is sometimes only possible at certain times, this would lead to artificially
generated congestion or other undesirable behaviour.

For example, a class A device transmits a so-called confirmed data packet, which must
be acknowledged by the receiver. Thus, the traffic of the gateway is initially limited to
the uplink of the end device. However, if the receiver does not acknowledge the message,
the device transmits its data again [6, p. 20 f.]. But the traffic of the network does not
increase to twice the actual traffic. Instead, it increases with 2 · n where n stands for the
gateways in range that redundantly capture the uplink. The traffic in the downlink from
the network server to the end device, on the other hand, grows linearly because it is always
transmitted via a selected path. Therefore the challenge will be to design the hardware of
individual components on the basis of the maximum traffic that may occur. Especially when
the ALOHA-based transmission behaviour of class A devices provides for non-deterministic
traffic [1, p. 6].

6 Discussion

LoRaWAN sees itself as an enabler for the most diverse IoT applications. There is no doubt
that the physical layer used offers the right properties such as range and energy efficiency to
support a wide range of applications and is therefore particularly suitable for the IoT sector.
However, it should not be dismissed that, as shown in Section 4 and Section 5, LoRa and
LoRaWAN are not a panacea for the IoT world. For example, the specification of LoRaWAN
offers comparatively many freedoms for implementation. It should therefore be evaluated how
much freedom is actually necessary and whether weak points such as those mentioned above
can be avoided by restricting the freedoms. A thesis that should be clarified in particular
because, as it turns out, a large number of influencing factors can determine how reliable
and scalable the corresponding networks can be.

7 Conclusions

So is LoRa or LoRaWAN now ready for the demands of tomorrow’s IoT world? Since
LoRaWAN depends on a large extent on the possibility of the physical layer LoRa, the
question should first be: Is LoRa ready for these future requirements? And the answer is yes
and no. As described at the beginning, the great potential of the radio technology is shown
by the fact that it has a long range and low energy consumption. In addition, as shown in
Section 4, coexistence with other radio technologies has already been thought of, which is
another important point of future viability. Especially if the reliability of the network is to be
an important point. However, it is equally well demonstrated in Section 4 and Section 5 that
the potential of the radio standard only succeeds through a considered implementation of the
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protocol layers above. Weak points such as a lack of full duplex support or collisions during
transmission can be reduced by targeted measures of the higher layers. In addition, the
comparatively simple network structure of the Star-Of-Stars prevents the need for complex
routing logic and thus enables easy scalability of the network.

In conclusion, it can be said that the potential of LoRa and LoRaWAN is clearly visible,
but it should also be clear that LoRa, like all other radio standards, has its limits and
consequently LoRaWAN is also limited. However, LoRa and LoRaWAN can already be used
today to realize a multitude of use cases in the IoT world of tomorrow.
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Abstract
With the rapid growth of Cloud computing where multiple Cloud users can work isolated from
another virtualization plays an important role. But in practice, Cloud providers such as Amazon
tend to overbook their data centres. Therefore virtual machines might compete for physical resources
and create anomalies. These applications are called noisy neighbours and will cause a performance
decrease. To prevent anomalies and ultimately noisy neighbours in the machines, it is important to
detect the noise. This problem is well-known to scientists leading to a focus in literature on finding
noisy neighbours.

In this paper, we deal with the problem of fairness and isolation after the introduction. Afterwards,
we explain how a general process from monitoring data to anomaly detection is performed and
the challenges of detection are mentioned. Next, we look at the differences between the detection
approaches. We discuss two forms of metrics which help to find anomalies and evaluating the
algorithm. With one threshold-approach and two statistical approaches, we show how finding noisy
neighbours is done practically. The discussion evaluates the approaches from the previous section.
The last section concludes the paper with a short statement from our perspective.

2012 ACM Subject Classification General and reference → Performance; Computer systems or-
ganization → Cloud computing; Software and its engineering → Distributed systems organizing
principles; Software and its engineering → Middleware; Information systems → Data centers

Keywords and phrases Cloud computing, Noisy neighbours, Interference problem, Anomaly detection

1 Introduction

In recent years the popularity of Cloud computing has increased rapidly. Developers do
not have to worry about IT hardware because it is outsourced to Cloud data centres. In
addition, Cloud providers offer many services. To keep track of the different services the
National Institute of Standards and Technology (NIST) published in 2011 a definition of
Cloud computing and three service models are introduced [11]:

Software-as-a-Service (SaaS). SaaS users only have access to applications offered by the
Cloud provider in their Cloud infrastructure.
Plattform-as-a-Service (PaaS). PaaS users can deploy applications and the respective
data they created using development tools by the provider.
Infrastructure-as-a-Service (IaaS). IaaS users can have access to the services mentioned
above and other services including operating systems, storage, and restricted control over
network components.

As the most basic level of all three models, IaaS allows scalability in different fields
including bandwidth and memory [2]. What makes Cloud computing even more attractive is
the low cost. If using 1000 servers in one hour costs as much as using one server for 1000
hours, even small companies with low budget can afford it [1]. From a Cloud provider’s
perspective, the possibility to use overbooking is an appealing technique to make their
services affordable to users.

Overbooking is also used on other domains, e.g airline reservation systems. Although the
prices seem cheap, providers can maximise their profit, hoping that some customers cancel
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their flight so that there is always enough seats in the plane for the one taking the flight [4].
In case of Cloud computing, providers can offer their services in a low price range as a result
of numerous Cloud users sharing the same server while providers save physical resources and
computing power [1].

Moreover, the average server utilisation is about 5% to 20% [1]. The low usage of servers
can be reduced by increasing the number of applications, i.e. adding more users to the same
server. Therefore, overbooking can increase overall utilisation within the server [14].

However, security and data isolation in virtual machines (VMs) are still problematic. It
is difficult to manage VMs when they have to share physical resources. Some applications
need more resources and affect the performance of the system. Noisy neighbours interfere
with extreme resource usage inside the VM or container [3, 6]. While having an overbooked
system, interferences lead to degradation and unstable application performance. Therefore,
system behaviour becomes less predictable [14].

In literature, there have been many studies on finding noisy neighbours to quantify their
effect on the performance of a system. Some try to detect anomalies in the system [8, 14]
while others even mitigate or avoid them [6, 7]. The main categorisation for detecting noisy
situations is supervised and unsupervised learning [13]. Occasionally the literature also
categorises anomaly detection in threshold-based vs. statistical methods. We consider the
second categorisation more appropriate for the structure in our paper. The reason behind it
is that there are detection approaches e.g. in [3] that have several machine learning methods
combined in the detection process to get the benefit of each method. Hence, separating the
sections into machine learning detection algorithms can become inaccurate.

Furthermore, this paper focuses mainly on IaaS for detecting interference in VMs and
containers to obtain more control over the application [2]. The goal is to provide enough
information about noisy neighbours in order to detect interferences in the system. Thus, an
appropriate approach can be chosen to fit the application and its purpose.

The following section describes the problem of performance isolation in Cloud computing.
In section 3, interference detection is described in four steps and what challenges of creating
an algorithm bears. Section 4 differentiates between the numerous techniques which exist in
literature. We discuss metrics in section 5. Section 6 and 7 show three concrete examples
separated into threshold-based and statistical approaches. Next, the examples are evaluated
and strength and weaknesses are discussed. We conclude the paper with several remarks.

2 Problem Description

Interferences lead to performance problems in VMs which share physical resources with noisy
VMs. In this chapter, we describe the basic background of what makes a system fair and
what are the characteristics of an isolated system. With a better understanding of fairness
and isolation, we can detect noisy neighbours easier.

2.1 Fairness

We are referring to definitions of R. Krebs et. al. [6]. Although they use these terms in the
context of SaaS, they are not restricted to SaaS models. The authors also mention customers
as those creating and suffering from interferences. We will generalise their definition so that
we are dealing with VMs because interferences in a VM will eventually lead to Cloud user
not able to do their work properly due to noisy neighbours. A system is called fair if the
following conditions are given [6]:
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A quota is the amount of workload an application is allowed to execute.
Applications working within their assigned quota should not suffer from applications
exceeding their quotas
Applications exceeding their quotas should suffer performance degradation
Applications with higher quotas should be provided better performance than applications
with lower quotas

Besides, we have abiding applications that do not exceed their quota but might potentially
suffer from interference. On the other hand, an application is disruptive if it exceeds its
quota [6].

2.2 Performance Isolation
To create a fair system, performance isolation has to be achieved, so that abiding applications
do not suffer from disruptive applications. Therefore isolation is defined as follows [6]:

Performance Isolation: If a disruptive application exceeds its quota but does not have
an effect on abiding application, this system is performance-isolated. Note that disruptive
application exceeding the quota not necessarily cause interferences. But interferences are
caused by disruptive applications.

Weak Performance Isolation: It is accepted if a disruptive application exceeds its
quota within a limited range.

Non-Isolation: If disruptive applications influence abiding applications’ performance
causing performance degradation for everyone.

Naturally, performance isolation is what every system aims for when Cloud providers
offer Cloud services to customers.

3 General Detection Process

In this section, we propose a summary of various papers’ approaches to anomaly detection [3,
8, 15]. There are three basic steps an anomaly detection has to go through in order to find
noisy neighbours. A fourth step is only needed if the algorithm has to be evaluated. The
four steps are aggregated and illustrated in figure 1.

Raw data which serve as input to the algorithm need to be collected. The system provides
metrics including CPU, memory, network and disk. Hence, in the first step, we need to
monitor these metrics for further analysis. A monitoring system or module collects input
data. Once the required raw data is gathered, it is processed. Reducing the noise in raw
data makes it easier for an algorithm to identify certain traits and finding patterns in it.
Processing usually involves categorising and normalising. With the help of an anomaly
detection algorithm, we can determine if the current state of the system has interferences or
not. The different methods which we are going to look at in the next section help to detect
anomalies. The last step is not necessary for finding disruptive applications but it can help
evaluate the algorithm itself. Thus, certain performance metrics can highlight its strengths
and weaknesses and are presented in section 5.

Note that after finding a disruptive system mitigating or avoiding noisy neighbours is
not the responsibility of a detection algorithm. Hence it is not included as part of the
anomaly detection process. The only task a detection approach has is to identify disruptive
applications. It is possible to add mitigation in the algorithm or let the Cloud provider take
further steps in avoiding noisy neighbour situations but this is beyond an anomaly detection
algorithm.
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Monitor data Process data Detect anomalies Evaluate results

Raw data

Mitigate/ Avoid 
noisy neighbours

Anomaly detection process

Figure 1 Anomaly detection process

Taken together, creating an interference detection algorithm can be challenging and
very complex. Normal and anomalous behaviour need to be considered. However, normal
behaviour is defined specifically for the application. Thus, only some algorithms can adapt to
various applications. Another aspect is that anomalies can come in several anomaly classes.
Hence, anomalies vary from each other and it is difficult to find all anomalies [8].

4 Anomaly Detection Approaches

A considerable amount of interference approaches have been proposed in literature [9, 12, 13].
To get an overview of how these approaches work we look at their functionality and what
differences need to be considered.

4.1 Machine Learning

Machine learning approaches try to predict interferences via data training during the learning
process and the accuracy of these approaches are very high [5, 9, 13]. Two main strategies
are presented for detecting anomalies, which will be described as follows:

Supervised Learning: Supervised learning needs labelled data i.e. all types of interfer-
ences and normal behaving data must be given to this learner. Once anomalies occur in a
system they are detected and labelled [13].

If we refer to the example scenario above, a recurring interference can be detected if an
already trained learner finds a similar data set in the current system so that it can label it
as anomalous.

Unsupervised Learning: Unsupervised learning does not have labelled data. Instead,
data are collected while the learner tries to find patterns in near real-time. It is more complex
compared to supervised learning because data usually need defined conditions to determine
normal data from interferences, though. With the help of unsupervised algorithms even
unknown anomalies can be detected [13].

In case of our example scenario, we can also use an unsupervised learning method e.g.
Gaussian Mixture Model. We do not have any data about the system a priori and as a result,
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we need to model the system’s behaviour. If a remarkable change occurs in our current
system, we can identify it as an interference.

4.2 Detection Methods
Usually, machine learning approaches are not sufficient to detect interferences. They are
used in combination with one of two other detection methods, which are presented in the
following:

Threshold-based Methods: This method uses a threshold limit that is triggered if
metrics sink or rise below or above a certain bound. Due to its simplicity, threshold-based
methods are unsuitable for the rapidly changing data in Cloud computing. Besides, defining
the normal behaviour of a system is not trivial and it can change over time [15].

Statistical Methods: Statistical methods are often used for detecting anomalies but
also have high computing overhead and need a vast amount of raw metric data beforehand.
Moreover, prior knowledge about the application is required. Based on this information a
threshold is determined. Nevertheless, it adapts better to changes in Cloud computing and
the mass of data coming from a system [15]. Note that the statistical approach we are going
to look at in section 7 use profiling to be application-independent [8, 15].

4.3 Detection Classification
Some authors state that they propose machine learning approaches for anomaly detection.
For instance, in [3] or in [9] the authors use these approaches but include a threshold to raise
alarm if the data exceeds a certain limit. Often, machine learning approaches combined with
a threshold-based or statistical method is used in literature. Especially paper [3] uses an
unsupervised and supervised approach to process the data and find anomalies. Hence, there
is no distinct separation between machine learning approaches for the detection process.

Thus, we choose to separate section 6 and 7 into threshold-based and statistical approach
because the split in these approaches is more suitable for this paper than machine learning
approaches.

5 Metrics

This section address two categories of metrics. The first is usage metrics which are raw
data collected from an application for finding anomalies. The second is objective metrics to
evaluate the performance of the anomaly detection algorithm.

5.1 System metrics
The main usage metrics consist of CPU, memory, disk and network and are measured in a VM
with specific measurement tools [8, 10]. They are usually needed for further processing to find
interferences. In practice, CPU or memory utilisation is gathered for further processing [8].
But a combination of different metrics can increase the chance of detecting noisy neighbours
because anomaly can also occur e.g. either with increasing network usage or read and write
conflicts in a system.

5.2 Performance indicators
Another type of metrics we use in the paper is used most of the time to evaluate the
effectiveness of anomaly detection [15]:
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Precision =# of successful detections
# total alarms (1)

Recall =# of successful detections
# total anomalies (2)

Accuracy (F1) =2 · precision · recall
precision + recall (3)

False Alarm Rate (FAR) =# of false alarms
# total alarms = 1 - Precision (4)

Precision (1) measures the exactness of the detection when it takes the fraction of correct
predictions out of overall predictions of a group. Recall (2) is used to show completeness in
the algorithm. All correct detections are divided with the total amount of anomalies in a
group. Accuracy (3) or F1-score is a harmonic mean of precision and recall so that we can
rate the performance of the algorithm. FAR (4) is used to measure the inaccuracy of the
algorithm [3, 15].

Note that these metrics cannot be used to compare algorithms between each other if
they do not run the same application because threshold-based and statistical approaches
are usually application-specific. Therefore, the result may differ when using different test
applications. On the other hand, setting up two algorithms in the same testbed and comparing
the results like for instance the authors in [8] did are valid.

6 Threshold-based Approach

As mentioned in Section 4 the threshold-based approach is one option to detect noisy
situations. Hence, the following example shows how detection works in practice and what
challenges need to be considered.

6.1 Detection Process
H. Bouattour et.al. [3] propound an approach, which can be dissected into three stages (see
section 3 for detailed information). This approach consists of an unsupervised algorithm for
data collection and monitoring. After normalisation, a threshold algorithm is used to separate
normal behaviour in a system from anomalous one. In the end, a supervised algorithm is
used for a root cause analysis in order to get the source component that is responsible for
the noise.

6.1.1 The Set-up
For the set-up, the authors use several VMs running on the same hypervisor. The architecture
is divided into four components (A-D) which are shown in Fig. 2. Component A is responsible
for collecting data using Node Exporter in every machine. The monitoring system gathers all
collected data in Component B and extracts the metrics from the machines. Additionally,
data are stored in data sets. An anomaly detection module as in Component C is placed in
every machine to detect performance degradation. Finally, RCA is performed to create a
propagation graph in Component D to localise the noisy neighbour.
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Figure 2 Architecture of the proposed solution [3]

6.1.2 Monitoring and Processing Phase
As unsupervised learning for monitoring data, the authors use K-means for Noisy Neighbours
(KMNN). That being the case, data sets are collected from one machine periodically while
considering CPU and network usage. An important note is that the authors assume that
memory is not shared in their system result in VMs not contending over it. Once data is
collected, K-means partitions the data into K clusters. The number of K clusters need to be
known beforehand, but too many clusters result in overfitting and the model becomes too
specific to the current data set while fewer clusters lead to underfitting. Hence, the model
can miss noises and becomes inaccurate. An algorithm is introduced by the authors to get
a suitable amount of clusters. For the detailed algorithm to identify the optimal cluster
number K, reading [3] is advised.

6.1.3 Detection Phase
After the training phase, KMNN is needed to detect if anomalies occur in the system. This
is shown in algorithm 1. With the trained data set from the training phase, xtest as well as
a threshold θ are derived. The goal is to discover if xtest is a serious anomaly, an anomaly
or behaves normally. First of all, KMNN calculates every point x

(k)
i in cluster k to its

centroid ξk. After that, µknearest
and σknearest

is needed as mean and standard deviation
of the distance of the elements in cluster k to its centroid ξk. Including them into the
equation results in a normalised distance using standardization: z

(k)
i = ∥xtest−ξk∥−µk

σk
. Third,

I(xtest) = ∥xtest−ξknearest ∥−µknearest

σknearest
is computed which is the normalised distance from xtest

to its nearest cluster knearest. When the distance is calculated, it is compared to a threshold
θ as stated in algorithm 1. Whereat the higher the value of θ is the higher is the tolerance,
which leads to underfitting and vice versa. The last step is to identify if the maximum
distance Imax between the centroid and its training data. With the distance value the data
is labelled as a serious anomaly or not.
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Algorithm 1 KMNN anomaly detection [3]

Data: θ, xtest

Result: Decide whether xtest is an anomaly
1 knearest = argmink∥ξk − xtest∥;
2 I(xtest) = ∥xtest−ξknearest ∥−µknearest

σknearest
;

3 if ∥xtest − ξknearest
∥ > maxi∥x

(k)
i − ξknearest

then
4 return(serious anomaly);
5 else
6 if I(xtest > θ) then
7 return(anomaly);
8 else
9 return(normal behaviour);

10 end
11 end

6.1.4 Root Cause Analysis
After determining interferences in the system, a Root Cause Analysis of Noisy Neigh-
bours (RCNN) is a method to expose the source of noise in an anomalous system. With
the help of the propagation path, the correlation is found between events. The anomaly
propagation sequence, which fits best to the anomalous situation is to be identified [3].

Therefore, CPU usage, the network inbound and network outbound of two machines are
collected. To train propagation supervised learning called Support Vector Machine one-class
(SVM one-class) classifier is used. It labels new data as similar or different from the training
set. SVM one-class finds the smallest hypersphere with the most training data. Following
this, a propagation graph is created, in order to show the relationship between abnormal
system observations [3].

Afterwards, all reachable components are represented in a direct graph as a result of the
propagation paths. Next, the propagation of anomalies from one machine to all the other
ones is depicted in an RCA score. A score of ∞ is a machine that is not capable to propagate
anomalies to all machines, whereas disruptive VMs have a finite value that shows its ability
to propagate its anomaly to the others which are also affected. Thus, it is classified as a
noisy neighbour and is the root cause of the interference [3].

6.2 Testbed
The authors use Openstack as their testbed. It consists of three servers. The first server
contains both disruptive and abiding applications. The disruptive VM uses a heavy amount
of CPU for its intense calculations. Asterisk is an open-source communication toolkit and is
the abiding application. It receives calls from the second server which has a traffic generator
called SIPp. Hence, SIPp VM is also disruptive. With Node Exporter the data is collected and
sent to the third server. This server uses Prometheus, an open-source monitoring toolkit [3].

6.3 Evaluation
The authors calculate the performance metrics concerning θ and a window size of sw = 50,
which provides the best results [3]. With an increase in θ the system is more tolerant to
anomalies. This is clearly reflected in the results. Positive values represent anomalies in the
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system. So if θ = 4, then the positive F1-score is 0.2, which is very low. Many anomalies
would pass the threshold unnoticed, even if it is serious. The results for θ = 10−3 are stable.
The accuracy of 91.7% is high. With a recall of 96.5%, many disruptive anomalies are
detected out of the total amount of anomalies. A precision of 89.2% makes the model reliable
with less false alarms [3].

7 Statistical Approach

This section is dedicated to statistical approaches to solve interferences in VMs. In addi-
tion, the following approaches use profiling, making them capable of adapting to different
applications.

7.1 Metric Distribution
One approach for anomaly detection is proposed by C. Wang et. al. [15], where the model aims
to identify disruptive VMs near real-time. Thus, Entropy-based Anomaly Testing (EbAT)
analyses metric distribution in order to capture the degree of dispersal or concentration of
distributions. For the results, raw metric data is collected in the system and then formed
as an entropy time series. It is a process of aggregating local/ global entropy time series to
differentiate between abiding and disruptive VMs [15].

In Fig. 3 an EbAT framework is shown where the algorithm first needs data from the
system. Therefore, the method collects metrics using a black-box method on every physical
level, which consists of platform level, VM level, OS level and app level according to the
authors in [15]. Leaf components gather raw metric data while non-leaf components gather
entropy time series data from its child nodes together with its own local metric data. Hence,
in this approach CPU usage, memory usage and virtual block device read/write (VBD
read/write) are collected in each sample.

With a look-back window, the approach has a limited buffer of the samples’ metrics. In
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every time period, these metrics are used for further processing steps including pre-processing,
monitoring events (m-events) creation and entropy calculation. Using a look-back window
has multiple benefits. First, it contains a storage that usually has a limited size because
storing all history data is unnecessary and costs time and effort. Second, old data can even
be misleading or useless because it does not represent the current state of the system [15].

The next step is an entropy time series construction, where EbAT normalises the sample
value. This is done by dividing it with the mean of the total amount of values in the current
look-back window. All the normalised values are then hashed to a bin. Binning separates
data into intervals. When every sample value refers to a bin with an index number, this
number is used to create m-events [15].

The leaf nodes and non-leaf nodes create m-events, consider that non-leaf node also
generates child nodes’ entropy respectively. Entropy represents the degree of dispersal
or concentration of random variable distributions. When using a look-back window, the
correlated monitored samples get calculated after another. There are two types of m-events
to collect in order to build an entropy time series. First, the local entropy calculations are
m-events which describe pre-processing results of raw metrics i.e. bin index numbers. Second,
child entropy m-events are used to calculate global entropy.

The last step is entropy time series processing to identify anomalies in the monitored
system. With the local and global entropy calculated from the previous step, it can be
analysed by one or multiple methods. EbAT allows spike detection, signal processing and/or
subspace method for finding anomalies. It is up to the user to handle individual methods’
limitations and tune detection performance [15].

7.1.1 Testbed
For the test environment, the authors set up five VMs (VM1 to VM5) on a Xen platform.
Three VMs are placed in Host1 and two in Host2. VM4 in Host2 is disruptive and causes
excessive request load for Host1. It should represent concurrent clients, sessions and human
activities. VM5 is disruptive as well and injects anomalies into Host1. With Xentop all data
from VM1 to VM3 are collected. Then, EbAT calculates the local entropy time series of
every VM and sum them up to a global time series for Host 1. Meanwhile, the anomaly
detection algorithm based on threshold-based approaches also collects the data. For further
information about the threshold-based approach, reading of [15] is advised.

7.1.2 Evaluation
In comparison, EbAT is more accurate than the threshold-based approach with an average
increase of 57.4% in F1-score. It performs better than a threshold-based method in accuracy
and nearly all precision and recall scores [15]. With this approach the collection of data
is no more restricted to one layer which can have advantages over application-restricted
approaches.

7.2 Online unsupervised method
A similar approach is introduced by T. Lorido-Botran et al. [8], which also allows noise
detection in multiple applications. Therefore, the authors use an unsupervised approach with
continuous state retraining, in order to find anomalies that are unknown i.e. no previous
information are known beforehand in the system. Data within the sliding-window size is
trained by Dirichlet Process Gaussian Mixture Modells (DPGMM). It compares models to
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its respective lags. The results of the training should give a resource usage profile of the
application. If a sudden change in short-term lag appears while the long-term lag remains
constant the system has a potential anomaly [8].

This is illustrated in Fig. 4. The algorithm looks at the current time t0 whether it is
anomalous or not. To find it out, the previous and following data between t0 have to be
considered. The metrics collected for further processing are mainly CPU and memory usage
and optionally performance indicators e.g. response time [8].

After the data has been collected, it needs to be pre-processed to remove some noise. In
each time series, a moving average filter is applied.

Next, DPGMM is used to compare two different models i.e. short-term models and
long-term models are measured by their short-term lag S and long-term lag L respectively.
The number of samples in a model is based on the training window size W. Besides, a distance
metric is needed to get the similarities between two models.

In practice, this process is illustrated in Fig. 4. dS is derived from the two short-
term models. dS shows the distance values of the short-term models over time, while dL

represents the distance values between two long-term models (blue and red lines). The
models’ similarities are required to find interferences. Thus, the authors present several
metrics including Kullback-Leibler divergence. It measures the similarity between dS and dL

in order to compare probability distributions and adaptations for DPGMMs. Accordingly, it
is a good metric for evaluation because of its fast calculation and reliable values compared
to the other metrics introduced in the paper. For further information about the distance
metrics, reading the paper of T. Lorido-Botran et al. [8] is advised.

Finally, the minimum and maximum are calculated with dS − dL (green line). Noise is
detected in an anomaly area of A = (W + L) · 2. In this area, a distinction between pre-alarm
and alarm is necessary. Pre-alarm is caused by an exceedance of a certain threshold. More
specific, dS − dL has to be greater than a given percentile value p = 0,75 to result in a
pre-alarm. For each positive pre-alarm, the next A-period with at least 25% pre-alarm values
will raise an anomaly alarm for the whole period starting with the first pre-alarm [8].
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Table 1 An excerpt of the results collected with Kullback-Leibler distance metric [8]

Application Metrics
Precision Recall f1

Website 0.98 0.82 0.89
Data-caching 1.00 0.96 0.98

7.2.1 Testbed
With the focus on CPU and memory, four different applications are tested. The four
applications consist of a static website, a periodic batch application, in-memory analytics
and data caching. For this paper, we will show two of four applications. One which creates
CPU anomalies, the other one creates memory anomalies [8].

The first application is a static website. It uses the RUBiS benchmark for the server-side
to handle requests. The client-side creates requests with the help of httpmon tools. The main
metric collected in this application is CPU because it does not affect memory utilisation
noticeably.

The second application is a Memcached data caching server and uses CloudSuite. A
framework for standard Cloud benchmark. It imitates a Twitter caching server with real
Twitter data sets.

The applications are single-layered and created in Docker containers, whereas the static
website needs an additional VM to generate workload. For the Memcached server, a Python
script is used for simulating anomalies in the system. Another Python script is responsible
for collection metrics [8].

7.2.2 Evaluation
For calculating similarities between the models, Kullback-Leibler-based distance is a good
metric in practice. It has a low computational cost and a good F1-score too [8].

In table 1 the static website gives an F1-score of 89%, which is quite accurate. With
a recall of 82%, this approach detects most anomalies successfully. The precision of this
algorithm is up to 98%, that means a very reliable detection if an alarm is raised.

The Memcached server has an F1-score of 98%. This is an increase in accuracy in the
algorithm compared to the website application. The recall is up to 96%, which shows a
dependable detection algorithm. But with a precision of 100%, it might indicate overfitting
in this approach.

8 Discussion

When we look at the threshold-based approach in Section 6, the authors stated that among
the anomalies they considered, memory anomalies do not occur in their system because
memory is not shared [3]. As a result, their algorithm is application-specific, because not all
systems have strict isolation when it comes to memory storage. Consequently, this algorithm
cannot be used in other applications. In general, threshold-based approaches are usually
application-specific, making it difficult to scale as well as complicated to adapt to different
systems [15].

A statistic approach is also dependent on the application because with an understanding
of the system the algorithm can work correctly. But the two examples in section 7 show that
there are algorithms, which can detect anomalies independent of the application.
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Another point is that the determined threshold θ in a threshold-based algorithm is stiff.
Hence, it is not adaptable to every system [8]. Furthermore, a change in its own system’s
behaviour could make θ obsolete, resulting in incorrect numbers of alarms raised if a disruptive
application exceeds its quota. Determining an adequate θ is not trivial as well. If θ is too
high the system has a high tolerance for data and disruptive systems remain undetected,
while a low θ results in an increase of anomalies. A possible solution is to separate anomalies
between a serious anomaly or not as it is described by the authors in [3].

Whereas a statistic approach is better for unknown data which is often the case in
real-world applications. Anomalies have different appearance whether it is in memory or
network. Therefore, depending on the input a threshold θ is calculated and can be adapted
if the behaviour of a system changes too [8]. This makes anomaly detection more accurate
to changes.

In [3], the threshold approach is done offline because it uses historical data. Besides,
humans are involved in this technique because the approach has not well-defined aspects
consisting of the number of clusters to determine and finding anomalies. If the system gets
more complex, the detection of anomalies needs a certain amount of time. This approach is
useful for Cloud users to know of the root cause and showing it to Cloud providers to resolve
its problem.

The static approaches are both online algorithms i.e. they try to detect anomalies
after gathering data which are unknown beforehand [8, 15]. Finding noisy-neighbours near
real-time is a crucial point for Cloud providers to keep customers satisfied with their services.
Therefore, online is favoured over offline in this situation.

The 3 approaches mentioned in section 6 and 7 run under different systems and are tested
in different applications. Thus, it is not possible to compare them using performance metrics.
Only using the same application for tests would give accurate results for comparison which
goes beyond this paper.

9 Conclusion

We have presented different types of anomaly detection approaches and how they work.
Furthermore, we analyse 3 examples of threshold and statistical approaches to find noisy
neighbours and evaluate the algorithms with the help of performance indicators.

An online, unsupervised and statistical approach is preferable for Cloud providers. Its
near real-time anomaly detection makes it reliable in finding even unfamiliar interferences.
Thus, abiding applications only need to suffer a short time from disruptive applications
before the anomalous source is detected. Furthermore, the algorithm adjusts the threshold
over time without human intervention.

However, there is still a small number of algorithms which handle scalable systems,
although this point is an important characteristic of Cloud computing. We have presented
two approaches, which could adapt to different abstraction level in a system or various
applications. Therefore, further research should include scalability in their algorithm because
of its practical relevance for Cloud providers.
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Abstract
Worldwide the volume of complex unstructured and structured data is growing exponentially

without any form of control. This large amount of data, defined as Big Data, improves the need for
specialized Database Management Systems (DBMSs): the NoSQL DBMSs. Scalability, flexibility of
modelling and ability to process multiple information are only a few advantages of NoSQL solutions.
However, the variety of data results in a heterogeneous implementation of different NoSQL DBMSs
with individual parameters. One of the most difficult challenges in working with NoSQL is to find
out the right configuration. Wrong settings are the key to low performance, high cost and poor
quality.

To address these issues, various performance models, able to predict the effects of changing the
runtime parameters, were built. This paper provides an overview of external and internal performance
criteria, presenting how these are handled in performance models like Queueing Network and Petri
Nets, analysing their scope and comparing their applicability in performance prediction. To evaluate
each model, the research explains the method of benchmarking using the YCSB tool.

2012 ACM Subject Classification Information systems → Parallel and distributed DBMSs; Software
and its engineering → Software performance; Software and its engineering → Petri nets; Software
and its engineering → Software system models

Keywords and phrases NoSQL, DBMS, Modelling, Queueing system, Queueing network model,
Petri Nets, Benchmark

1 Introduction

The digitalization process and the emergence of new technologies have drastically improved
the number of created information. In this Big Data era, we have to handle data with the
following four characteristics (4V) [13, 14]: volume (huge size), velocity (generated with high-
speed), variety (structured, unstructured, semi-structured form) and veracity (information
source should be trusted and secure). The wild spread of information has immediately shown
the ineffective analysis of Big Data through conventional relational DBMSs (RDBMSs). The
lack of horizontal scalability and issues related to the management of massive data size
supported the development of Not only SQL (NoSQL) DBMS [12, 13, 25].

As the name suggested, the primary feature of NoSQL DBMS is the querying without
a Structured Query Language (SQL), made possible due to the absence of a table data
architecture. The power of NoSQL DBSMs built on the horizontal scaling mode in which
the data are distributed over many servers, added in an efficiently way whenever more
capacity is needed [6]. On the other hand, vertical scaling means enhancing the RAM or
CPU characteristics of a single machine through time-consuming processes [6]. Additionally,
the high availability of data and the low request latency, are guaranteed by the replication
and partition methods, implemented in the NoSQL DBMSs by default [13].

Popular companies like Netflix and Cisco decided to leave the RDBMSs to join the
efficiency of the insert and read operations in a NoSQL environment. Thanks to the ability
of the Apache Cassandra DBMS, every Netflix nodes can count over a 10000 writes/s [13].
Cisco chooses to work with Neo4J where querying can be done in milliseconds, over 35 million
nodes [13].

However, the great features of NoSQL don’t exclude an over-provision problem depending
on service provider exploitation [10]. The main NoSQL DBMSs are deployed on cloud
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computing systems, where the rent of resources implies a high ability to scale, but can
also be related to expensive cost and leak of Quality of Service (QoS). Especially in these
environments, it’s a hard challenge to determine the right configuration parameters like nodes
number, replication factor and data consistency. Moreover, there is the need to analyse
the impact of parameters changes, over the performance of NoSQL DBMS to avoid fatal
errors. Cassandra users have to fight with more than 70 different configuration parameters
to achieve high-performance level [16]. A well-known problem is the trust of the default
configuration by most of the users, who don’t care about personal settings not knowing the
reason and consequences of some modifications.

According to Krajewska [19], the most used NoSQL performance models origins from
those implemented to analyse the RDBMSs adapted to study the new DBMSs. Many works
demonstrate the efficiency of performance methods built on the stochastic Queueing Networks
(QNs) and Petri Nets (PNs) [10, 19, 25].
In correlation to performance evaluation, most experiments explain their results through the
Yahoo! Cloud Serving Benchmark (YCSB) system [7] that offers an analysis of the CRUD
(create, read, upload, delete) operations.

This paper presents an overview of the NoSQL performance models, based on the
implementation of Rodrigues et al. [25] and Dipietro et al.[10], defining their scope as the
ability of performance prediction.
In contrast to the previous works, the research describes the main performance criteria and
introduce the origin of the QNs and PNs performance model, explaining the reasons for their
adoption as their advantages and disadvantages.

The following Section describes the characteristics of NoSQL DBMSs and the main
differences to the RDBMSs. Section 3 defines the relevant performance criteria. Section 4
explains the origin of the performance models, evaluated with the benchmarking method
presented in section 5. Section 6 discusses the possible model implementation. Section 7
overviews the related works. Finally, the conclusion in Section 8.

2 NoSQL vs. RDBMS

As mentioned before, the rapid generation of unstructured data highlighted the weakness
of the commonly used RDBMSs, providing the necessity of an alternative: the NoSQL
DBMSs. The advent of cloud storage systems with a distributed architecture represents one
of the principal environments where every task result in a hard challenge without a NoSQL
DBMS. Distributed systems imply horizontal scalability and high reliability that can be easily
implemented using the sharding and replication techniques of NoSQL [20, 25]. Instead of
data partition on a single machine, sharding permits the distribution of the dataset on many
machines. The replication and storage of information on other nodes in the cluster improve
the speed of reading operations and avoid failures of the primary node (responsible for the
dataset). This approach forfeits the RDBMSs ACID (Atomicity, Consistency, Isolation,
Durability) proprieties, allowing only eventual consistency. Therefore, after a recent update,
it could be possible that the same data saved in different cluster nodes provide divergence.
Indeed, NoSQL DBMSs follow the BASE principles which define basic availability, soft state
and eventual consistency [13].

Interesting is the wide range of database types that can be chosen and mixed (hybrid
system) depending on the structure of the data. Four categories are defined [26, 13]:

Document Store: manage document or semi-structured data that are stored in form of
XML/JSON documents. Well-known systems are MongoDB, CouchDB and RavenDB.
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Table 1 Overview of the differences between a RDBMS and a NoSQL DBMS.

Relational Database NoSQL Database
Data Store Type Table based Key-value, Graph, Column family,

Document
Query Language Structured Query Language Unstructured query language
Data speed generation Manage slowly generated data Manage fast generated data
Location of data
generation

Data generated from one or
few locations

Data generated from many points

Data storage location Storage of data in one location Storage of data in many location
Data Type Handles structured data Handles structured, unstructured

and semi-structured data
Data Size Restricted data size Huge data volume
Transaction Type Complex transactions with joins Simple transaction
Transaction propriety ACID proprieties BASE proprieties following the CAP

theorem
Deployment Approach Central deployment approach Decentralized deployment possible
Scalability Vertical scalability Horizontal scalability
Update Mode Synchronous data updates Asynchronous data updates

Graph Store: manage data structured in a graphical form like social networking structure.
Well-known systems are Neo4J, FlockDB and HyperGraphDB.
Column family Store: data store in rows and columns. Similar columns define a family
column. Well-known systems are Google BigTable, Apache Cassandra, Apache HBase.
Key-value Store: data stored in form of key-value pairs. Well-known systems are Apache
Cassandra, Riak and Redis.

Table 1 summarizes the differences between the NoSQL and RDBMS DBMS.

3 Performance Criteria

The first step of building a performance model is to define what to evaluate and which
metrics have to be considered [23].

Transaction response time and transaction throughput, both classified as external metrics
[23, 19], are the most used performance criteria. Nicola et al. [23] summarize the internal
criteria as those that can’t be perceived by the database users. The authors identify the
following internal parameters:

The number of nodes involved in a distributed transaction.
The number of possible conflicts between transactions.
The number and frequency of failed transactions.
The relation between the number of restarted transactions regarding availability.
The number of messages sent through the distributed database.
The number of computed reading and writing transactions.
The possibility to attend or achieve a deadlocks state.

According to Nicola et al. [23], developers should consider different definitions of avail-
ability. Availability means the number of copies of the same dataset through various nodes
of the system architecture. On the other hand, availability defines the lifetime of a specific
dataset on the database (before the deletion). In this paper, the term availability refers to
the first definition given by Nicola et al. [23] that follow also the NoSQL BASE principles. In
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general, as observed in Krajewska’s work [19], there aren’t fixed performance criteria because
those differ depending on the research question.

Klein et al. [17] using MongoDB, Cassandra and Riak, experiment with various system
configurations, also influenced by the numbers of server nodes. The single-node server
architecture tests the environment of each database, while nine-node servers are configured
to represent the system behaviour during the data partition. The first architecture presents
obvious limitations, related to the availability and scalability configurations [17], while the
second structure reflects the typical production model, representing different geographical
areas [17].
Moreover, the authors [17] take into consideration two relevant design decisions helping to
define the configuration parameters. At first, it is necessary to decide how the connections
between client and server nodes have to be set [17]. After that, it has to be defined if the
database provides eventual or strong consistency and how this aspect could be reached [17].
Of course, both decisions depend from the database used. The resulting tests prove the
existence of some challenges, connected to the performance analysis on a large amount of
data.

Moreover, the creation of the test environment, where the big dataset has to be loaded,
shouldn’t be underestimated. Every modification of the data involves the dataset reload,
and this process could be very time-consuming [17]. Regarding the modifications topic, it is
stressed the difficulty in predicting the impact of the changed performance parameters since
there are often unknown interactions between the configuration settings.

Also, Gandini et al. [12] investigate the consistency as a performance metric. The
authors studied the replication process of Cassandra to define the right replication factor
that determines the number of nodes which will store the replicated data. Concerning the
consistency of a NoSQL DBMSs, Osman et al. [8] study its influence on the performance
with the focus on the cluster size.

4 Performance Model

As mentioned in the introduction, there aren’t enough specialized models to analyse the
performance of NoSQL DBMSs. Therefore, most of the previous studies [10, 25, 19] based
their investigation on QNs and PNs which are both rather used for the RDBMS evaluation.
Before giving more details about the commonly implemented evaluation models, i.e. PNs
and QNs, this Section introduces the queuing systems on which both models built.

4.1 Queueing system
The idea behind a queueing system is the presence of numerous customers that are waiting
for a specific service. More precisely, packets or transactions can be interpreted as a customer
while routers or disks act as a service [11]. These customers are waiting as in a queue,
one after the other, and as soon as their request is processed, they will leave the system.
Every queuing system developed for a computer system model can be described through
the following characteristics: the input queue, the CPU service, the number of servers as
the service rate, the queuing rules for the process, the system capacity and the population
constraints. Especially for the queue behaviour following rules will be applied: balk (if the
queue is too long, leave it), renege (leave the queue if it is moving too slowly) and jokey (move
from a long queue to a shorter one). Instead, the queue discipline describes the ordering rules
with which jobs can be processed: first-in-first-out (FIFO), last-in-first-out (LIFO), service
in random order (SIRO), shortest processing time first (SPT), service according to priority
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(a) Closed queueing network. (b) Open queueing network.

Figure 1 Types of queueing networks.

(PR), Round Robin (RR) and deadline [19]. If no rules are specified the FIFO principles will
be applied [19].

4.2 Queueing networks

Systems, where multiple service centres could work simultaneously and have interconnected
queues, are defined as QNs. In contrast with the previous queuing system, model based on
QNs focuses on multiple aspects related to the state of the database [19]. In 2001, Balsamo et
al. [1] have already concluded their experience on performance models for software systems,
announcing the long life of the QN applicability in the evaluation sector. Behind the success
of this model type there are three main reasons [1]:

The evaluation of QNs can be done through innumerable useful algorithms and tools.
QNs can be easily adapted and expanded according to the software characteristics.
No difficulty in interpreting and comprehending the feedback of the model.

The findings of Nicola et al. [23] and Krajewska [19], confirm the advantages of QNs for
performance model defined for replicated and distributed databases. The fundamentals of QN
models can be found behind the full replication warranty and the infinite number of places
that the waiting queue offer. It’s inevitable to detect the same principles in a distributed
database architecture. The QNs model gives the best idea of transactions coming in Poisson
mode, i.e. a continuous and simultaneous arrival of independent events [23]. Of course, in a
one-node-system, the available waiting space and the queue behaviour can be a significant
limit.

In general, there are three kinds of QNs adapted to perform evaluation [23, 11, 19] (see
Figure 1):

Open QNs: the system accepts a variable number of customers (also coming from external
sources). Arrival rate and handled requests are independent.
Closed QNs: the system accepts a constant number of customers who never leave the
system.
Mixed QNs: act as open QNs for some jobs and as closed QNs for others.

In all three cases, as soon as the customer received the requested service, it can decide to
leave the network or can require additional services to other nodes [19, 11]. However, a new
customer can only enter the closed network if one customer goes out.

One issue that needs to be clarified is the choice of the right network form. The large
amounts of data that have to be processed in DBMSs like NoSQL forced to use the first type
of network. For closed QNs deal with a variable dataset, coming with different inter-arrival
time could be a hard challenge.
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4.3 Petri Nets
Petri Nets (PNs) have become a widely appreciated modelling method, thanks to their
combination of mathematical and graphical knowledge. Judge as a promising tool by many
works [9, 8, 22], PNs can represent and analyse information systems which have to process
concurrent, synchronous, asynchronous, distributed, parallel, non-deterministic and stochastic
events [9, 22]. The power of PNs as a graphical tool resides in their visual-communication
ability with which they can be interpreted as a flow charts diagram [22]. State equations,
algebraic equations and mathematical theories can be used to control the Petri system [22].
In a graphical representation (see Figure 2), PNs are composed by:

Places: represent the states of a system and are modelled as circles.
Transitions: represent the actions and are modelled as bars or boxes.
Arcs: represent a connection between places and transitions and define a state change.
Tokens: represent the condition for which a transition can be activated and is modelled
as a point.

Figure 2 An example of Petri Net with three places, one transition as one token.

PNs make possible the design of complex performance models in which parallel or
concurrency activities met. More details about dataflow computation, communication
protocols and synchronization control are given by Murata’s findings [22]. Li et al. [21]
report the advantages of PNs as control and simulation method used for the evaluation of
multiple sectors such as production systems, robotic systems and computer communication
networks.

In all these application examples, the keyword could be the scalability of the performance
model which is an aspect that perfectly fit with NoSQL DBMSs.

4.4 Queueing Petri Nets
Bause [3] studies the disadvantages and differences between QNs and PNs, underling their
usability based on the scope of the research. According to the author, the former should
be used for quantitative analysis, i.e. performance evaluation, and the latter for qualitative
analysis. Following this idea, the use of only one model correlates with a study incompleteness.
Besides, Bause [3] criticizes the lack of scheduling strategies in the PNs model as the absence
of synchronization features in QNs. Bause [3] solves these issues by combing the two models
building the Queueing Petri Nets (QPNs).

Queueing places such as queue and depository, are added to the common PNs structure
[3] (see Figure 3).
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Figure 3 The Queueing Petri Nets of Bause [3].

As mentioned before, the PNs architecture contains places which in turn, includes tokens
meaning that enough resources are available to fulfil a specific condition. As soon as an
action is executed, tokens will be transferred to other places. In QPNs, tokens are piled
up in a queue depending on the scheduling rules of the server [3]. If a service is completed,
the tokens will be collected in a depository and used for future actions. Moreover, Bause
[3] distinguishes between timed queueing, where a service time distribution is given, and
immediate queueing places nets, where the service can be immediately offered. In contrast
to timed queueing, the second type of QPNs profits of a scheduling priority, i.e. tokens in
these places are served at first.

Kounev et al. [18] propose the adoption of the Queueing Petri net Modeling Environment
(QPME) to model and evaluate the performance and scalability of distributed systems.
Hardware and software features can be evaluated through the same QPN model. The
essential benefits of this method concern to the simple way of model simultaneous resource
possession, synchronization, asynchronous processing and software contention [18].

Despite the positive aspects of QPNs, the authors consider also the challenges of extending
the nets with additional queues and tokens. Indeed, as the size of the model increases, the
functionality of modern computers can be overtaken [18]. Hierarchically-Combined QPNs
should be the solution to the problem of the size and complexity of the model. The main
difference to the previous structure is the presence of full QPNs rather than a single queue
[18].

5 Benchmarking

To determine the goodness of the performance model presented before, developers need to
evaluate them through benchmarking tools, as explained in this section. In general, official
Benchmarking systems are implemented to ensure valuable comparison, based on a common
standard, between systems. Usually, computer systems or business processes are evaluated
against specific metrics related to time, cost and quality.

Concerning NoSQL DBMSs, benchmarking systems support the evaluation of performance
generating application-specific workloads, i.e. test scenarios, using big data with the 4V
proprieties [15]. The general approach describes benchmark systems as clients sending
numerous requests to test the NoSQL DBMS under a particular level of stress [10]. In an
environment like cloud system storages, various runtime parameters could have different
influence on the system quality. The emulation of parameter changes, comparing their impact
on the system through benchmarking, could be the key to a successful NoSQL DBMS.

A good benchmarking system should satisfy four criteria: relevance (related to application
domain), portability (various systems could be benchmarked), scalability (usable in small
and large environment) and simplicity (result understandable) [7]. In the work of Reniers
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et al. [24], with the focus on NoSQL DBMS the indices are limited to: database support
and applicability (measures the adaptability of a benchmark system), data models (the
benchmark system should be able to handle the various data types processed by the database
and also the combination of these types) and workloads (depending on the different NoSQL
features, a benchmark system should be able to propose different types of workloads).

Based on the database support and applicability propriety, the research of Reniers et al.
[24], outlines different procedures to establish a NoSQL benchmark system. The generalistic
approach compares different NoSQL databases analysing their common functionality. Thanks
to the general characteristic of the workloads and the data model, this type of benchmarks
can be used to evaluate a wide range of DBMS. If the developers want to focus on a particular
NoSQL data models, they need to work with accurate workloads defined by the application.
The combination between generalistic and specialized approach is also possible and known
as integrated benchmark suite. One question that could arise is how the benchmark tools
can be applied to measure the performance of the Big Data environment and, therefore, how
the performance model can be evaluated. Figure 4 presents the benchmarking process for
Big Data systems reported by Han et al. [15].

Figure 4 The benchmarking process for big data systems relized by Han et al. [15]

Another issue that needs to be clarified is the type of data used for the benchmark
evaluation. In many cases, work with real data as the input set is very difficult due to
critical consensus problems not released by the owners of the information. According to
the data types and the application environment, the adopted solution is the generation of
synthetic data, i.e. fake data created artificially and not related to any event or person, that
must respect the 4V proprieties [15]. Many works [12, 14, 26] agree with the idea of the
random generation of data to benchmark Big Data systems. Reniers et al. [24], summarize
the existing benchmark systems for NoSQL DBMSs, defining the Yahoo! Cloud Serving
Benchmark (YCSB) as the widely used benchmarking frameworks as most of the related
work about performance models do [10, 12, 26, 25, 24].
Flexibility and extensibility are the reasons for the YCSB success. A good form of evaluation
can be achieved no matter the kind of DBMS used. The workload can be adapted and
extended following our needs [7].

The YCSB frameworks can be divided into two components [26]:
The YCSB client that acts as a workload generator and can be extended as the user
needs.
The YCSB Core workloads which define various workloads that should be tested.

Regarding this partition and the most analysed experiments, in the first phase, the data
should be loaded in the system and tested in the second phase.

6 Discussion

As reported in the introduction, the starting point of this paper is the research of Rodrigues
et al. [25] who examine the performance of a cloud computing system with a NoSQL
storage. Following the concept explained in Section 3, the authors set their focus on the
evaluation of the system throughput under various workloads, availability and downtime
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parameters. Regarding the model, the analysis based on the Generalized Stochastic Petri Nets
(GSPN) which extended the typical PNs characterizing the representation by an exponential
distribution of time [25]. In this model, timed transitions differ depending on two concurrency
degree: the single-server semantics or the infinity-server semantics [25]. The former is used
in systems where the process dynamic, i.e. the firing rate of the PN, remains constant. The
latter is the typical behaviour of a parallel transitions environment where the transition
activation time can linearly increase. The graphical features behind the PN representation
are used to realize a building block model composed of four elements: the workload (used to
describe the incoming client requests), the node response (deals with the client requests),
the node availability (defines if a node is operational) and the controller (organizes the work
between the system nodes). The findings presented in Section 3 underline the difference and
the use cases of a single-node or multiple-node architecture. Rodrigues et al. [25] support
this approach, implementing at first a single server node structure and then expanding it
through spare nodes used for the data replication storage.

In particular, the authors observe their theoretical considerations through two experiments.
In the first performance experiment, the system components are the PoolSize (number of
database connections permitted; fixed by the system owner), the ProcessingDelay (delay for
handling one operation; defined by the servers and network capacity), the MTTF (Mean
time to failure a compute node) and the MTTR (Mean Time To Repair) [25]. The research
question is conducted adopting the throughput as performance criteria.

Because the Poolsize influences the number of requests that can be processed simultan-
eously, it results as the most relevant performance parameter. Besides, the ProcessingDelay
should be as lower as possible to increase the throughput value. Moreover, the results reveal
that different MTTR and MTTF don’t influence the system throughput. However, in the
second experiment, these parameters are of high importance in correlation to the ServerNum-
ber (number of servers) and the ControllerNumber (number of controllers). Especially the
relation between ServerNumber, MTTF and MTTR have a relevant effect on the availability
and if not adequately judge these will generate more than 100 hours of downtime pro year
[25].

However, this model couldn’t be valid without the use of a benchmark system. To
validate the model and present its applicability on a real environment the YCSB system is
adopted to emulate the client requests (50% read and 50% update operations) computed
by the MongoDB. Concerning the use of the YCSB, it could be stressed one limitation of
the work which doesn’t describe, in details, the settings of the YCSB system. Nevertheless,
the model presentation and the GSPN construction are well-documented. Additionally, the
authors invited to take care of the data redundancy method, remembering that the downtime
could be one of the primary causes of QoS rules infraction, which can spread in high money
sanctions, loss of users and unusable services [25].

Also, the model of Dipietro et al. [10] should help in avoiding significant economic losses,
analysing the resource provisioning. As described in Section 3, the throughput is not the
only parameter that should be considered. Therefore, Dipietro et al. [10] propose a QN
model to evaluate the replication factor and the data consistency level in the Cassandra
NoSQL DBMS. The resulting model detects the request type (in case of Cassandra: local,
remote-incoming and remote request) and applies specific CPU demands for each category
of request and query step, discovering network and disk latencies in favour of more granular
prediction about throughput and reply time [10]. Details about the Cassandra structure and
the activities of the nodes that handle each type of request are accurately represented through
the QN features. In particular, every Cassandra’s node can be represented through three
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queuing stations, organized through different scheduling policy: the network (FIFO-rule),
the CPU (sharing scheduling) and the disk (FIFO-rule). Elements like class-switches (change
the class of a request) and fork-join (organize multiple remote requests) are represented as
simple places. For further information concerning the Cassandra node model representation
and the workflow process for each type of request, the reader should refer to the work of
Dipietro et al. [10].

To proof the efficiency of the model, the authors apply the YCSB workload generator
and in contrast to Rodrigues et al. [25] specify the details of its implementation. The YCSB
workload turns out to be extremely relevant to retrieve request timestamps and response
time, both needed to register the network latency, depending on the parameter set for the
network and disk capacity.

For the correct evaluation of the model, the YCSB threads are built with the same
number of simultaneous jobs, i.e. client requests, running in the real system. Prepared the
YCSB system, the authors compare the results of the real system with the queuing model,
showing that the model can reveal all the changes done in the DBMS with high accuracy.
The average throughput for the relative error can be approximated to a value minor than
7%, while the relative error for the response time is under 10%.
The additional value demonstrated by the model of Dipietro et al. [10] is its ability of
adaptation, which makes possible to apply it for performance evaluation on other DBMSs.
This theory is confirmed by the test executed on the SycillaDB which provides as response
time average relative error the value of 12.9% and 8% for the throughput [10].

Both of the analyzed works refer to the research conducted by Gandini et al. [12] who
take care of the performance, presenting a QN model aimed to control the replication factor
and the number of nodes required in a system, without failing in an overprovisioning situation
after the deployment stage. Dipietro et al. [10] validated their model on two different DBMSs
while Gandini et al. [12] succeeded to take care of one additional NoSQL solution, focusing
on MongoDB, Cassandra and HBase. In contrast to the previous works, the authors began
with the building of the model after the examination of the results presented by the YCSB
framework which also, in this case, has the role of workload generator. As described in the
previous Section, the work with YCSB starts with the generation of random data which
must be loaded in the data nodes. Successively, the YCSB performs some tests, each of them
is executed at least 20 times, with random requests (50% reads and 50% writes) addressed
to the data nodes. Using the benchmark tool, the authors investigated the throughput
and latency values resulting by changing the following performance parameters: number
of cores (node capacity), number of nodes in the cluster, number of workloads and the
replication factor. These findings are, then used to build two different NoSQL performance
models. One model pointing to reveal the effects generated by changing the number of
nodes and the other one focus on the replication factor. The closed QN, used to model a
single node system, provides a class switch which differentiates between reads and writes
requests, the queuing station representing the CPU, the disk and the client, as the network
latency designed through different places. Depending on the number of nodes, the amount
of the queuing stations can vary. As in the work of Dipietro et al. [10], the model presents
fork and join components to represent the replication behaviour. More precisely, the job is
forked as defined by the number of replicas, then, joined and passed to the client. However,
the presented model has one central limitation: the model with multiple nodes works more
accurate with higher loads than with lower, caused by failure related to the approximation
of the replication synchronization. Due to this failure, the model will commit the request to
all nodes also if, in reality, it wouldn’t happen [12]. On the other side, the model applied to



C. Evangelista 6:11

Model of Rodrigues
et al.[25]

Model of Dipietro
et. al [10]

Model of Gandini et
al. [12]

Model type Generalized stochastic
Petri Nets (GSPN)

Extended QN (compon-
ents: fork-join elements,
finite capacity regions
and class- switching)

Simple QN (components:
client, class-switch, net-
work, CPU and disk)
and Extended QN (com-
ponents: client, class-
switch, network, fork-
join elements and router)

Model aim Jointly evaluation of
system throughput
under different
workloads, availability
and downtime

Focus on replication
factor and consistency
level

Focus on replication
factor and number of
nodes required in a
system

Used DBMS MongoDB Cassandra Cassandra, MongoDB
and HBase

Used benchmark YCSB YCSB YCSB
Scope of the
benchmark

Generate the requests to
validate the model

Generate the requests to
validate the model

YCSB results used to
build the model

Type of workload
analysed

50% updates and
50% reads

Only read requests 50% reads and
50% writes

First experiment Performance experiment
based on PoolSize,
ProcessingDelay, MTTF
and MTTR

Performance evaluation
on Cassandra comparing
the throughput and re-
sponse time of the real
system and the results of
the simulation

Develop and test of the
QN model for single
node architecture

Second experiment Availability experiment
based on ServerNumber,
MTTF, MTTR and the
ControllerNumber

Applicability of the
model to other NoSQL
DBMSs

Develop and test of the
QN model for multi-node
architecture

Table 2 Comparison between the three analysed works.

a single node works accurately for the MongoDB and Cassandra, but it presents a significant
error for the throughput of HBase. Table 2 compares the three approaches studied in the
reported works [10, 12, 25].

7 Related Work

How to handle the complexity and volume of Big Data was a central research question for
many years. The discussion about the best and useful DBMS for this type of data favour
the NoSQL solutions [13, 24]. Many works help to understand the principal features and
limitations of this new form of DBMS, comparing it to the relational DBMS and presenting
their different system architecture as their application scenarios [25, 6, 13].

A case study concerning the development of an Electronic Health Record (EHR) system
was supported by Klein et al. [17]. The NoSQL technology has to be able to deal with
the distribution and generation of data regarding over 9 million patients distributed in the
world. In a health context where the speed of intervention is a must, the system has to reach
a low rate of latency and high availability of information. Therefore, besides consistency,
availability and partition tolerance (CAP) [5], the study focuses on the performance and
scalability evaluation of NoSQL DBMS. To conduct the research were adopted the well-known
NoSQL systems Riak, Apache Cassandra and MongoDB set with different configurations like
single-node and nine-node architecture. Over the three choices, Cassandra outed the best
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process performance with a drawback on latency.
To evaluate the runtime parameters, Dipietro et al. [10] test a performance prediction

model, based on the network queueing theory. The authors [10] confirms the flexibility as a
benefit of Cassandra, but it could be hard to define the configurations, and a wrong decision
can lead to a significant economical loss. As reported by the result, the average prediction
error is always lower than 10% no matter which consistency level is chosen, and the number
of requests processed.

Many works [4, 27] investigate the impact of consistency on performance results. The
experiments outlined the idea of the CAP theorem [5] in which the increasing of availability
correlates with poor consistency that can be eventually guaranteed.

In the same way, as Cassandra becomes popular thanks to its high performance, other
NoSQL DBMS such as MongoDB, Redis, CouchDB, Cassandra and HBase, attracted the
interest of the developers [12, 26]. Fan et al. [26], compare the insert, read and update
methods supported by these five DBMSs using the YCSB benchmark evaluation system.

Gandini et al. [12] benchmark with the YCSB system Cassandra, MongoDB and HBase,
deploying them on the Amazon EC2 cloud platform with various configuration parameters
like CPUs and memory for the virtual machine (VM) and cluster sizes.

Due to a lack of performance model specialized for the evaluation of NoSQL DBMS, most
of these experiments were done using an adapted form of the queuing model in respect to
the different properties of NoSQL database architecture [19].

A recent work of Rodrigues et al. [25] extends the idea of Krajewska [19] and investigate
the performance through the GSPN. The research takes a look at availability and throughput
metrics related to the parameters Poolsize and ProcessingDelay.

While most of the authors adapt the RDBS performance model to use it on NoSQL, Bao
et al. [2] define a new way of evaluation based on the policy-driven configuration management
system (PCM). PCM can detect the parameters with the most impact on performance and
can define the tuned-version in the configurations policies.

8 Conclusion

Providing data, resources and software over the network is widely increasing, and many cloud
computing systems adopt as a storage solution the NoSQL DBMS. However, the default
settings of the chosen DBMS don’t guarantee the performance, efficiency and high quality
of services. The challenge is behind the evaluation and estimation of different performance
criteria, which can have a notable effect on NoSQL behaviour, resulting, also in overpriced
consequences.

This paper investigates the main performance criteria, presenting QNs and PNs as
performance models. In particular, the work outlined the performance analysis explained
by Rodrigues et al. [25] and Dipietro et al. [10]. Both approaches, based on the research of
Gandini et al. [12], prove to be easy to implement with a clear visualization of the software’s
dynamic behaviour, adaptable to the environment characteristics and extendable as needed
from the user.

The main limitation of this research is the missing implementation of the theory studied,
which makes difficult to choose with confidence the optimal performance model. Due to
these disadvantages, it is hard to define how much time the entire evaluation process needed
and, therefore, which method could be faster.
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Abstract
Personal movement data, published by studies dealing with understanding Covid-19 spreading, can
also be used in several other optimization tasks. Edge computing, as an upcoming decentralized
computing trend faces several challenges about where and when to place/allocate services and
infrastructure. The following paper discusses the benefits and potential of these personal movement
data sets for edge computing services and infrastructure optimization. First we collect potential
datasets and split them up in four groups, Contact datasets (CDSs), Metric datasets (MDSs) and
Point of interest datasets (POIDs) & Human flow datasets (HFDs). Even if CDS are not publicly
available, we discuss them here, because of the APIs and protocols which were created by tech
companies to assist the fight against Covid-19. Cooperative load balancing in packed areas as well
as mobile cluster computing would profit highly from contact tracing implementations on a system
level like these. Furthermore, we discuss how infrastructure as well as network slicing would profit
from publicly available HFDs and POIDs, published by Covid-19 studies. Last, we have a short look
at optimizing service migration times in the domain of Follow-Me Cloud (FMC) by using HFDs
and movement activity heat maps to determine where and to which extent people are moving. This
way we can analyze where we have to optimize networks for frequent migration tasks and where not.

2012 ACM Subject Classification General and reference → Surveys and overviews; General and
reference → Measurement; Software and its engineering → Cloud computing; Software and its
engineering → Software system models; Information systems → Data centers

Keywords and phrases Mobile Edge Computing, Open Data, Covid-19 Data sets

1 Introduction

In 2020, one of the largest epidemics since the Spanish flu broke out. People had to stay at
home, stores closed down and public life had come to an abrupt stop. Researchers around
the world tried to find a vaccine and searched for ways to understand and prevent the
spreading of the virus. To analyse movement patterns and to validate, that anti-spreading
countermeasures are working, researchers utilized many kinds of movement data sets [28].
Simultaneously many areas of everyone’s life like work, education and media consumption
shifted to an online version of themself. This introduced cloud and network providers to a
never existing load, which resulted in bandwidth, latency and overall Quality of service (QoS)
problems [30]. To counter these problems Internet service providers (ISPs) and other service
providers in the domain of edge computing began building up infrastructure and heavily
shifted their compute resources to the network edge to allow for linear scalability of network
and compute infrastructure [22, 25]. As for the researchers which try to understand human
movement patterns as part of Covid-19 research it is of major interest for service and network
providers in edge computing to understand and track human movement. This way they
can optimize network infrastructure and move compute capacity to locations where and
when it’s needed most. Furthermore, it is a resource intensive task to collect, anonymize
and validate movement data. That is why, we will have a look whether published Covid-19
device movement data sets can be used in optimization tasks concerning the topic of edge
computing.
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2 Edge computing and current trends

Edge computing describes an extension of cloud computing. Instead of processing data in the
network core using big data centres, services, and their hardware move out to the network
edge in the form of so-called edge nodes. One edge node can be everything, from a micro
data centre to a single server. This way, services are located closer to the clients what comes
with shorter round trip times, better infrastructure scalability and higher bandwidth. One
major problem of edge computing lays in choosing where and when to place services and
network infrastructure. Especially if a user moves away from the original service location,
parts of the advantages of edge computing vanish.

FMC and cloudlets

One method to counter this problem is called FMC [37]. In this model, services are moving
with the user. They are using movement and location data, which is often only roughly
approximated by e.g. the IP address, assigned by the responsible anchor router [37, p. 381].
Whenever the IP address of a mobile device changes, services can be migrated to the nearest
data centre. This way, we can keep round trip times low and available bandwidth high [38].
To keep infrastructure and services as close to the end user as possible, so-called cloudlets [3]
are used. These micro data centres allow easily placing compute hardware where it’s needed
most. They are used to offload resource-intensive tasks from mobile clients via using Virtual
machines (VMs) and services [36].

Network slicing

Networks often have very different QoS requirements. For instance, Content distribution
networks (CDNs) need high bandwidth but not necessarily low latency. On the other hand,
self-driving cars need both, low latency and high bandwidth. To fulfill all these needs
without building separate networks for each of them, we use a method called ’network
slicing’. This way, we can partition existing physical networks into virtual network chunks.
There are two main techniques used to perform this. One of them is called Software defined
networking (SDN) which is used to abstract the design of each network from the underlying
physical networks [34]. This way, different networks can be easily altered and adapted to
match changing load and client count. The other one is called ’Network function virtualization
(NFV)’ and is used to virtualize network devices like routers, firewalls and switches [35, p. 85].
In combination, SDN and NFV can be used to optimize networks respectively to the QoS
criteria this network has to fulfill.

3 Method

First, we search for studies which are dealing with understanding or preventing the spreading
of Covid-19 by analysing personal movement data. Todo so we use the data repositories
Harvard Dataverse [16], Zenodo [23], Re3data [19] and the search engine Google Scholar [15].
Subsequently, we looked into these studies and split them by those who published new data
sets, and those who used already existing data sets for their work. Furthermore, we filter the
collected studies for publicly available data repositories. Afterwards, we group the collected
datasets into a few major categories and analyse the information they contain. Next, we select
representatives from each category and assess their value for a couple of simple challenges in
edge computing.
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3.1 Dataset selection criteria

One major part of analysing data sets is to define how we judge different factors of the
repository and which exclusion criteria there are. As an analysis guide, we use the points
proposed in the open research data pilot repository guide [17]. The most important part of
our dataset analysis is the information, one data set contains, the licence and how accessible
they are. Datasets which don’t use open source licences or are not publicly available were not
considered in further analysis tasks. These datasets can be found, next to others, in table 1.
Normally it’s quite important to demand permanent identifiers for datasets [17]. That way
data repositories can be easily referenced in later work. In our analysis, we don’t insist on a
persistent identifier of the respective dataset because most of the data sets are only available
or updated during the Covid-19 epidemic anyway. Furthermore, it is important to analyse
from which source material datasets were created and how quality was assured. Initially, we
investigated 14 different studies, publishing their own data sets. After this step, only nine
remained.

3.2 Dataset sampling process

To keep this paper short, we decided to analyse only a part of the gathered data sets. To
do so, we select a limited number of datasets from each category. These datasets are not
chosen randomly but with further investigation in the domain of edge computing in mind.
For the first category, the contact datasets, we investigate the one created by Apple’s and
Google’s contact tracing services. For HFDs and POIDs, we have a look at all collected
ones. For metric-based datasets, we select potential candidates by the underlying data,
which are utilized to generate their metrics. The Facebook movement range maps and the
Google mobility reports are selected as representatives for those datasets built upon user
movement data. Apple’s mobility trends were chosen because they are only using map search
queries to estimate changes in public transportation, caused by non-pharmaceutical Covid-19
counter measures. Overall, it is important to understand, that we don’t have the goal to
determine whether all collected datasets are applicable to optimisations in edge computing.
For uniformly sampling, the used data sets are simply too few and too diverse. Rather, we
want to point out the potential, these and equal data sets can have for our optimisation
topic. After the sampling process, only six different data sets remain.

3.3 Challenges during the initial research

Obviously, precise tracking data is not available for privacy and economic reasons. Further-
more, there are many movement data sets which were specially created by or for governments
and companies. Many companies do not publish their movement datasets but use them in
their own products like Google, Facebook, etc. Especially for Covid-19 research, there are
very little movement datasets available publicly. As an example, projects like the Covid-19
mobility project use anonymized commercially available datasets, built up by German Tele-
com and Telefónica. With those records, they publish rendered movement heatmaps and
metrics but no fine data sets, like actual flow or POI datasets. Most of the openly available
data sets like the Google mobility reports [14] or the Facebook "data for good" project [12]
are published as heavily anonymized and course metrics. Additionally, the here-mentioned
newly created APIs [1] for contact tracing are heavily cut down to serve only the purpose of
warning people about potential infections.

PROMIS (2020)
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Table 1 Collection of rejected or unused data sets

Data set name Rejection reason
Descartes labs movement index [7] —
Social connectedness index [10] —
Changing travel patterns in China [27] —
Covid-19 mobility project [5] Movement data not publicly available
Italy: Mobility COVID-19 [18] —
Control measures on COVID-19 epidemic in China [8] —

3.4 Excluded datasets

Table 1 lists all data sets, which were considered by the initial research but were not used for
further investigation. Next to the name of the dataset and the reference, the reason it was
rejected from further investigation can be found. If no reason was mentioned, the sample was
excluded during the sampling process, mentioned in chapter 3.2. There are many country
wide movement datasets, like the one for Italy [18], available, which don’t publish their data.
Therefor only a hand full of them were listed in table 1.

4 Dataset assessment

As can be seen in figure 2, there are several kinds of data sets used to understand Covid-19
and help countermeasures [26, p. 1]. We will now have a look at a sample of the different
data sets available to understand if and how we can apply them to optimize common edge
computing challenges. To do so, we will have to analyze every dataset on its information
and on all other points mentioned before in section 3.1.

4.1 Movement datasets as common interest

As mentioned earlier, there is a common interest in understanding human movement and
interaction patterns. Increasingly more people are using smartphones and share their location
via location services. As a result, it is one of the common steps to correlate human movement
with the movement of these devices. Normally raw movement data has to be aquired by
partnering with phone companies or buying them from other movement data providers. One
major advantage of Covid-19 movement data is, that the available data sets were mostly
built up by tracking data from those mobile clients. This way we can directly deduce the
client movement from human movement datasets, created for these Covid-19 studies. Of
course, not everybody activated location services on his device, which results normally in an
underestimation of the total amount of mobile clients [28]. Extrapolating the true number of
devices precisely can be an quite complex task. Fortunately, a couple of the here mentioned
datasets already did this. Also it is normally an quite resource intensive task to anonymize
and prepare raw movement datasets later use. Publicly available movement datasets and
metrics created for analysing spreading of Covid-19 normally did this already.

4.2 Fundamental ways of collecting movement data

Data on personal movement is collected in many ways nowadays and poses the fundament
for all of the later discussed Covid-19 movement datasets. In the following section, we will
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Mobile clients

Cellular devices
(CDR)

’Smart’ devices

Contact
tracing
(BLE)

Location
Services

(GPS/Wifi)

Figure 1 Overview of tracking possibilities relative to the total count of mobile clients based
upon figure [28, fig. 1b]

give a brief overview of the ways how data is collected and what benefits and disadvantages
there are. A course overview of common approaches to tracking is given in figure 1.

Call data record (CDR)

Most of the movement data is collected on a periodic basis by mobile network providers.
These records are called call data record (CDR) and contain one entry for every subscriber
next to an identifier of the cell (tower) they are currently in (they are currently connected
to) [28]. An advantage would be that these data are collected almost worldwide by phone
companies. Disadvantages are the relative course resolution and that these datasets are not
publicly available. To keep anonymity and privacy, these datasets are often only available as
very course statistics.

Location services

Another method to track personal locations comes from location services, working on ’smart’
clients themselves. These services use GPS and Wi-Fi networks to estimate their current
position. One obvious advantage of this technology are the precise movement records. One
major disadvantage of these data sets is that companies who collect those entries like Google,
Apple, Facebook, etc. use them mostly for their own software products and only release
course and heavily anonymized metrics. Releasing specially designed tracking apps is, in
most cases, for obvious reasons not viable.

Contact tracing

The last category consists of the before mentioned contact tracing apps, which constantly
scan their surroundings and save the devices they found. As the name already implies,

PROMIS (2020)
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contact data sets are used to trace contact details and clustering habits.

4.3 Movement dataset categories and samples
There are three major categories, in which we can split up these publically available datasets.
The first category are local datasets which are built by contact tracing. This method is used
to capture how long and at what distance, contacts took place. The second category are
openly available metrics, which trace things like movement activity, changes in the usage
of public transportation or the relative time we spend at stores, work at home and many
more locations. The last category is the finest one and consists of flow and point of interest
data sets. POI data sets were created by the location services of smartphones and wearables
and measure how many people cross one specific location in a fixed time interval. The here
mentioned flow dataset [32] was later on created by measuring the change of people at these
points and creating movement data according to these changes.

Investigated movement data sets

CDSs

GAEN [1]

MDSs

Facebook range maps [12]

Google Mobility Reports [14]

Apple Mobility Trends [2]

POIDs and HFDs

Mobility flow dataset [32]

Urban hotspots dataset [6]

Figure 2 Categorisation of the investigated data sets created for Covid-19 studies

4.4 Contact datasets
These data sets are used and built up solely locally by each device itself. The most broadly
used technology which is used to gather those data is Bluetooth Low Energy (BLE). Devices
are constantly listening, for others in their surroundings and cache their IDs in a local, per
device, database. One dataset entry consists of a timestamp, the approximated distance
and direction, the identifier of the other BLE enabled device, and the amount of time,
the respective device was visible. In the application of Covid-19, if someone got infected,
everybody can look up whether the given id is part of their local database. If so, the user
can be informed about a possible infection. This is only a very course model of the concept.
Of course, there are measures in place like rolling identifiers and daily encryption keys to
protect privacy [29]. These datasets were used a long time before the Covid-19 breakout to
analyse clustering and human contact behaviour. The reasons, why this kind of datasets
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Table 2 Potential BLE contact data set entry, similar to the ones used for GAEN

Field Description

Timestamp Data set entry timestamp
Distance Distance to the device
Direction Direction to the device
Device id Rolling device identifier

are mentioned, is because Apple [1] and Google [13] just released high level APIs, as part
of (Google/Apple) Exposure Notification (GAEN), their Covid-19 prevention program. In
this case, it is more about the fact that those APIs were created for a specific use case.
Before that, every app developer had to implement his own version of contact tracing. The
data collection and exchange process is now standardized and integrated into the given OS.
Unfortunately, it is currently not allowed to combine those contact tracing data sets with
actual GPS data and, as mentioned before, the Apis are heavily cut for Covid-19 prevention
use only.

With this method, crowd density can be easily computed. This type of dataset on its
own doesn’t yield any type of location data, so deducing position or flow data is in this case
as good as impossible. One potential dataset entry is shown in table 2.

4.5 Metric datasets
These data sets are mainly used to analyse how and where we spend your time and especially
how lockdowns and other measures affect your lives. Some of them are openly available in
forms of very course statistics like the Google mobility reports [14] or the Facebook movement
activity heatmaps [12]. In contrast to other data sets, these are the most coarse ones. First
we will have a short look at the Facebook activity heatmap dataset. This data set contains
next to time and location information a statistic about how many users stayed in the specified
tile and how much the movement activity changed in respect to a given baseline. Another
major data set is published by Google [14] and uses device tracking to determine how and
where we spend our time.

The results of this analysis are published as so called ’Mobility reports’ and are publicly
available [14]. The downloadable data sets can be separated by country. A mobility report
contains data about how much time we spent at different places like supermarkets, parks
or public transport changed compared to a baseline. These two datasets were chosen to
represent statistic data, gathered from location services. In the end we will have a look
at another data set, published by Apple, which uses only map search queries to determine
current change in mobility trends. This data set was picked as a representative for ’non
location service’ data sets. All the here shown sets are only temporarily available during the
Covid-19 epidemic.

Facebook movement range maps

The so-called movement range maps [12] are part of Facebook’s "Data for good" program [11]
and were originally built to analyse how populations are responding to physical distancing
measures. There are two slightly different metrics, published on a day to day basis. One
is called "Stay Put", and the other metric is called "Change in Movement". The "Stay
Put" metric expresses how many people stay mostly in one tile and "Change in Movement"
expresses how movement activity changed in comparison to a baseline, which was generated
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Table 3 Facebook movement range maps data set entry [12]

Field Description

Timestamp Timestamp of the data set entry
Country ISO-3166 country code
Polygon Source ’GADM’ or ’FIPS’
Polygon Id Region identifier GADM or FIPS
Polygon name Name of the region
"Movement activity" metric Change in movement activity
"Stay put" metric Change in users staying put

Table 4 Google mobility report data set entry [14]

Field Description

Country ISO-3166 country code
Country name Name of the country
Timestamp Unix time stamp
Retail and recreation Change time spent at retail and recreation
Grocery and pharmacy Change in time spent at grocery and pharmacy
Parks Change in time spent at parks
Transit stations Change in time spent at transit stations
Workplaces Change in time spent at workplaces
Residential Change in time spent at residentials

before the epidemic started. Microsoft Bing tiles were used as the smallest movement unit.
Every tile is about 600 meters long and wide. The baseline data was collected between
02/02/2020 until 29/02/2020 for every weakday. To protect privacy, artificial noise was
added to the statistics. Also, the data was clamped to a maximum of 200 tiles visited per day
to reduce the amount of noise needed to protect the privacy of single outliers. One dataset
entry is depicted in table 3. This data set is publicly available, but copyrighted by Facebook.

Google mobility reports

Google’s mobility reports [14] are being built similar to the movement range maps from
Facebook. They are gathering movement data sets from everyone who activated location
services on his device. The gathered data is being anonymized with comparable technologies
like those used to generate the Facebook movement range maps. For privacy reasons, days
with a low number of visitors get removed. The baseline was here generated for every day of
the week from 03/01/2020 to 06/02/2020. These mobility reports are available as CSV file
and split up in global and regional versions. We will have a short look at an example data
set entry of the regional version, which can be seen in table 4. The data sets are updated on
a daily basis. Furthermore, the data set is publicly available, but copyrighted by Google.

Apple mobility trends

Other than Facebook’s or Google’s approach of gathering mobility data, Apple uses map
search queries to determine how mobility trends change in comparison to a given baseline. In
contrast to Google’s baseline, Apple used the search query volume of a single day (13/01/2020)
[2]. Because of that, the dataset must be further normalized to counteract the influence of
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Table 5 Apple mobility trend data set entry [2]

Field Description

Geo type country/region, county, city, sub-region
Region name Name of the region
Sub-region name Name of the sub country
Country name Name of the country
Transportation type driving walking transit
Value at 13.01.2020 Change value in percent
Value at 14.01.2020 Change value in percent
...

...

Table 6 Mobility flow dataset entry [32]

Field Description

Geo id origin Unique geographic identifier of the orign
Geo id destionation Unique geographic identifier of the destination

Lat/Long origin Geographical coordinates of the origin
Lat/Long destination Geographical coordinates of the destination

Date range Time period of this record
Visitor flows Number of visitors gathered by SafeGraph

Population flows Number of visitors gathered by SafeGraph

different weekdays. Privacy is ensured by artificial noise. The data set entries are built up
like the one, depicted in table 5. As all the other here mentioned metric data sets, its entries
are updated daily. Also similar to the above mentioned datasets, this dataset is publicly
available, but copyrighted by Apple.

4.6 Human flow and point of interest datasets

Both of the following data sets were built up using comercial available poi data sets. The
data set entries shown in table 6 and 7 were reduced to their most important fields.

Mobility flow dataset

This data [32] set was built with the help of POI datasets from SafeGraph [20] and was
created to understand human movement patterns and check whether non-pharmaceutical
interventions are working or not during the pandemic [31]. This dataset is updated daily and
provides daily and weekly flow data in three different resolutions (census tract, county and
state). The data was published under the MIT license. Unfortunately, this dataset was only
generated for the United States, but with the information given in the paper [31] and the
connected github repository, it is possible to easily compute those flow charts with the help
of foreign Poi data sets for other countries as well. Daily, as well as weekly entries are built
up like the one shown in table 6. There is a similar project in Germany [4]. Unfortunately
they are only publishing a metric about change in mobility. The underlying movement data
was generated with phone data provided by German Telekom and Telefónica.

PROMIS (2020)
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Table 7 Urban hotspots movement dataset entry [33]

Field Description

Safegraph place id Unique geographic identifier of the POI
Location Geo coordinates of the location
Visits Number of unique clients
Top category Type of POI (store, office, etc.)

Table 8 Overview of features which can be deduced directly or with little effort from the
investigated datasets

Feature
Category CDS MDS HFD and POID

Dataset

Contact
datasets
as used

for GAEN

Google
mobility
report

Apple
mobility
trends

Facebook
range
maps

Mobility
flow

dataset

Urban
hotspots

movement
dataset

Availibility local global global global USA USA
Publicly available no yes yes yes yes yes
Lokal distancing yes no no no no no
Lokal density yes no no no no no
Points of interest no partially no yes yes yes
Routes no no no no yes no
Refresh time sec. to min. daily daily daily daily -

Point of interest dataset

Point of interest (POI) datasets are normally used to analyse the potential of business
locations and to assist city planners in their work. During the Corona-19 epidemic, they were
used to identify hotspots and adjust non-pharmaceutical interventions. They are also used to
create other data sets like the flow dataset we have seen before and can be purchased from
companies like Safegraph [20]. As a publicly available example, we will have a look at a data
set which was created to find hotspots during lockdowns to identify potential superspreader
areas [33]. One data set entry contains the place id, geo coordinates, the total visit count
and the top category. This dataset was unfortunately only created for major cities in the
USA and is no longer updated. The dataset was published under the MIT license.

5 Applications to edge computing

As most of these movement data sets were originally built up using the location services of
smartphones, wearables and other IoT devices like cars, we can use these statistics to inflict
potential optimizations for different areas of edge computing like infrastructure and service
distribution. We take especially a closer look at the areas of network slicing, the placement
of cloudlets (also known as micro datacenters) and optimisations in the domain of FMC.
We chose those as representatives for the categories infrastructure, networking and service
distribution and migration.
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5.1 Infrastructur adaptation
Through the immensive increase in network traffic during the Covid-19 epidemy, free network
and service capacity is on an all time low [22]. So, it is all the more critical to relocate
resources where and when they are needed most. Fortunately, today it’s not necessary to build
up new networks for every new networking standard. Thanks to software defined networks
it is possible to partition the underlying networking hardware into virtual networks and
optimize those for the respective task, they were designed for. To optimize those networks, it’s
from significant interest to analyse where and when devices are moving. With 5G millimetre
wave on the rise, it is preferred to place multiple access points with high bandwidth and low
power along packed routes and places. This way we can split up device load from one high
power AP to multiple smaller ones. We can split this optimization problem up in a hardware
and a software part.

For the hardware optimization, POI data augmented with human flow datasets can be
used to gain an insight into how lockdowns and other distancing measures like working from
home, permanently changed infrastructure demands. We can use the earlier movement and
POI datasets, published by Covid-19 studies to do so. On the other hand, for optimizations of
software defined networks, we also need time information. This way, we can analyse network
load over time and optimize our virtual networks accordingly. Before we can apply these POI
and flow datasets, we have to refine them and normalize them concerning the considered map.
To do so, we will create heatmaps. For the hardware optimization task, this is relatively
easily done by accumulating the POI data over a defined amount of time. This way we can
analyse where new hotspots emerged and build up infrastructure accordingly. One problem
of this approach is the neglect of major traffic routes outside of cities. To compensate for
those, we will use the flow data mentioned above and accumulate those over a predefined
time frame. The final two steps would be to normalize the POI and flow heatmap and add
them together. This way we will get one heatmap, which contains especially crowded areas,
as well as major car and public transportation routes.

5.2 Optimisations in service and VM migration time
To keep round trip times low and bandwidth high, keeping services as near as possible to the
current user’s location is essential to take advantage of the benefits of edge computing. As
told above, this is known as follow-me cloud. Mostly resource-intensive tasks are offloaded to
an edge VM. As the user now moves along his own route, the VM has to be reprovisioned
several times to keep the distance to the client as short as possible. With the help of the
mentioned flow graphs and movement activity heatmaps moving VMs can be sped up by
reserving compute capacities on adjacent cloudlets nodes and by optimizing networks, used
for VM migration, along major routes. Furthermore, with movement activity maps, we could
determine the migration rate and how many compute nodes along these routes should reserve
compute capacities. This relatively small improvement in round trip time makes only sense
for real-time services like those, which use one of the upcoming 5G network services, Ultra
Reliable and Low Latency Communications (URLLC) [21], as communication standard, like
self-driving cars.

5.3 Cooperative load balancing in wireless networks
Nowadays hundreds of services with different QoS criteria can be executed simultaneously on
mobile clients. In wireless networks bottlenecks can occure, depending on how many clients
are connected to the same access point. If these different services aren’t using networks,
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which are optimized for their purpose, it can happen, that services with high bandwidth
requirements suppress others with the need for low latency. To counteract those effect, it
would be of advantage to know how many other clients there are in the direct surroundings
of the device and in a second step which and how many services they require. In this way,
high bandwidth applications could reduce their exchange rate to allow low network latency
for other critical services in highly crowded areas.

To do so, devices would need to scan their surroundings at regular time intervals and
exchange metadata about their current status. This could be done with contact data packets,
like those used for Covid-19 distance measuring. With those, it would be possible to count
and communicate with adjacent devices and adjust bandwidth accordingly. Standards like
this could be directly implemented in the devices’ OS like the Corona contact tracing services.

5.4 Cluster detection for mobile clients
As wearables like smartphones and tablets are getting evermore performant, solving complex
problems in a group became a viable option. The paper [24] suggested the idea of so called
rolling clouds [24, p. 114]. In this case, they proposed the idea of bringing together mobile
devices inside public transportation vehicles to form a compute cluster. Battery drain would
not be a concern because more and more vehicles like busses or trains are fittet with USB
charger or power outlets [24, p. 114]. Finding other mobile devices and setting up adhoc
networks for data exchange in such clusters is a major step. In an optimal case we want
the mobile compute cluster to be as stable as possible. So, it is important to consider the
distance and contact time of the surrounding devices. To achieve this goal we could use
built in contact tracing functionalities in the device’s operating system to get distance and
contact time information. To broadly adopt ideas like rolling cloud, an implementation
of the necessary contact tracing technology on an OS level would be mendatory. Like for
the (Google/Apple) Exposure Notification (GAEN) system [9], hardware companies like
Google, Apple etc. would have to come together to provide widely compatible communication
standards for setting up those clusters.

6 Conclusion

As shown, there are many different available data sets, which contain more or less utilizable
information. As optimisations in edge computing and epidemiology share the desire of
understanding movement patterns of humans to effectively predict the spreading of a virus or
to optimize QoS respectively, many data sets can be reused in the topic of edge computing.
We had a look at contact tracing and proposed cooperative load balancing as a way to fulfill
QoS in highly crowded areas. Furthermore, we had a look at improving migration speeds
of services with the help of movement data along major travel routes. Another potential
optimisation task would be to use point of interest and flow data to calculate when and
where to place infrastructure and how to distribute available network resources in the form
of network slicing. Unfortunately, many data sets and necessary APIs which were used to
create or assist Covid-19 studies were only provided to governments or tech companies for
Covid-19 related work and are not available publicly due to economical or privacy reasons.
Next to this, some datasets are not available globally. Also, many published data sets are
only available during the epidemic and can only be used temporarily for other research topics.
Movement data sets, created for Covid-19 research share the common advantage, that the
location and movement data, they contain, is normally not publicly available for privacy and
economic reasons.
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Abstract
Current setups of mobile networks mostly focus on the usage with human handheld devices like
smartphones and laptops. But the latest development of devices enable the build and deployment
of smaller but still smarter devices in the field of Internet of Things (IoT). So how is it possible
for those devices to communicate now and in the future with the new 5G network. Where does
IoT come from and what is is exactly. What requirements does it need and what are the current
communication possibilities for IoT devices. For further developments the concepts of the new
5G specification are described as well as the basic differences to the current 4G network standard.
In particular the ideas for IoT communication in the new 5G network. The current deployment
of NB-IoT and LTE-M are already providing access to the future 5G network, which will further
enhance with the deployment of mMTC and URLLC.

2012 ACM Subject Classification Networks → Topology analysis and generation; Networks →
Wireless mesh networks; Networks → Network mobility; Networks → Home networks; Computer
systems organization → Fault-tolerant network topologies

Keywords and phrases 5G, IoT, Machine-to-Machine Communication, mMTC, URLLC

1 Introduction

Thoughts about modern communication mostly focus on the communication humans perform
using their smartphone. But as technology has evolved more than just humans communicate
with each other, today machines and all other kinds of devices communicate with humans
and each other. This kind of communication between machines has special needs. So in this
paper there will be a closer look at the communication machines requires. The focus of this
paper is on the availability of modern technology concepts in the new fifth generation (5G)
mobile telecommunication standard for handling a huge number of communicating devices
and critical communication in the context of machine-to-machine (M2M) and the Internet of
Things (IoT).

M2M communication is the setup of communication that does not include a human being.
This communication can include multiple different systems and could also include the travel
over multiple hops, but mostly is focused on a single location, e.g. a factory or campus. The
broader term for systems communicating in the same manner but also includes connections
over the Internet is called IoT. Another difference for IoT devices which have been developed
in the past years is that the devices got a lot smaller and much more affordable in mass
production.

Due to these huge changes in the development of new devices, services and in general in
technology, the currently most wide spread standard for mobile telecommunication the fourth
generation (4G) network and its extensions, LTE (Long-Term Evolution), LTE Advanced and
LTE Pro, hardly fulfill the needs of these new devices and applications. The requirements for
theses new elements in mobile communication are the possibility to connect tens of thousands
of devices in the same area, also to be able to connect to the network using as little power as
possible to keep the device active and connected for a long period of time. Because of this
there was the need for a new standard for mobile telecommunication. In July 2016 the new
fifth generation (5G) standard was introduced, and is in development since. The plans in 5G
go beyond the need for just a fast mobile Internet connection, which was the major goal of
the 4G network. 5G also wants to coverage low latency and critical fields of operation and
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Figure 1 Different types of IoT applications [5].

low power and mass communication for IoT applications as well.
In the following there will be an explanation of what IoT is and what different types

of applications there are and what requirements for devices and networks they have. Next,
the basics of the new 5G network and its advantages and differences in comparison to
the 4G network are described. A description of the two capabilities of 5G that focus on
M2M communication, massive machine-type communication (mMTC) and ultra-reliable low
latency communication (URLLC), is given next. To specify the connection between the 4G
network, the new 5G network and IoT the currently deployed technologies for cellular IoT
communication NB-IoT and LTE-M is described. With the sub sequential summation and
conclusion of the importance of the 5G network for IoT communication and the references
section the paper closes.

2 IoT

As the terms M2M and IoT are already explained there is a third term to look at, which is
machine-type communication (MTC). This can be seen as the broader term that edges around
both other terms. It describes in general the communication between two or more machines
without any direct human interaction [3]. This term does not describe any paradigm on how
the devices communicate and by using what medium. In the following the focus will be on
machine communication that is done over the Internet, more precisely communicating with
the cloud. When connecting a large number of such devices to the cloud this is then called
IoT. So IoT more or less is the successor of M2M [16].

There are a lot of possible fields of the usage of IoT devices and applications. This begins
in the area of every person’s home, the applications there are home automation or smart
buildings, so these fields are the most evident ones for most people. Possible applications
can range from a smart door bell or smart fridge to the usage of highly automated home
installations and building managements for bigger buildings. Other possible application
scenarios for IoT are the management of an automated manufacturing processes that enable
faster and more productive processes by tracking all parts and process steps to optimize the
workflow and material allocation. It is possible to imagine many more scenarios in which
IoT can be applied.

Theses different scenarios have different requirements so in the next section different
groups of such setups are defined.

2.1 Different types of IoT applications

All possible fields of IoT usage scenarios can be divided into four major usage groups, as
visible in figure 1.
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First, there is the group of broadband IoT applications which have similar requirements as
mobile broadband applications used by any person [5]. Then there is industrial automation
IoT that uses the integration with existent Ethernet infrastructure of the automation to apply
the available services over wireless communication [5]. Furthermore, industrial automation
IoT requires similar properties as the in the next paragraph described critical IoT [5]. Those
two first categories are the uncommon ones, massive IoT and critical IoT on the other hand
are more common and wider known. As broadband IoT does not have requirements that
differ a lot from mobile broadband applications and industrial automation IoT is more or less
a subcategory of critical IoT, the focus will be on critical and massive IoT in the upcoming
chapters.

Massive IoT is a group of applications that use a huge number of connected devices,
there can be millions. In order to allow these big constellations, these devices need to be low
cost. In relation to connectivity they perform their data update mostly sporadic with no
huge importance and low priority. The goals of these highly scalable systems are to provide
low-cost devices which use only a small portion of energy so they can be scatted over a
huge area without the need for a power supply, this can be a town or an entire country.
Examples for such systems are climate or land monitoring systems for agricultural or research
purposes. Also a shipping environment for parcels is a possible scenario which includes
following and tracking all parts and all steps to provide a better overlook on the process and
find bottlenecks [5].

On the other hand side in the second major group of critical IoT there are applications in
traffic control or health care that have different requirements like much higher availability and
reliability as well as the need for very safe and secure communication including guaranteed
low and bounded latency. In this field these requirement are there in order to prevent failures
especially those which could have a dangerous outcome and even harm humans [5].

2.2 Requirements
The specific requirements for massive and critical IoT have already been mentioned above.
In addition there are six general points that are needed by all IoT applications which will be
descibed in the following:

Low cost devices: Due to the low complexity and cost of a single device the operational
margin is low, but in order to be able to deploy the devices in a huge number the cost for
a single device needs to be low [3].
Low network cost: To enable a massive system the cost for the network and commu-
nications needs to be low [3].
Good battery lifetime: Due to the huge of devices and the method of deployment
which means simply scattering the devices the battery life needs to be very long [3].
Extended coverage: Because a lot of scenarios are indoor the coverage of the network
needs to include indoor use as well [3].
Scalability: In order to handle a huge installation of devices the future network needs
to be able to cope with all devices being connected at the same time [3].
Security and privacy: Security and privacy should be an important point for IoT
systems too, for example, protect the single IoT user [3].

2.3 Current conditions for IoT
All of the above explained requirements are influenced by the choice of the technology
and network to be used for communication. In recent years a lot of protocols based on
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Figure 2 Comparison of connection options for IoT devices [8].

various available technologies have been developed. Figure 2 shows the different methods
and compares them according to the parameters of the theoretical peak rate (vertical axis)
and the maximum range (horizontal axis). The diagram is using a logarithmic scale.

The chart can be divided into five major areas, mainly separated by their maximum range.
There are primary local networks that are restricted to an area of about five kilometers, these
so called short-range and medium-range wireless networks have their main application in
local installations like single-family home or a factory. Within this sector, there are several
technologies which require different aspects to look at. First, there are networks using WiFi,
which enables the networks to reach a quite high peak data rate, but also requires a lot of
energy for operation and communication. For much lower data rates in this sector there are a
few other possible technologies that enable this applying different concepts and technologies,
e.g. ZigBee or zWave. Them are currently mostly used in a smart home setups because their
biggest advantage is that they require very little energy to communicate. The drawback of
all these technologies of this first sector it that they are unable to cover anything larger than
a single home, without huge effort and cost.

On the other side of range there are satellite networks that have a range of above 100
kilometers. The main problem is the cost of the setup of such a network, as the development
and building costs of a satellite as well as putting a satellite into space is very expensive.
Another problem but also the main advantage is the distance. On the one hand the network
is accessible in a large area, but also because of the distance between the device and the
satellite the signal needs a lot of time to travel between them.

In between the local network including a mesh network and the global satellite network
there still are two other options. First there is the cellular network that enables the usage of
high bandwidth within a broad area, this includes the current 2G, 3G and 4G standards and
also the current 5G standard that is in development. On the opposite to high peak data
rate, in the field of wide-area networks for lower bandwidth, there are so called low-power
wide-area networks (LPWAN). They combine a huge maximum range with a low bandwidth
approach jointed with the goal of a low power consumption, examples for this are LoRaWAN
or SigFox.

As seen, all of theses technologies have their drawbacks and advantages. The common
problem of all these approaches is that they are not compatible with each other, they often
are based on their own protocols and technologies. What is also missing on the software
layer is a unique interoperability middleware framework that enables to switch between them
or even allow the usage of different technologies a the same time to enhance the availability
and the utilization of these networks.
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3 Basics of 5G

Having seen all these available communication technologies the focus will now be on the
basics and development of the new 5G mobile communication standard. But first a look at
the roots of this new standard.

With the beginning of the 2010s the current standard for mobile communication (4G
LTE) got broadly available to customers. It provided a theoretical maximum download
speed of 150 Mbps at that time [9]. It was designed for consumer mobile telecommunication
only, so for the first time it was possible to watch high quality videos on a mobile device
on the go [9]. Since then, over the years the technology and the usage scenarios of modern
mobile telecommunication have heavily changed. This is not just limited to the increase of
possibilities on how smartphones can be used, also the number of devices connected to the
Internet has multiplied [2]. New devices are not only classic smartphones, desktop or mobile
computers, but are also a lot of so called smart devices which are connected to the Internet
have evolved. This includes, for example, smart fridges, or smart surveillance cameras and
also totally different types of devices like tracking devices for parcels or production parts.

The International Telecommunication Union (ITU) defined the term for the next, fifth,
generation of mobile telecommunications the International Mobile Telecommunication-2020
(IMT-2020) in 2012 [15]. Requirements for this next generation network were defined to
cope with the upcoming challenges and it should be in place by 2020 [15]. Based on these
requirements, which will be looked at in detail later, and for the previously mentioned
changing world, the new 5G standard was defined by the 3rd Generation Partnership Project
(3GPP). The purpose of 3GPP is to develop new standards for mobile telecommunication
protocols and it is composed of most standardization organizations for telecommunication
around the world [2].

3.1 What is new in 5G

The first release of the 3GPP that embraces 5G was in 2018. Before that the development of
the 3GPP was concentrated on the previous generations networks, LTE, LTE-Advanced and
LTE Pro. This initial design of 5G included the basic architecture and specifications for the
new network. Further developments focus on additional features and enhancements.

3.1.1 Compatibility with 4G and hybrid setup

One important feature of the 5G specification, in order to deploy the technology faster, is
that 4G and 5G networks are expected to work together. This is done by enabling the access
to both networks using a shared radio spectrum. This is called dynamic spectrum sharing
(DSS) which means that both network operate on the same radio frequencies and therefore
any device using 4G or 5G can connect to the network. Figure 3 visualizes this by showing
two towers, one for 4G and one for 5G, and a mobile device which is able to connect to
both of them. In the backend on the other hand the correct core network, depending on the
device, for 5G or 4G is used, this is shown by the server icons that can be accessed by both
towers [4]. This whole hybrid setup was defined as a non-standalone setup [6]. The goal of
DSS is to reduce the cost for the deployment of the network by using the existing antennas
to enable connectivity to the new network.
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Figure 3 Interminability of 5G with 4G [4].

3.1.2 Additional radio
Beside the radio portions currently used for 4G mobile broadband between 1 and 6 GHz
additional spectrum areas are part of 5G new radio (NR). First, frequency blocks within
lower frequencies below 1 GHz are included and they are determined for IoT communication
to enable lower power consumption. On top of this, there are frequencies above 6 GHz, so
called millimetre waves (mmWave) which are for extreme short range mobile broadband.
All these frequencies are part of the 5G NR. This 5G NR in contrast to the non-standalone
setup of the hybrid configuration, described in section 3.1.1, is the 5G standalone setup [1].
In the future when 4G will get decommissioned, then 5G NR will provide a total different
5G setup [1].

3.1.3 Changes in equipment
In this standalone network the setup of the network also makes changes to various parts in
comparison to 4G possible. The antennas can get smaller because of the higher frequencies
and adapted technologies, which enables massive antenna deployments. Also smart antennas
are possible because on a small surface a lot of antennas can be placed. This enables bigger
massive-input massive-output (MIMO) in a large scale [2].

3.1.4 Cell constellations
The various range of the different spectrums makes it possible to adjust the density of cells
according to the range of the frequency for different areas according to the needs. For
example in cities a high frequency with many cells can be deployed for good service, on the
other hand lower frequencies with a greater range and fewer cell can be deployed in order to
cover rural areas [2].

3.1.5 Virtualization
As already seen in the new feature of interoperability with 4G, the flexibility in the core
networks is also about to change. This is stresses by the feature of 5G enabling virtualization
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on all layers. With the features of network function virtualization (NFV) and software
defined network (SDN) enable 5G to adapt according to all additional needs. This also
includes being able to create multiple logical networks on the same physical network, this is
called network slicing [4].

3.1.6 Extended number of connected devices
The last very important feature of 5G is that it is optimized for different numbers of connected
devices within a certain area. For IoT applications for instance there can be millions of
devices attached to the network but 5G still enables a long battery life for these devices, on
the other hand in very populated areas the density for a huge number of mobile devices,
which have a need for high bandwidth and low latency can also be coped with as well [4].

3.2 Goals of 5G
The 3GPP defined eight goals for the new 5G standard in order to meet the needs for emerging
and future applications, that were also defined by the ITU in 2017 in the requirements for
IMT-2020 as described earlier.

First, the communication using the 5G cellular network should provide a real world speed
of at least one Gbps [10]. Secondly the latency for a single round trip should be under one
millisecond [10]. The network needs to be able to handle many thousands of connected
devices per square mile, also additional bandwidth per single unit is required as well in order
to be able to fulfill the promised service [2]. Additionally, with the advances of technology
these changes should also have an ecological impact, the network itself should reduce the
required energy by 90%, also small low power battery devices should have a battery life of up
to ten year [10]. An objective should also be to achieve a 100% areal network coverage and
99.999% availability but these are not technical decisions but depend on business decision
of the network operators. They "decide where to place cells based on the cost ... balanced
against the benefit of the cell providing coverage for a specific geographic area" [10].

3.3 Subdivision of 5G
All these previously shown requirements are not required for all scenarios, different use cases
have different needs.

There are many possible fields, like mining, factory automation or public safety, this
can be applied, therefore a huge variety of different setups are imaginable. All of these
different setups have to cope with different parameters. For example an application in
the field of farming and agriculture does have unique application parameters and heavily
differ from those found in the field of health care and well being. For example in a health
care environment devices require a focus on safety und security, on the other hand in the
agricultural environment the communication needs to be possible in very rural areas.

To focus on certain usage scenarios the 5G specification has been divided into three
main capability sections, with the goal to create space to cope with the specialties of each
section [7]. The first one is enhanced mobile broadband (eMBB) which enables services that
need very high bandwidth with high user density on a small space, but also requires high
mobility, as it would be the case in a densely populated city center [7]. The second one is
massive machine-type communication (mMTC) which allows a large number of connected
devices to communicate using low data rates and low energy consumption for example for
M2M communication [7]. Ultra-reliable and low latency communications (URLLC) as the
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Figure 4 Parameters important for mobile telecommunication and the characterization of the
three parts of the new 5G standard within these parameters [7].

third capability is designed "for safety-critical and mission critical applications" [7]. The
purpose of the last two is mainly for communication between machines that does not include
human interaction like IoT.

The following eight key parameters are relevant for mobile 5G telecommunication:
Peak data rate is the maximal data rate that is possible.
User experienced data rate describes the data rate a user can reach with their devices
in a real world scenario.
Spectrum efficiency is the data rate in relation to the bandwidth.
Mobility describes until which speed devices can still switch between cells when moving.
Latency is the time that data travels between two endpoints.
Connection density is the number of devices can be connected per area.
Network energy efficiency is the efficiency of network energy usage in relation to
other networks.
Area Traffic capacity defines traffic speed per area.

Figure 4 shows where the three mentioned capabilities are supposed to have their values
prioritized within these eight parameters. eMBB has its priorities within data rate, mobility
and area traffic capacity but because of the applied application for mostly human interaction
latency is not of such an importance and because there are fewer devices that require high
bandwidth connection density is not that essential. Within URLLC on the other hand
because of the critical application has high priorities within latency and mobility but all
other points are rather minor. Also the focus of mMTC lies on the need for high connection
density and a medium energy efficiency, because big IoT setups require this.
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4 Specialties of mMTC

Because the topic deals with M2M communication in the following eMBB will play a minor
role and the focus will be on mMTC and URLLC.

Because IoT developed to being a huge topic in all fields of communication and the
possible application scenarios, the new cellular network standard of 5G required to include
communication methods to enable IoT communication.

To start of with the focus on machine communication in the 5G new core network setup,
mMTC’s key usage scenarios are "where a large number of machine-type devices deployed
in a wide area sporadically communicate without specific latency requirements, ignoring
reliability guarantees" [12]. But still enabling the devices to being low cost during production
and during operation lasting over ten years.

In section 2.3 the concept of low-power wide-area networks (LPWAN) has already been
mentioned on the same level with communication of IoT devices in the cellular network.
mMTC now introduces exactly this approach to be included in 5G it is especially designed
to handle the requirements needed for these IoT applications but it is still possible to use
the 5G network. So the key points the mMTC does provide [12]:

106 devices per square mile
Wide area coverage
Long battery life

These requirements are create to enable IoT setups with a huge number of devices which
are scattered over a big area. Also because the devices in this size and area can not be
connected to a socket. Therefore these devices are battery powered and need to last for a
long time to significantly reduce maintenance costs.

5 URLLC

Basic high volume IoT setups as implied by mMTC do not require much guarantees, because
the communication mostly is not time-sensitive and not critical, so it is not important when,
how and in what time the data is transferred. In addition the communication is mostly
sporadic with varying parameters [12].

So there also is the need for a totally different type of M2M communication that can
be used to communicate in a save, secure and reliable way to solve problems in a critical
environment, provides certain guarantees. Scenarios for this are for example autonomous
driving, smart city, factory automation or rail way management and many more.

For these usage scenarios the branch of ultra-reliable low latency communication (URLLC)
was created in the specification of 5G NR. The goal is to create a network that enables full
critical communication in the 5G network. The key features for critical communication in
5G NR using URLLC are [12]:

Guaranteed low latency < 1ms

High availability > 99.999%

These number were chosen because the usage scenarios require them. Self driving cars
for example needs to be able to communicate with each other within a certain very short
period of time and also require that the network is highly available so the communication is
possible to for example prevent an accident or contact a remote driver in a failure scenario.

In addition the URLLC enables the setup non-public networks (NPN) that are designed
for one specific task as for example the setup of an entire factory in the field of industrial
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automation IoT that automates the entire production and requires certain conditions to
ensure time sensitive communication as well as safety and security for all participants [12].

6 First steps towards 5G IoT communication

In order to fully enable IoT communication in the 5G network the first steps for a modern
network for IoT communication were already taken within 4G. In figure 2 the terms Long-
Term Evolution for Machines (LTE-M) and Narroband-IoT (NB-IoT) were already briefly
mentioned. The name of LTE-M already builds the connection to the 4G network standard
of LTE. NB-IoT also belongs to the fourth generation fo cellular networks.

Both of them are located in the area of low-power wide-area networks (LPWAN) for IoT
devices to be used in the scope of creating networks covering large areas of the surface of
the earth (wide-area) with the possibility to connect millions of devices with a low power
consumption footprint (low-power) [13]. Their initial design took place in 2016 within the 4G
LTE network scope, the design was enhanced in the following two years. Their specification
is mostly based on the technologies of the fourth generation network (4G LTE) but were
designed to be forward compatible with the 5G NR. So they are a part of the next generation
network in order to reach the full potential of IoT in 5G and in the future [11, 13].

In general LTE-M and NB-IoT strive to fulfill similar goals but both using different
characteristics with the focus on different technical factors. So the similarities are not so
important, because they are very similar to mMTC. More interesting are the differences
because they show how the application scenarios differ.

The main one is that LTE-M allows the devices to travel between cells, because LTE-M
implements a handover between cells and NB-IoT does not [13]. Using NB-IoT the device
needs to newly connect to the network every time they move, so it is designed for non
moving devices. The second most notable difference are the various coverage scopes that both
systems imply, LTE-M focuses on a wider area to be covered whereas NB-IoT enhances the
coverage in the indoor field [11]. Additionally, LTE-M as it is closely related to LTE network
for mobile communication also supports voice and video services [13]. NB-IoT on the other
hand is optimized to be used with very low cost devices and a very low throughput [11, 12].

At a first glance these technologies look like they would compete with each other, but
looking closer reveals that they need to coexist in order to fully be able to fulfill all the
requirements of the IoT world and all its different aspects. In addition both are part of the
future communication of IoT in the 5G network to make it possible for applications to use
all its features and in the future will operate within the 5G NR.

7 Conclusions

The roll-out of 5G mobile networks of the network providers has began but is focused on the
part of eMMB for high human interactions which require high bandwidths and a lot of data
transfer. Also there is even less real 5G MR high speed mobile networking, because most
of this 5G network is deployed using the non-standalone setup approach sharing the radio
frequency with the 4G network. Also not many consumer or end user devices that support
the new 5G network are on the market yet. When there is a comprehensive deployment and
more and more devices support 5G the technology, it will show its full potential.

For the IoT field the current standards all have their pros and cons but with recent
deployment of NB-IoT and LTE-M a first step toward a basic network for IoT is created
and can be used by end users. This first step, as said in section ??, opens the 5G network
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for the IoT world, as theses technologies were designed in the age of 4G LTE but with
forwards compatibility in mind, so they are already part of the 5G network. So the field
of IoT currently is on a big move and the possibilities for applications and solutions are
widening as a base network for IoT is created. The adaption of applications and real world
usages of LTE-M and NB-IoT will show whether the requirements set for them will be
fulfilled and sufficient to enable a comprehensive usage and additional growth including new
developments.

In the next step as these networks mature, the enhancements of mMTC and URLLC
within in 5G NR will be ready and can be deployed in order to go the next step but this can
take a while as the current solutions and the base of 5G NR just is starting to get deployed.

5G has the possibility to create the de facto standard for mobile communication using
cellular networks in all fields, including especially IoT. This starts with the integration of
NB-IoT and LTE-M and the further enhancements of and for mMTC and URLLC with all
their features the full potential of the 5G network will be provided to enable big IoT setups.
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Abstract
For several years, the number of physical devices connected to the Internet has steadily grown.
Consequently, the produced and exchanged amount of data has increased, leading the current
standard of the Internet to its limits. Therefore, a new approach said to solve this problem, has
been introduced. Information-centric Networking (ICN) is an approach focused on evolving the
Internet infrastructure away from a host-centric paradigm to a network architecture with the core
principle of uniquely named data. By retrieving content using names, it is possible to identify named
information independent from its location, application, storage and means of transportation. This
way, the ICN approach aims to overcome the limitations of the current Internet standard, which, on
the contrary, uses the location of the data to receive the content requested. This paper provides a
general overview of ICN, its core principles, the most commonly proposed architecture concepts, the
advantages and disadvantages of this new and revolutionary approach as well as current research
challenges and opportunities.

2012 ACM Subject Classification Networks → Naming and addressing; Networks → Overlay and
other logical network structures; Networks → Routing protocols; Networks → Topology analysis
and generation

Keywords and phrases IoT, Research Challenges, Routing, ICN, Data Aware Networking, Content-
Centric Networking, CCN

1 Introduction

The term “Internet of Things“ (IoT) is widely used nowadays and its importance is becoming
more and more visible. It describes a network of physical devices, the „things“ [7]. All of
which are embedded with a sensor, chip or software, which allows them to connect to the
Internet. They are continously producing, collecting and interchanging a large size of various
data. In recent years, the number of the so called smart devices has significantly grown,
consequently increasing the amount of generated data [7]. It has been predicted, that by
2020 there will be 50 billion IoT devices [12].

This leads to the important question what to do with the generated data. To be efficiently
used, it must be examined but the ever growing amount of data makes it impossible for
humans to analyse. Therefore, supercomputers and specific algorithms are used to survey
the gathered data [11, 13]. After assessing all the data and structuring it, it can be used for
different purposes like providing personal advertisment, giving advanced medical prognosises
and predicting user behavior [11, 13].

Big Data comes with the disadvantage of storing, accessing and distributing the enormous
number of data efficiently. The currently used host-centric Internet architecture further adds
to the problem. It „has several limitations, such as reliability, variable network flow, and
scalability“ [14]. Furthermore, by assigning every IoT device an IP-address, unnecessary data
is created. The modern user is only interested in the requested data, not in its location [14].
Therefore, the current standards of the Internet have been proven unsuitable for the future
development of the Internet of Things. Thus, arising the wish for something new and
appropriate, namely the „Information-centric networking“ (ICN) approach [14].

This paper gives an overview of ICN and its core principles, as well as its advantages and
disadvantages. It will further explain some architectural concepts and a few of the current
developments. In the end, the challenges arising from the use of an Information-centric
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networking approach as well as a short conclusion on the topic are presented.

2 Motivation

As already stated, the IP-based standard of the Internet has been declared „unsuitable“ for
the development of IoT.

The Internet was invented 50+ years ago with the intention of simply sharing a few
resources over a limited number of sites [15, 16]. After that, it developed rapidly into the
complex and incomprehensible network known today. Naturally, some issues have been
discovered along the way, which have been fixed provisionally.

As the Internet in its original form was not in need of security measurements, they have
been added afterwards, e.g. TLS and IPSec. However, they only provide security for the
involved endpoints during the period of the session [16].

Besides, in the host-host based model, the data is being forwarded following a determinate
path defined by the routing spanning tree protocol [15]. It suited the early usage of the
Internet by providing an direct end-to-end communication channel between the „sender“ and
the „receiver“ of the information [15]. Nowadays, it is therefore generally difficult to take
advantage of existing data replicas, multiple end-to-end paths or extra interfaces [16].

Additionally, the modern usage of the Internet is changing away from a host-centric to a
more content-oriented model with content dissemination being the main cause of Internet
traffic as most of the users do not want to only share resources anymore. This culminates in
the problem of bandwith wastage since all requests for the same content are always served
by the same server [15, 11].

To overcome the inefficiency of the IP-based model, researchers are motivated to abandon
it altogether and to create a more efficient and coherent approach [11, 16]. In conclusion,
content-centric networking approaches, especially the information-centric networking (ICN)
principle, have been widely discussed. The underlying base idea is the observation that users
are only interested in the content itself, not its location.

3 Overview

Naturally, there are several approaches proposed to achive and establish information-centric
networking models. In this section, the main component, Named Data Objects (NDOs),
along with the core principles of the various architectures are presented, followed by the most
interesting and actively developed projects.

3.1 Named Data Object (NDO)

The NDO is the key component of the ICN approach. It basically resembles every type of
content, that a user requests, e.g. webpages, e-mails, songs, photos, videos and more [1].
Therefore, it is the response to a user’s request with the same name. Consequently, the NDO
needs a uniquely identifiable name, which is also independent from its location and means of
transport. Additionally, every NDO with the same name is undoubtedly a true copy and can
serve as a response interchangeably. Furthermore, NDOs support meta data, which allows
the publisher to add extra information to the data, e.g. author, creation date [1].
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3.2 Core Principles

Although all approaches being actively developed differ in details, they support the same core
principles [1, 16]. This section provides a general overview of the main similarities between
the different design choices and implementation concepts. A more detailed explanation of
the current most promising approaches can be found in section 3.3.1.

3.2.1 Requesting and Delivering Data

There are two main components to the ICN’s way of exchanging data: requesting and
delivering data [16]. To retrieve data, a user typically sends a request for the NDO by its
name. The terminology for requesting varies with every approach and is called get, request,
interest, subscribe or find. In most ICN approaches the requesting is a synchronous one-time
operation, but the PSIRP (as described in section 3.3.1) uses a publish-subscribe system.
The main parameter for publishing a NDO, is its name. But some approaches support several
additional parameters, e.g. location preferences [1].

Data delivery is either executed in using the reversed path of the request or by utilizing
an additional routing identifier (e.g. called consumer locator in DONA) [16].

3.2.2 Naming and Security

As naming the information is essential to the ICN approach, there are several aspects to a
good name. First of all, a indivisable association between the name and the data must be
established (name-data integrity) [1]. Thus, secondly object authenticity is granted through
undoubtedly knowing the received bits belong to the requested data. And lastly object’s
provenance, like who the generator or publisher is, is useful to be linked to the information [1].
Additionally, there are more criteria and properties applying to a secure name, such as:

Globally unique Every content name must be globally unique to ensure that global level
routing can be executed properly, for every networking unit is identified by its unique
name [15].

Location independent contrast to the IP-based model, in ICN the data and therefore its
name is independent from the physical location. They are specified once by the content’s
creator and cannot be changed by replication or transportation [15].

Self-defined In ICN, the name for the NDO is solely provided by the content’s creator, only
limited by specific naming rules [15]. However, due to the self-defined names, a lot of
new content identifiers will be introduced in the network.

Furthermore, there are two prominent naming schemes, hierarchical and the flat name
structure [16, 1]. The hierarchical naming scheme is similar to the currently used URLs for it
is constructed by multiple components with locial hierarchy, which enables aggregation of
routing information [1]. Some of them are even human-readable for the end-users, which
contributes to a level of security as a user can check if the given data matches the request.

Whereas the flat name structure is self-certifying, meaning that it is non-structured
and cryptographically constructed [16, 15]. Thus, making it easy to certify if the received
information matches the given name. A general form of a self-certifying name is P:L, whereby
P is the public key hash of the publisher and L a individually chosen label for the data [1].
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3.2.3 Routing and Forwarding

Typically, routing can be realized in one of two ways: by undirected name resolution or
by direct name based routing. The first way uses a name resolution service (NRS) for the
routing of the NDO requests [1, 15]. It requires one or several centralized servers, which hold
all the published data and have a general overview of the NDOs in the networking topology.
Therefore, the NDO request is forwarded to one of the NRS nodes, where the NDO’s name
is translated into a storage location.

Whereas direct name based routing is executed in the ICN routers themselves. They
calculate the forwarding path depending on their local forwarding base filled with content
publication messages [15]. Furthermore, the routers follow their own forwarding strategies,
which highly depends on the criteria of the namespace. Subsequently, the gathered content
can be routed back to the requester [1, 15].

3.2.4 Caching

Caching in ICN networks is an interesting and highly discussed topic. In ICN, every node
of the network has its own cache, decreasing access time for the data and thus ensuring
better network performance [15, 14]. Furthermore, in-network caching improves the data
distribution and availability for every copy within the network can satisfy a request.

Additionally, updating the cache through an event based freshness mechanism is proposed
by using the expiration time of the data object [16].

Interestingly, there are debates about cache replacement policies and caching storage
placement strategies with a lot of different proposed solutions [1].

3.3 Architectures

The first ever concept designed to overcome the limitations of the IP-based model was TRIAD
(Translating Relaying Internet Architeture integrating Active Directories) [4]. But since
the introduction of TRIAD many more approaches were proposed. In this section, a brief
overview of the newer ones is given along with the categorisation of ICN architectures in
general.

3.3.1 Existing ICN Projects

The following aims to introduce the four most recent and actively developed approaches,
namely:

Data-Oriented Network Architecture (DONA)

DONA targets the Internet naming and name resolution as its main focus point. This
achitecture proposes principals, which are the content creators, for the organization of the
naming [8]. Every piece of data gets its individual name in the form P:L, whereby P is the
principals public key and L a label selected by the principal. In conclusion the name resolution
process’s underlying principle is the „route-by-name“-paradigm [15, 1]. It uses „resolution
handlers“ (RH) to resolve the names through using two basic primitives: FIND(P:L) and
REGISTER(P:L). As their names imply, a client uses FIND(P:L) to request a data and
REGISTER(P:L) to set up a resolution path for the data [15, 1].
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Content-Centric Networking (CCN)

In CCN, there are only two types of packets: Interest packets and Data packets, both
identified by name [13]. This concept derives from a users expressed interest in specific data
and the requested data being sent to him. To ensure efficient data forwarding, three data
structures are kept at each node [1, 13]:
Pending Interest Table (PIT) holds information about incoming and outgoing interfaces

until a specified timeout.
Forwarding Information Base (FIB) holds information about a probable source of matching

data to forward an Interest packet correctely.
Content Store (CS) is a cache saving received data packets temporarily and implements

the Last Frequently Used (LFU) policy.

The lifecycle of a data request starts with creating the associated Interest packet, which
is forwarded to the CCN router [15, 13, 1]. If the requested data is already in the router’s
CS, it can be delivered instantly. Otherwise, the router checks the PIT for an entry [13]. In
case of no hit, it will then be forwarded to the next hop determined by using the FIB. When
the content object is retrieved, the PIT will be checked for a matching entry. If there is none,
the content packet will be passed on to the CS. Else, if there is a hit, the content object will
be forwarded to all matching links in the PIT entry.

Publish-Subscribe Internet Routing Paradigm (PSIRP)

In PSIRP, every data is assigned a unique label, which receivers can subscribe to [1].
Subscriptions and publications are matched by a specific rendezvous system using a rendezvous
identifier (RI) [2]. Furthermore, information can be grouped into so called information
networks, addressable through a scope identifier (SI) [2]. In the end, the unique label for the
information consists of the RI and the SI. The forwarding process is started by inputting
the identifiers into a matching procedure returning a forwarding identifier (FI), which is
then sent to the information’s source [1]. Subsequently, it will start forwarding the data.
Therefore, routers use specific filter algorithms inside the FI to determine the interfaces for
forwarding, meaning they do not need to keep the forwarding state [2, 1, 15].

Network of Information (NetInf)

In NetInf, information is labelled by a name/locator binding and registered with a name
resolution service (NRS) [5]. Whereby copies of data, hold by NetInf nodes, can be registered
with a name/locator binding as well [5, 1]. To retrieve data, NetInf provides two different
solutions: name resolution and name-based routing [15]. Therefore, with name resolution, the
name/locator binding is resolved into a set of locators to receive a copy from the best source.
For name-based routing, a GET-request is sent with the specific name/locator binding and
forwarded to an available copy of the data, which is then retrieved. There also exists a hybrid
resolution/routing approach to bundle routing information efficiently [5, 1].

3.3.2 Categorization of ICN Architectures
Since every proposed ICN architecture is based upon name driven data retrieval, they can be
classified by their chosen naming scheme into three main categories: flat-based, hierarchical-
based and hybrid-based. The following section provides a brief overview of the different types
of ICN architectures along with their significant traits.

PROMIS (2020)
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Flat-Based ICN Architectures

The name for this category of architectures derives from their underlying naming scheme [3].
All ICN approaches of this category make use of the flat name structure. Therefore, they
are using location independent and globally unique strings for the names of the NDOs [3].
Additionally, there is no structure for content names assignment.

These architectures simplify the network management by assigning flat names to the
data objects and resolving them while routing further towards the source [3]. However, they
encounter scalability issues in terms of routing as content needs to be cached at routers.
Furthermore, flat-based ICN architectures need to ensure globally unique names to serve
requests efficiently [3]. The previously introduced approaches DONA, NetInf and PSIRP are
examples for a flat-based architecture [1].

Hierarchical-Based ICN Architectures

As the name of this category implies, all associated ICN architectures use the hierarchical
naming scheme [3]. Thus, assigning data location and application independent hierarchical
names similar to the currently used URLs. Furthermore, making use of prefix-based routing
is more efficient and considered more scalable [3]. However, establishing and maintaining
useful hierarchical structures is regarded a challenge. TRIAD [4] and CCN are based upon
the hierarchical-based architecture.

Hybrid-Based ICN Architectures

Subsequently, this category comprises all ICN architectures which use flexible naming. More
accurate, the assigned names can either be flat or hierarchically structured [3]. For the sake
of completeness, with Scalable and Adaptive Internet Solutions (SAIL), presented in [6], an
example for a hybrid-based ICN architecture is given.

3.4 Advantages and Disadvantages
There are several disadvantages to the ICN approach, e.g. the basic remodelling of the whole
Internet infrastructure in order to implement ICN correctly. Additionally, the current standard
of handling security/trust functions in an host-centric network is no longer applicable [15, 3].
Therefore, new standards must be set to ensure security and authentication of data. This
can be installed through employing signed objects and ensuring name-data integrity.

Furthermore, new interfaces are required for applications to interact with the network as
well as changes to the business, legal and regulatory landscape are required [3].

On the other hand, using ICN comes with a lot of advantages. E.g., by using persistent
and unique naming of NDOs as well as decoupling producers from consumers, ICN establishes
a trustworthy name-object binding [1]. On the contrary, the current IP-based model uses
URL to locate data. Thus, the name-object binding can easily be broken if, e.g. an object
was moved or the site changed domain [1]. Furthermore, object replicas placed at different
servers are considered different objects for they have their own URL, making the utilization
of redundant data replicas in the current standard of the Internet impossible [1].

Moreover, the ICN approach does not require end-to-end-connection management, as is
necessary for multi-homing of nodes in the IP-based model [1]. A moving requestor simply
sends the same request for an NDO, which may be served by a node geographically located
closer, thus even reducing request delays.
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Lastly, handling of disruption and connection losses is executed more reliably in ICN
networks than the IP-based alternative. As ICN supports in-network caching and hop-by-hop
transport, it can offer store-and-foreward approaches similar to the data transport networking
(DTN) architecture [1].

4 Research Challenges and Opportunities

As ICN is still being developed and approaches are discussed, there are naturally issues
unsolved. For ICN becoming widely and commonly used, these challenges must be adressed
and thoroughly resolved. In the following, the most important and urgent research challenges
are briefly presented.

4.1 Naming and Routing schemes
All proposed ICN approaches share the same core principles, one of them being the importance
of naming and name-based routing schemes.

4.1.1 Naming
Since ICN uses names for identifying content objects independently of their location or means
of transportation and they can be cached anywhere, the object’s origin can not be trusted
anymore [15]. Therefore, ensuring the name-data integrity, the reliable binding between the
content and its name, is of utmost importance in order to guarantee that the received bits
belong undoubtedly to the NDO requested [15, 9]. If the ICN does not work dependable, it
is prone to DoS attacks by injecting spoofed content into the network [9].

One challenge specific to naming in ICN is naming static and dynamic objects. To name
static objects, a content hash as part of the object name is calculated by the publisher over
the existing data objects [9]. This can be used later by the receiver or any other ICN node to
validate the name-content binding by re-calculating the hash and comparing it to the name.

On the contrary, there are use cases in which the name has to be generated before the
content is created [9]. Therefore, dynamic objects can be named by using self-certifying
names (for an explanation of „self-certifying names“ see section 3.2.2).

Additionally, the possibility of logging request histories of network nodes or individual
users is a challenge targeting the protection of the requestor privacy [9]. Although the name
of the data object itself might not reveal much information, it can be used to retrieve the
corresponding data in the future.

Furthermore, updating and versioning of NDOs is challenging, for the NDO’s name is
expected to be long-lived [9]. Therefore, it cannot be changed, nor can its content. To update
a NDO, versioning is a possible solution, but the applied naming scheme has to support it [9].

Lastly, managing access to specific NDOs can be done by, e.g. object encryption, which
naturally requires key distribution and related mechanisms. For there are some use cases
where, in contrary to the general assumption of ubiquitous access to all NDOs, access
management is mandatory [9].

4.1.2 Routing
It follows, that ICN nodes route a data object by its name according to the given request.
As shown in Figure 2, ICN routing may comprise the three steps: Name resolution, discovery
and delivery [9, 15]. The following three different categories for routing schemes arise from
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Figure 1 The different steps of ICN routing schemes [9]

the order in which these steps are performed. By chosing either of them, specific challenges
arise, which have to be solved first to ensure that the ICN architecture works reliably.

Route-By-Name Routing (RBNR)

RBNR skips the name resolution step and directly routes to the requested content only
using the NDO’s name itself [9]. As a result, every routing information is accumulated in
the routing table. But since there is an innumerable amount of data objects in the network,
the size of the routing tables are becoming a concern, if there is no aggregation mechanism
introduced [9]. To foreward the data object back to the requestor during the delivery step,
RBNR needs another identifier (ID) of either the host or the location or else an additional
routing mechanism is needed [9].

Lookup-By-Name Routing (LBNR)

LBNR works similar to the current standard of the Internet, the IP-Protocol. The first
step is the name resolution step where the name of the requested data is translated to its
locator [9]. Secondly, the discovery step is performed based on the locator to route the
requested data object. The last step, the delivery step, can be implemented similarly to the
current IP-routing. Therefore, the locator of the requestor included in the request, is used to
route the content back to the requestor [9].

Hybrid Routing (HR)

Hybrid routing is thought to combine LBNR and RBNR to benefit from their advantages.
Therefore, RBNR is used where the first step, the name resolution process, can be omitted
without any complications to reduce overall latency [9]. This is generally the case in, for
instance, single administrative domains, e.g. an ISP. On the other hand, LBNR routing is
useful between domains with different locators [9].

4.2 Congestion Control and Caching strategies
The in-network caching mechanism is a new and ambitious approach to significantly reduce
the response delay by embedding storage options deep into the network [15, 9]. More accurate,
all ICN network nodes are equipped with a built-in cache. Thus, increasing the network
performance by retrieving content from network entities geographically located closer to the
requestor [9]. Therefore, it is one of ICN’s greatest benefits.
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4.2.1 Cache and Content Placement
Though the cost of fast memory units is decreasing, giving the possibility of equipping
every network unit with its own storage, cache placement is nevertheless important. Two
approaches for cache placement have been suggested: off-path and on-path caching [9].

Off-path caching requires redirection of requests to retrieve content and therefore, caches
must be placed strategically within the network to reduce redirection delays.

Whereas on-path caching relies on opportunistic cache hits, making it less beneficial,
considering the innumerable amount of content on the Internet [9]. It also requires line speed
operation, thus restricting design choices and operation of in-network caching entities.

Above all, the cost of in-network caches is crucial. The operation at line speed inevitably
leads to higher costs by buying faster memories [9]. To minimize expenses, network operators
have to make strategically wise decisions on which nodes to equip with storage and where to
position them within the network [9].

Considering the challenge of content placement, there are several aspects to take into
account, namely efficient cache allocation, reducing computation and communication overhead,
raising the chances of cache hits and minimizing the redundancy of cached copies [9]. Either
of the approaches proposed, whether it is on-path or off-path caching, comes with their
own set of challenges. Using off-path caches, e.g. naturally increases the number of request
redirections, whereas using on-path caching, e.g. reduces the chances of hitting cached
objects [9].

On top of that, popular content might need to be placed in a cache where it is going to
be requested next. Thus, the problem of „expected content popularity“ must be taken into
account when designing in-network caching mechanisms and algorithms [9].

4.2.2 Request to Cache Routing
For the in-network cache to be efficiently used, requests have to be forwarded to the
corresponding storage location [9]. As the information on where the specific content is cached,
cannot be communicated throughout the whole network, the knowledge of a content’s location
at the time of the request might not exist or be already outdated. Therefore, information of
the location of cached data must be kept updated. This can be done in one of two ways:

Either relying on opportunistic caching, where cache hits might be made along the
forwarding path, or employing cache-aware routing techniques [9].

4.2.3 Staleness Detection of Cached NDOs
As already mentioned in section 4.1.1, updating NDOs and their content is difficult. But even
more tricky might be the detection of obsolete copies of an already updated NDO due to the
widespread content dissemination [15]. Undoubtedly, a staleness verification algorithm must
be provided to synchronize NDOs at their original location and in every cache. Therefore,
the research challenge is how to design caching models for NDOs along with effective and
efficient updating protocols while maintaining scalability [9].

4.3 Security and Privacy measurements
In contrast to the current Internet standard, ICN requires location independent security
measurements to enable in-network caching. The mechanisms used today, e.g. transport
layer security (TLS) and authenticated servers, are therefore not applicable any more [15].
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Although the attacks common to the host-host based model are no danger for the content
based communication of the ICN approach, there are still security problems to be solved,
especially considering the prevention of possible Denial of Service attacks (DoS) [3].

But instead of discussing technical details, this section provides a very brief overview of
the different security challenges arising from a content based communication model [9].

4.3.1 Data Object Integrity and Authentication
Considering the previous expositions, the „next generation security model“ [15] obviously
needs to ensure data integrity and authenticity by implementing corresponding check mech-
anisms.

Especially, as NDOs are forwarded not only from the original location but also from
various caches throughout the network to satisfy a request [9]. On top of that, maliciously
modified NDOs can be intentionally published within the network, making a mechanism for
the requestor to verify the data object’s origin and integrity mandatory. There are several
ways to achieve this, one being that static NDOs are provided with name-content-binding
by hashing and using that hash in the NDO’s name [9]. Dynamic NDOs, on the other
hand, can be verified using public-key cryptography [9]. As it is the character of dynamic
data objects, that they are given a name before the corresponding content exists (e.g., live
streams), the authentication is performed using the publisher’s signature [9]. To verify the
content’s validity however, the data object consumer needs to know the public key of the
entity that signed the object.

Naturally, the challenge is the distribution of the publisher’s public key to the data
objects consumer. One possible solution is involving external third party authorities, e.g.
hierarchical public key infrastructure (PKI) or using the self-certifying scheme. Therefore,
the public key is embedded as hash in the NDO’s name [15].

Otherwise, all information needed to determine the publisher has to be incorporated in
the data object itself, e.g. by using a certificate validated through the PKI [15].

4.3.2 Binding NDOs to Real-World Identities
In order for the requestor to undoubtedly verify that the received object was actually
published by a certain source, a binding between a real-world entity and the NDO must
be established [9]. Because of the proposed hash-based and self-certifying names of NDOs,
as mentioned in Section 4.3.1, the connection between the publisher and the NDO is not
intrinsically established. A solution to that is providing the publisher’s name through the
NDO’s name protected by a certificate that links to a PKI-like trust chain [9].

4.3.3 Utilizing Data Replicas
One of the main benefits of the ICN approach is the in-network storage and the utilization
of redundant data replicas. But that also comes with a loss of control on content access and
content dissemination by decoupling the content consumption from the data sources. As a
result, there are several challenges related to content management [15].

One being that the publisher loses control of managing access to his creations [9].
Consequently, limiting access scopes, withdraw content reliably or knowing about the number
of copies is impossible without dependable access control management.

Furthermore, by requesting content from various sources, traffic in the decoupled environ-
ment is amplified [9]. On top of that, attackers are able to initiate transmission of data from
multiple sources to one destination, performing „initiated overloads“ [9] or „blockades“ [9].
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A solution to that is executing rigorous forwarding checks requiring alignment with
caching procedures [15].

5 Conclusion

The main purpose of this paper is to shed some light on the advances of IoT technology.
Therefore the „Information-centric networking“ approach has been generally discussed. Firstly
an general overview has been provided, explaining the core principles of the ICN approach.
Furthermore, the basic architecture principles, the advantages and disadvantages of this new
and revolutionary concept have been introduced. Lastly research challenges and opportunities
in this matter were discussed.

To conclude, ICN holds a high potential of advancing the Internet we know. With its
content-based architecture principles, it focuses more on the user itself and can therefore
fulfill the user’s wants and needs more efficiently than our current IP-based standard. But
there are yet a lot of difficulties to overcome and mysteries to solve, as seen in section 4.

So naturally, there are more improvements and further development to come, therefore
this paper is only thought-provoking. For a more in-depth review of the ICN technology in
the IoT, reading [14] is advisable. Additionally, [10] provides a closer look at ICN’s probable
application areas.
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Abstract
The Internet of Things (IoT) is an increasingly prevalent topic, ranging from homes, office buildings
and factories, to cities. The IoT is ambigous and development is ongoing, resulting in a lack of
standardized solutions for common problems. This implies continuous change regarding the handling
of challenges and requirements for implementations. Updates are required to extend the functionality
of devices or services with new features, simply adding capabilities or integrating new aspects
for our everyday life. Those are not trivial due to the heterogeneity of devices, critical systems
that should not face long downtime, the distributed nature of IoT applications and the nature of
devices, that are often minimal appliances. Particularly the emerging trend of orchestration of smart
devices in cities - on a large scale - makes a sophisticated approach on managing updates inevitable.
The named challenges highlight the need for a solution for updating devices or services in the IoT
domain during run-time. This paper assesses approaches on this problem domain, introducing
solutions on different levels, such as the appliance itself, as a separate service or middleware, or
in the superordinate orchestration system. The proposals and levels are discussed and compared
regarding their applicability in the IoT domain, using smart cities as a reference for the area of
application.

2012 ACM Subject Classification General and reference → Surveys and overviews; Software and
its engineering → Software maintenance tools; Software and its engineering → Software post-
development issues; Software and its engineering → Software configuration management and version
control systems; Computer systems organization → Embedded systems

Keywords and phrases IoT, Software Updates, Side-Cars, Plugin

1 Introduction

The Internet of Things (IoT) is a large and growing topic, emerging in different areas of
our everyday lives. Prevalent areas of application are smart homes, smart cities, smart
industry and smart transport [3, 20, 21]. IoT is a broad topic, that covers various areas
and applications [20]. There is no common definition or understanding that describes
the characteristics of the IoT, among other things due to the variety of use cases in this
domain [2, 3, 21]. The variety of involved technologies poses more challenges, such as
self-organization, data transmission, privacy protection, data integration and processing.
Also there are many solutions with competing technologies, for instance a wide range of
networking protocols is used for different systems. [20]

One objective of the IoT is to make everyday tasks more convenient and efficient by
enabling intelligent self-management of interconnected things [3], this can be achieved by
combining the functionality of related devices in order to extend the impact and value of
provided services [21], for instance regarding optimization in terms of maintenance, restocking
or presence detection [20]. This is a useful property for the aforementioned smart cities,
they resemble a large scale application of the IoT with a huge amount of applications
and interconnected devices of different kinds. Potential applications are controlling traffic
lights, parking, public transport, lighting and surveillance of public areas [15, 7], more
advanced applications could also include monitoring the structural health of buildings, such
as cultural heritage, waste management, traffic congestion or pollution. [22] Overall this
aims at better use of public resources by reducing operational cost, providing a unified,
simple and economical access to public services and using synergies between services, ideally

© Julian Ulrich;
licensed under Creative Commons License CC-BY 4.0

Proceedings of the 2020 OMI Seminars Research Trends in Data Centre Operations, Selected Topics in Data
Centre Operations, and Research Trends in the Internet of Things (PROMIS 2020).
Editor: Jörg Domaschka; Article No. 10; pp. 10:1–10:14

Today I Learnt: Doing Research seriestil:dr OPARU Open Access Repository – Ulm University, Germany

mailto:julian-1.ulrich@uni-ulm.de
https://creativecommons.org/licenses/by/4.0/
https://www.uni-ulm.de/in/omi/lehre/tildr
https://oparu.uni-ulm.de/


10:2 IoT Live Updating

leading to win-win situations by increasing productivity or quality of services while reducing
expenses [22].

IoT devices and systems interface the real world through the combination of physical
and digital components [21] and thus are required to represent a wide range of applications
and corner cases. This needs to be done in a fitting way in order to reflect the real world
appropriately, but also to be easily manageable by orchestration systems. Different devices
entail different requirements regarding the environment, maintenance and acceptable quality
of service in form of response times and availability [22].

Because IoT is still in an early stage, there are no agreed and prevalent solutions to
common challenges [13]. This also applies to updates in such smart spaces. Live updates
to running systems are a complex topic on its own, with usual issues being consistent state
updates and availability [11], in the IoT additional hindrances are its heterogeneity and
distributed nature [15]. This paper examines a live updating solution for IoT, that needs to
cope with all those challenges, updating devices or services in a way that they can still interact
with each other, updating them distributed over a potentially large area and respecting the
requirements regarding the availability of the system.

This paper is structured as follows: Section 2 identifies challenges regarding live updates
derived from use cases in smart cities. Section 3 introduces different existing approaches
on live updating, partly directly aimed at smart spaces and bridging the heterogeneity of
different appliances, partly originally aimed at updating single pieces of software during run
time, analyzing their viability for live updates in the IoT. Section 4 discusses the outcomes
of section 3 and compares the results, then section 5 concludes the results and points to
related challenges.

2 Problem analysis

The problems resulting from live updating appliances in smart spaces are introduced in
this chapter, covering the general implications of updates and deriving the concrete issues
emanating from those.

Some of the basic applications of smart devices in a city are surveillance cameras, traffic
lights and car parking. All the data collected from those separate appliances can also be
combined for sophisticated management approaches like traffic flow in the city: Detecting a
congestion using cameras, switching traffic lights to improve the flow and directing drivers
to free parking spots. This creates an intertwined system and highlights the relevance of
providing data from different sources to several consumers in a compatible way, such as
sending information about vacant parking spots to signs leading there, ideally also considering
the traffic on the way. Also different sensors, like cameras, and actuators, like traffic lights,
are distributed over the whole city, but need to work together in order to achieve such an
intelligent traffic flow.

Updates to smart devices are required for many reasons: additional features, optimization,
security updates and more. On this scale deploying updates manually is not feasible, as this is
a tedious and error-prone process, which implies a longer off-time when checking for problems
during switching, thus the system should be able to apply updates automatically [1].

When expanding the system or replacing broken devices at a later point in time it is
possible that the initially used devices are not available any more. Additionally it is not
possible to foresee all functions and features for the future [13], making it desirable to be able
to gradually upgrade the system without replacing or even rebuilding everything. In this
case the smart space evolves over time with new kinds of devices, leading to a heterogeneous
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mix of software versions, hardware generations and supported device features, that are still
required to collaborate.

The process of updating demands special attention, as there are several situations requiring
live updates without downtime. For instance the control of traffic lights in a city should
not go down, if so then only under controlled circumstances that ensure safety for drivers.
This also applies in other areas of smart cities, some with less and some with more critical
application areas and thus impact. Suitable mechanisms are required to be worked into the
architecture of the system and the devices, as often updates are performed manually and
include a reboot of the application, which is not applicable in this context. [9]

Standardization is not a feasible answer to the described issues, as the standardization
process is too slow and expensive for the quantity and diversity of smart devices [19].
The wide range of applications makes a single standard for the IoT impraticable [6, 13],
additionally minimal appliances and embedded devices are not always able to implement
such standards, for instance due to hardware limitations [6, 16]. All these issues summarized
rule standardization as a solution for heterogeneity in IoT out. Therefore an approach for
live updating needs to incorporate handling heterogeneity in order to maintain operability
after updates.

In summary heterogeneity is inherent in large scale IoT applications, due to vendor
differences, accumulated updates, added features and new hardware. It is not feasible to
shut down devices and applications for updates, as they provide critical services. Related to
this is also the requirement that updates need to be applied gradually, to avoid failures on a
large scale and account for failed updates.

3 Existing approaches

This chapter introduces levels at which heterogeneity in smart spaces could be bridged and
presents different approaches for the respective levels. Each of the proposals is analyzed and
assessed separately regarding its viability for live updates in the IoT.

Pahl identifies three different layers for briding heterogeneity in [19], that can also be
considered for handling live updates:
1. Integrated in the smart device
2. As a middleware
3. In the main system
Those are used in the following sections to classify the presented approaches.

3.1 Distributed Smart Space Orchestration System
The Distributed Smart Space Orchestration System (DS2OS) proposed by Pahl [19] aims to
overcome the heterogeneity of smart spaces and solve common issues of smart spaces with a
crowdsourced middleware approach. This system provides an overlay of peer-to-peer (P2P)
connected Knowledge Agents that act as an entrypoint for all services, for instance connectors
to smart devices and other systems. It is designed as a Service Oriented Architecture (SOA),
meaning different parts of the system are realized as separate services that can be plugged in
easily in order to extend the system. Data-centric interfaces enable uniform access to the
state of devices or services.

These interfaces are defined by context models that describe a virtual state for the
appliance and can be reused in arbitrary services, fostering compatibility. For instance
a context model representing a lamp can be reused for any lamp. All services - gateway
services for appliances or external services and applications - store their context in the Virtual
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Figure 1 Logical layers of the DS2OS [18]

State Layer according to the definition in the associated context models. These are used
by services connecting to external objects, for example the state and color of a LED lamp
can be controlled by writing to the virtual state. This enables services to interact with any
concrete object through its virtual state, as displayed with logical layers in figure 1.

Context models follow the object oriented design by supporting composition and inherit-
ance. This enables modeling relationships like is-a or has-a, allowing interoperability and
compatibility with previous versions of a context model. New data types can be built from
basic data types by combining multiple values or restricting their range. Using this, a LED
lamp that supports different colors could be modeled in a way that the properties of lamps,
like on and off states, are also available and can be used by services that are only programmed
to handle normal lamps, but not the color of such LED lamps. This way all services can
interact through the common interface definitions and well defined context models. Context
models are never changed - instead a new version has to be deployed, that may be compatible
with the old one through inheritance.

Gateway services with unified interfaces enable the replacement of smart appliances
or extending the existing system with new devices and device types on the fly. Support
for backwards compatibility in context models facilitates introducing new functionality for
devices. The DS2OS also supports live migration of services for instance for load balancing
purposes. This enables services to be moved to another host, facilitated by the separation
of services and their virtual state. Firmware updates for actual devices are not covered by
the middleware, but it can help bridge the time for replacements and minimize downtime
by potentially deploying an intermediary service or the old and new version simultaneously,
such that an updated connector with new features is ready as soon as the old version is shut
down.
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Figure 2 User sessions communicating with an application through different plugin versions

This approach provides a full-fledged ecosystem for smart spaces, covering communication,
security, interfaces, updates and more. A central contribution is the handling of heterogeneity
in smart spaces, which is versatile and unobtrusive. Crowdsourcing the development of
services and corresponding context models is chosen as an approach to ensure the expansion
and continuity of the system. The aspect of availability for live updates is not handled in this
approach, though the abstraction of actual devices facilitates this, as there is an additional
layer between the device and the controlling service, such that either one is not necessarily
affected.

3.2 Shared plugin registry

The Oracle International Group patented an approach for live updating a plugin registry
without service loss for users [14]. This approach comprises a plugin service that provides
plugin packages for different versions of a system. It is originally aimed at user sessions that
are started with a specific version of the system and can not be upgraded without obstructing
the respective user. Therefore updates need to maintain compatibility with existing user
sessions, which is realized by using a separate plugin for each version. A reference counter
in the plugin service keeps track of the amount of active user sessions still working with an
outdated plugin, removing it only after it is not required any more and thus transitioning to
the final updated state. New plugins can be added at any time, as only new sessions are
directed to use the updated version, while active sessions keep using their respective version
until they are renewed. This way multiple plugins can be used for different user sessions that
require different versions, allowing existing sessions to be maintained even though an update
is issued. Figure 2 shows the general scheme of this approach.

This approach is also related to the Dependency Injection Pattern as described in [13].
Dependencies are loaded from an external location according to a separate configuration
instead of being hard-coded, allowing the system to choose fitting behavior, in this context
for the specific device and software version. This is represented by including behavior classes
and corresponding interfaces, describing the behavior in an abstract way. The interface
consists of a common part, that includes the version and id of the device, and a custom part,
that resembles data specific to the device, software and event. This way the strategy pattern
is implemented, allowing the system to choose a fitting strategy to handle the current event.
The selection of a fitting plugin or strategy enables interaction with different devices, from
different vendors, different hardware generations with changed features or different software
versions.

The user sessions of the presented approach can be matched to different devices, such
that the plugins resemble drivers for connecting to those. However in this case the reference
count can not be used to its fullest, as devices do not have a session in this sense, they are
only eventually updated. Still if the device is removed at some point, the reference counter
can be used to declutter the system by removing unneeded plugins.
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This approach handles heterogeneity in the orchestration system, as the plugins or
strategies are applied to the main system and do not affect the smart appliances and do not
introduce a separate middleware. Thus a plugin for the main application, that handles the
specific device instances, is needed for every distinct device. A centralized approach in the
IoT, which is distributed by its nature, implies various challenges regarding the availability of
the system, particularly in the scenario where devices are spread across the whole city. Still it
is possible to achieve compatibility with different kinds of devices and software versions using
this approach, enabling updates to a subset of devices connected to the application during
run-time through the architecture of the system. Updates on smart devices are covered by
this approach, but handling of feature updates on the main system is not directly included, if
an update on the orchestration system is required or desired, this needs separate treatment.

3.3 Sidecar Object
The Sidecar Object proposed in [5] aims at optimizing the communication between smart
objects, mainly in the context of cloud services. It is based on the sidecar pattern, that
enables separated implementation of additional functionality for applications. A sidecar
object is linked to an existing object, representing its states and capabilities and implementing
so called physical object virtualization. This could be either as an simple interface to the
physical object, or with added state and reasoning.

This approach implements the separation of concerns for a set of features of a physical
entity, that could be a sensor, like a camera, in the context of a smart city. Communication
standards or the connection to a cloud can be implemented as a sidecar to the actual
object, facilitating the integration of arbitrary devices in a specific IoT system, as required
functionality and connectivity can be added at any time. This approach introduces other
challenges though, such as added delay in data transmissions that needs to be considered
when working with real-time data. The separation into multiple services as microservices
also supports extending the functionality without even modifying existing sidecars, as a new
sidecar with the desired functionality can be added. Also sidecars are only loosely coupled
and can provide a wide range of behaviors, such that the actual objects do not need to be
modified for extending their functionality. For instance if cameras are required to count
the amount of cars over a period of time, this could be added as a sidecar doing exactly
this, built as a variation of the connector displayed in figure 3. This way the original object
does not need to include standardized communication mechanisms or embed higher level
functionalities, as they can be supplied as a sidecar later on. The microservices can easily be
updated and extended without having to change the original object or having to redeploy
unrelated functionality. The appliance does not need to be aware of the sidecar and specific
issues can be handled outside of the objects scope. However, if updates to sidecars are
necessary, these still need to be handled separately.

Smart appliances also benefit from detachment through the sidecars, as they are often
constrained in processing power due to production costs and power consumption. Depending
on its design it can be deployed on a separate unit, potentially together with sidecars for
other objects in vicinity. This way sidecars may benefit from virtualization approaches,
such as lightweight and container-based virtualization with docker, where containers can be
developed, tested and deployed mostly anywhere, facilitating development and deployment.
Also containerization is a promising approach towards the migration of smart services, as they
run in an isolated and constrained environment, that can be separated from the underlying
system easily [4, 5].

Additional services as agents for heterogeneous devices are a popular approach and exist
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in different arrangements. In [13] an agent based approach with similar characteristics like
the one described above is proposed. The agents in this case are intended to be more general
than the sidecars, as they are designed to represent various heterogeneous devices with
different network connections, meaning more functionality is delegated to a corresponding
agent. In order not to redeploy the agent for every changed or new device, it is intended to be
self-transforming. This is achieved by using the portable service abstraction and dependency
injection design patterns, reducing coupling and removing hard-coded dependencies, as those
can be loaded from external sources, given by a separate configuration. A behavior interface
abstracts device-dependent functions, so that different implementations for desired behavior
can be used interchangeably. By transforming agents through their configuration instead
of changing the implementation, the service never has to go offline. The authors showed in
an example that with their approach a radioactive sensor can be extended with a nearby
speaker for warning sounds solely through live configuration changes and without downtime.
Updates by configuration changes can only work with existing functionality though, but could
allow switching between different sidecar versions by changing the connection parameters for
instance.

In [1] nodes in a distributed system are designed to run multiple versions simultaneously,
with an added specification for the so called mixed mode deployment. This specification
defines requirements for upgrades in order to allow reasoning about wether both versions
are conflicting. This adds further validation to deploying multiple versions for backwards
compatibility, which could also be suitable for sidecars.

Delegating authority over smart devices to a separate service or agent can not cover
firmware updates for the appliances, for example for security reasons, but extensively
covers functionality updates. It ensures high flexibility regarding the implementation and
deployment, as both are decoupled from the actual appliance, which also facilitates migration
and live updates through advanced replacement strategies. The abstraction of devices can
be used for instance to duplicate the service until the update is operational. Heterogeneity
can be bridged with separate services, which do require extra effort for maintenance, but
opposed to re-implementing parts of the whole system this can be expected to be less complex
and time-consuming. Therefore additional strategies for maintaining orderliness and a clear
arrangement are required. This is a common issue of microservices, paired with implementing
suitable modularity and avoiding fragmentation or duplicates, as functionality is distributed
over a lot of small services [12, 17].

3.4 Cooperative update model
The cooperative update model introduced in [11] approaches the challenge of updating a
system while it is still running by letting the old version and the new version cooperate. It is
aimed to be an improvement over the existing invoke and interrupt models for live updates
implementing a safe and deterministic live update process.

To ensure the validity of an update, the system needs to be aware of updates and delay
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those in order to reach a deterministic and updatable state. Components should implement
additional internal states, complementing the generic system states. This allows defining a
safe update point that the system can converge to in case of a pending update. Incoming
tasks from other components can be queued during the update process in order to resume
work afterwards with minimized downtime.

Updates are provided as a live update package, containing the code for the update together
with metadata describing the changes and how they can be applied. If the conversion fails, it
can be rolled back through the formal description of the update process. The update package
also defines constraints on component states that the update can be applied to. These states
act as a contract for the included state transfer function, such that the component state can
be transformed into an equivalent representation for the new version [8].

The update process, also schematically depicted in figure 4, includes notifying affected
components to converge to a updatable state, waiting for all affected components to reach
such a defined state, and then checking the consistency of the compound global state to
avoid failures during the update process. Then the state transfer functions can be applied
for each affected component and finally the execution of the component can be redirected to
the new version, replacing the old version. For instance when updating the driver of a hard
disk drive, a suitable state for the update could be idling.

The approach is versatile in the regard that any live update is feasible, as long as a
combination of state constraints together with a state transfer from those states can be
defined. This also implies a tradeoff between update speed and complexity. If the states
are only loosely constrained, the state transfer is more complex, as more cases need to be
handled, but a suitable state can be reached possibly faster. On the other hand a severely
constrained set of states reduces the complexity, but also might require a very specific state.

In summary the cooperative update model is a promising approach to live updates with
some limitations. Update packages are well defined, formally describing the process and
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documenting the changes on the side. Updated components are required to change to a
updatable state and keep that state for the entire duration. Long update times, that limit the
functionality of the system, are only constricted by timeouts, possibly hindering the ability
to update at all. Also this approach is not feasible if hardware requirements change, as the
update is applied directly to a device without an intermediate layer. It also poses limitations
for an application in the IoT, as resources in this domain are often limited, rendering devices
incapable of handling an update manager and running the old and new version, even for a
short time until replacement, in parallel.

However this approach supports updates to components and interfaces on a larger scale,
as updates can be applied globally, eliminating the need for backwards compatibility. This
approach is more aimed at single systems, like an operating system with different components,
and applied directly to a distributed system on the scale of the IoT it might not be viable.
Its mechanisms however are suited for live update demands and could be integrated in smart
spaces to some degree.

3.5 In-place updating
In [23] a mechanism for live updating code in-place is introduced, such that code can be
updated while actually being executed. It is intended for energy-harvesting environments,
where appliances rely on power from their environment, meaning they are restrained in
available power and need to adjust their power consumption and persistent storage accordingly.
This approach targets the deployed smart devices, as in-place updates are applied directly to
the physical device.

It aims to circumvent common issues of post-deployment code updates, for instance the
size of the transmitted update and the time for rewriting the device image. Though there are
approaches addressing this, they imply other drawbacks. One possibility is transmitting the
code as a delta from the last version, assembling the update from this, and then rewriting
the image and rebooting. This reduces the update size but requires a complete image rewrite
and a reboot, leading to downtime and requiring processing power, which is particularly in
energy-harvesting environments undesirable. Also the rewrite of the image requires memory
of twice the image size, as the old image still needs to be loaded for writing the new image.
Another approach for reducing update sizes are incremental updates, but the addition or
deletion of instructions causes code shifts in the address space of the application, invalidation
existing pointers to functions or values. These can be handled for instance by using function
call indirection tables that save the jump addresses for all functions, but bloat the update
size.

In-place updating promises small update sizes, as only additions, deletions and modifica-
tions need to be transmitted, and does not introduce code shift as code sections are never
moved. The image does not need to be rewritten, as only the new code is directly modified
on the live system. However, in-place updates introduce issues with the consistency of the
execution, if a code section is executed while being updated. This can be approached by
either halting the processing of events that use the updated code section and reintroducing
downtime during updates, or by using jumps to update a code section atomically as shown
in figure 5. The new code is written to some free space in the internal storage and then the
control flow is redirected by adding a jump to the new section and back. Removal of old
code can be conducted similarly by adding a jump after the section to remove.

Code trampolines are proposed as an extension to counteract inconsistent code states
when multiple sections are affected by the update. These trampolines are placed as an
intermediate jump for all updated sections in order to activate code updates atomically.
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Figure 5 In-place updates with insertion (a), deletion (b) and modification (c) [23]

With this extension reboots are only necessary if variables in scope of the current call stack
are affected, which is rather seldom according to the analysis of the authors. A downside
of adding jumps to the existing image is the fragmentation of free memory segments, even
though they can be reused, finding segments of fitting size introduces additional complexity.
In-place update approaches are in general also limited in the types of updates that can be
supported, and require notable manual effort [8, 10].

This approach handles firmware updates for single devices comprehensively on a low level,
meaning the mechanisms need to be implemented in the specific devices for live updates.
In the context of IoT, particularly smart cities, this means only compatible smart devices
could be used in order to maintain updatability throughout the whole system. Since it only
handles updates to single devices, it also means that IoT specific issues, like heterogeneity as
a prevalent challenge in this domain, are not directly addressed, only the general capability
of updating. Every distinct device would still need a dedicated integration into the IoT
system deployed in a specific city. On the other hand, as this approach is intended for energy-
harvesting environments like implants, it is suited for extremely constrained appliances
through minimal update sizes, minimal rewrites and a minimized chance for a required
reboot. IoT devices in a smart city can generally be expected to not be that constrained, but
still would benefit from the qualities of this approach. Update validation is not implemented
in the proposed solution, but would be a beneficial addition, as the image of the appliance is
changed on the fly by adding jumps and new instructions in the live code.

4 Discussion

This section summarizes the previously introduced approaches and compares them regarding
the advantages and applicability, as they cover different aspects for live updating in IoT.
Previously identified issues are heterogeneity of devices and availability of the system and
devices. The introduced solutions handle updates of appliances, bridging their inherent
heterogeneity and updating the smart space with new features, but no approach addresses
all of these.

The approaches related to bridging heterogeneity are the DS2OS, sidecar objects and
the shared plugin registry. The first two are realized as an intermediate layer in form of a
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middleware or separate services respectively, while the shared plugin registry enables the
main system to directly connect to heterogeneous devices. In general, middleware approaches
are more popular, as they provide a certain degree of independence from both smart devices
and the main system. [3, 4, 5, 13, 19] Additionally, a middleware, or a collection of services,
can account for the distributed nature of IoT more easily, as they can adapt the distributed
fashion in their architecture, like the DS2OS.

An agent-based approach with services as sidecars is more lightweight and flexible than a
full-fledged middleware. Such a solution, like the previously introduced DS2OS, covers a lot
of challenges of IoT and smart spaces by integrating suitable mechanisms in its architecture.
This is convenient on the one hand, but also requires commitment to this approach, as
all fundamental issues need to be solved using the DS2OS, higher level functionality can
be bridged using a service as a gateway though. As previously stated it is not possible to
foresee all future developments and requirements for smart spaces, particularly regarding the
desired functionality, but possibly also regarding the framework. The DS2OS tries to address
this with a very flexible approach, as interface definitions can be arbitrarily extended, also
enabling backwards compatibility.

The different approaches for bridging heterogeneity, differ not only in their point of
application, but also on how they approach the distribution of the devices. Both presented
middleware approaches are targeted at distributed environments, the shared plugin registry
however is not inherently distributed as it is originally targeted at user sessions and does not
need to handle this. A system working with smart devices benefits from also reflecting the
distributed nature of IoT in its architecture, such that it can be distributed over multiple
points in the city, being closer to appliances and also improving availability for instance by
incorporating multiple peers in a SOA.

The approaches related to updating appliances during execution are the cooperative
update model and in-place updating. They are generally aimed at single devices and thus
not directly applicable to IoT, as different components are only handled in the context of
operating systems and not a distributed system. Both approaches directly target the actual
devices, so they need to be directly integrated in the devices, which is mainly a task for
manufacturers and can not be simply solved by additional software. Both implement mostly
live updates, with some limitations. Cooperative updates require the appliance to run an
update manager and instantiate the old and new version in parallel, requiring more processing
power in order to run both versions at once. In-place updates on the other hand are limited
in the kinds of updates that can be supported and as presented might still need a reboot to
complete.

The presented approaches also differ in how they approach live updating and what
environment they are targeted at. The cooperative update model deploys the old and the
new version in parallel, applies a state transfer function and then replaces the old version
with the new one. This is targeted at more powerful systems than the in-place updating
mechanism, that is targeted at minimal appliances in energy-harvesting environment, and
thus at much more constrained appliances. They need to save power and are severely limited
in processing power in order to cope with that. The cooperative model is more flexible than
in-place updating, as a wider range of updates can be applied through the included state
transfer. Also it is more clearly structured, as for this approach a self-contained live update
package is created, describing and also documenting the applied changes. This way the
update package can also be validated and reviewed more easily, since the update process
is formally defined, whereas in-place updating is more concealed. The update needs to
be constructed as changes from the previous version and is applied on the specific target
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device as a patch, only complete in combination with the previous installation. But the
requirement for a more capable and powerful target device for the cooperative model might
pose a hindrance for using it in IoT devices, additionally update mechanisms targeted at
single devices do not deal with heterogeneity.

An approach with a middleware or separate agents for appliances facilitates updates
through decoupling, but does not cover updates on the actual devices. Its main contribution
is an abstract layer as a common ground for computation [3]. An approach for live updates
on the appliances on the other hand does not account for heterogeneity and extensive
functionality updates. This leads to the conclusion that the best outcome covering the
described challenges can be reached through a combination of both kinds of approaches.

Generally approaches that use an intermediate layer of some kind are more suited for
IoT, as this adds flexibility and can cushion issues with actual appliances. It facilitates the
addition of features due to decoupling, enables duplication or migration through virtualization
and fosters interoperability by bridging heterogeneity with abstractions. Services with
new functionality can be added to complement existing features, without affecting these.
Decoupling from the actual hardware generally makes updates easier, for instance duplication
can be used to continue providing the service while an update is being deployed. Lower level
approaches, like in-place updating, on the other hand are required for applying updates to
the appliances themselves or can also be useful for services.

A middleware or alternatively more lightweight sidecar services can be used to handle
heterogeneity and reduce the impact of applying updates. The services themselves in turn
can be updated using live update strategies without having to account for unrelated instances.
For example the cooperative update model could be used for that, as services fit the design
of running two versions and transferring the state, or could be solved through transforming
services. A similar course of action can be taken for appliances, live update strategies like
cooperative updates or in-place updates for more constrained devices can be used to deliver
updates without downtime, while interface or data format changes, can be covered through
the abstraction, for instance by simultaneously switching to a new version of the service
abstracting the device.

5 Conclusion

None of the introduced approaches fully cover live updating in the IoT domain by handling
updates during run-time while being able to cope with heterogeneity. They are either limited
regarding the updating capabilities during run-time, focus only on bridging heterogeneity
or are only targeted at updating single devices. Standardization is not a suitable way
to approach these challenges, thus they need to be addressed separately. A combination
of different approaches could be viable to solve the identified challenges, for instance by
bridging the heterogeneity of smart devices through abstraction with a middleware, using
that abstraction to apply feature updates without affecting the rest of the system while
firmware updates for the actual appliances are applied using lower level mechanisms and
compatibility again is maintained through the abstraction layer.

Apart from this, live updates do imply more challenges that need to be addressed in a
adequate way. This includes the validation of updates, as live updates either directly affect
the code of the system or transform its state, if not both. To avoid failure and thus downtime
due to update issues, this needs to be taken into account. Upgrades of the hardware in
the system also need further strategies in order to reduce downtime and enable seamless
replacement, this includes the migration of the state from the old device to the new one,
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for instance if historical data is required for pre-processing of the current sensing in the
appliance.
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Abstract
End-user programming using a trigger-action (if-then) model in general and in the scope of the
website If-This-Then-That (IFTTT), has long been investigated. With the increasing importance of
smart homes in our daily lives and the high compatibility between trigger-action programming and
smart home devices, the need to focus on this aspect came up.

Many companies provide applets (single trigger-action program), to make their device interact
with the smart environment. The publicly available information on smart home IFTTT applets was
extracted. Then the 4652 applets were used for data analysis.

In comparison to the entire IFTTT platform, there are fewer duplicates in the smart home
environment. The applets are limited to some service providers and therefore cannot be used with
other providers. This reduces the overall number of applets and probably encourages people to check
if there is already an applet for their use case, before publishing a new one. The problem here is that
different service providers offer similar products. Therefore, applets with duplicate functionality but
for different products emerge.

2012 ACM Subject Classification Human-centered computing → Interaction devices; Human-
centered computing → Interaction techniques; Human-centered computing → Scenario-based design;
Human-centered computing → Activity centered design; Human-centered computing → User centered
design

Keywords and phrases Trigger-Action Programming, Internet of Things, IFTTT

1 Introduction

There are more and more physical Internet of Things (IoT) devices in our daily lives. At the
core, the IoT is a communication paradigm to allow those physical devices to communicate
with each other. This is achievable by connecting those devices to the internet [6, 2]. The
goal of this connection, is to allow seamless sensing and actuation and create a smarter
environment. The main aspects of a smarter environment are automation and monitoring [3].
Automation is achieved by utilizing approaches like the trigger-action model.

The trigger-action model itself covers many IoT aspects and is already widely used. The
model is based on a if condition the ’trigger’, that is followed by a then consequence the
’action’. In the IoT this leads to a separation of concerns by independently evaluating triggers
and executing actions. Therefore, various web-platforms offer interfaces to provide a layer of
abstraction between device communication and utilisation [1, 5]. IFTTT 1 is such a platform.
It allows its users to create and share trigger-action applications by providing interfaces for
different IoT devices or platforms. A single trigger-action program is created by combining
those interfaces to a new applet, which is the term used by IFTTT [5]. IFTTT is not mainly
conceptualized for the smart home environment but already integrates ample devices of
smart home manufacturers.

In the context of the thesis, we did a data analysis of the smart home domain of IFTTT
and the results are described in this paper. It entails, adoptions of applets to assess the actual
usage and an overview of the applet authors. Additionally, the services are investigated to

1 https://ifttt.com/about
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illustrate available possibilities to create applets. This is followed by the major topic, the
trigger-action connections. For this purpose, triggers and actions are assessed separately and
in combination.

The paper will introduce related studies regarding trigger-action programming and the
smart environment. Then give an overview of the methodology, followed by the results of
the data analysis. To assess the results, a comparison to theoretical famous trigger-action
combinations is made [4]. Furthermore, IFTTT in general [5] was evaluated against the
results of this paper where the data was limited to the smart environment.

2 Related Work

A previous study showed first thoughts of potential users, when they think of a smarter
home. The desired behaviours were mostly split into preprogramed procedures and remote
device control. The difference is that the first works without further human intervention e.g.
”If it is 8 a.m., turn the lights on”, where the second method increases the possibilities of
interaction with the environment e.g. ’If someone speaks a phrase, turn the lights on.’.

A deeper analysis allowed to describe the desired trigger-action combinations for a smart
environment [4]. This allows a comparison to the actual usage of trigger-action programming
on IFTTT.

As a whole IFTTT was already investigated previously. This offers general insights in
created applets, authors of IFTTT and their publishing behaviour. As well as the user side
which includes adoption rates and other statistics. The findings include current problems
like high amounts of duplicates and found the most popular use case of IFTTT, which is to
fill gaps in functionality. They already investigated trigger-action correlations for the entire
IFTTT platform in [5].

3 Methodology

For this purpose, all IFTTT applets related to smart home services, that are publicly available
as of May 28, 2020, are collected. To collect the data a web scraping tool 2 was used. The
search was limited to the services that belong to the smart environment according to IFTTT’s
search engine. For this purpose the following query was used:

https://ifttt.com/search/query/smart%20home?tab=services.

Afterwards, all services and their connected services were used to do the collection of
applets. To investigate further on this, the parts of ’smart home’ were used as keywords. This
resulted in a subset of the available service providers. Under the assumption, that it is only
possible to get little additional information from those subsets, the final dataset is limited to
the results from the ’smart home’ query. Those results were exported as comma-separated
values (csv) in the following for further processing.

The terminology that is used in this paper can be visualized by the following example of
the dataset:

Href url PVkgiLYy-automatically-turn-your-lights-on-at-sunset (ID+title)
Triggers and actions [’Philips Hue: Turn on lights.’,’Weather Underground: Sunset.’]
(a list that contains triggers and actions)

2 https://www.webscraper.io

https://ifttt.com/search/query/smart%20home?tab=services
https://www.webscraper.io
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Channel The part before the colon is the channel, that provides a behaviour.
Description After the colon, the behaviour is described in more details.

Author narlei (the user or service that created the applet)
Adoptions 145300 (Amount of users that added the applet to ’my applets’)
Description ’Never be left in the dark. Whenever the sun starts to set, your Philips
Hue bulbs will automatically turn on.’ (Describtion provided by the author)

Constraints
Through manual search, it is possible, to find applets, that use a service provider but are
not refered on the IFTTT section of the service provider. This leads to the conclusion that
with the employed method, it is not possible to get all applets for the smart environment.
Although, it will provide an indication at what users get to see, if they look for applets for a
specific product. Those applets have a high probability to get used again which makes them
significant and interesting.

4 Results

This section presents the results of the data analysis. It contains detailed statistics on
applet adoption and authors. Furthermore, services as an important category of authors are
investigated in detail. This is followed by the main part of this paper, an investigation of
actual trigger-action connections. Finally, an overview of the findings regarding duplication
are provided.

The dataset for this data analysis, contains 4652 applets. They are written by 1254
authors of which 347 are service providers. 4167 of the applets have the classic trigger-action
structure with one trigger and one action and connect different services with that.

4.1 Adoption of applets
On IFTTT, a user can either create his own or adopt an existing applet. There were a total
of 5435822 adoptions of the applets. The most often adopted applet is ’Google Home Find
My Phone’ 3 with a total of 260,000 adoptions. The mean number of adoptions is 1168. The
median is way below that with only 20 adoptions per applet. In Figure 1 it can be seen that
only a really small amount of applets were adopted many times.

4.2 Authors
The applets were written by 1254 different authors, which are separated in two groups.
Regular users and service providers, with the difference that regular users are not bound to
a specific service. The overall distribution can be seen in Figure 2. Each author published
between 1 and 75 applets, with a mean of 3.7 applets per author. 3331 applets were published
by the service provider group, this equals to 71.6%. In this group the average of published
applets is 9.6 per service provider. In comparison, regular authors only published 1.4 applets
on average. 57.6% of authors only shared exactly one applet. If the focus is only on the
service providers, this is significantly lower with 2.5%. 20.5% of all authors shared at least 5
applets. 93.6% of the authors that shared more than 5 applets are service providers. Which
leads to the conclusion that it is more likely for service providers to provide large amounts of

3 https://ifttt.com/p/sss90
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Figure 1 Histogram of applet adoptions by other users.
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Figure 2 The number of authors that created a given amount of applets.

applets. The most productive service provider is WiZ 4 with 75 applets. On the other hand,
the most productive author that is not a service provider only published 10 applets. The
different amount of contributed applets is evident and implies other differences.

4.3 Comparison of applets provided by services and consumers

The expected behaviour was that regular authors use multiple services, but the data shows
they hardly use more than the minimum of two required services. The expectation is based on
the theory that IFTTT as a platform allows users to connect different products by providing a
common interface to avoid incompatibilities. In this investigation only authors that published
more than 5 applets were considered. The result is that regular authors use over 2 (2.2)
service providers on average to create their applets. As the majority consist of one action
and trigger an applet requires two services. This implies that regular authors ignore the
option to combine different services which in theory is one of the main advantages.

4 https://www.wizconnected.com/

https://www.wizconnected.com/
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4.4 Services
As mentioned earlier all the applets were collected by searching through the services that
provide them. A service is, in most cases, a company that has the intention to allow its
users to connect their product with other products. They provide certain behaviours for
their product. To distinguish the variety of possible applets it is required to look at the total
amount of connectable devices. In this case, there are 347 services. In the end, this results
in an interconnection of 316 services. This means some of the services will only occur in
combination with others.

4.5 Service channel connections
The main goal of trigger-action programming in the smart environment is to increase the
interaction possibilities with devices. In this case it is interesting which service providers
are most commonly used together. Therefore the most frequently used channels were
analysed. Many channels are already present in general analysis of IFTTT but there is also
a significant amount of channels that are only focused on ’smart’ home solutions. This is
especially apparent in the channels that correspond to the top twenty channels. If a channel
is used together with another channel in the same applet, it counts as corresponding. To
get the highest corresponding channels, the sum was calculated. The results of this are
shown in Figure 3. A surprising thing that can be seen is, that the top ten have many
similar corresponding channels. Especially in comparison to Figure 4 that shows the sparse
correlation the top channels have with each other. The only exception is Philips Hue that
has some more connections with others. Another result of Figure 3, is that for applets a
combination of IoT devices and other services is really important. Many of the top twenty
channels are actually not part of the service providers that offer smart products.

4.6 Triggers and actions
IFTTT no longer provides applets in a structure where it is possible to determine if a service
is a trigger an action or both. Furthermore, applets can have multiple triggers and actions.
This resulted in a total usage of 9722 triggers and actions. The most frequently used channels
are Google Assistant 5 followed by Philips Hue 6. Of those actions and trigger, 1368 are
unique. In the following a grouping for all actions and triggers was done. This allowed to
group 6306 actions and triggers. This covers 64.8% of all actions and triggers.

4.6.1 Triggers
To get a better overview of the triggers that were used, a categorisation is possible. Because it
will be difficult to tell automatically if a channel is used as a trigger or action, the top 20 were
selected manually. This resulted in a usage of 2142 triggers in the following categorisation.
Under the assumption that half of our acquired data are triggers this amounts to 44%. The
most frequently used triggers are speech-based with 860 uses. This means the user says a
phrase to a voice recognition device which translates it to a correlating command. This is
followed by location-based triggers with an amount of 430. This category combines entering
or exiting an area. It is also possible to do a time-based categorisation this is used 316

5 https://ifttt.com/google_assistant
6 https://ifttt.com/hue

PROMIS (2020)
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Figure 3 Top channels with their corresponding most used channels.
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times. This encompasses triggers at certain times based on a clock or based on sunrise
or sunset. The next frequently used one is pressing a button, with 294 uses. Followed by
motion detection, with 109 triggers. The last really frequent triggers can be categorised as
temperature based triggers with 83 occurrences.

4.6.2 Actions
To continue this investigation, the actions are analysed with the same procedure. The top 20
actions consist of 1808 used actions which are equal to 37%. This resulted in a grouping of
5 categories. The first category is about notifying their users, with 579 actions. The most
popular approach is doing that by mail. The second category consists of actions that turn or
switch something on/off for example a light or device. This occurred 582 times. The next
group contains actions that are changing something that is already running. Actions of that
kind were used 430 times. Then there were actions that added something to a spreadsheet,
122 times. This could be grouped as documentation. The last group contains security tasks
or opening the doors with 95 occurrences. This includes opening a door or enabling a security
system. This concludes the manual investigation.

The scope of the investigation was increased by using keywords for the previously defined
groups. Those keywords were derived from the top 20 and try to encompass those groups.
The keywords for the notification are ’send’ and ’call’. This resulted in 807 results. For the
toggle group, the keywords ’turn’, ’switch’ and ’toggle’ were used. This resulted in 1697
used actions. The keywords that indicate change, ’set’, ’activate’, ’change’ and ’blink’ were
grouped together. This resulted in 1227 actions. With a look at documentation usages, ’add’
is a good representative but ’added’ needs to get excluded because it indicates a trigger.
This resulted in 176 actions. This leads only to a slight increase compared to the top 20
observation. The last category concerning security issues, resulted in 257 uses. If added
together, it results in a sum of 4164 which is equal to a coverage of 85%, under the assumption
of equally split actions and triggers.

4.7 Trigger-action connections
In this section, a look at the correlation of triggers and actions is taken. In Figure 5 each
keyword is represented by itself. This already shows some popular combinations like ’turn
on/off’ or ’set’ and ’say’. Overall the combinations are to scattered and it is not that easy
to find combinations really frequently used in applets. Therefore, the previously defined
groups are used to do the same in Figure 6. This shows which trigger and action groups are
frequently used together and which combinations are more famous than others compared in
a relative scale. The most popular combinations are spoken commands that toggle device
states. This is followed by spoken commands that automatically perform changes. In general
toggles and changes are the most popular actions. The most popular trigger is speech,
motion and temperature are the least popular ones. On the side of actions, documentation is
not that frequently used but this could be a result of the small scope and the specific way
documentation is supported by IFTTT.

4.8 Duplication
This is something that occurred only a few times and was mostly caused by version or name
changes. This problem was limited to a few service providers and should not be a problem
in the big picture. This is in contrast to the previous investigation of IFTTT, where a lot of
duplicates were found.

PROMIS (2020)
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4.9 Duplication by different service providers

This does not mean duplication is remedied as it occurs in a different form. With a
more general approach, duplicates could also occur if different service providers offer the
same trigger, action or applets with the same functionality. To investigate this, all unique
descriptions of triggers and actions were counted. The results in Figure 7 showed that
multiple service providers use the same description or just use different wordings. The most
common triggers that were used are ‘Turn off‘ used 17 times, ‘Turn on‘ used 15 times and
‘Motion detected‘ which was also used 15 times. If they are grouped like the actions and
triggers there are similar results. Which means that the combination of possible applets for
different service providers is also really similar. This indicates a high amount of duplicate
applets if API and interface restrictions are not considered.

5 Discussion

There were some major changes to IFTTT compared the state it was in when the last big
research to my knowledge on IFTTT was made [5]. Additionally, the focus of this paper is
more on the smart environment and not on IFTTT in general. On the one hand problems
that arouse previously are now either fixed or are not as relevant as before e.g. duplicates,
on the other hand there are some new aspects to consider like varying relevance of services.

5.1 Different relevance of services

With 1368 unique triggers and actions, far more than the 4652 created applets are possible.
This is probably caused by different importance of services for the users. For example the
service for Google Assistant or Amazons Alexa are commonly used as they offer a speech-
based trigger. On the other-hand Philips Hue is popular because of the huge number of
offered devices. As a result, services that only offer fewer products or provide not so popular
functions have fewer applets.

PROMIS (2020)
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5.2 State of duplication
Compared to prior investigations, the source of duplications is reduced but it remains in
a different form. If the entire IFTTT is considered, there are fewer duplications in the
smart home environment. This is probably caused by the restrictions of applets to services
and the featuring of connected service. Those measures lead to a prior summarization and
categorization which allows users to find applets faster and reduces the incentive to create
applets themself. As the trigger-action grouping showed, there are also not that many different
groups that could be combined. This of course reduces the amount of possible duplicates. On
the other hand, many service providers actually provide the same functionalities. Considering
this aspect the amount of duplicates would be a lot higher. As there are also API restrictions,
this aspect could be improved in theory. In practice, changes are unlikely for various reasons
e.g. customer retention.

5.3 Trigger-action programming expectation and actual utilisation
Regarding utilisation, a comparison of how users envisioned it and how they utilise it on
IFTTT is possible. In the survey on how people envision a smart home location and time-
based triggers were the most popular. Speech-based triggers had only medium popularity. In
contrast, actual results showed that speech is the absolute favourite trigger. Similar to the
vision location and time based are still popular triggers. The prevailing envisioned action
was to get a notification. In praxis those actions are a minority. The amount of toggles
and changes was split over multiple categories in the survey and a clear classification is
not possible. Nevertheless, the proportion of those actions in reality is considerably higher.
In conclusion, the envisioned and actual trigger-action connections are akin but with an
adjusted focus.

5.4 Utilisation of applets for home automation
Similar to the actual utilisation, the application area of applets increased for various reasons
including the scope of investigation. The results of the previous analysis of IFTTT encom-
passed the entire IFTTT [5]. Therefore, users had different reasons besides home automation
to use IFTTT. In the study they came to the conclusion that the applets are mostly used to
fill gaps in functionality. This is still the case in the smart home environment for example in
time-based cases, where sunrise and sunset are used to manage lights. The counter-intuitive
increase of the application area is caused by two factors. On the one hand, manufacturers
cover e.g. time-based use cases themself. On the other hand, a focus in the smart home
environment is to connect different service providers with each other. This would normally
be really difficult because of different APIs and interfaces. IFTTT creates new functionalities
without requiring additional effort to implement them. In this aspect the variety of use cases
in the smart home environment is relatively larger compared to the general scope. The high
connection of different service providers in channels shows, the potential IFTTT has in the
smart home IoT. Although the amount of applets is still a lot smaller in comparison to the
entirety of IFTTT.

5.5 Future trends
The current direction of sensor modalities, triggers and home automation with IFTTT is
headed in a simple speech focused direction. Sound is the most popular sensor modality
on basis of the most famous trigger category speech. Voice recognition software still has
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potential to improve so the utilisation possibilities increase likewise. Currently, most applets
are on the simpler side. Regarding speech, it is mostly limited to connect devices with a voice
assistant. More complex scenarios that include high amounts of applets are not published
yet. This will probably not change as more complex scenarios are already covered by other
software solutions.

6 Conclusions

Compared to the entire catalogue of IFTTT, the offered applets for the ’smart’ environment,
are only a small fracture. The advantage of this is fewer duplicates. Most public applets
are provided by the service providers. This could imply a high coverage or limited interest
from users. There are many other tasks on IFTTT that use the trigger-action paradigm
besides home automation. Perhaps because of the limitation to specific services, the amount
of applets for the smart environment was far less than the previous study on IFTTT. This
could be caused by other solutions for home automation. They offer better monitoring
abilities and may also include event handling that scales better than the trigger-action model.
Speech-based triggers emerged as the new leader and it is likely to keep that position. IFTTT
is used as an interface, that offers users alternative control options for their devices. The
most popular use case is to replace or extend manual switches. Therefore, the focus of home
automation shifts in favour of remote device control in the smart home environment.
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Abstract
The use of generative adversarial networks (GANs) has influenced the quality of estimating probability
distributions for complex data and by extension synthetic data generation immensely. The original
architecture was proposed by Goodfellow et al. in 2014 and is applied in the context of speech,
text and image data generation. Since then, many configurations have been suggested to improve
the quality of the generated data and/or to counteract problems of learning instabilities within
the model. This work serves the purpose of analyzing, evaluating and comparing these different
approaches, their methods and newly emerging problems. In addition, widely accepted metrics like
the Inception Score (IS) and Fréchet Inception Distance (FID) are used to compare improvements of
different configurations. Limitations of IS and FID are considered.

2012 ACM Subject Classification Computing methodologies → Learning paradigms; Computing
methodologies → Neural networks; Theory of computation → Unsupervised learning and clustering;
Computing methodologies → Knowledge representation and reasoning

Keywords and phrases Machine Learning, GAN, Synthetic Data

1 Introduction

Estimating probability distributions for data obtained by artificial intelligence applications
has been a focus in research for over a decade [6]. This data can be high dimensional and
complex such as images, audio and text [6]. It can be used to generate anonymous data
to avoid privacy concerns or to extend data sets by non-existent samples. Some fields that
benefit from synthetic data generation are the medical, marketing, security and computer
science field. Different approaches have been suggested to solve this task [6].

A common approach is to estimate the probability distribution by maximizing the log
likelihood in a deep generative model. But for this the underlying distribution function
has to be known, and only parameters are optimized. In addition, such models require
numerous approximations to the likelihood gradient [6]. The deep Boltzmann machine [18]
is considered as one of the most successful models for this approach [6]. Other approaches
include Noise-Contastive Estimation (NCE) and variational autoencoders (VAEs). But all
have limitations while estimating probability distributions [6]. Additionally, adversarial
examples can not be seen as a mechanism for training generative models but primarily as
analysis tool to observe intriguing ways of neural network behavior.

In 2014, Goodfellow et al. [6] proposed a new architecture currently known as generative
adversarial network (GAN) for estimating generative models via an adversarial process.

Researchers modify the original GAN framework to improve quality of the generated data
and/or counteract training instabilities. Modifications can be categorized into architecture-
modifications and value-function-modifications. This work analyzes different approaches and
evaluates their impact on GAN research and newly emerging problems.

GAN Framework The GAN framework uses two neural networks competing against
each other: a generative model G, and a discriminative model D. The goal of G is to capture
the data distribution, while D tries to differentiate between generated and real samples,
which corresponds to a two-player minimax game. Goodfellow et al. [6] provide the analogy,
that the generator part of the network takes the role of creating fake currency, while the
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Figure 1 Original GAN architecture suggested by Goodfellow et al. [6].

discriminator is responsible for distinguishing between real currency and the fake currency.
Both parties try to improve their skill set to increase their success rate.

Generative Adversarial Networks excel at estimating data distributions for complex
models for which the likelihood approach is infeasible [10].

2 Background

2.1 GAN Architecture
A straightforward implementation of this framework consists of two separate multilayer
perceptron networks representing both models. Figure 1 illustrates the GAN architecture
proposed by Goodfellow et al [6]. The neural networks are trained by optimizing the value
function V (D, G), which is shown in Equation 1. This correlates to minimizing the Jensen-
Shannon Divergence between the actual data distribution and the trained data distribution
of G. In this architecture input of the G network is sampled from a noise distribution pz(z).
The network G maps this sample point onto a data point (e.g. generated image). G(z; θg)
represents a mapping process of the network.

2.2 Generator
Generator networks are trained by backpropagation with respect to trainable parameters (θg)
to minimize V (D, G), which is shown in Equation 2. Hecht-Nielsen [9] provides additional
background information on the backpropagation optimization in neural networks. The
generator can achieve its optimum, when the discriminator is not able to distinguish between
the generated data points G(z) and the real data points x. Using this process the generator
learns the distribution pg of data x.

2.3 Discriminator
In contrast the multilayer perceptron D(x; θd) predicts the probability, that the input x is a
data point, which is generated by G. D tries to distinguish between generated and real data
points, which correlates to maximizing Equation 3:
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V (D, G) = IEx∼pdata(x)[log D(x)] + IEz∼pz(z)[log(1 − D(G(z)))] (1)

min
G

V (D, G) = IEz∼pz(z)[log(1 − D(G(z)))] (2)

max
D

V (D, G) = IEx∼pdata(x)[log D(x)] + IEz∼pz(z)[log(1 − D(G(z)))] (3)

2.4 Optimization
The training of each model takes place in an iterative process. Within this process model
G and D are trained alternately. Theoretically, with this training criterion and optimizing
approach, the framework is able to recover the data distribution, as long as G and D are given
enough training iterations and computation resources [6]. This occurs, when the minimax
game reaches the Nash equilibrium [14]. This relates to D not being able to distinguish
between generated data and training data.

For readers who want to gain a deeper insight into the original GAN framework, the
initial paper by Goodfellow et al. is recommended [6].

Researchers have found different problems when estimating a data distribution by a
generative adversial model as suggested by Goodfellow et al [6]. This is often stated as
training instability in research [2, 8, 15]. Non-convergence takes the largest part in this
training instability. When optimizing the value function of a GAN, it is possible that the
optimizing steps done by one player are undone by the upcoming steps of the other player
repeatedly. If this occurs, a Nash equilibrium, at which the game stops, is not found and
the GAN is not able to estimate the data distribution truthfully. Currently, there exists
no theoretical argument whether GAN games, with their current framework proposed by
Goodfellow et al., should converge at all [7]. One possible form of non-convergence in the
GAN game is mode collapse. It occurs when G maps multiple points, which are sampled
from the latent space pz(z), to the same output G(z). Complete mode collapse is rare in
practice. But partial mode collapse, which refers to e.g images containing the same theme
(e.g different perspective on the same object), is common. The selected loss function is not
directly linked to the occurrence of mode collapse. The common understanding was that the
use of Jensen-Shannon divergence causes this mode collapse, but this does not seem to be
the case [7]. Recently, a (potentially bad) local equilibrium was linked to mode collapse in
GAN training [14]. This mode collapse problem limits the application of GANs. Still, it is
feasible for applications, where a limited amount of outputs is expected.

Vanishing gradients are another issue, which can lead to an unstable training of a GAN
network. Vanishing gradients occur in the GAN framework when the discriminator D is
performing significantly better than the generator G. In this case, the update steps for the
generator saturates [1].

3 Methods

3.1 GAN
It is important to find a fitting balance between the number of steps for optimizing D before
optimizing G. Goodfellow et al. propose [6] to alternate between k steps of optimizing D

and one step of optimizing G.

PROMIS (2020)
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Figure 2 Implementation of Progressive GAN architecture while training as proposed by [11].
n × n denotes the dimension of each layer.

They suggest to improve training stability by modifying the loss function that the generator
G maximizes log(D(G(z))) instead of minimizing log(1 − D(G(z))) ( 2). This approach
provides much stronger gradients early in training to counteract vanishing gradients. But,
updating weights by back propagation with this new gradient follows a Cauchy distribution
with zero mean and infinite variance [1]. This can also result in unstable training.

3.2 WGAN
In 2017 Arjovsky et al. [2] have provided a new algorithm called Wasserstein-GAN (WGAN)
which acts as an alternative to the original GAN. For this algorithm they have adapted
the loss function, which is used in the original GAN (Equation 1). They provide a new
distance measure between two distributions called Earth-Mover(EM) or Wasserstein-1. This
distance measure replaces the Jensen-Shannon divergence for training the new GAN. The
EM distance is continuous and differentiable which has the positive effect, that it can be
trained until optimality. The new value function to optimize is displayed in Equation 4.
Minimizing this value function to train the generator minimizes EM . This counteracts the
problems of mode collapse, as well as vanishing gradient, when training G [8]. Therefore,
finding the right balance of training D and G gets less important. Arjovsky et al. [2] use
weight clipping as a simple and efficient way to enforce a Lipschitz constraint, which is
required to optimize the new distance measure in a GAN. While training a deep neural
network, small clipping parameters can lead to vanishing gradients, while large clipping
parameters can make it harder to train the GAN until optimality. Both can lead to bad
image quality and non-convergence [8].

min
G

max
D∈D

V (D, G) = IEx∼pdata(x)[D(x)] − IEz∼pz(z)[D(G(z)))] (4)
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3.3 WGAN-GP
To resolve the issue of applying weight clipping to enforce the Lipschitz constraint in WGANs,
Gulrajani et al. [8] have proposed an alternative way to weight clipping by applying gradient
penalties. This approach improves the training stability and the quality of produced samples
in comparison to WGAN. The proposed value function is

min
G

max
D

V (D, G) = IEx∼pdata(x)[D(x)]−

IEz∼pz(z)[D(G(z)))] + λ IEx̂∼Px̂
[(|| ▽x̂ D(x̂)||2 − 1)2] (5)

with x̂ ∼ Px̂ representing random samples, which are sampled uniformly along straight
lines between points from pdata(x) and G(pz(z)).

3.4 Progressive GAN
The initial GAN results in low resolution images with unsatisfying image quality. Increasing
the depth and size of the generator network instantly will result in unstable training and is
not viable. Therefore, Karras et al. [11] suggested a new training methodology for GANs
in 2017 (PGGAN). The idea is to grow D and G progressively, which is realized by adding
layers successively while training. They start with low resolution and each additional layer
adds more details to the image. The process is illustrated in Figure 2. This results in an
increased training stability while improving the image quality immensely. Additionally, they
are able to increase sample variation by using minibatch standard deviation. With this
approach, the network is able to learn large-scale structures at early training iterations. In
general, the generation of smaller images is substantially more stable than the generation of
high resolution images, with large-scale and fine-scale details, instantaneous. In addition,
Karras et. al are able to reduce the training time by a factor of 2-6 for GANs, which
produce comparable image quality [11]. They primarily used the improved Wasserstein
loss (WGAN-GP). With this methodology they are able to produce images at 1024 × 1024
resolution. The addition of a new layer while training is done smoothly. This helps to avoid
upsets of already well-trained layers. But while improving the state-of-the-art for image
quality in 2017, Karras et. al state themselves, that there is room for improvement in the
micro-structure of the generated samples.

3.5 SN-GAN
Miyato et al. [15] focused on stabilizing the training of the discriminator in the GAN in
2018. They realize this task by using a new weight normalization technique called spectral
normalization (SN-GAN). Miyato et al. follow the idea of Gulrajani et al. [8] to control the
Lipschitz constant of the discriminator function f . To be specific, Miyato et al. achieve this
by literally constraining the spectral norm of each layer. The largest singular value of W

is used to regularize the layers of D. Thereby, the weight matrix W satisfies the Lipschitz
constraint.

As mentioned above, WGAN-GP achieves this Lipschitz constraint by adding a regulariz-
ation term to the value function. This is fundamentally different from the SN-GAN approach,
which sets the spectral norm to a desired value. To be specific, the SN-GAN extends the
value function with a training dependent regularization term, while WGAN-GP imposes
training data independent regularization.

PROMIS (2020)
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The computation of the largest singular value of W can become computationally expensive,
when applying singular value decomposition for each training iteration. To overcome this
issue, Miyato et al. use a power iteration model to compute the spectral norm efficiently.
For their experiments they tested their spectral normalization with different value functions.

For their tests, they used the original GAN value function to optimize D and the alternate
cost function proposed by Goodfellow et al. [6] to optimize G.

3.6 SAGAN
One weakness of traditional convolutional GANs is that high-resolution details are generated
by feature maps of previous layers. Feature maps in convolutional networks can only detect
spatially local dependencies. To improve the quality of high-resolution details Zhang et
al. [20] proposed the Self-Attention GAN (SAGAN) to generate details considering all features
locations in 2019. This allows attention-driven generation of images with long-range detail
dependency [20]. In addition, the discriminator D punishes high-resolution details in distinct
locations that are inconsistent. Zhang et al. apply the idea of spectral normalization not
only to the discriminator, but also to the generator. This improves the quality of the images
considerably. The self attention concept is realized by mapping each convolution feature
map to a self-attention feature map. This process is illustrated in Figure 3. For this, new
model parameter Wf , Wg, Wh and Wv are learned weight matrices, which are implemented
as 1x1 convolutions. SAGAN uses a hinge value function to train the network:

min
D

V (D, G) = IEx∼pdata(x)[max(0, 1 − D(x))] + IEz∼pz(z)[max(0, 1 + D(G(z)))] (6)

min
G

V (D, G) = −IEz∼pz(z)[D(G(z)))] (7)

3.7 BigGAN
In 2018, Brock et al. [4] followed a similar idea as Karras et al. [11] to scale up the GAN to
improve the quality and resolution of the generated samples. But instead of progressively
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Figure 4 Illustration of StyleGAN architecture based on [12]. n×n denotes the output dimension.

increasing the depth of the network, Brock et al. studied instabilities when scaling up GANs
instantaneously. With this knowledge, they propose general architecture changes to improve
scalability in this context. First of all, Brock et al. use the SAGAN architecture as a basline,
while also applying spectral normalization to the weight matrix W . Furthermore, they used
orthogonal weight initialization, increased the batch size and number of model parameters.
Increasing the batch size and the number of channels lead to tremendous benefits for image
quality [4]. They argue, that this is caused because larger batches cover more modes, which
provide better gradients when training G. In addition, they use a skip-z connection from the
sampled noise vector z to deeper layers in G. This enables z to directly influence features at
different resolutions and scales [4]. Additionally, by applying orthogonal regularization to G

it is possible to use a simple truncation trick. This enables the control over the trade-off
between sample fidelity and variety. To be precise, the generator’s input variance is reduced.
In the meantime, applying orthogonal regularization to G has the effect, that the full space
of z will map to good outputs. But with these architectural modifications the training of a
BigGAN can still be unstable. They investigated the topic of conditioning G to improve the
training stability. As a result they argue, that solely conditioning G is insufficient to ensure
stable training. While conditioning G and D is necessary to improve training of large-scale
GAN and delay an eventual training collapse, its stability comes from the interaction of G

and D in the adversarial training process [4]. It is possible to prevent training collapse by
strongly constraining D, but this can only be achieved by a massive performance decrease.
Therefore, they propose to train the model with fewer constraints until a training collapse
occurs at later stages, at which the model is already trained sufficiently to generate high
quality samples.

3.8 StyleGAN

One disadvantage of the GAN architecture is that the input latent space from which z

is sampled must follow the probability density function of the training data. This leads

PROMIS (2020)
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to unavoidable entanglement [12]. In 2019, Karras et al. [12] proposed a re-design of the
generator architecture with an usage of an intermediate latent space W to counteract this
problem. The used the progressive GAN architecture as a baseline. Instead of using a
random sampled input for G, they use a learned constant input. To generate stochastic
variation in details, Gaussian noise is injected into each layer. These modifications lead to
automatic, unsupervised separation of high-level attributes (e.g., dog-breed when trained
on dogs) from stochastic variation (e.g., color patches on furry) [12]. They called this new
architecture Style-GAN, because they borrow many aspects from style transfer literature.
The new architecture is illustrated in Figure 4.

The mapping of the input latent space Z to W is realized by a fully connected mapping
network f . The intermediate sample w ∈ W is fed into the generator network in each
convolution layer by using a learned affine transformation A and an adaptive instance
normalization (AdaIN). A specializes w to styles y = (ys, yb) that control the AdaIN
operations. The AdaIn operation is defined as

AdaIN(xi, y) = ys,i
xi − µ(xi)

σ(xi)
+ yb,i (8)

where each normalized feature map xi is scaled and biased by y.
With this new architecture, each style effects only certain aspects of the image and it

is possible to control the generated samples via scale-specific modifications to the styles.
To prevent the network from assuming that styles from adjacent layers are correlated, an
operation called style mixing is implemented by employing mixing regularization. In this
operation, two latent samples z1 and z2 are mapped to w1 and w2, which control the styles
by using w1 for the first part of G and w2 afterwards.

Applying the truncation trick is also possible in the intermediate latent space W . This
also enables a trade-off between sample fidelity and variety.

Karras et. al [12] provide two new metrics to evaluate the disentanglement in the input
latent space called Perceptual path length and Linear separability. Perceptual path length
measures the separability of the input latent space with an linear hyperplane into two distinct
sets, which corresponds to a specific binary attribute of the image (e.g., male and female
faces) [12]. Perceptual path length uses the property of entangled input spaces that a linear
interpolation of input samples z1 and z2 can lead to invalid combination of attributes. It
quantifies this effect, by measuring how drastic the changes of interpolation in the latent
space on an image are [12].

3.9 StyleGAN2

As a follow up to StyleGAN Karres et al. [13] proposed changes in architecture and
training methods to improve image quality. To be specific, they use weight demodulation to
reconstruct Adaptive Instance Normalization to remove water-droplet artifacts, replacing
progressive growing with resnet-style skip connections to the final generated image, path
length regularization to enforce less entangled latent spaces and lazy regularization to reduce
computational cost and memory usage.

In the following influence on the performance of the presented modifications with regard
to generated image quality and training stability are evaluated.
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4 Results

4.1 Quality

Two metrics have been established to evaluate the quality of generative models. The inception
score (IS) [19] measures how realistic the learned distribution is. The variety and quality
of the sampled images is considered. A higher score is better. The score is calculated by
passing a batch of sampled images in a pre-trained Inception classifer network. Meanwhile,
Fréchet Inception Distance (FID) is a better measurement for image diversity. It can detect
mode collapse better than IS. In addition, it is more stable when noise is added to images. A
lower FID score is better. For its calculation an Inception network is used too.

Theses scores are used to compare different architectures and modifications of GANs. For
comparison the setting with the best score is used of each paper and listed in Table 1

4.2 Stability

There is currently no common quantitative metric to evaluate the training stability of a
neural network. Researchers have used different approaches to test their modifications in
regard to stability.

4.2.1 WGAN

Arjovsky et al. [2] have performed experiments for different generator architectures. They
have used convolution DCGAN [17] generator with and without batch normalization and a
4-layer ReLU-MLP with 512 hidden units, which are known to be prone for mode collapse
when used in GANs. No mode collapse occurred in those experiments when using the WGAN
algorithm.

4.2.2 WGAN-GP

Gulrajani et al. [8] have evaluated the stability of their suggested WGAN-GP by sampling
200 architectures from a predefined set, and training each on the 32 × 32 ImageNet dataset.
They set a threshold from 1.0 up to 9.0 and counted for each score, how many architectures
trained with WGAN-GP and the original GAN objective where trained successfully. A
training is marked as successful if its network inception score is higher than the threshold.
The result can be seen in table 2.

4.2.3 SN-GAN

Miyato et al. [15] suggest that based on their experiments SN-GAN is more robust than
other GANs with respect to settings in hyper parameters. In addition, they provide their
Inception Score for their best experiments, which is correlated to no mode collapse. But they
only provide theoretical arguments, that SN-GAN should be more stable than other GANs.

4.2.4 BigGAN

Brock et al. [4] have found that it is possible to enforce training stability in scaled up GANs
by strongly constraining D, which leads to dramatic performance decrease.

PROMIS (2020)



12:10 Modifications For Synthetic Data Generation Using Generative Adversarial Networks

Table 1 Quality Measurements (IS / FID) for different GANs proposals. From each work, the
configuration with the best result is taken. For IS the higher the better, for FID the lower the better.
Only combinations of training data sets and quality measurement that were used in the original
papers are listed. A ” − ” indicates, that no data are available for this combination of data set and
quality measurement.

CIFAR-10

IS FID

GAN - -
WGAN - -
StyleGAN - -
StyleGAN2 - -
BigGAN - -
WGAN-GP 7.86 29.3
SN-GAN 8.22 21.7
PGGAN 8.80 -

FFHQ

IS FID

GAN - -
WGAN - -
WGAN-GP - -
BigGAN - -
SN-GAN - -
PGGAN - 8.04
StyleGAN - 4.43
StyleGAN2 - 2.84

Conditional ImageNet 128x128

IS FID

GAN - -
WGAN - -
WGAN-GP - -
StyleGAN - -
StyleGAN2 - -
SN-GAN - -
PGGAN - -
BigGAN 166.5 7.4

Table 2 Result from Gulrajani et al. [8] when training 200 random architectures with WGAN-GP
/ GAN. A training is marked as successful, if its inception score is higher than the min. score.

Min.score Only GAN Only
WGAN-GP

Both
succeeded

Both
failed

1.0 0 8 192 0
3.0 1 88 110 1
5.0 0 147 42 11
7.0 1 104 5 90
9.0 0 8 0 200
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5 Discussion

The recent GAN modifications can be categorized into two sets. The first set are modifications
to the value function and constraints to the weight matrix in order to counteract training
stabilities. These modifications make the training process more stable by decreasing or
removing vanishing gradients and mode collapse. These modifications also result indirectly
into an improved image quality. The later category is made up by GAN modifications,
which change the architecture compared to the original GAN. Many ideas from different
contexts (e.g. style transfer literature, scaled up neural networks, self-attention) are applied
to GANs with success. Some approaches combine weight matrix constraint and value function
adoptions with architectural modifications (e.g. PGGAN using WGAN-GP loss function).
Both categories have improved the state of the art for generative models as the results show.

But simply measuring the performance of GANs with the Inception Score or Fréchet
Inception Distance can be misleading. Shane Barrat and Rishi Sharma [3] provided insight
on issues when evaluating quality of generated images with the Inception Score. They argue
that it is an undesirable metric to evaluate GANs. The Inception Score is calculated by
training a pre-defined Inception network. Therefore different training runs will result in
different network weights. Even though the classification accuracy of the network will not
fluctuate with small weight changes, the Inception Score does. Salimans et al. [19] propose to
use N number of sample images of G with 10 iteration to calculate the Inception Score, by
taking the mean and standard deviation of each iteration. Therefore, the trained probability
distribution of G is not evaluated directly, but only sampled from. Another issue is that it is
only meaningful to apply the Inception Score for GANs which were trained on the ImageNet
dataset, because the underlying inception network is pre-trained for this dataset [3]. In
addition, metrics like the Inception Score are vulnerable to overfitting. This can lead to the
problem, that researchers modify their configurations to gain the highest score, which might
not result into the best generated image quality, showing that the Inception Score must not
be seen as a perfect quantitative measurement for image quality.

Perceptual path length and Linear Separability can be used as an additional measurement
to evaluate the quality of a GAN. It provides direct information about the input space, from
which the sampled images are generated to compute the Inception Score.

Another issue when comparing GAN architectures is that there is currently no way to
evaluate training stabilities. The neural networks still act as black boxes and researchers
only can provide information for their experiments and trainings. This can be compared to
the issue that the Inception Score is only sampled from a distribution and is not evaluated
directly.

The modifications mentioned in this work did not consider a class-conditional problem.
But the architectures can easily be extended to do so by feeding the labels into G and D.
Researchers have proposed different methods to do so. Like concatenating a 1-hot class vector
to z [16] or supplying G with class-conditional gains and biases in BatchNorm layers [5].

This work covered recent GAN modifications only to some extent. Modifications, which
either improved the state of the art immensely or applied new interesting ideas to the GAN
framework have been investigated. There are still many proposals and architectures, that
are not considered for this work.

6 Conclusion

The quality of generative models has improved significantly since the original GAN was
proposed by Goodfellow et al. [6]. But there is still a significant gap from generated images

PROMIS (2020)
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to real images. Missing evaluation metrics remain an issue and need further attention to
compare and analyze different modifications. In addition, quality measurements like the
Inception Score need to be applied in the correct context. Researchers using the Inception
Score need to be aware of its limitations. Newly proposed metrics like the Perceptual Path
Length and Linear separability can provide new information when analyzing and training
new GANs. But possible problems and biases should be investigated in the near future.
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Abstract
Hardly any other research area has attracted as much attention as machine learning. It is a
challenging task to build well performing machine learning applications and therefore requires highly
specialized data scientists. Automated Machine Learning, or AutoML, receives increasing importance
because of numerous new easy to use frameworks for this research area. The AutoML frameworks
aim to automate tasks so that non-experts can take advantage of machine learning on a large
scale. There is a vast amount of these frameworks on the market, which makes the selection of an
appropriate framework the most difficult challenge in working with AutoML. The selection of an
unsuitable tool or framework often leads to poor results and poor quality.

This paper presents a comprehensive insight of several frameworks and tools that have been
implemented to automate the machine learning pipeline. The goal of this work is to explain the
fundamentals of machine learning, the working method of AutoML and to give an overview of current
frameworks and tools, their advantages and disadvantages.

2012 ACM Subject Classification Computer systems organization → Reconfigurable computing;
Computing methodologies → Learning paradigms; Computing methodologies → Neural networks;
Computing methodologies → Knowledge representation and reasoning; Theory of computation →
Unsupervised learning and clustering

Keywords and phrases Machine Learning, Auto Machine Learning, AutoML tools, comparison

1 Introduction

Machine learning is a branch of artificial intelligence. It is a large and growing topic,
emerging in different areas: image classification, game AI, recognize spoken language or
natural language processing [9]. With the help of machine learning, patterns can be recognized
on the basis of existing data and algorithms. The knowledge gained from the training-data
can be generalized and used for new problem solutions on previously unknown data [10].
Machine learning algorithms can be categorized in supervised, unsupervised and some other
subcategories. Another categorization of machine learning according to the methods includes
clustering, classification, regression, decision trees [37].

With the development in the area of Big Data, machine learning has also received an
enormous progress due to the effectiveness of machine learning methods mainly rests on
the availability of large amounts of datasets [12]. Every second, more and more data is
being created and requires analysis in order to extract value. There are 2.5 quintillion bytes
of data created every day [12]. So, Big Data designates a massive volume of structured
and unstructured data that is so large and complex that it is impossible to process using
conventional techniques [22, 25]. As a result, extracting useful information from data has
become a major challenge. On the one hand, the more data that is available, the more
robust the results that machine learning techniques can achieve [12]. On the other hand,
this situation leads to a potential data science crisis, due to the crucial need of having an
increasing number of data scientists with in-depth knowledge and experience so that they are
able to keep up with harnessing the power of the massive amounts of data that is produced
on a daily basis [12, 34]. However, the performance of machine learning methods is highly
sensitive to a wide variety of design options that are a significant barrier for new users [17].
For example, in a typical machine learning application, experts must apply the appropriate
methods of data preprocessing, feature engineering, feature extraction and feature selection
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to make the data usable for machine learning [19, 16, 23]. Following these pre-processing
steps, the data scientists must then perform the algorithm selection and hyperparameter
optimization in order to maximize the predictive performance of the final machine learning
model [19, 17]. In response to the demand for accessible machine learning open source
frameworks and tools have been created, i.e. automated machine learning (AutoML), thereby
reducing the effort for users substantially. There are different definitions of AutoML. For
example, according to [40], AutoML enables domain experts to automatically build machine
learning applications without the need for statistical and ML knowledge. In Techopedia1,
AutoML is defined as a general discipline that involves automating any part of the entire
process of machine learning application. In general automated machine learning aims to
make decisions in a data-driven, objective, and automated way: the user uploades data,
and the framework automatically determines the approach that is best for that particular
application [13, 17]. Thereby, AutoML makes state-of-the-art machine learning approaches
accessible to everyone who has basic knowledge and is interested in applying machine learning
but does not have the resources to learn about the technologies behind them2 [17, 13].
Currently, there are a number of different tools and platforms that try to automate the
machine learning pipeline. This work explains the fundamentals of machine learning, the
state-of-the-art of AutoML and give an overview of current frameworks and tools. The
following Section describes the fundamentals of machine learning. Section 3 provides an
overview of the working method of AutoML. Section 4 presents an insight of several AutoML
tools and frameworks and summarizes the comparison across the surveyed tools [12].

2 Fundamentals of machine learning

This section explains the different techniques of machine learning and some related algorithms,
thereby ML is treated as a Black-Box.

2.1 Learning process

The learning process in a supervised model is divided into training and testing, as shown
in Figure 1 [36]. In the training process, an ML algorithm takes samples from the training-
dataset as input3. The learning algorithm finds patterns in the training-dataset, and outputs
an ML model that captures these patterns3. In the testing process, the previously generated
learning model uses the execution engine to make the predictions for the data. The output
of this process is labeled data, which gives the final prediction or classified data3 [12].

1 https://www.techopedia.com/definition/33541/
2 https://www.automl.org/
3 https://medium.com/analytics-vidhya/what-is-a-pipeline-in-machine-learning-how-to-crea

te-one-bda91d0ceaca
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2.2 Supervised Learning

Supervised learning is trained using labeled examples from the labeled-dataset, such as
an input where the desired output is known5 [4]. The algorithm is employed to learn the
mapping function from the input (x) to the output (y) - that is y = f(X)6. The goal is to
approximate the mapping function (f) as accurately as possible to predict the output (y)
for new data [6]. For example, a piece of boolean-function could have training data points
labeled as F (false) or as T (true)5. The task of supervised learning is to construct an
estimator which is able to predict the label of an object given the set of features. The output
of the function can be regression or prediction of classification,ecloud. ”The main difference
between them is that the output variable in regression is numerical while that for classification
is categorical”7 [12].

2.2.1 Regression

Regression is concerned with modeling the relationship between variables. The system
attempts to predict a value for an input based on past data. One of the most used algorithm
here is linear regression. These find the "best-fit trend line" (Regression line) which comes as
many data points as possible or as close as possible. As it is simple to understand and use it
has gained the highest popularity. Linear regression is an extremely versatile method that
can be used for predicting. For example for: housing prices in an area, temperature of the
day, and sales of a product8.

4 http://blog.agileactors.com/blog/2017/8/28/demystifying-ai-machine-learning-and-deep-
learning

5 https://arif.works/wp-content/uploads/2020/10/3.-Machine-Learning-Section.pdf
6 https://towardsdatascience.com/the-abc-of-machine-learning-ea85685489ef
7 https://blog.education-ecosystem.com/regression-versus-classification/
8 https://dzone.com/articles/decision-trees-vs-clustering-algorithms-vs-linear
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Figure 2 Visual representation: Linear regression9

As shown in Figure 2, the model (represented by the red line) is calculated using the
training data (represented by the blue dots) where each point has a known label (y axis) to
fit the points as accurately as possible. The model can then be used to predict unknown
labels10 [12].

2.2.2 Classification

Classification procedures are methods for dividing (classifying) objects into classes. The
algorithm learns from the given dataset and classifies a new observation into a number of
classes or groups [32]. Unlike regression, the output variable of classification is a category,
not a value [2]. There are two different classification options (Figure 3):
Binary Classification [8]: The classification has only two possible outcomes.

Example: true OR false, yes OR no, cat OR dog.
Multi-class Classification [8]: The classification has more than two outcomes.

Example: Classification of types of music, color.

Binary classification: Multi-class classification:

Figure 3 Binary- and Multi-class classification [18]

9 https://en.wikipedia.org/wiki/Linear_regression
10 https://datacadamia.com/data_mining/simple_regression

https://en.wikipedia.org/wiki/Linear_regression
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2.3 Unsupervised Learning

Unsupervised, also known as self organization learning, looks for previously hidden patterns
in unlabeled input data. By contrast with supervised learning, there are no explicit target
outputs associated with each input, rather it brings to bear as to what aspects of the structure
input should be captured in the output. „The algorithms in unsupervised learning are more
difficult than in supervised learning, since we have little or no information about the data“11.
A simple, classic and widespread example of unsupervised learning is clustering [5].

2.3.1 Clustering

The clustering process can organize labeled and unlabeled data into similarity groups called
clusters [35]. A cluster is a collection of data items which are more similar to each other
than those in other clusters [38, 35]. The clustering process takes over the grouping under
the existing unlabelled data12. There is no criteria for good clustering - because it depends
on different conditions to satisfy the requirements [38, 24]. The most famous unsupervised
learning algorithm is the K-means Clustering algorithm. This algorithm divides n observations
into k clusters, each observation belongs to the cluster, with the closest mean serving as a
prototype of the cluster12 (Figure 4)[24]. The algorithm categorizes the dataset into k groups
and uses the Euclidean distance to find the similarity [38].

1 2 3 4 5 6

1

2

3

4

5

6

Figure 4 k-means cluster process13

There are some other ease-to-use clustering methods for example: Density-based methods,
Hierarchical-based methods, Partitioning methods and Centroid-based Clustering14.

11 https://deepai.org/machine-learning-glossary-and-terms/unsupervised-learning
12 https://www.geeksforgeeks.org/clustering-in-machine-learning/
13 https://de.m.wikipedia.org/wiki/Datei:KMeans-Gaussian-data.svg
14 https://developers.google.com/machine-learning/clustering/clustering-algorithms
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3 Fundamentals of AutoML

The learning process in a machine learning model is divided in different steps. The AutoML
frameworks and tools aim to streamline the process by automating several manual intensive
steps in training an ML-model. A complete AutoML system can make a combination of
various techniques to form an easy-to-use ML pipeline system [15]. The fundamentals and
working method of AutoML are explained below. Figure 5 gives an overview of the differences
and similarities between automated machine learning and machine learning [12].

3.1 Feature Selection

Feature selection describes various techniques which select a subset of relevant features for
the model construction [15]. AutoML uses several types of algorithms to automate this
process: Bayesian search, random search, ensemble search and Genetic search [28].

3.2 Model Selection

For any given dataset, there are multiple algorithms that can be used. AutoML frameworks
and tools create a number of pipelines in parallel that try different algorithms and parameters
to efficiently identify the models and algorithms that work best for the given dataset [15, 12].

3.3 Model Generation

Every machine learning system has hyperparameters [13]. These are the variables which
determine how the model is trained. The most basic task in automated machine learning is
to automatically set these hyperparameters to optimize the performance of the model [13].
This process is also known as automated hyperparameter optimization (HPO) [13]. There
are different techniques such as: Bayesian Optimization [31], Gradient Descent [3] and
Evolutionary Algorithms [39].

3.4 Model Evaluation

Once a model is generated, its performance must be evaluated. A possibility is to train the
model on the training-dataset, and then do the evaluation on the validation set [15]. This
evaluation dictates whether a different algorithm should be tried or if the hyperparameters
need to be optimized [15]. This process is very complex and time consuming. In addition,
enormous computing power is required. There are different algorithms that AutoML uses to
solve this problem [15]:
1. Low fidelity15: Model evaluation can be accelerated by reducing the data set [15].
2. Early stopping15: stopping the evaluation if the model is predicted to perform poorly [15].
3. Surrogate15: A simple model that imitates the mechanisms of a complex model to find

the best configurations for an approximation [33].

15 https://www.topbots.com/automl-state-of-the-art-2019/

https://www.topbots.com/automl-state-of-the-art-2019/
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4 AutoML frameworks and tools

Many companies offer AutoML as a service, where a dataset is uploaded by a user and the
pipeline can be downloaded after this process via web service. There are also open source
libraries available that implement different AutoML techniques. This section provides an
overview of several most popular17 frameworks and tools that have been implemented to
automate the process of the machine learning pipeline. Figure 10 summarize the comparison
across the surveyed tools.

4.1 scikit-learn
scikit-learn, also known as sklearn, is a well-documented Python machine learning library18.
„This package focuses on bringing machine learning to non-specialists using a general-purpose
high-level language“[30]. scikit-learn is maintained and reliable, offering a vast collection of
machine learning algorithms including classification, regression, clustering, model selection
and preprocessing18. scikit-learn also enables preliminary work includes dataset loading and
manipulation, imputation19 of missing values and preprocessing metrics. The emphasis of
scikit-learn is put on performance, ease of use, documentation, and API consistency [29].
Many tools and frameworks build or extend on scikit-learn. The biggest advantage of scikit-
learn is the vast collection of ML-Algorithms. Most of them can be used out with minimal
code adjustments [30, 12].

4.2 auto_ml
auto_ml is a Python library20. ”Auto_ml is a framework designed to be used in production
systems to allow companies to quickly pass extracted value from their data onto their customers”
[7]. auto_ml automates some steps of the machine learning pipeline [7]. For example, it
automates the data processing, feature engineering process, categorical encoding, numeric
feature scaling and the model generation, where auto_ml sets the right hyperparameter
optimisation [7]. Furthermore auto_ml supports a wide range of machine learning tasks
including classification, regression, data preprocessing and data preprocessing [7]. auto_ml

16 https://labs.ovh.com/machine-learning-platform
17 https://awesomeopensource.com/projects/automl
18 https://scikit-learn.org/dev/user_guide.html
19 http://www.stat.columbia.edu/~gelman/arm/missing.pdf
20 https://github.com/ClimbsRocks/auto_ml
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uses different libraries for the implementation e.g. XGBoost, ScikitLearn, LightGBM,
TensorFlow, and Keras [7]. Furthermore, auto_ml automatically detects the classification
problem (binary or multiclass problem). It optimizes models with the help of an evolutionary
algorithm. Despite its functional scope, it has a poor extensibility. This library does not
support a time limiting feature i.e. every algorithm must be fully executed [7, 12].

4.3 Tree-Based Pipeline Optimization Tool

TPOT, is a Python AutoML tool that automates the building of machine learning pipelines21.
It extends the scikit learn22 framework with its own base regressor, classifier and cluster
methods [7, 40]. It automates several steps of the machine learning process as shown in
Figure 5. The search space of TPOT can be limited by a configuration file, which leads to a
performance advantage (early stopping) [7]. Furthermore, this framework sources its data
estimators and manipulators from sklearn23 [7]. Furthermore, a maximum execution time
can be defined with TPOT [7]. This framework also supports pausing and resuming the
execution [27, 12].

”The most important feature of this framework is the ability to export a model to code to
be further modified by hand” [7]. This framework including data cleaning, feature selection,
feature processing, model selection, feature construction and hyperparameter optimization.

TPOT cannot automatically process inputs in natural language and is also not able to
process categorical strings either. The entries must be encoded in integer before passing in
data [7, 26]. Furthermore, the model evaluation is not part of the TPOT pipeline [7, 12].

4.4 AlphaD3M

AlphaD3M [11] is an AutoML framework that uses meta reinforcement learning to find the
best pipelines. The "D3M" in the name comes from DARPA´s24 Data Driven Discovery of
Models (D3M) program [11]. This program synthesizes a pipeline and sets the appropriate
hyperparameters to solve problems with previously unknown data and problems [11]. Al-
phaD3M finds pattern in the components of the pipelines using Monte-Carlo tree search
and recurrent neural networks, specifically long-short-term-memory (LSTM) in an iterative
process [11]. The predictions of the LSTM are used by Monte-Carlo tree search to find the
best pipeline sequence24. The LSTM uses the improved pipeline from the iterative process to
update its probabilities(cf. Figure 6) [11]. This is computationally very efficient, especially
in large search areas [11, 12].

21 https://automl.info/tpot/
22 https://scikit-learn.org/stable/index.html
23 https://www.kite.com/python/docs/sklearn
24 https://www.darpa.mil/program/data-driven-discovery-of-models
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4.5 Hyperopt-Sklearn
Hyperopt-Sklearn is an open-source Python framework for fitting classification and regression
pipelines based on Hyperopt26. Thereby, the framework chooses a suitable classifier and
preprocessing module to represent a large hyperparameter optimization problem [21]. Further-
more, Hyperopt describes a search space, including classification, preprocessing and regression
modules [21]. The biggest advantage of Hyperopt-Sklearn is, that the hyperparameter search
can be applied to an existing Python code with little adjustments [21, 20].

Hyperopt-Sklearn does not support a parallization of the configuration evaluation [40].
Another disadvantage is, that the pipeline of this framework is fixed to exactly one preprocessor
and one classification or regression algorithm [21, 40, 12].

4.6 H2O
H2O is a distributed in-memory machine learning framework containing a collection of
machine learning algorithms that execute on a server accessible by a variety of interfaces and
programming languages [7, 40]. H2O can largely automate the machine learning pipeline,
which includes model training and tuning within a defined time limit27. This framework
includes also an module for autoML that uses specific algorithms to build a machine learning
pipeline [7]. ”It performs an exhaustive search over its feature engineering methods and model
hyperparameters to optimize its pipelines” [7]. It currently supports different techniques
suches gradient boosting machine, one-hot encoding, feature engineering and generalized
linear models28 [7]. H2O supports two methods of hyperparameter optimization (Section 3.3);
grid search and random grid search. H2O is developed in Java and includes several bindings;
Javascript, Python, R, Tableau, and Flow (web UI) [7].The core code can be run on a remote
or local server. ”Production models are exported as native java entities that can be loaded into
any H2O cluster” [7]. The main disadvantage is the massive use of resources in the distributed
execution [7]. In addition, long running processes can lead to errors due to insufficient garbage
collection [7]. Unfortunately, H2O only allows the following configurations: stopping time,
algorithm choice, and degree of k-fold validation [7].

25 https://tomroth.com.au/notes/alphad3m/alphad3m/
26 http://hyperopt.github.io/hyperopt/
27 https://docs.h2o.ai/h2o/latest-stable/h2o-docs/automl.html
28 https://www.rdocumentation.org/packages/h2o/versions/3.32.0.1/topics/h2o.automl
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4.7 auto-sklearn

”Auto-sklearn29 wraps the sklearn framework to automatically create a machine learning
pipeline” [7]. After installing the framework, various supervised machine learning algorithms
can be used immediately [7]. It also includes feature engineering methods such as imputation
of missing values and normalization of features or samples. The models use different sklearn
estimators techniques for the common classification and regression problems [7]. Auto-sklearn
are using Bayesian search (Section 3.3) for the optimization. AutoML gathered 140 binary and
multiclass classifications datasets from the OpenML repository to allow robust performance
evaluations [7]. The default hyperparameter values are pre-trained using this dataset by
performing the meta learning [14] process outlined in Figure 7. To characterize a dataset,
this framework computes 38 statistics and initializes the hyperparameters to the optimized
parameters of a dataset with these statistics [7]. One of the biggest advantages of this
platform is the easy integration into the existing sklearn system of tools which offers an
avenue for extension [7]. Auto-sklearn uses the Bayesian optimization technique SMAC3 to
quickly assess model performance [7].

Disadvantages of this framework are, the inability to process input in natural language
and the ability to automatically distinguish between numerical (regression) and categorical
(classification) inputs [40]. Therefore, the type must be specified explicitly30. Another
disadvantage is, that the framework does not handle string inputs. Therefore, a manual
encoding to integer values is required [17, 7, 12].

Input
meta-
learning data pre-

processor
feature

preprocessor
classifier

Bayesian optimizer

ML framework

build
ensemble

AutoML
system

Output

Figure 7 Auto-sklearn: Pipeline optimization process (Based on: autoML.org)

4.8 Amazon SageMaker Autopilot

The Amazon SageMaker Autopilot is a fully managed system that provides an AutoML
solution (Figure 8). With a tabular dataset, AutoPilot identifies the problem type, analyzes
the data and produces a diverse set of complete ML-Pipelines. The biggest advantage of
this tool is that the generated ML pipelines are sorted into a ranking list. Users can choose
between different requirements such as model accuracy and latency. This trait is crucial for
users because it provides a solution that can be further worked on. SageMaker Autopilot
allows customers to build binary classification and regression models. For the hyperparameter
tuning it uses an implementation of Bayesian optimization. Amazon SageMaker Autopilot
supports Python, JavaScript and R binding31 [12].

29 https://automl.github.io/auto-sklearn/master/
30 https://automl.github.io/auto-sklearn/master/examples/40_advanced/example_feature_types

.html
31 https://docs.aws.amazon.com/sagemaker/latest/dg/autopilot-automate-model-development
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https://automl.github.io/auto-sklearn/master/examples/40_advanced/example_feature_types.html
https://docs.aws.amazon.com/sagemaker/latest/dg/autopilot-automate-model-development
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Table

Raw data Target Automatic
model creation Full visibility Model selection

Choice to optimize and retrain, to improve model quality

Deploy and monitor
the model

Figure 8 Amazon Sagemaker Autopilot32

4.9 Azure ML Studio

Azure ML can be used for any kind of ML, from deep learning to classical ML, supervised,
and unsupervised learning. Azure ML can build, train, and track ML and deep learning
models. In contrast to Amazon Sagemaker and Google Cloud, it will first need to create
some compute instance by hand, which is an extra step. ”The process of evaluating machine
learning models has certain limitations, e.g. small number of performance metrics” [1, 12].

4.10 Google Cloud AutoML

Google Cloud AutoML provides a number of tools and framworks for AutoML. Below is a
list of several services33.

1. AutoML Tables

2. AutoML Video

3. AutoML Vision Edge

4. AutoML Vision object detection

5. AutoML Natural language

Google‘s AutoML Tables34 automatically build and deploy machine learning models on
structured data. It automates modeling on a wide range of data types from numbers and
classes to strings, timestamps and lists. This tool also detects schema and class distribution,
helps detect missing values and enables model interpretation. The biggest advantage of this
tool is, that all of these tasks can be performed without any coding work. AutoML Table
supports binary classification, multi-class classification, regression and clustering. It also
automates the input analysis, feature engineering, model selection, model evaluation and
the deployment of the model as shown in Figure 9. Google Cloud AutoML Tables support
Python, Java and Node.js bindings [12].

32 https://aws.amazon.com/de/sagemaker/
33 https://cloud.google.com/automl
34 https://cloud.google.com/automl-tables/
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Table input

Evaluate
the model
behavior

Analyze
the input
features

Define
data schema

and label

Deploy
the model to

get predictions

Train
the model

Feature
Engineering

Model
selection

Hyperparameter
tuning

Prediction
output

Figure 9 Google Cloud: AutoML Tables35

Tool\
Framework

Platform
Data

preprocessing
Feature

engineering
Hyperparameter

optimization
Optimization
Algorithm

scikit-learn 3 3 3
Bayesian

Optimization

automl scikit-learn 7 3 3
Evolutionary
Algorithm

TPOT 7 3 3
Evolutionary
Algorithm

auto-sklearn scikit-learn 7 3 3
Bayesian

Optimization

Hyperopt-Sklearn scikit-learn 3 7 3
Bayesian

Optimization

H2O H2O.ai 3 3 3
Bayesian

Optimization

AlphaD3M DARPA 3 7 3
Reinformance

Learning

Google Cloud AutoML Tables Google Cloud 7 3 3
Bayesian

Optimization

Amazon SageMaker Autopilot Amazon Cloud 7 3 3
Bayesian

Optimization

Azure ML Studio Azure Cloud 7 3 3
Reinformance

Learning

Tool\
Framework

Model
Selection

ML Task
User

Interface
Binding Open Source

scikit-learn
Grid- &

Random Search
Supervised- and

Unsupervised learning
7 Python 3

automl Random search Supervised learning 7 Python 3

TPOT Genetic algorithm
Supervised- and

Unsupervised learning
7 Python, R 3

auto-sklearn Random search Supervised learning 7 Python 3

Hyperopt-Sklearn Random search Supervised learning 7 Python 3

H2O Ensemble Selection Supervised learning 3
Python, JavaScript
R and Tableau

3

AlphaD3M
Monte Carlo
Tree Search

Supervised learning 7 Python 7

Google Cloud AutoML Tables
Ensemble &

Random Search
Supervised- and

Unsupervised learning
3 Python, R and Node.js 7

Amazon SageMaker Autopilot
Random &

Bayesian Search
Supervised- and

Unsupervised learning
3 Python, R and Node.js 7

Azure ML Studio
Ensemble &

Random Search
Supervised learning 3 Python, R and Node.js 7

Figure 10 AutoML Frameworks and Tools: Comparison Table

35 https://cloud.google.com/automl-tables/
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5 Conclusions

AutoML is an emerging research field that has the potential to help non-experts use machine
learning. The pipeline of a machine learning models passes through different phases that
require wide knowledge of several available algorithms and techniques. However, as the scale
of data produced daily is continuously increasing, it has become essential to automate this
process. It is worth mentioning that while the overview has focused on AutoML tools and
frameworks. Here, some important basics were explained, but mostly viewed as a black box.
Ultimately, the presented frameworks and tools were summarized in a table in order to get a
clear overview.
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Datalog—An Overview and Outlook on a
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Abstract
Especially with the increasing amount of web services and other data collection applications, the
need for convinient data managment software increases as well. More and more companies as well
as communities around the world look outside the current tech stack to find better solutions to
interconnect data. I believe that this could be a chance of revival for Datalog, a logic based query
language based on the established programming language Prolog developed in the 1970s. While not
resulting in a noticable application back then, the logic based approach gathered interest among
multiple areas in computer science today. Even though Datalog had a promising start, it declined
short after. This was due to some internal factors, like technical limitations, but also to a noteable
amount due to external circumstances like an overall decline in logic programming and limited
hardware ressources. As of today, many of these are no longer valid and result in an increased
viability of Datalog. This is why this work is designed to first explain its history, reintroduce
Datalogs syntax and evaluation techniques as well as a discussion part to investigate its potential
today. Although desired, no definitve answer can be given if Datalog will succeed or not, rather
then a good estimation based on the recent development.

2012 ACM Subject Classification Computing methodologies → Logic programming and answer
set programming; Theory of computation → Database query languages (principles); Information
systems → Query languages; Theory of computation → Constraint and logic programming

Keywords and phrases databases, logic programming, query languages, deductive dabases

1 Introduction

This work focuses on discussing the current state in Datalog development. Back in the
1970s, beside the today de-facto standard query language SQL, an alternative approach was
developed based on the programming language Prolog. The hope was to design database
systems especially with regard to artificial intelligence (AI) and machine learning (ML) [3].
While at that time these approaches could not prevail beyond research, logic-based solutions
are now being reconsidered through the revival of the artificial intelligence field and the
growing static code analysis resort. The goal of this paper is fourfold:

First, to get an understanding when, why and under which circumstances Datalog
development started back in the 1970s, the history of Datalog is described in section 2.
Second, the focus is on explaining the Datalog syntax as well as important concepts
regarding evaluation. In addition, technical aspects like the fact base structures are
important to understand Datalogs strength and weaknesses. All this is done in section 3.
Third, a comparison is done between Datalogs decline and today in section 4. While
being the most important section, it is divided into two sub sections. After investigating
external and internal factors that limited Datalogs development, the current state is
discussed. This should provide a good insight in Datalogs chances for an increase in
popularity, while pointing out factors that need to be addressed.
Fourth, the work is wrapped up in section 5. Here I conclude based on the above findings
if Datalog is relevant today and which areas need to improve.
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Figure 1 Basic and common AI logic

2 History

Back in 1972, when the first Prolog evaluators emerged, the database community started
investigating the interconnection between the language and database systems. Around that,
SQL was born and emerged into one of the first serious query languages. To this date, nearly
all logic programs stored there rules and facts in the local memory exclusively. For large
fact bases that type of storage would be exhausted quickly. This lead to research regarding
Prolog database connections [8]. While the first implementations were based on translators
to convert Prolog output to SQL, it became clear that this was not a long term solution.
Beside technical problems, connecting declarative SQL and Prolog was not an easy task.
The logic programming community preferred a solution that has logic operations baked into
the query language by design. This leads to the development of Datalog. Designed as a
more declarativ subset of Prolog, Datalog received good feedback from the community [8].
In addition the developers expected an improved range of possibilities in regard of evaluation
methods like negation and proper recursion.

In the late 1970s and early 1980s, the first commercial applications of the still very young
database language SQL appeared with Oracle and DB2. This quickly established itself and
was officially adopted by the ANSI and ISO standard groups in 1986 [4]. In the following
years this position was underpinned and SQL established itself as the de facto standard until
today. Accordingly, there was a lot of movement in the field of databases at that time.

While the fields of databases and AI generally have little in common in their research,
there was a desire to bring these two fields closer together as early as the 1980s. The
attraction here is that AI and logic programming in general have a lot of overlap in the
nature of the problems. While AI is based on a body of knowledge and inferred behavior, in
languages like Prolog, this can be modeled one-to-one.

The most commonly used form of reasoning in AI is called clausal-form logic, shown
in Figure 11, and is a subset of first-order predicate logic used by Prolog and other logic
oriented languages.

3 Implementation

In this section, the focus lies on the syntax and evaluation of queries. Datalog programs are
very similar to its base language Prolog regarding the syntax and logic capabilities as shown
in Figure 2.

1 http://www.doc.ic.ac.uk/~cclw05/topics1/index.html

http://www.doc.ic.ac.uk/~cclw05/topics1/index.html
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3.1 Syntax
Unlike SQL, Datalog is derived from a logical language paradigm. Here the language
uses only a subset of the underlying Prolog. Basically every program uses a collection of

Figure 2 Order of logic capabilities

facts and rules [3]. Facts represent static knowledge, for example: "Alice is the sister of
Bob". Rules on the other hand bring facts into relationships from which new facts can be
derived. To make this queriable, variables are available to make rules generalizable, e.g.,
”XisthesisterofY ” (with variables X and Y ).

In Datalog these so called predicates P of form P : X− > {true, false} which represent
facts and rules are combined in Horn clauses of form:

L0 : −L1, . . . , Ln (1)

Each Li is a so called literal consisting of terms t wrapped by a predicate symbol p with
form pi(t1, . . . , tn). These terms can either be a constant or a before mentioned variable.

Datalogs syntax is very much based on its theoretical roots. It distinguishes between the
"left side" or head and the "right side" or body. Unlike the head, the body can also be empty.
If so the clause is called a fact. If at least one literal is present, it represents a rule. As in
Prolog, variables in Datalog are marked as strings with an uppercase letter at the beginning
and constants with a lowercase letter.

The event "X is the father of Y" can be represented by the predicate father(X, Y ). We
can now use this in a rule, for example "X is the grandfather of Y if X is the father of Z and
Z is the father of Y". This rule then looks like this:

grandfather(X, Y ) : −father(X, Z), father(Z, Y ). (2)

Rule as well as facts which no longer contain variables are called ground. By inserting values
into rules, database queries can now become more specific. While the above mentioned rule
now outputs all grandfathers, by e.g: Y = ”bob” all grandfathers of "bob" can be searched
for. While Prolog programs do not need to be finite, Datalog programs must be. To be sure
that this is the case, two requirements must be met: (a) Every fact must be grounded. (b)
Every variable listed in the head must also be present in the same rules body.

By inserting values into rules, database queries can now become more specific. While
above mentioned rule now outputs all grandfathers, by e.g: Y = ”bob” all grandfathers of

PROMIS (2020)



14:4 Datalog—An Overview and Outlook on a Decade-old Technology

Figure 3 LogicBlox DBMS structure, based on [1]

”bob” can be searched for. This ensures that all Datalog programs terminate and all matching
sets can be derived from the database [3].

While Datalog is designed for database queries, Prolog is not. Normally it is assumed that
a logic program P contains all facts and rules in a single application. There is no provision
for external knowledge to be fed into the program. Datalog, on the other hand, was designed
precisely for working with external sources, in this case databases. Logic applications mostly
use deductive databases as their main data source2. While this topic is considered in more
detail later, it is noted for understanding that this type of database is based on the relational
database paradigm and simply extends it with logical operations.

In the Datalog context we consider two types of facts: A set of ground facts called
extensional database (EDB). This part is stored in the database itself. On the other side is
the intensional database (IDB) containing all the facts in Datalog program P . In addition,
predicates are also divided into EDB and IDB. An example of this structure is shown in
Figure 3.

While EDB-predicates are used in the database as well as in the environment of P ,
IDB-predicates are restricted to the context of P . As before each predicate head in P must
be from type IDB. EDB-predicates are in P only allowed in the body. Relating to the
traditional relational databases, IDB-predicates can be defined by IDB-relations which are
directly comparable to traditional views. The Datalog engines main task is to compute these
views in the most effective way.

3.2 Evaluation
To retrieve information from a deductive database, an evaluation technique is required.
Logic based approaches offer some advantages over traditional ones. The key advantage is
natural implementation of recursion. There are two common types of evaluation strategies,
named bottom-up and top-down. While Prolog was designed around a top-down, left-to-right
strategy, Datalog offers way more flexibility. Briefly explained, the top-down strategy claims

2 https://home.agh.edu.pl/~wojnicki/phd/node30.html
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Figure 4 Illustration of evaluation trees (adapted from [11])

that the outcome is true and tries to find the corresponding implications from that, shown
in Figure 4.

In case of Datalog, that means that we assume that the rules outcome is true. Moving
to the rules derived from our starting point, it is assumed that they are true as well. If all
needed facts can be found, the program derives the next-sub rule. When every step in the
evaluation holds, the solution is found. On the other hand, the second strategy bottom-up
does this the other way around. Instead of assuming that the rules outcome is true, its
starting point is by reasoning that all facts are true. These facts are then used to satisfy the
given rules from the bottom to the top.

3.2.1 Top-Down

Mentioned before, a rule consists of a head and a body. When using the top-down approach,
a goal is set by a set of goal literals. Next, each available rule head is matched against them.
If it is successful the rule is substituted with either a new rule or a variable. In case of a
rule, the current goal is replaced with the chosen rules body. When all variables have been
successfully inserted and all rules have been resolved, a result can be delivered. It should be
noted, that it is sometimes possible for a substitution to have multiple possibilities, in which
additional answers are generated for the given query.

The following example is taken from the work of David Maier [8]. He participated in the
resurgence of Datalog and was a part of Joe Hellerstein´s BOOM group.

In the following the EDB predicate cited and IDB predicate influenced are used to show
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the evaluation steps. This IDB predicate is in a so called transitive closure of cited.

cited(dsw, dm).
cited(tt, dsw).
cited(tjg, dm).
cited(dsw, tjg).
influenced(P1, P2) : −cited(P2, P1).
influenced(P1, P2) : −cited(P, P1), influenced(P, P2).

Assume our query looks like the following

? − influenced(dm, X).

When matched against the available rule heads, the variables dm can be substituted for P1
and P2 with X. The next goal is then set to

? − cited(X, dm).

Due to no more available substitution, the goal can be matched against the available
cited-facts. This results in two query answers:

influenced(dm, dsw).
influenced(dm, tjg).

The query can also be matched against the second rule, so the evaluation goes on there. To
keep the first evaluation branch answer, the list goal list is yielded with P .

? − cited(P, dsw), influenced(P, X).

While cited can be answered with the before mentioned facts, the influenced-predicate is
further substituted to:

influenced(dm, tt).

The answer order when using the top-down approach can vary depending on the chosen
strategy. While Prolog and most other logic-programming languages are using the depth-first
approach, many more, like first subgoal or breadth first, can be implemented if needed.

Regarding top-down should be noted, that naive implementations lack security against
infinite recursion if rules depend on themselves.

3.2.2 Bottom-Up
The bottom-up evaluation process is divided into rounds or layers when seen as an evaluation
tree. Each round the goal is to produce a new set of newly established facts G. This is done
by the transformation Tp also known as the immediate consequence operator. The round
is finished when all rule instances can be satisfied by the already established facts F . Lets
assume that F0 is the set of initial EDB facts, Tp our per round transformation and the
sequence of sets of facts F0, F1, . . . the goal, then the evaluation can be modelled by

Fi = Tp(Fi−1) ∪ Fi−1 (3)
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The program terminated by reaching F − j where Fj = Fj−1. This state is called fixed point
Fj and occurs when no new facts can be established by a rule. If on the way one rule is not
satisfied the evaluation fails. While the method described is usable, it should be noted that
this is the naive approach. Ignoring two major problems regarding safety and performance.

First, the algorithmen does not reuse calculations from previous rounds and so computing
and adding irrelevant facts with ongoing rounds. This leads to a major decline in performance.

Second, the naive approach suffers from repeated derivation. Due to the fact, that basic
Datalog programs are monotone calculations, it is not possible to speed up the process by
providing more facts. This directly correlates to the irrelevant results problem above. Even
if provided, the facts are still reestablished by the program. Even though being major issues,
they got addressed by multiple parties and could be solved [8].

Like mentioned before, all Datalog facts that are stored must be ground, so the bottom-up
can be considered as the more fitting solution for evaluation. This is also proposed, due
to performance and architectural reasons, by J.D. Ullman back in 1989, that there is for
each Datalog program P1 with a query Q with at least one bound argument, a safe Datalog
program P2 that is equal or faster when evaluated bottom-up, then P1 is evaluated top-
down [14]. This is the reason why bottom-up can be seen as the go-to evaluation strategy.
While this is true in general, it should be noted that there are circumstances where top-down
can be faster in regard to space complexity due to certain highly optimized evaluation
techniques specificly designed for a given data structure stated by Tekle and Liu [12].

3.2.3 Memory Consumption
As mentioned before, Datalog is designed to work with in-memory databases. While this is
fine for small scale fact bases, it is not when exceeding physical storage capabilities at runtime.
Different implementations tackle this problem in different ways. First, engines translated sub
queries to SQL statements and run them directly on a RDBMS. This was obviously inefficient
and was quickly abandoned. Other systems like LDL++ had access to disk space databases
like SALAD and was capable of loading a subset of facts for evaluation from and storing
query results to disk [8]. This could scale up evaluation by dividing queries into smaller
subqueries. Unfortunately is the possible scaling factor still quiet limited, due to the fact that
evaluation still only can utilize the main-memory. Making things worse, evaluating a highly
recursive query could lead to a high amount of memory usage to intermediate results. In
static code analysis and other small scale applications this is not as a big of a deal. Modern
system can utilize clustered memory or faster SSD storage to extend main-memory, but it is
still a limitation that needs to be overcome for Datalog to become a major contender in the
big data sector.

3.3 SQL and Datalog
Next, some distinctions between SQL and Datalog are noted as a point of reference. SQL
is based on the relational database model and utilizes tables with rows and columns to
express data structures. In addition, a wide range of functions and aggregations are used to
interconnect the available data. This leads to control but also responsibility for the developer
to choose an appropriate table structure for the given task. Datalog on the other hand uses
the deductive database model and represents data much like NoSQL databases as a huge pile
of facts. While SQL queries are run on the, in the expression used tables, Datalog queries
are evaluating the whole database at once. Even though some implementations, as pointed
out later, can have a larger fact base and load only a subset of facts in memory needed for a
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specific query, Datalog was designed to work with in-memory databases only. This is why, in
the following, SQL is only used as point of reference other then direct comparison.

4 Discussion

After investigating Datalogs syntax and other technical aspects in section 3, in section 4
the limiting factors are discussed and compared to the current factors favoring Datalogs
development.

4.1 Back then
Before we take a closer look at what Datalog has to offer today, let’s first take a look at what
held development back. After its rise in the early 1980s, interest in Datalog declined quickly
several years later [8]. There are multiple factors contributing to this development.

4.1.1 Revolutionizing Applications
Not only in the software sector, technical progress usually comes with a product or application
that establishes it and makes it permanently relevant. As an example from the database
area, the NoSQL division grew out of the topic of Big Data [6]. This was established by
databases such as elasticsearch, MongoDB and others. Unfortunately, Datalog is lacking such
applications. Datalogs focus on logic-based DBMS systems did not get enough attention at
the time or was simply not needed enough to produce a practical, revolutionary application
to establish itself.

4.1.2 Limitations
In the early years Datalog systems suffered from some major limitations regarding their core
principles like evaluation and simple hardware boundaries. The limitations had impact both
in efficiency compared to other solutions and scalability. While the second part was not that
important back then, the evaluation was. As first-order logic system Datalog uses either
bottom-up or top-down evaluation in it´s applications. While additional optimizations such
as Magic Sets [2] were obtained for techniques, the desired efficiency often could not be
achieved in practical applications. In addition, these extensions often brought additional
problems, such as exponential program size in this case. While issues such as security and
privacy are now valued more highly than efficiency due to computing power and networking,
this was not the case in the 1990s. An average desktop PC back then had between 4 - 64mb
of memory and very limited, often single-core processors [8]. This basis, which is comparable
to today’s embedded hardware, led to an overload of the hardware for complex programs.
This further reduced acceptance.

4.1.3 Overall Logic Programming decline
Adding to Datalog’s own limitations, the field of computer science was moving toward
object-oriented systems. With these, unlike Prolog and other logic-based languages, the
possibility for graphical interfaces was created. This was particularly interesting because
it meant that an entire application could be created in a language such as Smalltalk, C++
and later Java. Topics like Big Data were not an issue at this time, which put graphical
capabilities above search and analysis applications. This shift led to developers moving away
from the logic area and thus supported the downward trend [8].
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4.1.4 Less support by database researchers

While database systems back then are not even quiet as powerful as they are today, a
great share of the database system communities lean towards relational databases instead of
deductive ones. They stated that logic based systems do not address the right problems at
that time and research is needed in other, more important areas [8]. In addition, there were
as quiet a lot of work put into developing evaluation regarding logic programs in general,
but only a handful of them where ever implemented.

4.1.5 Entry Requirements in the Database Market

While logical operations on databases are a good selling point, a DBMS system needs
some important core features. These include indexing, cost optimization (for example:
memory consumption), recovery, backup and replication systems. Unlike in other areas, the
requirements are usually so high that all these points must be given in order to, already at
that time, exist on the market. These basic requirements could neither be met by Datalog,
nor by hybrid systems.

4.2 Future

After looking at the past development, next are some factors that may favour or encourage
the return to Datalog. This chapter also compares the current state against that from the
1970s to predict further development.

4.2.1 Hardware Resources

In the 1970s, when Datalog was developed, the available hardware resources in regard of
CPU power, drive capacity and interconnectivity were quiet limited. While most database
system back then were not scalable at all. Mostly in-memory databases were used while
interconnectivity was restricted to some wired on-site solutions. Other then today, where
distributed systems which can utilize immense computation power are available. If a single
machine cannot handle the workload of an application, cluster database systems can be used
to scale up to an immense size [15]. In addition, as stated by Daniel Lemire (Professor at
University of Quebec), performance is not the most relevant point in software development
today3. Only one percent of code is performance relevant. This implies, that convenient
solutions could be reconsidered, if the performance hit is in a reasonable margin compared
to current solutions. This could lead to Datalog being easier accepted today then back then.

4.2.2 Resurgence of Artificial Intelligence

While there is not a clear starting point when the field of Artificial Intelligence was born,
many consider the work of Alan Turing Computing Machinery and Intelligence (1950) [13]
as one of the first steps towards, what we now as AI today.

Only a handful of usable implementations where shipped until recent years. Since the
early 2000 more and more private institutions started utilizing the potential. For example
companies like Google and Amazon developed powerful recommendation engines to improve

3 https://lemire.me/blog/2017/03/20/does-software-performance-still-matter/
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their products and services [10]. Furthermore, applications such as AlphaGo4 and OpenAI’s
Dota OpenAI Five5 are helping to increase public acceptance of the technology.

This development is a chance for Datalog. While most implementations are based on a
relation database systems and in-memory training, more and more development is put into
in-database learning. Due to the huge amount of processed data, this step seems inevitable.
As mentioned in earlier chapters, Datalogs rules and facts based way of handling data fits
into the ML/AI structure. This is why, for example, Microsoft, supports developing modern
Datalog based solutions like MLog [7]. Especially high-level languages like MLog, which
are designed to fit into current frameworks like Tensorflow and Keras, have the potential to
accelerate the growth of Datalog by lowering the barrier of entry for developers. As of today,
Python is the main programming interface in the space of ML/AI development. Lastly there
is a noticable rise in community driven Datalog wrappers like pyDatalog6 or even full blown
Datalog engines like Datascript7 entirely written in Clojure and Javascript. Datascript is
especially interesting due to its capability to run in a browser environment. All together are
these frameworks are a good indication that developers might be interested or at least open
to logic based query languages today.

4.2.3 Science Community

With the example from Microsoft MLog, working with the Peking University, more and
more scientific institutions revive their work on Datalog. This leads to innovation like the
temporal deductivedatabase by Hongyuan Mei [9], published at ICML 2020. Here Mei states,
that this approach lead to a simplified usage, especially for domain experts, by writing rules
for the database which then by itself constructs the neural architecture.

In addition to the AI/ML space, Datalog also gains traction in other disciplines. A very
recent publication from M.Imran shows the usage in large-scale, parallel graph processing
powered by Datalog and Apache Flink [5]. While AI/ML is definitely the most influential
discipline for Datalog development, it is still important to note, that a noticeable part of the
science community reconsiders Datalog to a certain degree. While this alone will not revive
Datalog, it is still an essential part for its development.

4.2.4 Static Analysis

While it can still be seen as part of the science rather then commercial space, static
analysis has become a major part of Datalogs growth. An important framework to note
is Souffle8 (Systematic, Ontological, Undiscovered Fact Finding Logic Engine). Initially
designed for static analysis in logic at Oracle labs, it quickly got adopted by network and
data analysis applications. Souffles implementation uses some extensions over the basic
Datalog syntax to overcome some of the limitations like finite domains and to make use of
features like functors and a component model. While this trend is quiet recent, a lot of the
implementations around it are often by research groups, like Iannis Smaragdakis9 DOOP

4 https://deepmind.com/research/case-studies/alphago-the-story-so-far
5 https://openai.com/projects/five/
6 https://sites.google.com/site/pydatalog/home
7 https://github.com/tonsky/datascript
8 https://souffle-lang.github.io/
9 https://yanniss.github.io/

https://openai.com/projects/five/
https://github.com/tonsky/datascript
https://souffle-lang.github.io/
https://yanniss.github.io/
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group. While some legacy versions were based around LogiQL by LogicBlox, they switched
to Souffle entirely 10. Their work is mainly used for Java pointer analysis.

More, mainly science groups, are working to further develop and extend Datalog. Worth
mentioning here are Declarative Dataflow11 and Differential Datalog (DDlog)12 by VmWare.
DDlog is especially interesting, due to two facts. First, it is used for incremental computation,
a field that was not really targeted by basic Datalog. In addition, VmWare as big player
in the virtualization space and so forth has the potential to bring use it in a commercial
application.

4.2.5 Commercial Applications
Although Datalog still lacks somewhat of a killer application in the commercial space, a lot
has changed. As of today, some notable applications like Semmle13, a code analysis platform
used by companies like Google and Microsoft, is available. Recently they added support for
modern languages like Golang and as well partnered with Github. Both of these steps, but
more important their recent partnerships, are also a good indicator that Semmle establish
itself in the current market.

Unfortunately, there are not a lot of well known commercial applications out yet. Other
then in 1970, this is not as big of a deal as back then. Today, a lot of products arise or are
based on open source projects, where Datalog gains traction recently. Even though this is
not a clear indicator for or against Datalog, even Semmle by itself is a good sign.

4.2.6 Dialects
Regardless commercial or scientific projects, in my opinion Datalog could face a problem
regarding standardization. While the basic syntax is quiet limited and was not updated since
the 1980s, near to all of the available applications use an extension of Datalog and are not
interoperable. As seen with SQL dialects like MySQL, postgres and Microsoft SQL, these
differences can lead to complications. While the SQL base syntax has a lot of features and
differences are relatively subtle, this cannot be said regarding Datalog. For Datalogs future
it would be desirable keep that gap at a minimum.

5 Conclusions

After investigating Datalog today, I come to the conclusion that the language definitely see
a revival in some kind. While gone for several years, the science as well as the commercial
space reconsider using Datalog for good reasons. All though it has a long way to go.

As stated before, Datalog had major set backs in its early days. Beside the external
factors, like limited hardware resources and the arise of SQL, the language struggled with a
declining interest in logic programming in general. Without the needed adoption from either
the programming or database community, development slowed down significantly. Normally
a researched topic later translate into a usable technology. Unfortunately for Datalog, that
never happened. Without a major or revolutionizing product Datalog struggled to stay
relevant.

10 https://bitbucket.org/yanniss/doop/src/master/
11 https://github.com/comnik/declarative-dataflow
12 https://github.com/vmware/differential-datalog
13 https://github.com/Semmle
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Since the early days of Datalog, a lot of the external factors changed. Although in the
1970s, Hardware resources were limited, this is not the case today. With high memory
capacities, especially in servers, even reasonably sized Datalog system can be used. Beside
advances in hardware, the amount of applications that can make use of logic programming
based solutions increased in recent years. Especially the resurgence in the AI/ML space
as well as new possibilities in static code analysis increased the usage of Datalog system
significantly. Most important, with Semmle coming from the commercial and Souffle from
the open-source sector, two notable practical implementations are available. Despite these,
multiple community repositories indicate an increase in interest in the topic. Even though
this sounds promising, some weakness still need to be addressed:

(a) A rather small, but noticeable limitation is regarding the fact base storage. By only
utilizing in-memory databases is denying a lot of possible fields of use for the language.
Even though being worked on, no implementation could be found addressing this issue with
success. (b) Despite the increase in commercial applications, the amount of deployed Datalog
based system are rather small. Frameworks like Semmle have proven, that a Datalog based
implementation is doable. Still, a new, revolutionizing use case is missing even today. (c) The
basic Datalog syntax is quiet limited. Due to this, most recent developments add additional
features and consider themselves as Datalog based, rather then Datalog applications. This gap
in syntax between implementations can and in my opinion will limit Datalogs development
in the long term.

Overall I come to the conclusion, that Datalog gain traction but now need to prove itself.
This is done best by focusing on the already strong area of static code analysis as well as the
AI/ML space. Despite great potential there, Datalog will, in my opinion, establish itself as
the go-to-solution in these areas, while being a niche product overall.
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