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A B S T R A C T

Emotions play an important role in our everyday life: On a short-term, they influence
several of our cognitive processes such as decision-making, attention, and performance
in daily tasks. In a long-term perspective, certain emotions and emotional stress can
significantly affect our health and can be a stimulus of psychological diseases like
depression and burnout.

Due to the high impact of emotions, it would be beneficial if the technical devices
surrounding us knew our emotional state. On the one hand, the interaction with these
devices could be improved by providing appropriate interactions in accordance with
the emotional state of the user. On the other hand, the automated recognition of adverse
emotions would enable just-in-time interventions to counteract these states with the
aim of preventing long-term negative consequences.

The fact that technical devices are increasingly equipped with on-board sensors
such as cameras, microphones, and biosensors, which can provide emotion-related
information, opens up possibilities to realize automatic recognition of the user’s emo-
tional state and understanding of the user’s situation. While work exists addressing the
automatic recognition of human emotions as well as studies exploring emotion-based
interactions, there is a lack of research combining both aspects into closed-loop sys-
tems for appropriate real-time emotion-sensitive human-computer interactions. Further,
the approaches for automated emotion recognition are mostly based on one informa-
tion source, while the few works combining several signals indicate that multimodal
combinations can improve performance. This work addresses these research gaps by
advancing multimodal emotion recognition and developing application strategies for
closed-loop emotion-sensitive interactions and interventions.

Due to the scientifically proven influence of emotions on driving performance and
the presence of a broad range of relevant sensors in today’s cars, this work is carried
out in the automotive context. It contributes by advancing the automatic recognition of
drivers’ emotions by combining the available sensing modalities as well as by designing
and evaluating different emotion-sensitive in-car interaction concepts. The overall goal
is to improve road safety by promoting a driving appropriate emotional state.

After an exploratory study, which sheds more light on the frequency of on-road
emotions and their triggers as well as the validity of different methods of emotional
self-assessment while driving, this thesis consists of two main parts.

In the first part, two emotional datasets are collected in order to develop algorithms
for automatic and multimodal recognition of emotions: The first dataset consists of
frustration sequences and is recorded via videos and biosignals. Based on this data, a
classifier is developed that continuously observes the driver to automatically recognize
frustration. Our results demonstrate the feasibility of automated frustration monitoring
in the driving context. The second dataset includes emotional speech events recorded
via video and audio. Using this dataset, the potential of the information channel of
text from transcribed speech, which is hardly considered in the driving context, is
investigated. Subsequently, a multimodal classifier for the recognition of emotions in
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speech events based on visual, acoustic and text information is developed. Our results
indicate that emotion recognition in speech events based on text analysis is a promising
approach, while the appropriate combination of signals from different modalities for
this problem is a challenging task.

In the second part, five different emotion-sensitive interaction concepts are designed
and prototypically implemented, which all close the loop from sensing to just-in-time
interaction. The concepts address the areas of empathic human-computer interaction via
speech, emotion-aware music recommendation and interventions in case of frustration
and stress using different feedback modalities. On the one side, the goal is to enable
appropriate interactions of the in-car infotainment system to improve the driver’s
pleasantness and well-being and, on the other side, adverse emotions such as frustration
and stress should be mitigated. All concepts are evaluated in empirical studies and
quantitatively examined for their effects on the emotional perception of the user. In
addition, qualitative insights into the feedback of the study participants are given.
The findings from our studies support that knowledge about the users’ emotional
states can improve human-machine interaction and emotion-sensitive adaptations can
significantly impact the users’ perception in different ways.
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1 I N T R O D U C T I O N

Emotions are a phenomenon that accompanies us almost continuously in our everyday-
life. During driving, for instance, other road users and heavy traffic can annoy us with
inappropriate driving behavior or can cause stronger emotional states such as anger,
frustration or even road rage. Another example is our daily work, where stress is a
common issue that is usually associated with other emotional states. Fear can arise
when we are afraid of not being able to meet a deadline, or frustration may be present
when external events happen that are blocking our progress. Finally, even if we are at
home, information we obtain from the media such as the news or from text messages
can trigger various emotional states both in a positive and negative manner. Although
we sometimes may not even perceive them consciously, these emotions have a high
impact on several cognitive processes such as focus, attention, memory, decision-making
and performance in daily tasks, which can crucially influence our behavior and task
outcomes [73]. Additionally, particular emotions and long-term stress can impair our
overall well-being and health [50].

Apart from the phenomenon of emotions itself, almost all the mentioned examples
have the presence of technical devices in common. Computer systems are becoming
increasingly intelligent in today’s world and they are capable to support us in a wide
range of everyday tasks. We have our smartphones almost continuously close at hand
in our pockets, which support us in planning our day, finding the smartest route to our
destination, being up to date with what is happening around the world and staying in
touch with people we can not see personally. Further, we are carrying wearables with
us that can monitor health indicators and can comfortably provide us with information
from our smartphone or other connected devices. Moreover, we spend a consider-
able amount of time in our cars, which are also becoming increasingly intelligent
by incorporating Advanced Driver Assistance Systems, by providing availability and
recommendation of different kinds of media, and by allowing to pair other intelligent
devices.

With the growing intelligence of computers and the increasing number of func-
tionalities and features, the intuitiveness, quality and convenience of the interaction
between user and device gains more and more importance. While there has been great
progress in improving the interaction between humans and computers by considering
multimodal information, i.e. computers considering several information channels such
as audio, visual and haptic interactions for both understanding and actuation, technical
devices are still limited in understanding our current situation and our emotional state.
However, latest advances in sensing technologies and machine learning increasingly
allow automated and unobtrusive sensing to support better understanding of the user
and the surrounding contextual situation, which could enable interactions that are
mindful regarding the user’s emotional state. Accordingly, computers could leverage
these technologies for user sensing to gain the capability of recognizing, understanding
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2 introduction

and responding to emotions. Due to the essential role of emotional states regarding our
cognitive processes and perception, this could allow to promote a desired emotional
state and, in doing so, to enhance the performance of computers in assistive tasks by
reacting mindful of our current situation. Furthermore, it could even promote an overall
better well-being in a long-term perspective. The interdisciplinary field of research that
covers these topics of enabling computers to recognize, interpret and simulate emotions
is called Affective Computing [230].

1.1 motivation

Due to the previously mentioned omnipresence of emotions and their potential effects,
there is a high relevance of this topic for several tasks in our everyday-life. One of these
tasks where emotions can have a significant impact is driving. Continuous attention
and focus as well as efficient and appropriate decision-making is required to be able
to react to the happenings on the street such as behavior and movement of other road
users. Since human error is still one of the main reasons for traffic accidents [198],
studies tried to address this issue, mainly focusing on the recognition and mitigation
of mental states such as drowsiness [26, 255, 273] and distraction [60, 273]. However,
there are also studies examining the relevance of complex mental states, finding several
associations between different emotional states and driving performance: Emotional
stress has been shown to impair attention and focus [179, 180], the presence of sadness
can increase the number of accidents and can negatively impact driving [116], anxiety
can decrease performance in a driving test [75] and anger as well as aggression can
increase the risk for accidents due to more hazardous driving [302, 312]. Looking at
the emotional components of arousal (dimension describing the degree of arousal) and
valence (dimension ranging from displeasure to pleasure) [253], previous studies found
that the relationship of both dimensions with performance can be characterized by an
inverted U-shape [40, 293, 316]. In particular, those studies found that both too high
and too low arousal as well as valence can negatively influence task performance. Thus,
it is desired to maintain the drivers’ arousal and valence at an appropriate level to
ensure optimum performance.

These aspects raise a high need to develop algorithms that can automatically detect
those safety impairing states to enable real-time in-car interventions. While previous
work mainly considered unimodal approaches, this work contributes in this area by
developing two multimodal algorithms for emotion recognition in cars.

Additionally, approaches and application strategies that can counteract those states
and promote an optimal emotional state could make a significant contribution to road
safety: On the one hand, the car allows the design of completely new interaction
techniques providing feedback to the driver depending on a detected emotional state
based on several interaction channels that are already present, such as audio, visual
and haptic interactions. On the other hand, different types of interactions are already
happening in the car, which can potentially be adapted to improve the emotional
experience of users.

For instance, speech interfaces and intelligent conversational agents gain increas-
ing importance in cars and allow non-distractive interaction via speech to assist the
user with secondary tasks such as navigation. Studies have shown that matching the
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voice of an in-car assistant to the driver’s emotional state can help enhance both per-
formance and user experience [202]. Previous research has shown that empathy in
speech interfaces can increase trust in [35, 216] and likeability of [35] technical systems.
Further, empathy can also have a positive impact on efficiency in speech interfaces [216]
and emotions have relevance for the quality of communication [73]. Consequently, a
real-time emotion recognition could allow just-in-time adaption of a speech interface’s
response considering the user’s emotional state to make speech interaction more effi-
cient and thus less distractive as well as improve naturalness and user experience. To
this end, methods need to be developed to reliably detect a user’s emotion in speech
utterances and mechanisms to increase empathy in human-computer conversations
need to be designed and evaluated.

Regarding media, recommendations are provided to the user based on intelligent
predictions to improve comfort. In these scenarios, emotions have been shown to have an
impact on our preferences [73] and influence our media consumption [128]. Especially
in terms of music, which is still the most common side occupation in the car [229],
it has been shown that emotions and the consumption of multimedia are in a close
relationship: Listening to music influences our own emotions and emotions influence
our selection of music [128]. Consequently, providing real-time context information
about the driver’s or occupants’ emotional state for intelligent in-car recommendation
systems could potentially help to enhance the quality and appropriateness of the
suggested music regarding the user’s current situation.

Summarizing, the previously mentioned aspects highlight the great potential of
emotion-sensitive in-car user interfaces and an application of emotion recognition
algorithms in cars to enable real-time adaptations and interventions. To reach the
goal of improving road safety by enhancing and adapting the in-car experience, both
the recognition of relevant emotional states as well as the development of affective
interactions for appropriate emotion-sensitive system reactions need to be pushed
further. Ultimately, for real-world scenarios, the loop from sensing to just-in-time
affective interactions needs to be closed by finding appropriate application strategies.
While existing research commonly studies the aspects of recognition and interaction
separately, this thesis addresses this shortcoming by developing and examining closed-
loop emotion-sensitive application strategies. In the following, we describe in which
ways this thesis contributes in the respective areas.

1.2 contributions

The goal of this work is to advance real-time empathic and emotion-aware systems for
cars. In this thesis, the work is divided into two main parts: 1.) Automated recognition
and monitoring of emotions and 2.) just-in-time affective interactions in closed-loop
systems.

As a first step towards these two topics, we carry out exploratory work to better
understand the role of emotions on the road. We conduct a natural real-world driving
study collecting emotional reports and present findings regarding the occurrence of
specific emotions during the task of driving including their frequency to find the most
relevant states. Further, we shed more light on the triggers that cause emotions while
driving, which have a high relevance for the design of appropriate interventions. Based
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on the findings from this study, we contribute by designing methods for emotion induc-
tion in a simulation environment, by finding the emotional states that are most relevant
for automated emotion recognition, and by designing different affective interactions
and interventions addressing those relevant states.

In the field of emotion recognition, we consider two different problems: On the
one hand, the continuous monitoring of relevant negative emotional states, such as
frustration, that can impair driving performance and, on the other hand, the recognition
of emotional states in time-bounded speech events. Regarding the former, we present a
novel method for frustration induction in a simulator environment to collect a driver
frustration dataset. Further, we examine how facial expression and heart rate can be
leveraged and combined for continuous real-time monitoring of frustration. Regarding
the latter, we present a novel method for emotion induction and collection of speech
data in a simulation environment. We investigate the potential of transfer learning
that leverages corpora from other domains to build classifiers on the lexical content of
speech interactions. Additionally, we explore different fusion approaches to combine
information from the analysis of speech acoustics, transcribed text of an utterance, and
facial expressions during speech.

In the area of closed-loop affective interactions, we design different interactions to
bring emotional experience and interventions into the automotive domain. Thereby,
we consider different signals as information resources to develop closed-loop systems
enabling real-time interventions and adaptations. In particular, we develop five pro-
totypes for affective interactions and investigate their potential benefit for an in-car
application: 1.) Mimicking the user’s choice of words and voice tonality to improve
empathy in speech interactions, 2.) Adapting the voice tonality of the navigation system
in real-time based on the driver’s physiological arousal from electrodermal activity,
3.) Adapting light and offering an autonomous take-over to mitigate frustration trig-
gered by a classifier based on facial expressions and heart rate, 4.) Adapting music
recommendation based on a continuously derived mood state from facial expressions
to improve the appropriateness of suggestions, and 5.) Providing conscious and uncon-
scious acoustic breathing guides during driving to reduce stress based on real-time
breath rate monitoring.

In summary, this work has two main contributions to advance real-time emotion-
aware user interfaces that can help to improve road safety. First, advancing the state
of multimodal automated emotion recognition in the automotive context for both
continuous state monitoring as well as recognition in speech events. Second, the
development and evaluation of five just-in-time affective interaction techniques to
mitigate adverse emotions while promoting a desired emotional state for driving and
to improve the emotional experience of drivers.

1.3 outline

The methodical approach of this work is as follows. First, we summarize and describe
all relevant fundamentals that this work is based on to provide a common ground of
knowledge and understanding for this work. Second, we provide a comprehensive
literature review on the research activities on unimodal and multimodal emotion recog-
nition during the last 20 years. Additionally, we review background work in relevant
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application domains as well as proposed and investigated approaches for affective in-
teractions highlighting potential weaknesses with regard to on-road applications. Third,
we describe our real-world natural driving study and present the according results to
better understand the role of emotions on the road. Fourth, we present our approaches
to improve the recognition of relevant emotional states and to advance multimodal
approaches in this domain. Fifth, we describe the five closed-loop approaches for affec-
tive application strategies and present the results from our user studies evaluating the
effects of our approaches based on prototypical implementations. Finally, we conclude
on the potential of different application areas and techniques to promote a beneficial
emotional state and outline relevant and promising directions for future work.

1.4 note on copyrighted material

Parts of this work contributed to scientific publications. Accordingly, it contains figures,
tables and ideas that have previously been published elsewhere and parts of our own
work are conveyed literally or with minor adaptations. Figures and tables that were
published previously or have only been slightly modified are additionally marked by
corresponding reference in the caption. A complete list of publications that originated
from this work can be found at the end of this thesis.

[cite]For added clarity, literally adopted and slightly adapted parts from own work that have
been published elsewhere are marked in the page margins as exemplified on the right.
To minimize the impact on readability, these markings are made generously and may
thus occasionally contain information not stemming from the original publication.





2 F U N D A M E N TA L S

2.1 introduction

The work of this thesis takes its place in the research field of Affective Computing.
This interdisciplinary research field deals with computing systems that arise from or
influence human affective phenomena [230] and draws on the areas of machine learning
and psychology, as well as engineering, cognitive science, neuroscience, sociology,
education, psychophysiology, value-centered design, ethics, and more. In particular, it
includes studying and developing technical systems that have the ability to recognize,
interpret and simulate human affect and emotions.

In this chapter, we summarize and explain all relevant basics to establish a common
background in the space of Affective Computing and the driving context that is
necessary for understanding this work and its contributions.

It starts with a section touching the first of three major areas of relevance, which
is the physiological background of the complex phenomenon of emotions including
some of the most popular theories, definitions, and conceptualizations. Additionally,
we introduce common non-automated methods for emotion measurement and discuss
the role and impact of emotions in human-to-human interactions.

After establishing the general psychological background, we review existing fun-
damental research on emotions in traffic. We first summarize studies and findings
exploring the role of emotions in the driving context. Then we describe different re-
search methods that are applied to study the topic of emotions in the particular context
of driving. Amongst others, we discuss the advantages and disadvantages of different
emotion representations, introduce and compare different methods to elicit emotions
and present approaches that can be considered to obtain ground truth for emotional
labels.

Subsequent to this section 2.2, an overview of the third major area is provided,
which is the topic of computer science and machine learning that is later leveraged to
connect the physiological aspects and signals with computing systems. After a general
introduction of machine learning, the two specific approaches applied in this work
are explained, namely the Support Vector Machine (SVM) and the Artificial Neural
Network (ANN). Next, we briefly discuss the data processing steps of feature extraction
and feature selection. To round off this section 2.4, different metrics and methods for
the evaluation of classification performance that are used throughout this work are
described.

Finally, at the end of the chapter, the main aspects of each topic are summarized as
conclusion.

7
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2.2 psychological background : emotions

Research on the topic of emotions lasts a long way back and is a frequently studied
field in psychology. Despite the heavy efforts and high number of different approaches,
many questions remain open and unanswered and there is a lot of dissent on this
topic. There is currently not even scientific consensus on a definition of emotions. As
far as researchers agree, emotions are biological states associated with the nervous
system and variously related to thoughts, feelings and behavioural responses [55, 62,
215]. They are often intertwined with other states and characteristics such as mood,
personality, and motivation [20, 33, 112]. In contrast to emotions, moods are usually
seen as diffuse affect states with a longer duration and lower intensity than emotions.
While emotions are generally provoked by a contextual stimulus, this stimulus may
lack for a mood [258]. Finally, there is the term affect, which is used in different ways
among researchers. On the one hand, in state theory, this term typically describes the
underlying affective experience when an emotion or mood is present [82]. On the other
hand, in the area of affective computing, the word affect is typically used in a more
general manner including states such as frustration or stress and comprising both
internal experiences as well as outwardly observable components such as changes in
vocal pitch or facial muscle patterns. These observable components can be shared by
several discrete emotional as well as mental states [18]. In this thesis, the word affect is
used with its more general meaning.

Ekman et al. [64] summarized four main points of consent among researchers re-
garding the topic of emotions. According to them, the phenomenon of emotions 1.) is
associated with internal information processing and the evaluation of events that are
evoking emotions, 2.) brings about internal physiological changes and external expres-
sions depending on the evoked emotional state, 3.) causes retrieval of person-specific
expectations, methods and memories for handling the emotion evoking event, and 4.)
involves a subjectively felt experience.

While even these points, when viewed in more detail and when it comes to more
precise definitions, bring disagreement, there are further basic questions without a
consensus, such as the number of existing emotional states and which way is the
most appropriate for the conceptualization of emotions [64]. Further, there are several
different opinions and theories for the definition of an internal process explaining the
causes, the progress and the effects of emotions as well as the complex interplay with
other internal processes.

2.2.1 Theories

In this section, we present some of the most popular theories addressing the cognitive
process responsible for emotions.

The appraisal theory by Lazarus [152, 153] describes a cognitive process that aims
to explain the emergence of emotions via an internal evaluation of external events
by a person. According to this theory, a person experiences a specific emotional state
after evaluating an event either as harmful or beneficial, depending on his/her current
situation and personal goals and concerns. This process is divided into primary and
secondary appraisal. During the phase of primary appraisal, it is decided whether or
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not an emotion will arise, which can be associated with internal questions such as “Is
the event relevant for my goals?” Further, it is determined, whether this emotion is
positive or negative, which can be based on a question such as “Is the event blocking
or promoting my goals?” In the phase of secondary appraisal, an evaluation of the
opportunities to deal with that specific event and the according situation as well as
an estimation of possible consequences caused by the event take place. Based on the
combination of the components resulting from these processes, it is decided which
specific emotion will finally be elicited. This phase can be associated with questions like
“What can I do about it?”, “Who is to blame?”, and “Do I have control?”. According to
Lazarus [152], this procedure of the emergence of emotions is usually rather automatic
instead of voluntarily and controlled.

Looking at specific emotional states in particular, certain components can be assigned
to each state according to the appraisal theory. For instance, anger would be a response
to an event that is incongruent to the person’s goals while the person feels in control
of the situation and guilt is not seen in the person himself, but the blame is assigned
to someone or something else. While anxiety would also be a response to a goal-
incongruent event, in contrast to anger, it would be associated with uncertainty and a
lack of control. Regarding positive emotions, for example, happiness would likely be
caused by an event that promotes the personal goals and that does not involve blame
or threat.

Extending this theory for the cognitive development of emotional states, Lazarus also
proposed a theory naming three processes involved into the development of an emo-
tional reaction: The cognitive assessment of events as described in the paragraph above,
which directs to a certain emotional state, is the first step of this process. Subsequently,
there is a physiological reaction to the event depending on the concrete emotional state.
This physiological reaction may manifest via changes in several components such as
an increase or decrease of heart rate (HR) and/or electrodermal activity (EDA) or a
pituitary adrenal response. The third and last step is the actual action that is taken to
cope with the emotion eliciting event.

Another popular theory is the one by Scherer [258] that, in contrast to Lazarus,
considers five elements. The first one is the cognitive appraisal, which provides an
evaluation of a happening event and involved objects. The second element is bodily
symptoms, which describes the component of physiological reactions triggered by the
emotional experiences. Third, there is the element of action tendencies, which is related
to motivation and comprises both the preparation and direction of motor responses.
Fourth, there is an external expression which usually accompanies an emotional state.
These expressions most commonly take the form of facial expressions, vocal cues,
and utterances and communicate the emotional reaction as well as the intention to
actions. Finally, the last element is the internal subjective experience that accompanies
an emotional state. While these two approaches have great popularity, there are further
theories [282] that take more or less elements into account, and no final agreement has
yet been reached.
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2.2.2 Conceptualizations

Apart from the research on the process of the emergence of emotions as well as the
differentiation from other related states, another field of interest and research is the
conceptualization of emotions. Similar to the previous topics, there exists a lot of
research in this area and still there is a lack of consensus, on which approach is the
most suitable. For the most part, the approaches can be divided into two subgroups:
discrete and continuous representations. On the one hand, discrete representations of
emotions are based on the hypothesis that emotions can be discretized into several
categories or classes. On the other hand, continuous representations of emotions are
based on the hypothesis that emotional states can be decomposed into dimensions
or components. This section presents some of the most widely used models for each
group.

Regarding the discrete approaches, one of the most popular conceptualizations is the
“basic emotions” by Paul Ekman [63]. This concept is based on the theory, that there are
basic emotions which are universal in their facial expressions. It comprises six basic
emotional states, namely anger, fear, joy, surprise, sadness and happiness. Additionally,
Ekman & Friesen [65] published the Facial Action Coding System (FACS), which encodes
specific facial muscle movements and is a common tool to systematically annotate and
classify the expressions of the six basic emotions in one’s face. While Ekman’s six basic
emotions and the FACS are commonly used, discussions recently emerged to what
extent the facial expressions can be mapped onto an internal emotional state [18]. In
her seminal book on Affective Computing, Picard [230] discusses how facial and vocal
expressions do not imply the underlying emotional state and vice versa and highlights
the importance of context in emotion recognition.

In contrast, the Circumplex model presented by Russell [253] is one of the most
common continuous emotion representations. This conceptualization is based on the as-
sumption, that each emotional state can be decomposed in a certain set of continuously
changing basic components or dimensions. While there are several different approaches
considering varying dimensions, most of the concepts, including the one by Russell,
agree on valence and arousal as the most important components. Emotional valence
ranges from negative to positive, and emotional arousal ranges from low-energy to
high-energy.

Another popular approach, which is a hybrid of a discrete and a dimensional emotion
representation, was presented by Plutchik [232]. This approach basically agrees with
the perspective of Ekman, while extending it to eight primary emotions. While each
considered state has either a positive or negative basis, it comprises the primary states
of joy and sadness, anger and fear, trust and disgust, and surprise and anticipation,
which are arranged in form of a wheel. The wheel further illustrates that primary
emotions can form more complex emotional states and uses further emotional terms to
describe different intensities of each of these primary states on the vertical dimension.

Finally, it is possible to map discrete emotions into a dimensional model such as
the Circumplex model. In the 2D space based on arousal and valence, for instance,
sadness would tend to be associated with low arousal and negative valence, while
happiness would tend to be associated with high arousal and positive valence [253].
For the dimensional representations, it has to be noted that additional dimensions can
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be considered. An example is the representation by Wundt [314], which consists of
three emotional dimensions, namely valence (negative vs positive), arousal (calm vs
excited) and tension (tense vs relaxed).

2.2.3 Non-Automated Measurement

A myriad of past research addressed the non-automated measurement of emotions.
While there is a broad range of approaches in this area, the current state of the art
assumes that there is no single ideal method. Only an acquisition of all components
associated to emotional states can allow a comprehensive measurement.

According to Scherer [258], those components include 1.) the continuously changing
states of processing of the central nervous system during the appraisal process, 2.) the
reaction patterns from the somatic, autonomic, and neuroendocrine nervous systems, 3.)
the changes in motivation originating from the appraisal, 4.) the expressed behavioral
changes in face, voice and body, and 5.) the subjective experience during the felt
emotions.

While comprehensive measurement of emotions is considered as difficult, there are
advances in the assessment of individual components of emotions. One of the most
common approaches is to use subjective self-ratings of emotions based on free responses
with short statements or free selection of emotional terms. While this approach allows
flexible selection of suitable emotions, there is currently no clearly defined methodology
to cluster and analyze the resulting ratings.

Another approach is the collection of self-reports based on the forced-choice princi-
ple. Emotional ratings are allowed on a pre-defined scale or representation. For this
approach, different emotion models can be used, such as discrete approaches, that may
combine a nominal rating of the type of emotions plus an ordinal scale requesting
an intensity rating of the selected emotions, and dimensional approaches. Looking
at investigations for specific applications of domains, researchers often make use of
domain-specific lists of emotions that they consider as relevant for their particular
purpose.

According to the review paper by Mauss et al [181], there are advantages and
disadvantages of emotional self-reports. For instance, self-reported emotions are usually
more valid when giving ratings just-in-time then when giving ratings some time after
the respective event [247]. Another point that needs to be considered, is that specific
groups of people may deliver less valid self-reports such as people with alexithmya [151]
and people which are high in society [224].

Since self-reports are a flexibly applicable tool, there was a broad range of ques-
tionnaires developed over recent years that are more or less appropriate for specific
purposes and are based on different emotional representations. For instance, Bradley
et al. [32] developed the Self-Assessment Manikin (SAM) that covers three emotional
dimensions, namely valence, arousal, and dominance. To query the ratings, they de-
signed a visualization for each dimension to support easy and quick assessment of the
meanings of each component. Watson et al. [311] presented the Positive and Negative
Affect Scale (PANAS). The PANAS comprises two mood scales with ten items each to
capture positive and negative affect, respectively. McNair et al. [183] developed the
profile of mood states (POMS) to collect self-reports on six different emotional dimen-
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sions. Those dimensions, include tension or anxiety, anger or hostility, vigor or activity,
fatigue or inertia, depression or dejection, confusion or bewilderment, each presented
as a five-point scale. The full version of the questionnaire comprises 65 items, while
there exists a short version with 35 items. Terasaki et al. [294] presented the multiple
mood scale (MMS), which was developed based on a study in Japanese population. The
resulting questionnaire consists of eight 10-item mood scales, including the emotions
of depression (anxiety), hostility, boredom, liveliness, well being, friendliness, concen-
tration, and startle. In addition, the researchers report consistency of this questionnaire
with English mood scales. Another questionnaire that is actually designed for the
measurement of cognitive load but is also frequently used in emotion research is the
NASA TLX [96]. The NASA-TLX is a multidimensional and subjective assessment tool
that delivers a score for perceived workload based on six subscales. The considered
subscales are the mental demand, physical demand, temporal demand, performance,
effort and frustration. The result of the questionnaire is a task load index ranging from
0 to 100.

2.2.4 Emotions and Empathy in Human-Human Interaction

[321] In human-to-human interaction, emotions are seen as an important communication
channel [231]. The term empathy concerns abilities dealing with other people’s emotions
and is seen as one of the basic factors for successful interpersonal communication.
From one of the simplified perspectives, empathy is described as the capacity to place
one-self into feelings and the position of another person [54]. In more detail, empathy
is seen as a complex construct of multifaceted mechanisms and, similar as for emotions
itself, there are several definitions without a clear consensus.

According to Hatfield et al. [99], empathy requires three distinct skills: ability to share
the other person’s feelings, the cognitive ability to intuit what another person is feeling,
and a socially beneficial intention to respond compassionately to that person’s distress.
Thereby, emotional contagion is one of the underlying mechanisms to the complex
construct of empathy. As a possible result of emotional contagion, perceiving a person
in a specific emotional state can cause a similar emotional response in the observer [158].
Hatfield et al. [98] define emotional contagion as “the tendency to automatically mimic
and synchronize expressions, vocalizations, postures, and movements with those of
another person and, consequently, to converge emotionally”. Accordingly, mimicry is
one mechanism that may account for emotional contagion [99, 238]. Three modalities, for
instance, through which mimicry can take place are the mirroring of facial expressions
(facial mimicry), posture (postural mimicry), and vocal utterances (vocal mimicry). The
latter describes the inter-speaker influence on duration of utterance, speech rate and
timing. Aiming to investigate the contribution of different modalities, namely facial
expressions, prosody and speech content, to empathy, Leiberg et al. [158] presented
video clips of short stories to participants under different conditions: In one condition,
emotionality was expressed in all modalities while in another condition each one
modality was kept neutral. The results indicated that all considered modalities provide
an important contribution to empathy perception.
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2.3 research on emotions in the automotive context

Over the past decades, there have also been a broad range of studies investigating
different aspects of the role of emotions in the specific context of driving. This section
overviews the different findings and reviews the methodologies used to study emotions
in traffic scenarios.

2.3.1 Role of Emotions on the Road

One aspect that has been studied is the frequency of particular emotions in traffic.
For instance, Mesken et al. [184] investigated the frequency of three emotional states
during driving, namely anger, anxiety, and happiness along with the determinants
and consequences of each considered emotion. They found that anxiety occurred most
frequently, followed by anger and happiness. In terms of the determinants, their findings
are aligned with the appraisal theory, showing that happiness is associated with goal
congruent events, while anger and anxiety with goal incongruent events. Finally, they
observed higher speed and more top speed violations for participants who reported
anger. In a separate study, Levelt [161] had contradicting findings based on a diary study
considering the same set of emotions. According to their results, happiness occurred
most frequently, followed by anger and fear. Underwood et al. [302] specifically focused
on driving anger. They used mobile dictaphones to collect driving logs from users
over a period of two weeks. Along with anger ratings, the 100 participants reported
293 near accidents and 383 occasions. The numbers further show that anger occurs
in about 20% of the journeys. Also focusing on anger, Parkinson [221] conducted a
survey asking questions on anger in both driving and other contexts. Among others,
the results indicate that anger occurs more often during driving than in other contexts.

Another aspect are the consequences of the presence of specific emotional states
or certain levels of an emotional component in the context of driving. Especially
the effect of anger received a high attention in past research and was investigated
based on a broad range of methodologies. For instance, Arnett et al. [11] collected
driving logs from 59 adult drivers over a period of 10 days to investigate the effects
of anger. They found that anger was related to speeding. Similarly, Underwood et
al. [302] used self reported driving logs for the investigation of anger. Their results
showed that reported anger was associated with the number of reported near-accidents.
Deffenbacher et al. [56] investigated effects of anger in a driving simulator study. Low
and high anger participants completed two drives, one with low and one with high
resistance to reaching the goal, respectively. The analysis of driving behavior and
participants’ reports showed that high anger drivers had a higher speed in the drives
with low resistance than low anger drivers. Additionally, high anger drivers had more
near-accidents and were more likely to have collisions in the drives with high resistance.
Nesbit et al [204] examined the relation between the presence of anger and aggressive
driving behavior based on a quantitative review considering different subtypes of anger.
They found a general association of anger and aggressive driving, while the different
sub-types could not be connected to specific negative effects. Using meta-analysis,
Zhang & Chan [324] reviewed 51 published studies to examine the association of anger
and driving performance considering five metrics, namely aggressive driving, risky
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driving, driving errors, near misses and accidents. Their results showed that driving
anger was highly associated with aggressive driving, risky driving and driving errors.
In addition, there was a significant correlation, albeit weaker, between driving anger
and both near misses and accidents.

Apart from those studies that investigated the particular effect of anger on driving,
Precht et al. [236] examined whether the risky driving behavior and increased accidents
were actually due to anger or rather due to the higher degree of cognitive load. An-
alyzing naturalistic driving data, they found that anger increased the occurrence of
aggressive driving but not the number of driving errors. Accordingly, they concluded
that the danger of anger is rather coming from deliberate behavior than from cognitive
overload. In addition, their results showed that only threats, provocations and frustrat-
ing events led to an increased number of deliberate infractions, while conflicts detached
from the traffic context were not associated with a higher frequency of infractions.

Apart from anger, there are also studies that considered other emotional states to
study the impact and consequences of emotions in traffic. For instance, Banuls et al. [17]
and Carbonell et al. [44] used questionnaires to examine the impact of anxiety in traffic.
The results showed that anxiety was associated with a higher number of self-reported
near accidents. Furthermore, Jeon et al. [118] conducted a driving simulator study
inducing anger and fear to compare the effects of both emotional states on driving
performance, risk perception and perceived cognitive workload against a neutral
condition. Based on data from 24 students, they found that participants with induced
anger had more errors than those in a fear state. In addition, fear was associated with
a higher reported cognitive workload than anger. In a separate simulator experiment,
Jeon et al. [116] induced and compared the two emotional states of anger and sadness
against each other and a neutral condition. Sixty-one young drivers completed their
experiment and the data analysis revealed that both emotional states had a negative
impact on driving in comparison to the neutral state. In particular, the emotionally
loaded drives were related to more driving errors and an overall longer driving time.
Finally, in another simulator study, Jeon et al. [117] considered three emotional states,
namely anger, fear, and happiness as well as a neutral state. The data of seventy students
driving in three different driving environments with each one of the emotional states
induced was analyzed in terms of subjective judgement, driving performance and
subjectively perceived workload. While fear did not have significant impact on the three
considered metrics, the findings indicated negative effects of anger and happiness. In
terms of anger, they found a negative influence on both perceived safety as well as
driving performance in comparison to the neutral and the fear state. Further, happiness
had similar negative effects impairing driving performance in comparison to neutrality
and fear.

Besides the studies investigating the relationship of discrete emotional states and
driving, there is also seminal work showing that both too high and too low degrees of
particular emotional components such as arousal can negatively impact performance
in general. Cai et al. [40] transferred these findings to the driving task. The results
of their driving simulator experiment showed, that these findings are also valid in
the context of driving. In particular, they described the relationship of arousal and
driving performance as an inverted U-shape. In addition, they found a similar relation
between emotional valence and driving performance. These findings indicate, that the
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performance in the driving task can reach a peak when a certain level of emotional
arousal and valence is present.

2.3.2 Research Methodologies to Study Driver Emotions

For studying emotions in particular domains, specific methods have been developed to
study this subject as systematically as possible in more or less controlled settings. In
the following, we will introduce the main factors that are relevant for the definition
of the emotional setting for studies, including the selection of an appropriate emo-
tion representation, the way emotions are elicited and obtaining gold-standard for
investigations.

emotion representation

[319]The first step towards studying emotions is to select a representation model that allows
the definition and comparison of different emotional states that are relevant for the
specific research subject. While there are many methods to represent emotions and
while there is a continuous debate on the validity of each of the representations as
described in earlier in this chapter, each approach may offer some benefits depending on
the context and purpose. While the dimensional approach is beneficial for mathematical
analysis, the interpretation of dimensions varies between people, which can lead to
ambiguous emotional ratings [59]. In contrast, the discrete approach supports less
complex emotional ratings by humans, however, considering only a predefined set
of emotions can result in significant priming effects that can limit the variety of
experienced emotions [18, 59].

For research in a specific domain such as driving, different emotional states can be
more or less relevant. For instance, regarding the automotive domain, research exists
that investigated the frequency of different emotional states while driving. Within the
automotive context, the majority of previous research focused on high arousal emotional
states, especially with negative valence. Some of the most commonly considered
emotional states for drivers are anger, stress, happiness and sadness [319]. While certain
emotions (e.g., anger, frustration) are studied because they can negatively impact the
driving performance, other states (e.g., stress, happiness) are studied as regulatory,
recognizing that too little or too much of them can impact performance [40].

emotion elicitation

A critical factor when studying emotions is the selection of the experimental setting
that allows the systematic elicitation and study of emotional responses. For the driving
context, the first variant is to perform studies under laboratory conditions, in which
external influencing factors can be easily controlled, while the second option is to con-
duct studies under real-life conditions, in which the results may be more representative
but difficult to analyze.

In the context of laboratory conditions, researchers have explored a wide variety
of emotion elicitation techniques such as giving presentations, watching videos and
recalling past emotional events. A popular method in the context of driving involves
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the use of car simulators to recreate a driving experience in a safe and repeatable
manner. For instance, Ihme et al. [110] challenged the participants with difficult driving
tasks (e.g., work for a delivery service under high time pressure with impeding road
conditions). In a separate study, Ooi & Ahmad [213] used the simulator to induce
stress and anger with challenging routes (e.g., snowy mountains) and by adding aggres-
sive drivers, respectively. To help make the simulator experience more natural, some
researchers have explored incorporating additional naturalistic stimuli. For instance,
Jones & Johnsson [124] added sound effects to simulate real-life driving, Gutmann et
al. [92] added motion to simulate the external forces, and Cai & Lin [166] networked
multiple simulators to share the driving experience with other people. In addition, some
recent studies have explored the use of Virtual Reality technologies to help elicit a more
intense physiological response than traditional displays [72]. Despite the many benefits,
controlled experiments still suffer from undesired experimental factors (e.g., novelty
factor, white-coat hypertension, and the knowledge that a mistake or a crash causes
no real harm); hence, the findings may not be easily generalizable to real-life settings.
For instance, Ruscio et al. [252] compared driving behavior and physiological signals
between a simulated and real-life driving. In particular, they observed similar driving
behavior but significantly different average speed as well as significantly different
physiological responses. In addition, simulated driving experiences have also been
shown to induce motion sickness to the participants [36], which can pose limitations
towards the study duration.

In the context of real-life conditions, researchers still partially controlled the ex-
periment in some studies by pre-defining a driving route and artificially inducing
certain emotional states. For instance, Boril et al. [29], [27] asked participants to drive
a specific route while making phone calls to elicit cognitive load and a negative emo-
tional experience. Finally, as a common approach, many studies pre-determined the
route and allowed participants to experience natural emotions. For instance, Healey &
Picard [100] and Singh et al. [277] set pre-defined routes to cover different driving envi-
ronments such as quiet areas on a university campus, challenging city scenarios, and
highway driving. To the best of our knowledge, no studies have considered completely
uncontrolled settings to study emotions in driving scenarios.

emotional ground truth

To study the topic of emotions as accurately as possible and to obtain high quality
databases to train classifiers for automated emotion recognition, it is important to obtain
reliable labels of emotions that can be used as a gold-standard, also called ground
truth. We group the approaches considered in previous automotive research into three
categories: self-reports, external annotators, and context.

The first approach involves leveraging emotional self-reports which requires partici-
pants to be able to verbalize and quantify how they feel at a particular moment. For
instance, Taib et al. [288] collected a self-report after several driving subtasks using a
9-point Likert-scale for frustration. In a separate study, Ihme et al. [110] also investigated
frustration by asking participants to complete the SAM questionnaire [32]. In Kato et
al. [134], the researchers used the PANAS [311], and introduced the Multiple Mood
Scale [294] and the Profile of Mood Status [183]. Some of the challenges associated



2.3 research on emotions in the automotive context 17

with self-reports, however, are that they require the cognitive attention of participants,
they are subjective, and they may reflect strong biases (e.g., false memories, desire to
impress the experimenter) [162], [270].

The second approach involves the use of external annotators that can recognize
certain emotional states based on different signals of the participants such as facial
expressions or other behaviors [172], [126]. Jones et al. [126], for instance, used a
human listener to transcribe and annotate emotional voice recordings. Similarly, Ma
et al. [172] used this method to collect independent annotations from six different
external observers for each video segment and then analyzed their consistency (a.k.a.,
Inter-Rater Agreement). However, this approach is very time and labor intensive and
requires the use of experienced and trained observers, which may be difficult to find
and/or expensive, especially at scale.

The third and most common approach is to use different experimental conditions to
label the emotional experience (e.g., [276], [80]). In the case of simulator studies, the
researchers have various opportunities of modification regarding the experimental con-
ditions to elicit certain emotional states. For instance, adding an additional manipulated
task leading to either successful or failed completion can be used to lead the driver’s
emotional state into positive or negative direction, respectively [80, 110, 222]. Alterna-
tively, manipulating the driving task itself such as increasing the amount of traffic or
changing the behavior of other road users can be used to elicit emotions, especially
negative states such as stress, frustration or annoyance [110]. As these factors may be
more difficult to manipulate during real-world driving tasks, researchers have explored
differentiating types of road segments and different times of the day of driving to
make it more likely to elicit different states. For instance, driving through a congested
city with a lot of intersections and many pedestrians that disobey crosswalk rules
for eliciting high stress, driving at non-rush hour on a straight highway under good
weather conditions for low-to-average stress, and resting in a garage with eyes closed,
for low stress [100, 276]. While this approach minimizes the burden of participants, it
makes some strong assumptions regarding the effects of the modifications that may not
fully generalize to all participants and road conditions.

Some studies also combined multiple approaches, to increase the reliability of the
gold standard. For example, Healey & Picard [100] combined all three methods to
develop ground truth for driver stress level. In particular, they (i) asked drivers to
rate different parts of a drive (e.g., exiting parking garage, merging onto highway)
from 1=“no stress” to 5=“high stress,” as well as to rank order all the driving events
on a list of what they encountered from “most” to “least” stressful, (ii) asked human
annotators to watch a video replaying the driver’s experience (showing the driver and
the surrounding environment) and to count the complexity of the events second by
second (e.g., avoiding pothole, turning head, seeing pedestrian walking toward car),
and (iii) monitored drivers in different road conditions (e.g., rest, highway without
traffic, and congested city) and associated them to three different stress levels, namely
low, medium, and high. While no one method is perfect, using multiple methods and
converging them to the same labels can boost confidence in the gold standard.
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2.4 computer science background : machine learning

The term machine learning describes the capability of artificial systems to learn patterns
for a specific task based on a series of data examples and to then assess unknown data.
In particular, these learning processes involve to develop a complex mapping between
some inputs/features I and corresponding outputs/annotations O of a training dataset
E, aiming to find the most suitable output O for any input I [170]. This means that
the algorithm is said to learn a specific task T from the experience of the training
dataset E. The alogrithm’s performance P on automatically assigning correct outputs
O to unknown testing data U for the task T improves with increasing amount of
experience from the training set E [188]. As illustration, Mitchell et al. [188] provided the
example of a handwriting recognition learning problem. The task T is the recognition
and classification of words written by hand within images. The training dataset E
is composed of handwritten words with respective classifications. In this case, the
performance P during an evaluation is the accuracy of the classification output O,
i.e. percentage of correctly classified words, for unknown test data U. Accordingly,
the goal of the algorithm is to maximize the accuracy of automated assignment of
outputs O to unknown testing data U of the same task as the training dataset E [101].
Most commonly, machine learning approaches are applied for tasks that are difficult
to program manually. Popular examples are face recognition, spam filtering, speech
recognition and machine translation [170].

In the domain of machine learning, there are various approaches that can be ap-
plied depending on the concrete type of problem. These approaches can be mainly
divided into three groups: Supervised machine learning, unsupervised machine learning
and reinforcement learning [170].

The description above applies to the supervised learning, which is most likely applied
when a training dataset with pairs of both inputs I and correct outputs O is available.
The output labels O are often annotated manually. During the training process, an
algorithm-specific set of parameters is then optimized for the present training dataset
E [170]. For instance, classification and regression tasks fall into this group [94].

There are also problems where no or only few annotations O for the training data
E are available. This is where unsupervised machine learning is applicable. Thereby, the
underlying patterns of the inputs I of the training data E, such as correlations between
the different input features and groups of data which show similar behaviors or
have similar features should be unveiled [170]. Clustering is one of the most popular
approaches in the domain of unsupervised learning [94].

Another approach that can be applied when only few or no training data E exists but
some kind of measurement of the quality of the output O delivered by the algorithm is
available, is reinforcement learning. The metric of quality can then be used as feedback to
steadily improve the performance of the algorithm over time. Therefore, the algorithm
needs to maximize a reward function based on the obtained quality measurements [170].

In this thesis, different methods of supervised machine learning are applied. More
precisely, algorithms for classification are used to predict the class of which a certain
data point is part off. For this task, different fundamental approaches exist. For instance,
the group of Bayesian classifiers is based on probabilities, while Nearest-Neighbor
approaches derive the final class from similarities of instances. Linear and polynominal
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classifiers, such as SVMs, try to find inter-class boundaries for separation and Decision
Trees use a set of conditions to split inputs into classes. Finally, ANNs are an approach
that is vaguely inspired by brains of living things. Kubat et al. [149] deliver a more
detailed introduction into different types of algorithms. Since SVMs as well as different
derivates of ANNs are applied within this thesis to automatically recognize emotions,
those two approaches are introduced in greater detail in the following sections. Addi-
tionally, we briefly overview further methodologies in the domain of machine learning
that are applied in this work, such as methods to extract and select relevant features
from given data sources and metrics to evaluate the performance of a developed
classifier.

2.4.1 Support Vector Machines

SVMs are said to were first proposed by Vapnik and Lerner in 1963 [305] and have
established themselves to now be a common algorithm that is applied in a broad range
of different fields and applications. The basic approach the SVMs are build up on is to
calculate a hyperplane that allows to separate instances of a specific task into different
classes based on a set of features. In this section, we introduce the mechanism of SVMs

based on the simple example of a binary classification problem. Our descriptions
are mainly based on the books of Steinwart & Christmann [279], Kecman [136] and
Campbell [42]. SVMs are an abstract learning machine, which tries to generalize from
a training dataset to correctly predict the class of novel instances. This set of training
data consists of a set of input vectors xi consisting of a number of features that each
describe the current instance of the dataset. Along with these input vectors, the training
dataset contains a vector with the correct corresponding class annotations for each
input vector, also called “ground truth”, which we denote as yi. In the case of a binary
classification task, yi can take two different states, one for each of the two classes,
which we denote as C1 and C2. Overall, there training dataset contains information of
m instances, i.e. m pairs of input vector and annotation. The corresponding learning
problem for the SVM can be described as an unknown and non-linear mapping function
y = f (x) for high-dimensional input vectors x and an output y, which is a scalar in
the case of a binary classification. The learning of SVMs is distribution free, since
no information about underlying joint probability functions is available but only a
training dataset. Figure 2.1 (left) illustrates exemplary instances of a training dataset
that meets the description above as well as the resulting hyperplane that is calculated in
the training phase of the SVM: There are two classes, namely C1 and C2, to be classified.
Since the two classes are well separated, the training of the SVM ends up in finding
a directed separating hyperplane, which has the maximum distance from instances
of each side. Instances that are on the one side of the hyperplane will be assigned to
yi = C1, while instances on the other side will be assigned to yi = C2. The exact position
of the hyperplane is mainly influenced by the two data points that are closest to the
hyperplane. These data points are called support vectors. Mathematically, the separating
hyperplane H0 is described by w · x + b = 0, while · represents the scalar product, b is
the bias of the hyperplane from the origin (also called offset), w are the weights that
determine the orientation of the plane, and x are the points within the hyperplane and
its corresponding normal vector.
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Figure 2.1: Working principle of a support vector machine showing the separating hyperplane,
the canonical hyperplanes and the support vectors (sv) as well as indicating the
margin.

To better understand the underlying methods and to explain the functioning of SVMs

in greater detail, Figure 2.1 (right) additionally shows a pair of hyperplanes that are
parallel to H0 and mark the distances between H0 and the closest instance on each
side. These outer hyperplanes, called canonical hyperplanes, shall be H1 and H2. The
mathematical descriptions are w · x + b = 1 and w · x + b = −1. Considering statistical
learning theory, the goal of the SVM is to minimize the prediction error when classifying
unknown instances of data. To achieve this, the margin between the canonical hyperplanes
needs to be maximized. Given two datapoints x1 and x2 The calculation of the distance
between the two resulting canonical hyperplanes is done by subtracting the w · x2 + b = 1
from w · x1 + b = −1, which gives w · (x1 − x2) = 2. Defining ||w||2 as the square root
of wTw, the normal vector of the separating hyperplane H0 is w/||w||2. The distance
between the two canonical hyperplanes can be obtained when projecting x1− x2 onto this
normal vector w/||w||2, which results in (x1 − x2) · w/||w||2 = 2/||w||2. Accordingly,
the margin γ, which is the half of the distance between the canonical hyperplanes, can be
described by 1/||w||2. Therefore, the margin can be maximized by minimizing the term

1
2
||w|| 2

2 (2.1)

subject to

yi(w · xi + b) ≥ 1. (2.2)

This constrained optimization problem with an objective function to be minimized
can, for instance, be approached by using Lagrange multipliers. Due to the limited
scope of this thesis, the Lagrange multipliers and additional approaches of optimization
are not introduced mathematically in this work. However, in simplified terms, the
underlying process is to analyze the relevance of all instances for the separating
hyperplane as well as comparing the similarity of the instances. While doing this
process for all instances, the distance of the canonical hyperplanes is maximized. For
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Figure 2.2: Exemplary illustration of a Gaussian kernel function.

more information on various optimization techniques, we refer readers to Zouggar &
Adla [325].

For simple classification tasks, as the example used for this introduction, SVMs use a
linear separating hyperplane, which can be sufficient to find a maximal margin that
results in good performance. However, while the mechanism of SVMs as explained in
this section is basically transferable to more complex classifications, solving these more
demanding tasks may not be feasible with linear separation. Therefore, the so-called
“Kernel-Trick” can be used to transfer the features to a higher dimension, called the
feature space. To do so, a non-linear kernel function needs to be chosen in advance that
maps all datapoints into the new feature space. For instance, the data points shown in
Figure 2.2 (left) are mixed in a way that they are not separable by a linear hyperplane.
However, if we imagine a third dimension that maps the class C1 forward from the
page while pushing the class C2 backwards, a separation becomes possible using a
hyperplane that is in the area of the paper plane. Such a mapping can be achieved
with various different non-linear functions. Figure 2.2 (right) illustrates the application
of a Gaussian kernel function. Other examples are simple polynomial or radial basis
kernels, which are described as follows [58]:

• Simple polynomial kernel, with the polynomial degree d defined by the user:

K(x, xi) = ((x · xi) + 1)d (2.3)

• Radial basis function (RBF) kernel, with γ being defined by the user:

K(x, xi) = exp(−γ|x− xi|2) (2.4)

2.4.2 Artificial Neural Networks

The following section introduces the functionality and architecture of an ANN. The
descriptions provided in this work are mainly based on the works by Nielsen [206],
Bailer [13] and Suzuki [287]. ANNs are a mathematical model that is vaguely inspired
by the biological neural networks of the human brain. Our brain is built up of billions
of neurons that are interconnected. Partially, those neurons allow the transmission
of electrical signals to neighbouring neurons. Accordingly, the neurons have input



22 fundamentals

channels to receive electrical pulses, as well as outputs that can pass electrical pulses
to upcoming neurons. However, output signals are only produced in such a neuron
if there are sufficient inputs that mutually exceed a certain threshold. Mathematically
spoken, the output y of a neuron is a nonlinear function of the different inputs xi.
While biological neural networks are significantly more complex when looking into it
in detail, ANNs can be seen as a simplified model of this basic structure. They consist
of a high number of nodes that can be seen as an analog part to the biological neurons.
These nodes or artificial neurons can be described with a simple mathematical function
that comprises three basic rules, namely multiplication, summation, and activation,
which are illustrated in figure 2.3. Each input channel of an artificial neuron has a
certain weight w. When an input value arrives at a neuron, this value is multiplied
with the individual weight w of the respective neuron. Following, the neurons contain
a summation function that sums up all the weighted inputs as well as a neuron-specific
bias value b. The resulting value is then passed through an activation or transfer
function F, whose result determines the output. The according mathematical term
describing this neuron is as follows:

yi(k) = F

(
∑ wi(k) · xi(k) + b

)
(2.5)

with the discrete time k and i starting from 0 and going to m, which is the number
of inputs. As for the transfer function, different types of functions can be chosen
depending on the problem that should be solved. For instance, common options are
Step functions, Linear functions and Non-linear functions such as Sigmoid. In case of
the Step function, the output goes to 1 if the input value exceeds a certain threshold
while going to 0 otherwise. Artificial neurons based on this transfer function are called
perceptron and a network comprising several layers of perceptrons is named Multilayer
Perceptron (MLP).

While the structure of such a single artificial neuron is quite simple, connecting a
high number of artificial neurons into an ANN brings a high calculation and modelling
power. This power can be leveraged for tasks such as pattern recognition and the
prediction of dynamical systems. There are several different ways to connect artificial
neurons, which result in various so-called topologies of neural networks. While different
types of ANNs allow to deal with both supervised and unsupervised learning problems,
this work focuses on supervised ANNs, which are introduced in the following. The
basic topography of ANNs consists of an input layer with input neurons that can be
fed with a vector of input features, one or more hidden layers with hidden artificial
neurons, and an output layer with output neurons. Figure 2.4 (left) shows a so-called
feedforward neural network including all the previously mentioned elements. The
name feedfoward describes the fact that information in this type of network only flows
into one direction, i.e. the information at the output of the first layer is then passed as
input to the second layer and so on. Finally, an appropriate activation function can be
assigned to the output layer, depending on the present task and the desired results. A
very common function for output layers is the Softmax function, which computes a
vector of numerical inputs into a probability distribution. This results in an output of
several values between 0 and 1 that sum up to a value of 1 [210]. This approach can be
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Figure 2.3: Principle of an artificial neuron.

Figure 2.4: Architectures of a basic feedforward neural network (left) and a recurrent neural
network (right).

used to assign inputs to one of several discrete classes, i.e. to the class with the highest
output value.

The weights w are free parameters that contribute to the classification outcome of a
task. Initially, they can, for instance, be set to random values. To find appropriate values
for these parameters and the given task, the network needs to be trained with input
data including correct annotations. These annotations are the ideal output for each data
instance. The training process happens by the minimization of an error function, which
accounts for all weights of the network. One of the most popular applied error functions
is the sum-of-squares error. Considering one single input vector x, the sum-of-squares
error is

e {x} =
1
2 ∑

p
βp(y

{x}
p −O {x}p )2, (2.6)
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while Op is the desired output value for the respective output node number p and
the factor βp gives different weights to different outputs, which allows to give higher
priority to the correct prediction for particular outputs. This error can be computed
whenever the last layer was activated, which is done after each training instance
during the training process. After each iteration, the weights and the biases of the
neural network are updated with the goal to minimize the error function, which is an
optimization problem. To solve this problem, several different optimization algorithms
can be applied. One of the most commonly used is the ADAM optimizer [143], a
gradient based algorithm for the optimization of stochastic objective functions. The
optimization is based on gradients for appropriate modification of the weights and
biases. The gradients of the model are calculated by differentiating the error function
considering all weights and biases. When having multiple layers in the network, the
gradient has to be calculated for each of them. With this approach, the contribution
of each trainable parameter to the overall error can be computed with the parameters
contributing most being the ones to be changed. This process was introduced by
Rumelhart et al. in 1986 and is called Backpropagation [251]. After training the network
with a large number of data instances, the neural network can be tested regarding its
performance on unknown data instances, i.e. evaluation of the accuracy of predicted
outputs.

Another similar topology of ANNs is the Recurrent Artificial Neural Network (RNN).
While the basic architecture is similar, RNNs can contain backloops, i.e., the informa-
tion flow is not limited to one direction. Figure 2.4 (right) illustrates a simple RNN

architecture with one hidden layer. The fact that backloops are now integrated causes
that the network does not only operate on a space of inputs, but also on an internal
space, which represents an inner or hidden state of the network that is based on the
processing of previous steps [24]. This resembles a memory component, or a delayed
bias, that is added before the activation function is applied. This architecture enables
the learning and modelling of temporal and sequential dependencies. Commonly, this
hidden state is initialized with a zero vector.

However, the temporal memory of basic RNNs is limited to short-term and not
suitable for modeling long-term dependencies due to the vanishing gradient effect [23].
Addressing this problem, Hochreiter & Schmidhuber [106] introduced an extension
of RNNs incorporating a so-called long short-term memory (LSTM). The LSTM block
is capable of maintaining information about important events for several time steps
instead of only considering the previous step. A gate determines which input is
significant enough to store and decides when to forget the respective information or to
output the stored value. Finally, if the network should consider both past and future
information, the LSTM can be further extended to an Bidirectional long short-term
memory (BiLSTM). This architecture processes each input twice, once into forward
direction and once into backward direction using different hidden layers [267].

2.4.3 Feature Extraction

One of the basic steps of applying machine learning to a problem is to find the features
that represent the respective domain. While approaches such as specific neural networks
are able to extract relevant features from the raw data themselves (e.g., important areas
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in images), the classic approach is to extract features before training a classifier. For
each different domain, such as computer vision, audio analysis, or natural language
processing, there is a broad range of different techniques to extract features from the
raw image, audio or text data.

In computer vision, some of the most popular features are based on colors, texture
or shapes. For the particular task of facial recognition, more specific methods mostly
based on the previously mentioned approaches have been developed. For more details
on feature extraction from images in general, we refer readers to the survey by Ping
et al. [296]. For the particular task of face recognition and facial feature extraction, we
refer to the survey by Bakshi & Singhal [14].

In the domain of speech, basic acoustic properties such as pitch and energy can be
extracted from the raw speech signals as representative features. Besides, a common
approach to extract information from the raw speech signals is the transformation to
another domain, such as the frequency domain. Popular methods are the Fast Fourier
Transform, the Wavelet Tranform and the Mel Frequency Cepstral Coefficients (MFCCs).
For more details on feature extraction from speech, we refer readers to Hibare &
Vibhute [104].

In the domain of natural language and text processing, the speech first needs to
be transcribed to text, which can either happen manually or via an automatic speech
recognition algorithm. Subsequently, a transfer to a mathematical feature space that
can be understood by machine learning algorithms is required. The most common
approach is to assign a vector representation to each word, which is typically called
word embedding and can be done by using neural network models. While there are
many different models that can be applied on this task, some of the most popular are
word2vec [185], GloVe [226], and FastText [25]. In comparison to other approaches, such
as bag-of-words, word embeddings yield a dense word representation and conserve
both semantic and syntactic information [186].

2.4.4 Feature Selection

Due to the many possibilities for the extraction of features, it can happen that the
dimensionality of the features becomes too large, which can have a negative effect on the
training of a classifier, but can also be an issue in terms of computing power and time. To
avoid such issues, automatic feature selection can be applied to reduce the dimensionality
of the feature space by selecting the features with the highest information gain and by
finding and eliminating highly correlated features. In this domain, there are several
different approaches to select features with different advantages and disadvantages.
Chandrashekar & Sahin [46] provide a comprehensive survey on different selection
techniques. According to their survey, there are three different groups of feature
selection methods: 1.) Filter methods, which are a relatively simple approach and are
based on ranking the features considering their importance, 2.) Wrapper methods, that
use the performance of a black-box predictor as an objective function to evaluate the
importance of different variables, and 3.) Embedded methods, which incorporate the
selection of the most relevant features as part of the training process.

In this work, we apply a recursive feature elimination based on an SVM, which is an
embedded feature selection algorithm. Depending on the selected kernel, it can either
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be a linear or a non-linear version. Coefficients of the SVM models that represent the
importance of each input are used to evaluate the features, eliminating the features
with the lowest scores recursively. While the SVM recursive feature elimination is a
powerful tool to eliminate features with low relevance, one of the disadvantages is the
fact that features with high correlation can influence each other’s scores, which can
lead to underestimation [315].

2.4.5 Performance Evaluation

In the introduction above, the process of performance evaluation of a trained classifier
is limited to the term “testing”. The most basic metric to describe the performance of a
classifier is the error rate, which can be calculated by counting the number of errors, i.e.,
the number of test instances that were assigned to wrong classes by the classifier, and
dividing them by the total number of testing examples. Another popular metric is the
opposite approach of counting the number of correct classifications and dividing this
number by the total number of testing examples, which is called classification accuracy.
While these metrics are straight forward and easy to calculate, the insights provided
into the actual behavior of the algorithm are very limited and the resulting performance
values may be misleading. First, it may happen that the part of the data that is put
on hold for testing may not fully represent the certain domain properly, which can
yield results that are not generalizable. Second, when the size of the dataset is sparse
overall, the number of testing samples may be to small to obtain a reliable performance
estimation with a basic split of the data for training and testing. Finally, certain real-
world problems may provide datasets with very imbalanced numbers of instances
for each class. In this case, it can still be the case that a class with a small number
of instances can be of high importance. Accordingly, approaches are needed that can
provide insights into the performance for one particular class and methods for repeated
random runs of evaluation are necessary to obtain more reliable results [149]. All in all,
there is a broad range of other metrics and methods for evaluating performance of a
classifier. The ones that are relevant for this work are introduced below based on the
example of a binary classification problem.

evaluation metrics

Precision P. P is the percentage of true positive classifications, i.e., the number of
actual positive values that are classified correctly as such NTP, among all data instances
that the classifier has assigned to positive. In other words, this measure describes the
probability of a correct classification when the data instance is assigned to positive,
which is also called true positive rate TP. P can be calculated as follows.

P =
NTP

NTP + NFP
(2.7)

with NFP being the number of instances that are falsely assigned to positive.

Recall R. R describes the probability that an instance of the positive class will be
correctly assigned to the positive class. It is calculated by dividing the number of true
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positives by the overall number of positive instances in the data. Re can be calculated
as follows.

R =
NTP

NTP + NFN
(2.8)

with NFN being the number of instances that are falsely assigned to negative.

F1-Score. The F1-score is a measure that combines both P and R into a single value. It
is defined as the harmonic mean of P and R, calculcated by

F1 = 2 · P · R
P + R

. (2.9)

While this formulas apply to a binary classification, there a different methods to
combine the mentioned binary measures for multi-class problems:

Macro-Average. This metric is the simple arithmetic mean of the binary per-class
measures:

Mmacro =
1
q

q

∑
λ=1

M(TPλ, FPλ, TPλ, FNλ), (2.10)

with M being the binary evaluation measure and λj being the class label with j ranging
from one to the number of considered classes q.

Micro-Average. For micro-averaging, the true positives out of all classes are summed
up and then divided by the number of existing positives for all classes in case of R or
divided by the number of positive labeled instances among all classes in case of P. The
micro averages of both P and R are first calculated separately, before combining the
two with the harmonic mean to obtain the micro-averaged F1-score. Accordingly, the
micro-average aggregates the numbers for correct and wrong classifications among all
classes:

Mmicro = M(
q

∑
λ=1

TPλ,
q

∑
λ=1

FPλ,
q

∑
λ=1

FNλ,
q

∑
λ=1

TNλ) (2.11)

The main difference between those two approaches for averaging is that macro-
averaging gives equal weight to all considered classes while micro-averaging reflects
size differences of classes and is thus more appropriate for imbalanced datasets [304].

receiver operator characteristic

Another popular method for performance evaluation is the Receiver Operator Char-
acteristic (ROC). The ROC illustrates the true positive rate TPR of a binary classification
task against the false positive rate FPR in a graph. The area under curve (AUC) of the
ROC is a metric of performance that ranges from 0 to 1. A ROC curve on the diagonal
with 45 would yield an AUC of 0.5, which indicates a random process. The larger the
curve, the higher the performance reaching the maximum value of 1 for a true positive
rate of 1 and a false negative rate of 0. The ROC provides high generalization and is
also appropriate for imbalanced datasets. For more details, we refer readers to Brown
& David [37].
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Figure 2.5: Exemplary Receiver Operator Characteristic (ROC) curve showing the false positive
rate FPR on the x-axis and the true positive rate TPR on the y-axis. The grey-colored
area indicates the area under curve (AUC).

cross-validation approaches

Instead of a basic split of the data for training and testing, a repeated splitting in
a rotation help to obtain better generalization, especially for small datasets, which
is called cross-validation. While there are several approaches for cross validation, the
simplest form is exclude one data instance for the training and test on this single
instance afterwards. The process is then repeated N times, with N being the overall
sample size. The final performance is the average of all separate index values. Further
approaches are the rotation of blocks of instances (e.g., leave 10 instances out for each
iteration, called 10-fold cross-validation) and, in case of data from different subjects, to
leave one subject out for each iteration. For more details on cross-validations, we refer
readers to Brown & Gerbarg [39].

2.5 summary

This chapter aimed to provide a common understanding and knowledge base regarding
the basic concepts and terms that are required to understand the work described in
this thesis.

In the field of psychology, we summarized the background in the domain of emotions,
including the most common definitions, theories and conceptualizations, such as the
dimensional approach by Russell and the discrete conceptualization by Ekman as well
as the hybrid approach by Plutchik. Additionally, we presented different methods for
the non-automated measurement of emotions, including the usage of subjective ques-
tionnaires to capture different aspects or types of emotions. Additionally, we discussed
the important role of emotions and empathy in human-to-human communication.
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Focusing on the context of driving, we summarized fundamental research highlight-
ing the impact of emotions in this domain. We presented different methods that are
applied to study the topic of emotions in traffic for three different research steps: First,
we discussed aspects of different emotion representations including discrete representa-
tions and dimensional representations. Second, we reviewed approaches to artificially
elicit certain emotions for study purposes both in laboratory and real-world environ-
ments. Third, we reviewed different methods to obtain emotional ground truth. While
three different methods, namely subjective self-reports, external annotators and the
experimental conditions are used in existing research, we conclude that a combination
of several methods yields the highest reliability.

In the field of computer science and artificial intelligence, we gave a brief introduction
into the topic of machine learning. This was followed by a more detailed explanation of
the approaches of SVMs and ANNs, which are applied in this work. Moreover, we briefly
touched on further relevant methods, such as the extraction of representative features
from raw signals and the automatic selection of informative features. We also explained
different methods to evaluate performance of a machine learning algorithm including
the metrics considered in this work, such as precision P, recall R and F1-Score as well
as the ROC and the approach of cross validation.

Overall, this chapter established the basic knowledge that is needed to understand
the work described in this thesis. Before getting into this work itself, the next chapter
reviews related work this thesis builds upon.





3 R E L AT E D W O R K

3.1 introduction

The overall goal of the presented work in this thesis is to close the loop from user sensing
to just-in-time interactions aiming to promote an emotional state that is beneficial
for driving performance and overall well-being. This chapter gives an overview of
today’s state of the art in the broad area of emotion-aware interfaces. Considering
our goal of closing the loop from sensing to affective interaction, the related work
can be divided into three areas: 1.) The automated recognition of emotions, 2.) the
investigation of affective interactions, and 3.) closed-loop emotion-sensitive interactions
embedded into a suitable application strategy. We first review existing work in the
area of emotion recognition and then overview approaches for affective interactions. In
terms of emotion recognition, we first present domain-independent work considering
the different groups of signals, namely facial expressions, speech, and biosignals as well
as multimodal combinations. Subsequently, we focus on the work that was dedicated to
emotion recognition for each of these signal groups in the particular context of driving.
Regarding affective interactions, we discuss different areas and types of interactions
that can either be adapted based on a recognized emotion or completely new interaction
techniques that could be established based on emotions. Considering a broad range
of different approaches, we present existing work in different subgroups depending
on the type of emotion-aware application, namely alertness and biofeedback, health
and wellbeing, speech dialogue and virtual companions, and recommendations and
entertainment. Subsequently, we describe the few works considering a closed-loop
approach in more detail and discuss their application strategies. Finally, we summarize
the main findings of this chapter and identify research gaps that need to be addressed
and serve as a basis to derive concrete goals for this thesis.

For a better overview and understanding of the content of this chapter, figure 3.1
illustrates the methodology for conducting research in the space of emotion-aware user
interfaces including the most relevant steps: Defining the emotional setting, choosing
the signals that can be leveraged for emotion recognition, selecting approaches to auto-
matically recognize emotions, and providing affective interactions. While the relevant
factors for the emotional settings have been already introduced in subsection 2.3.2, the
further steps are covered by this chapter and the respective related work is reviewed.

31
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3.2 automated emotion recognition

To automatically recognize emotional states in different settings, past research has
considered a broad range of different information sources. Thereby, the mainly con-
sidered signals are facial expressions, speech, and biosignals. In the following, we
review existing work leveraging the different types of signals for emotion recognition
independent of the considered domain and discuss the latest trends.

Facial expressions, which are usually analyzed based on computer vision, are one
of the mainly considered information sources for emotion recognition. The first step
that is required for emotion recognition based on this modality is the automatic
detection of the face in an image or video frame, for which several different approaches
have been proposed (e.g., [250, 285, 307]). Once the face is detected, facial features
can be extracted using different methods. Two of the most popular types of feature
extraction are geometry-based features [138] and appearance-based features [138].
Geometry features detect local displacement of relevant parts of the face. For instance,
movement of eyebrows and mouth corners can be indicators for emotional states. For
this approach, the coordinates of facial feature points are extracted from the images
to obtain a descriptive feature vector. Considering these feature points in successive
images, facial movement of certain points or areas can be detected. Appearance features
consider changes in the texture of the face when different actions are performed. For
instance, wrinkles and bulges around the regions of the mouth and eyes can be relevant
indicators. To extract a respective feature vector, image filters are used [284]. One of
the overall most common approaches to systematize facial expressions is the Facial
Action Coding System (FACS) [65, 165, 283]. FACS defines certain movements of specific
facial muscles including an intensity. The considered muscles, called Action Units (AUs),
cause changes in one’s face in case of activity, either individually or in combination
with other AUs. Once detected, these AUs can be used to encode emotions for facial
expressions.

Even with a broad number of methods to extract features, the trend has shifted to deep
learning during recent years, which can be applied on raw images and videos directly,
without extracting features separately beforehand. Examples are Jung et al. [127] who
developed a algorithm that uses temporal appearance and geometry features from
image sequences and Kim et al. [139] who trained an ensemble of convolutional neural
networks. For a seminal overview of automated facial expression recognition, we refer
readers to the survey by Fasel & Luettin [77]. For a recent review of the state of the
art and the corresponding challenges of facial expression recognition based on deep
learning, we refer to the survey by Li & Deng [163].

In the domain of biosignals, several different signals can be considered for emotion
recognition such as cardiac (CAR), EDA, breathing pattern (RESP), skin temperature (ST),
Electromyogram (EMG), and Electroencephalogram (EEG). The CAR signal represents
the electrical activity of the heart. Based on this signal new temporal metrics can be
taken by detecting and/or counting specific heart beats in the signal: The HR, which
is defined the number of beats per minute, and the heart rate variability (HRV), which
represents the variability of inter-beat intervals. For a detailed discussion on HRV,
we refer readers to Marek’s review [177]. EDA (previously also known as Galvanic
Skin Response) captures electrical changes across the surface of the skin. Boucsein [31]
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provides a thorough discussion on EDA. The RESP signal captures the respiratory activity.
Similarly to the CAR signal, other temporal metrics can be derived from the RESP signal.
For instance, the breathing rate (BR) can be calculated by counting the number of
oscillations in a certain time window. The ST concerns the temperature of the skin
surface. Finally, the EMG captures the electrical activity of muscles, while EEG measures
the electrical activity of the brain. For each of these signals, there are various ways
and methods for measurement, for which the survey by Egger et al. [61] provides a
comprehensive overview.

For the extraction of representative features, various approaches have been proposed
for each of the different signals. Especially for EDA and CAR signals, there are many
varying approaches to extract features, both from the signal in the time-domain as well
as the frequency domain. While discussing all the many different methods to extract
features from the different signals would go beyond the scope of this thesis, the work
by Tajane et al. [289] overviews methods to extract features from HRV and Shukla et
al. [271] provides a profound analysis of various features from EDA. Finally, the work by
Kim & Andre [142] is an example that extracts features from four different biosignals
using various methods for each specific signal. Regarding the classification of emotions
based on biosignals, several different algorithms have been applied. For instance, Rigas
et al. [246] compared a k-Nearest-Neighbor (kNN) approach with a Random-Forest
and Jang et al. [114] considered four different algorithms, namely Linear Discriminant
Analysis (LDA), Decision Tree, SVM and Naive Bayes. Further, latest approaches seeks to
leverage deep learning methods to avoid the need of separate feature extraction before
the classification [286].

Past research on emotion recognition from acoustics mainly concentrated on either
feature selection or the development of appropriate classifiers. According to the survey
of El Ayadi et al. [66], there are four issues that need to be taken into consideration
regarding the features:

1. The region of analysis that is considered for the extraction of features. On the one
hand, features can be extracted from small intervals within the speech signals,
dealing with so-called local features, while on the other hand, features can be
extracted based on statistics covering the whole duration of a speech utterance,
which is called global features. For instance, Rao et al. [241] as well as Ververidis
et al. [306] compare local and global features in SVMs.

2. The selection of the best type of features for the respective task, such as pitch,
energy, zero crossings, amongst others. For instance, Sheikhan et al. [269] used the
analysis of variance (ANOVA) method to select the most important speech features
and Zhang et al. [323] propose a new selection method for emotion recognition in
fast speech.

3. The application of other speech processing methods such as removal of silence
and post-filtering that could potentially help to improve performance of the
classifier.

4. The question whether the observation of acoustic features only is sufficient for
the modeling and reliable detection of emotional states in speech events. While
this already touches on the following topics, El Ayadi et al. [66] bring the option
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of adding linguistic information, which is specificially introduced in the next
paragraph, and the combination with information form other signal sources such
as facial expressions, which we will discuss subsequently, into play.

Looking at the classification of emotions, various different algorithms have been
applied to study acoustic information. Some examples are Hidden-Markov-Models
(HMMs) [207], Gaussian Mixture Models (GMMs) [203], SVMs [167], and Decision Trees [154].
Despite the many different approaches, there is still no clear consensus on which classi-
fier is most suitable. [66]. Similar to the facial expression modality, the trend is shifting
towards applying deep learning for processing the acoustic signal. Examples are Lee
& Tashev [156] who suggest the application of a RNN, Palaz et al. [214] who apply a
Convolutional Artificial Neural Network (CNN) on the raw speech signal, and Neumann
& Vu [205] as well as Trigeorgis et al. [301] who investigate the importance of different
features in emotion recognition based on deep learning. For a comprehensive overview
on emotion recognition from speech and acoustics, we refer readers to the survey by
Akcay & Oguz [5].

Another type of information contained in the speech signal that can be used for
emotion recognition is the lexical content, i.e. transcribed text. The analysis of spoken
text is a subfield of natural language processing. In this domain, there are two major
areas of interest, namely the emotion classification based on text and the generation of
data resources.

Regarding the emotion classification from text, the analysis is usually focused on a
specific context or task. One of the most common approaches is to base the analysis on
dictionaries, which is especially beneficial when no annotated corpora are available.
Another popular approach is to annotate text units automatically based on different
information sources, which is called distant supervision or self-labeling [79, 145, 233,
310]. For instance, distant supervision can consider emoticons or hashtags particularly
in the case of online data or the occurrence of emotional words.

In this domain, various classification approaches have been tested to infer emotions:
Alm et al. [6] explored the application of SNoW, Aman [8] used a Bayes classifier
and an SVM, and Schuff et al. [262] considered maximum entropy classification, an
LSTM network, and a CNNs additionally to an SVM. Latest trends increasingly focus
on the application of transfer learning to obtain more specific predictions from noisy
annotations [79]. However, emotions are expressed differently in different areas, which
makes the transfer between domains a complex task [30].

In terms of generating data resources, Mohammad & Turney [190] presented the NRC
dictionary, which consists of more than 10000 words associated with discrete emotions.
Other resources are the WordNet Affect dataset [281], which provides differentiation
of particular classes of words and the dictionary by Pennebaker et al. [225], which is
focused on psychologically relevant categories including emotions. Finally, there are
corpora that have been created and annotated within specific domains such as Twitter
[145, 189, 191, 192, 262], Facebook [237], Blogs [8], news headlines [280], fairy tales [6],
literature [141], self-reported emotion events [257] or dialogues [164]. For an overview
of different datasets, we refer readers to Bostan & Klinger [30].

In addition to research that specifically addresses one of the signals, there are
also approaches that consider combinations of various signal types. Existing work
indicates that this approach can help to improve performance and consider more
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holistic information about the user. While there is a broad range of techniques to
combine information from different channels [176], two of the most popular categories
include [234]:

• Decision-level fusion: In this technique, an independent classification based on
each of the different considered signals is conducted first. Subsequently, the
results of each modality are fused to a decision vector that is used for the final
classification. An advantage of this approach is that the most suitable classifier
can be applied for each of the signal types.

• Feature-level fusion: This fusion comprises the feature vectors obtained from
the different signal types into a large feature vector for a common analysis. An
advantage of this approach is that the consideration of features from different
resources from an early stage can reveal connections across signal types which
can yield a better task accomplishment.

For a detailed overview of existing approaches of multimodal emotion recognition, we
refer readers to the review by Poria et al. [234].

In general, the research in the area of automated emotion recognition is growing.
While unimodal approaches are partially already commercialized, there is a need for
multimodal combinations to capture several components of emotions and to improve
performance as well as reliability. However, especially for the combination of different
signal types, there are still challenges remaining. Different application domains can
have specific challenges and additional requirements that are not addressed by domain-
independent research in a laboratory environment. An example for such a domain is
the automotive context and emotion recognition of drivers.

3.2.1 Automated Emotion Recognition in Automotive Context

In the past 20 years, a lot of effort has already been invested in investigating the problem
of automatic detection of emotions in the particular context of driving, and the trend is
increasing. In the field of research on automated emotion detection, cars deliver a very
special environment as an advantageous technical surrounding on the one hand with
domain-specific challenges on the other hand.

The first advantage is that several sensors that can provide emotion relevant infor-
mation are already included in many of today’s modern vehicles. For instance, speech
interfaces have become more and more common. In addition, ratings of popular car
safety assessments urge automakers to include frontal cameras for driver monitoring,
which will increase the number of integrated cameras in future vehicles [197]. Finally,
the car already collects several types of information that may be of help to understand
the user situation such as the driving behavior and interaction behavior between driver
and car. Besides those information sources that already exist in vehicles, there are
also new opportunities to integrate sensors. For instance, wearables can be integrated
into the car environment, the seat and the steering wheel to measure movements and
posture. The car has the advantage that degrees of freedom for events and movement
are limited, which e.g. simplifies the positioning of the sensors and thus helps for the
task of emotion recognition.
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Figure 3.2: Relevant signals and their potential measurement location for emotion recogni-
tion [319].

Regarding the challenges, a real-world driving setting brings a set of environmental
factors that may act as a source of interference for the different emotion-relevant signals.
In terms of visual information such as facial expressions or head gestures, the weather
and road environment can play a crucial role. For instance, the regular lighting changes
caused by the trees when driving along an avenue in sunshine can significantly impede
face detection. Additionally, the frequent head movements that are required to keep
track of traffic or that may appear in conversations with a co-driver can make a face
detection temporarily impossible for a static frontal camera. While this is an issue for
emotion recognition, detecting the head movement and gaze can be useful for rating
driver distraction [131]. Looking at the acoustic processing of the speech signal, noise
is a factor that poses an additional challenge and needs to be considered. While the
car engine might be the most prominent source for noise, it may also happen that
several audio signals such as navigation commands, warning sounds, music, or in-car
conversation overlap, which requires a filtering of the relevant information. Finally,
different sensors such as a wearable for biosignals can be sensitive regarding vibration.
Therefore, potential motion artifacts in the signals need to be filtered.

This subsection overviews the related work of emotion recognition in the specific
context of driving, covering the steps of sensing and recognition of the research method-
ology illustrated in figure 3.1. Considering the existing literature, four main groups of
signals emerged based on their originating source, namely facial expressions, speech,
biosignals, and behavior. Fig. 3.2 provides an overview of the different information
sources that can be leveraged for emotion recognition in a car. This subsection reviews
existing work for each signal group including the acquisition methods, pre-processing
steps and considered features as well as the different approaches of how the different
signals and features have been used to perform emotion recognition. In addition, some
of the strongest associations between each signal and particular emotions are high-
lighted. Finally, this section describes approaches combining information from different
groups of signals.
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To provide an overview, the tables A.1 to A.5 in the appendix summarize the main
characteristics of the existing studies in the area of emotion recognition in the context
of driving, including the main characteristics of each work such as the emotional states
that were considered, the emotional setting of the study, the information signals used
as well as the methods applied for emotion recognition and the composition of the
underlying dataset.

facial expressions

[319] There are several studies that considered facial and head gestures to infer a driver’s emo-
tional state, most commonly by examining facial expressions (e.g., smiling, frowning)
and/or head gestures (e.g., nods, tilts).

To capture face and head signals, traditional RGB cameras are most commonly
employed (e.g., [172, 223]). Some less frequently explored approaches include the use
of thermal cameras [146] and infrared cameras [84], which may be more robust to
certain types of illumination changes. To accurately detect the dynamic range of facial
expressions, a frontal view of the driver is usually preferred. In controlled laboratory
studies, researchers usually place the camera on top of a display or the simulator to
capture a frontal view (e.g., [3, 194]). In less controlled environments, researchers have
placed the camera on the car windshield although it may partially obstruct the driver‘s
view [53]. Another considered location is the car dashboard, however, the steering
wheel might partially occlude the camera’s view during turns in this position [84].

Once videos or images have been captured, several pre-processing steps may be
needed. As a first step, areas of interest or regions- of-interest such as the face or the
head need to be detected. For instance, Agrawal [3] compared different approaches
based on colors, growing regions, morphological operations and their combination,
although no significant differences were found. In a separate study, Gao et al. [84]
used a Supervised Descent Method for face detection. Finally, Paschero et al. [223]
used the open source Viola-Jones face detector [307] from the OpenCV library. After
face/head detection, relevant points or smaller regions on the face and/or the body are
usually detected to appropriately capture certain motions (e.g., smiles). Note that while
it may be tempting to think smiling means the driver is happy, drivers can also smile
when frustrated [107] or sometimes because bright sun hits their eyes. Accordingly,
context can be important when interpreting information sensed from the driver that
are associated with particular emotions such as happiness. The number of points/areas
and their locations can significantly vary across studies depending on the specific focus.
Frequently applied approaches is the detection of facial points and/or areas of facial
muscle movements to capture the previously introduced facial AUs [110, 172, 194, 295],
identified within the FACS [65]. Other detection approaches include eye and mouth
tracking with selected areas [3] and vertical lines [223] that are influenced during facial
expressions (e.g., from neutral to laughter). Finally, different aspects of the images may
require normalization to make the analysis more robust to different changing factors
(e.g., driver and car movements, illumination changes). For instance, Gao et al. [84]
explored a pose normalization method using a 3D Cylindrical Head Model to reduce
the negative effects of pose mismatch.
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As a final processing step, several features are typically extracted from the different
facial/body points to facilitate analysis. Two of the most commonly used groups of
features were geometry-based (e.g., angles and distances between facial landmarks)
and appearance-based features (e.g., color, texture). For instance, Cruz & Rinaldi [53]
used a Local Binary Pattern on Three Orthogonal Planes features to capture the texture,
and Kolli et al. [146] used a Histogram of Oriented Gradients to capture the appearance.
When combining different types of features, additional normalization steps at the
feature level may be needed to help correct the different ranges (e.g., angles and
distances between facial points). For instance, Paschero et al. [223] performed a two-
step normalization in which they first corrected the range of different variables to be
between 0 to 1, and then subtracted the mean and divided it by its standard deviation.
It is important to note, however, that not all the studies follow the same steps as they
are very dependent on the learning approach. For instance, Deep Learning approaches
can automatically find relevant areas of interest as well as extract features, while also
providing recognition [53].

Studies relying on face and head signals have considered a broad range of different
emotional states. While several studies mainly considered the six basic emotions by
Ekmam or a smaller subset, e.g., [223], [146], happiness and anger are frequently studied
states when considering face and head gestures.

One of the most commonly used approaches to study the relationship between
face and head changes and emotions involves the use of statistical approaches such
as correlation analysis. For instance, Ihme et al. [110] compared self-assessments of
frustrated drivers with the annotations of certified FACS coders, and concluded that
frustration showed positive correlations with AU10 (upper lip raiser), AU12 (lip corner
puller), AU17 (chin raiser), AU20 (lip stretcher), AU23 (lip tightener) and AU24 (lip
pressor). In a separate study, Moriyama [194] used a mutual subspace method to
capture the changes of pre-defined facial regions (e.g., forehead, right cheek and left
cheek). In particular, they concluded that driver tension was associated with increased
activity in AU12, AU24, AU14 (dimpler) and AU28 (lip suck), and that driver irritation
was associated with AU4 (brow lowerer) and AU9 (nose wrinkler).

Another commonly used approach involved the use of supervised machine learn-
ing or pattern recognition methods, which require a dataset with correct annotations
(e.g., facial expressions with emotional annotations) to train the emotion recognition
models. While there are a wide variety of methods for learning from the data, re-
searchers focusing on using face and head gestures considered three main methods:
kNNs [146, 194, 295], SVMs with different Kernels [84, 172] and variations of Neural
Networks [53, 223]. A critical component when developing such models was the tempo-
ral resolution of the predictions which can usually be provided at a frame-level (a.k.a.,
static approach) or at a window level (a.k.a., temporal approach). For instance, Ma et
al. [172] and Kolli et al. [146] both considered predictions at a frame level. In addition,
the study by Ma et al. also showed that considering the previous frame improved the
recognition performance. To provide recognition at a window-level, several studies
have considered different voting schemes in which several frame-level predictions are
aggregated to provide a single estimate. For instance, Gao et al. and Paschero et al. [84,
223] used a majority voting approach, and Moriyama [194] used an average voting
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approach. In a separate study, Cruz & Rinaldi [53] dynamically changed the number of
frames which was adjusted based on the rate of change of visual information. All of
the reviewed studies in the automotive context considered only a single classification
method, limiting the potential performance comparison across methods.

Overall, the existing studies, such as the ones by Ihme et al. [110] and Moriyama [194],
showed positive correlations between several facial AUs and the driving-relevant emo-
tional states of frustration and anger. However, these works did not develop a classifier
to automate the recognition of these states. Further, the considered studies performing
emotion classification show a tendency towards temporal approaches to better recog-
nize emotions. This work builds upon these findings by developing a temporal classifier
for frustration based on facial features.

biosignals

Regarding the biosignals, existing studies in the automotive domain have leveraged
a wide variety of methods to measure CAR, EDA, RESP, and ST. For instance, studies
measured CAR signals from Electrocardiography (ECG) signals (e.g., [244]), which
usually capture the electrical activity of the heart with electrodes attached to the chest,
and studies measured CAR signals from the Polyplethysmography (PPG) signal, which
usually uses light-emitting diodes or cameras to capture color changes at the surface of
the skin due to the underlying blood movement. RESP signals are commonly measured
with a chest-worn strap (e.g., [100, 135, 222]). In addition, some studies extract RESP

signals by analyzing different frequencies of HRV (e.g., [240, 275]) and use it to derive
BR information. EDA is typically measured by placing two electrodes on the skin and
measuring the skin conductance. The electrodes are usually pre-gelled and placed
in areas of the body where the eccrine sweat glands can be found in high density
(e.g., palms of the hand [100] or soles of the feet [173]). However, recent studies have
also obtained data using dry electrodes in more comfortable locations (e.g., wrist,
ankle) [92]. Both EDA and ST have been monitored with different types of wearables on
different body positions (e.g., BodyMedia SenseWear Armband placed on the upper
arm [168, 200], Empatica E4 placed on the wrist [92]).

When using these signals for emotion analysis, several pre-processing steps are
usually performed. Unwanted motions from the car and/or the person can corrupt
the quality of the measurements and introduce sensor artifacts (e.g., sudden drops
of EDA when the electrode is pulled away from the skin, or corruption of PPG signal
with underlying muscle movement). Thus, different approaches have been proposed to
detect and exclude these segments from the analysis. For instance, Singh et al. [277]
applied a one-dimensional median filter to remove signal spikes, and Munla et al. [195]
used a bandpass filter to remove noise. On the other hand, biophysiological signals
need to be appropriately normalized to account for different baselines and physiological
ranges. These differences can be caused due to different factors such as demographics
(e.g., age, gender) and placement of the sensors. Therefore, several studies address this
challenge by correcting the range of values to be between 0 and 1 (e.g., [277]) or by
z-scoring them so they have zero mean and unit variance (e.g., [168]).

Finally, researchers have explored a wide variety of features to characterize bio-
physiological signals, which can be grouped into time-domain and frequency-domain
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features depending on the domain from which they were computed. While most of the
approaches focused on only time-domain features (e.g., [4, 199], there are approaches
considering only frequency-domain features [119] or a combination of both (e.g., [100,
195]. While studies considering EDA or ST have mostly relied on time-domain features
due to their limited high-frequency components (e.g., [159, 168, 213]), studies consid-
ering CAR and RESP signals usually have combined both types of features. The most
frequently used time-domain features across all signals were the mean, the standard
deviation, and the root mean square error over a specific time window (see more details
in the following section). The most frequently used frequency-domain features were
the Low Frequency to High Frequency ratio from HRV, the amount of energy of HRV

and RESP (e.g., [57, 100]) at different frequency bands.
Studies relying on biophysiological signals have mainly considered the recognition

of different stress levels in their analysis (e.g., [51, 67, 100, 137, 254]). Due to the
potential large number of features when considering biophysiological signals, several
studies considered different feature selection techniques. A popular approach is to use
information gain to select features ([134], [57], [67]). According to the conclusions of
such studies, EDA and CAR signals provided the most emotional information, followed
by RESP and ST. In Begum et al. [21], for instance, a mixture of 20% features from the
time domain and 80% features from HRV yielded the best results for the classification
of stress. In a separate study, Deng et al. [57] used a feature selection method and
showed that a combination of EDA features were the most representative to capture
stress. Similarly, Healey & Picard [100] found higher correlation between stress and
EDA features than between stress and HRV measures. In addition, some studies have
explored the use of dimensionality reduction approaches which automatically find
the most relevant components. In particular, two commonly used methods were PCA

(e.g., [242, 276, 308]), which finds a set of uncorrelated features that explain the variance
in the original data, and LDA [100], which similarly fits the data based on a linear
combination of features, while aiming to find a linear function that discriminates the
considered classes (e.g. high-stress vs. low-stress).

To perform emotion recognition, most approaches followed a supervised learning
approach. In particular, the most frequently applied methods were kNN, followed
by SVM and Naïve Bayes. In addition, some studies compared the performance of
several methods within the same dataset. For instance, Singh et al. [277] evaluated the
performance of seven different configurations of Neural Networks for the recognition
of stress, achieving the highest performance with RNNs. In a separate study, Keshan
et al. [137] compared ten different supervised learning algorithms and showed that
a Bayesian approach outperformed other methods when discriminating between two
different levels of stress, and that Random Trees outperformed other methods when
discriminating between three different levels of stress. When considering the temporal
resolution of the predictions, some studies focused on making predictions for a whole
driving segment (e.g., [4, 159, 274]), while others focused on a specific time window
when participants self-reported their emotional state (e.g., [199, 200]). The duration of
the windows significantly varied across studies. For instance, Kato et al.[134] considered
a duration of 180 seconds, Healey & Picard. [100] considered durations ranging from
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one second to five minutes, Wang & Gong [309] considered time windows with a
duration of 60 seconds, and Minhad et al. [187] considered a duration of five seconds.

In general, biosignals are widely used for the detection of stress, while there is only
few work considering other states. To better understand the potential of biosignals in
the recognition of further emotional states and for combinations with other information
sources, this work investigates how biosignals can contribute to the recognition of
frustration in combination with facial expressions.

speech

For studies focusing on the speech signal for emotion recognition in the driving
context, the challenge is to process (in a noisy and changing automotive environment)
the signals produced by the vocal cords of the driver, e.g the pitch and volume of the
audio signal or the lexical content of the utterance.

The reviewed studies considered different types of microphones, such as directional
microphones [291], condenser microphones [266], and microphone arrays [126]. To
help capture relevant information while minimizing car and environmental noise,
the placement of the microphones is critical. For instance, Jones et al. [126] explored
three different setups and found that a 4-microphone directional beam located 1.5m in
front of the driver delivered the best recordings. Other studies considered placing the
microphone in the middle of the instrument panel [89] or above the windshield [29].

Once streams of audio have been collected, different filters are usually applied to help
amplify relevant acoustic signals and remove other overlapping noise (e.g., engine of the
car). For instance, Grimm [89] used finite impluse response filters to help amplify the
emotional content of sounds. However, Schuller [263] showed that incorporating certain
amounts of noise during the training phase benefited the task of emotion recognition in
naturalistic settings. Finally, as individuals have different speech signatures, researchers
have explored different normalization methods. For instance, Schuller [263] and Tawari
& Trivedi [292] showed that using a speaker adaption step with a z-scored normalization
helped further improve generalization performance.

Nearly all studies considering speech signals have relied on non-linguistic (a.k.a.,
paralinguistic) features, which focus on the way in which things are being said. While
considering the text of utterances is widely neglected in the automotive context, the
only exception was the study by Schuller et al. [265] who investigated a combination of
linguistic and non-linguistic features. The most common speech characteristics were
the pitch, the loudness, the length of sounds, and the spectral features such as MFCCs.
The majority of studies combined features from both the time and frequency domains.

The most frequently studied states when using speech were anger, boredom, happi-
ness and sadness.

As with biophysiological signals, several studies have considered feature selection
algorithms to reduce the dimensionality (e.g., [263, 266, 290]. For instance, Karimi
& Sedaaghi [133] compared four different feature selection algorithms and showed
that Sequential Floating Forward selection yielded the best results when considering
seven emotional states in the presence of babble noise. Using similar approaches, other
studies systematically studied what acoustic features were the most relevant to perform
emotion recognition (e.g., [105, 265, 298]). Overall, the results of these studies suggest
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that features related to pitch, energy, and intensity, as well as spectral features such
as MFCCs provided the highest information gain. Furthermore, Schuller [263] showed
that spectral features (especially the ones related to energy) outperformed other time
domain features under noisy conditions.

To perform emotion recognition, the majority of studies leveraged supervised learn-
ing algorithms. The most commonly used methods were SVMs and Neural Networks.
Karimi & Sedaaghi [133] compared several different supervised algorithms and showed
that SVMs yielded the best results when discriminating between two emotional states,
e.g., anger vs. no anger, and that a Bayes classifier yielded the best results when discrim-
inating between eight different states. In a separate study, Alvarez et al. [7] compared
six different algorithms and showed that Logistic Model Trees (LMTs) provided the best
performance when classifying seven emotional states. In terms of temporal granularity
of the predictions, existing work considered windows ranging from 20 msecs [28, 263,
265, 292], to two seconds [125].

Overall, the lexical content of speech utterances is rarely considered in the automotive
context. Accordingly, this work examines the potential of linguistic information to
recognize emotions in in-car speech interactions. In addition, to better understand the
interplay of the lexical content with other information sources, different combinations
of text analysis, facial expressions, and speech acoustics are investigated.

behavior

Apart from the signals that are popular for emotion recognition in general, there
are also studies that focused on other behavioral characteristics that are usually highly
related to the considered context of driving. Those works are mostly based on signals
relating to driver behavior that may be influenced by the emotional state of the driver,
especially interactions that are directed towards the car such as changes in steering
wheel and pedal actuation.

One of the most commonly used sources of driver and car information can be found at
the Controller Area Network (CAN). However, CAN bus signals are mostly accessible for
internal developers and are usually kept confidential. A smaller subset of these signals
may be more readily available through the On-Board Diagnostics (OBD) which offers a
standardized data interface. Several studies [28, 132, 174, 245] used this approach to
capture signals such as acceleration, braking, and steering. In addition, the Advanced
Driver Assistance Systems capture information about the road conditions as well as the
driving style of the vehicle, such as the distance to the car in front [174]. To capture
additional sources of behavioral information, researchers have also instrumented cars
with a wide variety of sensing mechanisms. For instance, Siebert & Oehl [212, 272]
measured grip strength by integrating optical fiber into the steering wheel, Lin et
al. [166] captured the same information by integrating piezoresistive resistances, Malta
et al. [175] instrumented the gas and brake pedals with force sensors to capture leg
motion, and Taib et al. [288] added pressure sensors on the seat to track changes in
body posture.

Similar to the other categories, different pre-processing steps are usually applied
to minimize individual differences. For instance, Rigas et al. [245] calculated the
driver specific mean values of the features and detected significant deviations at
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different temporal resolutions. In a separate study, Taib et al. [288] applied a min-max
normalization to the signals obtained from the distance and pressure sensors in their
seat. In addition, they recommended to capture behavioral baselines for each individual
when exploring real-life applications.

Overall, stress and anger were the most frequently considered emotions amongst
studies relying on behavioral signals.

To analyze the relationship between different behavioral changes and emotions,
several studies performed mean comparisons across different data segments (e.g., [212,
220, 272]. For instance, Siebert et al. [272] and Oehl et al. [212] showed that the
average grip strength significantly varied for both anger and happiness. In addition,
Paredes et al. [220] demonstrated that it is possible to measure stress by using the
steering angle and a mass spring damper model. In addition, some studies performed
correlation analysis between different emotional labels and behavioral driving features.
For instance, Karaduman et al. [132] evaluated and selected different features from the
CAN bus to discriminate between calm and aggressive driving. However, in this and in
many multiple-behavior models, the authors did not provide readers with intuition
into which features and behaviors were associated with the different emotions.

To perform emotion recognition, Boril et al. [28] used a Bayes approach that added
the probabilities for the considered emotional states based on the distribution of the
testing data. In a separate work, Taib et al. [288] compared five different supervised
learning algorithms and their combinations (Bayesian Neural Networks, SVMs, GMMs,
Multinomial Regression (MNR), GMM+SVM), and concluded that SVMs and MNR were
the most promising ones for the task of frustration recognition from driver’s sitting
posture. To perform the final emotion prediction, different temporal windows were
considered. For instance, Taib et al. [288] used three second windows, and Boril et
al. [28] used windows of variable sizes which were determined by the duration of the
driving maneuvers.

combinations

To better capture the different components of emotions, previous research investi-
gated the potential of combining different groups of signals simultaneously in multi-
modal approaches. In particular, Malta et al. [174] combined EDA and CAN behavior
signals to study irritation, Rigas et al. [245] combined several biophysiological signals
(EDA, CAR, RESP), CAN-Bus and the GPS signal to study stress, Hoch et al. [105] and
Schuller et al. [264] combined speech and face to study different sets of emotions, and
Malta et al. [175] combined all the signal groups to study frustration.

To aggregate the different types of modalities, different fusion approaches were
explored, which varied in what phase of the analysis the modalities were combined.
Several studies examined a fusion at the feature level [174, 175, 245, 264], while the
fusion at the decision level is less popular [105]. In terms of methods, Malta et al. [174,
175] and Rigas et al. [245] used Bayesian Neural Networks to add the likelihood for a
specific emotional state from several information nodes, Schuller et al. [264] used SVMs

to combine features from different signals, and Hoch et al. [105] used a Linear Fusion
Coefficient to regulate the weighting of the different sources of information. Abdic et
al. [1] applied a SVM to differentiate between a “satisfied” and “frustrated” driver state
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during the interaction with a navigation system. The authors could demonstrate the
potential of a multimodal fusion of speech and visual features for frustration detection
in speech interactions with a total classification accuracy of 88.5 %. Finally, only one
study [245] evaluated different window sizes ranging from two to 30 seconds, and
found that ten seconds outperformed the others.

Overall, the number of multimodal approaches is relatively small in comparison
to the unimodal approaches in the automotive domain, although the existing work
exploring combinations indicates that fusing information form several channels can
improve performance. To advance the research on multimodal approaches and to
better understand the advantages and weaknesses of different signal combinations, this
work develops multimodal classifiers for two tasks, namely the monitoring of driver
frustration and emotion recognition in time-bounded speech events, combining facial
expressions and biosignals on the one hand and information from text, speech acoustics,
and facial expressions on the other hand.

3.3 emotion-sensitive and empathic driver-car interaction

Various research has started investigating the role and the influence of emotions in
the interaction between humans and machines as well as the potential of leveraging
the knowledge about the user’s emotional state for emotion-aware and empathic
interactions in a wide range of application domains.

For instance, emotions have been shown to be related to motivation and thus have an
impact on learning and performance [140]. Research in the domain of learning tries
to consider the students’ emotional state to enhance the students learning experience
based on virtual agents [70] and to improve e-learning systems [78]. In the area of
autism, researchers try to leverage affective computing technologies to help people
with autism [69]. Gay & Leijdekkers [85] present a mobile app for children with autism
to support them in understanding and managing emotions. In the domain of health
and well-being, games for relaxation training using biofeedback [48] and empathic
agents delivering health interventions [169] are considered. In addition, emotions
are considered in the area of gaming to contribute to better game design and user
experience [109], in the area of recommendations to improve suggestions [300], and in
the area of virtual agents to improve human-machine interaction [211]. Focusing on
the automotive context, several of these applications are relevant: Intelligent agents are
present in today’s vehicles, intelligent predictions such as music recommendations are
made, biofeedback is used to increase the drivers awareness of his/her mental state and
thus improve road safety, and the vast amount of time spent in the car could potentially
be used to relax and promote well-being and health. Consequently, the automotive
context delivers a broad range of applications and interactions that could benefit from
information about the driver’s emotional state as well as new applications that could be
enabled by automated emotion recognition. This subsection addresses the last step of
the research methodology presented in figure 3.1 and reviews related and background
work for some of the most promising automotive application areas we considered in
this thesis.
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3.3.1 Alertness and Biofeedback

Two of the main considered human states in the field of driving are drowsiness [26, 255]
and attention [60, 273]. However, there are other related states, which are associated
with arousal and play a significant role for driving performance, such as the drivers’
emotional state and stress. One of the most basic forms of interaction is to provide
feedback regarding the emotional information back to the driver. This information can
then be used in different ways. For instance, it has been shown that mirroring emotional
information back to the user can increase awareness of the emotional state and can
support emotion regulation [103]. Another example is the work by Mac Lean et al. [173]
who developed a wrist-worn wearable called MoodWings. This device has the form
factor of a butterfly and reflected the driver’s physiological stress level via the flapping
frequency of its wings. On the one side, results of a user study showed that the use of
MoodWings supported the awareness of stress and potentially increased driving safety.
On the other side, participants reported that MoodWings itself was also perceived as
an additional stimulus of stress. Braun et al. [34] designed and compared different
concepts for a driver’s state visualization to provide biofeedback. They found that
personality and demographics play an important role in how the feedback is perceived
by the users. Hernandez et al. [102] proposed several interactions in the context of stress
feedback for drivers. Among others, they described a reflective dashboard that adapted
the background color depending on the driver’s physiological arousal estimated from
EDA as well as a communicative paint that changed the outer color of the car with
the goal to communicate the emotional state of the driver to other road users. Finally,
Löcken et al. [171] conducted an interview with several experts in the domain of
human factors in computing systems and came up with different approaches for the
mitigation of driver frustration based on ambient light. First, they proposed to use
calming ambient light patterns in stressful scenarios such as packed cities. Second, they
suggested to use the ambient light as information channel to support the search for a
parking spot. While various approaches to provide biofeedback have been proposed as
well as beneficial effects have been found, the optimal way to present feedback without
crucial drawbacks still needs to be found.

Contributing in this domain, section 6.4 investigates two feedback approaches to
mitigate driver frustration and section 6.3 explores the effects of providing biofeedback
using an adaptive GPS navigation voice.

3.3.2 Health and Wellbeing

Considering the comparatively high amount of time that we are spending unproduc-
tively in the car, which is also often seen as stressful, the question needs to be raised
whether this time can be made more pleasant or be used more effectively. Thereby, it
could be a possibility to find approaches reducing the stress elicited by the driving task
itself, which could be beneficial in classic driver settings, or allowing to use the time in
the car to recover from stressful days in an autonomous setting.
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[322]A potential application that could act in both settings, are breathing interventions to
promote calm breathing, since various research findings have identified breath modula-
tion as an effective way of improving somatic, psychiatric, and psychological symptoms
as well as overall well-being [38, 90, 278]. Furthermore, Yogic breathing has been shown
to be effective in enhancing overall mood, well-being, mental focus, attention, and stress
tolerance [38]. Researchers have explored different ways of influencing breathing to bal-
ance the potential distraction with the added benefits of breathing interventions. These
efforts have spread across a broad spectrum: On the one hand, there are interventions
requiring sustained attention, which would most likely be appropriate for settings with
self-driving cars. On the other hand, there are effortless interventions, even masking
the true purpose of the study until after the experiment is completed to minimize the
request towards attentional resources, which could be a good match for in-car scenarios
where the driver is in charge.

An example for a breath intervention that requires constant conscious attention is
based on an immersive virtual environment and was developed by Prpa et al. [239] with
to goal to promote sustained attention on one’s breathing using generative soundtracks.
A separate approach by Schnadelbach et al. [260] is based on a responsive environment
that tries to reflect physiological signals in a dynamic architecture. This concept aims to
lead to slower breathing by increasing awareness. In another study by Papadopoulou
et al. [217], slow vibration feedback provided by an engineered sleeve with a pattern
that aims to simulate calm breathing was presented to users and found to positively
influence perceived calmness. To promote a more effortless approach, Ghandeharioun
et al. [86] have investigated oscillating stimuli on both the acoustic and visual channel
with the aim to slow breathing of computer users that are engaged in a reading task. In
this study with a placebo-controlled design, they observed lower relative breathing rate,
improved subjective calmness, and improved focus in the condition where these barely
perceptible rhythmic stimuli were present. Further, they reported that these stimulation
had no negative impact on task performance. On the far other end of the spectrum,
there are breathing modulations that do not require conscious attention. For instance,
Leslie et al. [160] have explored stimuli that are personalized to the person’s breathing
to support calmness in a sham task. To evaluate their approach, they adapted music
in real-time according to the user’s breathing patterns while engaging participants
into reaction-time task. Participants had no knowledge about the purpose of the music
or how it was generated. They found that several indicators of physiological arousal
(breathing rate, electrodermal activity, heart rate, and slow cortical potentials measured
in electrocardiographic signals) showed a trend towards a calmer user state.

Apart from these approaches, there is work that has evaluated various calming
interventions regarding their potential in driving settings, mainly in simulated driving
scenarios. In an exploratory study, Paredes et al. [219] examined different types of
haptic feedback patterns for breathing as well as yogic movements in a car settings.
Their study provided insights into the different intervention as well as methods to
effectively guide the relaxation with vibrotactile stimulation. In general, their findings
showed a strong preference towards familiar movements which resembled breathing.
In a follow-up study, Paredes et al. [218] compared haptic guidance and a voice coach
to support slow breathing in a driving simulation environment.
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They found that both methods can help to reduce breathing without affecting safety.
On the other hand, they designed a fast-paced breathing guide to increase the drivers’
arousal level, which also showed the potential to shift the driver’s emotional state into
the desired direction, i.e., higher arousal [16]. For both approaches, their results suggest
that consciously following the breathing guide is more suitable for driving segments
with lower complexity (e.g., straight highway without heavy traffic). Accordingly,
interventions need to be designed that do not interfere with the task of driving and
appropriate application strategies for such breathing guides need to be found.

Section 6.6 of this thesis builds up on existing work in this domain by presenting and
evaluating two new closed-loop auditory breathing guides to support calmness while
driving.

3.3.3 Speech Dialogue and Virtual Companions

[319] A more complex form of interaction involves using emotional information to change
some aspects of the car such as the outputs of a speech dialogue system or the actions
ad/or the behavior of a virtual agent. For instance, the studies by Nass [123, 202],
which were briefly covered in the introduction, fall into this category. In particular, Nass
et al. showed that modifying the navigation voice intelligently based on the emotion
of the driver can enhance the driver’s performance and safety. In their study, one
of two emotional states (mildly happy and mildly upset) was elicited in participants
before spending 20 minutes in a driving simulator. During the driving, the participants
interacted with an artificial agent via speech. The voice of the system had either an
energetic or a subdued tone depending on the condition. Their results showed that
congruent emotional states between the driver and the navigational voice improved
driving safety. In this study, driving safety was associated with fewer accidents and
better attention on the road as well as improved the driver‘s cognitive ability to answer
questions posed by the system. This work was extended by Harris et al. [95] who
adapted the behavior of speech dialogue systems in the event of frustration. In particular,
they showed that voice prompts that emphasize or deflate the reason for negative
reactions can impair or improve driving performance, respectively. Furthermore, the
performance in the deflating condition was comparable to a mode without voice
interaction. While these studies showed the high potential of emotion-aware in-car
speech interfaces, their approaches are not yet applicable with the current amount and
quality of speech interaction in cars.

Finally, emotional information has been used to develop driver companions that
assist and interact with the driver in more complex and empathic ways. For instance,
Williams et al. [313] developed an Affective Intelligent Driving Agent, a social robot
that assists the driver to decrease cognitive load and promote road safety. In this case,
their agent used the emotional information to understand the driver and modulate the
interaction with the robot so its communication became more natural and efficient. In a
separate study, Gusikhin et al. [91] developed the Emotive Driver Advisor System which
similarly proposed an affective in-car communication system. The focus of this system
was personalization and adaptive behavior, which enabled automatic and intelligent
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user interaction for several in-car entertainment functions such as providing music
recommendations.

Aiming to improve in-car speech interfaces, section 6.2 of this thesis presents the
design of two mechanisms to simulate empathy in speech and evaluates the respective
effects on user perception considering typical in-car speech commands.

3.3.4 Recommendations and Entertainment

Media of various types, such as music, podcasts, and news, are accompanying us more
and more in our everyday life. Through intelligent suggestions, our technical devices
such as the smartphone try to make the flow of information easier for us and to make
the selection of preferred content more comfortable. Thereby, the car is no exception,
since listening to music is a frequent occupation [229], which similarly benefits from
intelligent suggestions as well as the recommendation of destinations and points of
interest. In the domain of music recommendation, the role of context information to
improve suggestions gains increased attention and the efforts to answer the question
of how exactly it can improve the quality of recommendations have recently been
increased. According to Kaminskas & Ricci [130], there are three different categories of
context for music, namely the environment, the user, and accompanying multimedia.

The environment includes factors such as time, location, temperature and weather,
which have already been studied in the past. For instance, previous work in this area
has shown, that the time of the year has a significant influence on music selection [227].
Reddy & Mascia [243] presented “LifeTrak”, which is a context-sensitive music system
considering the current location, the time, the velocity of the user, current traffic,
temperature, weather and sound information. While the range of considered context
is broad, users have to manually tag the songs with context information and give
feedback on whether a song is appropriate for a particular context, which is a clear
constraint for a real-life application. Further, no evaluation of the system is provided.
Lee et al. [155] posed the hypothesis that if users listen to a specific type of music in a
particular situation they want to listen to similar music whenever they are in a similar
situation. They used case-based reasoning comprising information about time of year,
time of month, day of week, temperature and weather for music recommendation. An
evaluation of their approach shows that the context-aware system delivers 8% better
results in comparison to a baseline system without context awareness.

Regarding the context information about the user, information about current activities
and the current emotional state is included. North & Hargreaves [209] showed that
a user’s personality traits as well as the social environment have a significant impact
on music selection. Further, the “Lifetrak” system mentioned in the paragraph above
also considers the user’s velocity and movement [243], which provide insights into the
current activity by allowing differentiation between standing still, walking, or driving
a car. In a separate study, Cano et al. [43] introduced a mood-based on-car music
recommendation system, using information form a user’s bio-signals and the user’s
personal preferences to provide mood-based music recommendations. Furthermore, a
feedback loop is integrated allowing users to give feedback via “likes”. However, apart
from the system description, no evaluation is provided.
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In terms of the accompanying multimedia, text and images or videos are the most
common modalities. In this domain, Cai et al. [41] presented Musicsense, a contextual
music recommendation system that automatically suggests music when users read
Web documents such as Weblogs. Therefore, both the texts of the Weblogs as well as
the texts of the songs are analyzed in terms of emotional content based on emotional
allocation modeling. Finally, the songs with the most matching emotion distributions
are recommended to the user. Results of preliminary experiments on Weblogs showed
that both the emotion estimation and the music recommendation match the subjective
user preference closely.

Overall, the automotive domain could benefit from emotion-aware music recom-
mendation in two different ways depending on the application strategy: 1.) Enhanced
quality of music selection by considering the contextual factor of emotion and 2.)
Using emotion-aware music recommendations to regulate the drivers emotional state
to improve road safety. However, there is little work considering a user’s emotional
state for music recommendation in the automotive context shedding light on how to
use the emotional information.

Addressing this research gap, section 6.5 presents a framework that allows large-scale
studies of emotion-aware music recommendations including findings from a field test
in a real-world driving environment.

3.4 closed-loop emotion-sensitive systems

While various approaches on both the side of emotion recognition as well as on the
side of affective interactions were investigated in the context of driving, almost all
approaches consider only one of those two parts, while only a very limited number
of studies examine closed-loop systems. However, combining the user sensing with
responsive interactions is crucial for real-life applications. Aspects such as classification
sensitivity and the specified trigger mechanisms might have a strong impact on the
effects and the perception of affective interactions. Further, factors such as computing
time and efficiency gain increased relevance since the recorded data needs to be
analyzed almost in real-time to provide timely interventions.

One of the few examples that combines real-time sensing and just-in-time interactions
is the work by Braun et al. [34] in which they compared different concepts for a
driver’s state visualization. Having the main goal to explore whether and how the
users emotional state should be presented, they designed three different visualization
concepts: 1.) “Notification”, which presents a text message to user’s as a one-time event
when a lower threshold of emotional valence is reached, 2.) “Gamification”, which
continuously presents four scales to the user, namely car status, fuel consumption,
driver health, and fun level, and 3.) “Quantified Self”, which is based on the approach of
fitness tacking app and visualizes the vital and emotional state involving color changes
in case of dangerous driver states. They developed a prototype that incorporates the
Affdex SDK [182] to detect a user’s emotional state from facial expressions and to
trigger interventions. In particular, anger values exceeding the score of 60 (with scores
ranging from 0 to 100) or falling below a valence score of -50 (with scores ranging
from -100 to 100) triggered the interventions of the “Notification” and the “Quantified
Self” concepts. Moreover, the detection scores for valence were continuously visualized
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in the form of a ring in the “Quantified Self” concept. Obtaining feedback from 328

participants, they found that the user’s profile plays an important role in the perception
of the different concepts: Age, experience and different personality traits influenced
reported preferences. Overall, they stated that users are generally interested in the
detection of emotional states and a respective feedback loop.

Another project that presents a closed-loop system is the emotion-aware music
recommendation system proposed by Cano et al. [43]. Their system is composed of
separate components to detect driver’s mood, to recognize mood in music, to classify
the driving style, a recommendation module to combine information from the previous
modules, and a mobile app that provides the music player service. The emotion
detection is based on wearable sensors that measure physiological signals to derive
the driver’s mood. The mood classification considers the two emotional dimensions of
valence and arousal. The suggested music aims to promote relaxation while prioritizing
the user’s past musical preferences when a relaxed mood is present. While this work
describes a closed-loop approach, no evaluation of a technical implementation is
provided.

A work that deals with a setup that can almost be considered as a closed-loop
system is the research by MacLean et al. [173] in which they developed MoodWings:
A wearable device in the form of a butterfly that provides biofeedback regarding
user’s stress with the goal to promote calmness. In particular, the butterfly moves its
wings adapting the movement frequency according to the estimated user’s stress level.
As information source, the EDA signal is used and heuristic rules were defined for
activation and deactivation of the system based on an EDA baseline. While the actual
triggering and the control of the wing flapping frequency was then handled manually
by the experimenter based on a visualization of the EDA signal, their system involves an
application strategy that combines sensing and actuation and appears as a closed-loop
system for the user. They evaluated the effects of MoodWings in a driver setting with
eleven participants. Based on the study, they found that users drove significantly more
safely with the device, however, the system acted as an additional stressor. Overall,
users gave positive feedback regarding the MoodWings device including usefulness in
other contexts such as children monitoring.

Other work separately considers both recognition and affective interaction in the
same setting intending to combine both parts, without actually closing the loop. For
instance, Hassib et al. [97] explored the use of ambient light to provide emotional
feedback. To do so, they conducted a simulator study in which participants drove in
neutral conditions as well as in conditions with artificially induced emotions exposing
participants to differently-colored ambient light. They found that blue-colored light
relaxed participants, while orange-colored light influenced the self-perception of user’s
own driving performance. In terms of emotion recognition, they showed that the
light-weight sensors that were used during the different study conditions to record
physiological signals enable acceptable recognition accuracy for emotional valence and
arousal in this setting. However, as previously mentioned, the two sides were not finally
combined into a closed-loop system.

Lastly, there is work that does not consider a closed-loop system itself, but addresses
the optimization of individual data processing steps aiming to improve efficiency
for real-time applications. On the side of emotion recognition, for instance, Cruz et
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al. [53] developed a system to analyze facial expressions in a mobile setting. To reduce
computational requirements for a mobile environment, they proposed an approach for
video summarization to discard frames that are not essential for the emotion detection.
Their results showed that the number of frames can be reduced by more than 80%
while the mean-squared error also decreases by more than 60%. On the side of affective
interactions, the music-mood mapping framework by Krishnan et al. [147] provided a
cloud-based approach for user sensing and emotion-aware music recommendation in a
centeralized manner. With their approach, they successfully improved the efficiency of
music delivery.

Overall, work that tries to advance the state of the art towards computing require-
ments and efficiency that is appropriate for real-world applications is rare. Further,
approaches for closed-loop application strategies and implementations in the automo-
tive domain are very sparse. Thus, there is a need to develop and evaluate such systems
to push the research on automated emotion recognition and affective interactions
towards real-world closed-loop applications.

3.5 conclusions and research gaps

This chapter presented the state of the art of emotion-aware user interfaces. We first
reviewed the state of automated emotion recognition before dealing with emotion-aware
interactions as well as closed-loop approaches combining user sensing and affective
interaction.

In the area of automated emotion recognition in general, we found an overall trend
towards multimodal approaches leveraging deep learning methods for the classification
task. Further, we found increased activity on emotion recognition in the automotive
context, considering different signals such as facial expressions, the speech signal,
biosignals, as well as domain-specific behavioral information. While these different
signals are each suitable to capture different aspects of emotions, the literature suggests
that the automotive context has domain-specific challenges, such as noise, lightning
changes and head movement that need to be addressed to transfer general approaches
to the driving domain. Apart from the unimodal approaches, there are only a few
approaches combining information from several sources, which indicate that signal
fusion can help to improve performance and reliability. Accordingly, there is a need for a
more detailed examination of different signal combinations. Additionally, we found that
the speech signal is a widely used information source that is mainly suitable to capture
the arousal component of emotions. However, the interpretation of the lexical context of
the speech signals is rarely considered in the automotive context. Since this information
source has been shown to be promising, it needs to be transferred to the context
of automotive conversations and speech interactions. Overall, the existing research
approaches for emotion recognition usually do not consider a later application scenario.
While this is appropriate to explore the potential and relevance of specific signals,
each application has specific requirements and different signals may be appropriate.
Accordingly, the application scenario should be considered for the investigation to
optimize performance before including the recognition algorithm into a real-time
system. For instance, in terms of an emotion-aware and empathic conversational agent,
the speech signal might be a powerful information source to detect emotions in the
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user’s short speech utterances based on acoustics and lexical content. While the reaction
of biosignals such as EDA is potentially too slow to contribute to emotion recognition
in short-term speech events, it remains an open question, whether and how facial
expressions can be best integrated into a recognition algorithm for speech events.
Alternatively, if the goal is to continuously monitor an adverse emotional state, such as
frustration or stress, the speech signal may not appear frequent enough to provide a
reliable classification. In this case, the facial expression signal and the biosignals may
be more suitable due to their almost continuous availability and EDA may be helpful to
capture more long-term changes of the user state. Accordingly, a combination of these
two signal types should be investigated for emotional state monitoring.

In the area of affective and emotion-aware interactions various approaches have
been proposed and explored regarding their effect on the users in previous work.
Considered application areas span a broad field: Starting from direct biofeedback of the
user state using the visual channel based on colors or physical movement of a device,
over acoustic and haptic interactions to reduce stress and promote health and well-
being, continuing with the adaptation of both the acoustics and the content of speech
interactions, and ending with emotion-aware recommendation systems. While several
of these approaches have been found to be promising, many open questions remain
regarding the right application strategy: The examination of different interventions
can show good results in a comparison against a baseline in an artificial study setup,
however, a real-world application requires a concrete application strategy. Accordingly,
it is crucial to understand the user’s behavior and needs to derive and evaluate
appropriate application strategies. Considering this aspect, there is a lack in research
considering both real-time sensing and recognition to close the loop for providing
just-in-time affective interactions.

With the overall goal to advance the state of closed-loop systems that consider emo-
tional information in real-time, we contribute on the end of emotion recognition in
two ways: 1.) By presenting a data collection method for emotional speech interactions,
developing an emotion classifier bringing emotional text analysis to the automotive
domain with a novel transfer learning approach that allows to leverage public text
datasets, and investigating a multimodal fusion of text, acoustics and facial expressions.
2.) By presenting and evaluating a frustration induction method for a simulator envi-
ronment and developing a new classifier combining biosignals and facial expressions
for the monitoring of frustration.

On the end of affective interactions, we design a set of five different affective applica-
tions building up on existing work and develop application strategies with different
combinations of signals and interactions including an implementation into closed-loop
prototypes to enable an evaluation of the proposed applications. While chapter 5

describes our work on emotion recognition and chapter 6 deals with the affective
interactions, we first conducted an exploratory on-road study as a first step to better
understand to role of emotions on the road as well as the needs and behavior of users,
which was used as a basis for the subsequent work. Hence, the following chapter 4 first
describes our natural on-road study as well as the findings which served as a basis for
the research conducted in this thesis.





4 E X P L O R AT O RY E X P E R I M E N T

4.1 motivation

In order to create an emotion-aware user interface capable of providing suitable affective
interactions, knowledge about which emotions are relevant in the considered application
area including their triggers is important.

Mesken et al. [184] conducted a real-road driving experiment to examine the occur-
rence and triggers of three particular emotions, namely anger, anxiety and joy. They
found that anxiety occurred the most frequently, especially in association with events
where the situation was to blame and when there was a lack of safety, followed by
anger, which was mostly associated with situations where other drivers were to blame.
However, their study only considered three emotions and participants could have been
biased by the presence of the experimenter inside the car. In a separate study, Roidl et
al. [249] used online surveys to investigate which influence specific traffic situations
have on a driver’s emotional state. Similarly, their results indicate that the emotion
elicitation is dependent on whether an event is goal congruent or incongruent (i.e.,
promoting or prohibiting the progress towards the destination) and what or who is to
blame for the specific event (e.g., another driver or traffic signs). While these studies
provide valuable insights into emotions in the context of driving, the study of Roidl
et al. is based on an online study that is lacking the subjective immersiveness of a
real driving task and Mesken et al. only considered three emotions, which limits the
statement of which emotions occur most frequently to a relative statement between
those states.

Regarding the emotional triggers, existing studies provide generalizable conclusions
on the relation of different characteristics of triggers (e.g., goal congruent or goal-
incongruent) and particular emotional state, however, to design and trigger emotion-
aware interactions, a systematic and more detailed analysis of particular emotional
triggers is required.

To address these research gaps, this chapter describes a real-world study that was
conducted to collect user feedback regarding occurring emotional states and their
triggers during natural driving via an Android tablet. In our study, participants were
allowed to report any emotional state and event that may have had an influence on
their emotions using free speech responses. The main goal of this study was to find
the most relevant emotional states in a real-world driving study as well as to reveal
the most frequent triggers. Additionally, the participants were provided one of two
different emotion representations requesting one-click emotional ratings before each
voice recording during driving. After the driving task, we conducted an retrospective
interview with each participant requesting post-ratings based on re-appraisal of the
emotional situations via video recordings. Finally, we compared these different rating
methods to better understand the advantages and disadvantages of different methods
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for emotion self-rating in the driving context. The findings served as a basis for the
design of subsequent studies.

4.2 role and rating of emotions during natural driving

With the goal to better understand the frequency and origins of emotions on the
road, we collected a natural driving dataset with spontaneous user self-ratings. In the
following, we will first describe our data collection method, before presenting our
results concerning the occurrence of emotions on the road and different self-rating
approaches as well as the underlying triggers of emotions on the road. Please note
that this study was originally conducted based on German language. Accordingly, the
emotion labels and the user feedback was translated to English for the purpose of this
thesis.

4.2.1 Data Collection

setup

For the purpose of this study, we used a Mercedes-Benz E-Class equipped with an
Android tablet to collect user feedback as well as additional sensors to capture other
sources of data for context and user understanding. To collect the user feedback in
form of emotional ratings, a custom Android app was implemented and installed on
the Android tablet. This Android app allows the configuration of different emotion
representations to collect user self-ratings on particular scales as well as via free speech
responses. Regarding the sensors, two GoPro Hero4 cameras were installed in the
vehicle: The first camera was attached to the windshield with a holder to capture the
drivers face and upper body, while the second camera was mounted at the headrest
of the co-driver recording the frontal environment of the car for context information.
Both cameras also recorded the in-cabin sound. To capture information about the
user’s internal state, participants were equipped with an Empatica E4 wristband, which
measures HR based on PPG, EDA with two electrodes on the wrist as well as ST and
acceleration data. Finally, a separate Android tablet was placed in the footwell of the
co-driver also collecting acceleration data and storing the GPS signal.

method

Regarding the natural driving task, participants were requested to follow the instruc-
tions of an in-vehicle navigation system that would guide them on a pre-defined route
which included city areas, country roads, and freeway driving. In addition, they were
encouraged to operate the car and its features as they would during their daily life (e.g.,
switching on the radio). The length of the route was 14 km which was repeated twice
by each participant and required around 50 minutes in total.

To collect emotional user self-ratings, the Android app comprises two modes that
can be activated as needed each with one underlying emotion representations to collect
user feedback:
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Figure 4.1: Screenshots of the two modes, namely dimensional (left side; Engl. excited-calm
on the y-axis, good-bad on the x-axis) and categorical (right side; Engl. anger, joy,
anxiety, other) for emotion self-rating [59].

1. A discrete emotion representation, displaying one button for each considered
discrete emotional state to the driver that can be used to give discrete emotional
ratings. The experimenter can set the number and names of the discrete emotional
states that are of interest. In our case, we selected the states “anger”, “joy”,
“anxiety”, and “other”. The term “other” was added to give participants a flexible
opportunity in case no given state is a match, describing their actual feelings in a
voice recording. A screenshot of this representation is illustrated on the left side
of Figure 4.1.

2. A 2-dimensional emotion representation, using the horizontal axis for emotional
valence ranging from negative to positive and the vertical axis for emotional
arousal ranging from calm to aroused. A screenshot of this representation is
illustrated on the right side of Figure 4.1.

To allow usage during driving with minimal distraction, both modes are implemented
as a one-click solution, i.e. one click on the button representing the most dominant
present emotion is required to give a rating in the discrete mode and one click in the 2D
surface of the dimensional mode saves the exact coordinates of the clicked position for
arousal and valence. In both modes, a 15-second voice recording is started automatically
after each rating to give users the opportunity to provide additional information. This
was intended to allow users to describe their felt emotions in their own words as well
as explain the reasons for the rating.

Each mode of emotion representation was represented to each participant during
one drive. This was intended to allow a comparison between the two modes regarding
usability and rating behavior. To avoid ordering effects, half of the participants were
presented the discrete mode first followed by the dimensional mode and vice versa.
During the driving, participants were instructed to report any event that may have
affected their emotional state (e.g., car performance, weather, personal thoughts, envi-
ronmental factors) via the Android tablet by giving an in-situ rating via the presented
emotion representation and an additional 15-second voice recording. For the voice
recordings, participants were asked to describe the perceived emotional state in their
own words and to explain the cause of emotion elicitation, if possible. The main goal of
the voice recordings was to investigate, which emotional triggers occur most frequently
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Figure 4.2: Experiment protocol of the real-world natural driving study.

and are most relevant for natural driving. In contrast to previous studies, there was no
regular reminder to give ratings, but participants were instructed to give spontaneous
ratings.

In addition to the spontaneous in-situ ratings, we also asked the participants to give
retrospective ratings for the same situations of one of the drives in the laboratory after
the study. Therefore, we used the video of the camera filming the frontal environment
of the car. Based on the timestamps of the ratings downloaded from the Android
tablet, the 30 seconds before each in-situ ratings were presented to the participants to
reappraise the situation. Subsequently, participants were asked to give an emotional
rating for each situation on both the discrete and dimensional representation.

procedure

After arrival at the lab, the participants were welcomed, briefed on the procedure,
voluntarily signed the consent form, and completed a questionnaire to capture their
baseline mood before the experiment. Before departure, the participants familiarized
themselves with the version of our emotion rating app that occurred first for them. In
addition, participants were instructed to always prioritize the driving task and driving
safety and to only provide ratings when the situation is appropriate. Regarding driving
behavior, they were encouraged to operate the car as they would during their daily life
including all functionalities such as the radio, drivers assistance systems or opening
the window. Subsequently, they completed the first test drive. The route comprising
sections on the freeway, the country road, and in the city started and ended at the
lab. During the ride, the participants spontaneously rated their emotions on the tablet
application. After they returned to the lab, they were given a short break before the
second version of the app was activated and explained. Subsequently, the second test
drive was completed with the other application version. Back in the lab, the participants
answered a demographics questionnaire as well as gave another mood rating after the
experiment. As the last part of the study, users were presented the recordings from the
camera filming the frontal environment of the car. Thereby, they were asked to give
retrospective emotional ratings on both scales for each rating they gave during one of
the study drives. Participants were randomly asked to re-rate either the situations from
the first or the second drive. Finally, participants received 70 euros as compensation.
The study procedure had a duration of approximately 2.5 hours.
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Figure 4.3: Number of occurrences of most frequently used terms in the free responses for each
of the provided categorical labels.

data description

Overall, a total of 34 participants (20 male, 14 female) completed the experiment with
a mean age of 44.6 years old, ranging from 21 to 67 years (SD = 13.8). Due to failure of
the rating tablet, one of the participants had to be removed. Thus, 33 participants were
included in the analysis. To minimize the novelty effect, participants of the study were
required to primarily use a Mercedes-Benz E-Class or similar car during their everyday
life. In total, we collected 615 emotional ratings.

4.2.2 Analysis 1: Emotional States behind the Wheel and Self-Ratings

From the total of 615 ratings, 308 are based on the categorical rating method and
307 are coming from the dimensional scale. Approximately half of the ratings were
retrospectively re-rated on both scales. To investigate the occurrence and frequency of
emotions during real-world driving and to find the most suitable method for emotion
self-rating, we explored the following aspects: 1.) We analyzed the ratings and emotional
terms used by participants to find advantages and disadvantages of the discrete and
the dimensional rating approach, 2.) we compared the in-situation ratings with the
retrospective re-ratings, and 3.) we conducted a mapping of the discrete ratings into
the 2-dimensional for the retrospective ratings.
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categorical approach

From the 308 ratings collected with the categorical emotion rating, 201 came along
with a literal description in the free response voice recording. Overall, joy (112 times)
occurred most frequently, followed by anger (101). In contrast, there were only few
ratings for anxiety (17), which occurred even more rarely than other emotions (78). This
indicates that the term “anxiety” might not be of high relevance in the driving setting
and might be replaced by a more frequent emotional term. To better understand if
the presented emotion labels were suitable for emotion tracking in a driving setting,
we grouped the emotional terms that participants used in the free speech responses
depending on their root and counted the different terms for each of the provided labels.
Figure 4.3 shows the three most frequently used terms / group for each of the labels
“joy”, “anger”, “anxiety”, and “other”. It is striking that for each of the categories, the
label that was presented on the button is the term used most frequently in the speech
recordings. While users reported high usability of the categorical rating method in
the interviews, this suggests that it might bring a strong bias towards the provided
classes. Finally, for the rating option “other”, participants most frequently stated that
they experienced “relaxation” (10) followed by “annoyance” (6). This indicates that a
discrete rating approach could benefit from including those two emotions, which is
further supported by the fact that “annoyance” is the second most used term when
rating anger (9).

dimensional approach

Looking at the dimensional approach, the total number of obtained ratings was 307.
Thereby, most of the ratings find their place in the second quadrant (positive valence,
low arousal, 124 ratings) and the fewest ratings in the third quadrant (negative valence,
low arousal, 43 ratings). The rating frequency of the first quadrant (positive valence,
high arousal, 69 ratings) and the fourth quadrant (negative valence, high arousal, 71

ratings) is almost equal. These numbers show that emotions with negative valence and
low arousal have the rarest occurrence in a natural driving setting.

Out of these 307 ratings, 166 were delivered with a voice recording that contained
an emotional term. Similarly to the categorical variant, Figure 4.4 shows the number
of occurrences of the most frequent terms. Since no categories were provided to the
user with this method, the terms are not divided into subgroups and only the terms /
groups that occurred at least five times are considered. The most frequently reported
emotional terms are “annoyed” and “relaxation” which supports the finding from the
categorical approach that these two emotional experiences have a high relevance in
the domain of driving. Apart from the terms used, we found a high density of ratings
in the area of positive valence and medium arousal as well as with low arousal and
positive valence. Based on the post-study interviews, we found that the dimensional
approach suffers from ambiguous ratings although all participants were given the same
instructions: A major group of the participants considers a positive and relaxed driving
task as baseline condition and thus as neutral state, while they use ratings with positive
valence to express this. However, some of the participants consider it as a low arousal
state, why others connect it with medium arousal. These findings raise the question of
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Figure 4.4: Number of occurrences of most frequently used terms in the free responses for the
dimensional labeling approach.

the appropriate position in the 2D-model for a neutral state and impede the analysis of
the dimensional ratings due to ambiguity.

in-situ vs . retrospective ratings

Since in-situation ratings can be a distraction in a complex task such as driving and
can influence the emotional experience itself, we compared the in-situation ratings with
the retrospective re-ratings to investigate how much difference in the ratings is caused
by the delayed reports. Table 4.1 shows the confusion matrix between the in-situation
and the retrospective ratings for both the categorical (top) and the dimensional approach
(bottom). To simplify the analysis, we considered the quadrants of the dimensional
ratings as a metric for the comparison. Further, it happened for the categorical approach
that participants stated that they did not remember what they rated at all, which is
represented by the column “Don’t Know”. This phenomenon did not occur for the
dimensional scale.

Overall, the categorical ratings had the clearly higher agreement with 74.5% matches,
while for the dimensional approach only 44.3% of the retrospective labels were correct.
Especially the ratings for anger and joy were well remembered by the participants
(81.3% and 88.2%, respectively). We found 80% errors for anxiety, however, the sample
size was relatively small (7 ratings).

In case of the dimensional approach, especially Q1 and Q2 were confused. Figure 4.5
illustrates the distribution of the retrospective dimensional ratings including the infor-
mation whether their quadrant matches the quadrant of the in-situ rating for the same
situation. It shows that the confusion of the ratings is not mainly happening close to the
boundary of the quadrants but is widely distributed. Further, especially Q3 is coined
with false re-ratings. First, this is caused by several arousal over-ratings bringing ratings
from Q3 (in-situ) to Q4 (retrospective) (7 cases). Second, there are false retrospective
ratings in Q3 almost equally coming from the three other quadrants (5, 6, and 6 cases).
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Categorical

Anger Joy Anxiety Other Don’t Know Total

Anger 39 2 0 5 2 48

Joy 1 60 0 7 0 68

Anxiety 1 0 1 3 0 5

Other 6 7 1 17 5 36

Total 47 69 2 32 7 157

Dimensional

Q1 Q2 Q3 Q4 Total

Q1 8 11 5 9 33

Q2 10 29 6 9 54

Q3 2 2 3 7 14

Q4 7 4 6 22 39

Total 27 46 20 47 140

Table 4.1: Confusion matrix for labeling results of the retrospective ratings in comparison to
the in-situation ratings for both the dimensional (considering the four quadrants Q1

to Q4 of the 2-dimensional coordinate system) and the categorical rating interface.
The first column shows the in-situation ratings and the column headers show the
retrospective ratings.
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Figure 4.5: Distribution of the retrospective dimensional ratings indicating whether the retro-
spective rating matches the quadrant of the in-situ rating (green) or not (red).

These findings suggest that retrospective re-ratings based on re-appraisal can deviate
from the in-situ ratings on various dimensions and directions. Overall, these results
indicate that the categorical approach is a suitable method for retrospective ratings and
an alternative to avoid an additional task during the study, while retrospective ratings
based on a dimensional approach involve remarkable deviations.

mapping discrete emotions into the 2d-space

The fact that we requested ratings on both scales from participants in the retrospec-
tive also allowed to explore a mapping of the categorical ratings into the dimensional
approach. The according Scatter-plot is illustrated in figure 4.6. The unfilled markers
represent all retrospective ratings in the 2-dimensional space, indicating the corre-
sponding categorical rating by form and color. In addition, the filled markers depict
the gravity point of each class. Overall, the ratings span all quadrants, with Q3 least
populated. The joy ratings are concentrated on the side of positive valence as expected,
however, they extend across the entire arousal axis. This suggests the introduction
of an additional class that allows to differentiate between a high and a low arousal
positive state. The gravity points are largely located in alignment as described by the
Circumplex model of Russell [253]. The gravity point of the group “other” is located
next to the origin, which gives no indication of a specific area not covered by the
categorical ratings.
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Figure 4.6: Mapping of the discrete labels into the dimensional space based on the retrospective
ratings. The filled markers indicate the gravity point of each class.

4.2.3 Analysis 2: Emotional Triggers while Driving

[318] For the second part of the analysis, we examine the different triggers on the real road
that cause changes in the driver’s emotional states. To start analyzing the emotional
triggers while driving, this section focuses on the analysis of the 531 voice recordings
that contained information regarding the source of emotions. To do so, we transcribed
the voice recordings and assigned the emotional terms to either positive or negative
valence based on the Circumplex model of emotions by Russell [253]. We then identified
the different emotional triggers which were grouped into four main groups based on the
originating source (see Fig. 4.7). Additionally, Table 4.2 highlights the most frequently
occurring triggers for each group.

1. Traffic & Driving Task. This group contains triggers that are directly connected to
the task of driving or getting to the destination. The most frequent triggers were
related to traffic management, followed by the ones related to the behavior of other
road users, traffic density, and reactions to his/her own behavior (e.g., driving
mistakes). Regarding the ones associated with traffic management, the most
frequent triggers were traffic lights followed by road design and speed limits. As
could be expected, green and red traffic lights led to a more positive or negative
emotional states, respectively, which could also accumulate over time. When
considering the behavior of other road users, the ratings were mostly negative



4.2 role and rating of emotions during natural driving 65

Figure 4.7: Circle diagrams indicating the four main types of emotional triggers depending on
their origin showing the distribution of positive (green) and negative (red) emotional
responses as well as the number of self-reports (number inside the circle). Modified
from [318]. c© is held by the authors.

due to traffic violations or rude behavior, while only a few ratings highlighted
polite behavior. For instance, participants reported negative emotions when other
drivers “jostle” and “[pedestrians] walk across the street in red.” As in previous
studies (Roidl et al. [249] and Mesken et al. [184]), these results support that goal
congruent events (e.g., low traffic density, green traffic lights) are associated with
positive emotions and goal incongruent events (e.g., high traffic density, red traffic
lights) are associated with negative emotions.

2. HCI & Navigation. This group comprises every trigger associated with the in-
teraction between the driver and the car. The leading number of triggers were
focused on the navigation system, followed by the radio, and the manual setting
of certain car functions such as the cruise control. In particular, the navigation
system mostly caused negative emotions by a lack of foresight and unclear route
guidance (e.g., last-minute commands, missing intelligent recommendations for
lane changing) which elicited states described as stress and annoyance. In con-
trast, the successful setting of the navigation system led to positive emotions. For
instance, one participant stated “I am super happy, [the navigation system is]
easy to use, great” and another one said “super, the speech control worked well.”
Overall, the reports suggest that interfaces that are intuitive, simple, and easy to
use can help promote positive emotional states.

3. Vehicle & Equipment. This group covers the triggers associated with the equipment
of the car and the driving experience. The most frequent reports focused on driv-
ing dynamics (e.g., acceleration, gear shifting) which were commonly connected
with positive emotions. For instance, several participants reported “joy” and “fun”
when entering the freeway and experiencing increased acceleration. This effect
was more pronounced after speed blocking traffic conditions (e.g., traffic lights,
stop signs) which some participants described with statements like “finally, I
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can accelerate” or “speeding is fun!”. Finally, comfort functions of the vehicle
were perceived very positive, especially in extreme situations. For instance, the
air conditioning and the seat cooling systems were considered as a nice-to-have
feature due to the high temperatures during the days of the study.

4. Environment & Other. This group covers the triggers that were focused on envi-
ronmental factors and other potential triggers that did not belong to any of the
previous groups. The most frequent triggers were objects in the vicinity (e.g.,
buildings, construction sites), followed by weather and internal thoughts (e.g.,
family, vacations). For instance, one participant appreciated seeing “a beautiful
bridge” and another one “a nice motorcycle on the roadside.” Additionally, sev-
eral participants referred to the clouds in a positive way with statements like “the
clouds are fantastic” and “there are beautiful cloud pictures.” On the other hand,
people gave negative ratings to uncomfortable conditions such as “hot and stuffy”
weather or unpleasant scent caused by other vehicles. Furthermore, the arrival
at the destination commonly caused a positive feeling such as joy or relief. For
example, even in case of a delay, participants made statements like “super happy
to finally have reached the destination after missing the route several times.”

4.3 conclusions

In this chapter, we described a natural driving study to collect emotion ratings and
to investigate the relevance of different emotions and appropriateness of different
ratings methods on the road as well as to systematically analyze emotional triggers in
a real-world setting.

The overall high number of emotional ratings with a high proportion of emotions that
have been shown have an impact on driving, highlights the relevance and importance of
emotions in the context of driving. Our findings from the analysis of the different user
self-ratings suggest that the states of “annoyance” and “relaxation” play an important
role in the context of driving and have a high occurrence rate. Investigating the
different methods for self-ratings, we found that the dimensional emotion representation
suffers from ambiguity regarding the usage while the discrete approach causes a bias
towards the provided emotion labels. Based on these findings, we conclude that no
representation yields an optimal rating method to capture full the complexity of
emotions. Accordingly, different scales that aim to capture specific aspects of emotions
or a concrete set of discrete states that are relevant for a certain objective or application
are needed to obtain appropriate emotional ratings. Finally, our comparison of the
in-situation ratings with retrospective ratings shows that post-rating can be a valid
substitute to avoid influencing the user’s experience with the task of rating.

Regarding the triggers, factors related to the vehicle and its equipment as well as
environmental factors were mostly associated with positive emotions. In contrast, events
associated with the driving task and traffic most frequently provoked negative emotions,
followed by events in the domain of HCI & Navigation. These findings indicate that
those are the most relevant factors that need to be considered and addressed for
emotion-aware interfaces.
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Type POS NEG Total

Traffic & Driving Task 29% 71% 244

Behavior of Others 9% 91% 68

Traffic Lights 31% 69% 65

Traffic Density 53% 47% 53

Street Typography 57% 43% 21

Own Mistakes 0% 100% 14

Other 65% 35% 23

HCI & Navigation 24% 76% 115

Route Guidance 12% 88% 65

Radio Show 47% 53% 15

Navigation Settings 69% 31% 13

Unknown Warnings 0% 100% 4

Other 22% 78% 18

Vehicle & Equipment 71% 29% 48

Acceleration 100% 0% 18

Air Conditioning 83% 17% 6

Assistance Systems 100% 0% 5

Other 53% 47% 19

Environment & Other 78% 22% 124

Reaching Destination 91% 9% 45

Weather 67% 33% 9

Buildings & Sites 78% 22% 9

Thoughts 63% 37% 8

Other 72% 28% 53

Table 4.2: Most frequent emotional triggers based on the originating source including the
proportion of ratings with positive (POS) and negative (NEG) ratings [318].





5 AU T O M AT E D E M O T I O N D E T E C T I O N A N D M O N I T O R I N G

5.1 introduction

This chapter presents our work dedicated to advance the state of the art of automated
emotion detection and monitoring. As outlined in the related work, there is a need to
combine different signals sources and to develop recognition algorithms that are tailored
for specific applications considering those signals that are suitable for the given context.
We contribute on this end by presenting two different approaches: Firstly, we present a
multimodal automated detection of emotions in short speech events by considering the
modalities of text, acoustics, and facial expressions. Secondly, we develop a continuous
monitoring of driver frustration using facial expressions and biosignals as information
sources. For both approaches, we describe our full development process starting with
a task-specific emotional data collection, over the data processing and ending with
machine learning experiments and the development of the actual classifiers. The first
part of this chapter deals with the work in the domain of speech events, while the
second part describes the work on frustration monitoring.

5.2 multimodal emotion recognition in speech events

5.2.1 Introduction

Humans consider multiple signals for the recognition and interpretation of emotions
in conversations. Amongst others, the signals of facial expressions, prosody as well
as lexical content of the utterance are modalities involved in this process. With few
exceptions, existing research aiming to automate emotion recognition is typically
focused on a single modality. Further, the modality of text is still widely ignored
in the automotive context. To address these shortcomings, this chapter describes an
in-car experiment to collect a dataset with emotional speech events capturing the
previously mentioned signal sources of facial expressions and both acoustics as well as
the transcribed content of uttered text. Subsequently, we approach the task of emotion
recognition in short speech events with the goal to improve speech interactions with
computing systems by making them emotion-aware. To advance emotion recognition
from text in the automotive context, we propose a new transfer learning approach
that allows to leverage public text datasets along with our in-car speech dataset to
overcome data scarcity. Subsequently, we compare off-the-self tools for acoustic and
facial emotion recognition with our neural transfer learning approach for text and
finally explore different fusions of the available signals on various levels with the goal
to find the optimum setup.

69



70 automated emotion detection and monitoring

5.2.2 Data Collection

[45] In this section, we describe the creation of our Automotive MultiModal Emotion
Recognition dataset (AMMER). We focus on the drivers’ interactions with both a virtual
agent as well as a co-driver. To collect the data in a safe and controlled environment
and to be able to consider a variety of predefined driving situations, the study was
conducted in a driving simulator.

setup

The study environment consists of a fixed-base driving simulator running Vires’s
VTD (Virtual Test Drive, v2.2.0, https://vires.com/vtd-vires-virtual-test-drive)
simulation software. Figure 5.1 shows the driving simulator which is built up on the
chassis of a real car. The vehicle has an automatic transmission, a steering wheel and
gas and brake pedals. Additionally, we implemented several sensors to collect data
from video, speech and biosignals. Two RGB cameras are fixed in the vehicle to capture
the driver’s face, one at the sun shield above the drivers seat and one in the middle of
the dashboard. Further, a microphone is placed on the center console and an Empatica
E4 wristband attached to the participants’ non-dominant hand is used to record heart
rate (HR), electrodermal activity (EDA), and skin temperature (ST). One experimenter
sits next to the driver for interaction purposes, the other behind the simulator to
control a virtual agent and the dashboard. The virtual agent accompanying the drive
is realized as Wizard-of-Oz prototype which enables the experimenter to manually
trigger prerecorded voice samples playing trough the in-car speakers and to bring new
content to the center screen.

method

[45] The experimental setting is comparable to an everyday driving task. Participants are
told that the goal of the study is to evaluate and to improve an intelligent driving
assistant. To increase the probability of emotions to arise, participants are instructed to
reach the destination of the route as fast as possible while following traffic rules and
speed limits. They are informed that the time they take to complete the task will be
compared to other participants’ times. The route comprises highways, rural roads, and
city streets. A navigation system with voice commands and information on the screen
keeps the participants on the predefined track.

To evoke emotion changes in the participant, we use the following events: 1.) a car
on the right lane cutting off to the left lane when participants try to overtake followed
by trucks blocking both lanes with a slow overtaking maneuver 2.) a skateboarder
who appears unexpectedly on the street and 3.) participants are praised for reaching
the destination unexpectedly quickly in comparison to previous participants. Based
on these events, we trigger three interactions with the intelligent agent (Driver-Agent
Interactions (DAs)). Pretending to be aware of the current situation, e. g., to recognize
unusual driving behavior such as strong braking, the agent asks the driver to explain
his subjective perception of these events in detail. Additionally, we trigger two more
interactions with the intelligent agent at the beginning and at the end of the drive, where

https://vires.com/vtd-vires-virtual-test-drive
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Figure 5.1: Fixed-base driving simulator that was used for the collection of emotional speech
data [45].

participants are asked to describe their mood and thoughts regarding the (upcoming)
drive. This results in five interactions between the driver and the virtual agent.

[45]Furthermore, the co-driver asks three different questions during sessions with light
traffic and low cognitive demand (Driver-Co-Driver Interactions (DCos)). These questions
are more general and non-traffic-related and aim at triggering the participants’ memory
and fantasy. Participants are asked to describe their last vacation, their dream house
and their idea of the perfect job. In sum, there are eight interactions per participant (5
DA, 3 DCo). Table 5.1 provides an overview of all interactions.

To obtain more background information and potential influencing factors in the
participants’ emotional behavior, we requested participants to provide demographic
data during registration for the study and asked them to fill out a standardized
emotional intelligence questionnaire in the study, namely the TEIQue-SF [52].

procedure

[45]At the beginning of the study, participants were welcomed and the upcoming study
procedure was explained. Subsequently, participants signed a consent form and com-
pleted a questionnaire to provide demographic information. After that, the co-driving
experimenter started with the instruction in the simulator which was followed by a
familiarization drive consisting of highway and city driving. Further, the training drive
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Type Example

DA,
before drive

Wie geht es dir gerade und wie sind deine Gedanken zur bevorste-
henden Fahrt? How are you doing right now? What are your thoughts about the
upcoming drive?

DCo,
beginning

Wie stellen Sie sich den perfekten Job vor? How do you imagine the perfect
job?

DA,
event 1: over-
taking

Du hast im letzten Streckenabschnitt ein paar Mal stark gebremst.
Was ist da passiert? Kannst du mir die Situation bitte aus deiner Sicht
beschreiben? In the last section, you slowed down multiple times. What happened?
Could you please describe the situation from your point of view?

DCo,
low-demand
section

Erinnern Sie sich an Ihren letzten Urlaub. Bitte beschreiben Sie, wie
dieser Urlaub für Sie war. Remember your last vacation. Please describe how it
was.

DA,
event 2: child

Ist gerade etwas ungewöhnliches passiert? Beschreibe mir die Situation
bitte mal ausführlich aus deiner Sicht. Did something unusual happen?
Please describe the situation for me in detail from you point of view.

DCo,
low-demand
section

Stellen sich sich einmal Ihr Traumhaus vor. Bitte beschreiben Sie dieses
Haus. Imagine your dream house. Please describe it in detail.

DA,
reaching desti-
nation

Wie geht es dir jetzt nach der Fahrt und wie hast du die Fahrt emp-
funden? How are you now after the driver and how did you feel about the drive?

DA,
event 3: result

Wow, du bist extrem gut gefahren. Bei über 50 Teilnehmern hast du
die zweitschnellste Zeit erreicht. Was glaubst du? Wie hast du es
geschafft so schnell zu sein? Wow, you drove very well. Among more than 50
participants you achieved the second best result. What do you think? How did you
manage to achieve that?

Table 5.1: Overview of the triggered interactions with translations to English [45].

Figure 5.2: Procedure of our data collection study to collect emotional speech events in a car
simulator.
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covered different driving maneuvers such as tight corners, lane changing and strong
braking. Subsequently, participants started with the main driving task. The drive had a
duration of 20 minutes containing the eight previously mentioned speech interactions.
After the completion of the drive, the TEIQue-SF [52] was handed to the participants
and the actual goal of improving automatic emotion recognition was revealed. Finally,
a retrospective interview was conducted, in which participants were played recordings
of their in-car interactions and asked to give discrete (annoyance, insecurity, joy, relax-
ation, boredom, none, following the findings from our exploratory work) as well as
dimensional (valence, arousal, dominance [235] on a 11-point scale) emotion ratings
for the interactions and the according situations. Figure 5.2 illustrates the full study
procedure.

data description

Overall, 36 participants aged 18 to 64 years (M = 28.89 years, SD = 12.58 years)
completed the experiment. This led to 288 interactions, 180 between driver and the agent
and 108 between driver and co-driver. The emotion self-ratings from the participants
yielded 90 utterances labeled with joy, 26 with annoyance, 49 with insecurity, 9 with
boredom, 111 with relaxation and 3 with no emotion. One exemplary interaction per
interaction type and emotion is shown in Table 5.2. For further experiments, we only
use joy, annoyance, and insecurity due to the small sample size for boredom and
no emotion. Additionally, we assume that relaxation brings little expressivity and is
considered as a neutral state by participants.

5.2.3 Unimodal Approaches: Methods

In this subsection, we describe the methods that we considered for the different
modalities of facial expressions, audio, and text.

transcribed utterances

[45]For the emotion recognition from text, we manually transcribe all utterances of our
AMMER study. To exploit existing and available datasets which are larger than the
AMMER dataset, we develop a transfer learning approach. We use a neural network with
an embedding layer (frozen weights, pre-trained on Common Crawl and Wikipedia [88]),
a BiLSTM [267], and two dense layers followed by a soft max output layer. This setup
is inspired by Andryushechkin et al. [10]. We use a dropout rate of 0.3 in all layers
and optimize with Adam [144] with a learning rate of 10−5 (These parameters are the
same for all further text experiments). We build on top of the Keras library with the
TensorFlow backend. We consider this setup our baseline model.

We train individual models on a variety of different corpora, namely the common
format FigureEight (formally known as Crowdflower) dataset of social media [30], the
ISEAR data [259] (self-reported emotional events), and the Twitter Emotion Corpus
(TEC, weakly annotated Tweets with #anger, #disgust, #fear, #happy, #sadness, and
#surprise, [191]). From all corpora, we use the instances with the labels fear, anger, and
joy. The distributions of the datasets are shown in Table 5.3. All corpora are in English,
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E, IT Example

J, A Ich glaube, weil ich ziemlich schnell auf Situationen reagieren kann, weil
ich eine ziemlich gute Reaktion habe. Und ich würde auch behaupten, dass
ich relativ vorausschauend fahre, weil ich schon einiges an Fahrerfahrung
mitbringe. I think because I can respond to situations very quickly because my reaction is
very good. And I would say that I drive foresightful because I have a lot of driving experience.

J, C Letzter Urlaub war im September 2018. Singapur und Bali. War sehr schön.
Erholung, andere Kultur, andere Länder. War sehr gut und ist zu wiederholen.
Last vacation was in September 2018. Singapore and Bali. It was beautiful. Recreation, different
culture, different countries. It was very good and needs repetition.

A, A Zwei bis drei Mal Fahrzeuge, die Kolonne fuhren. Und das letzte Fahrzeug
hat, für mein Gefühl, sehr ruckartig und mit wenig nach hinten zu schauen,
die Spur gewechselt und mich dazu gezwungen, dann doch noch meine
Geschwindigkeit zu reduzieren. Two or three times vehicles were driving behind each
other. The last vehicle cut off my lane, in my opinion very quickly and without looking back
and forced me to slow down.

A, C Mir geht es nicht besonders gut. Die Fahrt war sehr stressig. Ich schwitze
ziemlich. I’m not feeling well. The ride was stressful. I am sweating.

I, A Letzter Urlaub war nicht so gut für mich. Obwohl. Naja doch. Der letzte war
schon wieder gut. Das war im Sommer. Da war es nämlich so abartig warm
dieses Jahr. Und wir haben bei uns daheim. Also ich komme ja vom Land.
Wir haben bei uns daheim auf dem Land unseren Wohnwagen ausgebaut. Last
vacation was not so good for me. Although. Well, yes. The last one was good. It was in summer.
It was very warm this year. And we have at home. I come from the countryside. We have
furnished our mobile home.

I, C Ein Mensch ist über die Straße gelaufen und ich habe ihn zuerst nicht gesehen.
A human crossed the street and I haven’t seen him in the first moment.

B, A Ich habe mich immer an die Richtgeschwindigkeit gehalten. Und ja. Ich weiß
auch nicht. I always followed the recommended velocity. And, well. I don’t know.

B, C Ja. Nicht viel arbeiten und viel Geld verdienen. Yes. Not working much and earning
a lot of money.

R, A Mir geht es gut und ich bin gespannt auf die Fahrt. Ich denke, es macht Spaß.
I am fine and I am looking forward to the ride. I think it will be fun.

R, C Ja, ich erinnere mich an den letzten Urlaub und der war schön, war erholsam
und war warm. Yes, I remember the last vacation. It was nice, recreative and warm.

N, A Es sind Autos von der rechten Spur auf meine Spur gezogen, welche davor
deutlich langsamer waren. Cars were changing into my lane, which were slower before.

N, C Ein Haus, das relativ alleine für sich steht. Am besten am Meer und mit einem
grünen Garten. Und ja. Viel Platz für sich. A house with space around. In the best
case at the sea and with a green garden. And yes. A lot of space for us.

Table 5.2: Examples from the collected dataset (with translation to English). E: Emotion with
J: Joy, A: Annoyance, I: Insecurity, B: Boredom, R: Relaxation, N: No emotion. IT:
Interaction Type with agent (A) and with Codriver (C) [45].
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Dataset Fear Anger Joy Total

Figure8 8,419 1,419 9,179 19,017

EmoInt 2,252 1,701 1,616 5,569

ISEAR 1,095 1,096 1,094 3,285

TEC 2,782 1,534 8,132 12,448

AMMER 49 26 90 165

Table 5.3: Class distribution of the used datasets for the considered emotional states (Figure8

[81], EmoInt [193], ISEAR, [257], TEC [191], AMMER (this work)) [45].

Figure 5.3: Model for Transfer Learning from text indicating which layers are frozen in the
respective training step in grey.

while we do predictions on German utterances. Therefore, each corpus is preprocessed
to German with Google Translate (http://translate.google.com). We remove URLs,
user tags (“@Username”), punctuation and hash signs.

To adapt models trained on these data, we apply transfer learning as follows: The
model is first trained until convergence on one out-of-domain corpus (only on classes
fear, joy, anger for compatibility reasons). Then, the parameters of the BiLSTM layer
are frozen and the remaining layers are further trained on AMMER. This procedure is
illustrated in Figure 5.3.

facial expressions

[45]We preprocess the visual data by extracting the sequence of images for each interaction
from the point where the agent’s or the co-driver’s question was completely uttered
until the driver’s response stops. The average length of the sequences is 16.3 seconds,
with the minimum at 2.2s and the maximum at 54.7s. We apply the Affdex SDK [182] for
emotion recognition. This software package delivers frame-by-frame scores (∈ [0; 100])
for discrete emotional states of joy, anger and fear. While joy corresponds directly to
our annotation, we map anger to our label annoyance and fear to our label insecurity. In
a first approach, the maximal average score across all frames constitutes the overall
classification for the video sequence.

In a second approach, the mean and the standard deviation of the outputs of the Affdex
SDK is used as an input to a feed-forward neural network, which is then trained and
evaluated in a leave-one-sample-out cross validation on a subset of the AMMER corpus.
The model consists of four layers: An input layer that has the same size as the number

http://translate.google.com
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of extracted features (60), two hidden layers with 200 and 50 neurons, and a softmax
output layer that consists of three neurons, one for each of the classes (anger, fear and
joy). The dropout rate was set to 0.3 involving an optimization based on the cross
entropy loss function and an Adam optimizer with a learning rate of 0.0001. Frames
where the software is not able to detect the face are ignored.

audio signal

[45] We extract the audio signal for the same sequence as described for facial expressions
and apply an off-the-shelf tool for emotion recognition (the manufacturer can not be
disclosed due to licensing restrictions). The software delivers single classification scores
for a set of 24 discrete emotions for the entire utterance. We consider the outputs
for the states of joy, anger, and fear, mapping analogously to our classes as for facial
expressions. Low-confidence predictions are interpreted as “no emotion”. We accept
the emotion with the highest score as the discrete prediction otherwise.

In a second approach, similar to the facial expressions, we additionally stacked a neural
network on top of the commercial software and re-trained our classifier using a subset
of our automotive corpus. The architecture of the neural network is the same as for
the facial analysis, with the exception of the input layer, which has now 45 neurons
according to the number of features.

5.2.4 Unimodal Approaches: Results

text from transcribed utterances

[45] The experimental setting for the evaluation of emotion recognition from text is as
follows: We evaluate the BiLSTM model in three different experiments: (1) in-domain,
(2) out-of-domain and (3) transfer learning. For all experiments we train on the classes
anger/annoyance, fear/insecurity and joy. Table 5.4 shows all results for the comparison
of these experimental settings.

Experiment 1: In-Domain application. We first set a baseline by validating our models
on established corpora. We train the baseline model on 60 % of each dataset listed in
Table 5.3 and evaluate that model with 40 % of the data from the same domain (results
shown in the column “In-Domain” in Table 5.4). Excluding AMMER, we achieve an
average micro F of 68 %, with best results of F1=73 % on TEC. The model trained on
our AMMER corpus achieves an F1-score of 57%. This is most probably due to the small
size of this dataset and the class bias towards joy, which makes up more than half of
the dataset. These results are mostly in line with Bostan et al. [30].

Experiment 2: Simple Out-Of-Domain application. Now we analyze how well the models
trained in Experiment 1 perform when applied to our dataset. The results are shown in
column “Simple” in Table 5.4. We observe a clear drop in performance, with an average
of F1=48 %. The best performing model is again the one trained on TEC, en par with the
one trained on the Figure8 data. While the model trained on ISEAR performs second
best in Experiment 1, it performs worst in Experiment 2.
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Out-of-domain

Train Corpus In-Domain Simple Joint C. Transfer L.

Figure8 66 55 59 76

EmoInt 62 48 56 76

TEC 73 55 58 76

ISEAR 70 35 59 72

AMMER 57 — — —

Table 5.4: Results in micro F for Experiment 1 (in-domain), Experiment 2 and 3 (out-of-domain
with and without transfer learning) [45].

Experiment 3: Transfer Learning application. To adapt models trained on previously
existing datasets to our particular application, the AMMER corpus, we apply transfer
learning. Here, we perform leave-one-out cross validation. As pre-trained models we
use each model from Experiment 1 and further optimize with the training subset of
each crossvalidation iteration of AMMER. The results are shown in the column “Transfer
L.” in Table 5.4.

With this procedure we achieve an average performance of F1=75 %, being better
than the results from the in-domain Experiment 1. The best performance of F1=76 % is
achieved with the model pre-trained on each dataset, except for ISEAR. All transfer
learning models clearly outperform their simple out-of-domain counterpart.

To ensure that this performance increase is not only due to the larger dataset, we
compare these results to training the model without transfer on a corpus consisting
of each corpus together with AMMER (again, in leave-one-out crossvalidation). These
results are depicted in column “Joint C.”. Thus, both settings, “transfer learning” and
“joint corpus” have access to the same information.

The results show an increase in performance in contrast to not using AMMER for
training; however, the transfer approach based on partial retraining of the model shows
a clear improvement for all models (by 7% for Figure8, 10% for EmoInt, 8% for TEC,
13% for ISEAR) compared to the ”Joint” setup.
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facial expressions and audio

Table 5.5 shows the results per class and micro-averaged scores for each method,
including facial and audio data with both direct application of the tools as well as our
advanced neural network approach.

For the application of the basic tools, the classification from facial expressions yields a
micro-averaged F-score of 34 % across the three emotions joy, insecurity, and annoyance.
While the classification results for joy are promising (R=43 %, P=57 %), the distinction
of insecurity and annoyance from the other classes appears to be more challenging.
Comparing these results with our advanced approach including the neural network, the
performance can be increased up to 41 % in micro-averaged F. This approach especially
increases the recall of the major class of joy to R=61 %. While our results show that
stacking a second classifier on top of the commercial tool improves performance, the
results are still moderate.

Regarding the audio signal, we observe a micro F score of 21 % (P=26 %, R=17 %) for
basic application of the commercial tool. There is a bias towards negative emotions,
which results in a small number of detected joy predictions (R=4 %). Since the dataset is
biased towards joy, the overall performance is weak. Further, insecurity and annoyance
are frequently confused. Adding our neural network on top, the performance increases
to 50 % in micro-averaged F, which shows that stacking of classifiers can improve
performance. However, it needs to be noted that the minor class of annoyance is not
detected at all with this approach. Overall, the performance is higher than for the visual
analysis.

5.2.5 Multimodal Fusion - Methods

For the multimodal fusion of the different signals, we considered commerical off-the-
shelf classifiers for audio and visual as well as an advanced classifier for each modality
transferred to the automotive domain with a neural network. For text, we used our
own neural network classifier pretrained with the EmoInt dataset since this dataset
showed the highest performance for transfer learning. For the multimodal experiments,
we examined different setups based on two dimensionalities: 1.) the level of fusion
starting from feature level fusion, over mid-fusion on the level of hidden layers of the
neural nets, to decision level fusion and 2.) various combinations of the three available
information sources, including combination of all three sources as well as all possible
bimodal fusions. For all experiments, an SVM is used to fuse the respective feature
vectors.

dimension 1 : fusion levels

We conduct a fusion of the vectors of the three modalities after different stages (i.e.
layers) of the neural networks. For the fusion process, the outputs of the respective
layer of each modality are concatenated to a new feature vector that is then fed into
a SVM. Since our neural networks each have four layers, we consider a fusion on four
different levels, which are explained in the following starting from early and ending
with late fusion:
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• Feature level fusion. Concatenation of the values of the input layers, which are the
features extracted by the different unimodal analyzers. This results in a feature
vector with a length of d = 205 (100 features of the BiLSTM from text, 45 features
from audio, 60 features from visual analysis).

• First hidden layer fusion. Concatenation of the output values of the first hidden
layer of each modality. This results in a feature vector with a length of d = 600

(200 features for each of the three modalities).

• Second hidden layer fusion. Concatenation of the output values of the second hidden
layer of each modality. This results in a feature vector with a length of d = 150 (50

features for each of the three modalities).

• Decision layer fusion. Concatenation of the outputs of the softmax layer of each
modality. This results in a feature vector with a length of d = 9 (3 values repre-
senting different emotions for each of the three modalities).

For the training, we use our AMMER datasets. We evaluate each setup based on a
5-fold cross-validation.

dimension 2 : combinations

Since the fusion on decision level (i.e. fusing the softmax outputs of each modality)
yielded the best results in the previous experiments, we conducted the experiments
considering different combinations of signals with a decision fusion approach. The goal
of these experiments was to investigate the contribution of the different information
sources to the classification problem. The setup for the fusion is exactly the same as for
the previous experiments. We considered the following four combinations:

• audio, text and visual (ATV)

• audio and text (AT)

• audio and visual (AV)

• text and visual (TV)

Since the ATV fusion was already conducted in the previous experiments, we now
focus on the other three combinations and then compare the performance against the
ATV combination. For the bimodal combinations, the feature vector each sums up to
2 · 3 = 6 input features that are fed into the SVM.

5.2.6 Multimodal Fusion - Results

dimension 1 : fusion levels

Regarding the results for the fusion on different levels, Table 5.6 illustrates the
performance for each of the four experiments starting from early fusion on the left
and ending with decision fusion on the right. We consider Precision P, Recall R and
the F-Score as performance metrics and list them for each class separately as well as
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Fusion Approach

Feature Hidden 1 Hidden 2 Decision

P R F P R F P R F P R F

Fear 46 35 40 45 53 49 75 49 59 71 55 62

Anger 8 8 8 18 15 17 45 19 27 36 19 25

Joy 68 78 73 69 66 67 69 93 79 74 93 83

Micro-av. 54 54 54 54 54 54 68 68 68 70 70 70

Table 5.6: Classification performance for multimodal combination on different levels from
feature to decision fusion considering the metrics precision P, recall R and F-Score.

sum them up by reporting the Micro-average. We found an increase in performance the
later the fusion was applied, resulting in the best performance for decision-level fusion
with a micro-averaged F-Score of 70 %. While the performance for a fusion after hidden
layer 2 is just slightly lower than the maximum with 68 percentage points in micro F,
both feature level fusion and hidden layer 1 fusion show a clear drop in performance
to only 54 percentage points in F. These findings indicate that a later fusion provides a
more stable and reliable classification results in our setting. However, the best obtained
score is still below the maximum performance of our transfer learning text classifier,
which shows that the classification does not benefit from the fusion in our setting.

dimension 2 : combinations

Since a fusion on decision level performed best, we conducted the experiments with
different combinations of signals based on a decision level approach. Table 5.7 lists
the performances of all different combinations for each class considering P, R and F as
metrics. Further, we report the micro-averaged metrics over all classes for each of the
combinations. Surprisingly, ATV does not yield the best performance with 70 percentage
points in F, since the bimodal AT combination yields a score of 74. While TV results in the
same performance as ATV, AV clearly yields the worst performance with 38 percentage
points in micro-averaged F. These findings indicate that the text modality, which has
the highest unimodal performance, needs to be considered for a viable performance.
Further, the question needs to be raised whether facial expression recognition can be
easily applied for emotion recognition in speech events, since the variants including
visual information show a decreased performance. Finally, the maximum performance
obtained with the unimodal text classifier is still not achieved. A possible explanation
could be the comparably poor performance of the single audio and visual channels.

5.2.7 Discussion

[45]We described the creation of the multimodal AMMER data with emotional speech
interactions between a driver and both a virtual agent and a co-driver. We analyzed the
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Multimodal Combinations

ATV AT TV AV

P R F P R F P R F P R F

Fear 71 55 62 81 61 70 74 59 66 36 27 31

Anger 36 19 25 55 23 32 25 12 16 18 35 23

Joy 74 93 83 74 96 83 73 92 81 53 46 49

Micro-av. 70 70 70 74 74 74 70 70 70 38 38 38

Table 5.7: Performance for classification for different multimodal combinations of text, audio,
and visual information considering the metrics precision P, recall R and F-score.

modalities of facial expressions, acoustics, and transcribed utterances regarding their
potential for emotion recognition in in-car speech interactions. We applied off-the-shelf
emotion recognition tools as well as an advanced neural network version of each
tool for facial expressions and acoustics. For transcribed text, we developed a neural
network-based classifier with transfer learning exploiting existing annotated corpora.
We find that analyzing transcribed utterances is most promising for classification of the
three emotional states of joy, annoyance and insecurity.

Our results for facial expressions indicate that there is potential for the classification
of joy, however, the states of annoyance and insecurity are not well recognized. Adding
a neural network to the commerical tool shows a slight improvement of performance.
The overall moderate performance might partially be due to movements of the mouth
region during speech interactions. This might negatively influence the classification
from facial expressions. Therefore, the question remains how facial expressions can best
contribute to emotion detection in speech interactions. Future work needs to investigate
more sophisticated approaches to transfer commerical classifiers to the automotive
domain.

Regarding the classification from the acoustic signal, the application of off-the-shelf
classifiers without further adjustments seems to be challenging. In general, we find
a strong bias towards negative emotional states for our experimental setting. The
approach including a neural network increases performance to 50 % in micro F. While
this is an improvement of 29pp, this is still not sufficent for a real-world application.
For instance, the personalization of the recognition algorithm (e. g., mean and standard
deviation normalization) could help to adapt the classification for specific speakers and
thus to reduce this bias. Further, the acoustic environment in the vehicle interior has
special properties and the recognition software might need further adaptations.

Our transfer learning-based text classifier shows considerably better results. The
approach of using large-size public datasets to pre-train a classifier before fine-tuning
it with our small domain-specific datasets helps to significantly improve performance.
This result suggests that emotion classification systems which work across domains
can be developed with reasonable effort. Overall, the text modality yields the best
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performance which indicates that a deployed system involving an automated text-to-
speech system and text analysis could be promising for a real-world application.

Our experiments in the domain of multimodal fusion indicate that late fusion is
superior to early fusion approaches. Accordingly, the decision-level fusion yielded the
best results. An examination of different combinations of the available signals shows
that a combination of the two modalities from the speech signal, namely acoustics
and text, performs best. Including facial information leads to more confusion and a
decrease in performance. Overall, the multimodal combinations do not yield a better
performance than obtained from the unimodal classifier from text.

5.2.8 Conclusion

The previous section described our in-car experiment to collect emotional speech events
of interactions between the driver and both a virtual agent as well as a passenger. Based
on this dataset, we developed a text classifier that used transfer learning to leverage
public text corpora from services such as Twitter to overcome the data scarcity in the
automotive domain for pre-training before fine-tuning with our automotive dataset. We
showed that our transfer learning approach yields a remarkable benefit by improving
performance up to 10 percentage points in F in comparison to using a combined dataset
with a classical training method. Moreover, we found that off-the-shelf tools can not be
easily applied to our automotive dataset. Finally, our multimodal fusion approaches of
text, acoustic and facial information did not improve accuracy, which might be caused
by the comparably weak unimodal performances of the off-the-shelf tools. Accordingly,
more sophisticated methods and adaptations may be required for the multimodal
fusion.

5.3 multimodal monitoring of driver frustration

5.3.1 Motivation

[317]Frustration is a common phenomenon in the daily driving experience of commuters,
travelers and professional drivers, which is often caused by unforeseen traffic events
such as congestion or road accidents. In the context of driving, frustration is often
considered as a ’gateway emotion’ that leads to emotional states with more severity,
such as anger and aggression, and ultimately to an extreme variant of this state denoted
as road rage [83].

As outlined in the main introduction, these closely related emotional states are asso-
ciated with driving behavior and performance. In particular, it has been shown that
these negative emotions are correlated with a more aggressive driving behavior, which
impairs road safety [184, 248]. Accordingly, a continuous frustration detection would
allow to automatically detect these adverse states and trigger appropriate mitigation
strategies whenever needed pursuing the overall goal to improve driving safety. This
section describes the development of an monitoring algorithm for driver frustration. As
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Figure 5.4: Driving simulator consisting of a fixed-base vehicle surrounded by three projection
screens [317], c©2019 IEEE.

a basis for a frustration classifier, we design and validate a driving simulator experiment
to artificially induce frustration. Based on the dataset resulting from this experiment, we
develop an automated frustration classification algorithm that uses the signals of facial
expressions and heart rate, which are almost continuously available during driving, as
well as a temporal support vector machine.

5.3.2 Dataset Collection

[317] The first step of this work was the collection of a frustrated driving dataset that served
as a foundation to develop a frustration detection. In order to elicit frustration in
a controlled environment, a data collection experiment was conducted in a driving
simulator. Participants were given a driving task and an additional secondary task both
manipulated with the objective to induce frustration and relief. Overall, the design was
aimed at representing a real driving scenario under time pressure.

setup

[317] A high-fidelity driving simulator, consisting of a fixed-base vehicle surrounded by three
projection screens (see figure 5.4), was used to implement a predetermined driving
scenario with the driving simulation SILAB (https://wivw.de/de/silab). Data was
collected in form of video recordings, physiological measurements, and questionnaires.
Videos of the drivers’ face were recorded using an IDS near-infrared camera mounted
behind the steering wheel and a smartphone fixed to the windshield of the vehicle.
Furthermore, participants were asked to wear an Empatica E4 wristband during the
study conduction, which measured their blood volume pressure, HR, EDA, and ST and
was mounted at the participants’ non-dominant wrist.

method

In order to create a stressful and frustrating driving environment, participants in our
experiment were told that they had to complete a predefined city course with ambient

https://wivw.de/de/silab
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Figure 5.5: Procedure of our data collection study to collect a driver frustration dataset.

traffic in less than a given time, while respecting traffic rules and speed limits. It was
added that they had three attempts and needed to be successful in order to receive a
reimbursement for the study. The study was designed so that each participant would
achieve this goal in the last attempt.

In addition to the primary task of driving, a secondary task was defined that required
the participants to interact with a speech interface in order to set up different vehicle
functions. The tasks that were to be done were displayed on the vehicle’s center screen
as short text messages in certain course segments. To catch the participants’ attention,
they were announced by an acoustic signal. The tasks included using speech commands
to adjust in-car temperature and to start the navigation to a certain destination. The
intention of this approach was to elicit further frustration by letting the voice control
frequently ask the driver for confirmation or repetition of queries. Instead of using
a real speech recognition engine, the voice control was implemented in a Wizard-
of-Oz approach, i.e. the voice outputs of the system were remote controlled by the
experimenter.

To evaluate the success of our frustration induction method, we used two question-
naires. First, we used the NASA TLX [96] to get subjective user feedback regrading
perceived cognitive load and frustration. Second, we additionally used the SAM ques-
tionnaire [32] to obtain ratings for emotional valence, arousal, and dominance.

procedure

[317]At the beginning of the study, participants were welcomed at the lab and introduced
to the study procedure and the simulator. Subsequently, they voluntarily signed the
consent form. After completion of a familiarization drive on a dedicated track, partic-
ipants had four drives on the actual study course as the main part of the study. The
first drive was without time pressure and without secondary tasks, while ambient
traffic was kept moderate. The record of this drive served as a baseline, representing a
neutral emotional state. In the subsequent two drives, which were intended to induce
frustration, ambient traffic was increased and deliberately scripted to hinder the driver
by slow moving lead vehicles, congestion, and certain traffic lights turning red on the
driver’s approach. Instead of measuring, an artificially generated time was displayed at
the end of these drives that suggested the participants that they had not achieved their
primary goal of undercutting the time limit. In the last drive, we intended to induce
relief by reducing the ambient traffic and by showing a positive time that indicated to
the participants that they would receive the study reimbursement. During the drives,
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Figure 5.6: Boxplots of the NASA TLX scores for the four drives of the data collection study.

no time measurement was shown; however, a mock-up visualization was displayed on
the vehicle’s center screen, which gave the participants the impression that they were
always close to their goal. After each drive, participants filled out a NASA TLX [96]
and a SAM questionnaire [32]. Figure 5.5 illustrates the study protocol.

data description

Twenty participants aged from 19 to 30 years (M = 24.3 years, SD = 3.9 years) comm-
pleted the experiment. The questionnaire analysis provides evidence for a success-
ful induction of frustration for 17 participants, who rated the two drives with in-
tended frustration induction as significantly more demanding and frustrating than
the baseline and the relief drive. Statistically significant differences were obtained
using the NASA TLX score as a measure for subjective demand with respect to the
driving and secondary task (F(3, 57) = 12.9, p < 0.001), the NASA TLX’s frustration
scale (F(3, 57) = 15.4, p < 0.001), and the valence dimension of the SAM questionnaire
(χ2(3) = 30.764, p < 0.001). Figure 5.6 illustrates the results of the NASA TLX. As for
the induction of relief, the valence scale shows that participants rated the last drive
as significantly more positive, however, in connection with a video analysis, it was
uncertain at which point in time this relief manifests during the drives. The final
resulting dataset comprises the facial video recordings and heart rate measurements of
15 subjects (two more participants needed to be omitted due to incomplete recordings)
consisting of four drives per subject with a respective length of approximately five
minutes each. The EDA data could not be used due to dropout of the sensor.
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5.3.3 Frustration Detection

[317]To address the topic of frustration monitoring, we defined a binary classification prob-
lem to discriminate driving sequences that include the occurrence of frustration from
those that do not, defined as neutral sequences. Considering different sequence lengths,
each drive was subdivided into sequences with the same respective length. To annotate
these driving sequences, the self-reports provided by the study participants after each
drive were used. Thereby, sequences originating from the same drive obtained the
same respective label. We used a SVM to train a subject-independent model combining
features from facial expressions and HR measurements.

features

Regarding the facial expressions, the Affdex SDK [182] was used to extract features
from the videos recorded by the smartphone on the windshield. Smartphone recordings
were preferred since the near-infrared videos showed more frequent occlusion by the
steering wheel and the driver’s hand. The Affdex SDK provides frame-by-frame activity
scores for 20 facial AUs, frame-by-frame confidence scores for seven emotions (joy, anger,
surprise, fear, sadness, disgust and contempt), as well as scores for valence, attention,
and muscle activity in the face.

For the feature calculation, we considered different window lengths (ranging from 15

to 60 seconds) with differing overlaps (ranging from 5 to 45 seconds) and aggregated
the frame-based results of the software by computing the mean, root mean square,
root mean square of successive differences, and the integral score for a certain window
length. The same features were calculated for heart rate measurements, where the root
mean square of successive differences corresponds to the heart rate variability, which
has previously been shown to be a good indicator for stress [240]. The two modalities
were fused at the feature level resulting in a feature vector of 124 features. Due to the
large number of features in comparison to the size of the dataset, a filtering method
was applied for feature selection. In particular, a recursive feature elimination based on
a linear SVM was implemented as a pre-processing step to select the most important
features.

training & test

The SVM with a radial basis function kernel was trained and tested in a nested cross
validation with a leave-one-subject-out approach, i.e. the data of one subject was used
as validation or test data in the inner and outer loop, respectively. The inner loop was
used for tuning the regularization parameters C and γ, the outer loop to test the trained
model in each iteration against the data of the remaining subject. As metric for accuracy
we used the ROC, which was introduced in section 2.4.5. The ROC was chosen due to
its good generalization and because of a slight imbalance in the dataset toward the
positive class, i.e. the dataset included more driving sequences labelled as frustrated.

results

Among all experiments, the model with the best performance reached a ROC AUC

of 88.7 % which was obtained for a window length of 60 seconds with 30 seconds
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Figure 5.7: Receiver Operator Characteristic (ROC) curve for a window length of 60 seconds and
30 seconds overlap yielding 88.7% in area under curve (AUC) [317], c©2019 IEEE.

overlap. The respective ROC curve is illustrated in Figure 5.7. In general, the classifier’s
performance got better with increasing sequence lengths. It is interesting to note that
only the best model makes use of the heart rate features, which were excluded for the
other sequence lengths by the automatic feature selection. An additional test with facial
features only based on the same setup showed that the best model’s AUC declines to
about 83 %. This shows that the multimodal fusion of both signal sources enhances the
performance of the classifier by approximately 5 %.

[317] Figure 5.8 summarizes the performances of the best classifier for each subject. The
variance in the AUC turns out to be quite high (SD = 8.9 %). Especially for the subjects
S14 and S15 there is a considerable decline in performance. A further analysis of the
related questionnaires and the videos, however, provides no hints on a potentially
non-successful emotion induction. This could indicate that a model fitted on additional
subject-specific features could gain a higher accuracy than the subject-independently
trained model in this case.

[317] With respect to the feature selection, it is notable that a large portion of filtered features
corresponds to Action Units (AUs 4, 10, 14 and 28) that have previously been linked
to negative emotions and especially frustration [110]. Also interesting is the inclusion
of the AUs 6, 12 and 26, which correspond with a smile. Against the common belief
that smiling necessarily corresponds with joy, it has been shown to be a good indicator
for frustration as well, since people commonly start to smile when they are genuinely
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Figure 5.8: Receiver Operator Characteristic (ROC) area under curve (AUC) for the frustration
detection per subject [317], c©2019 IEEE.

frustrated [107, 108]. Furthermore, the emotion score of joy provided by the applied
recognition software is part of the feature selection beside the scores for disgust, fear
and surprise. To investigate the impact of the usage of frame-by-frame emotion scores
on the temporal prediction of frustration, another test was done by training the same
SVM without considering the emotion scores. The result was an AUC of about 78 %, i.e.
a decrease of 10 %, which shows the potential of stacking multiple classifiers.

5.3.4 Discussion

This section described the method and procedure of a simulator experiment to induce
frustration and to collect a respective emotional dataset dataset. Using this study design,
we collected data from 15 participants and developed a bimodal frustration detection
algorithm that yields an AUC of 88.7 %.

Regarding the frustration induction, it is interesting to note that different participants
named different factors as the main stimuli of frustration. While some participants
perceived the secondary task as most frustrating, others stated that the behavior of
other road users or the traffic density were the main cause for frustration. This shows
that future study designs should also consider various stimuli to ensure successful
frustration induction for individuals with different characteristics.

In terms of the frustration monitoring, we compared different time windows with
different lengths and overlaps for feature calculation in order to find the length with
the highest performance.

[317]We found that a sliding window with a length of 60 seconds and 30 seconds overlap
yields the highest accuracy. In general, the ROC AUC of the detection increased with
rising window length. However, with regard to application of the recognition, it has
to be considered that an increasing window size also limits the frequency of detection
results.
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We believe that getting a classification result once every 30 seconds with 88.7 % in ROC

AUC yields a good compromise to trigger frustration mitigation applications without
having significant time delay.

Our experiments also showed that considering both frame-by-frame emotion classifi-
cations as well as heart rate features along with the AUs increases performance in our
setting. This indicates that multimodal fusion as well as bringing temporal information
into the classification is important to build reliable classification systems. Analyzing
the variance in performance between particular subjects revealed comparably high
differences. One of the underlying reasons for the high variance could be the personal
differences in the expressions of emotions via facial muscle movements. An approach
to account for these differences and improve performance could be the application of
personalized machine learning models.

With respect to future work, further signals that are suitable for a continuous emo-
tional state detection such as BR and EDA or signals that are related to the driving
style such as pedal actuation and acceleration could be additionally involved for the
classification. Further, the consideration of driving related context knowledge might
contribute to higher performance. For instance, weather and traffic conditions or the
duration of the journey could be related information sources.

5.3.5 Conclusion

In this section we presented an approach to induce frustration in a driving simulator
by considering two different tasks: The primary task of driving, for which we manipu-
lated the road conditions and the traffic environment, and secondary task of speech
interactions, for which we manipulated the performance and understanding of the
speech interface. We conducted a data collection study based on the proposed method
and evaluated it using the subjective questionnaires for cognitive load, frustration and
emotional dimensions. Analysis of the questionnaires showed that our method overall
successfully induced frustration in participants. Based on the dataset collected using
this method, we developed a bimodal driver frustration monitoring algorithm using a
SVM that considers heart rate and facial features. Our algorithm provides a frustration
classification once every 30 seconds considering information from a 60 second window
and yields 88.7 % accuracy in ROC AUC.

5.4 summary

In this chapter, we contributed to the state of the art of automated emotion detection for
two specific applications: 1.) Emotion recognition in short-term speech events in order
to enable emotion-aware conversational agents and 2.) Continuous monitoring driver’s
frustration over longer time periods to enable appropriate triggering of frustration
mitigation techniques.

For the emotion recognition in speech events, we presented a new approach to collect
an emotional in-car dataset and showed that transfer learning can help to leverage text
data from other domains to boost performance. Additionally, we found that off-the-
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shelf tools are not ready to be applied in the driving context as well as for multimodal
fusions without further adaptions.

For the frustration monitoring, we presented and successfully evaluated a frustration
induction method for a driving simulator. Further, we developed a frustration moni-
toring algorithm and showed that multimodal fusion improves performance. Overall,
our results suggest that automated frustration detection can provide classification
performances that allow to trigger emotion-based interventions and adaptations. On
the end of multimodal emotion detection in speech, improvements and adjustments
are still necessary for a stable application in the automotive context.





6 C L O S E D - L O O P E M O T I O N - AWA R E I N T E R A C T I O N

6.1 introduction

In this chapter, we design, prototypically implement and evaluate different closed-loop
application strategies for emotion-aware interactions considering different emotional
information sources and application scenarios. The underlying goal of each affective
interaction is to mitigate adverse emotions that can impair driving performance and
to promote a driving appropriate emotional state to improve road safety. On the one
hand, we consider the adaptation of already existing driver-car interactions, such as
the speech interface, recommendation and selection of music, and the route guidance
of the navigation system. On the other hand, we explore new interaction techniques
based on visual and acoustic feedback as well as an autonomous takeover request to
allow the driver relief from the driving task. Regarding the sensing and interpretation
of emotion-relevant information sources, we consider approaches on different levels
comprising less complex approaches based on heuristic processing of individual signals,
which simplifies the understanding of the coupling between the signal, its processing,
and system reaction (sections 6.6, 6.2, and 6.3) as well as the application of sophisticated
models such as the frustration classifier developed in section 5.3 (applied in section 6.4)
and the facial emotion classifier from Affectiva [182] (applied in section 6.5).

In the following sections, we will describe five closed-loop approaches including the
design of each intervention, the combination of sensing and actuation, the implementa-
tion of our concepts into prototypes as well as the respective user studies and evaluation
results. The topics and order of the subsections is as follows: 1.) Adaptation of the in-car
speech system’s response based on the user’s choice of words and emotional state, 2.)
Adapting the voice tonality of the navigation system based on the driver’s physiological
arousal from electrodermal activity, 3.) Activating calming ambient light and offering an
autonomous take-over using real-time frustration detection, 4.) Adaptation of the music
recommendation based on a continuously derived mood state from facial expressions,
and 5.) Providing acoustic breathing guides to reduce breathing pace with the goal of
promoting calmness based on real-time breath rate monitoring. Overall, it needs to be
highlighted that all interventions and adaptations are designed to rather appear subtle
instead of being obtrusive aiming to not distract, bother or patronize the user.

93
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6.2 improving empathy in speech interfaces using mimicry

6.2.1 Motivation

[321] Previous research has shown that empathy in speech interfaces can have various positive
effects: The trust in the technical system can be enhanced [35, 216], the likeability of the
system can be increased, and users can perceive higher caring and feel more support [35].
In the automotive context, the amount of speech interaction and conversation between
the driver and the car steadily increased during recent years and virtual conversational
agents are pushing more and more into the automotive domain. One of the main
advantages of speech interaction in the context of driving is the opportunity to interact
while keeping the visual attention to the road. Previous studies have shown that
using voice and speech as reaction to emotional states can help to improve driving
behavior [95, 123, 202]. Additionally, it was found that empathy can improve efficiency
in human-machine speech interactions, which can improve the emotional experience
and may leave more attentional resources for the driving task [216]. This work builds
upon these findings by approaching the simulation of empathy. Since the theory of
emotions and underlying mechanisms and processes is a complex topic and users are
not familiar with technical systems that can understand and react to emotions yet, it is
necessary to examine individual mechanisms that increase empathy of speech systems
in a subtle way. Thus, we try to transfer the process of automatic mimicry, which
describes the convergence or alignment between two humans in terms of behavior
when putting us into others’ feelings, to human-computer interaction. In contrast to
the work by Nass [123, 202] and Harris [95], who investigated this topic considering
scenarios with an increased amount of conversation, we are trying to create empathy
through principles that apply to short utterances as typical for today’s in-car speech
interfaces but can potentially be scaled to more sophisticated conversations. Since the
driving task requires a high level of visual attention, we disregard visual output and
hence the mimicry of facial expressions and hand gestures. We propose to mimic the
lexical content of a user’s utterance and to match voice emotion to the user’s emotion
to improve empathy.

We implement a prototypical system, which we name EmpathicSDS (Empathic Speech
Dialogue System), that has the ability to apply those two mimicry mechanisms and
evaluate it in a user study. Finally, we present our findings regrading the user perception
of our prototype.

6.2.2 Approach and Preparation

[321] With the goal to improve speech interfaces by simulating empathy, we propose and
investigate two mechanisms: 1.) Lexical mimicry, where the system’s response incor-
porates some of the user’s words and 2.) acoustic mimicry, where the voice emotion
of the speech system is matched to the users emotional state. We investigate both
approaches using two exemplary scenarios from the driving context: Setting the in-car
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Figure 6.1: Illustrations of the two considered scenarios for presentation to the participants: (1)
Set temperature (top) and (2) Start navigation to work (bottom) [321].

temperature and starting the navigation to work. In the following section, we describe
both mechanisms as well as the preliminary research required to bring them into our
technical prototype.

lexical mimicry

[321]In everyday life, different individuals can choose various words for the same expression.
To create a system with the capability to do lexical mimicry, knowledge of all possible
words that users could say for the considered scenarios is required. Thus, we conducted
a pilot study to collect a broad range of possible utterances for each scenario. To ensure
that users freely choose their own words, we illustrated both scenarios as images (see
Figure 6.1). Both images were presented to the participants one after another asking
them to first think about the intended scenario and to second formulate the speech
command. We collected utterances of 20 participants. Based on the transcriptions of
these utterances, we created a list of words from which we derived possible responses
of our EmpathicSDS. In terms of the mechanism, we defined that at least the verb
and the subject of the users sentence are reappraised in the system’s response. If the
users utterance is shorter, the missing part is replaced by a random word that provides
a suitable sentence. Below is an exemplary user command with both a static and a
lexically adapted answer for each scenario.

Example “navigation to work:”
User: Could you navigate me to my office?
Static Response: Sure, the route is calculated.
Mimicry Response: Sure, I will navigate you to the office.

Example “set temperature:”
User: Could you change the temperature to 23 degrees?
Static Response: Sure, I will set the climate control to 23 degrees.
Mimicry response: Sure, I will change the temperature to 23 degrees.

acoustic mimicry

To enable our EmpathicSDS to perform acoustic mimicry, a text-to-speech software
that incorporates different emotional expressions was required. The synthesis of high-
quality emotional voices is a subject of recent research (e.g., [9, 299]), but most of those
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systems are not available for general academic use. Commercially available resources
are either not accessible for research purposes or limited to a sparse number of emotions
(e.g., [12]). Another approach to create voices with emotional expression that is still
being followed is the manipulation of voice prosody (e.g, [74]). On this end, there are
established commercial products such as Polly from Amazon Web Services (https://
aws.amazon.com/de/polly/) and WaveNet from Google Cloud (https://cloud.google.
com/text-to-speech/?hl=de) that allow to manipulate prosodic properties such as
pitch and speaking rate of existing voices via Speech Synthesis Markup Language (SSML)
code. Thus, we decided to develop a set of different voices intended to represent
different emotional states based on these services. We varied pitch, speaking rate and
volume both on a global and local level as well as emphasis, which have been shown to
be associated with the emotional information of speech [201], to create ten different
voices. Subsequently, we conducted two online surveys to find the most natural positive,
negative and neutral voice for our final prototype. In the first round of survey, the
samples were presented to 14 participants from the lab. Participants were asked to
listen to every sample separately and to give an open-ended answer by reporting
the emotional terms they would assign to the voice emotion for each sample. Based
on the responses, we created a shortlist of seven emotional states (cheerful, excited,
relaxed, neutral, bored, sad, angry, scared) consisting of the most frequently used
emotional terms. The second round of survey was distributed to a broader range of
participants excluding previous participants. For each of the ten samples, participants
were asked to select the most appropriate shortlisted emotional state as well as to rate
the naturalness of each voice on a 7-point Likert-Scale. Overall, 41 participants answered
the questionnaire. Finally, we selected the voice with the most ratings for “cheerful”
and “excited” as the positive voice and the voice with the most ratings for “neutral” as
baseline voice. Regarding the negative voice, we decided that our EmpathicSDS should
not respond angryly to avoid users feeling offended. Thus, the voice with the most
ratings for “sad” and “bored” was selected as the negative voice. The positive voice
is based on the DE-Wavenet-C voice with a general increase of pitch (+0.4), speaking
rate (+2%) and volume (+1dB). Additionally, the general prosodic properties are varied
up and down within the sentence. For the negative voice, the DE-Wavenet-A voice
is used in combination with generally reduced pitch (-2.4), speaking rate (-19%) and
volume (-1dB). Further, the values are varied for the filling word at the beginning of
the utterance. Finally, the emphasis level “strong” was applied for the positive voice
while using “reduced” for the negative voice. During the survey, participants did not
perceive that the positive and negative voices were based on two different basic voices.
Below is each one example for the SSML code of the positive and the negative voice.
Please note that the general values are set separately and are thus not included in the
SSML. Exemplary voice samples can be found at: https://zepf.info/empathicsds.

https://aws.amazon.com/de/polly/
https://aws.amazon.com/de/polly/
https://cloud.google.com/text-to-speech/?hl=de
https://cloud.google.com/text-to-speech/?hl=de
https://zepf.info/empathicsds
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SSML-Example “Positive Voice Emotion”:

<speak>
<emphasis level="strong">
<prosody pitch="-1st" rate="105%" >Sure.</prosody>
<prosody pitch="+1st" rate="110%" >the climate control is set to 23 degrees.</prosody>
</emphasis>
</speak>

SSML-Example “Negative Voice Emotion”:

<speak>
<emphasis level="reduced">
<prosody pitch="-2nd" rate="90%" >Sure.</prosody> The climate control is set to 23
degrees.
</emphasis>
</speak>

6.2.3 EmpathicSDS Prototype

This section describes the technical implementation of our EmpathicSDS. Regarding
the architecture of our system, there are four main components, which follow the
common architecture for speech dialogue systems [120], namely an automatic speech
recognition (ASR) module, a natural language understanding (NLU) module, a dialogue
manager (DM) and a text-to-speech (TTS) module. The overall architecture is depicted in
Figure 6.2.

The ASR is responsible for translating the audio signal of the user’s utterance into
text. The task of the NLU is to interpret the intention of the user based on the text it
receives from the ASR. In our case, the NLU has to recognize whether the user wants to
set the temperature or whether he wants to start the navigation, as well as to detect
the combination of words to be reused in the systems answer. For both components,
we integrated the commercially available software from Cerence into our system. The
DM receives the users intention and determines a suitable response. The DM comprises
two additional submodules, that can provide adapted responses dependent on the
requested type of mimicry. The “Lexical Module” can select an answer that mimics
the users words, while the “Acoustics Module” can provide adapted SSML code for
the voice emotion depending on the desired emotional state. Finally, the text of the
utterance selected by the DM as suitable response as well as the SSML code are sent to the
TTS module, which delivers an audio file with the uttered text based on the respective
voice. As TTS, as explained before, we integrated WaveNet from Google Cloud services.

Our system is capable of switching between three different modes: In the “neutral”
mode, the system’s response is always the same, independent from the user’s utterance.
In the “lexical” mode, the system applies lexical mimicry. In the “both” mode, the system
applies both the lexical as well as the acoustic mimicry. The emotional state of the user
is set manually.
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Figure 6.2: Systematic architecture of our EmpathicSDS system.

6.2.4 User Study

[321] To evaluate the effect of the EmpathicSDS system on subjective user perception, we
conducted a user study. We decided for a study in a controlled in-lab environment
since inducing emotions, which was necessary to investigate potential differences in
the user perception under different emotional states, could impair driving safety. This
section provides a detailed description of the methods applied, the technical setup, the
procedure and the resulting data composition.

setup

In the context of driving, voice interactions are always secondary tasks while a
primary task, namely driving, is to be done. Thus, a study containing a main driving
task requesting the participants’ visual attention was required for a valid representa-
tion of the application domain. Since our system is intended for use when driving in
general and not specifically for car, we based our simulation on the EuroTruck Simu-
lator 2 (https://eurotrucksimulator2.com/), which is easily available on the Steam
platform and represents a realistic driving experience. The simulation consisted of a
desk setup and a 50" monitor that presented the driving environment to the participants.
A Logitech G920 Racing Wheel was attached to the desk and the associated pedals
were placed under the desk. To run the simulation software, a laptop was used and
connected to the monitor. We ran the EmpathicSDS on a 13.5" Microsoft Surface Book 2,
which was placed behind the steering wheel to simulate the dashboard. For the speech
interactions, we additionally connected a Jabra Speak 510 to the Surface Book, which
comprises a microphone to record the user’s utterances and a speaker to play audio
back to the user. Figure 6.3 shows a participant under study conditions.

https://eurotrucksimulator2.com/
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method

Our study was composed of three conditions equal to the modes of our prototype:
1.) a baseline with static responses (“neutral”), 2.) lexical mimicry (“lexical”), and 3.)
both lexical and acoustic mimicry (“both”). As dependent variable, we collected user
feedback in the form of a 4-item questionnaire, asking the user to rate the perceived
empathy, naturalness, and personalization of the speech interaction as well as the
efficiency in giving feedback regarding the fulfilling of the requested task on a 7-point
Likert-Scale. While the first three items aim to evaluate perceived empathy and the
user experience of the system, the intention of the last item was to check whether the
adaptations affect the perceived completion of the main task.

To explore potential differences in the perception of our EmpathicSDS when different
emotional states are present, we induced two different emotional states. Since emotion
induction using films provided both visual and acoustic stimulation and was most
practical in our lab setup, we followed this approach. To elicit a positive emotion, we
used a film clip from Benny and Joon (1993), while for negative emotions, a section of
the movie Philadelphia (1993) was selected. The clips have a duration of approximately
three minutes and have been previously validated for emotion induction by Schaefer et
al. [256]. The PANAS questionnaire [311] was used to validate the emotion induction.

We conducted a controlled experiment with a within-subjects design. To avoid order
effects, the systems were presented to the users in randomized order. The main study
consisted of two drives in our simulation setup. Each system was presented to the
user twice, once in a drive with a positive induced emotion and once in a drive with a
negative induced emotion. The order for the emotion induction was balanced over the
participants, i.e. for half of the participants the positive film was presented before the
first drive followed by the negative condition and vice versa.

procedure

[321]Figure 6.4 illustrates the protocol of our evaluation experiment. First, participants
were welcomed at the lab and provided with an overview of the upcoming study
procedure. Subsequently, they voluntarily signed the consent form and were handed a
questionnaire asking for demographic information. An introduction to the simulator
was given, including a familiarization drive. After participants confirmed that they felt
comfortable with the driving task, the simulation was stopped and the two images
introduced in Chapter 6.2.2, which illustrate the required voice commands, were
presented by the experimenter. Participants were asked to formulate the voice command
that they would communicate to the system to the experimenter with their own words,
to ensure that they understood the images correctly. The experimenter gave feedback
to the participants with a yes/no answer. Finally, the main study consisted of two
drives on the same stretch of a freeway, separated by a short break. Both drives were
introduced by a film for emotion induction accompanied by the PANAS questionnaire.
For emotional neutralization, each film started with 20 seconds of a white screen with
a lettering telling participants to relax. During each drive, participants had to carry out
both considered voice commands (“set temperature‘” and “navigate to work”) with
each of the three systems (“neutral,” “lexical, ” and “both”), which results in twelve
speech interactions. The experimenter held up the corresponding picture when the
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Figure 6.3: Participant under study conditions interacting with the EmpathicSDS [321].

Figure 6.4: Experiment protocol of our EmpathicSDS user study. Modified from [321]. c© is held
by the authors.
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interactions were to be carried out and the user started the speech recording by tapping
the dashboard screen as soon as s/he felt comfortable. Finally, the system gave the
corresponding response depending on the current system. Having completed both
interactions with one of the systems, the simulation was stopped and users were asked
to give ratings for perceived empathy, personality, naturalness, and efficiency of the
system response by handing a questionnaire on an Android tablet. Each of the drives
had a duration of approximately ten minutes. After completing both drives, participants
were handed a final questionnaire asking whether people perceived lexical and acoustic
differences. Additionally, the questionnaire asked for their usage frequency of speech
interfaces in general and in the car with five possible replies (never, rarely, occasionally,
often, and always). Finally, a short interview was conducted to get qualitative user
feedback regarding the presented systems and 50 Euros were given to the participants
as study compensation. The overall study procedure took around 50 minutes.

data description

Overall, 33 participants (16 female) successfully completed the experiment. They
were aged from 20 to 55 years (M = 38.2, SD = 10.7) and were holding a driver’s license
between four and 38 years (M = 21, SD = 9.7). Regarding the usage frequency of speech
interfaces in general, most participants reported that they use speech interactions
“occasionally” (19), while seven people replied each with “often” and “rarely.” Similarly,
most of the participants reported that they “occasionally” use speech commands in the
car (12), followed by “rarely” (8), “never” (5), “often” (4), and “always” (4).

We first analyzed the results of the PANAS questionnaire to verify if the films success-
fully induced differences in the users’ emotions. For the positive condition, the mean
score of positive affect was M = 34.85 (SD = 7.34) , while the negative affect yielded
M = 13.45 (SD = 3.68). For the negative condition, we obtained a positive affect score
with M = 28.77 (SD = 8.47) and a negative affect score with M = 18.34 (SD = 6.47). For
both conditions, the positive affect was significantly higher than the negative affect
(Wilcoxon signed rank test, p < 0.001 for positive and p < 0.001 for the negative condi-
tion), which indicates that the induction of negative emotions was not strong enough
to make the negative affect predominant. However, comparisons of the ratings for
positive affect and negative affect between the two conditions showed that the positive
affect was significantly higher in the positive compared to the negative condition and
vice versa (Wilcoxon signed rank test, p < 0.001 for positive affect and p < 0.001 for
negative affect). These results suggest that the emotion induction successfully caused
a difference in the emotional state between the two drives, which allows to explore
whether this difference in a user’s emotional state has an impact on the perception of
the speech interactions.

6.2.5 Results

This section describes the results we obtained from the subjective user-ratings for
perceived empathy, personalization, naturalness and efficiency. For each of these variables,
we first investigate, whether there are significant differences between the three presented
modes overall, before looking into the positive and negative conditions separately. In
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Figure 6.5: Barplots illustrating the mean and standard error of the participants’ self-ratings
for how empathic, personal, natural and efficient each of the three systems (neutral,
lexical, both) is under both positive (POS) and negative (NEG) emotional states

addition, we conduct a pairwise comparison between the positive and the negative
condition for each mode. Finally, we provide insights into the findings from the
qualitative interview. The significance level for all statistical tests is set at 5% and
Bonferroni correction is applied for all pairwise comparisons with Wilcoxon signed
rank test between the three different modes. An overview of the participants’ ratings is
depicted in Figure 6.5.

[321] Regarding perceived empathy, our goal was that both adaptations lead to higher subjec-
tive user ratings on this scale. Considering all ratings, a significant difference is detected
between the three different modes using the Friedman test (p = 0.0017). A post-hoc
Wilcoxon signed rank test reveals that both “lexical” and “both” show significantly
higher perceived empathy in comparison to the “neutral” condition (p = 0.001 and
p = 0.026). However, there is no significant difference between “lexical” and “both”
(p = 1). When looking at the ratings under the influence of positive and negative
emotions separately, both conditions yield significant differences between the three
modes (Friedman test, p < 0.0001 for positive and p = 0.023 for negative). In both
cases, a post-hoc analysis shows significantly higher rated empathy for “lexical” than
for “neutral” (Wilcoxon signed rank test, p = 0.001 for positive, p = 0.008 for negative).
However, while the “both” condition is also rated significantly more empathic than
the “neutral” in the positive condition, no improvement can be found when comparing
“both” with “neutral” in the negative condition (Wilcoxon signed rank test, p = 0.0003
and p = 0.72, respectively). In both conditions, no significant difference is found
between “lexical” and “both” (p = 0.13 for positive, p = 0.39 for negative). These
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findings indicate that lexical mimicry can increase perceived empathy regardless of
the condition, while acoustic mimicry yields no further improvement. Comparing the
ratings between the positive and negative condition for each mode, we find that the
“both” mode yields significantly different empathy ratings in the positive compared
to the negative condition (Wilcoxon signed rank test, p = 0.005), while no differences
are detected for “neutral” and “lexical.” This indicates that acoustic mimicry requires
specific consideration of different states. Further, this suggests that participants did not
appreciate the adapted voice in the negative condition, which could be caused by both
lacking naturalness of the manipulated voice and the user’s negative emotional state.

The findings regarding personalization largely agree with the findings for empathy.
We find significantly different ratings for the modes when considering all ratings
(Friedman test, p = 0.002). The Wilcoxon signed rank test supports higher perceived
personalization in the “lexical” (p = 0.0003) and “both” (p = 0.0023) than in the
“neutral” condition, while there is no difference between “lexical” and “both” (p = 0.74).
Separating ratings from positive and negative condition, a significant difference between
the three modes is found in both cases (Friedman test, p = 0.001 for positive and p =

0.01 for negative). For the positive condition, post-hoc analysis approves significantly
higher ratings in “lexical” and “both” than in “neutral” (Wilcoxon signed rank test,
p = 0.001 and p = 0.001, respectively). However, the same pairwise comparison for
the negative setting reveals no significant differences (p = 0.065 for “neutral” and
“lexical,” p = 0.88 for “neutral” and “both,” and p = 1 for “lexical” and “both”). These
findings suggest that lexical mimicry improves personalization of speech interfaces
in the positive case, while additionally applying acoustic mimicry has no significant
effect. For comparison of the personalization ratings for each mode under the influence
of different emotional states, no differences can be found (Wilcoxon signed rank test,
p = 0.72 for “neutral” and p = 0.07 for “lexical”), except for “both,” which shows
significantly higher perceived personalization in the positive condition (p = 0.03).
Overall, these findings suggest that lexical mimicry can not only increase empathy but
also improves perceived personalization of a speech system. The close connection of
empathy and personalization is further supported by a significant correlation of both
factors for each of the three modes (Spearman-Correlation-Coefficent, p < 0.001 for all).

We further hypothesized that our proposed adaptations can additionally improve
the naturalness since empathy has an important role in human to human conversation
but is still lacking in speech based systems. However, comparing all ratings reveals no
significant differences between the three modes (Friedman test, p = 0.14). While no
significant difference is found when looking at the ratings of the negative condition
(p = 0.34), the positive condition yields a significant difference between the three modes
(p = 0.013). In particular, a pairwise comparison shows significantly higher naturalness
for “both” in comparison to “neutral” (Wilcoxon signed rank test, p = 0.017), while
no difference is detected between “neutral” and “lexical” as well as “lexical” and
“both” (p = 0.09 and p = 0.18, respectively). These results suggest that combining both
mimicry approaches can significantly improve naturalness of the speech interactions.
For comparison of the ratings of the positive and the negative condition for each system,
the results show that the “both” mode is perceived significantly more natural in the
positive condition (Wilcoxon signed rank test, p = 0.01). While these findings show that
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adaptation of the voice emotion can help to enhance naturalness of a speech interface,
it also reveals that users did not appreciate the negative voice, which could be due to
the slowed pace.

Finally, we investigated whether our mimicry mechanisms impair the efficiency in
terms of providing information to the user, which should be avoided for real-life appli-
cations. A comparison of all efficiency ratings shows no significant differences between
the three modes (Friedman test, p = 0.32). A separated comparison of ratings from
the positive and negative condition shows that there is also no significant difference
in the positive case (p = 0.17). However, in the negative case, a significant difference
is revealed (p = 0.038). In particular, the efficiency ratings are significantly lower for
“both” than for “lexical” (Wilcoxon signed rank test, p = 0.03), while there are no
significant differences between “neutral” and each “lexical”and “both” (p = 0.5 and
p = 0.68, respectively). A pairwise comparison of the efficiency under the positive and
negative condition for each mode reveals that there is no significant influence of the
emotional state for the “neutral” and the “lexical” mode (Wilcoxon signed rank test,
p = 0.79 and p = 0.13), while the “both” mode is rated significantly less efficient in
the negative condition (p = 0.017). These findings indicate that participants do not
appreciate reduction of speed of the system voice since it provides information slower
and thus impairs efficiency.

The qualitative feedback provided by the participants in the post-study interview
clearly indicates that users like the basic idea of an adaptive and empathic speech
interface (24 of 33 participants). In particular, participants like the fact that the systems
response is not always the same but has more flexibility, which they imagined would
help to make the system more enjoyable regarding long-term usage. For instance, one
participant said “adaptive responses feel better, it makes the system less cold” and
another statement was “for long-term use I imagine adaptive responses are better.”
Mainly, participants argued that the lexical mimicry is a helpful feedback to ensure that
the system understood the user’s intention correctly and that the acoustic adaptations
can help to show more respect towards the user’s emotional state. For instance, one user
stated “lexical adaptation is great because it shows me that the system understood me”
and another user said “adapted voice emotion makes the voice more enjoyable.” On
the other hand, there were several participants who gave negative feedback regarding
the negative voice, stating “the negative voice is too bored” or “the slow voice is
annoying,” which is aligned with the quantitative findings regarding the negative
voice emotion. Finally, there were also a few participants who were more sceptical
regarding an empathic and emotion-aware interface, stating “[I am] not interested in
an empathic system, it is a machine” and “having a setting which can activate and
deactivate the empathic mode would be good to give a choice.” This indicates that
real-world applications should give users the opportunity to allow switching to a
non-adaptive system.

6.2.6 Discussion

We presented two approaches to help improve empathy, naturalness and personalization
of speech interfaces: lexical mimicry, i.e. re-using the user’s words and acoustic mimicry,
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i.e. matching the system’s voice emotion to the users emotional state. To investigate the
effect of those approaches, we implemented an EmpathicSDS prototype. A mode with
lexical mimicry and a mode combining both types of mimicry were compared to a static
baseline system with no adaptations in a within-subjects experiment (N=33) under
the influence of more positive and more negative emotional states. Our findings show
that lexical mimicry significantly improves perceived empathy and personalization
of the system without impairing system efficiency. Since this effect occurs in both
emotional conditions, the theory of common grounds in discourse could be a possible
explanation [49]: The re-using of the user’s word may support the construction of
a common ground and understanding between system and user, while interactions
that fail to do so may be interpreted as unsuccessful. Further, our results show that
acoustic mimicry can further enhance naturalness in the positive condition, while the
negative voice emotion was overall less appreciated by the users. This could either be
an issue of voice synthesis or could indicate that a positive voice with higher and more
variable pitch is overall preferred in the driving context. The findings of our qualitative
interviews support that empathic and adaptive speech interfaces improve the joy of use
and users believe that adaptations have a positive effect on long-term usage.

Our user study also suffered from some limitations that need to be mentioned.
While emotion induction using films is a common approach to facilitate investigations
regarding emotions, it is not clear how the emotions subside over time. Since each
emotional state is only induced once at the beginning of the respective condition, we
assume that the presence of the induced emotion steadily decreases during the driving
task. This could have led to insufficient strength of emotions for interactions towards
the end of the drives to reveal all influences of emotions. Further, this investigation was
limited to two types of tasks. To verify the results, a broader set of interactions needs to
be examined. Finally, manipulating parameters of existing voices to create emotional
expression seems to be a compromise in terms of naturalness. To overcome this issue,
more sophisticated emotional voice generation is required.

Accordingly, as soon as available, future work should consider high quality emotional
voice synthesis, to avoid impairing the pace of the speech. This could even allow to
consider more emotions to explore their respective influence on user’s perception. Fur-
ther, future research should consider the integration of automated emotion recognition
based on acoustic and lexical speech analysis, to enable automatic adaption of the
speech interface in real-time. This could help to conduct a study in a more realistic
setting without artificial induction of emotions.

6.2.7 Conclusion

In this section, we presented two approaches aiming to improve empathy in speech
interfaces, namely lexical and acoustic mimicry. Lexical mimicry adapts the system’s
response to incorporate some of the user’s words and acoustic mimicry adapts the voice
emotion of the speech system to match the users emotional state. We implemented
a prototype that enables both mimicry mechanisms for two in-car scenarios, namely
setting the temperature and starting the navigation to work. In a user study, we collected
subjective feedback regarding our EmpathicSDS prototype and presented the respective
results. Our results show that lexical mimicry increases overall perceived empathy



106 closed-loop emotion-aware interaction

and personalization of a speech interface while maintaining efficiency. We find that
combining lexical and acoustic mimicry can significantly enhance naturalness in the
condition of positive emotions while showing reduced efficiency in the condition of
negative emotions. Finally, the qualitative interviews show that users have a positive
attitude regarding empathic speech interfaces as well as the presented approaches.
This work demonstrated that it is feasible to increase perceived empathy, even in short
utterances as they already appear in today’s cars.

6.3 adapting gps voice based on users’ physiology

6.3.1 Motivation

Arousal is a component of emotion that has been shown to influence focus, attention
and decision-making, which are all critical when driving. Amongst others, it has been
found that the relationship of emotional arousal and driving performance follows an
inverted U-shape (also known as Yerkes–Dodson law) [293, 316]. This suggests that
driving performance can be impaired by both too low and too high arousal. In this
section, we build up on the seminal work by Nass et al. [123, 202], which showed that
an adaptive virtual passenger who either has an energetic or a subdued voice can help
to improve driving performance. We propose to adapt the acoustic voice properties
of short navigation commands based on the physiology of the driver measured in the
form of EDA to help promote an optimal arousal level. To investigate the effect of such
an adaptive navigation system, we implement a closed-loop EmpathicGPS system that
considers a user’s EDA level and comprises three different navigation modes: 1) “neutral”
in which the navigation system’s voice is unchanged, 2) “congruent” in which the
physiological arousal of the driver is mirrored by the arousal perceived in the prosody
of the navigation voice, and 3) “incongruent” in which the inverted arousal of the
driver is mirrored by the prosody of navigation voice. We further evaluate the effect of
the adaptive navigation modes on driver perception in a user study and present the
respective results.

6.3.2 EmpathicGPS System

For a prototypical implementation of the EmpathicGPS system, we first created a set
of voices with different levels of arousal. We used Amazon Polly from Amazon Web
services, which is a text-to-speech service allowing the manipulation of given voices
via SSML code. To ensure that the voices are perceived as intended, we first conducted a
pilot study for the voice selection. The following section firstly describes our pilot study.
Subsequently, we describe the design and the implementation of the EmpathicGPS
system.
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ID & Intention Voice Rate Pitch Volume Other

Voice 1 - Calm Sally 90% -10% -10dB Speaking softly

Voice 2 - Calm Sally 90% -10% -10dB -

Voice 3 - Calm Joana 90% -10% -10dB -

Voice 4 - Natural Joana 100% +0% -5dB -

Voice 5 - Aroused Joana 120% +20% +0dB -

Voice 6 - Aroused Sally 120% +20% +0dB -

Voice 7 - Aroused Joana 120% +20% +0dB Fast and shallow breathing

Table 6.1: Parameters of the voices from Amazon Web Services that were used for the pilot
test. The selected voices are highlighted in bold. Examples can be found at: https:
//zepf.info/empathicgps.

pilot testing - voices

For the purposes of our study, we developed a preselected set of 7 voices representing
calm, neutral and aroused states. All voices are based on the English voices named
Joana and Sally from the Amazon Web Services and utter the command “Please take
the next right.” Table 6.1 shows the voices and the respective parameters. To evaluate
whether the voices are perceived by listeners as intended, the samples were presented to
10 volunteers. Volunteers were given three different tasks: 1.) Sort a subset of presented
samples (voices 1, 4 and 7) from low to high arousal, 2.) Choose the calmest sample
after listening to the calm samples only, and 3.) Choose the most aroused sample after
listening to the aroused samples only. Participants were allowed to request a replay of
the samples.

All 10 participants succeeded in sorting the 3 samples into the intended order.
However, for most of the participants, it was necessary to listen twice to each sample.
Thus, we conclude that the voices represent our intended states and are distinguishable;
however, it is unclear whether the voices are perceived significantly different under
the influence of a primary task such as driving. Secondly, a narrow majority of the
participants perceived the voice of Sally as calmer than Joana, especially the version
of Sally with the applied softening function. In addition, participants mentioned that
the manipulated voices are not as natural as the neutral voices. Finally, the participants
mostly rated the voice of Joana as more aroused than the voice of Sally, especially the
version with the additional breathing.

Due to the fact that most of the participants needed to listen to the samples more
than once, we decided to select two voices for the final study, one calm and one aroused
voice. The goal of the reduction to two voices was to make the relative difference more
clearly perceivable. We also decided to use Joana for both voices because its states were
more reliably identified. The two selected voices are highlighted as bold in Table 6.1.

platform

The EmpathicGPS system is implemented as a closed-loop system using measured
EDA as trigger for changes in the state of the voice. The EDA was selected since it is an

https://zepf.info/empathicgps
https://zepf.info/empathicgps


108 closed-loop emotion-aware interaction

indicator of emotional arousal. The system is set up in a MATLAB environment and is
implemented as a client-server architecture running on a laptop. Figure 6.6 depicts the
schematic architecture of our closed-loop system.

In terms of sensing, a Q-sensor by Affectiva is used to capture the user’s EDA. Since
the hands tend to have the most responsive EDA signals, we extended the electrodes
of the Q-sensor using copper cables to allow an attachment of the electrodes to the
participants’ fingers. While we only considered the EDA signal as a trigger for our
system, we additionally used a Zephyr Biomodule to measure breathing rate and heart
rate. This data was collected for future investigations.

To establish communication between the sensors and the server, a custom Android
app was used. The app conducts data transfer from the sensors to the server as well as
sends commands received from the server to several actuators. The app receives the
data at the frame rate provided by the sensor, while the communication is based on
Bluetooth Low Energy.

The client receives the data via the server and contains modules for data processing
and control of the navigation commands. During the live stream, the data from each
sensor are stored in a .txt-file. To derive the current state of the user our system analyzes
the driver’s EDA every 5 seconds. Thereby, a window containing the last 20 seconds of
the EDA signal is taken into account. Within those windows of 20 seconds, the mean
value of the first 10 seconds is considered as the baseline, while the mean value of the
following 10 seconds is considered as the current EDA level. Whenever the average of
the current EDA level is higher than the average of the baseline, increasing arousal is
detected, while a current average EDA lower than the average baseline is classified as
decreasing arousal.

To allow easy control of the EmpathicGPS, a graphical user interface has been
developed. The graphical user interface enables the experimenter to trigger navigation
commands and displays the last 10 seconds of EDA allowing to ensure the system is
working correctly. When triggering a command, both the selection of the appropriate
voice and the playing of the respective audio is automated considering the activated
system mode and the current user state.

In terms of actuators, we use a Bose SoundLink Micro Bluetooth speaker to provide
the voice commands to the participants.

navigation

The EmpathicGPS is designed to have three basic commands: 1.) “Please, turn left
at the next opportunity”, 2.) ”Please, turn right at the next opportunity” and 3.) ”Please,
go straight ahead.” The goal of short commands and the limitation to three different
commands was to keep the system simple and easy to understand. We created samples
for all three commands using each of the two selected voice tonalities with Amazon
Polly and downloaded them as .mp3-files for allowing the GPS system to switch
between a calm and an aroused state.

[320] Depending on the detected user state (decreasing arousal or increasing arousal), the
state of the voice (calm or aroused) is adjusted depending on the study condition.



6.3 adapting gps voice based on users’ physiology 109

Figure 6.6: Systematic architecture of our closed-loop EmpathicGPS system. Modified from [320].
c© is held by the authors.

In the neutral condition, the system consistently uses the calm voice for the navigation
commands. In the condition of congruent matching, the voice of the navigation system is
congruently adapted to the detected state of the user. For instance, if increasing arousal
is detected, the system switches to using the activated voice for the commands. This
kind of matching is motivated by the findings of Nass et al. [202], who found that
matching the voice of a virtual in-car passenger to the user’s emotional state improves
driving performance and also enhances user experience. Finally, in the condition of
incongruent matching, the voice is adjusted incongruently to the user status. For instance,
if increasing arousal is detected, the system switches to using the calm voice for the
commands. This approach is based on the hypothesis that a voice tonality representing
the opposite to the user state can counteract the user state to help avoid critical values
in both directions.

6.3.3 User Study

We conducted a user study in a driving simulator to evaluate the effect of the Em-
pathicGPS on driving behavior and user perception. In the following, the technical
setup of the simulator as well as the study procedure is explained.

setup

The user study was conducted in the SIMUMAK SIMESCAR SILVER driving simula-
tor, which is depicted in Figure 6.8 (right). The simulator is designed for one person
and is originally intended to teach novice drivers. It contains a steering wheel, the three
basic pedals (gas, brake, and clutch) as well as a gear level (5 gears + reverse). The
simulator allows to switch settings between manual and automatic transmission. We
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Figure 6.7: Screenshots of the driving environment showing other road users, street signage,
and different types of roads. Modified from [320]. c© is held by the authors.

focused on automatic transmission which reduces the gear functionality to three main
positions (forward, neutral, backward) and deactivates the clutch pedal. Hardware
switches for basic car features such as front light, indicators, horn, and windshield
wipers as well as safety belt are also included.[320]

The simulated environment is provided by three 32" monitors with a viewing angle of
135 degrees. In addition, a 10" control panel is situated behind the steering wheel show-
ing the dashboard information. The simulator is based on top of a 2-degree of freedom
moving platform. The platform has an inclination capability of +-10 degrees to transmit
longitudinal and lateral accelerations when breaking, accelerating, and turning. Vehicle
noise is provided with 5.1 surround speakers integrated in the headboard of the seat
as well as the displays. During the driving sessions, the simulator captures telemetry
information (e.g., speed, acceleration) as well as driving mistakes (i.e. infractions and
crashes).

To better understand the driver, a Logitech HD Pro Webcam C900 webcam was installed
on top of the center screen which captured a frontal view of the drivers’ face and upper
body. Furthermore, participants were equipped with an Affectiva Q-sensor to measure
EDA as well as a Zephyr Biomodule to capture heart rate and breathing rate signal.
The Q-sensor was attached to each participants’ left hand and the Biomodule was
attached to the chest. Both sensors used sticky wet electrodes. To be able to flexibly play
audio signals, an additional Bose speaker was mounted in a central position behind the
driver’s headrest. As previously mentioned, all of the sensors and the speaker were
connected to our MATLAB framework.

method

The simulator software provides several different maps representing different driving
environments, namely highway, urban, intercity, and mountain pass. We selected the
urban map to ensure that navigation commands can be frequently provided to the user.
The simulator also allows to change several factors such as weather, time of the day, and
amount of traffic. To simulate a typical day of city driving, we selected sunny weather
during daytime while adding medium traffic. Figure 6.7 shows some exemplary views
of the driver in the simulation environment, including other road users such as cars
and pedestrians.
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Figure 6.8: Participant equipped with the Q-sensor driving the simulator under study condi-
tions.

In order to get more background information for the analysis, participants were
asked to fill out a questionnaire interrogating demographic information. For feedback
regarding the subjective perception of each segment of driving and the respective
navigation system, we created a questionnaire with six items requesting subjective
ratings for valence, arousal, stress and motion sickness as well as the difficulty to
follow instructions and how much they appreciated the voice (scale from unpleasant
to pleasant) by filling out a short questionnaire on an Android tablet. All questions
used 7-point Likert scales. A final questionnaire asked for the number of different voice
tonalities participants perceived during the whole experiment (options from 1 to 9) as
well as how difficult they were to separate (also 7-point Likert scale). The full text of
each question was as follows.

• How pleasantly were you feeling during the last driving segment? (Valence)

• How energetic were you feeling during the last driving segment? (Arousal)

• How stressed were you feeling during the last driving segment? (Stress)

• How would you rate your motion sickness during the last driving segment?
(Motion Sickness)

• How difficult was it to follow the instructions of the GPS navigation system?
(Difficulty of following instructions)

• How would you rate the voice of the GPS navigation system? (Voice pleasantness)

• How many different tones of navigation voices did you perceive over the whole
study procedure? (Number of different voice tonalities)
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Figure 6.9: Experiment protocol of the EmpathicGPS user study. Modified from [320]. c© is held
by the authors.

• If you heard several tones of voices, how difficult was it to differentiate between
them? (Difficulty of separating voices)

procedure

After welcoming the participants at the lab, we provided a brief overview of the study
procedure. Subsequently, the consent form was explained by the experimenter and
voluntarily signed by the participants. After answering the questionnaires, the extended
electrodes of the Q-sensor were attached to the participants left hand. Furthermore, the
Zephyr Biomodule was placed onto the sternum of the participants’ chest. After moving
to the simulator, participants were told to adjust the seat and to find a comfortable
seating position. Fig. 6.8 (left) shows a participant driving the simulator under study
conditions. Participants were given an introduction to the simulator and were clearly
advised to follow the traffic rules as good as possible during the whole study procedure.
To allow participants to familiarize with the simulator, every participant performed a
training drive on the selected map for 5 minutes. Thereby, participants were guided
through the map by a navigation system with a constant voice. After clarifying remain-
ing questions, the main study, designed as a within-subjects experiment, was started.
The main study consisted of three drives with 10 minutes duration each providing
three conditions per participant in randomized order: (I) neutral (consistent GPS voice),
(II) congruent voice matching, and (III) incongruent voice matching. Since the system
consists of only three commands (left, right, straight), participants were not told any
instructions before entering a roundabout; however once inside it, they would hear the
instruction “Please, turn right at the next opportunity” in time to take the next exit.
During the whole study procedure, the experimenter was sitting behind the participant
guiding the participant through the map. All navigation commands were manually
triggered by the experimenter, trying to keep the timing of the commands before the
turn maneuvers as constant as possible and to provide the same number of commands
for all conditions for each participant. After each drive, participants were asked to
answer the segment questionnaire regarding the subjective ratings for valence, arousal,
stress and motion sickness as well as the difficulty to follow instructions and how
much they appreciated the voice via the Android tablet. After completing all drives,
participants filled out the final questionnaire. Finally, the sensors were removed and
participants received a $30 compensation check. Figure 6.9 shows an overview of the
study protocol.
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Congruent Incongruent

Calm M=11 (SD=2.7) M=10.4 (SD=2.1)

Aroused M=8.4 (SD=2.4) M=9.4 (SD=2.4)

Table 6.2: Mean (M) and standard deviation (SD) of the number of calm and aroused voice
commands provided during the congurent (top) and incongruent (bottom) condi-
tions [320].

data description

[320]A total of 19 people ranging from 22 to 58 years old (M = 28.6 years, SD = 8.2 years)
participated in the study. Among the participants, there were 10 females and 9 males and
their driving experience ranged from 1 to 38 years (M = 10.5 years, SD = 8.0 years).
The data of one participant was withdrawn, since the procedure needed to be inter-
rupted due to motion sickness. Thus, the data of 18 participants was considered for the
further analysis.

6.3.4 Results

This section presents the results of the data analysis performed on the subjective self-
ratings, and driving parameters.

For the subjective self-ratings, we analyzed the feedback for valence, arousal, stress,
the difficulty to follow instructions and the pleasantness of the voice after each drive.

For the driving parameters, we analyzed the total number of crashes and infractions as
a measure for driving performance. Furthermore, we considered the mean speed, the
mean actuation intensity of both the gas and the brake pedal, and the mean steering
acceleration as indicators of driver control. To show the relative differences in the
driving-related data between the three conditions over all participants, the values were
normalized to their respective maximum value for each participant.

On average, 19.4 commands were provided to the participants per drive (SD = 1.73,
Min = 14, Max = 23) which corresponded to around one command every 30 seconds.
In particular, the averages for the different conditions were 18.9 commands per drive
for the “neutral” condition (SD = 1.4, Min = 16, Max = 22, one command per 31.8
seconds), 19.4 commands per drive for the “congruent” condition (SD = 1.9, Min = 14,
Max = 23, one command every 30.9 seconds) and 19.8 commands per drive for the “in-
congruent” condition (SD = 1.5, Min = 17, Max = 23, one command per 30.3 seconds).
These results indicate a good balance of the commands making the different conditions
more comparable. In addition, Table 6.2 shows the average number of calm and aroused
commands including the respective standard deviations for the conditions with the
adaptive voice. These numbers indicate that our methodology successfully elicited a
comparable number of state changes across the different conditions. Figure 6.10 depicts
ten exemplary minutes of EDA from our study including the detected states (calm in
green and aroused in red) and triggered commands (vertical black lines).
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Figure 6.10: Electrodermal activity signal from a study participant showing detected calm
(green areas) and aroused (red areas) states as well as the timing of commands
(black lines). Modified from [320]. c© is held by the authors.

subjective self-ratings

[320] In terms of the subjective self-ratings, a significant difference is detected for arousal (see
left graph in Figure 6.11). In fact, a comparison using the Wilcoxon paired test shows
that the self-ratings for arousal are significantly lower in the “incongruent” condition
than in the “neutral” (p < 0.05) and the “congruent” (p = 0.02) condition. This indicates
that participants felt less energetic in the “incongruent” condition. When considering the
reported valence, participants provided significantly higher ratings for the “congruent”
condition compared to the neutral one (paired Wilcoxon, p = 0.03) and ratings on the
edge of significance when compared to the “incongruent” condition (paired Wilcoxon,
p = 0.06) (see middle graph in Figure 6.11). When considering the reported stress level
(see right graph in Figure 6.11), the participants rated the “incongruent” condition
as significantly more stressful than the “congruent” (paired Wilcoxon, p = 0.05) and
the “neutral” conditions (paired Wilcoxon, p = 0.03). Another significant difference
is observed when comparing the subjective ratings for voice pleasantness (see left
graph in Figure 6.12). In particular, the paired Wilcoxon test shows that the subjective
ratings for the voice pleasantness are more positive for the “neutral” voice than for
the “incongruent” (p = 0.01) and the “congruent” voice matching (p < 0.01). This
shows that the constant voice is preferred in comparison to both adaptive variants and
suggests that participants perceive the voice change as unnatural. There is no significant
difference for the difficulty of following the instructions.

driving performance

[320] In terms of the driving parameters, five out of 18 participants never crashed during the
whole experiment. The maximum number of crashes for one drive was three, which
occurred twice. The number of crashes is lower for the “incongruent” then for the
“congruent” and the “neutral” setting (see middle graph in Figure 6.12). However, a
Wilcoxon paired test between the three settings shows no significant differences. For
infractions, speed, steering and acceleration, no significant difference was detected.
However, there is a significant difference between the conditions for the brake pedal
actuation intensity, which is significantly higher for the “incongruent” compared to the
“neutral” (Paired Wilcoxon, p = 0.02) and the “congruent” conditions (Paired Wilcoxon,
p = 0.04). The brake actuation is depicted in the right graph of figure 6.12, illustrated
as a boxplot to better capture the continuity of the signal. These findings indicate that
the different voice tonalities can influence driving behavior.
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Figure 6.11: Mean value (bars) and standard deviation (lines) of the self-ratings for each condi-
tion regarding drivers’ perceived arousal, valence, and stress.

Figure 6.12: Visualizations of the mean perceived voice pleasantness (bars, left) and the mean
normalized number of crashes (bars, middle) both including standard deviation
(lines) as well as the brake actuation (boxplots, right). The graphs show the respec-
tive results for each condition and across all participants.
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qualitative feedback

[320] In terms of the qualitative feedback, the majority of the participants surprisingly
believed that they perceived three different tones of voice (13/18). The remaining five
participants guessed that there were 2 (3), 1 (1) and 4 (1) different tonalities. One possible
explanation is that the calm voice could have been perceived differently when listened
alone (in the neutral condition) or in combination with other states (in “congruent”
and “incongruent” conditions). In general, participants post-study ratings on a 7-point
Likert scale indicated that it was easy to notice that there were several tonalities and
to distinguish them (M = 5.17 SD = 1.5). Apart from that, two participants stated that
they initially perceived the aroused voice as “anxious” or “panic.” This could be due
to the fact that both of those states are also associated with increased arousal [253]. In
addition, it was also mentioned that the aroused voice is preferable in high-complexity
driving scenarios as it provides faster information due to the faster uttering. Finally,
there was one participant who reported that the aroused voice was annoying.

6.3.5 Discussion

We investigated the effect of an EmpathicGPS voice on driving behavior and the
subjective perception of the navigation voice. Therefore, we prototypically implemented
a GPS system adapting its voice in a closed-loop system according to the drivers
physiological arousal. Subsequently, we evaluated two different voice mappings, namely
congruent and incongruent matching to the user’s state, in a driving simulator study.

Our findings show that the voice matching can influence the subjectively reported
arousal, valence, and stress levels. In particular, we found that the “incongruent”
condition was associated with participants’ lower arousal and higher stress level, while
the “congruent” condition showed the most positive valence. These findings may
suggest that a calm navigation voice can help reduce an aroused driver, and that an
aroused navigation voice may not overall activate a calm driver, even though it may
be perceived as more stressful. To find out the exact voice design and matching to
maintain an optimal level of arousal, future research should explore more varied voices
as well as mappings between user and voice states.

We used the EDA as a measurement for physiological arousal and an indicator stress
to trigger the voice changes to close the loop from sensing to acting. Towards the end
of sensing, we believe, that it is necessary to consider more sophisticated approaches
for the sensing of emotions and stress in future work. For instance, the application of a
machine learning based classifier of stress and the consideration of alternative signals
such as heart rate and breathing rate could help to better understand the user state and
thus improve the effect of an EmpathicGPS system.

Furthermore, which was indicated in the qualitative feedback, it would be beneficial if
the navigation system considered the driving context in its speaking style. For instance,
in sections of the drive with high complexity, the speaking rate of the navigation system
could be increased to help provide fast information. In addition, not only the prosody
could be adjusted but also the length of commands could be changed.

This study has several limitations: First, the selected voice commands were very short
while the frequency of commands was limited. Also, the commands were not repeated
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as often happens for real navigation systems. Thus, the effects of the different voice
mappings might be stronger in a real system, which would be expected to have a higher
frequency of interactions. Second, the fact that the commands were manually triggered
by the experimenter could be an influencing factor. Although it was tried to keep the
number of commands for all participants and also the respective timing constant, slight
differences were inevitable. Finally, the acoustic setup in the simulator does not ideally
represent a real-world driving scenario. The fact that both the navigation voice as well
as the sounds of driving and the environment were provided by speakers could change
the perception of the voice in comparison to a real car.

6.3.6 Conclusion

In this section, we designed, developed and deployed an EmpathicGPS that modified
the vocal tone of the navigation system based on the physiological state of the driver
in real-time, with the goal of helping maintain an optimal level of arousal. Besides a
neutral mode with a constant baseline navigation voice, our prototype enabled two
modes with adaptive voice properties: The “congruent” mode, in which the voice of the
navigation system mirrors the physiological arousal of the driver, and the “incongruent”
mode, in which the inverted arousal of the driver is mirrored by the navigation system.
We evaluated our system in a within-subjects experiment and found that changing the
tonality of the voice impacted the subjective perception of participants including the
perceived arousal, valence, and stress levels. Furthermore, participants’ ratings revealed
that the adaptive voices were significantly less appreciated than consistent voices. The
results of this chapter indicated that adapting voice tonality of the GPS system can be a
valid approach to influence emotional components such as arousal.

6.4 just-in-time frustration mitigation

6.4.1 Motivation

This section presents and investigates application strategies based on our frustration
classifier that we described in section 5.3, which leverages facial information and heart
rate to monitor frustration. As a first step towards frustration mitigation, we implement
a prototype that incorporates our frustration detection algorithm to trigger two different
frustration mitigation techniques: (1) An ambient light that adapts its lighting behavior
depending on whether frustration is detected or not, and (2) an autonomous driving
assistant that is automatically offered when frustration is detected to allow relief from
driving for a certain time. Subsequently, both application strategies are examined for
their frustration mitigating effect as well as in terms of user experience.
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6.4.2 Frustration Mitigation Applications

As first step of this work, we designed two application strategies that aim to mitigate
driver frustration, which are described in the following.

pulsing ambient light

[317] Based on previous studies in the literature that indicate a soothing effect of cold color
themes [303], we designed an ambient light intervention using a blue-green color
mapping. In the control condition, the lighting remained consistent throughout the
drives, i.e. intensity and brightness were set to a moderate level and not altered. With
activated frustration detection, the ambient light introduced a pulse effect, in which the
brightness was periodically adapted in a slow frequency of 0.4 Hz. The magnitude of
this effect was implemented in dependence of the classifier’s confidence for a frustrated
driving sequence, with high confidence scores leading to a stronger pulsing effect than
low scores. This design was based on previous findings that indicate an additional
soothing effect for pulsing light [93].

autonomous takeover request

For the autonomous takeover request, an auto-pilot, was automatically offered to the
driver as soon as the classifier predicted the occurrence of frustration. This auto-pilot
was simulated by activating the recording of a previously recorded drive under the
same conditions. The takeover was offered to the participants via a text message on the
center screen. In order to ensure a balanced experience across conditions, no option to
refuse the takeover was provided. After acceptance, the autopilot was activated for a
fixed period of 30 seconds, with the acceptance being indicated to the participants with
an acoustic signal and a small symbol on the dashboard. If no further frustration had
been detected, an acoustic signal was played before the auto-pilot was deactivated again,
requesting the driver to take over the vehicle control within the next five seconds. In the
control condition, the activation of the auto-pilot was based on predetermined markers
in the city course, which were placed in course segments that were potentially less
frustrating due to less traffic accidents. In order to allow a fair comparison between the
two conditions, the autonomous assistant was allowed to be activated for a maximum
of three times, corresponding to a duration of about 1 minute and 30 seconds. In total,
each drive took the participants four to five minutes.

prototype implementation

Considering those two application scenarios, we developed a closed-loop prototype
that uses our automated frustration monitoring system to trigger each of the proposed
strategies. Figure 6.13 illustrates the schematic architecture of our prototype. The
prototype builds up on the simulator environment described in section 5.3.2. The
frustration detection is implemented as a client-server architecture. The client side
uses the driver’s facial video recordings provided by the smartphone camera attached
at the windshield. To minimize latency, the video stream is transferred via a USB
interface. Visual features are extracted based the Affdex SDK following the procedure
described in section 5.3.3 using the window length of 30 seconds with 15 seconds
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Figure 6.13: Systematic architecture of our closed-loop frustration mitigation prototype.

overlap. The extracted feature set is then sent to the server in the JSON format using a
REST-API. The actual classification task is done on the server based on the pre-trained
algorithm. Finally, the resulting prediction is then sent back to the client which controls
the applications depending on the obtained result.

6.4.3 User Study

The previously developed prototype for frustration mitigation was applied in a user
study in order to evaluate it in terms of user experience and its frustration mitigating
effect for both scenarios. The following subsections describe our user study.

setup

This study basically reused the setup from the simulator experiment for the collection
of the frustration dataset. As the only difference to the previous study, we implemented
the hard- and software for the two frustration mitigation applications, i.e. a light band
was installed and integrated to be triggered by the frustration detection algorithm and
the autonomous takeover was also connected to the frustration classifier. The auto-pilot
was simulated by starting the video of a pre-recorded drive at the exact same position
where the user was driving at the moment when the autonomous driving mode is
activated.
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Figure 6.14: Experiment protocol of our frustration mitigation user study in simulation environ-
ment.

method

[317] Participants had to perform the same driving and secondary task as in the previous
study in order to induce frustration and relief. To evaluate the effect of the frustration
detection, each of the two scenarios was implemented in two variants. The first one
used the frustration detection to trigger the respective intervention, the second one was
a control condition that functions as representation for random triggering. Additionally,
participants completed a baseline drive with emotion induction but without any applied
use case. Overall, a within-subjects design was used to compare the following five
conditions:

1. Baseline

2. Ambient Light (Frustration Detection)

3. Ambient Light (Control Condition)

4. Autonomous Driving Assistant (Frustration Detection)

5. Autonomous Driving Assistant (Control Condition)

Two different questionnaires were used to capture the participants’ perception of the
drives and to evaluate the use cases with regard to their user experience and frustration
mitigating effect. The NASA TLX [96] was used similarly to the preliminary study to
get a score for subjective workload and specifically for the occurrence of frustration
during the drives. User experience was covered with the UEQ [261], which provides a
separate score for pragmatic, hedonic and overall qualities.

procedure

[317] At the beginning of the study, participants were introduced to the driving simulator and
informed about the study’s general purpose. Detailed information about the detection
of frustration and especially terms like “emotion recognition” or “stress measurement”
were deliberately avoided, instead it was emphasized that the study’s main objective
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was to evaluate an “intelligent” autonomous driving assistant and an ambient light that
adapts to the driver’s behavior. For the autonomous driving assistant, participants were
told that the system is activated in situations where it can best provide relief. For the
ambient light, participants were informed that it adapts based on the driving behavior.

After a short familiarization drive on a dedicated track, each participant had five
drives with the simulator. Those five drives took place on the actual city course with
one applied condition per drive. The succession of conditions was varied using a
Latin square to counter-balance possible carry-over effects. In the drives one to four,
frustration was induced with the driving and secondary task. At the end of these drives,
participants were shown the made-up driving time that indicated to them that they had
missed the primary goal. Following this, they were handed a NASA TLX to report their
perception of the completed drive and a UEQ questionnaire to rate the applied use
case. To induce relief in drive five, ambient traffic was decreased again, and a driving
time was displayed that indicated participants had achieved the primary goal and
would receive the study reimbursement. After filling in the questionnaires for this drive,
participants were then fully informed about the purpose and design of the experiment
as well as the frustration recognition. Subsequently, the were given the option to keep
their pay and yet have their data withdrawn if they wanted. All participants agreed that
their data could be used. The procedure in total took about one hour per participant.
Figure 6.14 illustrates an overview of the overall study procedure.

data description

Nineteen voluntary participants aged from 17 to 29 years (M = 22.7 years, SD = 3.6 years)
successfully completed the driving simulator study. Regarding car usage, approximately
half of the participants stated that they use a car frequently or very frequently, while
a quarter of the participants reported that they either drive a car irregularly or rarely.
Finally, all participants except two had a valid driver’s license.

6.4.4 Results

subjective workload / frustration

[317]Measurements of subjective workload and frustration show similar results over all
conditions. With respect to subjective workload the autonomous driving assistant
with activated frustration detection was rated as the least demanding condition
(M = 46.9, SD = 14.9) when compared to the baseline (M = 49.0, SD = 17.1). On aver-
age, the intervention variants with frustration detection were both rated better than
their respective control condition. Effect sizes, however, show no statistically significant
difference (F(4, 72) = 0.664, p = 0.619). Figure 6.15 illustrates boxplots of the NASA
TLX scores for the different conditions.

[317]Looking at the progression of participants’ perception over the drives, it is notable
that the first two measured drives show an increase in the subjective demand with an
overall maximum in the second drive (M = 49.6, SD = 11.0 and M = 54.2, SD = 13.5).
This is in line with results of our preliminary study, however, the drives three to
five show an unexpected decreasing trend. The lowest score, again, is obtained in
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Figure 6.15: Boxplots of the NASA TLX scores for the two applications scenarios per condition.

the last drive (M = 44.2, SD = 4.0). A repeated measures ANOVA with Bonferroni-
adjusted post-hoc tests confirms this trend with a statistically significant difference
(F(4, 72) = 2.945, p = 0.026) between the first and last drive (p = 0.035). The self-
reports on frustration remain mostly on the same level for all drives except for the last
with no statistically significant differences (F(4, 72) = 1.265, p = 0.292).

user experience

Reports on the UEQ show very similar results regarding the user experience on
all three subscales, i.e. pragmatic qualities, hedonic qualities, and overall quality.
With respect to overall quality, both variants of the autonomous driving assistant
were rated positively (M = 1.1, SD = 0.2 and M = 1.4, SD = 0.2) and show a statis-
tically significant difference (F(3, 45) = 23.090, p < 0.001) to both variants of the am-
bient light, which were rated in the UEQ’s neutral spectrum (M = 0.0, SD = 0.1 and
M = 0.2, SD = 0.2). On average, variants with frustration detection were rated better
than their respective control conditions for both interventions, however, pairwise post-
hoc tests reveal no statistically significant differences (p = 0.801 for the autonomous
driving assistant and p = 1.0 for the ambient light). Figure 6.16 shows the hedonic and
pragmatic as well as the total scores for the different application scenarios for each
condition.

6.4.5 Discussion

In this section, we applied our automated frustration detection to control an emotion
sensitive ambient light and to trigger an autonomous driving assistant that automati-
cally takes over the control of the vehicle in frustrating situations.

[317] Results of our driving simulator study indicated a positive user experience for the
autonomous driving assistant with a descriptively stronger effect when the frustration
detection was activated. The autonomous driving assistant with frustration detection
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Figure 6.16: Boxplots of the UEQ ratings for hedonic qualities (top), pragmatic qualities (middle)
and the total score (bottom) for the two application scenarios per condition. The
maximum score is 3 and the minimum score is -3.
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also showed a descriptively positive effect on the subjective workload. Effect sizes,
however, provided no statistically significant evidence.

The ambient light was rated as rather neutral with and without frustration detection.
Some of the participants stated that they hardly noticed the light under the focus on the
driving and secondary task. Furthermore, the additional light emission of the simulator
screens might have reduced the perception of the ambient light. Thus, we conclude
that future investigations should address an optimized positioning and intensity of the
light as well as further light patterns.

With regard to the empirical validity of the study, it should be mentioned that
although a high-fidelity simulator was used, the authenticity of the representation of
real-world driving scenarios is still limited. For instance, the simulator did not provide
physical feedback for acceleration and braking. In addition, the length of time the
subjects were exposed to the interventions was limited due to the artificial setup. There
may be greater effects when applying the interventions in the real driving context with
a longer duration.

6.4.6 Conclusion

In this section, we designed two techniques for frustration mitigation: (1) An emotion
sensitive ambient light that adapts its lighting behavior when frustration is present and
(2) an autonomous driving assistant, which relieves the driver from the driving task
and thus from the frustration. We implemented a closed-loop prototype that leverages
automated frustration detection to trigger these interventions. We evaluated our proto-
type in a user study in terms of frustration mitigation and user experience against a
baseline with random triggering. The results of our study show a tendency towards
better user experience with frustration detection for the autonomous driving assistant,
however, differences were not statistically significant. The ratings for the ambient light
were similar for both the scenarios with random triggering and frustration detection.
Finally, we have outlined possible factors that limit the effect of the interventions and
discussed options that could improve future approaches.

6.5 emotion-aware music recommendation based on facial expressions

6.5.1 Motivation

Nowadays, 95% of drivers are listening to music in the car, which makes cars a
relevant application domain for music recommendation systems [229]. The three main
reasons why people listen to music are 1.) to express or influence emotions (47%),
2.) to relax (33%) and 3.) to have fun / be entertained (22%), which highlights the
important role of emotions in the consumption of music [128]. Most current music
recommendation systems are personalized towards the users general preferences and
basic contextual information such as time and location, while they do not consider the
user’s emotional state. Since it has been shown that emotions have a significant impact
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on driving behavior and performance [115, 116, 302] and that music can help mitigate
the effect of driving anger [76], music recommendation could be used to promote a
better emotional experience while driving. Depending on the application strategy, the
automotive domain could benefit from emotion-aware music recommendation in two
different ways: 1.) Enhanced quality of music selection by considering the contextual
factor of emotions and 2.) using emotion-aware music recommendations for regulation
of the drivers emotional state to improve road safety. Pursuing the adaptation of music
recommendations based on user’s emotions, this section presents our EmpathicMusic
framework, which connects real-time emotion recognition from facial expressions based
on the Affdex SDK [182] and personalized music from Spotify (https://developer.
spotify.com/). In addition, we provide insights into a field test applying our framework
in a real-world driving task.

6.5.2 Integrated Software Modules

In this chapter, we explain our decisions regarding the chosen signal types and soft-
ware modules as well as describe the two software packages we integrated into our
framework: The Affdex SDK and the Spotify SDK.

facial emotions from affdex sdk

For emotion recognition, several sensors are available in the car that could be consid-
ered for specific purposes. In our case, the first requirement was to leverage a signal
that can be effortlessly and continuously detected to be able to continuously derive
emotional information about the driver. Thus, we decided to not consider the speech
signal, which is rare in occurrence, especially in driver-only scenarios. As the goal was
to develop a non-intrusive system, we also decided not to use bio-signals such as heart
rate and electrodermal activity since these require an additional body-worn sensor.
Since the degrees of freedom for movement of the driver is very limited, a camera
providing a frontal view of the driver’s face can deliver an almost continuous signal.
Further, ratings of popular car safety assessments urge automakers to include frontal
cameras for driver monitoring, which will increase the number of integrated cameras
in future vehicles [197]. Thus, we decided to use facial expressions from a camera for
our emotion recognition.

The Affdex SDK is a publicly available software package for facial emotion recog-
nition, which is initially designed for market research, but is used in a broad range
of domains such as automated measurement of customer satisfaction [15] and in
robot-based tutoring to improve learning gain [87]. The Affdex SDK is trained with
more than 7.7 million faces from 87 countries (https://www.affectiva.com/product/
affdex-for-market-research/) and delivers recognition scores for seven discrete emo-
tional states, activity values for 20 facial AUs and scores for valence and engagement
on a frame-by-frame basis. An additional advantage of the Affdex SDK is the local
processing of the video data, which allows to immediately delete the video data after
processing and avoids an exchange of the frontal video stream with a cloud. For the
classification of discrete emotions, the Affdex SDK provides values ranging from 0 to
100 for each frame. For this initial approach, we focus on three discrete emotional states,

https://developer.spotify.com/
https://developer.spotify.com/
https://www.affectiva.com/product/affdex-for-market-research/
https://www.affectiva.com/product/affdex-for-market-research/
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namely joy, anger, and sadness. On the one hand, we defined the scope to consider
three states to limit the number of combinations in the music-mood mapping and
thus reduce complexity for a first proof of concept. On the other hand, studies have
shown that the occurrence of specific types of emotions is highly dependent on the
respective domain. In terms of driving, joy and anger/annoyance have been shown
to belong to the most frequently occurring emotional states [59], which is why we
decided to consider those two states. However, since both states are associated with
high emotional arousal [253], we additionally added the state of sadness to cover the
area of low arousal.

To not only consider very short-term emotions based on individual frames, an
additional processing of the frame-by-frame scores is necessary. Based on data from
six pilot participants who collected video recordings in a car with the intended camera
positioning, we decided to calculate the mean values for the three considered emotional
states over time windows of five minutes each to derive the final emotion classification
from the frame-by-frame scores. The emotion with the highest average score in each
time window is considered as the predominant emotional state.

music recommendation with spotify sdk

Since personal preferences are a crucial factor for music listening, a personalized mu-
sic selection for each user is required. Since streaming services such as Spotify (https:
//www.spotify.com/) or Apple Music (https://www.apple.com/apple-music/) already
consider personal music preferences based on previous listened songs, it is an efficient
approach to combine our EmpathicMusic framework with a personalized user account
of such a streaming service. Spotify is the world’s largest on-demand music streaming
company leveraging a large base of user data to provide highly personalized music
suggestions [113]. It offers an SDK for iOS and Android as well as the Spotify Web
API, which is an interface that allows to pull songs from specific artists, genres and
other categories. In addition, there are further characteristics that can be used to filter
the music output by Spotfiy. Amongst others, the parameters “Valence” and “Energy”
are available, which represent two emotional dimensions for each song [253]. For both
parameters, a value between 0 and 1 can be selected to filter provided music. These
features help to avoid time intensive labeling of songs, which would be necessary for
building a music recommendation system from scratch. In addition, after starting the
app and an authentification by the user, the Spotify App delivers relevant functions
for the music streaming such as play and pause, skip, play a specific song, and add
a song to the queue. Thus, we decided to integrate and combine Spotify with our
EmpathicMusic framework.

6.5.3 EmpathicMusic Framework

In this section, we describe the architecture of our EmpathicMusic framework com-
prising the Affdex SDK and Spotify. Further, we introduce our initial music-emotion
mapping, present the user interface, and explain additional functionalities implemented
for research purposes. For usage in an automotive context, additional requirements are
a reliable video stream of the driver’s face and a user interface designed to minimize

https://www.spotify.com/
https://www.spotify.com/
https://www.apple.com/apple-music/
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Figure 6.17: Systematic architecture of our closed-loop EmpathicMusic system.

driver distraction. Thus, we embedded our EmpathicMusic framework into an iOS app.
This iOS app is designed to run on a smartphone that is attached to the windshield
of the car with a holder, which allows to use the frontal camera to monitor the driver.
After connecting the smartphone to the car via Bluetooth, users can use the haptic
buttons of the car to control the app and play music through the in-car speakers, which
avoids the need for interaction with the touch screen.

architecture

Figure 6.17 shows the overall software architecture of our framework. The “Affdex
SDK” delivers frame by frame emotional scores for joy, sadness and anger. The “Emotion
Detection” module stores and processes the Affdex data and calculates mean values
using a sliding windows with a length of 5 minutes and a step size of 1 second. For each
second, the emotion with the highest value is sent to the “Empathic Music” module
as the currently present emotion. Within the “Empathic Music” module, a rule-based
music-emotion mapping (see next subsection) defines which selection of values for
the music parameters “Valence” and “Energy” are connected to each emotional state.
Further, the “Empathic Music” module communicates with the “Spotify Cloud” and
hands over the parameters for “Valence” and “Energy” as well as, if entered by the
user, an artist name. The “Spotify Cloud” delivers music recommendations back to the
“Empathic Music” module considering the users personal preferences and the received
parameters. Finally, the selected songs are provided to the “Spotify iOS App” and
presented to the user. This framework allows fast and easy customization of mappings
between emotions and music. Further, additional sources of context information can be
connected to the “Emotion Detection” module in future work.

music-emotion mapping

In this work, we defined an initial mapping between music and emotions as a way to
deliver a proof-of-concept for our framework and run a first user study. A thorough
investigation of different music-emotion mappings is planned for future work. For
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Figure 6.18: The main screen of our EmpathicMusic app (left) and the artist search (right).

now, we reviewed literature on previous work providing insights into the relation
of the considered emotions and music. To map discrete emotional states to the two
dimensions “Valence” and “Energy” that can be addressed via Spotify, we used the
Circumplex model presented by Russell [253].

Regarding anger, it has been shown that negative music with high energy can increase
anger inducement [326]. Thus, we do not consider respective songs when anger is
detected to prevent boosting the negative state by excluding songs with high energy
and negative valence. In terms of sadness, studies revealed that sad songs can have
positive effects when people are in a sad mood [178]. Based on these findings and to be
mindful in regard to the users negative thoughts, we play more reserved and less happy
music. Thus, we exclude songs with high valence and high energy in this condition in
order to avoid playing too cheerful music. Finally, when a joy state is detected, we aim
to deliver music that matches the users mood by excluding songs with low energy and
low valence. While we could not find literature providing an explicit recommendation
for appropriate music in a positive emotional state, our intention is to avoid eliciting
negative emotions in users that are positive.

user interface

The user interface of our EmpathicMusic app is optimized for usage in the car, which
is why content on the main screen (see Figure 6.18, left) is reduced to most necessary
elements. When starting the EmpathicMusic app, the default mode is the “favourite
mode,” which suggests music based on previous Spotify listening. The main screen
allows the user to switch to the “artist mode,” which requires the user to provide the
name of a specific artist (see Figure 6.18, right). In addition to songs from the selected
artist this mode will also play songs that are found to be similar. Further, the main screen
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Figure 6.19: Experiment protocol of our proof of concept for our EmpathicMusic framework.

contains buttons for play/pause as well as a button to skip songs. We intentionally
avoided to include a replay button to ensure that users are not listening to the same
song several times. For the same reason, we additionally implemented a filtering of
songs that were already played in the respective listening session. To optimize the
interface for usage in the automotive context, the play/pause and skip buttons can be
controlled by using haptic buttons once connected to the car via Bluetooth. To help
users to adjust the camera, the button “Camera” starts and stops live streaming of the
frontal camera on the screen.

6.5.4 User Study

To deliver a proof of concept and to ensure proper working of our framework as well
as to gain some first insights into emotion-adative music suggestions, we conducted a
field study.

setup

Each of the participants used his/her own car for our field test. Additionally, we
provided customary smartphone holders to attach the smartphone at the windshield
in a position that does not impair their view while capturing the driver’s face. Our
EmpathicMusic iOS-app was installed on the participants personal smartphone. Partici-
pants were required to have an Apple device with Spotify installed being logged in with
a premium account. Based on this setup, participants could connect their smartphone
to their car via Bluetooth to control the app via the in-car hard switches and to listen to
the music using the in-car speakers.

method

To be able to compare the empathic music selection with a version of the app that
omitts the emotion data, we implemented our app to comprise both an empathic as
well as a standard recommendation mode. Additionally, we implemented a “time
guard”, which counts the usage duration for both systems. Whenever a new listening
session, which is equal to one trip, is started, the less used system is automatically
selected and activated. This ensures balanced use of both systems over a longer time



130 closed-loop emotion-aware interaction

period in a study setup. Throughout one listening session, the same mode is used,
i.e. if the counted usage time of the activated mode rises above the usage time of the
passive mode during a session, the passive mode will not be activated until the next
session. The user does not receive any information which version is currently running.
To collect user feedback, we added a 4-item questionnaire asking the user to rate the
recommended music whenever a session is stopped. In addition, we collect information
about the current mood of the users with a 5-item questionnaire when starting or
stopping a session.

To support the investigation of different music-emotion mappings, we additionally
store a log which shows whenever a selected song is skipped by the user. Song
skippings are used as a metric for dislike of a presented song. Finally, the emotions
recognized by the system are stored in our log-file to allow the researchers to learn
during which emotional states songs are skipped. The logs are stored locally on the
users’ smartphones. After each session, a pop-up query asks the driver whether the data
from this session may be saved or whether the session should be discarded. Besides
those features which are relevant for each listening session, we implemented a button
to start a questionnaire asking for demographic information as well as presenting
questions from the Big-Five Inventory questionnaire [121], which should be answered
only once by each user.

procedure

Every participant was invited for a kick-off meeting for installing the app, handing
a smartphone holder, and giving an introduction. In the introduction, participants
were given an explanation of the functionality of the EmpathicMusic app. They were
instructed to use the EmpathicMusic app as often as possible for music listening
when driving. Further, they were informed that our app is based on video recording
from the frontal smartphone camera and requires the usage of their personal Spotify
account. Subsequently, they voluntarily signed the consent form. During the study
period, usage data (i.e. song skippings and the classification results from Affdex) was
collected whenever participants listened to music based on our app. Finally, they were
asked to complete the demographics and Big-Five questionnaire once during the study
period. After two weeks, the participants were invited for a final meeting to transfer the
collected and locally stored data. To ensure safe driving, all participants were instructed
to only use the hard-switches in the car to control the basic features of the app such
as song skipping and play/pause. Accordingly, participants were told to adjust the
camera and to select an artist, if desired, before starting the drive. Further, they were
told to answer the one-time questionnaires when not driving.

data description

Within a total period of four weeks, we distributed our app as well as smartphone
holders for the windshield to twelve participants for a period of two weeks each.
Out of those twelve participants, two data logs needed to be omitted since they only
used the app once. Further, two more participants used our app only for very short
drives equivalent to the duration of one song. Since there is no emotion information
recognized directly after starting the app, no empathic recommendations could be
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presented to those participants. Thus, the data of these two participants needed to be
rejected, too. From the remaining eight participants, no errors or failures of the app
were reported.

6.5.5 Results

The face detection was largely successful, which shows that recording the driver’s face
using the frontal smartphone camera is a valid approach. Looking into the emotion
recognition via facial expressions, we found short-term peaks of emotional states
separated by longer periods with very low intensity of emotions. Overall, the detected
emotional state changed once every seven minutes with our described approach. The
average values for the emotional states over the 5-minutes time window are rather
low and only exceed a score of 15 (out of 100) for 2.1% of the time, while being below
otherwise. Accordingly, future tests should address the empirical investigation and
definition of thresholds for the different emotional states based on the collected data.
Further, the logging of song skippings and the recognized emotions worked successfully.
The participants reported that the setup of our application at the beginning of each
drive is convenient. This indicates that our app provides an appropriate tooling for
long-term studies to investigate different music-emotion mappings.

Analyzing the data logs, participants had 7.9 % more song skippings per minute
in the empathic mode than for the basic music recommendation. This indicates that
participants tended to accept the empathic recommendations less than the basic ones.
However, statistical analysis based on the Wilcoxon signed rank test shows no significant
difference for the number of skippings per minute between the two modes (p = 0.64).
The subjective music ratings by the users were on average 3.4 % higher in the empathic
mode, which shows an opposite tendency as the previous finding. However, statistical
analysis based on a paired sample t-test reveals no significant difference for the music
ratings between the two modes (p = 0.78).

Overall, these findings indicate that our initial music-mood mapping does not yield
a clear benefit for users in comparison to non-emotional recommendations. Table 6.3
provides an overview of the relative differences between the two systems for both song
skippings and music ratings for each individual participant. For several participants,
those two metrics indicated different directions, i.e., while the song skippings are higher
for one system, the subjective ratings indicate preference of the other system and vice
versa.

6.5.6 Discussion

We combined two established software modules from Affectiva and Spotify to bring
context-awareness in the form of emotional information from facial expressions into
personalized music selection. The developed framework allows flexible investigation
of different music-emotion mappings in the automotive context. A preliminary user
study indicated that our prototype is appropriate for advanced studies to investigate
the relation of emotional states and music.
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Participant Skips [%] Ratings [%]

1 0.0 0.0

2 +0.9 4.4

3 0.0 0.0

4 +89.5 -33.3

5 -63.1 +40.0

6 +16.0 +30.0

7 -5.1 -5.9

8 +25.3 -8.0

Average +7.9 +3.4

Table 6.3: Table showing the relative differences in song skippings (skips) and subjective self-
ratings (ratings) between the empathic and the non-empathic system for each partici-
pant in percent. A positive percentage for the skips stands for more skippings in the
empathic mode, which indicates less appreciation of the songs. A positive percentage
for the ratings shows that the empathic mode is rated higher, which indicates better
user experience.

The exploratory findings of our initial field test indicate that the proposed music-
emotion mapping does not lead to high user appreciation of the recommended music. In
addition, the high individual differences in the results suggest that finding a universal
mapping without considering personal differences may be difficult. Potentially, a more
complex mapping that can learn with more collected user data could help to improve
suitability and personalization of the empathic suggestions.

Since this work describes an early-stage prototype, there are a few limitations as
well as possible extensions that need to be mentioned. First, this work currently
focuses on facial information for emotion recognition. Since it is not entirely clear to
what extent and with what reliability facial expressions allow to infer the underlying
emotional state, considering additional signals such as biosignals in future work could
potentially improve the recognition reliability. Further, recent work also highlights the
importance of domain-specific context knowledge [19]. In this regard, the automotive
environment delivers unique opportunities to leverage additional information such as
the vehicle dynamics, data from the navigation system and driver’s assistance systems.
Additionally, general contextual factors such as the weather, the time and the user’s
calendar could help to improve the recommendations while still being effortless for the
driver.

Overall, our results did not indicate a clear direction whether our approach and par-
ticular mapping can create a benefit for users. Further, we found additional challenges
such as the ambiguity of deriving emotions from facial expressions that lead us to the
conclusion that merging the two considered systems with our approach is not sufficient
for a reliable and improved system.
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6.5.7 Conclusion

In this section, we presented our EmpathicMusic framework, which combines two
established software modules from Affectiva and Spotify to bring context-awareness in
form of emotional information from facial expressions into personalized music selection.
Our framework allows flexible investigation of different music-emotion mappings in
an automotive context and is appropriate for long-term and large-scale real-life studies
aiming to improve music recommendation systems. A field test provided a proof
of concept of our framework. However, the results we obtained indicated that more
sophisticated approaches are needed to reliably bring emotion-awareness to music
recommendation and to achieve noticeable effects.

6.6 breath-triggered acoustic guides to support calm breathing

6.6.1 Motivation

[322]One of the relevant states that has been shown to be associated with driving perfor-
mance is stress [150, 157, 208]. The human stress response is usually associated with
several physiological indicators such as changes in core temperature, cardiovascular
tone, and respiratory patterns. The latter has been more frequently used to help inter-
vene in stress as it is the only indicator that can be easily controlled voluntary [47]. In
particular, voluntary deep and slow breathing has been shown to induce physiological,
affective, and cognitive calmness [90]. Deep breathing has also been shown to be effec-
tive in improving and maintaining different cognitive processes such as concentration,
attention, memory, and eye-hand coordination [278]. These benefits would be particu-
larly helpful in the context of driving. However, conscious manipulation of breathing
could have a toll on user’s attention and cause distraction, especially when the user
is engaged the primary task of driving [2]. Accordingly, it remains an open question
whether it is possible to effectively manage stress without sacrificing driver attention,
and how this may vary across people. In this section, we address the topic of stress
mitigation in the driving context using breathing guides.

To do so, we develop two different acoustic breathing guides to support calm breathing:
A more obvious guide that we call “conscious” and a more subtle guide that we call
“unconscious”. We implement both guides in a closed-loop system that measures user’s
breathing rate and triggers one of the guides whenever the breathing pace exceeds a
personalized threshold. Finally, we evaluate and compare the effects of our two different
acoustic breathing guides in a user study.

6.6.2 Audio Design

[322]As a basis for our system, we use white noise that is continuously played at a constant
volume. In case of activation, the conscious intervention is played with higher volume
on top of the basic noise, while the unconscious intervention modulates the volume
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of the noise without exceeding the constant level. In the following, both interventions
are described in detail. For a better understanding, Figure 6.20 illustrates one cycle of
each condition’s audio shape. While the participants are purposely introduced to the
conscious guide, no instructions are given for the unconscious guide.

conscious intervention

The goal of this intervention is to consciously guide the user’s breathing rate through
an easily perceptible auditory signal. In particular, the system uses two different
harmonic chords to guide through the inhalation and exhalation of the breathing
pattern. The volume of an F-major harmonic chord modulates with the shape of a
Gaussian function in the inhalation period, and a C-major harmonic chord follows
in the exhalation period. To further promote relaxation, the ratio of inhalation and
exhalation period is set to 0.5 in one cycle of the intervention [111]. This intervention
was motivated by the studies of Paredes et al. [218, 219] in which they effectively
influenced drivers’ breathing patterns with a “coach-like” voice guidance. In contrast to
this work, we tried to minimize distraction by leveraging harmonic sounds instead of a
voice guidance system. To introduce users to this conscious intervention, an explanatory
voice sample uttering the following text was used: “The present auditory intervention is
invented to regulate the breathing pattern of the study participants. The intervention consists
of two different harmonic chords, F-Chord for inhalation [audio example], and C-Chord for
exhalation [audio example]. Please listen to the intervention sound and follow three cycles with
your breathe [audio example] - Great job. The intervention sound is not always on. When it
is on, please try to regulate your breathing by following the sound. The provided breath rate
of the sound can be different from this example depending on the context of the study. In any
cases, your safety driving is the most important task rather than following the intervention.
Hope you enjoy the participation in the study.”

unconscious intervention

The goal of this intervention is to unconsciously support calmness and focus via
subtle volume changes of the background white noise. By the activation of the in-
tervention, the volume of the background noise is periodically modulated between
30% and 100% of its volume with a Sigmoid function. The maximum volume and the
modulation were designed to be barely noticeable during a typical driving task. This
intervention was motivated by the study of Ghandeharioun and Picard [86] in which
they successfully influenced breathing patterns with unconscious modulations in a less
cognitive demanding office setting.

6.6.3 Breathing Guides System

To investigate the effect of auditory feedback while driving, we designed and imple-
mented a closed-loop system that is capable to provide two different types of audio
interventions when a certain personalized threshold of breathing rate is exceeded.
Figure 6.21 shows the schematic architecture of our system.
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Figure 6.20: Audio shape and degree of modulation for one cycle of each condition [322].

Figure 6.21: Systematic architecture of our closed-loop system to provide personalized breathing
guides. Modified from [322]. Licensed under CC BY-NC-SA 4.0.
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[322] To monitor the physiology of drivers, we use the Zephyr Biomodule Device with the
Zepyhr Bioharness strap which captured breathing and heart rate (1 Hz), and the
Q-sensor biosensor manufactured by Affectiva which monitored EDA and ST (8 Hz). We
extended the electrodes of the Q-biosensor using copper cables to allow an attachment at
the participant’s middle and index fingers since the fingers have a higher concentration
of sweat glands. The biosensor itself was fixed at the participants’ left wrist with an
elastic wrist-worn band. The strap with the device was placed around the participants’
chest. Both sensors are connected to the Android app, which allows to receive live-
streamed data from several sensors and to transfer them to a MATLAB server through
Bluetooth Low Energy. The server is responsible for the activation and deactivation of
the interventions which were provided through the wireless Bose SoundLink Micro
Bluetooth speaker.

The breathing rate of the auditory interventions was personalized for each participant
based on their resting physiology. Therefore, the system requires a short calibration to
collect the user’s average mean breathing rate (MBR) at rest. Similar to [86], we set the
personalized goal breathing rate (GBR) to 120%× MBR with bottom and upper bounds
of 5 and 15 breaths per minute, respectively. While driving, the system continuously
compares of the current breathing rate (CBR) and the GBR, and uses the information
to activate the intervention whenever CBR is higher than GBR and deactivate the inter-
vention whenever CBR is below or equal to GBR. To ensure a smooth deactivation, the
system ensures that a full breathing cycle is played.

6.6.4 User Study

To evaluate the effect of our acoustic interventions, we conducted a user study in
a simulator environment. In the following, the technical setup of the simulator, the
methods used, as well as the study procedure is explained.

setup

Regarding the technical setup of our user study, the same simulator as described in
section 6.3.3 was used. Participants were equipped with the Zepyhr Bioharness sensor
the Affectiva Q-sensor. Analogous to, section 6.3.3 a Bose speaker was mounted in a
central position behind the driver’s headrest to be able to flexibly play audio signals
and all sensors and the speaker were connected to our MATLAB framework.

method

The simulator software provides several different maps representing different driving
environments, namely highway, urban, intercity, and mountain pass. For the purpose
of the study, we selected the urban map. The simulator also allows to change several
factors such as weather, time of the day, and amount of traffic. To simulate a typical
day of city driving, we selected sunny weather during daytime while adding medium
traffic.

Additionally, we used several questionnaires to capture the users’ personal profile,
especially regarding personal and health-related information that may have influenced
the potential effect of the interventions as well as the driving behavior during the study.
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Figure 6.22: Experiment protocol of our user study investigating breathing interventions in
simulation environment. Modified from [322]. Licensed under CC BY-NC-SA 4.0.

In particular, we used the BFI [121, 122] for information about personality traits and the
PHQ [148] for health-related information. In addition, we created a short questionnaire
with four items to be asked after each driving segment to collect feedback for the
subjectively perceived valence, arousal, stress, and focus. A final questionnaire was
used to ask whether participants perceived any kind of acoustic feedback once after
completing the three conditions. If they answered positively, they were asked to rate
the subjectively perceived distraction and relaxation caused by the intervention. All the
questions were answered on a 7-point Likert-scale. The full text of each question was as
follows.

• How pleasantly were you feeling during the last driving segment? (Valence)

• How energetic were you feeling during the last driving segment? (Arousal)

• How stressed were you feeling during the last driving segment? (Stress)

• How would you rate your focus on the driving task during the last driving
segment? (Focus)

• How much did the audio feedback distract you from the driving task? (Distrac-
tion)

• How relaxing was the audio feedback for you? (Relaxation)

procedure

[322]Figure 6.22 shows an overview of the experimental protocol. At the beginning of the
study, participants were welcomed at the lab and they were given a brief overview
of the study procedure. Subsequently, participants were requested to complete the
BFI [121, 122] and the PHQ [148].

The participants were then equipped with the sensors and brought to the simulator,
where participants were told to adjust the seat and to find a comfortable seating
position. To calibrate the system, i.e. measuring the MBR during relaxation, we asked
the participants to remain calm for two minutes while listening to constant background
blue noise. To allow some adaptation to the new setting, the breathing data of the first
minute was discarded. The personalized mean breathing rate during rest was extracted
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Figure 6.23: Histogram of the mean resting breathing rates for the 24 participants [322].

from the second minute at rest. Figure 6.23 shows the distribution of the collected mean
resting breathing rates as a histogram.

[322] After the short calibration, the functionality of the simulator was explained to the
participants who were told to follow the traffic rules as well as possible during the
whole experiment. Participants were then asked to perform a 5 minute training drive
on the selected map to help familiarize with the simulation. To promote more natural
driving, participants were allowed to choose their own route on the map. Finally,
participants were introduced to the conscious breathing guide and how to follow it.
After clarifying remaining questions, the main study started.

The main study was designed as a within-subjects experiment and consisted of
the following three 5-minute drives: (I) neutral (i.e., constant background noise), (II)
conscious intervention (i.e., breathing guide + constant background noise), and (III)
unconscious intervention (i.e., modulated background noise). To help minimize po-
tential ordering effects, these conditions were performed in randomized order for
each participant. After each drive, the short segment questionnaire was handed to
the participants on an Android tablet. After completing the three drives, participants
were asked to answer the final questionnaire. The whole experiment lasted around 40

minutes, and participants received $30 as compensation.

data description

A total of 26 people completed the experiment. Participants were between 22 and
33 years old (M = 26.7 years, SD = 2.8 years) except for one who was 67 years old.
Among the participants, there were 14 females and 12 males and their prior real-life
driving experience ranged from one to eleven years (M = 6.4 years, SD = 3.0 years),
except for one who had around 50 years of driving experience. Eight of the participants
had prior driving experience with the simulator. The data of two participants had to be
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excluded because their GBR was never exceeded and, consequently, no intervention
was triggered. Thus, data from 24 participants was considered for the final analysis.

6.6.5 Results

This section provides a quantitative and qualitative analysis of the collected data from
the biosensors, the driving behavior, the subjective questionnaires, and the potential
role of participants’ profiles. The significance level for the statistical tests was set at 5%.

feedback perception

For the conscious intervention, the majority of participants (21 of 24) confirmed that
they were able to perceive it. However, two of the participants stated that they were
not able to listen to the breathing guide while driving and one participant answered
“maybe” arguing that it was difficult to follow the intervention. For the unconscious
intervention, 18 of the participants stated that they did not perceive it, while only
four participants reported that they perceived the intervention. The remaining two
participants answered “maybe.” Although there was only constant background noise
in the neutral condition, three participants believed that they perceived audio feedback,
while another three participants answered “maybe.” Overall, these reports support
that the two interventions were, as originally intended, perceived and not perceived,
respectively.

effects of the intervention

In terms of driver physiology, we first analyzed the potential effect of the interventions
on the mean breathing rate. To be able to compare the relative differences between
the different conditions for all participants, a normalization using a division by the
personalized goal breathing rate was conducted for each participant. For instance, if a
participant had a GBR of 15 breaths per minute, the mean breathing rate for each condi-
tion was divided by 15. In the following, the mean of the normalized breathing rate is
denoted as MNBR. Figure 6.24 (left) depicts the MNBR for all participants across condi-
tions, showing that the values of the boxplot corresponding to the conscious are lower
than for the neutral and unconscious conditions. Statistical analysis showed a main
effect of the different interventions on the MNBR (Friedman, χ2 = 23.01, p < 0.0005).
A posthoc comparison based on pairwise Wilcoxon test with Bonferroni correction
revealed that the conscious condition significantly reduced MNBR in comparison with
the unconscious condition (p < 0.0005) and the neutral setting (p < 0.0005). However,
no difference of the MNBR in the unconscious condition was found compared to the
neutral setting (p > 0.1). Furthermore, separating the participants who stated that they
perceived acoustic feedback (denoted as PU) (N = 6) from the participants who were
not aware of the unconscious feedback at all (denoted as NPU) indicates that there is a
trend towards a decreased MNBR for participants who believed they were receiving
feedback (see Figure 6.24, right). In line with these results, the average time under GBR

increased to 63% during the conscious condition in comparison to the unconscious



140 closed-loop emotion-aware interaction

(12%) and the neutral condition (15%). Overall, these findings suggest that the conscious
intervention more successfully reduced the breathing rate.

For EDA, we extracted two features for each drive, namely the number of peaks and
the mean tonic level [31]. For examination of both features, no significant differences
were found across the conditions using a Friedman test (p = 0.89 for EDA peaks and
p = 0.44 for the mean tonic EDA). Based on previous work showing a correlation of
EDA features with the number of present stressors while driving [100], these findings
suggest that the driving task evoked similar levels of stress in each of the three drives,
which supports comparability of the three conditions.

Figure 6.24: Boxplots of the mean normalized breathing rate (MNBR) across conditions for
all participants (left) and an illustration including the information whether the
unconscious intervention was perceived or not (right).

Figure 6.25: Mean normalized number of crashes (MNC)(bars) including the standard deviation
(lines) across conditions for all participants (left) and an illustration including the
information whether the unconscious intervention was perceived or not (right).

[322] To analyze driving performance, we considered two types of data provided by the
simulation environment: number of crashes and infractions. To help amplify the relative
differences across conditions, we normalized both the crashes and the infractions
with the maximum values observed for each participant. As potential infractions we
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considered: exceeding the maximum allowed speed, moving too slow (<50% of the
allowed speed), and driving out of the lane. The maximum number of crashes observed
for a single participant was seven, while ten participants performed the three conditions
without any crashes. The highest numbers of crashes during a single drive was five. In
terms of infractions, the maximum values for a single drive were twelve for exceeding
the top speed, seven for moving too slow, and six for driving out of the lane.

The left graph in figure 6.25 shows the mean values of the normalized total number
of crashes (denoted as MNC) for all participants across conditions as well as their
respective standard errors. As it can be seen, there were more crashes on average
during the conscious than during the neutral and unconscious conditions. When testing
the difference of the mean of MNC between the three conditions, a significant difference
was found (Friedman, χ2 = 6, p = 0.05). In fact, the MNC was significantly higher in
the conscious than in the neutral (p = 0.05) and unconscious (p = 0.03) condition based
on Wilcoxon paired test with Bonferroni correction. This is evidence that following the
conscious intervention may diminish attention towards the driving task. Furthermore,
separating the participants who believed that they perceived acoustic feedback in the
unconscious condition (denoted as PU) (N = 6) revealed a tendency towards more
crashes in comparison to the participants who did not perceive the intervention at all
(denoted as NPU) (see Figure 6.25, right). This finding suggests that even perceiving
the unconscious intervention demands some attentional resources that may affect the
focus on the driving task.

When comparing the overall infractions for the different settings, the conscious
condition showed a tendency towards an increased number of normalized infractions
in comparison to the other two conditions but no significant differences were found
(Friedman, χ2 = 2.99, p = 0.22). A more detailed analysis of the specific types of
infractions showed a significant difference for top speed violations (Friedman, χ2 = 9.08,
p = 0.01). In fact, there were significantly more top speed violations in the conscious
setting than in the neutral (p = 0.05) and unconscious (p = 0.02) conditions based on
Wilcoxon paired test with Bonferroni correction. This indicates that there is less obeying
of the speed limit in the conscious condition, which could be partially related to the
increased cognitive load.

For the subjective self-ratings of perceived valence, arousal, focus, and stress level,
no significant differences were found based on a Friedman test (p = 0.41 for valence,
p = 0.68 for arousal, p = 0.64 for focus, p = 0.08 for stress). These findings are
consistent with the fact that no significant difference was detected when analyzing the
features extracted from the EDA.

role of the user profile

To examine the role of individual differences, we extended the analysis to consider
the profile of each participant in terms of personality (captured by the BFI), depression
(captured by the PHQ), driving and simulator experience. To categorize participants
corresponding to the different co-variables, we computed the respective scores based
on the participants’ responses and clustered them into different groups. For the BFI
dimensions, we assigned participants to three groups based on the Low-Average-High
method [297]. Table 6.4 summarizes the sizes, the mean values and the standard devia-
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Personality Trait High Medium Low

Extraversion N=8, 0.77 (0.05) N=7, 0.56 (0.03) N=9, 0.49 (0.05)

Agreeableness N=5, 0.90 (0.06) N=12, 0.79 (0.04) N=7, 0.65 (0.06)

Conscientousness N=9, 0.82 (0.03) N=7, 0.71 (0.04) N=8, 0.53 (0.06)

Neuroticism N=8, 0.7 (0.05) N=9, 0.49 (0.04) N=7, 0.29 (0.07)

Openness N=7, 0.87 (0.04) N=11, 0.79 (0.03) N=6, 0.63 (0.08)

Table 6.4: Size (N), mean, and standard deviation (in brackets) for each considered group and
personality trait [322].

tions for the groups of each dimension of the BFI. In terms of the PHQ questionnaire,
participants were classified into five groups ranging from no depression to severe
depression using the depression severity according to Kroenke & Spitzer [148]. In
particular, ten participants were assigned to “none,” four to “mild,” seven to “moder-
ate,” and three to “moderately severe” depression level. No participant fell into the
group of “severe.” Due to the small number inside each group, we only considered two
main groups: non-depressed (score ranging from 1 to 4, 10 participants) and depressed
(having a score of 10 or higher, 10 participants). In terms of the driving experience,
participants were divided into two groups, once into less experienced (1-5 years of
driving experience, 9 participants) and more experienced (more than 5 years, 15 partici-
pants) drivers. Finally, the study involved 7 drivers who previously had driven in a car
simulator while 17 had not tried a simulator before.

Since the users’ profile variables were not experimentally controlled, these data
were not balanced per group. In this section, we report statistical differences in the
physiology, driving performance, subjective ratings between the conscious and the
unconscious intervention for each subgroup. All pairwise comparisons within the
subgroups conducted in this section are based on the Wilcoxon paired test.

[322] Regarding driver physiology, no significant differences were found for the effect of
the interventions on the EDA features when considering depression level, previous
simulator experience and personality (all p > 0.05). For the driving experience, we
found a significantly higher average tonic EDA level for participants with less driving
experience during the conscious than in the unconscious condition (p = 0.05). This
indicates a higher stress level for inexperienced drivers while following the conscious
intervention.

Several significant differences were found between the conscious and the unconscious
conditions, when examining the driving performance considering the users’ profiles.
While the difference is not significant for the experienced drivers, the number of infrac-
tions is significantly higher in the conscious compared to the unconscious conditions
for less experienced drivers (p = 0.04). This suggests that the factors related to driving
experience are important for the design of in-car interventions that may require some
conscious attention.

In terms of personality, we found that the infractions are significantly higher in
the conscious than in the unconscious condition among the participants with high
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neuroticism (p = 0.05). A more detailed analysis of these infractions revealed that
the major source of infractions was associated with the number of speed violations
(p = 0.008). Further examination of the user profiles indicated a connection between the
ratings for neuroticism and the depression level. The Spearman Correlation Coefficient
confirmed a significant correlation between those two traits across participants (ρ =

0.8, p < 0.001), which is aligned with prior research [129, 196]. These findings suggest
an association between those characteristics and interventions demanding cognitive
load, which should be carefully studied for real-life in-car applications.

Similar to the driving behavior, prior driving experience showed an association with
the subjective self-ratings. In particular, participants having less driving experience per-
ceived the conscious condition as less pleasant and more stressful than the unconscious
(p = 0.05 and p = 0.02 respectively) condition.

Regarding the personality traits, the groups of low extraversion and medium open-
ness showed significantly higher reported focus in the unconscious than in the conscious
condition (p = 0.05 for both). While no significant differences between the conscious
and the unconscious conditions were found for perceived energy among the subgroups,
the ratings for pleasure and stress were the most associated with the personality traits.
In fact, the perceived pleasure and stress were significantly different (lower for the plea-
sure and higher for the stress) between the conscious and the unconscious conditions
among the subgroups with medium agreeableness (p = 0.05 and p = 0.03 respectively),
medium conscientousness (p = 0.05 and p = 0.02 respectively), and high openness
(p = 0.05 for stress). In addition, it is established that there is a relationship between
the personality traits and the driving style and performance [22, 268]. These findings
suggest that the personality traits are associated with the perception of the interventions
and may be important to consider for the design of effective in-car breathing guides.

qualitative user feedback

This section reviews qualitative responses of the participants after completion of the
study which includes acceptability, preferences, and suggestions.

Several participants mentioned that the conscious intervention was a good fit for
driving sections with low complexity, however, following the breathing guide in roads
with high cognitive demands was challenging (7 participants). For instance, one partici-
pant stated “the conscious is easier for straight driving and difficult for complex situations.”
In line with this finding, two other participants stated that “the conscious intervention
is distracting like having a phone call” and “[the breathing is] just another thing to do.” One
participant further clarified “the conscious [intervention] is especially adding stress during
and after crashes.” On the other hand, there were several opinions supporting the un-
conscious intervention may be more appropriate for real-world driving (4 participants).

Another relevant topic was the preference of listening to music instead of the breath-
ing guide (4 participants). For instance, one participant said “breathing is good and helpful
but [he] would prefer to listen to music.” To solve this issue and to be able to speak with
other passengers, one participant suggested to “put [the intervention] only on one ear
somehow.” In addition, one participant suggested that an “unconscious modulation of the
music would be perfect.”



144 closed-loop emotion-aware interaction

Finally, there were several comments regarding the constant background noise. Some
of the participants perceived the constant background noise as calming (3 partici-
pants). For instance, one participant stated that “he did not perceive the unconscious,
but the constant noise was already calming.” Additionally, another participant described
the unconscious intervention as “positive distraction.” However, there were also partic-
ipants who commented that they ignored the background noise after some time (4
participants).

6.6.6 Discussion

We studied two different approaches for personalized just-in-time audio interventions to
support calm breathing inside the car: one that acted as a conscious guide, and one that
attempted to unconsciously influence breathing. Both approaches were implemented
and evaluated in a driving simulator with 24 participants. Our findings show that
the conscious audio guide reduces the participants’ breathing rate; however, it also
significantly increased the number of crashes. In terms of the unconscious audio
stimulation, we only found a tendency towards a decrease in breathing rate when
people reported to have perceived the intervention.

The post-study interviews revealed that the conscious guide was especially helpful in
sections with low complexity but it was difficult to follow the breathing guide during
more cognitive-demanding situations. These findings are further supported by the
analysis of the user’s profiles. In particular, previous experience played a crucial role
in driving performance during the conscious intervention. These indicate that both
focusing on the driving task and following the breathing guide at once may be too
challenging for inexperienced drivers, which results in decreased driving performance
and less effectiveness of the intervention. In terms of the unconscious intervention, the
findings of Ghandeharioun & Picard [86] are not aligned with our findings. In contrast
to their study, where the noise modulation helped to support calmness and focus in an
office setting, we could not find significant effects of the unconscious modulation on
the breathing rate and subjective focus in our driving task. We believe this discrepancy
may be partly associated with the higher complexity level of our task (i.e., city driving).

When considering user profiles, we found that personality is associated with the
effect and the perception of the interventions. For instance, people with high neuroti-
cism had significantly more infractions in the conscious condition and people with low
extraversion felt significantly more focused in the unconscious condition. Correspond-
ingly, future audio interventions may need to be tailored specifically to the user profile
to maximize their positive and minimize their negative impact. For instance, users with
different profiles may benefit from interventions with higher or lower volumes that
help control the amount of attention that may be needed.

It is also important to note that this study suffered from some limitations. For
instance, there are some major differences when comparing simulated and real-life
driving, especially when considering potential threats and stress. Further, people
usually have a high level of familiarity with their own vehicles which is difficult to
replicate in a controlled laboratory study. We observed many more crashes than on the
real road, which may reflect that people needed time to adapt to the new environment.
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Finally, the duration of our drives was restricted to five minutes which may be too
short to capture longer-term effects of breathing interventions. We believe that future
studies should investigate the associations found in this work with a larger number of
participants, to verify whether the user profile is the basic factor influencing the effect
of the breathing interventions, and whether the user profile is the underlying reason
for decreased driving performance during breathing interventions. Also, future work
may consider a real-world driving experiment for improved ecological validity.

The activation of the interventions in this study was based on the breathing rate,
while several studies have shown progress in the measurement of higher level metrics
such as stress [68, 100, 195]. We believe that a more sophisticated approach to measure
stress can help enhance the timing of the activation and deactivation of the interventions,
and thus increase both the effect of the intervention as well as provide benefit to the
experience of the users.

Finally, driver distraction can be categorized into four different types, namely visual,
auditory, bio-mechanical, and cognitive [228], while previous research has shown that
different types of distraction can have different effects of driving performance [71].
Accordingly, future approaches could explore multimodal signals (e.g. combining
audio and haptic) which could allow to balance different distraction types to minimize
performance impairment as well as to consider individual preferences and contextual
needs of drivers (e.g., the driver is speaking on the phone or wants to listen to music).

6.6.7 Conclusion

This section studied two approaches for just-in-time in-car audio intervention to support
calm breathing personalized to each driver’s physiology: a more obvious“conscious”
guide and another less obvious “unconscious” guide. While the conscious one signif-
icantly reduced the breathing rate, it also increased the number of driving mistakes.
The unconscious guide did not yield the expected effect, but was seen as more appro-
priate for the driving task. Overall, participants’ qualitative feedback indicated that the
conscious guide is more suitable for driving segments with lower complexity such as
highway driving. In addition, we found that aspects of a users’ profile such as prior
experience and personality may play critical roles when evaluating the effectiveness of
such interventions. Accordingly, these factors should be considered when designing
real-world applications.
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6.7 summary

In this chapter, we presented five different closed-loop application strategies to mitigate
emotional states that are adverse in the context of driving and/or to promote emo-
tions that are conducive to driving. We designed and investigated the emotion-based
adaptation of already existing and frequently occurring in-car interactions, namely
the speech interface, the route guidance of the navigation system and the music rec-
ommendation. Our findings showed that the proposed adaptations, which are based
on different real-time sensing approaches, can have a significant effect on the users’
subjective perception. This shows that existing in-car systems can be improved by
considering emotional information. Further, we proposed new interaction techniques
that are available in today’s cars and consider different interaction modalities, such as
acoustic guiding for calm breathing, visual stimulation to mitigate frustration and an
autonomous takeover offer to relieve the user from the driving task when frustration is
present. While our results support that the approach of acoustic guiding yields success,
the visual stimulation is less effective for demanding driving settings. Overall, we found
that even subtle adaptations and interventions, such as slight wording changes in a
speech interface or voice tonality, can influence a user’s emotional state and perception.
This verifies the feasibility of promoting certain emotional states in the driving context
although factors such as additional distraction caused by the interactions need to be
considered and minimized.



7 C O N C L U S I O N A N D O U T L O O K

In this thesis, we presented work in the area of emotion recognition and closed-loop
emotion-aware interactions. While today’s computing systems incorporate a lot of
intelligence in their functionality, they still lack the ability to understand the current
emotional situation and state of the user and thus the ability to respond and behave in
an appropriate way. The goal of this thesis was to advance the automated recognition
of human emotions and to close the loop from user sensing to just-in-time emotion-
sensitive human-computer interaction.

Due to the proven impact of emotions on driving, this work considered applications
of emotion-sensitive user interfaces in the automotive context. The goal was to improve
road-safety by developing emotion-aware user interfaces that can help to promote an
emotional state that is beneficial for the driving performance. We divided this work
into two steps: 1.) Enabling multimodal automated recognition of human emotions
tailored for specific applications and 2.) developing closed-loop application strategies
that leverage real-time sensing to provide just-in-time affective interactions.

In terms of automated emotion recognition we first transferred emotion recognition
in speech based on text analysis to the automotive domain. Additionally, we presented
multimodal emotion detection approaches for two application scenarios: First, for
emotion recognition in short-term speech events based on neural networks considering
acoustics, text and facial information, and second, for continuous monitoring of driver
frustration based on a temporal support vector machine considering facial and heart
rate features. While the good performance of multimodal frustration detection enables
triggering of mitigation strategies, fusing multiple signals for emotion recognition in
speech events can cause confusion.

To close the loop from sensing to actuation and adaptation, we designed and im-
plemented five different application strategies. We found that both emotion-based
adaptation for existing human-machine interactions as well as new techniques to in-
tervene when certain emotions are present can influence the emotional state of the
user and/or have an positive impact on how the user perceives the interaction and the
system. Overall, our results indicate the high potential and the wide range of real-time
emotion-sensitive user interfaces. We believe that the application strategies that we
proposed and investigated in chapter 6 yield a significant contribution to close the loop
from user sensing to just-in-time emotion-aware interaction.

Focusing on the automotive context, we consider our work as a promising first step
towards a holistic emotion-sensitive in-car experience that can help to improve road
safety by providing real-time adaptations and interventions on several ends. While
we outlined the major findings and conclusions of this thesis above, a more detailed
description of the contributions of our work is presented in the following.
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7.1 contributions

During our work on automated emotion recognition and just-in-time affective inter-
actions that has been presented in this thesis, we have made several contributions
that advance the state of the art of real-time emotion-sensitive user interfaces. In the
following, we summarize our contributions grouped into theoretical, practical, and
experimental contributions.

7.1.1 Theoretical

On a theoretical level, we designed different emotion-adaptive interactions building
upon the state of the art in-car navigation systems [320], speech interfaces [321], and
music recommender systems (section 6.5). We considered adaptation of emotion-related
voice properties to obtain different voice emotions [320, 321], lexical adaptations to
improve empathy and understanding [321], and context-aware music suggestions
depending on user’s emotion (section 6.5). Further, we designed new interaction tech-
niques to intervene and mitigate adverse emotions. We considered calming ambient
light patterns to mitigate frustration [317], an autonomous take-over to give the driver
relief from frustration [317], and acoustic breathing guides to support calmness [322].
We embedded the proposed interactions and adaptations into novel closed-loop appli-
cation strategies to combine real-time user sensing with just-in-time adaptations and
interventions. To enable studies on the topic of emotions while driving and collection of
emotional datasets, we designed two methods to induce emotions in a driving simulator
setup, frustration on the one hand [318] and various emotions to collect emotional
speech data on the other hand [45]. Finally, we proposed a new transfer learning
approach to advance emotion recognition from text in the automotive domain [45].

7.1.2 Practical

In terms of practical contributions, we conducted various machine learning experi-
ments to advance emotion recognition in short-term speech events [45] and continuous
monitoring of driver frustration [317] that advance the state-of-the-art. Based on the
findings from our experiments, we developed real-time machine learning algorithms
for emotion detection that can be applied in closed-loop systems. Additionally, we
prototypically implemented closed-loop systems for the designed application strategies
in various forms, such as smartphone apps (section 6.5), stand-alone desktop applica-
tions [321] and Matlab applications [320, 322] that leverage real-time user sensing to
trigger adaptations and interventions.

7.1.3 Experimental

We designed and conducted both simulator [45] and real-world [59, 318] driving
experiments to collect emotional datasets as a basis for machine learning experiments.
We conducted user studies in both simulator [317, 320–322] and real-world world
environments (section 6.5) to investigate the effects of our closed-loop application
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strategies on users. Finally, we conducted qualitative and quantitative analysis of the
different kinds of data we obtained, such as self-reports via questionnaires [317, 320–
322], bio-sensor data [320, 322], telemetry and driving data [320, 322], and free user
responses [59, 318], to evaluate the impact of our applications and to better understand
user’s perspective on and perception of our systems.

7.2 limitations and future work

While we have made several major steps towards real-time emotion-sensitive user
interfaces, there are still questions that remain open and limitations of the presented
work that should be mentioned.

Ecological Validity. The majority of our studies were conducted in a driving simulator
environment. While this is an appropriate approach to explore the topic of emotions
and to investigate the potential of emotion-aware applications without having the safety
risks as they are present on the real road, the investigations need to be transferred
to a real-world setting to verify the ecological validity and to exclude any safety
implications. In terms of the automated emotion recognition, the question remains
whether the developed algorithms can easily be transferred to a real car or may need
adjustment to some factors that are not appropriately represented by the high-fidelity
driving simulators that we used. Regarding the just-in-time affective interactions, the
intensity of emotions might be different in the unusual simulator setting than in one’s
own vehicle that might be used on a daily basis since several years.

Long-term Effects. Based on our studies, we found significant indicators that our
application strategies can help to achieve desired effects in a short-term perspective,
which is represented in our user studies. Beyond those short-term effects, there might
be other long-term effects that were not revealed in our studies. Accordingly, it would
be worth investigating if affective interventions are limited to the short-term mitigation
and promotion of emotional states such as stress, for instance, or whether they can lead
to a long-term improvement of users emotional experience and overall well-being. Thus,
conducting longer lasting investigations and studies, ideally in a setup of real-world
usage, could help to root out those long-term potentials.

Context. While this work did not consider context within the closed-loop application
strategies, the factor of contextual circumstances could play a role on different ends
and potentially improve emotion-aware system in different ways. First, since the type
and intensity of an arising emotion is dependent on the respective situation in which a
person is in, contextual knowledge could help to improve the performance of emotion
recognition algorithms. For instance, the current amount of traffic, behavior of other
road users and the weather conditions could potentially contribute to the emotion
assessment itself. Second, contextual needs of drivers could be considered within the
application strategies. For instance, acoustic interventions could consider whether the
driver is speaking on the phone or with a passenger.
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Advanced Recognition in Closed-Loop Systems. In this work, we highlighted the impor-
tance of closing the loop from real-world sensing to real-time interaction. We explored
different signals and both simple metrics and more sophisticated emotion monitoring
algorithms to trigger just-in-time affective interactions and adaptations. While we have
shown promising approaches to use different signals for affective applications, there are
various further combinations of signals and interaction concepts. Future work should
systematically examine these combinations with the goal to find the most appropriate
information sources and metrics or algorithms for certain interactions and adaptations,
may it be unimodal or multimodal.

Based on the points mentioned, future research should focus on pushing the topic of
closed-loop emotion-aware systems to a real-world setting to ensure ecological validity.
Additionally, the most appropriate metrics and advanced algorithms must be gradually
brought into the closed-loop systems to improve the timing of triggers. Finally, the role
and potential of incorporating contextual information needs to be explored to enhance
recognition, user experience, and resulting effects.

7.3 concluding remarks

Last but not least, it should be noted that emotion-aware systems in general, and
automated emotion recognition in particular, is a complex topic that clearly grazes the
personal comfort zone of users. Accordingly, there are many points to consider and, if
emotion-aware systems are not applied adequately and reasonably, they could impede
user acceptance and experience instead of yielding improvement.

Of course, an extensive monitoring of a user’s emotional state using signals such
as facial expressions, speech in tone and text, and bio-parameters, raises questions
regarding user privacy and data security that need to be considered early on when
developing emotion-aware systems. Users have to be sure that the captured information
is secure and not misused and should be able to gain full sovereignty regarding
their data if desired. We believe that these are crucial factors for the acceptance of
emotion-aware systems.

For affective interactions, it needs to be taken into account that responding to
one’s emotions is a very sensitive task that requires high respect and mindfulness
regarding the users state and situation. Further, personality and preferences play a
crucial role in what a specific user wants in a particular situation. Since even the
psychological background has not reached a clear consent on several subjects in the
field of emotions, we believe that affective interactions and adaptations should, if
in doubt, rather be designed cautiously and give users the opportunity to adapt
them towards personal needs and preferences. Finally, we believe that adapting all
interactions and functionalities based on emotional information is not an appropriate
approach. Especially in the context of driving, emotion-aware systems should not
replace well-working interactions and important functionalities that require to make
safety critical decisions and/or have high requirements regarding efficiency. Classic
interaction concepts such as hard switches can be more appropriate and necessary at
these points.
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The presented approaches for emotion-aware applications are clearly a valuable con-
tribution in the research field of Affective Computing. Highlighting the high potential
of emotion-aware systems in the domain of driving, further research should be invested
to bring such systems to market. We are looking forward to a future when cars with
intelligent sensing can personalize the in-car environment and provide appropriate
just-in-time affective interactions to enhance the safety of our daily commute while
making it less emotionally stressful.
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