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A B S T R A C T

Volumetric effects are some of the most challenging effects to render in
the field of computer generated images. Depending on the data to gen-
erate images from, the challenge lies either in the time budget, or the
memory resources available during rendering. Long rendering times
often occur when a physically based approach is taken in presence
of participating media. Since the goal of physically based rendering
is to generate images that are as close to a photo as possible, the
rendering process needs to take into account finest details. Rendering
large volume data sets, on the other hand, is more severely affected by
memory shortage, as these data sets are often present in case of data
visualization of three or four dimensional medical or, more general,
scientific data. Fortunately, in many cases not all details are important
for the viewer and can therefore be omitted, while other details might
need to be emphasized to attain an effective visualization.

This dissertation aims to address both of these challenges encoun-
tered when generating images capturing volumetric effects. It presents
several novel approaches to physically based rendering that improve
image quality in comparison to other state of the art techniques in
that field, while keeping the impact on rendering times low. These
approaches include a deep learning technique based on point cloud
data, as well as several classic rasterization methods that have a spe-
cial focus on the translucency effect. The dissertation also includes an
evaluation that compares the visual impact of different methods of
memory reduction techniques for volume data.
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Part I

T H E S I S





1
I N T R O D U C T I O N

Computer graphics and visualization are two distinct fields that both
aim to generate images from existing data. Many techniques that are
used in computer graphics can be applied to visualization to some
degree and vice versa. In many cases the fields even have similar
restrictions in terms of time they are allowed to take to generate an
image, and in terms of hardware resources. When used in interactive
context visualization might be slightly less restricted in terms of ren-
dering time compared to real-time computer graphics applications,
most notably video games. On the other hand, hardware surveys, as
the ongoing one done by the PC gaming platform ‘Steam’ [Val20],
suggest that high-end graphics hardware is common for computer
graphics enthusiasts, in this case people playing state of the art video
games. Previous experiences with domain experts, that use visualiza-
tion applications, suggest that a wide availability of current graphics
hardware is not guaranteed in that field. This mostly balances the
requirements for algorithms in both fields.

While there are many similarities in computer graphics and visu-
alization, the goal of the fields are somewhat different. Computer
graphics always aims to provide the most realistic image possible, as
explained by Dutré et al [Dut+06]. Up to some degree, rendering the
most realistic image involves a simulation of measuring devices, e. g.
camera or eye, and the light transport that leads to the measurement.
This is obvious for photo-realistic images, but also in case of artistic
rendering the most convincing image would try to simulate brush or
pencil strokes, if that were the effect to target. In the later cases though,
the underlying data is often adjusted to fit to the artistic purpose. Es-
pecially, if the goal is to render photo-realistic images, what the image
should look like is predetermined by the data used to generate the
image. In this thesis the focus will be on physically based rendering
in the computer graphics context, which means a ground truth exists
and can be compared to.

The goal of visualization on the other hand, is to produce a view on
the given data that allows the viewer an easy way to extract the infor-
mation they need as described by Telea [Tel15, Ch. 1]. This process can
involve filtering some parts of the original data set while emphasizing
other parts. A single data set will also often allow for multiple filters
providing the possibility to see different aspects of the original data
more clearly. The focus of this thesis in regards to visualization is
scientific visualization, more specifically 3D volume visualization.
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4 introduction

Interactive graphics allow for interaction with the generated images.
Interaction in this case means that the user can change parameters
that influence the rendering and get a direct result without waiting for
the image to render. This can be an important part of the application
since it allows the user to directly survey a scene without needing to
know all necessary parameters before. The most common parameter
to change is the view. It consists of position and direction of the virtual
camera. This allows for seeing the data from a different perspective
and possibly spot previously occluded information. To change the
view, the user often moves the camera smoothly from one position to
another. Images need to be rendered at a certain speed so that the user
will not lose orientation and also have feedback of the current position.
One of the most common applications for Computer Graphics is video
games. In this case, allowing the user to interact fast on changes in
the game is often necessary for success. For this reason it is often
essential that images can be generated at least 60 times per second
as explained by Watson and Luebke [WL05]. In Visualization this is
more of a usability aspect, and while rendering at a lower number
of about 30 images per second might not provide a perfectly smooth
experience, it is still fast enough for most use cases.

Due to the focuses we set, images are generated based on a 3D
data set in all cases. Volumetric effects in the scope of this thesis are
non local effects. Non-locality means that information from more than
one point from the 3D data set needs to be taken into account when
calculating the color value of a pixel. In other words, to generate the
effect, other points in the data set interact with the one that is currently
displayed. For non-local effects to be volumetric effects, we enforce the
interaction to be not only on surfaces of objects but in the volume as
well. From a mathematics point of view, an integral has to be solved
for each single point a volumetric effect needs to be calculated for.
For example in case of volume rendering an integral along the view
ray needs to be solved were as for subsurface scattering the integral
domain is the surface of the object to be rendered with the effect.
This is also the case for other non-local effects, especially indirect
illumination. For volumetric effects though, indirect illumination is
not yet included when solving the integral. It can be added to the
effect, of course, but this would in all cases mean to nest further
integrals into the one that is needed to calculate the volumetric effect.

Rendering volumetric effects at interactive speeds is especially chal-
lenging, because of the computational effort it takes. Constraining
the technique for special use cases, accepting lower image quality or
higher rendering times are common ways to deal with this challenge.
On the other hand, this makes for an interesting field of research with
room for improvements.
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1.1 structure of this work

In this work, we aim to improve volumetric effects. Our approaches to
this are improvement of visual quality, rendering time, or applicability,
or to provide guidelines for achieving these intentions. Therefore we
present several approaches to that goal in visualization and computer
graphics, taking their individual objectives into respect. The computer
graphics contributions of this work focus on improving the visual
quality of interactive rendering of subsurface scattering in Ch. 2. We
describe a deep learning approach to multiple rendering effects, such
as ambient occlusion, global illumination, and subsurface scattering,
that applies a deep neural network on point cloud data to learn light
transport in these cases (Sec. 2.1). Then we present a technique to
improve translucency in interactive subsurface scattering techniques,
that rely on image filtering techniques (Sec. 2.2). Further more, we
describe an approach that allows interactive rendering of materials
with high scattering distances where image quality gets close to a path
traced ground truth (Sec. 2.3). In Ch. 3 we show possible adjustments
in visualization to improve perception of features in a data set. We
compare ways to improve rendering speed of volume visualization
while being able to maintain the goal of preserving the information
important for the viewer (Sec. 3.1). We also briefly mention a simpli-
fied approximation of subsurface scattering that we use to improve
the visual quality and especially the perception of molecular visual-
izations (Sec. 3.2). In Ch. 4 we conclude this work by showing that
we could improve volumetric effects in computer graphics as well as
visualization with the contributions presented here. Improvements are
made in image quality as well as rendering speed and versatility of
the presented methods.

1.2 publications included in this work

This thesis is a cumulation of previous publications that are listed here
in order of their appearance in the thesis.

[Her+19] Pedro Hermosilla1, Sebastian Maisch1, Tobias Ritschel,
and Timo Ropinski. “Deep-learning the Latent Space of
Light Transport.” In: Computer Graphics Forum 38.4 (2019),
pp. 207–217. doi: 10.1111/cgf.13783.

[MR17] Sebastian Maisch and Timo Ropinski. “Spatial Adjacency
Maps for Translucency Simulation under General Illumi-
nation.” In: Computer Graphics Forum (Proceedings of Euro-
graphics 2017) 36.2 (2017). Ed. by L. Barthe and B. Benes,
pp. 443–453. doi: 10.1111/cgf.13139.

1 Shared first co-authorship

https://doi.org/10.1111/cgf.13783
https://doi.org/10.1111/cgf.13139
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[MR20] Sebastian Maisch and Timo Ropinski. “Interactive Sub-
surface Scattering for Materials With High Scattering Dis-
tances.” In: Computer Graphics Forum 39.6 (2020), pp. 465–
479. doi: 10.1111/cgf.14086.

[MSR16] Sebastian Maisch, Robin Skånberg, and Timo Ropinski.
“A Comparative Study of Mipmapping Techniques for
Interactive Volume Visualization.” In: Journal of WSCG
24.2 (2016). Ed. by Václav Skala, pp. 35–42. issn: 1213-
6972.

[Her+18] Pedro Hermosilla, Sebastian Maisch, Pere-Pau Vázquez,
and Timo Ropinski. “Improving Perception of Molecu-
lar Surface Visualizations by Incorporating Translucency
Effects.” In: Eurographics Workshop on Visual Computing
for Biology and Medicine. Ed. by Anna Puig Puig, Thomas
Schultz, Anna Vilanova, Ingrid Hotz, Barbora Kozlikova,
and Pere-Pau Vázquez. The Eurographics Association,
2018. isbn: 978-3-03868-056-7. doi: 10.2312/vcbm.20181244.

https://doi.org/10.1111/cgf.14086
https://doi.org/10.2312/vcbm.20181244


2
C O M P U T E R G R A P H I C S C O N T R I B U T I O N S

The computer graphics related effects that are part of this work all
have a focus on subsurface scattering. Subsurface scattering has the
same cause as other effects that can be seen in at any time in every
day life. It is called volumetric scattering and makes objects disappear
at a distance in fog or water, it is the reason why the sky is blue in
contrast to the blackness of space, that you should see when not look-
ing directly at the sun, and it is also responsible for the color effects
in the sky at dawn and sunset. The effect is caused by the fact that
light can not travel through all materials in straight paths as it does
in pure vacuum. While metals make light propagation inside nearly
impossible, due to free electrons interacting with photons very quickly,
dielectric material allow light to propagate, but scattering events be-
tween the light particles and material particles happen frequently. The
distances at which these scattering events occur differ depending on
the material. They may be as long as kilometers as in air, where one
can see through perfectly for some distances but when observing the
sky a considerable amount of the blue light spectrum from the sun is
still scattered multiple times to make that blue light arrive at our eyes
from a very wide distribution around the sun. In fog, the scattering
distances become very noticeable for the human observer as objects
seem to disappear at a distance into the fog. But also solid materials
can have that effect, though often at shorter scattering distances than
gasses or liquids. Noticeable examples are wax, where the effect can
be noticed due to the glow the wax can get when burning a candle.
The visual appearance of (human) skin is also mostly due to volume
scattering in the skin. For other materials, for example wood, the
scattering distances become so small that the effect is only barely
perceivable with the human eye. The information mentioned in this
paragraph is also described by Akenine-Möller et al. [AM+18, Ch. 9.1
and Ch. 14].

Subsurface scattering is a special case of volume scattering, where
the medium in which the scattering occurs is separated by a fixed
surface from the surrounding area. Usually, this coincides with ma-
terials that have scattering distances short enough to remove many
high frequency details of the illumination to create a smooth effect.
This excludes media like air or other gasses and liquids such as wa-
ter. While all of the same cause, the visual appearance of subsurface
scattering differs from that of volume scattering in other media so this
distinction makes sense and allows algorithms to focus on replicating
the visual appearances of both cases differently. Volume path-tracing
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8 computer graphics contributions

as described by e. g. Rushmeier [Rus88] can solve all volume scattering
effects very well, but it is very slow to compute and often not even suit-
able for offline rendering. To improve rendering times, the actual light
transport in a material is therefore, in case of subsurface scattering,
often computed using a Bidirectional Subsurface Scattering Distribu-
tion Function (BSSRDF). Using this function reduces the problem of
integrating the scattering of light inside a volume to an integration
across the surface of an object. To be able to do that simplification, the
BSSRDF needs to be aware of the objects shape. Due to that, it is proba-
bly impossible to create an exact BSSRDF for general object shapes and
approximations are made. A very common approximation is to use a
fixed, simple geometry, where scattering can either be simulated easily,
calculated, or even approximated. The most simple geometry that is
used very widely is a semi-infinite geometry that can be described by
a single plane. Below that plane is the scattering material, above the
plane is assumed to be vacuum. Fig. 2.1 shows a 2D representation
of the parameters present in semi-infinite geometry. Since light in
this geometry can only exit the material at the surface plane once
entered, the BSSRDF can be simplified to a function that only exists
on that plane. Most approximations also separate the BSSRDF into
three distinct parts. The most important part, we will call that the
scattering profile from now on, only depends on the distance between
the points of light entering and the exiting the material. For this part,
the illumination is assumed to be coming from the opposite direction

ωi ωo

xi xo
r

Figure 2.1: Illustration of the parameters involved in subsurface scattering
in semi-infinite geometries in 2D. The surface plane separates
the medium below from the vacuum above. Light enters the
medium at xi coming from a direction ωi. After scattering inside
the medium, symbolized by the concentric circles in the medium,
it leaves at xo in a direction ωo. Separating the effect into three in-
dependent parts allows us to treat the influences of the directional
components ωi and ωo separate from the scattering profile, that
relies only on the distance r between xi and xo.
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as the planes normal. The exiting illumination is accumulated over
all possible exit directions. This makes that part a one dimensional,
radial symmetric function that is defined on the surface of the plane.
Direction components for incoming and exiting light are included
into the model as separate terms, where using fresnel factors is com-
mon [PJH16, Ch. 11.4.1]. In Fig. 2.1, a geometric representation of the
separation is illustrated. Since this separation can be easily tabulated
it is used widely for speeding up rendering of subsurface scattering.
Apart from one alternative by Dal Corso et al. [DC+17] which has
some severe restrictions, this is also the only way to use a BSSRDF
efficiently in interactive computer graphics.

Scattering profiles can be precalculated in numerous ways. Besides
doing a Monte Carlo simulation, such as MCML [WJZ95], there also
exist exact solutions to the light transport problem in semi-infinite
geometries, e. g., by Liemert and Kienle [LK13]. Still, the most com-
monly used way in computer graphics is to approximate the scattering
profile by converting it into a diffusion problem and use solutions for
that problem as a BSSRDF. This was first done by Jensen et al. [Jen+01]
and since then been improved several times. There are also solutions
for more complex geometries, such as slabs, which are two parallel
plains with scattering material in between, as described by Donner
and Jensen [DJ05], or orthogonal corners by Donner and Jensen [DJ07].
They also created a solution for non-perpendicular illumination, which
was improved on by Habel et al. [HCJ13].

For real-time purposes the two main approaches taken are surface
filtering techniques similar to the one described by Borshukov and
Lewis [BL03] and geometry-based techniques as for example by Hao
et al. [HBV03]. Both types of techniques have their advantages but also
disadvantages. Surface filtering techniques either rely on an image
based on a single point light source, as do Translucent Shadow Maps
(TSM) by Dachsbacher and Stamminger [DS03]. These approaches do
not scale well with multiple light sources or environment illumination.
Other techniques apply the filtering in texture space as do D’Eon
et al. [dLE07] or as done in screen space by Jimenez et al. [JSG09].
In texture space a seamless texture atlas is needed to avoid visual
artifacts, whereas screen space filtering does not cover all incoming
illumination. Geometry based techniques on the other hand work well
with multiple types of illumination, but the results are not as detailed
as the ones produced by the surface filtering approaches.

Apart from conventional computer graphics techniques, deep learn-
ing approaches can also be used for calculating subsurface scattering
as shown by Nalbach et al. [Nal+17]. They can be very versatile and
not only work well with multiple light sources, but can also be applied
to other effects such as global illumination and ambient occlusion. We
propose such a method to solve several light transport problems in-
cluding subsurface scattering in Sec. 2.1. One of the fastest techniques
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for calculating subsurface scattering is a separable surface filtering
technique by Jimenez et al. [Jim+15]. It also produces high image
quality in most cases, but there is wide room for improvement when
using it to calculate translucency effects. In Sec. 2.2, we offer a solution
of how to combine geometry-based and surface filtering techniques,
based on that technique, and show that this combination can produce
high quality results while keeping rendering times low. When render-
ing high scattering distances both ours and the technique by Jimenez
et al. [Jim+15] can not produce convincing results. To overcome this
issue, we present a solution based on the same idea of combining
screen space and geometry-based techniques, but for high scattering
distances, in Sec. 2.3.

2.1 deep-learning the latent space of light transport

[Her+19b]

Deep learning is an extremely versatile way to tackle complex prob-
lems. Due to the efficient evaluation of convolutional neural networks
(CNNs) and the rise of hardware acceleration for that purpose, real-
time graphics applications using deep learning approaches have be-
come feasible. Image based methods for computer graphics applica-
tions exist, such as “Deep Shading” by Nalbach et al. [Nal+17]. For this
method a 2D description of the visible part of the scene is necessary
to apply a CNN, that generates visual effects, like ambient occlusion,
global illumination, or subsurface scattering. Typical issues arising in
screen space methods still persisted for “Deep Shading”, which is that
invisible parts of the scene can not contribute to the final image. In
“Deep-learning the Latent Space of Light Transport” [Her+19b] we try
to solve this issue by using a point cloud representation of the scene to
learn the light transport on. We make use of Monte Carlo convolutions
introduced for point clouds by Hermosilla et al. [Her+18b], that work
well for other problems based on point clouds. To be able to get our
results as an image instead of a point cloud, we split the evaluation of
the network and the point cloud the network works on into two parts.
The first part of the network is an encoder-decoder neural network
that calculates a latent space for the light transport problem we try
to solve. This neural network consists of ten point cloud convolution
layers, where the point cloud resolution is gradually reduced in the
first six layers by using different convolution radii. The four additional
layers then expand the latent space again to the full resolution point
cloud. That part uses the first point cloud, which is always uniformly
sampled on the surface of the scene. During training we use a similar
second point cloud, a single convolution layer, and an additional fully
connected layer to transfer the results from one point cloud to the
other. When testing the network or applying it to generate renderings
we use multiple images containing all properties necessary to generate
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the result, which are position, normal vectors, and material properties.
We then use each single pixel in these images as a point in the second
point cloud. As during training, we then apply the results from the
first point cloud to the second one. Since the second point cloud is
made solely from image pixels it can be converted back into an image
easily to get our final result. A big advantage in terms of interactive
rendering times of this approach is that, in cases where only the view
changes and not the illumination or scene itself, only the last part of
the neural network needs to be reevaluated. The latent space that is
solely calculated on the first point cloud is independent of that change
and therefore does not need to be updated. The part that needs to
be evaluated is only a single convolution layer and a fully connected
layer and can thus be evaluated a lot faster than the complete network.

The training data we use to train the network is generated using
a modified version of PBRT [PJH16], to produce a point cloud of
uniformly distributed points on the scenes surface. We do this by
generating random rays through the scene and using all intersections
with geometry as starting points for path tracing. Depending on the
effect we train for, we use different numbers of rays starting at each
point to calculate the effect. We use 128 rays for ambient occlusion,
and 4096 rays for global illumination and subsurface scattering each.
The scenes that we train on are simple and in case of ambient occlu-
sion and subsurface scattering consist of a single object only. In case
of global illumination we use an additional plane below the object
with a different material than the object itself, to make the network
better understand inter-reflections. The objects are taken from the
SHREC [Pic+16] dataset (200 models) and the Shapenet [Cha+15]
dataset (800 models). In addition to the objects we use, we also add
random rotations to enhance our datasets. The material parameters
needed for global illumination and subsurface scattering were also
chosen randomly. These parameters we used are surface albedo for
global illumination and scattering albedo, reduced extinction coeffi-
cient, and index of refraction, in case of subsurface scattering. In case
of global illumination and subsurface scattering we use as illumina-
tion one of 30 environment maps that we handpicked to represent
a variety of illumination configurations. We combine the randomly
chosen and oriented objects, random material parameters, and random
environment maps, to generate three data sets, training, validation,
and testing, for each effect.

We evaluate the results for the three visual effects against a ground
truth image generated by PBRT [PJH16] and a screen space method,
depending on the effect. For the subsurface scattering effect our results
can be seen in Fig. 2.2. The figure shows that our technique works well
with multiple materials and illumination types. In the evaluation we
also check that our novel technique of transfering information from
a 3D point cloud onto a 2D image results in superior image quality



12 computer graphics contributions

Environment Map Point light

Figure 2.2: Subsurface scattering results of the technique by Hermosilla et
al. [Her+19b]. This overview shows different illumination models,
environment map illumination on the left and point light illumi-
nation on the right, and several models with different materials.
Higher scattering distances can be seen with the armadillo and
dragon models on the right side, where the renderings using the
buddha model have shorter scattering distances. Besides being
able to work with different effects, this image shows the versatil-
ity of the technique within the subsurface scattering effect. This
image is taken from the work by Hermosilla et al. [Her+19b].

compared to splatting the 3D results. We also test whether the slower
encoder-decoder part of our neural network can be skipped by only
training the 2D transfer part to also calculate the effect. The results of
the evaluation show, that our proposed method can produce better
visual results than the 2D transfer only in all cases. In one case and
depending on the metric used the splatting of the 3D results produces
slightly better results than our technique. While for global illumi-
nation, the screen space method is slightly better than our method,
we outperform screen space for the other effects. Unfortunately, the
rendering speeds of our method could not quite compare to the screen
space results yet, as they are about 50% faster on average.

Overall, it becomes clear that deep learning can be a very versatile
tool for computer graphics. We show that it can work well, indepen-
dent of material parameters and with multiple effects. While it is not
in all cases better than screen space approaches created to reproduce
a single effect, our approach is able to produce multiple effects with
at least comparable image quality. Especially for subsurface scattering,
which can be time consuming to compute correctly, this approach
offers a novel solution that does not suffer from the issues that screen
space approaches in that field do.

2.2 spatial adjacency maps for translucency simula-
tion under general illumination [MR17b]

There are numerous approaches to calculate subsurface scattering for
real-time applications. One approach sticks out prominently, since
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it offers a simple and fast solution for the problem and at the same
time produces high quality images. This technique by Jimenez et
al. [Jim+15] is called “Separable Subsurface Scattering” (SSSS). It
consists mainly of a surface filtering approach, that only applies a
single separated filter on an image, containing incoming illumination
or irradiance. The scattering profile is a radial symmetric function, as
explained before, but it is still not separable. This means by applying
the filter a quadratic region of an image needs to be evaluated instead
of only two consecutive linear regions. When interpreting the image
signal as a function, one can assume this function to be separable
inside the filter region and still separate the scattering profile for faster
evaluation. SSSS exploits this property to be able to produce high
quality images in a fast manner. Assuming the image is a separable
function is obviously incorrect, even as an approximation. But the
separability only needs to hold inside the region of the filter kernel.
If that region is not too large, irradiance images often are locally
separable as an approximation, since they can be assumed to be
constant in small regions. Shadow or geometry edges would break
that assumption, but, as explained by Jimenez et al. [Jim+15], when
assuming them to be straight in small regions, these regions are still
separable. So for smaller filtering kernels this approximation will
work well. Since scattering profiles do have an exponential falloff,
they will reach nearly zero at some point depending on the scattering
distance. Due to this we can cut the scattering profile of and fit it into
a filtering kernel, that can be separated for lower scattering distances.
The downside of SSSS is the poor approximation of translucency.
Translucency can be observed when an object is illuminated in regions
that are not directly visible and light shines through the object, due to
subsurface scattering. In “Spatial Adjacency Maps for Translucency
Simulation under General Illumination” [MR17b] we propose a novel
data structure called Spatial Adjacency Maps (SAM), that can be used in
combination with any surface-based filtering technique for subsurface
scattering. It can be used to gather information from the local 3D
neighborhood of an object to calculate translucency more accurately.
SAM are a combination of a traditional vertex buffer with a secondary
buffer. The vertex buffer contains indices to spatial adjacent vertices as
well as corresponding form factors, similar to the form factors used in
Radiosity [Gor+84], that can be employed for translucency calculation.
It also contains for each vertex an index into the secondary buffer
that contains information about the surrounding triangle fan for each
vertex. The information about the triangle fan allows for an update
of the translucency form factors in case geometry changes, due to
animations. There are other techniques that produce good results
for translucency effects, but they often are limited by the number of
light sources or the type of light sources, that they can be used with.
Especially, techniques that rely on TSMs are restricted to point light
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sources and rendering speed can decrease when using multiple light
sources. Our approach does not depend on this restriction and can
be used with point lights as well as environment maps. Even more
complex area illumination is possible, using for example an approach
by Heitz et al. [Hei+16].

To be able to correctly combine subsurface scattering contributions
from a surface filtering technique with our approach, we introduce a
way to split the subsurface scattering integral. We do this by defining
a ‘front’ and ‘back’ side for each object and every point on the object.
This way we ensure the areas are split in a way that there is no overlap
but the two parts still cover the complete object. This property is
necessary, since we can only then calculate the contributions from
both areas separately and add them to give the correct result. Current
state of the art allows for calculation of the surface effect, only for
areas belonging to the ‘front’ side, while our technique applies to areas
that belong to the ‘back’ side.

To calculate the translucency effect using SAM, we need to do a
precalculation for each scene object with subsurface scattering mate-
rial. In this preprocessing step we compute the subsurface scattering
contributions from the ‘back’ side of the object, for each single vertex.
To do that, we check if a partial triangle fan around each other vertex
is on the ‘back’ side in respect to that vertex. If that is the case, we
calculate subsurface scattering light transport between those vertices.
All contributions from the partial triangle fans are sorted and we use
the vertices in the centers of the fans with the highest contributions
as samples. The contribution from each partial fan is the form factor
belonging to the vertex in the center of that fan. The form factors and
indices to the ‘back’ side vertices are stored in the vertex buffer, so that
they can be accessed during rendering. Due to hardware limitations,
we can only fit up to three samples and corresponding form factors in
the vertex buffer for fast evaluation. Since the scattering profiles can
not be too large to work with SSSS anyways, as explained above, this
restriction is not a huge problem for most use cases.

During the preprocessing calculations, we also collect triangle ad-
jacency information for each vertex. This allows for detecting area
changes in the partial triangle fans and update the form factors if
needed. Since we need to calculate subsurface scattering contributions
between each possible pair of vertices to find the highest contributions,
the precalculation can become quite slow. We can speed that up by
using spatial acceleration structures to only find vertices inside the
scattering profiles sphere of influence. However, for some material
configurations and meshes with large numbers of vertices this process
can take up to an hour. Again here the problem intensifies with ma-
terials where the scattering profile is comparably large, which is also
where SSSS will become more incorrect.
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Figure 2.3: Images rendered with the SAM technique. The ‘Milk’ data set is
illuminated from the back and shows a very prominent translu-
cency effect. Besides a close up of the actual scene using different
rendering techniques we also show the translucency effect with-
out any other illumination. The results generated using SAM are
very close to a ground truth, where the results generated by our
competitor SSSS (by Jimenez et al. [Jim+15]) do not show a correct
effect. This figure is a modified version of Fig. 6 in Maisch and
Ropinski [MR17b] with permission of Wiley.
© 2017 The Author(s)
Computer Graphics Forum © 2017 The Eurographics Association
and John Wiley & Sons Ltd.

As can be seen in Fig. 2.3, we can show that our approach obtains
the same image quality as SSSS in regions without translucency as
is expected. In regions with visible translucency the image quality of
our approach is close to the ground truth. There are cases, especially
for larger scattering distances, where we find that image quality will
benefit from a larger number of samples, but in most cases, the three
samples that we use are sufficient. Ignoring the precalculation effort,
we show that our approach works without much slowdown compared
to the surface filtering technique that is applied. In most cases, our
translucency calculations only take a single millisecond to compute
but for triangle meshes with a lot of triangles can take up to 3ms on a
Intel i7-4790 CPU (3.6GHz), 16GB RAM, and a NVidia Geforce GTX
980.

In retrospective, the idea of splitting contributions for an illumina-
tion effect from different sides of an object proved to be a versatile tool.
We will show in the next section another application of this, where we
try to find solutions for the restrictions this approach has. Splitting
contributions from different sides of an object can improve existing or
novel techniques, by combining them with other ones, in areas where
they might fail to produce an overall superior image quality. In that
regard, it is especially suited for real-time rendering improvements,
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since the approximations made to improve rendering times often lead
to shortcomings of a technique in one area or another.

2.3 interactive subsurface scattering for materials

with high scattering distances [MR20b]

In the last section, we describe a technique that allows for attaining
a high image quality with subsurface scattering in real-time environ-
ments. We also mention some restrictions on the scattering distance
of that approach. The criterion for separating the filtering kernel in
SSSS is a valid approximation for short scattering distances, but will
lead to visual artifacts for high scattering distances, since the scat-
tering distance directly affects the kernel size. For the same reason,
the projection of the scattering kernel used in SSSS does not work
well with high scattering distances either, since a projection, based
on the center sample, will be visibly incorrect on the samples further
away from the center. Finally, due to the necessary precalculations,
SAM are also not perfectly suited for applications involving animated
objects. We offer a solution for that using SAM, but that solution is
only an approximation that can deviate from the correct values in case
of strong deformations. In “Interactive Subsurface Scattering for Mate-
rials with High Scattering Distances” [MR20b] we show that similar
ideas, which were already helpful for rendering using SAM, can be
applied to correctly render materials with high scattering distances. At
the same time we remove the need for an offline step in our algorithm
to make sure it can be applied to animated objects without difficulties.

Being able to combine a highly detailed surface filtering effect with
a less detailed translucency effect has proven beneficial. The lower
details in the translucency effect are not a big issue for image quality
since the effect will be of lower frequency anyways. To adjust this
idea for high scattering distances though, we can not use SSSS by
Jimenez et al. [Jim+15] for a surface filtering effect. As explained
above, the assumption of a locally separable irradiance image inside
the range of the scattering profile does not hold in that case. In many
scenarios the size of the filtering kernel will cover the whole object
where single straight edges in the irradiance image would be a rare
coincidence. We can also not employ the kernel projection used in
SSSS, due to errors occurring caused by the kernel size. Projecting the
filtering kernel onto the geometry will keep the area covered by that
kernel constant regardless of the camera position. This is important
since it simplifies the calculation of the area integral in the subsurface
scattering effect. Since we can not project the kernel, we need to take
the actual world space areas subtended by the kernel samples into
account. Simply multiplying the area as it was done when using
SAM will result in an error that can be seen best when the camera is
changing its distance to the object with subsurface scattering material.
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Being a radial symmetric function with exponential falloff, the result
of applying the scattering profile in that way will noticeable change
its brightness when changing the distance to the camera. When closer
to the object, a single sample of the filtering kernel subtends a smaller
area in world space than it does, when the camera if further away.
By multiplying the peak of the scattering profile, i. e., the center of
the filtering kernel, by the subtended area brightness will change
with that area. The change in brightness can even differ between the
color channels, since the falloff might not be the same in all channels,
which leads to a change in the resulting color. We solve this issue by
integrating the subsurface scattering kernel for multiple areas at each
position in the kernel by assuming all areas are circles. This allows a
simple integration by calculating the arc length of circular segments
around the kernel center that lie inside the circular area which is not
aligned with the kernel. With this, we calculate the scattering profile
and store it in a 2D texture, parameterized by the distance between
the points of incoming and outgoing light and the area subtended by
the kernel at the point of incoming light.

Being able to correctly apply the scattering profile in a kernel still
leaves the issue of the kernel itself. Since we can neither project it
onto the geometry nor separate it, we need a screen space kernel that
can be applied without effecting rendering times too much, while
not being separated. Therefore, we introduce a 2D filtering pattern
that utilizes downsampled irradiance images as input for the filter,
where the amount of downsampling depends on the distance to the
kernels center. The samples in the center region of the kernel are in
the original image resolution and around that region, there are concen-
tric rectangles of samples using a lower resolution input. Our novel
pattern can be extended easily to cover any image of any resolution
while at the same time ensuring a low number of samples in total.
The positions and sample sizes can therefore be calculated during
rendering depending on the kernel size needed. The final screen space
technique we use, is a combination of this sampling pattern and the
scattering profile that is stored in a texture.

Besides the screen space technique, we used a modified version of
“Deep Screen Space” (DSS) by Nalbach et al. [NRS14] for the translu-
cency effect. DSS is a splatting technique that converts a triangle mesh
into splats during rendering and uses these splats to share information
between different areas in 3D space. When using splats that have the
same size as the scattering profile in world space, drawing them on
the screen will cover all pixels that can be effected by the triangle
that was the source of the splat. We use this to calculate subsurface
scattering light transport between all invisible triangles and the visible
pixels. The original approach of DSS used all triangles of an object.
If combined with large scattering profiles this can impact the perfor-
mance severely. Due to the splitting of effects we use, we can reduce
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the number of triangles that are converted into splats roughly into
half, allowing for faster rendering. At the same time we also benefit
from the high frequencies in screen space filtering leading to an overall
improved image quality.

Figure 2.4: Renderings created with the technique described in “Interac-
tive Subsurface Scattering for Materials with High Scattering
Distances”. In these images we added specular highlights to
our own technique to emphasize the surface structure of each
object. This figure is a modified version of the teaser image
in Maisch and Ropinski [MR20b] published under CC BY 4.0,
https://creativecommons.org/licenses/by/4.0/.

We can show, that the results we generate using this technique are
visually very similar to a path-traced ground truth that we create using
PBRT [PJH16]. This strength stand especially out, when comparing
against other methods. Our method has in the worst case similar and
in most cases better image quality. Our strongest competitor here is
a technique by Chen et al. [Che+12], that is not well extendable to
multiple light sources or environment maps since it relies on gener-
ating a TSM that is used to create splats. The technique we propose
does not have these restrictions. Examples of our renderings can be
seen in Fig. 2.4. Both, the larger filtering kernel and especially the DSS
technique are slower to compute than their counterparts described in
Sec. 2.2. Still, our combined technique is faster than its competitors
and can be used in real-time applications without any issues.

Again, we have shown that splitting subsurface scattering contribu-
tions can improve image quality as well as rendering speed. For lower
scattering distances, this method might not be the best choice, but in
that case, combining our modified version of DSS with SSSS might
be a viable option for fast and accurate rendering with no need for
precalculations.

https://creativecommons.org/licenses/by/4.0/


3
V I S UA L I Z AT I O N C O N T R I B U T I O N S

In the visualization field we will discuss two contributions made with
volumetric effects in mind. We will detail the topic of comparing dif-
ferent techniques for downsampling volume data in Sec. 3.1, where
we show how rendering speed can be improved without sacrificing im-
portant information for the viewer. Finally, we will briefly lay out how
volumetric effects from the computer graphics domain can improve
perception of molecular data in Sec. 3.2.

3.1 a comparative study of mipmapping techniques for

interactive volume visualization [MSR16b]

In the context of visualization, one focus of this work is on an eval-
uation done regarding volume rendering. Volume rendering is used
extensively in medical visualization, but also plays an important role in
several other fields, such as material science or geology as mentioned
by Telea [Tel15, Ch. 10]. The data provided for volume rendering is
a 3D or volume data set of in most cases scalar values. For render-
ing, this data is often stored in 3D textures, similar to images that
are stored in (2D) textures as well. A single position or element of a
3D texture is called a voxel, which means volume pixel, similarly as
an element of an image is called a pixel. For volume rendering the
volume texture most often does not contain information about color
and opacity directly, but only a single scalar value. In CT imaging this
scalar value corresponds to the density of the material for example.
To display this value, it can be mapped to a color and opacity value
using an, often tabulated, transfer function during rendering. Fig. 3.1
illustrates the process of casting rays from the eye through a volume
and using a lookup table to find color and opacity. There are several
advantages of applying that function, also called classification, dur-
ing rendering and not as a preprocessing step. A main advantage is
being able to interactively change the mapping function to highlight
different regions in the volume. At the same time, image quality is
improved since the transfer function is applied to the data after the
values have been interpolated along the view ray, which is also called
post-interpolation. Applying the transfer before the interpolation, or
pre-interpolation, will lead to possibly missing peaks in the transfer
function, since it is not applied to all visualized values. It can also
result in misleading colors that occur due to color interpolation as
described by Telea [Tel15, Ch. 10]. Another big advantage of using the
transfer function during rendering, is lesser memory usage for the
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Figure 3.1: Schematic illustration of the ray-casting in 2D demonstrating the
problem downsampling. In the left the ‘High Resolution Volume’
is shown with a view ray from the eye and multiple sampling
points. Some of the cells have values assigned, and the cell that
is currently processed is highlighted. The value in that cell is
used for a lookup in the ‘Transfer Function’ on the right side,
where color (RGB components) and opacity (A component) are
determined. In the middle the volume is downsampled and the
mean value of all cells covering a cell in the downsampled volume
is used as the new cells value. Doing the same lookup as before,
but with the new value, the resulting color and opacity is now
different, due to the downsampling.

volume texture, because four color channels would mean four time the
memory than a single scalar. Rendering itself is done by casting rays
from the virtual camera through each pixel of the virtual image into
the volume data set. At each data point in the data set along the ray,
color an opacity values are interpolated and need to be composited
using front to back compositing as described by Westover [Wes89].
To be able to do this at interactive speeds, this process is done on
specialized graphics hardware, i. e. Graphics Processing Units (GPUs).
Due to this, every voxel that has an influence on the final image needs
to be in GPU memory when accessed. This can be an issue especially
for large volumes. Not only are larger volume slower to render, since
more points need to be traversed along a single ray, but the data also
needs to fit into memory. Techniques for streaming the data exist, for
example the work by Crassin et al. [Cra+09], but they transform the
memory problem into a bandwidth issue and again lead to slower
rendering times.

The most common solution to simplify working with large volumes
is downsampling the data. Downsampling directly leads to less data
points that need to be traversed during rendering, while at the same
time the memory footprint of the volume is lowered quite drastically.
It can be combined with streaming techniques and only applied par-
tially, to use a lower resolution in less visible areas. Since the goal of
visualization is to provide the viewer with crucial information, down-
sampling must be able to preserve this information. When using naive
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downsampling this may not always be the case as is demonstrated in
Fig. 3.1, where a change in color occurs due to downsampling. In this
figure a high resolution data set is illustrated along side a lower reso-
lution version of the same data. A lookup of the values sampled from
the high resolution data will result in an, in that case, blue coloring
of that voxel. After downsampling the data set, the value in the same
spatial position shifts, due to being averaged with the neighboring
voxels values. Doing the transfer function lookup using the value from
the lower resolution volume will result in a different color. In the final
result, colors applied to some value ranges might vanish completely
from the image, solely due to downsampling.

In the paper “A Comparative Study of Mipmapping Techniques for
Interactive Volume Visualization” [MSR16b] we conduct an evaluation
of different downsampling techniques regarding their use for different
visualization tasks. We focus on three different approaches to the task.
Mipmapping is a simple downsampling technique, which uses the
average value of a voxel to represent the higher resolution region. A
technique we called ‘Non-linear Reconstruction’ in the paper used
three values in the downsampled volume, the minimum, maximum
and average of the original resolution values, stands as an exemplar
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Figure 3.2: Schematic illustration of the reconstruction techniques presented
by Maisch et al. [MSR16b]. In Fig. (a) we see ‘Non-linear Recon-
struction’ where the curve in red represents the function con-
structed from minimum, maximum and average values inside a
voxel. This function is sampled along the view ray in equal steps
in the value range vi. This leads to the sampling positions xi
and the corresponding blue step sizes ∆i used during raycasting.
Fig. (b) shows the piece-wise linear functions that are constructed
for each coordinate axis in a voxel by averaging over a slice in
the high resolution voxel. During rendering they are evaluated
separately for subsamples inside the voxel and interpolated based
on the viewing direction. The first figure is a modified version of
a Fig. 2 by Maisch et al. [MSR16b] (changed font, size ratio and
added bottom arrow), the second one is inspired by Fig. 4 from
the same source.
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for downsampling techniques that try to reproduce the value range
in the high resolution data similar to the technique by Younesy et
al. [YMC06]. During rendering this technique reconstructs a function
using the given values, which is then subsampled to generate equal
distances in value range. From this the sampling positions and step
sizes can be derived as illustrated in Fig. 3.2(a). In both techniques,
Mipmapping and ‘Non-linear Reconstruction’, the downsampled data
set looses any directional information that might have been present
in the original data. ‘Anisotropic Reconstruction’ is an anisotropic
downsampling approach to preserve the directional information. It
does that by dividing each voxel in slices for each coordinate direction.
The values inside the slices are averaged and used to construct a
piece-wise linear function along that axis. During rendering a voxel
is subsampled and the piece-wise linear functions are evaluated for
each coordinate direction at each subsample as shown Fig. 3.2(b). The

Original Mipmapping

Non-linear Reconstruction Anisotropic Reconstruction

Original

Mipmapping

Non-linear reconstruction

Anisotropic Reconstruction

Figure 3.3: Visual comparison of the Mipmapping techniques investigated
by Maisch et al. [MSR16b]. In this example, the volume data set
of a male head shows CT results of a scan with contrast agent
applied. We can assume, a physician inspecting this data set
would want to see where the contrast agent is applied. Using
conventional Mipmapping for downsampling will remove that
information from the image. Other approaches in comparison
allow the physician to find the correct region. This figure is based
on the results from Maisch et al. [MSR16b]).



3.2 perception of molecular surface visualizations 23

technique is included in the comparison to find out if the missing
directional component had any impact on the image quality.

Each of the tested techniques have their specific use cases where
they perform better than others. While plain Mipmapping will often
miss some information that might be crucial, it was still the fastest
technique in our test and also the most memory efficient. ‘Non-linear
Reconstruction’ works very well when it is most important to have
certain data value ranges always highlighted via the transfer function.
Since all values that are part of the high resolution region, covered
by a downsampled voxel, are represented by the minimum, maxi-
mum and average values, such information can not get lost. On the
other hand, the downsampled voxels still have a lower resolution,
so finer details will still be represented more coarsely than in the
high resolution volume. This might make it hard to identify smaller
details in the downsampled volume, but it can be very useful for
the viewer to identify important regions and render those using the
original resolution. This technique is also not as memory efficient as
Mipmapping but minimum and maximum values can be used for
other optimizations, such as adapting the step size of samples along
the view ray in constant regions. Finally, preserving the anisotropy in
a downsampled voxel can be important in case of layered volumes.
Especially if the layering is perpendicular to one of the coordinate
directions, this technique can improve visual quality quite a bit. On the
downside, ‘Anisotropic Reconstruction’ is comparably slow and, due
to technical limitations, trilinear interpolation is not possible with our
approach, so the image will always have blocky artifacts. Exemplary
results, that show the effects of Mipmapping as well as the benefits
other methods have, can be seen in Fig. 3.3.

To summarize, it is clear that downsampling can help to maintain
interactive speeds when rendering large volume data. When the correct
approach for the specific situation is chosen, it is even possible to
diminish the effects of information loss in that case and provide the
viewer with the necessary information or at least point the viewer to a
region of interest, that can be rendered in a higher resolution.

3.2 improving perception of molecular surface visu-
alizations by incorporating translucency effects

[Her+18c]

Molecular visualization is often used by chemists to be able to see
the 3D structure of a complex molecule and be able to see cavities
where reactions with other molecules, e. g., a ligand, can take place.
Therefore, visualizations of the atoms in the molecules and their con-
nections are important. Additionally, it is often useful to see a surface
that represents the regions in which the molecule can be accessed
by other molecules and thereby allowing for possible reactions. This
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Figure 3.4: Molecule 5XYU (45157 atoms) rendered using our technique in-
cluding subsurface scattering, transparency, reflections, and re-
fraction (figure taken from Hermosilla et al. [Her+18c]).

region is usually called cavity. There are multiple models for this
surface, one of them is the Solvent Excluded Surface (SES), described
by Richards [Ric77]. The SES alone is often not sufficient for a detailed
analysis of a molecule. While it is well suited for visualizing a molecu-
lar surface, it does not give any information about the actual structure
of the molecule or which atoms are present at the surface. For a full
analysis, the SES and the molecular structure including atoms need
to be visualized. All of this information, can lead to a very cluttered
image, where it is hard to see important features like cavities, possible
holes, and surface structure. Our approach to solve this problem in
“Improving Perception of Molecular Surface Visualizations by Incorpo-
rating Translucency Effects” [Her+18c] is to apply techniques used in
computer graphics.

In Fig. 3.4 we see a molecular visualization with our technique
applied. The SES has a translucent blue appearance and the atoms and
their connections are visible. We fade out atoms that are deeper inside
the molecule in this image but other filters, for example proximity
to a ligand can also be applied if needed. The color of the atoms is
determined by the amino-acid it belongs to in this image, but the
atom type can also be encoded based on the application. The structure
of the SES is made visible by applying specular reflections as well
as ambient occlusion and refraction. As explained before, all this
information can help a domain expert doing a visual analysis of the
molecule. While real-time subsurface scattering and translucency on
polygonal meshes is a widely addressed effect, the SES exists as an
implicit surface in our case. To provide the shown effect, we extend a
technique by Evans [Eva06], originally proposed for ambient occlusion,
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and extend it to approximate a subsurface scattering effect. While their
approach casts a ray in direction of the surface normal and evaluates
the local signed distance function to find occluders, we cast the ray
in the opposite direction to find possible surfaces that are closer than
the surface we started from. In that case we assume illumination can
contribute from that surface and brighten our final result. This is a
rather crude approximation for subsurface scattering, but we can use
it to visualize cavities in the molecule in a natural way. To improve
the visual appearance of the subsurface scattering, we additionally
blur the atoms below the SES depending on the atoms distance to
the SES or any other distance based on the use case. In this image,
this also leads to atoms merging with the background if they are
deeper inside the molecule and put a focus on the ones close to the
surface. This removes a lot of visual cluttering and highlights only
the important parts of the molecule for the viewer. As a final step
we add refraction effects to the surface that make it easier for the
viewer to spot surface curvature. All of the mentioned techniques
combined allow us to generate images with both the atomic structure
of a molecule and its SES visible, while at the same time removing
visual clutter, enhance the perception of the molecules surface, and
allowing control over which atoms to highlight. A user study indicates
that both our subsurface scattering as well as the refraction improve
the visualization significantly in the way we anticipated.
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C O N C L U S I O N

From the presented work it becomes clear that there is room for im-
provement of volumetric effects in interactive computer graphics and
visualization. For interactive computer graphics, we presented three
approaches that improve versatility of subsurface scattering techniques.
While two of the techniques have been developed with only subsurface
scattering in mind, they are still very versatile in the types and num-
bers of light sources they work with. We mentioned already, that some
other techniques are restricted to point light sources. These techniques
neither work with other kinds of light sources nor do they scale well
with the number of lights. In most cases at least one rendering pass
needs to be added to the rendering pipeline of the scene for each point
light source. Even in scenes with only point light illumination, these
techniques may not be suitable, since in most scenes there are multiple
light sources which would slow down these algorithms. While these
techniques might be fast when rendering a single light source, render-
ing just two light sources will in many cases double the time needed
for rendering the effect. Our approaches are intentionally designed
with this issue in mind. Since complex illumination is common even
in interactive applications, it is an important feature of our techniques.
The deep learning approach we presented is even more versatile, as
it can also be used to calculate multiple effects that are not related to
subsurface scattering. It utilizes a deep learning approach to generate
images containing the desired effect from point cloud data as input.
This technique avoids several problems that can occur when using
screen space effects which are very popular in computer graphics.

Another important issue when improving interactive computer
graphics, is to render more realistic images at fast rendering speed.
While our deep learning is the most versatile one presented, it can not
yet compete with our other techniques in that regard. The other two
computer graphics techniques presented, split subsurface scattering
contributions into a highly detailed effect, due to illumination that
is directly visible, and a translucency effect that can cover the lower
frequency parts resulting from illumination that is not directly visible.
This enables us to improve image quality without sacrificing render-
ing speed. This general idea can be used for rendering high quality
subsurface scattering when using a precomputation step. The approxi-
mations made for this unfortunately do now work with all materials,
especially those with high scattering distances. The second method
incorporating the idea of splitting subsurface scattering contributions
is adjusted to these materials, and can produce image quality that is
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comparable to a path traced ground truth. When comparing rendering
times the second method can not compete with the first one, but also
does not depend on any lengthy precomputation, and is thus more
suitable for animated objects.

While we lifted the restriction on the illumination type, as mentioned
above, several more restrictions still exist. Technically the computation
of our ground truth for subsurface scattering was incorrect to begin
with. While methods exist to calculate more correct images, our ground
truth still used the separated BSSRDF model that relied on semi-
infinite geometries and applied it to arbitrary ones. Using volume path
tracing would solve this issue, but this technique is slow even in the
context of offline rendering. A more versatile geometry model would
be a viable option, since these models already exist but are not used in
most cases. Still, these other geometry models can also only reproduce
approximations of real geometry, otherwise they would be too complex
for tabulation or even calculation. Tabulation is necessary for low
rendering times, especially in interactive applications, though. There
are ideas for using deep leaning techniques to adjust the appearance
of renderings using semi-infinite geometry to fit the correct result
more closely, e. g. by Vicini et al. [VKJ19]. Though this approach is not
currently applicable to interactive applications. There are also models
that include incoming illumination from arbitrary angles, but using
these would again make tabulating the BSSRDF more difficult.

The other big restriction our methods still have, is that they are
limited to homogeneous materials. Some BSSRDF models exist, that
allow more complex materials, e. g., Donner and Jensen [DJ05] in-
troduced, besides slab geometries, also multilayered materials. Since
those layers do not change across a single object in their model, they
can be handled similarly to BSSRDFs with semi-infinite geometries as
well as homogeneous materials, and can also easily be tabulated and
thus used with our presented methods. Appearance-wise they will
not differ from homogeneous materials, because they will produce
the same colors and blurring due to scattering all over the object. A
more complex model is introduced by Song et al. [Son+09] where
BSSRDFs of two materials can be combined to form a new BSSRDF.
This allows for visible material edges on an object. When using both
of the original BSSRDFs as a base, the combination can be calculated
during rendering, depending on the materials of the entry and exit
point of the light. This also allows this model to be applied in a variety
of techniques, including ours, with some minor modifications. The
combination of the BSSRDFs is not physically based though and mod-
eled in a way that visible material edges are possible without creating
visual artifacts. When using more high frequent material changes,
that occur multiple times between the light entry and exit points, the
model is not able to reproduce results that take these conditions into
account. It is still not possible though, to correctly render an arbitrary



conclusion 29

combination of different subsurface scattering materials on a single
object in interactive applications.

In the field of visualization, we presented two approaches that
improve perception of visualized data for the viewer. We have shown
ways to improve perception when visualizing volume data, to ensure
the viewer does not miss important information due to downsampling,
that might be necessary for higher rendering speeds. Using techniques
that are used for rendering participating media, we could also improve
on the perception of structures of large molecules to enable researchers
to find cavities and holes inside the molecule easier. Both approaches
are adjusted to their respective use cases and therefore need to be
handled differently.

In this dissertation, we have presented several techniques, that
improve on rendering of volumetric effects in interactive computer
graphics and visualization. We mentioned some directions for further
research that is promising and may allow for more realistic and more
versatile use of volumetric effects in the future. Especially, splitting
illumination integrals into parts, that can be calculated separately,
is a promising idea that can be applied to other techniques beside
subsurface scattering. The discussed techniques are improvements on
the current state of the art and can, in some cases, be extended to
produce even more realistic visual results. An interesting direction
in that regard is the integration of BSSRDFs based on more complex
geometries into the rendering process. Applying those BSSRDFs to
arbitrary shapes can be an improvement to image quality to be more
comparable to volume path-tracing, while keeping rendering times
similar to using BSSRDFs based on semi-infinite geometries. BSSRDFs
can also be improved by incorporating the in- and outgoing light
direction into the model. While these models exist, for example the
ones by Habel et al. [HCJ13] or Frisvad et al. [FHK15], applying them
for interactive computer graphics has not been successful yet, apart
from special cases.
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Figure 1: We learn the latent space of light transport using CNNs operating on 3D point clouds. Here we show five resulting 3D feature
activations F1-F5 for one geometry-light-material input (left columns) from two views (left rows) and the resulting shaded image (right).

Abstract
We suggest a method to directly deep-learn light transport, i. e., the mapping from a 3D geometry-illumination-material
configuration to a shaded 2D image. While many previous learning methods have employed 2D convolutional neural networks
applied to images, we show for the first time that light transport can be learned directly in 3D. The benefit of 3D over 2D is, that
the former can also correctly capture illumination effects related to occluded and/or semi-transparent geometry. To learn 3D
light transport, we represent the 3D scene as an unstructured 3D point cloud, which is later, during rendering, projected to the
2D output image. Thus, we suggest a two-stage operator comprising a 3D network that first transforms the point cloud into a
latent representation, which is later on projected to the 2D output image using a dedicated 3D-2D network in a second step. We
will show that our approach results in improved quality in terms of temporal coherence while retaining most of the computational
efficiency of common 2D methods. As a consequence, the proposed two stage-operator serves as a valuable extension to modern
deferred shading approaches.

1. Introduction

The recent Artificial Intelligence (AI) break-through is also affecting
image synthesis, with approaches that compute shading using net-
works [NAM∗17, KMM∗17], for sampling [DK17, LSM∗18, ZZ18,
MMR∗18, KKR18] and solutions that de-noise Monte-Carlo im-
ages [BVM∗17, CKS∗17, VAN∗18]. Realizing shading through a
trained network enables it to become a building block in an AI
ecosystem, e. g., in deep inverse rendering [Esl18, LTJ18, NLBY18],
as every network always can trivially be back-propagated as part
of another larger network. However, no method has yet been pro-
posed to directly learn the mapping from a 3D scene description to
a shaded image, which enables practical use in rendering.

* indicates equal contribution

Typically, convolutional neural networks (CNNs) operate on struc-
tured 2D images, and thus have found wide applications in all areas
related to image processing. Regrettably, using 2D CNNs for shad-
ing, is inherently limited as information is incomplete and tempo-
rally unstable in 2D, as light transport lives in the space of mappings
from a 3D representation to a 2D image. While CNN extension to
regular 3D domains through voxel grids exist [WZX∗16], they are
too limited in resolution to resolve visual details, both for the input
and output. For this reason, we suggest deep-learning the latent
space of mappings from 3D point clouds to the resulting shading,
which now becomes possible due to the recent progress in deep
learning on unstructured point clouds [QSMG17, HRV∗18].

To learn and use the latent space of light transport, the main
challenge is to bridge the gap between the unstructured 3D scene de-

c© 2019 The Author(s)
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scription and the structured 2D output image. Therefore, we suggest
a two-step operator, which allows for end-to-end learning from un-
structured 3D to structured 2D images. The first step transforms the
3D input point cloud with per-point position, normals, material and
illumination into a per-point latent feature vector, as it is visualized
in Fig. 1. This allows sharing information across space in multiple
resolutions, a key feature of modern deep encoder-decoder learning
architectures [RFB15]. The obtained features are subsequently prop-
agated onto all 2D pixels of the final output image in a second step,
whereby we exploit an intermediate representation of these pixels
as point cloud. Our evaluation finds improved quality and temporal
stability when comparing the proposed approach with common 2D
screen space solutions, a single-step variant or replacing each of the
two steps by a non-deep encoding. We will demonstrate the quality
of the proposed technique by training it to learn ambient occlu-
sion (AO), global illumination (GI), and subsurface scattering (SSS)
shading effects, which we evaluate quantitatively and qualitatively
wrt. a path-traced reference.

2. Related Work

Our work addresses the problem of shading by combining principles
from deep learning and point cloud geometry processing.

Shading Computing an image from material, geometry and re-
flectance information is a core computer graphics problem with
many proposed solutions.

Local illumination is fast but lacks support for complex shad-
ows and lights or inter-reflections, but still dominates real-time
and interactive applications such as computer games [AMHH∗18].
Physically-based ray-tracing [PJH16] produces excellent realistic
results, but remains still too slow for dynamic scenes. It is typi-
cally used in combination with denoising-filters [BVM∗17,CKS∗17,
VAN∗18] and temporal re-projection [NSL∗07], which each involve
their own challenges. In contrast, we show how to obtain results that
do not need either of the two.

Pre-computed radiance transport captures the light transport for a
specific geometry and material such that illumination can be changed
interactively [SKS02]. This is feasible as light transport is linear in
illumination but not in geometry [SLS05] or material [BAEDR08].
In our work, we do not use a neural network to replace a wavelet
or Spherical Harmonics basis to code light transport for a single
scene, which would be possible, given the ability to learn non-linear
mappings, but methodologically rather under-ambitious. Instead,
we learn the entire space of all light transports for all possible
geometries, materials and illuminations.

In particular, our networks will learn a generalization of the direct-
to-indirect transfer operator [HPB06]. This operator maps the in-
coming direct light to the indirect light and previous work has
compressed it or quickly evaluated it for a known scene (PRT: fixed
geometry and material). Differently, we here learn a generalization
that maps from the combination for dynamic direct light, dynamic
geometry and reflectance to the indirect response.

Instant Radiosity [Kel97] comes probably closest to bridging
offline and interactive rendering, but remains challenged by tempo-
ral coherence, singularities and resolving visibility between scene

points and many virtual point lights (VPLs). Our approach uses
point clouds that represent the first bounce, similar to VPLs, but
we use a neural network to model their effect on the output image,
which learns occlusion, multiple bounces and avoids the singularities
resulting from an analytic derivation.

Our method can also be seen as a deep extension of point-based
global illumination (PBGI) [Chr10, REG∗09]. In those classic meth-
ods, last-bounce illumination (final gathering) is computed at 2D
image positions, by gathering illumination from many 3D points.
This process can involve complex reflectance functions and most
of all, visibility, which is found by splatting points into a small z-
buffer. The relevant points are found in sub-linear time in PBGI. Our
method has to learn those steps, including visibility. PBGI computes
shading of n pixels in respect to m points in O(n× log(m)) steps.
We use an encoder-decoder [RFB15] that operates inO(n×m), i. e.,
time constant in the number of input points (like a MIP map it has
a logarithmic number of levels, but exponentially fewer points at
each level). Unfortunately, implementations of PBGI can be intricate
making comparison difficult while ours is simpler to implement if
a point-based learning framework is extended with our 3D-to-2D
convolutions. Finally, PBGI cannot be back-propagated.

Screen space shading techniques exist for a multitude of effects,
ranging from AO [Mit07], over single-bounce diffuse GI [RGS09]
to SSS effects [JSG09]. These are fast approximations of the de-
sired illumination effects, but unfortunately often lack accuracy
or temporal stability. The reason for both is that information out-
side the image – either due to being outside the viewport or oc-
cluded – cannot be taken into account when computing the result.
Mara et al. [MMNL16] tackled these problems by using layered
depth images (LDI) [SGHS98], which resolve occlusion but cannot
represent geometry seen under oblique angles, outside the viewport
and do not scale to scenes involving a high depth complexity.

(Deep) Learning Learning image synthesis is of interest to com-
puter graphics and to vision, i. e., inverse graphics [Esl18].

An early successful application of learning to a shading task is to
regress radiance in a PRT setting [RWG∗13]. The idea is to compress
the radiance response function using a fully-connected network. As
all PRT work, this remains limited to compressing the light transport
in one specific scene: instead of using SH or wavelets, the signal is
compressed into a small per-vertex fully-connected network, that is
efficient to evaluate for new view or illuminations. Follow-up work
has applied the same idea to relighting of captured scenes [RDL∗15],
where a small network encodes the response to illumination. To
tackle learning the more challenging, high-dimensional space of
light transport in all scenes, not just to compress low- dimensional
response to light or view changes in a single specific one, requires
more advanced DL concepts.

Nalbach et al. [NAM∗17] learn shading directly on a deferred
framebuffer, as done in screen space shading. Their method is ap-
plicable to all deferred buffers, i. e., it generalizes across scenes.
However, it inherits the difficulties of screen space, and suffers from
non-visible geometry, under-sampling and temporal instability.

Kallweit et al. [KMM∗17] employ deep learning for volumetric
light transport. While they archive impressive results, their algorithm
is not suitable for real-time applications and was only demonstrated
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Figure 2: Training data for different effects (AO, GI and SSS). Three shapes are shown for each effect. For GI and SSS, we also show the
illumination used for each shape. In each shape, we show the point cloud attributes that are input and output to the network. We omit repeating
the attributes of SSS that also go into GI for clarity. Note that correlation in this figure is for illustration only; all data are randomized.

to work on 3D volumes such as clouds. Their approach also oper-
ates in 3D where one network that probes the volume at multiple
locations is used to regress shading in isolation for each location.
We instead employ a single encoder-decoder architecture [RFB15],
regressing shading at all pixels from a 3D point cloud as a whole.
This approach increases efficiency and expressiveness using a latent
space with spatially-shared internal features (Fig. 1).

Combining 3D with 2D information is also an important topic
in computer vision. The work of Kar et al. [KHM17] investigates
transferring from images to a regular 3D voxel grid. Our work
contributes a network layer that transfers from an irregular 3D point
cloud to the regular 2D image required for output instead.

Point Clouds Point clouds are a minimal scene representation that
do not contain any connectivity, but a raw sampling of the scene
attributes in 3D [PZVBG00]. Originally, point clouds have been
employed in geometry processing and have recently also become a
subject of study for AI [QSMG17, HRV∗18].

Several algorithms exist for computing global illumination effects
in point clouds. Classic radiosity can be made meshless [LZT∗08],
operating on a point hierarchy. Bunnel describes a hierarchical tech-
nique for rendering AO and indirect illumination [Bun05]. More
recently, point clouds have also been used in off-line rendering
for movie production to approximate global illumination [Chr10].
While point clouds have many advantages as they are also the im-
mediate output of acquisition devices, such as LIDAR scanners,
direct, unstructured data like this can be hard to handle especially
in real-time environments. For such cases, screen space algorithms
have the advantage of a more spatially coherent memory structure.

In the rendering community, in particular for production render-
ing, point clouds with attributes are also known as Deep Frame-
buffers [KB09]. Deep Framebuffers have been proven useful also
for shading [NRS14]. It is worth noting the difference of full deep
framebuffers and Layered Depth Images (LDIs) [SGHS98]. LDIs
are regular and efficient, can resolve occlusion and transparency, but
lack information outside the image and inherently cannot resolve
geometry seen under oblique angles, which limits their use for shad-
ing [MMNL16]. Therefore, our approach learns directly on a 3D
point cloud instead of an LDI.

Most point-based methods need a way to propagate their 3D infor-
mation to the final pixels. Splatting is popular [GKBP05,SHNRS12],
but can be difficult to adjust and is also computationally demanding.
We learn this operation end-to-end with the 3D latent space.

3. Learning Light Transport on 3D Point Clouds

The technique is composed of two parts: training data generation
and a two-stage testing component (“Training” and “Testing” in
Fig. 3).

3.1. Training Data Generation

Geometry Sampling To generate our training data, we use
200 random samples from SHREC [Pic14] and 800 from
Shapenet [CFG∗15]. To each of these meshes we assign a constant
random material, before sampling them at n3D = 20,000 points us-
ing uniform random sampling. Note that this samples a 2D surface
embedded in 3D, i. e., it represents only the relevant part of the
domain, while a 3D voxelization would require to represent the
entire domain. Furthermore, all scene objects are re-scaled to have
the same size to fit [−1,1]3 and are placed on a ground plane.

Shading Computation To compute the shading at each sample
point as linear RGB radiance, we use a modified version of the Phys-
ically Based Rendering Toolkit (PBRT) [PJH16]. During this compu-
tation, we send 128 / 4096 / 4096 rays when rendering AO / GI / SSS
for each sample point such that the samples are reasonably noise-
free. The shading is computed under illumination conditions, which
are captured by 30 different environment maps out of which a subset
is shown in Fig. 2.

Shading Effects To investigate a variety of shading effects, we
have collected different variants of training data for the three desired
shading effects: AO, GI and SSS.

For AO, positions and normals are stored as input, and we regress
scalar gray AO as the shading variable. The ambient occlusion radius
is chosen to be .1 of the scene radius.

For GI, we store position, normal, diffuse albedo, (randomly uni-
form in [0,1]) and direct illumination RGB irradiance as input, as
well as the indirect RGB irradiance as output. This assumes both
shadings to be direction-independent and leaves specular transport
open for future work. We opt for irradiance as our output unit in-
stead of radiant exitance, as it allows to include texture-modulated
albedo details when converting from irradiance to pixel values, i. e.,
display radiance. Here, we also include higher-order bounces, that
are typically ignored in interactive global illumination.

Finally, SSS uses the same information as GI, just that the material
information is extended by the reduced absorption coefficient that
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Figure 3: Overview of our approach. The network receives as input two point clouds PC1 and PC2. The first point, PC1, cloud is processed
by our neural network to extract abstract features, which are used to compute AO/GI/SSS values for each point in PC2. During training (red
arrows, top branch), PC2 is another point cloud covering the surface of the object. During testing (blue arrows, bottom branch), PC2 is the
point cloud of 3D pixel coordinates. Each box represents a Monte Carlo convolution in which the number of features (F) and radius (R)
is indicated. Blue boxes indicates a convolution on the same resolution of PC1 whilst green boxes indicates convolution between different
resolutions. The orange box represents the Monte Carlo Convolution used to transfer features between PC1 and PC2.

we choose as a random value from an exponential distribution with
a mean at .1 mm−1 and the index of refraction chosen uniformly
random between 1 and 1.5.

Please note, that all shadings are indirect illumination only, i. e.,
our current use of the operator only includes the second and higher
order bounces, but not the first bounce. We have chosen this pro-
ceeding, since very efficient specialized methods to compute this
bounce exist, e. g., (soft) shadow mapping. Future work could ex-
plore advanced direct shading effects such as complex arrangements
of BRDFs, emitters and occluders.

Split Protocol We split the generated data into a training data set
of 20,000 point clouds (1,000 models × 20 environment maps),
a validation data set with 1,000 point clouds (200 models × 5
environment maps) and a test data set with 2,500 point clouds (500
models × 5 environment maps).

Moreover, we also define an additional data set composed of
animated 3D models of several animals. We use this data set to
evaluate the ability of our learning algorithm to generalize, and to
test the stability of the predicted values over an animation.

3.2. Network Architecture

As illustrated in Fig. 3 the proposed network architecture has
two components. The first operates on the 3D point cloud itself
(Sec. 3.2.2), the later propagates from the point cloud to the 2D im-
age (Sec. 3.2.3). To bridge the gap between unstructured input data
and a structured output, both stages are jointly trained end-to-end.
As the structure of the network is the same for different shading
effects, we describe the general structure here.

3.2.1. Network Input

The input 3D scene (visualized in 2D for an elephant in Fig. 3, left),
is sampled to a n input 3D point cloud to cover the entire model’s
surface (PC1 dots on the elephant). Each 3D point, i. e., sample, is
labeled with the attributes required for the desired shading effect,
e. g., position, normal, materials.

In addition to the point cloud, we require a second point cloud
PC2 on which the shading is computed. At training time (red arrows),
PC2 is just a different sampling of the surface. At test time, PC2 is
formed by the 3D point cloud of all pixels visible in a 2D image. All
pixels in this image are labeled with the same kinds of attributes as
the associated point cloud, e. g., position, normal, materials. Please
note, that the pixels, which live on a structured grid, usually do not
form a subset of the unstructured 3D point cloud. While the 3D
input encodes the scene and we construct deep features on it, only
a small fraction of “deep computation” is actually done on the 2D
image, which in the largest part is to define the desired output.

3.2.2. 3D Step

To process the network’s input, our approach exploits an unstruc-
tured deep network [QSMG17] to map input attributes to deep
per-point latent codes that can be used to shade a 2D image. In
particular, we use an encoder-decoder architecture [RFB15] with
Monte Carlo (MC) convolutions [HRV∗18]. As can be derived from
the details in the Appendix Sec. A, this design is efficient to execute,
and can deal with irregular sample distributions as required.

In contrast to other unstructured learning approaches, the prob-
lem at hand requires us to bridge the gap between unstructured
point cloud data and structured image data. This is achieved by
making 3D convolutions efficient, carefully choosing the right 3D
encoder-decoder, with the appropriate parameters and the insight
that structured pixels in a 2D framebuffer are just a special case of
an unstructured 3D point cloud. In the remaining paragraphs, we
will elaborate on these design choices.

First, the input 3D points are resampled using a parallel Poisson
disk sampling with a fixed radius on the n3D points of the input of
our data set, resulting in n3D′ points, which are used as the input of
our network. Moreover, we now compute a point cloud hierarchy by
repeatedly applying Poisson disk sampling with an increasing radius
until we obtain a few points per model. The radii used to compute
this hierarchy are .01, .05, .15, and .5.

Naturally shading algorithms have to capture illumination effects
at various different scales, reaching from local to global. To also
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2D Image

Pixel

Polygons
3D Points = Pixels

Features

Figure 4: Our key contribution is a learned convolution from sparse
unstructured 3D features to dense 2D image pixels. A single (yellow
point), collects information from 3D spatially nearby latent encoding
of light transport (blue points). This is parallel to other pixels (gray
points) and independent of meshing (red lines).

capture this variety in our learning approach, we have chosen to
follow the encoder-decoder architecture design [RFB15]. The en-
coder processes each level of the point hierarchy by first applying a
within-level convolution and then computing a convolution between
the current level and the next one, which enables us to transfer the
learned features to deeper levels. Before each convolution, we use a
1× 1 convolution, i. e., a receptive field containing only the point
itself, which is very fast to execute and allows to non-linearly adjust
features as required. This procedure is executed for each level until
we obtain a set of features for the last level of the point hierarchy.
In each level the number of features is doubled, whereby we used
in our particular implementation, 8 features in the first level which
results in 64 features in the deepest level.

The decoder transfers the global features to shallow levels by
applying convolution between different levels, resulting in n3D′×nc
channels in the last level (we use nc equal to 8). We call this mapping
f3D. Each 3D point xi is now labeled with a latent encoding yi ∈Rnc

that describes its effect on shaded 2D pixels.

Our latent encoding could be seen as a deep generalization of
VPLs [Kel97] or blockers and bouncers [SGNS07] that encode what
is relevant for other shading points. End-to-end training chooses this
encoding optimally for the effect on the 2D image.

3.2.3. 2D Step

In this step, the latent 3D representation is propagated onto the
2D result image. Input are the n3D′ points xi, with their nc feature
channels yi as well as a large number of n2D (e. g., millions) of
2D image pixels with attributes zi. Output is a shaded image, e. g.,
monochromatic for AO and RGB for other effects. Consistent with
image-space CNNs, we use the term “attribute" for given input
information like position, normal, etc, while we refer to internal
network activations, as “features”.

The propagation is performed using a single learned convolu-
tion that maps the nc features as well as the per-pixel attributes of
all points in a receptive field to a final RGB color, respectively a
monochromatic gray value. We call this mapping, which is illus-
trated in Fig. 4, f2D.

As this process is not creating any intermediate representations
it is scalable. Note, that the number of 3D features is much smaller

than the number of pixels. Our unstructured 3D-to-2D convolution
matches those requirements. To determine all points xi affecting a
pixel zi, we look them up in a voxel hash map. Note that this map
does not need to resolve fine spatial details but is just an optional
acceleration data structure. In our implementation, we have chosen
to use a 1003 grid, which resulted in adequate performance. A
straightforward implementation of a single mapping from 3D to a
2D image in the spirit of MC convolutions [HRV∗18] would require
to build these structures for all pixels zi in every frame, which would
be prohibitive. Instead, our design allows hashing only the coarse
point set xi. This strikes a balance between sharing information on
a coarse scale and propagating this representation in a simple and
scalable way to millions of pixels as required in practical computer
graphics applications.

The ratio between the Poisson disk radius used to compute the
n3D′ points and the radius of this last convolution determines the
maximum number of points in the receptive field. Bounding the
number of points used to compute the convolution allows us to guar-
antee a constant performance, since for each pixel zi we will process
a similar number of xi points independently of the complexity of
the scene. The trade-off between performance and quality of the
effect can be controlled by increasing or reducing the Poisson disk
radius. This will result in less or more points used to compute the
convolution, obtaining a less or more accurate approximation of the
integral. Sec. 4 presents a comparison of the results obtained for
several scenes using different Poisson disk radii.

3.3. Training Process

During training, for each model we select the n3D′ points out of
the initial n3D points using Poisson disk sampling. The loss is L2
on their shading values. The remaining points are considered as
the pixel points zi for which we are approximating the shading
effect. This is possible, as we interpret any pixel as a 3D point,
entirely ignoring the image layout. Therefore, we are able to train
our network end-to-end without generating several images from
different points of view. Future work, could investigate the benefit of
also using 2D images, e. g., in an adversarial design, at the expense
of having to render them.

The architecture is defined and trained using TensorFlow using
the Adam optimizer at an initial learning rate of .005. We scaled the
learning rate by 0.7 every 10 epochs. The network is trained until
convergence for 200 epochs using a batch size of 8 models. Test
and train loss are similar, indicating no over-fitting is present. Our
dataset and networks are publicly available at https://github.
com/viscom-ulm/GINN/.

3.4. Implementation

Our interactive OpenGL application proceeds as follows:

First, we compute a deferred shading buffer with position, normal,
material and direct-light radiance, maybe with specular, using a
vertex and fragment shader combination, all classic so far.

Next, we compute irradiance at every point of a point cloud
version of this very scene, stored in a VBO, using compute shaders.
This VBO, VBOs of position, normals and material information,
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are given to TensroFlow to compute the mapping f3D. The final 2D
texture with radiant exitance is compute by a CUDA program which
implements the mapping f2D using as input the deferred position
and normals of the pixels and the result of the mapping f3D.

Finally, this output composed of albedo, direct light, gamma
applied, is tone-mapped and displayed.

Indeed, this requires having a point cloud version of the scene
available. In a pre-process, we sample the scene uniformly. However,
under uniform polygonal tessellation, taking a random subset of the
vertices should be sufficient.

4. Evaluation

In this section we perform both a quantitative and time analysis (see
Sec. 4.1) and a qualitative evaluation (see Sec. 4.2).

4.1. Quantitative Evaluation

Here, we quantify different methods, including ours, variants of it,
and other state-of-the-art methods in terms of several metrics on a
test data set.

4.1.1. Methods

For each of the three different shading effects considered (AO, GI,
and SSS), we compare four different approaches to the reference: our
full 3D-2D approach (Ours), conventional screen space techniques
(SS), a 2D-only variant of our approach (Ours 2D only) and a 3D-
only variant of our approach (Ours 3D only).

Screen Space To obtain the screen space results, we use our own
implementations of screen space shading, based on methods pro-
posed for AO [Mit07], GI [RGS09] and SSS [JSG09]. For AO we
sample 16 directions with 32 samples along each direction, which
results in 512 samples per pixel. For GI and SSS we use a window
of 54×54, which results in 2,025 samples per pixel.

2D-only Variant For the 2D-only variant, we do not learn any
3D features per point, i. e., we do not execute the encoder-decoder
network. Instead, we learn only a single 3D-to-2D convolution
which, based on the normal and other parameters of a sampling
point, approximates the shading effects for each pixel. This can be
understood as if we only execute the 2D part of our network, but
with the same resources. Outperforming this method indicates, that
sharing internal information in 3D is purposeful.

3D-only Variant This ablation variant of our approach first com-
putes the shading effects, i. e., the RGB irradiance, at every input
sample point. Recall, that the full approach does not do this, but
creates a complex deep representation for every point instead. Then,
we use a splatting technique to propagate the 3D irradiance onto the
2D image. Outperforming such a method would show that a 2D-3D
design is advantageous over a pure 3D approach.

4.1.2. Comparison Metrics

To evaluate the shading methods, we compute measurements of
all methods in comparison to a path-traced reference, whereby we

Table 1: Time and memory requirements for different methods (SS,
2D-only, 3D-only, Ours) (rows) when realizing different shading
effects (AO, GI, SSS) (columns).

AO GI SSS

Time Mem Time Mem Time Mem

SS 1.8 ms 3.14 MB 65.0 ms 9.34 MB 31.0 ms 10.4 MB
2D-only 26.5 ms 3.25 MB 41.7 ms 9.61 MB 49.6 ms 10.6 MB
3D-only 71.8 ms 3.25 MB 121.9 ms 9.61 MB 104.0 ms 10.6 MB

Ours 43.3 ms 3.25 MB 107.6 ms 9.61 MB 105.6 ms 10.6 MB

employ three metrics. The first metric is computed in 3D, it is a direct
view-independent L2 metric directly computed on the 3D point
clouds. The second and third metrics are view-dependent as they are
computed in 2D. We use the mean square error of the resulting pixel
values and the structural similarity (DSSIM) index computed on 2D
images. For all these metrics, smaller values indicate better results.

4.1.3. Additional 2D Test Data

The 3D metric can be evaluated directly on the 3D point clouds in
the split set of our test data set. Recall, that the training operates
purely on 3D point clouds, so we do not have a test image set,
despite it is important to study the effect on the resulting image. To
compensate for this, we rendered 5 additional reference 2D images
with a resolution of n2D = 1024× 1024 for each shading effect
and each method. All these images are linearly tone-mapped to
preserves the .9 luminance percentile before applying a 1.6 gamma
curve. These images are shown in the supplementary materials.

4.1.4. Timings

To gauge the performance of our approach, we also record the
compute times at a resolution of 1024×1024 for each method on
an Nvidia GTX 1080 / Intel i7-4790@3.60GHz system, and report
it in Tbl. 1 together with the amount of memory used. Note that
this operation is fully dynamic, since the voxel grid is rebuild each
frame in a few additional milliseconds. For static scene this could
be pre-computed and stored in memory. We do not include the
computation of direct illumination in time or memory consumption
as this is completely independent of our approach or the methods we
compare to. The 2D step of our network on average takes 60 % of the
total compute time. However, depending on the scenes local-global
characteristics, different weighting to 2D or 3D effort are possible.

Additionally, Tbl. 2 shows timings for different numbers of points,
obtained by changing the Poisson disk radius. Larger radii result
in larger receptive fields, i. e., more points and more computational
effort. We see that our method’s compute time scales slightly sub-
linear, almost linear in the number of points, indicating a controllable
quality-performance trade-off.

4.1.5. Discussion

The results of our quantitative analysis shown in Tbl. 3 demonstrate
that our method (Ours) outperforms all other methods (SS, 2D-
only, 3D-only) for all shading effects (AO, GI, SSS) according
to all metrics (48 comparisons) with two exceptions. The first is
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Table 2: Number of points and time required to evaluate the network
for different Poisson disk radii used to select the n3D′ points.

.01 .015 .02

#Pts Time #Pts Time #Pts Time

Elephant
GI 13.2 k 280.1 ms 6.4 k 122.9 ms 3.7 k 81.2 ms

AO 8.6 k 203.6 ms 4.1 k 66.1 ms 2.3 k 34.6 ms

Horse
GI 9.0k 184.5 ms 4.4 k 92.3 ms 2.5 k 61.4 ms

AO 3.5 k 35.7 ms 1.7 k 20.5 ms 0.9 k 15.9 ms

computing GI in screen space, where SS, 3D-only and our full
method perform similar (.11 vs. .12). The second is 3D-only, which
is also our method, but an ablation. This indicates, that SSS, at
least in our scenes, does not benefit from refining it from 3D to
2D, as this is the difference from 3D-only to our full method. We
hypothesize, that this is due to the fact that SSS does not have
high spatial frequencies which are worth to refine from 3D to 2D
and the attempt to do so is counterproductive. Finally, while not
outperforming state-of-the-art methods in all metrics for all effects,
even at allegedly same performance, we find ours to have better
temporal coherence, which is difficult to measure, but best seen
in the accompanying video. Overall, we see that this increase in
quality can require slightly higher compute time and only a very
slight increase in memory by a few percent from Tbl. 1.

In fact, we find that the ablations of our methods (2D-only and
3D-only) do not produce the same quality, given similar resources.
We see this as an indicator, that our novel 3D-to-2D convolutional
design, which bridges from unstructured to structured data is both,
efficient and effective.

We further see, that the memory overhead is negligible as most
processing happens on a light-weight point cloud of only ca. 10 k
points to capture global effects with a final 2D pass that needs an
equal amount of memory as SS methods.

4.2. Qualitative Evaluation

Fig. 5 and Fig. 6 show results for AO and GI for different methods
(SS, Ours, Reference). We find that our method produces results that
are more similar to the reference. The supplemental video further
demonstrates our increased temporal coherence.

We use point lights for testing GI, to highlight the effect of indirect
lighting more. Note that this shows the networks ability to generalize
to illumination not observed at training time. We additionally show
results for environment maps in Fig. 8.

Fig. 9 provides some examples of the subsurface scattering results
obtained with our network. Note how our network is able to simulate
back scattering effects.

Fig. 7 shows a visual comparison of the obtained AO results when
using the different methods: SS, 2D-only, 3D-only, Ours, Reference
(from left to right). It can be seen, that SS (first inset column) mostly
resolves local features. Our 2D-only variant (second inset column)
has a similar quality, indicating that the 2D operation can be learned.
The 3D-only variant of our approach (third inset column) in contrast

Table 3: Visual fidelity metrics computed wrt. to the reference
in 2D and 3D (MSE, DSSIM) for different methods (SS, 2D-only,
3D-only, Ours) (rows) computing different effects (AO, GI, SSS)
(columns). Entries are shown to fall below two rows to highlight
they are identical by construction: 3D is computed in 3D per-point
and consequently not affected by our 3D-to-2D refinement.

AO GI SSS

3D 2D 3D 2D 3D 2D
MSE MSE DSSIM MSE MSE DSSIM MSE MSE DSSIM

SS – .24 .013 – .11 .041 – .49 .034
2D-only .086 .25 .015 .062 .15 .043 .0215 .43 .018
3D-only .073 .21 .014 .047 .12 .043 .0164 .29 .013

Ours .16 .012 .12 .042 .19 .017

resolves more global features, but lacks detail. When instead using
our full method (fourth inset column), both local and global features
are resolved, which makes it look most similar to the reference (fifth
inset column).

In Fig. 10 we study the visual effect of different Poisson disk
radii. We see, that with smaller radii, more 3D points map to every
2D pixel. Consequently, the shading appears more smooth, while
still communicating details correctly.

5. Discussion

Our method is demonstrated in a setting were several assumptions
are made: a single object of two diffuse and homogeneous materials,
For deployment to real rendering applications like computer games,
several limitations would need to be overcome.

Diffuse materials It currently only works with uniformly dis-
tributing reflections (i. e., diffuse materials). The largest difficulty to
overcome for specular is the need to store directional illumination
information at each point. A simple solution to start with would be
using Spherical Harmonics, but these remain limited to low frequen-
cies. Light transport is linear in light, so one could learn a isolated
direction-dependent family of transports, but this is suboptimal from
a deep learning perspective, as it would not allow for sharing internal
features across the directional domain.

Homogeneous materials While our results are not shown tex-
tured, including reflectance variation would require mapping texels,
including proper minification, to the coarse point’s albedo feature
which we did not implement. The 3D-to-2D step includes the re-
flectance of every pixel, that might or might not come form a texture.
This is possible by learning irradiance to be multiplied with albedo,
instead of radiant exitance.

Single objects We only test and train on single object with one
material placed on a ground plane of a different material. This is
a constrained subset of what actual geometry would look like in
many interactive applications. Going from objects to scenes will
face similar challenges that were encountered when using PRT.

Computational efficiency Our approach is competitive in visual
performance, but not yet able to outperform well-developed screen
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Figure 5: Results of different AO methods (rows) applied to different scenes (columns). The rendered meshes are not part of the training data
set. Tbl. 1 and Tbl. 3 provide a quantitative comparison.

space interactive GI methods. We particularly note, how AO works
better than SSS, which again works better than GI, probably as
the these effects are increasingly demanding in reproducing high
frequencies. Most time is spend by propagating from 3D points to
2D pixels, which every direct-to-indirect method needs to do.

Scalability Our method scales linearly with the number of pixels:
At each pixel, the 3D-to-2D convolution is run in isolation once.
Future work can aim to reduce constants by using less, but better-
trained filters. As an encoder-decoder, the 3D-convolution part scales
linearly in the number of 3D points.

6. Conclusions

In this work, we have proposed a deep learning approach to com-
pute shading in its natural context: the full 3D geometry-material-
illumination configuration. We could show how this can be achieved
by extending modern scalable convolutional architectures, that di-
rectly work on the unstructured 3D scene sampling data. To our
knowledge this is the first approach applying learning for rendering
directly in 3D space. Our results show that we can outperform state-
of-the-art deferred shading methods, as we consider parts of the
geometry invisible to these. Thus, we believe that the presented ap-
proach is a valuable extension for these commonly used approaches.

Besides adding more effects, such as specular transport and test-
ing the design on volumes, future work could also extend the ap-

proach to 4D, using temporal features, maybe including recursion to
further increase efficiency. Inverting the pipeline and regressing the
3D information from the observed shading – 3D intrinsic images –
is another avenue enabled by our approach.
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Appendix A: Monte Carlo Convolution

Monte Carlo convolutions (MCCs) [HRV∗18] are a deep neural
network layer that efficiently convolves unstructured samplings of a
signal f with a learnable kernel g:

( f ∗g)(x)≈ 1
|N (x)| ∑

j∈N (x)

f (y j)g
(

x−y j
r

)

p(y j|x)
, (1)

whereN (x) is the set of all samples in the neighborhood of spatial
coordinate x, p(y|x) is the density around sample y in respect to
point x and r a scalar defining the radius of the receptive field. The
kernel g takes as arguments the 3D offsets x−yi, and maps them to
weights, same a discrete filter masks do in an image filter. Learning
the filter amounts to learning the weights of the MLP defining it.
To be applicable to high dimensions, MCCs model the filter kernel
itself as a Multi-layer Perceptron (MLPs), a network which map
3D offsets to scalar weights. As the definition allows completely
decoupling the input and output sampling, MCCs are well-suited to
down and up-sampling, as well as to the change of dimension from
3D virtual worlds to 2D image pixels required here.
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for Translucency Simulation under General Illumination
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Ground Truth [dLE07] [JZJ∗15] Ours

Figure 1: Our novel translucency technique allows for rendering of realistic translucency effects in real time. This effect can be seen on thin
surfaces of translucent materials such as the ears of the human head in the leftmost picture. The other pictures show a close-up view of the
ear rendered with different existing real-time techniques compared to the ground truth.

Abstract
Rendering translucent materials in real time is usually done by using surface diffusion and/or (translucent) shadow maps. The
downsides of these approaches are, that surface diffusion cannot handle translucency effects that show up when rendering thin
objects, and that translucent shadow maps are only available for point light sources. Furthermore, translucent shadow maps
introduce limitations to shadow mapping techniques exploiting the same maps. In this paper we present a novel approach for
rendering translucent materials at interactive frame rates. Our approach allows for an efficient calculation of translucency with
native support for general illumination conditions, especially area and environment lighting, at high accuracy. The proposed
technique’s only parameter is the used diffusion profile, and thus it works out of the box without any parameter tuning. Further-
more, it can be used in combination with any existing surface diffusion techniques to add translucency effects. Our approach
introduces Spatial Adjacency Maps that depend on precalculations to be done for fixed meshes. We show that these maps can
be updated in real time to also handle deforming meshes and that our results are of superior quality as compared to other well
known real-time techniques for rendering translucency.

Categories and Subject Descriptors (according to ACM CCS): I.3.7 [Computer Graphics]: Three-Dimensional Graphics and
Realism—Color, shading, shadowing, and texture

1. Introduction

Translucent objects or participating media are commonly encoun-
tered in natural environments. All dielectric materials show translu-

† sebastian.maisch@uni-ulm.de
‡ timo.ropinski@uni-ulm.de

cency to some degree which often results in a smooth appearance
due to light scattering inside these materials. Depending on how
much light is absorbed when passing through a medium and the
depth of an object, translucency effects can also appear when light
shines through an object. The process leading to these effects is
called subsurface scattering. Subsurface scattering is very impor-
tant for the appearance of materials like skin, marble or candle wax.
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However the appearance of non-solid materials, like milk, sea wa-
ter, smoke, and fog, is also influenced by this process.

Simulating light transport in translucent objects is especially dif-
ficult in real time, since non-local contributions need to be taken
into account. As we will show, the effect can be split in two
parts, a surface and the translucency part. While the surface part
can be simulated by exploiting a local neighborhood in texture
or screen space, the translucency part cannot be simulated using
a 2D local neighborhood and is thus much harder to handle. To
investigate the possibilities of interactive subsurface rendering ap-
proaches, it is mandatory to refer to the related models described
in literature. The optical appearance of dielectric materials is well
described by Radiative Transport Theory, as covered in depth by
Chandrasekhar [Cha60]. First approaches for rendering subsur-
face scattering effects were proposed by Blinn [Bli82] for simu-
lating light interaction of clouds and dusty surfaces. Hanrahan and
Krueger [HK93] presented a model that included single scattering
in homogeneous participating media. While single scattering is an
adequate solution for optically thin media, it is not sufficient to ren-
der optically thick materials where multiple scattering has a more
prominent effect. For these materials, Stam [Sta95] approximates
multiple scattering as a diffusion process. This approach assumes a
high amount of scattering events happening inside the material so
the scattering can be assumed to be isotropic. Using the diffusion
process Jensen et al. [JMLH01] created a BSSRDF approximation
based on dipoles assuming semi-infinite heterogeneous media.

Based on the technique by Jensen et al. two approaches dealing
with the two optical effects of subsurface scattering were devel-
oped. Hao et al. [HBV03] as well as Borshukov and Lewis [BL03]
rendered the smooth appearance of translucent objects by using
texture space blurring. The translucency effect can be rendered
in real time using Translucent Shadow Maps (TSMs) introduced
by Dachsbacher and Stamminger [DS03]. TSMs use information
about the object as seen from a light source to calculate the translu-
cency. All current real-time algorithms combine modified versions
of these techniques to render translucent objects, although in partic-
ular TSMs have several downsides. They restrict the types of lights
used in a scene to point or directional lights. As generalized illumi-
nation, especially environment and area lighting is used more fre-
quently in real-time rendering, this becomes a major disadvantage.
Another drawback is the number of render targets needed to store
the information representing translucency, as well as for rendering
high-quality shadows. While the depth component can be used for
shadow mapping as well as translucency without any shadow map
filtering, if filtering is applied the depth component needs to be
stored unfiltered as well, to be able to provide correct translucency
information. This is particularly important with shadow mapping
techniques which require multiple components in the shadow map.
When for instance using Variance Shadow Maps [DL06] (2 com-
ponents) or Moment Shadow Maps [PK15] (at least 4 components)
the combination with information needed for translucency would
require a vast amount of render targets. And on top of this, TSMs
will still generate inaccurate results.

We see current surface diffusion techniques as an excellent solu-
tion for the smoothing effect resulting from subsurface scattering.
Unfortunately, the algorithms for rendering translucency are only
crude approximations of the real effect. Therefore, within this pa-

per, we introduce Spatial Adjacency Maps (SAMs) which eliminate
this approximation, while being combinable with any surface dif-
fusion technique to account for all subsurface scattering. Further-
more, SAMs do not impose any constraints regarding the types of
light sources, and do not need TSMs to generate a translucency ef-
fect while at the same time creating physically-based results that are
more accurate than current interactive techniques. To achieve these
goals, a SAM computes and stores connections between vertices
that contribute to each other strongly in terms of light transport.
Furthermore, SAMs are created in a way that they can be evalu-
ated quickly during rendering to create a realistic, physically-based
approximation. When dealing with deforming objects, we exploit
spatial and temporal coherence of a mesh between two subsequent
animation steps to update the corresponding SAM on the fly.

2. Previous Work

Previous work directly related to our presented technique can be
separated into several fields. We will briefly describe general tech-
niques to render participating media. We focus on known meth-
ods for dealing with translucency in real-time applications and
then mention different diffusion profiles and material parameters
required by our method.

2.1. Offline Rendering of Subsurface Scattering

Besides Monte Carlo methods, subsurface scattering can be sim-
ulated using multiple techniques, for example photon mapping
[DEJ∗99] or scattering equations [PH00]. While these methods all
provide high quality results, they are not suitable for fast image
generation when using highly scattering materials. When dealing
with such materials, the dipole diffusion approximation by Jensen
et al. [JMLH01] with its various improvements (see Sec. 2.3) can
provide fast and accurate results. Rendering speed of this method
is further increased by Jensen and Buhler [JB02] but this approach
is still not sufficient for real-time applications.

2.2. Translucency

The smoothing effect due to subsurface scattering is addressed by
different approaches. D’Eon et al. [dLE07, dL07] use a sum of
Gaussians to perform fast texture space blurring in real time for
their skin rendering. They fit the Gaussians to closely match any
chosen diffusion profile. For the translucency effect, they use a
modification of TSMs but reduce the number of components used
to just two texture coordinates. These are used to fetch all important
properties needed for the translucency calculation. This approach
was modified by Jimenez et al. [JSG09] to a screen space solution
and finally altered to have only two 1D blurring passes [JZJ∗15].
The screen space approaches are faster compared to texture space
blurring, as only visible surfaces are taken into account, but intro-
duce artifacts, as blurring around object edges into invisible areas
is not possible. For translucency, these techniques further simplify
TSMs to store only the depth by making several assumptions about
the object’s back side. While reducing the problems of TSMs re-
garding the amount of information stored, these modifications still
suffer from incorrect translucency as the samples taken from the
TSM might be too far away from the corresponding points on the
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rendered side to have any real effect, while closer samples are not
considered.

Lensch et al. [LGB∗03] also use a vertex-based approach for
rendering subsurface scattering at interactive speeds. They discrim-
inate between a local response that is calculated by texture filtering
and a vertex-based global response. They also exploit a precalcula-
tion step on a triangle fan level, but in contrast to our approach they
do not discriminate between vertices that lie on different sides of an
object. This way they need to consider all vertices within a certain
distance to each other and need to do a special blending between
these responses to avoid a doubled contribution. In contrast, our ap-
proach will take into account spatial configurations and orientations
between vertices to separate surface blurring and vertex to ver-
tex throughput. Furthermore, as already mentioned by Mertens et
al. [MKB∗03], Lensch et al. use a matrix multiplication to compute
the global response which might not be fast enough for real-time
applications in scenarios with high vertex counts. Mertens et al. use
a low resolution mesh to calculate form factors [MKB∗03] similar
to ours, but they do not discriminate between translucency and sur-
face diffusion. Therefore, their results do not show smoothed de-
tails as do techniques that use a surface diffusion approach. They
are also restricted to diffusion profiles generated using the classi-
cal dipole approximation and do not profit from more physically
accurate models.

Spherical harmonics as described by Sloan at al. [SKS02] can
also be used to precompute subsurface scattering. The general tech-
nique can not be trivially extended to deforming objects without
major recalculation of the coefficients. Several techniques, for ex-
ample by Sloan et al. [SLS05], are available to handle this down-
side. Although, subsurface scattering produces low frequency light,
effects like self shadowing in thin regions are hard to encode prop-
erly with only few a spherical harmonics coefficients. Using more
coefficients may result in vast memory usage and performance
issues as hardware support for matrices with a large number of
columns/rows is limited. Subsurface scattering using spherical har-
monics is also hard to combine with surface blurring methods,
which are a widely accepted practical solution for the smoothing
effect.

Nalbach et al. [NRS14] propose another method for subsurface
scattering. They use surfels to represent a scene’s geometry and
can thus access information in screen space that would be occluded
otherwise. They use these surfels for several global illumination
effects by applying their illumination contribution to all pixels in
the framebuffer covered by them. Their technique can be applied
to dynamic scenes as well, and it provides good results for several
effects at the same time. As the authors state themselves the ef-
fect is computed in a similar way as suggested earlier by Jensen
and Buhler [JB02]. Just like other methods they do not discrimi-
nate between translucency and surface diffusion with similar down-
sides as the techniques by Mertens et al. [MKB∗03] or Sloan et
al. [SKS02, SLS05].

A recently released paper by Shinya et al. [SDS∗16] offers an
efficient solution especially for optically thin participating media.
Unfortunately, this technique is not feasible for current real-time
applications. It is also not clear how their technique performs in
case of optically dense media which is the focus of our approach.

2.3. Diffusion Profiles

Several similar techniques are known today as an enhance-
ment to the dipole approximation first introduced by Jensen et
al. [JMLH01]. All of these models are based on diffusion the-
ory as an approximation to the radiative transport equation. The
original dipole model is an exact solution to the diffusion model
for semi-infinite homogeneous media and introduces errors espe-
cially for thin slabs. Donner and Jensen [DJ05] present a multipole
technique that describes light transport through multi-layer mate-
rials, which are especially applicable for rendering human skin.
This multipole approximation can also provide correct results for
slab geometries where the original dipole model failed. D’Eon and
Irving [DI11] propose a quantized diffusion model that takes into
account single scattering effects also for multi-layer materials, re-
sulting in even higher image quality. All these techniques produce
radial-symmetric diffusion profiles that can be used directly and –
approximated as a sum of Gaussians – applied even to real-time
applications. Our method supports arbitrary diffusion profiles and
can thus benefit from the superior quality of all these profiles.

Dipole approximations resulting in non-radial symmetric dif-
fusion profiles, i. e. models assuming a normally incident light,
as for example proposed by Donner et al. [DLR∗09] or Frisvad
et al. [FHK14], can in theory also be used with our technique.
However, the surface blurring then needs to be done with a 2-
dimensional filter kernel, which is not fast enough in practice for
real-time applications.

Material parameters for rendering of participating media
were measured by Jensen et al. [JMLH01] and Narasimhan
et al. [NGD∗06]. Especially for skin rendering Weyrich at
al. [WMP∗06] fitted a BRDF and BSSRDF to their measured light-
ing. For the same purpose, Iglesias-Guitian et al. [IGAJG15] cre-
ated a biophysically based model for generating diffusion profiles
from parameters such as age, gender, or skin type.

In this paper we use diffusion profiles generated by Jimenez
et al. [JZJ∗15] based on the values measured by Jensen et
al. [JMLH01] for the milk and marble materials. For the skin ma-
terial we use the diffusion profiles proposed by D’Eon and Irv-
ing [dLE07] and the reflectance parameters measured by Weyrich
et al. [WMP∗06].

3. Vertex Based Translucency

In this section we will discuss the known equation of subsurface
light transport in Sec. 3.1 and rearrange it to be suitable for our
simplifications detailed in Sec. 3.2. We will then describe how ex-
actly we discriminate contributions of surface diffusion and translu-
cency in Sec. 3.3 before we describe in Sec. 3.4 how we handle
deformable meshes.

3.1. Radiative Transport Derivation

For an exact simulation of subsurface scattering in an object, an in-
tegral over the object’s surface needs to be solved as described by
the BSSRDF model by Nicodemus et al. [NRH77]. Solving this in-
tegral is usually done by using Monte Carlo integration. The down-
side of this method is the number of samples required for a noise
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free solution which makes this method unsuitable for real-time ap-
plications. In our approach we use the spatial information provided
by the existing triangle and vertex structure of a triangle mesh to ap-
proximate the surface integral used in the BSSRDF model. This al-
lows us to find a reasonable approximation using information gen-
erally available in real-time rendering. The derivations presented in
this subsection are inspired by the derivations made by Mertens et
al. [MKB∗03].

Using the BSSRDF model the outgoing radiance Lo, due to sub-
surface scattering at exit point xo and exit direction ~ωo, is defined
by the surface integral over the object’s surface A of the incident
radiance Li at entry points xi and directions ~ωi.

Lo
(
xo,~ωo

)
=

∫

A

∫

2π
S
(
xi,~ωi,xo,~ωo

)
Li
(
xi,~ωi

)(
~n ·~ωi

)
d~ωi dxi

(1)
The BSSRDF S is originally defined by a diffusion profile Rd (see
Sec. 2.3) and the Fresnel transmission Ft at entry and exit points of
the light.

S
(
xi,~ωi,xo,~ωo

)
=

1
π

Ft
(
xi,~ωi

)
Rd
(
‖xi−x0‖

)
Ft
(
xo,~ωo

)
(2)

Donner and Jensen [DJ05] adjusted this model to diffuse surfaces
using a diffuse reflection factor ρdt to replace the Fresnel transmis-
sion terms. The diffuse reflection factor is defined by the light not
reflected in any direction by the surface BRDF.

ρdt
(
x,~ωo

)
= 1−

∫

2π
fr
(
x,~ωo,~ωi

)(
~ωi ·~n

)
d~ωi (3)

We will use these equations to combine all light at each entry
point that is subject to the diffusion process as Ld .

Ld (xi) =
∫

2π
Li
(
xi,~ωi

)
ρdt
(
xi,~ωi

)(
~ωi ·~n

)
d~ωi (4)

This allows us to simplify Equation 1 by removing constant parts
from the integral leaving it with only information locally available
at xi and the distance to the xo:

Lo
(
xo,~ωo

)
=

1
π

ρdt
(
xo,~ωo

)∫

A
Rd
(
‖xi−x0‖

)
Ld (xi)dxi (5)

3.2. Form Factor Calculation

Although Mertens et al. also use form factors to calculate subsur-
face scattering, our approach differs from theirs as they store light
transport from triangles to vertices while we use a local area around
vertices for light transport calculation. This allows us to directly use
available vertex information later in rendering. One of the goals of
our technique is to separate the light contributions due to the sur-
face diffusion from those due to translucency. We do this by defin-
ing a ‘front’ and ‘back’ side of an object at each surface point (see
Sec. 3.3). Contributions from the front will be handled by a sur-
face diffusion technique whereas our translucency technique will
be applied to the contribution from the back. Therefore, we split
the surface area A into a front surface A+ and a back surface A−
where A = A+∪A− and A+∩A− = ∅. With this definition we can
split the integral from Eqn. 5 to one that evaluates the front side

vo

vi

Fo

F ′o

Fi

F ′i

Figure 2: Exemplary front and back side triangle fans (dashed
grey) around vo and vi and their reduced fans (black) used for
our light transport calculations. We calculate the light transport
(dashed red) between the reduced triangle fan at the back side to
each point inside the reduced fan area at the front side. The average
of this value over the front side area is used as the form factor.

(Lo+) and one that evaluates the back side (Lo−).

Lo+ (xo) =
∫

A+
Rd
(
‖xi−x0‖

)
Ld (xi)dxi (6)

Lo− (xo) =
∫

A−
Rd
(
‖xi−x0‖

)
Ld (xi)dxi (7)

The final radiance can be calculated using the terms from
Eqn. 6 and 7 as Lo

(
xo,~ωo

)
= 1

π ρdt
(
xo,~ωo

)(
Lo+ (xo)+Lo− (xo)

)
,

whereby Lo+ can be evaluated using a surface blur as described by
several techniques mentioned in Sec. 2.

However, as the computation of the translucency effect is more
challenging, in the remainder we focus on term Lo−

(
xo,~ωo

)
. We

assume the surface A to be a triangle mesh with vertices v∈V ⊂ A.
We split the set of vertices V in the same way we split the surface
A, to get two subsets V+ ⊂ A+ at the front side and V− ⊂ A− at the
back side for each surface point. Each vertex v of these subsets is
surrounded by a triangle fan F . We can divide each triangle of F
into three parts of equal surface area that are associated with each
vertex of this triangle. We now define F ′ as the reduced triangle fan
that consists only of the parts that are associated with v. The area
of F ′ will be F̂ ′. With this we convert the integral over the back
surface in Eqn. 7 into a sum of integrals over reduced triangle fans
(see also Fig. 2).

Lo− (xo) = ∑
vi∈V−

∫

F′i
Rd
(
‖xi−x0‖

)
Ld (xi)dxi (8)

We use barycentric coordinates to easily find all points on a triangle
that are closer to one vertex than to any of the others to create this
reduced triangle fan. Due to the very low frequency light transmit-
ted through an object and assuming a reasonably high tessellation
we can approximate this by a constant irradiance Ld on each re-
duced triangle fan F ′i .

Lo− (xo)≈ ∑
vi∈V−

Ld (vi)
∫

F′i
Rd
(
‖xi−x0‖

)
dxi (9)

Our goal is now to find a good estimation for this integral at each
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vertex vo instead of at any point xo, whereby each vertex is a rep-
resentative for all points on the associated F ′o . To get more accurate
results, we average all contributions from a back side fan over the
reduced fan’s area F̂ ′o around the vertex vo as shown in Figure 2,
where you can see the triangle fans around two exemplary vertices
and the associated F ′ we use in our calculations. Light transport
from the associated F ′i around vi to a single point of the associated
F ′o around vo is also outlined. We introduce form factors Koi that
describe the light transport between the reduced fan around vi and
the reduced fan around vo.

L̄o− (vo) = ∑
vi∈V−

Ld (vi)Koi (10)

Koi =
1

F̂ ′o

∫

F′o

∫

F′i
Rd
(
‖xi−xo‖

)
dxi dxo (11)

We approximate this sum by associating to each vertex vo n ver-
tices vi[vo;k] ∈V− (k ∈ [0 . . .n−1]) on the object’s back side with
respect to vo. We chose the vertices vi[vo;k] so that the terms Koi
are the greatest n among all back side vertices. This way we find
the vertices that contribute most to the translucency effect we want
to achieve. In practice we can choose a rather small n as we can re-
strict the contribution to few vertices since diffusion profiles show
an exponential falloff in distance and thus most vertices will have
no actual contribution to the effect. The final light contribution for
translucency is then calculated by using only the three form factors
Kok associated with the vertices vi[vo;k]. As the form factors only
depend on the meshes’ geometry and the diffusion profile and not
on the incoming light, we can precalculate them using Monte Carlo
integration.

L̃o− (vo) =
n

∑
k=0

Ld
(
vi[vo;k]

)
Kok (12)

Thus, during rendering we evaluate Eqn. 12 to approximate the
translucency using the form factors while evaluating Ld directly.

3.3. Mesh Surface Splitting

xo

Tangent Plane

Figure 3: The back and front sides of an object for point xo in a 2-
dimensional case. The areas marked with blue color are considered
front side because they do not pass the criterion defined by Eqn. 14.
The areas marked with red color are considered front side because
they do not pass the criterion defined by Eqn. 13. Areas with purple
color do not pass any of those conditions. The areas marked with
green color are considered back side. The dashed line is the tan-
gential hyperplane defined by the normal at xo; other normals are
drawn to show the positions where the general orientation changes
in respect to xo.

As mentioned above we split an object’s surface into front and
back surface to be able to split the contributions due to surface dif-
fusion and translucency. Therefore, we define some criteria that
describe surfaces suitable to contribute to the translucency effect.
These surfaces highly depend on the point at which we want to
simulate the effect xo, so the distinction we make also needs to de-
pend on this point. As a first criterion we need all suitable points
to be on the negative side of the tangential plane at xo defined by
its normal vector~no (see Eqn. 13). We also need to ensure that nor-
mal vectors for points considered on the back side are pointing in a
generally opposing direction (see Eqn. 14).

(xi−xo) ·~no < 0 and (13)

~ni ·~no < 0 (14)

Thus, a point xi is considered to be on the back side of the object
in respect to xo if the two criteria in Eqn. 13 and 14 apply. The
front side is then defined by all points that do not pass these criteria.
Fig. 3 shows a 2 dimensional object with all different configurations
of these criteria.

3.4. Mesh Deformation

The approach described above has severe limitations when used
with deformable meshes as the precalculated form factors would
have to change over time. There are two reasons for this that need
to be addressed separately. The first reason is the deformation of the
reduced fans F ′o and F ′i and the change in their relative positions.
The second reason is due to the fact that we only use the n back
side vertices with the highest contribution and their form factors.
The choice for these vertices might also change when deforming a
mesh, so new vertices need to be found.

Our solution to both of these problems is to use vertex adjacency
information to be able to update precalculated data on the fly. We
cannot do the required Monte Carlo integration in real time but we
can use previous results to approximate a solution. To do this we
compute constants that we can use to approximate the form fac-
tors described in Eqn. 11 by removing information that will change
with deformation. We do this by introducing another approxima-
tion. When assuming the distance between each two points on the
reduced triangle fans F ′o and F ′i being constant Eqn. 11 is reduced
to K̃oi = F̂ ′i Rd

(
‖vi−vo‖

)
which can be calculated during render-

ing. We calculate the constants to approximate our form factors by
storing only the relation to the approximated form factors:

K′oi =
Koi

F̂ ′i Rd
(
‖vi−vo‖

) . (15)

With these constants K′oi we need to recalculate the reduced fan
area and the diffusion profile for each frame to get the approxi-
mated form factors, which can be done trivially by using vertex
adjacency. Information about the back side vertices is available di-
rectly through our SAMs which will be described in Sec. 4.1. Using
this information the Rd term can be evaluated. For the reduced fan
area F̂ ′i we also need information of all adjacent vertices vi j of each
vertex vi.

F̂ ′i =
n

∑
j=0

∥∥(vi j−1−vi
)
×
(
vi j−vi

)∥∥
6

(16)

To update the back side vertices used to calculate translucency,
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Vertex Buffer

v0

. . . K′00K′01K′02 b00 b01 b02 j0

v1

. . . K′10K′11K′12 b10 b11 b12 j1

. . .

Adjacency Buffer

N0 v00 v01 v02 v03 v04 v05 N1 v10 v11 v2 N2 v20 v21 v22 v23

Figure 4: Schematic representation of a Spatial Adjacency Map.
The thick lines are drawn as delimiters of different vertices. The
buffer at the top (Vertex Buffer) contains regular vertex attributes
(. . . ) as well as the constants for form factor calculation (K′ik) and
indices (bik) to three back side vertices for each vertex vi. It also
contains an index ( ji) to the buffer at the bottom (Adjacency Buffer)
containing the number of adjacent vertices (Ni) for each vertex and
indices to those vertices in the Vertex Buffer (vil ). The arrows show
the destination of these indices.

we exploit the fact that changes in the meshes’ geometry are only
very small between two subsequent frames. Because of this we can
merely check the adjacent vertices of the vertices that previously
had the highest contribution for better ones.

3.5. Limitations of Approximations

The assumptions we use for calculating our form factors are correct
as long as there is a constant irradiance across the reduced triangle
fan around a vertex. The smaller a triangle fan is, the more likely
this assumption will become true. On the other hand we try to ap-
proximate the sum in Eqn. 12 with as few vertices on the back side
(samples) as possible. To get a correct overall result we need to
cover the complete back side area contributing a relevant part to
the translucency effect with the reduced triangle fans. This can be
achieved with either a higher number of samples or larger triangles
relative to the materials mean free path. To put it in another way,
with constant material parameters, triangulation and, sample count
the correct result also depends on the spatial size of the model.

Our approximations regarding mesh deformations are a bit heav-
ier. When calculating the approximated form factors we effectively
scale the precalculated ones linearly by changes in the diffusion
profile and reduced fan area. This is not correct for major changes
in the fan area or the angle at the fan’s center. Also due to the fact
that we use adjacency information of the triangle mesh we would
need to update this information if the topology of the mesh changes.
Because of this we only consider animation which does not affect
the mesh’s topology.

4. Technical Realization

In the previous section we described our technique in theory. We
will now go into detail how we can realize our real-time goals us-
ing this information, whereby we exploit the capabilities of modern
GPUs.

4.1. Spatial Adjacency Map Structure

To be able to access all relevant information for rendering and an-
imation on the graphics card, we use a new data structure that we
call Spatial Adjacency Map (SAM). A SAM is an extension of a
regular vertex buffer with indices to back side vertices and adja-
cency information. We save for each vertex (vi) indices to the n
vertices with the highest contribution (bik) and the corresponding
constants for form factor calculation (K′ik) together with an index
to an adjacency buffer ( ji). This buffer contains for each vertex the
number of adjacency vertices (Ni) and indices to access them in
the first buffer (vil , l ∈ [0, . . . ,Ni− 1]). We found that a reasonable
number for n is to use 3 vertices. This provides us with high quality
results in most cases (see Sec. 4.4) while still keeping the computa-
tion times low. We show the layout of our Spatial Adjacency Map
in Figure 4.

4.2. Spatial Adjacency Map Generation

Creating the adjacency information is straightforward. We just it-
erate the indices used to render a triangle mesh to find all adjacent
vertices for each vertex. This information then needs to be concate-
nated to create the final adjacency buffer.

Finding the three vertices with the highest contribution is also
simple to implement. Unfortunately, we need to process all vertices
in V− to find the best ones which can take a lot of time. A naïve
implementation will be O(m2) for m being the number of vertices
in a mesh. We can speed this up by using a spatial tree (R-Tree in
our implementation) to consider only back side vertices that can
actually contribute to the translucency (based on their Euclidean
distances and the material parameters).

4.3. Real-Time Rendering

The general rendering algorithm requires four passes which is the
same number needed by Separable Subsurface Scattering [JZJ∗15].
In general the number of required passes mainly depends on the
used surface diffusion technique. Using the indices stored in our
SAMs we can access all information needed to do a complete light
calculation at the three back side samples for each vertex. With this
we can calculate the Ld term from Eqn. 10 for point or directional
lights directly. Global illumination and area lighting can be added
using any suitable real-time algorithm. We use a preintegrated en-
vironment map in our implementation. The result is then multiplied
with the stored form factors. To evaluate ρdt we use a lookup tex-
ture. The translucency is added to the irradiance also calculated in
that pass to be blurred and combined with directly reflected light in
a final pass.

When rendering the translucency we encountered some flick-
ering that occurred when single vertices at the mesh’s back side
switched from a lit region to a shadowed region. This problem
could be reduced by using more than three samples at the mesh’s
back side. To limit the number of samples needed we use another
approach to this problem. We do the calculation of the translucency
on a per vertex basis as a pre-pass in a compute shader and perform
a linear interpolation between the final results from the previous

c© 2017 The Author(s)
Computer Graphics Forum c© 2017 The Eurographics Association and John Wiley & Sons Ltd.

448



S. Maisch & T. Ropinski / Spatial Adjacency Maps

frame L̃(n−1)
o− and the currently calculated translucency L̃o−:

L̃(n)
o− = (1−α) L̃(n−1)

o− +αL̃o− (17)

α = 1−
(

10−10
)∆t

(18)

We use the duration for rendering a single frame ∆t to normalize
this interpolation in time. We found the constant 10−10 used in
Eqn. 18 to be a good compromise that strongly reduces the flicker-
ing while not adding visible temporal artifacts.

4.4. Practical Limitations

To be able to store the information described in Sec. 4.1 efficiently
we restrict the number of samples at the meshes back side to n =
3. The size of the vertex buffer will grow by 4 indices, 3 for the
back side vertices and another one for the adjacency buffer, and
4 color values, 3 constants for form factor calculation and a fourth
color value to store translucency results from a compute shader (see
Sec. 4.3). The area of the reduced fan around a vertex is stored in
the alpha component of one of the three constants. This adds in total
80 bytes for each vertex. When using position, normals, tangents,
binormals and a single set of texture coordinates this will about
double the size of the original vertex buffer. We believe this is still
reasonable as the vertex data is most likely still a lot smaller than
the texture data used for rendering. The size of the adjacency buffer
depends on the triangulation of the mesh but will most likely not
add more than another 40 bytes for each vertex.

In our evaluation we found that depending on the mesh and mate-
rial data, 3 samples might not always be enough to produce correct
results. Especially a configuration with a small model compared to
the mean free path and at the same time a high triangulation will
need more samples for correct results. We go into this problem fur-
ther in Sec. 5.2 where we use a modification of the SAMs that is
able to use arbitrary numbers of samples.

Another limitation of our technique is the precomputation. Us-
ing a spatial tree, this can be done quite fast for most meshes but
will take a lot of time for some special cases (see Sec. 5.3 for actual
timings). Especially for highly tessellated meshes that are small in
comparison to the materials mean free path the precalculation is not
practical. As these cases also have problems with image quality a
direct application of our algorithm is not feasible. To tackle these
problems we create a proof of concept that works on a lower tri-
angulation for back side information. We describe this adjustment
and show that it will help with the downsides described here in the
Appendix.

5. Evaluation

To demonstrate the image quality of our approach we have com-
pared it to four other techniques differing in the way translucency is
handled. To obtain reference images, we have implemented an off-
line ground truth for translucency as described further in Sec. 5.1.
We also use the approach proposed by D’Eon et al. [dLE07] which
can unfortunately not be used with all of our meshes as it re-
lies heavily on a continuous texture space parametrization to pro-
duce visually correct results. The other real-time technique we
compare against is Separable Subsurface Scattering by Jimenez et

[dLE07] [JZJ∗15]

SAM (TA) SAM (SS)

GT

Figure 5: Rendering of the Head model with stronger front lighting.
Our technique is shown with screen space diffusion (SS) and texture
space diffusion (TA). The difference between these approaches can
be seen in the lower part of the ear where the texture space tech-
nique shows a smoother effect. The image in the lower right shows
the difference between our technique with texture space diffusion
and the ground truth enhanced by factor 4.

al. [JZJ∗15], which is one of the fastest real-time techniques avail-
able for subsurface scattering. To create a translucency effect the
authors use a crude approximation that still produces visually ac-
ceptable results. For the surface diffusion effect we use Separable
Subsurface Scattering for our technique as well as for the ground
truth. This has, as all screen space techniques, downsides which are
explained by Jimenez et al. [JSG09]. We can ignore these for the
comparison as our translucency approach can be combined with
both screen space and texture space algorithms depending on the
quality and performance requirements and also the available mesh
data. For image comparison we have chosen six different models.
We use the Head model already shown in Fig. 1 to demonstrate
our technique’s performance for skin rendering which is one of
the most important use cases for subsurface scattering. Our Milk
model is an example geometry generated by fluid simulation with
several small blobs disconnected from each other. The Happy Bud-
dha model is an example for quite complicated connected geometry
while the Chinese Dragon is used as an example of the limitations
of our algorithm. The discussion of the Chinese Dragon model can
be found the Appendix. We use the Heptorioid as an example for
very thin structures containing lots of self shadowing. Finally we
use a model we call Animated which is a simple model that is de-
formed at run time to show our method’s applicability to scenarios
involving deforming meshes. We use different fitting materials for
rendering our models. These are skin, milk and marble. In all ren-
derings we use environment as well as direct lighting.
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SAM

[JZJ∗15]

GT

Figure 6: The images show the Milk dataset with a single white
light and environment map illumination. The detail images show
only the translucency effect to demonstrate the high similarities
between our technique and the ground truth. The technique by
Jimenez et al. produces incorrectly colored translucency.

5.1. Ground Truth

We create our ground truth by using the same splitting of front and
back sides as proposed in Eqn. 6 and 7. This splitting allows us
to create the surface diffusion effect in the same way as it is done
in all other compared techniques so the differences will only be in
the translucency effect. We perform the surface diffusion in texture
space if a continuous parametrization is available and fall back to
screen space if not. The translucency is calculated by accumulating
the term inside the integral of Eqn. 7 for all pixels in texture space
that fit our back side criteria. This sum is weighted by the surface
area the pixel will have in world space. The weighted sum is the so-
lution for Lo− (xo) and results in a very well sampled translucency
contribution that we can parametrize using texture coordinates and
use when rendering an image. Using the solution for Lo+ (xo) ob-
tained by the surface diffusion technique, we can calculate all con-
tributions due to subsurface scattering.

5.2. Image Comparison

For a qualitative evaluation we have compared images rendered
with the algorithms mentioned above in different configurations.
The Head model is the only one with a (nearly) continuous
parametrization so we can include the algorithm by D’Eon et
al. [dLE07] in our comparison, as it needs to calculate surface dif-
fusion in texture space. Due to the model’s shape, translucency will
be visible mostly in thinner regions, especially the ears. In Fig. 1 we
show four zoomed in renderings of the left ear created using all four
compared techniques. The ground truth (GT) shows clearly visible
translucency effects in the upper part of the ear, while the com-
pared rendering techniques show only a low contribution which is
nearly invisible due to the bright environment lighting. Our tech-
nique shows a visible contribution that is similarly shaped and only
slightly lower than the ground truth. Fig. 5 shows another perspec-
tive of the Head model with stronger front lighting. The translu-
cency effect is seen very clearly in this scenario. While our tech-

SAM

[JZJ∗15]

GT

Figure 7: Two animation steps of the Animated dataset are shown.
The detail images show high similarities to the ground truth. The
technique by Jimenez et al. does not show any translucency in these
images.

20 Samples

GT

50 Samples

3 Samples

Figure 8: The Happy Buddha model shows our method’s down-
sides with high tessellated geometry. When rendering with only 3
samples our result shows no translucency. Using more samples our
technique converges towards the ground truth (GT). Detail pictures
for 3, 20 and 50 samples are shown.

nique shows only little difference to the ground truth, the differ-
ences to other techniques are very noticeable. The technique by
D’Eon et al. again shows nearly no translucency while the tech-
nique by Jimenez et al. [JZJ∗15] shows issues with their TSM
adaption and an incorrect coloring of the translucency effect. Dif-
ferences between texture space diffusion and screen space diffu-
sion are also noticeable in these images. While the results gen-
erated using texture space diffusion (our texture space technique,
the technique by D’Eon et al., and the ground truth) show a more
smooth light distribution in the lower part of the ear, our screen
space technique and Separable Subsurface Scattering (Jimenez et
al.) does not have that effect. We rendered our Milk model w.r.t.
different lighting conditions to show the stability of our algorithm
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SAM

[JZJ∗15]

GT

Figure 9: The Heptoroid model is another example of more com-
plex geometry. It is lit by green and pink light sources and the envi-
ronment. Translucent parts appear in red due to the material prop-
erties. Our method captures translucency in several regions that
the technique by Jimenez et al. does not cover as can be seen in the
detail images.

with different scenarios. The model does not have a continuous tex-
ture parametrization so we use screen space surface diffusion for all
algorithms (including the ground truth). Fig. 6 shows images with
only the resulting translucency for one scenario. Images with the
complete illumination and another scenario are shown in the Ap-
pendix, Fig. 1. As with other scenarios, the technique by Jimenez
et al. produces an incorrectly colored translucency effect. Our tech-
nique matches the ground truth closely.

The Animated model shows that our technique can be used with
deforming geometry. The images we have produced match the
ground truth closely as demonstrated in Fig. 7. In some areas our
technique overestimates the translucency but compared to the other
techniques we are still very close.

The results of our renderings with the Happy Buddha model are
not as impressive as the previous ones. When using 3 samples for
our technique a translucency effect can unfortunately not be seen.
This is due to the high tessellation of this model. Using more sam-
ples does show a clearly visible effect that converges towards the
ground truth. Images showing this can be seen in Fig. 8. The con-
vergence can also be seen in Fig. 10. In the Appendix we show
results where we use a mesh with lower tessellation for the vertices
on the back side that are very close to the ground truth. We have an-
other scene with multiple light source where we use the Heptoroid
model. The model itself has a lot of self occlusion where we ex-
pected TSMs to miss some regions in respect to translucency as the
direct path to a light source might be occluded by other geometry.
Fig. 9 shows several regions where the technique by Jimenez et al.
misses translucency or introduces hard edges whereas our method
produces low frequency results similar to the ones shown in the
ground truth.

For all images shown we calculated the peak signal-to-noise ra-
tio (PSNR) for our technique and the compared ones in respect to
the ground truth. These values are plotted in Fig. 11 which shows
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Figure 10: Convergence of our technique using multiple samples.
We used the Happy Buddha model with different sample numbers
(3-50) and show the root mean squared error (RMSE) of the result
images compared to the ground truth.
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Figure 11: PSNR values for renderings presented in this paper
(Head: Fig. 5, Milk: Fig. 6, Animated: Fig. 7, Happy Buddha:
Fig. 8, Chinese Dragon: Appendix, Fig. 2, Heptoroid: Fig. 9) com-
pared. In all cases but the Chinese Dragon our technique outper-
forms the other tested techniques clearly. For the Chinese Dragon
we added further evaluations for multiple sample counts and lower
resolution meshes for these samples in the Appendix.

our technique is superior to the other tested techniques in all tested
scenarios. We calculated these values only for the pixels that did
actually differ from the ground truth to make sure larger areas in
the image that are not subject to a translucency effect do not distort
the PSNR. This explains relatively low values in cases where the
pictures compared are still very similar.

5.3. Performance

We rendered all our examples at a resolution of 1920×1080 pixels
with an Intel i7-4790 CPU (3.60GHz), 16GB RAM on a NVidia
Geforce GTX 980 graphics card. The results depend on two fac-
tors. As the translucency computation is done per vertex in a com-
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Figure 12: Average rendering times for our example models (num-
ber of vertices for each model written in parentheses) shown in
comparison. We measured all passes needed to render a final im-
age. The rendering times mainly depend on the surface diffusion
technique used as can be seen clearly in the results for the Head
model. For the texture space diffusion (TA) we use a texture atlas
of 10242 pixels. The final images where rendered with 1920×1080
pixels but only a part of the screen is covered by our model.

pute pass before rendering, performance is lower for meshes with
a higher number of vertices. While this is true for all techniques,
our technique needs to process all vertices at least twice (twice
for screen space diffusion, three times for texture space diffusion)
this dependency is higher than with other techniques. The compu-
tation times also depend on the surface diffusion technique used.
For texture space diffusion we used a 10242 texture atlas. The tex-
ture space techniques are slower in general because more render
passes are needed. Also most of the texture area is filled with in-
formation that needs to be blurred while in screen space bigger ar-
eas can be skipped. The results presented in Fig. 12 are the times
needed to render the final image including post processing. We can
see that our technique is comparable in speed to all compared real-
time techniques. Performance of the Animated model also contains
the update process for our SAM which needs to be done for each
frame as described in Sec. 3.4. Still, the results differ only slightly
for smaller meshes (Head, Milk, and Animated) and are still reason-
able fast for higher resolution meshes (Happy Buddha and Chinese
Dragon).

Besides rendering, SAM generation also needs to be considered.
As mentioned in Sec. 4 the preprocessing time has a squared de-
pendency on the number of vertices in a mesh. By using a spatial
tree this dependency can be reduced but it is still very noticeable
if the real world size of the model is very small compared to the
mean free path (which is the case with the Chinese Dragon model).
The preprocessing times of the models we used are 1.152s for the
Head model, 138.5s for the Milk model, 0.165s for the Animated
model, 20.16min for the Happy Buddha model, 23.83h for the Chi-
nese Dragon model and 13.17s for the Heptoroid model. The vertex
count of each model can be seen in Fig. 12.

6. Conclusions and Future Work

We have presented a technique to generate a translucency effect
in real-time applications without relying on shadow mapping tech-
niques. The vertex based approach is independent of the used light
source type and can be used in general lighting conditions. Our ap-
proach needs a precomputation step to calculate form factors but is
still applicable for deformable meshes, as updating the form factors
can be done interactively using our SAM data structure. The results
produced with the presented technique provide higher quality im-
ages compared to all other tested techniques while still having a
comparable rendering time. Our algorithm works well with differ-
ent materials relying only on their diffusion profiles without any
parameter tuning. We introduced a method for dividing a mesh’s
surface area into different sides to be able to correctly use a sur-
face diffusion technique for one side combined with a translucency
technique for regions that can not be covered using a surface effect
only.

There is still some room for improvement as can be seen in
our renderings of the Happy Buddha and Chinese Dragon models.
Using more vertex samples will reduce the problem of incorrect
translucency but there is an impact on rendering times. As we show
in the Appendix using a lower tessellated mesh for finding the back
side vertices can improve the visual quality and will also lower the
precomputation times that are especially bad for these examples.
It is still interesting to also find methods that can generate these
samples in real time.

Our algorithm can be integrated in current real-time rendering
pipelines for subsurface scattering removing the dependency on
TSMs. It will work with any materials without parameter tuning
and will produce convincing results in many cases which makes
it an interesting alternative to current approaches for rendering
translucency effects.

As an especially interesting use case for our data structure we see
the efficient usage of multipole diffusion profiles. Multipole pro-
files outperform dipole profiles as they produce better results for
slab geometries. In these cases a profile that would not only depend
on the distance to a sample but also on the slab thickness could be
used to calculate the effect efficiently. While finding the slab thick-
ness would be difficult to achieve using for example TSMs, our data
structure stores this distance (or at least a good approximation) im-
plicitly as the distance to the nearest back side sample.
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Abstract
Existing algorithms for rendering subsurface scattering in real time cannot deal well with scattering over longer distances.
Kernels for image space algorithms become very large in these circumstances and separation does not work anymore, while
geometry-based algorithms cannot preserve details very well. We present a novel approach that deals with all these downsides.
While for lower scattering distances, the advantages of geometry-based methods are small, this is not the case anymore for high
scattering distances (as we will show). Our proposed method takes advantage of the highly detailed results of image space algo-
rithms and combines it with a geometry-based method to add the essential scattering from sources not included in image space.
Our algorithm does not require pre-computation based on the scene’s geometry, it can be applied to static and animated objects
directly. Our method is able to provide results that come close to ray-traced images which we will show in direct comparisons
with images generated by PBRT. We will compare our results to state of the art techniques that are applicable in these scenarios
and will show that we provide superior image quality while maintaining interactive rendering times.

Keywords: rendering, global illumination, real-time rendering

ACM CCS: • Computing methodologies → Rasterization; Reflectance modelling

1. Introduction

Subsurface scattering is a common effect in natural materials. All
non-metal (dielectric) materials show this effect with differing scat-
tering distances. The subsurface scattering effect occurs if light pen-
etrates a materials surface, scatters at least once inside the material
and exits it at a different location. It appears as a low-frequency
effect on the material’s surface especially at shadow edges where
light bleeding can be noticed. The scattering distance determines
the strength and the distance of the (visible) translucency. For very
low scattering distances the effect is not visible anymore to the hu-
man eye. Materials with high scattering distances entail very promi-
nent subsurface scattering. In physical quantities the scattering
distance is determined by the scattering and absorption coeffi-
cients (σs and σa) of a material. These quantities are introduced
in radiative transfer theory that is covered in depth by Chan-
drasekhar [Cha60]. Their sum describes the inverse value of the
mean free path until a scattering or absorption event occurs in a
material.

In real-time computer graphics, subsurface scattering algorithms
can be divided into two categories according to their strengths and
weaknesses. The first category directly implements the surface in-
tegral in the subsurface scattering function as a surface filter, the
second category focuses on the three-dimensional nature of the ob-
ject. Especially for rendering of human skin (which is one of the
most prominent applications of subsurface scattering) texture filter-
ing approaches are often used. This was first proposed by Lensch
et al. [LGB*03] and Borshukov and Lewis [BL03]. The irradiance
at the surface of the object (and possibly position and normals) is
rendered into a texture which is then filtered by a 2D scattering ker-
nel. Usually this is done either in a texture atlas or in screen space.
Images rendered with this method usually provide high degree of
geometry and texture details but they miss some scattering, either
because some positions are close in the 3D world space but far away
in the texture atlas representation or because they are simply not
rendered (due to the screen space approach). Using a texture atlas
also adds some restrictions to the mesh parameterization because
2D filter kernels do not work well over gaps or seams. In addition,

© 2020 The Authors. Computer Graphics Forum published by Eurographics - The European Association for Computer Graphics and John Wiley & Sons Ltd
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Figure 1: Three different applications of our novel algorithm for subsurface scattering of materials with high scattering distances. We added
a dielectric boundary to these images to emphasize geometric variations. Each scenario has two close-up regions that show areas of interest
in detail. All models show intricate geometric details and we ensured to put focus on the crossover between shadowed and lit regions.

scattering distances that are very large when projected to screen
space lead to huge filter kernels that are rather inefficient to com-
pute. This can either be due to the physical material parameters, but
also due to the size of the object. Small objects rendered as a close-
up or zoom will have the same problems as large physical scattering
distances on bigger objects.

The second category better exploits the 3D nature of the rendered
objects, but often lacks precision in preserving high-frequency lo-
cal details. Algorithms in this category either use the vertex rep-
resentation of the object, for example the initial work by Hao
et al. [HBV03], or a (modified) translucent shadowmap (TSM) first
introduced by Dachsbacher and Stamminger [DS03].

Combinations of both categories also exist and provide high-
quality results in some cases. However, for materials with high scat-
tering distances these approaches often fail due to the huge size of
the filtering kernel. Either they produce visual artefacts caused by
the low sampling of the kernel (which is sufficient for lower scat-
tering distances but not for higher), or the performance is extremely
poor because of the huge number of samples needed in the kernel.

Our goal is to provide high quality for small-scale details while
including all scattering effects that occur. We want our algorithm
to be able to render arbitrary meshes and thus not require them
to be nicely parameterized (no seams, area and angle preserving)
since this can be impossible to do even as an approximation. We
exclude using geometry-based pre-calculations to enable rendering
of animated objects without complicated adjustments. Since there
are many material models for subsurface scattering with different
strengths (e.g. physical correctness, artist friendliness) we want to
be able to use any model we choose with our algorithm, assum-
ing normal incidence of the light, which we think is still neces-
sary for real-time rendering today. In this paper we will use the
physically based BSSRDF (bidirectional subsurface scattering dis-
tribution function) model proposed by Habel et al. [HCJ13b] as it
is applied in Physically Based Rendering: From Theory To Imple-
mentation (PBRT) [PJH16] (i. e. assuming normal incidence of the
light and combining single- and multi-scattering) for comparison
reasons, but other models can also be used without changing the al-
gorithm. Finally, our algorithm should be applicable with all kinds
of types of light sources (even area and environment lights) and scale
well with higher numbers of light sources. The latter goal can of

course only be achieved to a limited degree as shadowing techniques
always apply some kind of overhead per light source to the rendering
time. They also are hard to achieve correctly for area and environ-
ment lights in real time. Disregarding these general problems with
illumination this goal can be achieved.

From these goals and restrictions we derive an algorithm with a
similar general structure as that presented by Maisch and Ropin-
ski [MR17]. We split the contributions into a high detailed texture
filtering approach and a vertex-based approach for scattering that is
not included in the texture filtering. To avoid any problems with
mesh parameterization we perform the texture filtering in screen
space. The filtering presented by Jimenez et al. [JZJ*15] that was
also used by Maisch and Ropinski [MR17] cannot be applied to
these scattering distances. This is because they use a world space
kernel that is projected to screen space based on the camera dis-
tance at the kernel centre. For smaller scattering distances (and thus
smaller kernels) differences in camera distance can be compensated
for with a simple interpolation. However, this solution is impossible
for larger kernels. To prevent this issue, we provide a novel filter-
ing pattern that works well with large scattering distances and ap-
ply that in screen space. We use the splatting method proposed by
Nalbach et al. [NRS14] to handle the lit parts of the object that are
not visible on screen. This prevents the pre-calculations that were
needed by the Spatial Adjacency Maps (SAM) proposed by Maisch
and Ropinski [MR17] while still being able to handle all kinds of
light sources as they do. Finally, to be able to compare our algorithm
to a physically based path tracer we ensure the introduced approxi-
mations are all physically based and subsequent errors are minimal.
We found that approximating the average of the scattering kernel
across a certain area by a single sample at the centre of this area,
which is used by several other approaches, introduces a lot of er-
rors. Thus, we propose a novel kernel pre-integration that allows us
to calculate this average over circular areas of arbitrary size.

To summarize our contributions

• we combine a novel screen spacewith a geometry-based approach
that can correctly render animated meshes,

• our novel kernel pre-integration allows for renderings close to a
path traced ground truth generated by PBRT [PJH16],

• we introduce a novel screen space sampling pattern applicable for
large scattering distances.

© 2020 The Authors. Computer Graphics Forum published by Eurographics - The European Association for Computer Graphics and John Wiley & Sons Ltd
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We compare out technique to a ground truth and other existing
techniques to show ours can provide a superior image quality as
shown in Figure 1.

2. Previous Work

We divide the previous work relevant to this paper in two sections.
First, we discuss offline rendering solutions and BSSRDF models,
and second we review real-time rendering techniques. We cover dif-
ferent types of BSSRDF models as well as acquisition of material
parameters. As to the real-time techniques, we consider texture-
based techniques, and discuss TSMs and related techniques as well
as texture filtering. We also discuss geometry-based techniques,
while discriminating between gathering and splatting approaches.

2.1. Offline rendering and BSSRDF models

Subsurface scattering effects were first used by Blinn [Bli82] for
simulating light interaction of clouds and dusty surfaces. Later Han-
rahan and Krueger [HK93] presented a more sophisticated model
for scattering that included single scattering in homogeneous par-
ticipating media. Single scattering is a prominent effect in optically
thin media but when rendering optically thick materials multi scat-
tering gets more dominant. Stam [Sta95] presented a solution for
multi-scattering by approximating it as a diffusion process. This
proposition is sufficient if many scattering events happen inside the
material, so the actual direction of incoming light becomes less im-
portant and scattering itself becomes more and more isotropic. Us-
ing this approximation Jensen et al. [JMLH01] provided a BSSRDF
model assuming a flat, semi-infinite geometry. In turn, this model is
only applicable in cases of semi-infinite geometry, but is used on
other geometries as well. The solution required the incident light to
be perpendicular to the surface. The authors fixed this requirement
by multiplying fresnel terms that added a directional component.
For offline rendering purposes the rendering speed of the method
for using the BSSRDF model by Jensen et al. [JMLH01] was fur-
ther improved by Jensen and Buhler [JB02]. They used a two pass
technique to first compute the irradiance for translucent objects and
then evaluated the BSSRDF hierarchically but even this improve-
ment could not speed up the computing process enough for real-time
rendering purposes. A different approach for rendering subsurface
scattering was used by Munoz et al. [MESG11]. They use convo-
lutions in Fourier space to solve the scattering integral and divide
the image in multiple layers to ensure covering all irradiance. This
results in a fast approximation of the effect for a lower number of
layers but even with a higher number their results still differ visually
from the ground truth by Jensen and Buhler [JB02].

Using this solution as a basis, Donner and Jensen [DJ05] gen-
eralized the BSSRDF model to support slabs (an infinitely large
plain but with a finite thickness) and multi-layered materials. In an-
other paper [DJ07] the same authors proposed a photon diffusion
model for the BSSRDF that directly contained directional informa-
tion from the incident light. They also proposed a model for ge-
ometries with 90 degrees edges. While it still is the basis for cur-
rent on- and offline rendering methods for subsurface scattering,
the basic diffusion model has been improved by d’Eon [d’E12] and
also Habel et al. [HCJ13a]. Both proposed using a Green’s func-

tion, which has lesser errors for high absorption materials, for the
diffusion equation in BSSRDF models. D’Eon and Irving [dI11]
used these new solutions for a Quantized Diffusion that quantized
the light response at discrete time steps to create a BSSRDF model
consisting of a sum of Gaussians. Due to the nature of this model it
can be applied to slab geometries and multi-layered materials much
easier than previous models. Habel et al. [HCJ13b] combined the
new diffusion solutions with the photon diffusion model to create
Photon Beam Diffusion that directly supports arbitrary directions
of incident light. All models with a directional component men-
tioned have the disadvantage that they comprise an integral that
needs to be solved numerically. The method proposed by Frisvad
et al. [FHK14] overcame this by incorporating the directional com-
ponent directly in the solution of the diffusion equation. An approx-
imate BSSRDF model was proposed by Christensen [Chr15] that
can directly transfer to diffuse illumination for far away objects.
Frederickx et al. [FD17] proposed a model for forward scattering
materials. Due to the higher number of parameters it is rather hard
to tabulate and thus not suitable for real-time applications. All of the
previously mentioned models are only valid for specific geometries
(either semi-infinite or slab geometries). Vicini et al. [VKW19] used
a learning-based approach to adjust a subsurface scattering model to
the local geometries to overcome constraints due to the geometries
assumed by most models. Currently their approach is not feasible
for real-time rendering.

Material parameters for subsurface scattering were measured by
Jensen et al. [JMLH01] and fitted to their model. Other measure-
ments were done by Narasimhan et al. [NGD*06] for diluted ma-
terials, Gkioulekas et al. [GZB*13] for several common materials
including soap and mustard, and Weyrich et al. [WMP*06] for hu-
man skin. For the latter Iglesias-Guitian et al. [IGAJG15] developed
a model for skin aging that also provides scattering parameters.

2.2. Real-time rendering

A first real-time solution for subsurface scattering was presented by
Dachsbacher and Stamminger [DS03] who used TSMs to capture
the irradiance from a single light source on the scene. By repro-
jecting the TSM onto the geometry from a viewer’s perspective and
applying a sampling pattern subsurface light transport is calculated.
Lensch et al. [LGB*03] used a texture atlas for a similar purpose
to calculate what they call ‘local’ scattering. These techniques are
adapted and combined with texture filtering techniques by d’Eon
et al. [dLE07, dL07]. They fit a sum of Gaussians to match the sub-
surface scattering kernel and could thus apply multiple separable
kernels to approximate the effect using a texture atlas that required
a parameterization with only a few seams. Jimenez et al. [JSG09]
modified this to a screen space solution which was finally modi-
fied to use only a single separable kernel [JZJ*15]. Both relied on a
world space texture filtering kernel that is projected to screen space
to find the correct sampling positions. This avoided a lot of prob-
lems regarding the need for a proper kernel pre-integration to cre-
ate results that are stable with regard to changing the camera dis-
tance. For larger kernels this projection becomes inaccurate, though.
For smaller kernels especially the latter technique was very fast and
thus perfectly suitable for real-time applications. The texture filter-
ing techniques provided highly detailed results preserving small lo-
cal texture and geometrical features. Because of reprojection and

© 2020 The Authors. Computer Graphics Forum published by Eurographics - The European Association for Computer Graphics and John Wiley & Sons Ltd
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shadow map resolution this is not the case for TSMs. The down-
side of the texture filtering techniques is, that the translucency ef-
fect from parts of the scene that are not visible in camera space
were ignored. Jimenez et al. [JWSG10] used an estimation for the
missing scattering which was not based on the actual illumination
at the objects’ back side and only relied on a single sample. While
this approximation could create plausible results in some cases, it
could not reproduce the actual scattering generally. All mentioned
techniques involved some kind of texture filtering which provided
convincing results for materials with lower scattering distances.
For higher scattering distances it could not be applied though be-
cause the texture filtering was not optimized for that purpose. Chang
et al. [CLH*08] proposed a texture-based approach based on impor-
tance sampling. They render the irradiance into texture atlas and use
MipMapping for importance sampling. Because of this their tech-
nique is not affected by the issues caused by parameterization but
also lack the detailed results of texture filtering. Elek et al. [ERS13]
presented a texture-based technique for larger scattering distances
for scenes with objects placed in a scattering medium. A represen-
tation similar to TSMs is also used by Shah et al. [SKP09] and Chen
et al. [CPZT12] as a source for generating splats. We will fully ex-
pose this further in the next paragraph where splatting algorithms
are discussed. Existing image space techniques based on shadow
maps lack quality for high-frequency details due to shadow map-
ping projection. Screen space techniques on the other hand can miss
the contributions to the translucent effect of the material. Our tech-
nique relies on the positive effects of screen space techniques while
reducing their downsides by combining it with a geometry based
translucency.

Another group of real-time techniques takes into account the ob-
jects’ whole 3D structure. Lensch et al. [LGB*03] used a vertex-
based approach for rendering their ‘global’ subsurface scattering.
They pre-calculated a transport matrix on triangle level and applied
that by matrix multiplication during rendering. This multiplication
might not be suitable for real-time applications with higher vertex
counts. Similarly Mertens et al. [MKB*03] introduced a low reso-
lution mesh to calculate form factors used for subsurface scattering.
Both techniques rely on a pre-calculation that might not be directly
applicable to animated meshes. They are gathering techniques that
calculate scattering for each vertex and interpolate it over a trian-
gle which reduces quality. While Shah et al. [SKP09] and Chen
et al. [CPZT12] created a TSM first, their principle was to ren-
der splats on the geometry buffer not to directly calculate scatter-
ing. Both, splats and geometry buffer, were used in different resolu-
tions to reduce the overhead that splatting creates. Their technique
works well with animatedmeshes and also covers all scattering even
with large scattering kernels. As a downside their approach was re-
stricted to light sources that allow for creating shadow maps and the
quality of the results suffers from shadow map resolution and re-
projection. Nalbach et al. [NRS14] proposed a Deep Screen Space
(DSS). They created splats directly in multiple resolutions with the
tessellation shader. To reduce the rendering time they also used a
multi-resolution approach. Since all splats were created separately
for each image, animatedmeshes will naturally work.While both al-
gorithms, in general, are quite promising, their speed does not scale
well with screen resolution. The technique by Chen et al. [CPZT12]
had to find a balance between the resolution of their TSM that deter-
mines image quality and rendering speed. Nalbach et al. [NRS14]

had a similar trade-off with mesh tessellation. Preserving high de-
tails will result in poor rendering speeds with both algorithms as the
splats create a lot of overdraw.

Maisch and Ropinski [MR17] proposed a combination of Separa-
ble Subsurface Scattering (SSSS) by Jimenez et al. [JZJ*15] and the
vertex-based approach byMertens et al. [MKB*03] to gain high de-
tails as well as low-frequency contributions previously unobtainable
with texture space algorithms. They adjust their pre-calculations
such that they are applicable to animated meshes as well. For higher
scattering distances their approach shows the same downsides as
SSSS. Our algorithm similarly splits contributions between a screen
space technique to ensure high-frequency details and a geometry-
based algorithm to add missing translucency. Since the geometric
approach is only applied if irradiance is not covered by the faster
screen space technique computation time is reduced.

Another approach to interactive subsurface scattering was pro-
posed by Dal Corso et al. [DCFMB17] who used the directional
dipole model proposed by Frisvad et al. [FHK14]. Their technique
also comprised the scattered light to further illuminate the scene.
While their technique provided promising results for larger scatter-
ing distances it has similar problems as the original TSM approach.
For changing light sources it also gets very slow which is insuffi-
cient for our real-time use case. Another feature of the article by
Chen et al. [CPZT12] is their ability to render heterogeneous mate-
rials. To do this they apply a non–physically based combination of
BSSRDFs from materials at the light entry and exit point. While we
did not design our algorithmwith this feature in mind, our algorithm
can be easily extended to also handle these cases.

3. Our Approach

As mentioned before, the scenario we address with our work re-
stricts the design of our algorithm. In this section we want to derive
these restrictions and give an overview on how we address them.

3.1. Derivation

We start deriving our solution with the same ideas that are presented
by Maisch and Ropinski [MR17]. The equation for subsurface scat-
tering describes radiance L leaving a single point xo in direction �ωo:

L
(
xo, �ωo

) =
∫
A

∫
2π
S
(
xi, �ωi, xo, �ωo

)
Li

(
xi, �ωi

)(
�ni · �ωi

)
d�ωidxi , (1)

where A is the surface area of the object to visualize, Li is the inci-
dent light at that surface and S is the subsurface scattering BSSRDF.
The BSSRDF can be split into directional factors (Ft ), in this case
Fresnel terms, that describe the light entering the material at xi and
exiting at xo, a factor based on Fresnel moments (C�), and a dis-
tance factor (Rd) that covers light transport between these points as
described by Habel et al. [HCJ13b]:

Sd
(
xi, �ωi, xo, �ωo

) = 1

π
Ft

(
xi, �ωi

)
Rd (‖xi − xo‖)

Ft
(
xo, �ωo

)
4C�

(
1/η

) ,

co = Ft
(
xo, �ωo

)
4πC�

(
1/η

) .
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Figure 2: Illustration of the effects of using incorrectly integrated
subsurface scattering profiles multiple colour channels. The first
row shows how this effect on the Chinese Dragon model rendered
with a naive screen space approach at different camera distances.
The leftmost image has the lowest camera distance while the one on
the right has a high camera distance. All images are then normal-
ized to show the models at the same size (but different resolutions
stated in the labels below each image). Due to more surface area be-
ing covered by a single pixel the zoomed out versions get brighter
and also the colour changes from a dark violet to a pink. The plots
in the rows below that explain how this effect comes to be. We use
the red and blue colour channels as an example. In the second row
the area covered by a pixel is small (high resolution) and the pro-
file functions are represented well with the samples. Using a lower
resolution leads to a higher surface area (third row) and the profile,
especially the red one which has a highest peak gets less well repre-
sented with the chosen samples. A correct integration of the profile
adjusts the sample values to always represent the profile best re-
gardless of the areas of the samples (last row). The thin lines shown
there represent the naive values for this sampling area and shows
once more this effect is stronger with colour channels which profiles
contain higher peaks.

As a means to simplification we only consider a single incoming
light direction here, so that we can ignore the second integral. Mul-
tiple light sources can be used by just adding up their effects inde-
pendently as presented by Maisch and Ropinski [MR17]. We also
introduce co describing constant terms pulled out of the integral to
simplify the following equations. The key idea for our approach is
to split the surface area integral into two disjoint parts where one
part is visible in screen space and the other is not.

To combine the surface effect with the translucency effect Maisch
and Ropinski [MR17] use surface splitting criteria to define where
each effect is applied. These criteria define which points (xi with
normals �ni) belong to the ‘front side’ (where they apply the screen
space effect) and which belong to the ‘back side’ (where they ap-
ply their translucency), for each point xo on the surface of the
mesh. Since they needed splitting that could be used in their pre-
calculations they used the surface normal �no at point xo to define the
criteria as follows:

(xi − xo) · �no < 0 and

�ni · �no < 0.

If both inequalities are true a point will be on the ‘back side’ and
used with the translucency effect. We adjusted these criteria to use
the view direction �v instead of the normal at xo:

(xi − xo) · �v < 0 and (2)

�ni · �v < 0. (3)

Since it was a pre-requisite to always use a screen space surface
effect and discard any pre-calculations, we can use the non-constant
view direction. This enables us to calculate the screen space effect
without checking for the criteria explicitly.

3.2. Pre-integration of subsurface scattering kernels

Equation (1) needs to be split into a sum of integrals as described by
Maisch and Ropinski [MR17] to be calculated in real-time. For the
screen space calculation we sum over areas overlapped by pixels, in
the geometric part we sum over triangles in our case:

L
(
xo, �ωo

) = co
∑
Ai∈A

∫
Ai

Ft (xi)Rd (‖xi − xo‖)Li(xi)dxi. (4)

While assuming FtLi to be constant across the surface and remov-
ing them from the integral will only result in small errors, the same
assumption does not work very well for Rd . Due to the strong peak
of the function, simply assuming Rd to be constant over that area
introduces a large error especially at small distances. This error is
especially visible in the screen space effect because changing the
camera zooming or distance will result in changes of the areas that
are overlapped by a single pixel. This leads to effects of changing
brightness and even colour as shown in Figure 2. There we visual-
ize the visual effect as well as show that different sample areas can
introduce large errors in the final integral. We also show that this er-
ror can be different for each colour channel depending on the peak
of the profile function leading to a change in colour when zoom-
ing. This effect was not appearing in previous works because of
the areas used for the integration were constant. In case of trian-
gle areas which were used by Nalbach et al. [NRS14], it is obvious
that the areas will not change by moving the camera. The areas of
the splats used by Chen et al. [CPZT12] was also constant as long
as the light source did not change. Finally the screen space kernel
used by Jimenez et al. [JZJ*15] uses world space distances that are
projected to screen space. Similar to the splatting cases the areas
the kernel integrates over are constant in world space which enables
zooming without any change in colour. Smaller errors that did occur
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would only become visible in direct comparison with a path tracer.
Jimenez et al. [JZJ*15] pre-integrate their kernel for a more correct
image but only in 1D. While the kernel is parameterized as a 1D
function, it is actually 2D radially symmetric. Approximating this
integration in 1D is not sufficient for producing correct images in
our use case. We discuss in Section 7.2 that each point in the 1D
kernel needs to be weighted depending on its distance to the origin
and also the position of the area to be integrated over.

While theoretically the shape of the area is also relevant, our re-
sults were sufficiently accurate when approximating the shape by a
circle. This way we can tabulate a kernel with two parameters. They
are distance to the centre (‖xi − xo‖) and the integrated area A in a
2D texture. For each distance and area we store the average kernel
R′
d as follows:

R′
d (‖xi − xo‖,A) = 1

A

∫
A
Rd (‖(xi − x) − xo‖)dx. (5)

We can thus simplify Equation (4) to

L
(
xo, �ωo

)
�co

∑
Ai∈A

Ft (xi)Li(xi)AiR′
d (‖xi − xo‖,Ai), (6)

which we can calculate in real-time. An explanation how we ap-
proximate this integral numerically is given in Section 7.2.

3.3. Overview

Our algorithm consists of seven render passes. The first pass is a
deferred rendering pass where we store positions, normals, index
of refraction and (optionally) texture colour in a G-Buffer. Addi-
tionally, we calculate a mask for the objects we want to apply the
algorithm to and the projected pixel area and also store them in the
G-Buffer. Further material properties not directly needed for our al-
gorithm can also be stored here (e.g. glossiness).

In the second pass we render (simple) shadow maps that are used
in the third pass when we calculate all (screen space) illumina-
tion. For our purposes this illumination consists of directly reflected
radiance and transmitted irradiance. We then create a MipMaps
for the positions and normals in the G-Buffer and the transmitted
irradiance.

In a fourth pass we calculate our translucency effect (see Sec-
tion 5) in a lower resolution which is upscaled in an additional
pass. Finally we generate the screen space subsurface scattering
(see Section 4) and combine it with translucency and direct illumi-
nation. The same pre-calculated kernel described in Section 3.2 is
used in both passes that calculate a part of the subsurface scattering
effect.

4. Screen Space Technique for High Scattering Distances

Existing screen space subsurface scattering algorithms cannot be
applied if high scattering distances are desired. We already dis-
cussed the changing in brightness and colour while zooming using
a naive direct approach to screen space subsurface scattering in Sec-
tion 3.2. Jimenez et al. [JZJ*15] offered a solution for this problem
for their approach, which is unfortunately not applicable to our situ-
ation, large scattering distances will most likely result in scattering

kernels that cover the whole screen or at least a large portion of it.
As a consequence applying this kernel naively will slow down the
rendering significantly. One solution would be to separate the ker-
nel but the assumption of an additively separable signal (in this case
the irradiance) that Jimenez et al. [JZJ*15] rely on does not hold
for large kernels. Rotating the kernel to improve on this problem is
also impossible since the errors will lead to a very noisy image. Us-
ing a fixed world space kernel and projecting it to the screen is also
not possible since this assumes the camera distance being constant
inside the kernel. Jimenez et al. [JZJ*15] use interpolation to ap-
proximate small changes in camera distance across their kernel but
with larger kernels the changes will become too big. We thus need
samples with fixed positions in screen space and use world space
distances as kernel parameter.

4.1. Sampling the kernel

Jimenez et al. [JZJ*15] sampled the centre of the kernel more
densely than the exterior in their implementation. This makes sense
since the kernel function will have the biggest changes in the cen-
tre. They do not use averaging for samples in less dense regions,
because it is not really needed for lower scattering distances. It is
also unclear how to correctly apply this to a separable approach.
For larger kernel sizes another problem arises if the distances be-
tween two samples in the outer regions become too large, while their
kernel contribution is still relevant. Due to this, sharp features in ar-
eas with a low sample density are reproduced as dimmer copies of
these features at the position of the kernel centre in the resulting
image. When using a dense kernel, neighbouring pixels will sam-
ple the same features, resulting in a blurred version of the original
feature up to the point where the copy of the feature is not visi-
ble anymore. In less dense kernels these copies will be visible in
the resulting image at distances to the original feature that corre-
sponds to the distances of the samples in the kernel. Dachsbacher
and Stamminger [DS03] sample from a downsampled buffer when
using less dense samples to circumvent this problem. The down-
side of their pattern is that it is fixed and cannot be adjusted to the
screen or kernel size. We propose a pattern that can be adjusted as
required.

4.2. New sampling pattern

We introduce a new and adaptable sampling pattern that includes
downsampling of the original irradiance image and G-Buffer. To
minimize the number of samples necessary for the kernel, we sam-
ple the pixels near the kernel-centre more densely than the pixels
further away. We assign a region to each sample that is determined
by the sample’s distance to other samples. To avoid creating visible
copies of the image, we sample the average of the region the sample
covers by means of downsampling. We ensure the presence of high-
frequency details by having an inner region of our kernel sampled
in full resolution. The remaining kernel is layered. Each layer is a
shell around the previous one with the first one being the full res-
olution inner region. Each layer has a width of nl samples and can
be represented by a regular grid. Only the outermost grid cells are
used. Thus, the layer has 4(nl − 1) samples in total. The diameter
of each sample is di−1

nl−2 , where di is the diameter of layer i, and d0
is the width of the inner kernel. For an inner kernel with a width of
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Figure 3: An example for our sampling pattern that has an inner
kernel (red) with 25 samples (n = 2) and three outer layers (blue,
yellow and green) with a width of five samples each (nl = 5). We
also marked an exemplary sampling position x = p2(4).

2n+ 1 samples, the positions of all grid points of the i-th layer on a
single axis are

pi(s) = 1

2
(2n+ 1)

(
nl

nl − 2

)i−1(2s− 1

nl − 2
− 1

)
, (7)

where s ∈ 0, . . . , nl − 1. Figure 3 shows an example for such a pat-
tern with an inner kernel with 25 samples and three outer layers with
a width of five samples each.We defined our sampling pattern in that
way to be more flexible and to choose varying numbers of samples.
We do not only choose our sampling positions, but also can delib-
erately choose the MipMap level to look up the sample and area for
the kernel integration according to the samples size in the pattern.
We found that the image quality will be best in cases of n = 2 and
nl = 5 with 10 layers. The number of layers might require further
adjustment to the screen size if the sampling of the whole screen
is necessary.

5. Translucency Effect

Other than the screen space technique we have to specify how to in-
clude scattering that is not visible on screen.We do not use the ‘Spa-
tial Adjacency Maps’ proposed by Maisch and Ropinski [MR17]
because of the necessary pre-calculation and the resulting problems
with applying the approach to animated objects. Instead, we create
our translucency effect by using a modified version of ‘Deep Screen
Space’ [NRS14]. DSS is a technique to render several global illumi-
nation effects using splatting. We focus on the subsurface scattering
technique. It is based on hardware tessellation to create splats from
the triangles in a triangle mesh. The tessellation level is chosen in
accordance to the camera distance and triangle area. The position,
normal and irradiance at the centre of a triangle will be assigned to
the splat as well as the triangles area. The size of the splat is de-
termined by the scattering distance. These splats are rendered into
a G-Buffer storing, at least, positions and normals (other param-
eters such as texture colour or varying material properties can be
added) where we calculate the light transport between the splat’s
position and the position in the G-Buffer. We need to add all con-
tributions of all splats covering a pixel, so we cannot use the depth
buffer to reduce the overdraw. The GPU’s blending unit has to be

adjusted to add all results. This leads to a considerable amount of
fragment shader evaluations per pixel, especially in case of sub-
surface scattering as the splats sizes are determined by the scat-
tering distance. To reduce the rendering time for the splatting, the
original DSS uses a hierarchical G-Buffer to render different dis-
tances of the splat in different resolutions. Pixels near the splats
centre thus receive a more detailed effect than pixels that are further
away.

For our modification we simplify this multi-resolution approach.
Since we already have a high-quality effect that is applied at small
distances we can use the DSS effect directly in a lower resolution.
Contributions of the model’s back side will be of lower frequency
anyway. Nalbach et al. [NRS14] suggested that rendering in half the
original resolution is still slightly slower than their multi-resolution
technique. We choose a quarter of the original resolution for our
approach. As also suggested by Nalbach et al. [NRS14], we rec-
ommend using a high resolution model for the actual rendering and
a lower resolution model for the splatting. In contrast to their ap-
proach we do not further tessellate the triangles though as this is
not necessary for our low-frequency effect. They also cull splats
in the geometry shader based on their irradiance and we do the
same but cull even more splats due to our splitting criteria. For
this we perform the test on those criteria in the geometry shader
and choose xo as the position stored at the splats centre in the G-
Buffer. This is not perfectly correct but it drastically reduces the
number of splats actually drawn which entails major advances in
performance.

6. Adjustments to the Model for the Discrete Case

The theoretic model proposed above involves several points where
we discretize a continuous model of an object’s surface into either
pixels or triangles. While this is not a big issue for smaller pixel
or triangle areas, it can introduce some artefacts when these areas
become too big. In this section, we describe how to handle such
cases.

6.1. Sampling pattern

As described in Section 4.2 we use MipMapping to get average po-
sitions, normals and irradiance for the subsurface scattering calcu-
lation. These MipMap levels may get quite large so that the original
image is reduced to merely a few pixels. The pre-integrated kernel
resolves some issues that can occur due to the subsurface scattering
kernel itself but cannot account for issues that occur due to the scene
geometry. Our kernel pre-integration assumes a uniform distribu-
tion of positions in the covered area which is usually not the case in
the actual geometry. Especially for samples that cover a larger sur-
face area, this assumption is not valid. As smaller distances to the
kernel centre have an exponentially larger influence than bigger dis-
tances, samples will appear dimmer the larger the area they cover.
To compensate for this, we use a ‘brightening term’ based on the in-
dex of the outer sampling layer (i), as this index also determines the
sample size of that layer (see Secion 4.2). The term that provided
the best results was

√
i which we multiplied with each contribution

by a sample from an outer layer to obtain the final contribution of
the sample.

© 2020 The Authors. Computer Graphics Forum published by Eurographics - The European Association for Computer Graphics and John Wiley & Sons Ltd



8 S. Maisch & T. Ropinski / Subsurface Scattering for High Scattering Distance

Figure 4: Example of a thin slab-like geometry in which subsurface
scattering is simulated by splatting. The splat’s positions are xi1 , xi2
and xi3 and the visible surface goes through three exemplary points
xo1 , xo2 and xo3 . Figure 4(a) shows the naive approach in which light
transport (shown in red) is observed between the slabs’positions to
the opposite surface. The plot shows the expected light distribution.
In Figure 4(b) we use evaluation:textures’our adjusted positions on
a disk (shown in blue) around the slabs centres for the light transport
resulting in a more even light distribution.

6.2. Model combination

In Section 4 we explained howwe can split the subsurface scattering
integral into two distinct parts that we can calculate separately. Our
final result is the sum of these parts. The parts, we split this integral
into, are the screen space part and the geometric part, and the crite-
rion to split these is explained in Section 5. Triangles with normal
vectors that barely need to be included in the screen space tech-
nique (according to Equation (3)) have a very steep angle towards
the view direction. This can lead to numerical problems when cal-
culating the area of a projected pixel for these triangles because this
area would become infinite. We detect these problems and set these
areas to zero thereby effectively removing their contribution from
the screen space part. We thus account for this by introducing them
in the geometric part of the integral by adjusting the criterion from
Equation (3):

�ni · �v < 0.2. (8)

To allow a small overlap of the regions we also allow angles slightly
smaller than 90◦ by using 0.2 as a constraint instead. Due to the dif-
ferences in geometric resolution between the meshes used for splat-
ting and the ones used for the screen space part this will produce
some overlap. This overlap violates the distinct splitting but only to
a small proportion that is not expected to affect image quality.

6.3. Low resolution splatting

Using lower resolution models will cause the splats to have a big-
ger distance between each other. As the function we apply using the
splats will have a strong peak for low distances, thin geometries can
cause this method to produce bright spots on the opposite side of
the geometry with respect to the splat’s position. In most cases this
should produce a smooth bright surface instead of spots. To correct
this error, we adjust the distance used to calculate the subsurface
scattering. We do not consider the distance between the splat’s po-
sition xi and the pixel’s position from the G-Buffer xo but create
a disk around the splat that is oriented along the splat’s normal �ni.

Figure 5: Illustration of our method to integrate Rd over a specific
area. The area is given in green as a circle with centre at r and radius
rA. Pictured in red are isocurves of Rd with pre-calculated values.
In light red two examples of arc segments, the first is a complete
ring, and the second is an arc segment described by Equation (11).
The blue area shows an example in which our integration deviates
strongly from the real circle area.

The radius of the disk rdisk is determined by setting the disk’s area
equal to the area of the triangle that produces the splat. The adjusted
position x′

i is then

x′
i = xi + x̄i − xi

‖x̄i − xi‖ min (rdisk, ‖x̄i − xi‖), (9)

where x̄i = xo + �ni((xo − xi) · �ni) is the point on the splat’s plane
nearest to xo. The subsurface scattering is then calculated based on
the distance between x′

i and xo as illustrated in Figure 4. The figure
also illustrates the effects of not adjusting the splats positions. The
resulting translucency will still show a small variation in brightness
but the effect is much more evenly distributed.

As we render the splatting into a render target with a lower res-
olution than the final result, an upsampling strategy is required to
ensure the image quality. We tried several strategies to up-sample
the lower resolution splatting results. We found that bicubic sam-
pling (as described by Sigg and Hadwiger [SH05]) would give us
the best results.

7. Implementation

After the theoretic description of our technique we will explain im-
plementation details. We discuss some parameters that were used to
generate the results and give a more detailed description of some al-
gorithms.

7.1. Generating kernel textures

To generate the kernel textures we first need to choose the texture
size as well as minimum and maximum radii and areas stored. We
use the Photon Beam Diffusion BSSRDF by Habel et al. [HCJ13b]
in the same way as PBRT [PJH16] does. Notably they include
the single scattering term that was separated in the original BSS-
RDF into their pre-calculated, tabulated BSSRDF. Similarly, the
original model depends on the direction of incidence. In contrast,

© 2020 The Authors. Computer Graphics Forum published by Eurographics - The European Association for Computer Graphics and John Wiley & Sons Ltd



S. Maisch & T. Ropinski / Subsurface Scattering for High Scattering Distance 9

Figure 6: Comparisons highlighting the necessity to combine geometry-based and image-based subsurface scattering to generate realistic
images in all scenarios. For objects lit from the back (as in Figure 6(a)), the screen space only method will not show much of the effect because
the directly illuminated part will not be seen. Geometry-based methods on the other hand will not be able to create the detailed scattering
effect needed for a realistic image in case of directly illuminated objects (as in Figure 6(b)).

PBRT [PJH16] as we do, assumes that light is incident along the
normal direction. The chosen 2D textures have r = ‖xi − xo‖ and A
as parameters. The minimum of these values is 0. We determine the
maximum value of r such that we obtain an acceptable cutoff value
for the BSSRDF’s source function Q(r) = α′σ ′

t e
−σ ′

t r. The source
function is a good choice because it can easily be inverted in con-
trary to the actual BSSRDF but is still a reasonable estimate for the
falloff in this case. After trying different values, we cut off the BSS-
RDF at rmax, where Q(rmax) ≤ 10−7. The maximum value for A is
then derived from rmax: Amax = r2maxπ . After some tests we found
that a lookup texture resolution of 512 × 512 provides the best re-
sults in terms of image quality while still having a reasonably low
memory footprint.

7.2. Fast numerical kernel pre-integration

As discussed in Section 3.2 we need to pre-integrate the kernel
for different surface areas. The analytic formula is given in Equa-
tion (5). We pre-calculate Rd at fixed locations �xi that we have
chosen based on the maximum distance between xi and xo and the
size of the lookup texture. We then assume that the area we want

to integrate over has a circular shape with radius rA =
√

A
π
, and its

centre is located at distance r from the centre of the coordinate sys-
tem. The function Rd is radial symmetric at the centre of the coordi-
nate system. We can exploit this to approximate the integral over a
ring centred with respect to the coordinate system cut with the cir-
cle area. We thus iterate over all �xi ∈ max(0, r − rA), . . . , r + rA.
We assume Rd can be regarded linear between two sequential �xi,
which is why we approximate the integral over the arc area by:

(biRd (�xi) + bi+1Rd (�xi+1))(�xi+1 − �xi). (10)

bi being the arc length of the arc centred with respect to the coordi-
nate system with radius �xi, cut with the circle area:

bi = 2�xi arccos

(
�xi2 − r2A + r2

2r�xi

)
. (11)

If r ± rA is not already part of our pre-calculated values, we linearly
interpolate to get the proper values to start and end the integration.
Figure 5 illustrates the basic idea: the circular area A is shown in
green and different arc segments are shown in red. If�xi < |r − rA|,
the inverse cosine is undefined and the arc length is then 2π�xi. As
you can see in Figure 5, while most arc segments are nicely approx-
imating the full circle, the last arc segment (drawn in blue) does
not. In other configurations this can also occur for the first segment.
However, adjustments of our method (by super-sampling the last arc
segment) to obtain a better representation of the circle did not result
in differences in the resulting image.

8. Evaluation

To demonstrate the outcome of our algorithm we compare its image
quality and rendering speed against other approaches. As a ground
truth we use images rendered with PBRT [PJH16] where we use the
‘subsurface’ material. This material implements the same BSSRDF
model, and is therefore a perfect match for our comparison. Unfor-
tunately PBRT handles textures in a different way that we cannot di-
rectly emulate in real time. Therefore, comparisons with PBRT will
all be without textures. We do additionally provide textured exam-
ples in the supplementary material (Appendix 1.2) though, to show
our algorithm can work in these scenarios as well. In Appendix 1.4
we also give detailed information about rendering times of specific
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Figure 7: TheChinese Dragonmodel rendered with PBRT (big image) and different real-time techniques (middle column). In the right column
the per-pixel and colour channel DSSIM values are visualized for each technique. This scenario provides some directly illuminated regions
(top of head, top of the body), some shadow edges (visible at the top of the body) and also regions without direct illumination (inside the
mouth, horns). It also combines parts with smaller geometric features with larger parts. Our technique provides the images closest to the
ground truth (black pixels mean no perceptual difference) by numbers, but the approach by Chen et al. [CPZT12] is also very close and DSS
still provides reasonable image quality. The results generated by the screen space approach (‘Screen’) do not fit the ground truth that well.
Rendering resolution: 1920 × 1080.

render passes, GPU memory needed, objects sizes and material pa-
rameters the renderings in this paper.

Besides PBRT we also compare our algorithm to other real-time
algorithms. We use an implementation of DSS as an example for
geometry-based subsurface scattering techniques [NRS14]. As sug-
gested byNalbach et al. [NRS14]we used a lower resolution version
of the model where it made sense to improve the performance of the
algorithm. This is the same lower resolution model we used for our
algorithm. The number of multi-resolution layers lmax is 3 in our
examples and we set ε = 0.1. We also compare against an imple-
mentation of the algorithm presented by Chen et al. [CPZT12]. We
used a resolution of 2048 × 2048 (when using a lower resolution we
encountered serious visual artefacts) for the irradiance buffer and 3
MipMap levels as suggested in the original paper. Although, both al-
gorithms are based on splatting we included the algorithm by Chen
et al. [CPZT12] to provide a comparison to an algorithm that we did
not use as part of our own.

Another interesting point for comparison is an approach that only
relies on screen space filtering. These algorithms tend to be very
fast and thus a natural choice for real-time applications. Because
existing screen space approaches do not work well with large scat-
tering distances as described in Section 4, we compare against the
screen space technique described in this section. Although this is by
far a perfect candidate for a complete evaluation, the method will
show the general shortcomings of screen space only methods very
well.

In case we have a PBRT generated ground truth we gener-
ated comparison images using structural dissimilarity (DSSIM)
[LMCB06].

8.1. Image quality

We put forward four different scenarios that are interesting to com-
pare. In the first scenario we show the necessity for geometry-based
subsurface scattering, especially for the materials we want to render.
To make this point, we display a scene with a mesh rendered from
a perspective with no or little direct illumination. In the second sce-
nario, we demonstrate the opposite case: a mesh rendered from a
perspective with full direct illumination. This will prove the neces-
sity of image-based subsurface scattering to create a more detailed
image. The third comparison presents the dissimilarities of an ex-
emplary rendering using the compared techniques. Finally, we com-
pare the impact of different tessellation levels on the image quality
in cases in which meshes have uneven tessellations.We also provide
average DSSIM values in these cases.

Back Lighting Scenario: For materials with lower scattering
distances (where image-based methods work well) the effect of
geometry-based subsurface scattering is very small and may be ne-
glected for performance reasons. But this is not the case for the
materials we focus on. Due to large scattering distances, light may
travel through an object completely. Even areas without direct illu-
mination will appear to be glowing. Image-based (especially screen
space) methods will have trouble creating this effect either because
the geodesic distance between a lit point and a glowing point on the
object’s surface can be quite large or because the lit points are simply
not present in the image. This effect can be seen in Figure 6(a) where
the Indonesian Statue is lit from behind. While all approaches using
splatting (ours, DSS, and the technique by Chen et al. [CPZT12])
generate results that match the ground truth equally good, the screen
space method cannot correctly catch the appearance of the statue.
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In turn, the similarities between the splatting approaches (includ-
ing ours) originate from the fact that the appearance is completely
dominated by the translucency effect in that scenario.

Front Lighting Scenario:. For the directly opposing scenario
the results differ substantially. The subsurface scattering algorithm
mostly needs to preserve the shadow edges and geometry details of
the Serapis Bust as seen in Figure 6(b). The view chosen here con-
tains many directly lit areas as, a prominent shadow of the nose,
and several smaller shadows of the hair and mouth. Here, the screen
space technique can provide for high-quality results very close to
the ground truth. Our technique will not use many samples from the
geometric approach, because they are facing away from the cam-
era, and mainly rely on the screen space technique. Subsequently,
the results will look just as the ones generated by the screen space
algorithm. This scenario perfectly visualizes the downsides of ge-
ometric approaches. The technique by Chen et al. [CPZT12] does
comparatively well since the splats are generated from pixels in a
shadow map. However, differences in colour of the final image un-
derline the importance of kernel pre-integration as described in Sec-
tion 3.2. Because of the exponential falloff in the BSSRDF, using
the value at the centre of the area as the average results in an un-
derestimation of the actual result. In case of a different falloff for
different colour-channels, this effect not only affects the brightness
but also the actual colour. Due to the relatively coarse sampling of
DSS, shadow edges are not preserved very well with that technique.
It also does not provide much of the geometric details present in the
ground truth.

Combined Scenario: Both scenarios were very extreme exam-
ples. In general, the geometric approach will perform better than
the screen space approaches when dealing with materials with large
scattering distances. Thus, we provided the per pixel DSSIM values
of the rendering of theChinese Dragon in Figure 7. This perspective
demonstrates some directly lit regions, regions in shadow, shadow
edges, and regions with smaller geometric features. We compare the
ground truth image (‘PBRT’) with images generated by our tech-
nique and its competitors. In the right column we show the DSSIM
values for the respective method. The perceptive differences of our
method compared to the ground truth are nearly invisible (black re-
gions mean no difference). The image rendered with the technique
by Chen et al. [CPZT12] has some noticeable errors at some con-
tours in the DSSIM image. Our technique on the other hand has
an area at the top of the head that shows a small difference. DSS
by Nalbach et al. [NRS14] provides good results too. The screen
space method cannot provide a similar visual quality simply be-
cause several surface regions of the dragon that are not visible on
screen, contribute substantially to the subsurface scattering. Overall
the total dissimilarity for our results is slightly better than all of our
competitors as we discuss in Section 8.2.

Effect of Tessellation:. In the last scenario, we want to discuss
here, we focus on the effect of tessellation. This effect only applies
to our technique because the other techniques either do not use the
meshes’ triangles for splatting or use an adaptive tessellation that
prevents visual artefacts. As a consequence the other techniques suf-
fer from a severe impact on performance which we will discuss in
Section 8.2. We will also show examples of the other techniques

Figure 8: Influence of tessellation of unevenly distributed triangles
on banding artefacts as described in Section 6.3 shown using the
Monkey Trefoil model. The left column shows our technique using
the models original resolution, while the right column shows the re-
sults where each triangle was split into six smaller triangles. While
in the left column the banding artefacts are clearly visible, in the
right column they are not. Rendering resolution: 1920 × 1080.

showing similar artefacts in Appendix. 1.1. There we also explore
the problems that occur with the techniques of Chen et al. [CPZT12]
and Nalbach et al. [NRS14] without a sufficiently small area for
their splats. We chose theMonkey Trefoil model as an exemplar for
triangles that have one edge which is shorter than the others. De-
spite all efforts to reduce the problem, visual artefacts as described
in Section 6.3 may occur. The effect can be observed in the image
of low tessellation (Figure 8). It shows as bands of a different colour
in the image. Due to the technique described in Section 6.3 and the
kernel pre-integration we can minimize the visibility of these bands.
They are still visible though and without changing the mesh itself
we were only able to remove them by using a higher tessellation
(which we achieved by creating 6 smaller triangles in the tessella-
tion shader). The high tessellation image in Figure 8 illustrates the
results without visible artefacts.

Comparison to Other State of the Art Techniques:. Up to now
we only compared our approach to existing splatting approaches
and a screen space technique that we created ourself. Since other
screen space techniques exist, most notable SSSS [JZJ*15] and
SAM [MR17], wewant to show an examplewhywe did not do an in-
depth comparison with those. First, we want to mention that while
both techniques do very well in the parameter ranges they were
created for (about the scattering distance of human skin) the im-
ages we show here are created with materials outside of this range.
We explained before why these techniques are not very suitable for
our tasks and will provide some images in Figure 9 supporting this
claim. There our result of rendering the Armadillo is compared to
only the translucency part of SAM [MR17] and also SSSS [JZJ*15].
We also added a combination of the two methods as it is described
in SAM [MR17]. It is very obvious that due to the low number of
translucency samples SAM [MR17] does not include all translu-
cency. SSSS [JSG09] results show a noisy image due to the breaking
of the separation criterion and using a random rotation on the sepa-
rated kernel.

As an overview of all scenarios we present their average percep-
tual dissimilarities in all of these as a plot in Figure 10. The figure
summarizes all of our previous findings. The results of the Indone-
sian Statue do not have any problems with colours not matching the
ground truth. Our technique provides very good results in that case.
For the Serapis Bustmodel our results are marginally worse than the
screen space results but this difference remains almost unnoticeable.
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Figure 9: Comparison of our technique against other state of the art techniques that were not designed for high scattering distances. The
second image shows the translucency technique of SAM [MR17]. It is noticeable that there is a strict cutoff that occurs due to the low number
of samples used for the effect which is not enough for high scattering distances. In the third image SSSS [JZJ*15] is presented which has some
noisy artefacts due to the breaking of the separation criterion. The last image combines the latter as suggested in SAM [MR17].

Figure 10: Average perceptual dissimilarity values (DSSIM) of all
scenes compared (small values imply better results). In most cases
as theMonkey Trefoil (high triangulation), Indonesian Statue, and
Chinese Dragon scenes our technique has the best image quality
compared to our competitors. For the Serapis BustModels our tech-
nique is slightly worse than one of our competitors but the differ-
ences there are marginal as can be seen in the images presented in
Figure 6. The technique by Chen et al. [CPZT12] always provides
convincing results but in a direct comparison with a path traced im-
age errors can be seen that are not present in rendering generated
with our approach. In sum, our technique appears to be best choice
for visualizing arbitrary scenarios.

In that case, the problem with colour differences become visible in
the DSSIM values very well. Our renderings of the Chinese Dragon
provide the best image quality of all compared techniques but the
technique by Chen et al. [CPZT12] provides similarly good results.
Finally, for theMonkey Trefoil case, our technique also outperforms
the competitors.

Other realistic applications of our technique are displayed in Ap-
pendix 1.2 where the Indonesian Statue and the Serapis Bustmodels
are rendered with textures and specular reflections. Figure 1 pro-
vides more examples of our technique with specular reflections. In
Appendix 1.3 we show an example of environment lighting. In gen-

eral, our algorithm will provide an overall superior image quality
by combining the positive side of all competitors. Additionally all
of our competitors have cases where they cannot produce convinc-
ing images as illustrated in Figure 6(b).

8.2. Performance evaluation

Up to this point we did not explicitly test for the rendering times
to create the images. For a comparison we rendered all of our ex-
amples at 1920 × 1080 pixels with an Intel i7-4790 CPU (3.6GHz),
16GB RAM on an NVidia Geforce RTX 2080 Ti graphics card. Due
to the nature of the technique, we expect the splatting approaches
to be considerably slower than our approach. Both of them will per-
form well within interactive limits if the rendering resolution is kept
quite low for current standards. Chen et al. [CPZT12] and Nalbach
et al. [NRS14] both used a resolution of 800 × 600 for their im-
ages. Higher resolutions affect splatting algorithms negatively for
two reasons. First, each splat covers the same relative screen area
which means more pixels are covered. In addition to that, the areas
that generate the splats need to be smaller to avoid visual artefacts
similar to the ones shown in Figure 8. This effectively means that
more splats are required for the same effect.

The rendering time is presented in Figure 11. Obviously, the
screen space technique (‘Screen’) is always faster than our approach
because of the additional time required for the geometry-based part.
In comparison with DSS, our technique is always several times
faster due to the lower resolution and also because we could remove
all samples that face the camera. This drastically reduces the number
of fragments we need to calculate the subsurface scattering for. The
technique by Chen et al. [CPZT12] is faster than DSS because of
the more sophisticated way to determine the size of the splats. These
numbers are only valid for a single light source though. Our tech-
nique andDSS are only influencedmarginally by the number of light
sources because this will not change the number of splats involved
or the screen space filtering. The technique by Chen et al. [CPZT12]
will use about double the amount of splats for two light sources com-
pared to a single one.
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Figure 11: Comparison of rendering speeds of our algorithm. Each
model has the number of triangles of the full resolution model and
the version used for the geometry-based subsurface scattering be-
low their names. Usually the last number should be lower than the
first one, but for the Monkey Trefoil mesh we had to use a higher
number as explained in Section 8.1. While the rendering speed of
the approach by Chen et al. [CPZT12] is the fastest of all competi-
tor splatting techniques, in general our approach is faster due to the
fewer number of splats rendered. The results show that the screen
space part of our algorithm is not affected much by the number of
triangles of the model, and also that we could drastically reduce the
impact of DSS for our technique.

Figure 11 also contains the number of triangles and the number of
triangles, that the (usually lower resolution) models have, we used to
generate the samples for the geometry-based part of our algorithm.
Despite theMonkey Trefoilmesh where we needed a very high num-
ber of triangles to remove the banding effect seen in Figure 8 both
numbers did not have a big effect on the performance. The more
important impact comes from the number of pixels covered on the
screen which is higher in case of the Chinese Dragon compared to
the Indonesian Statue. Using a huge amount of triangles for the ge-
ometry part as in theMonkey Trefoil example on the other hand does
have a huge impact on the performance and should thus be avoided.
In that extreme case the technique by Chen et al. [CPZT12] outper-
forms ours marginally.

Summary: In general we could show that our approach outper-
forms our competitors in terms of performance and image quality.

9. Conclusions and Future Work

We have presented a technique to render materials with high scatter-
ing distances in real time. Our technique does not rely on any pre-
calculations based on scene geometry and thus can be used with an-
imations or deformations. For performance reasons a simplification
of the geometry used for the translucency effect can be necessary
though. Pre-calculations are necessary for the subsurface scatter-
ing kernel that we do pre-integrate as described in Section 7.2. As
material changes do usually not occur in real scenes, and the pre-
calculation times are also fast (less than 5 s) this does neither limit
the applicability of our algorithm nor affect the loading times of a
program much (when calculated at program start). We have shown
that our algorithm provides for quality close to that of ray-traced
images, and we think the shortcomings of our algorithm in that case

can be explained by the approximations that we made in Section 4
in which we average irradiance over a possibly larger area. Keeping
these areas small would improve the correctness of our assumptions
but will at the same time impact frame times negatively.

While being faster than our strongest competitors (the technique
by Chen et al. [CPZT12] and DSS), a small downside of our algo-
rithm is that it can not compete in performance with existing sub-
surface scattering algorithms that work on material configurations
with shorter scattering distances like the one presented by Jimenez
et al. [JZJ*15]. We currently do not see any way to improve the
speed other than using models with an even lower triangle count for
the geometric approach. Finding a way to separate subsurface scat-
tering kernels of the sizes we need in screen space would also have
a strong positive impact on the performance of our technique.

Even though we only used a single BSSRDF model in our ap-
proach, our technique is model-agnostic and can be applied to other
non-directional models. The choice of of BSSRDF models is only
restricted to those that use the same parameters as ours. Directional
diffusion models for example can only be used when restricting the
direction of incidence of light (usually to the normal). Our model
also works well with arbitrary light sources because it does not rely
on shadow mapping to work. Overall our technique represents a
compromise between image quality, speed and versatility for ma-
terials with large scattering distances.

Currently this paper did not present any comparisons with results
produced by volume raytracing. Due to general restrictionswhen us-
ing BSSRDF models based on semi-infinite geometry assumptions,
we think that there will still be large differences in appearance to
images generated with algorithms that do not rely on these assump-
tions. Finding better BSSRDFmodels (e.g. multipole-based models
that assume a slab-based geometry) and applying them to real-time
rendering is still a challenging task and we aim to improve our al-
gorithm in that direction in the future.
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Abstract
Many large scale volume visualization techniques are based on partitioning the data into bricks, which are stored
and rendered using mipmaps. To generate such mipmaps, in most cases an averaging is applied such that an
area in a lower mipmap level is presented by the areas’ average in the next higher mipmap level. Unfortunately,
this averaging results in the fact that mipmaps are not feature-preserving, as details are often lost. In this paper,
we discuss and compare mipmap modification schemes which have been developed to support feature-preserving
reconstruction during rendering. In particular, we focus on reconstruction schemes which are capable to support
anisotropic and non-linear reconstruction, as these are promising to preserve features that are often sacrificed
by averaging. The presented techniques are discussed in detail and are thoroughly compared in a quantitative and
qualitative analysis. We will discuss their impact on performance, memory footprint and visual quality with respect
to feature preservation. Based on the findings we present guidelines for generating and using mipmaps in various
visualization scenarios.

Keywords
Volume Rendering, Mipmapping

1 INTRODUCTION
Large data in volume visualization is a very common
case in modern visualization [1]. With current methods
of data acquisition the resolution of volume data gets
too big to be handled in a straightforward way, even on
modern graphics hardware. To be able to handle these
amounts of data, multi-resolution techniques are often
used. Besides plain bricking, most of these techniques
rely on downsampling at least parts of the volume to
achieve lower resolutions in more distant parts of the
volume [2]. This results in a smaller memory footprint
of the data to be rendered. Although we will compare
different three dimensional downsampling strategies to-
wards mipmapping, our results can also be applied to
other approaches in large volume rendering, especially
multi-resolution techniques. Mipmaps were originally
introduced in computer graphics for two dimensional
textures [3] and have later also been extended to volu-
metric data sets (e.g., [4]). Volume visualization ben-
efits from mipmapping, as it reduces aliasing problems
and at the same time lowers the amount of memory nec-
essary for rendering.

While most modern volume visualization algorithms
rely on mipmaps (or similar techniques for data down-
sampling) to support large data [2], mipmaps do not

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

preserve the underlying data very well and thus details
are often lost. We identify two main reasons for this
loss: the representation of the entire data range of a cell
to a single average value, and the disregard of direc-
tional information during the averaging process. Due
to the importance of mipmapping in large-scale volume
visualization, we investigate and analyze mipmapping
modifications, which tackle these shortcomings. We
focus on those approaches which do maintain a low
memory footprint and enable a direct interactive trans-
fer function change, without requiring extra computa-
tions. We see those two criteria as essential capabilities
for a technique which shall be scalable to large-scale
data. Furthermore, as mipmapping can be considered
sufficient for the first downscaling level, where linear
interpolation would be used on the GPU, we primarily
focus on higher levels, where averaging forbids feature-
preservation in the final visualization.
In this paper, we compare two groups of mipmapping
techniques in order to investigate their impact on the
averaging and directional issues as mentioned above.
The first method is named ‘Non-Linear Reconstruction’
and uses an enhancement of mipmaps that not only
stores the average value of each lower resolution voxel
but also minimum and maximum values of the covered
area. During rendering, we use these values to recon-
struct a power function inside each voxel that tries to
resemble the intensity distribution.
With ‘Anisotropic Mipmaps’ we try to encode direc-
tional information in lower resolution volumes to be
able to better reconstruct anisotropy inside each voxel.
We use piecewise linear functions to achieve this which
are also evaluated during rendering. For each of these
techniques we compare different variants with respect
to performance, memory footprint and image quality.
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Aneurysm
(
2563

)
Male

(
5122×460

)
Brain (128×256×109) SEGY

(
2563

)
Spherical

(
2563

)

Medical (CT) Medical (CT) Medical (MRI) Seismic Synthetic

Table 1: Overview of the datasets used throughout the paper; the name, dimensions, and acquisition modality are
listed. The images show renderings of the highest resolution with the respective transfer functions applied.

2 RELATED WORK
Today, several different approaches exist to support ren-
dering of multi-resolution volumes. On a data struc-
ture level, octrees and kd-trees are widely used tech-
niques to handle large-scale volumetric data sets [2, 5].
Other techniques use hierarchical grids to represent the
data [6, 7]. In both cases mipmaps [3] are commonly
used for storing and downsampling the volume.

In the recent past several approaches have been put for-
ward to improve the visual quality of mipmapping by
trying to reconstruct the intensity distribution of the
region covered by the downsampled voxel. Such ap-
proaches are based on Gaussians [8] or sparse PDFs [9,
10]. The latter group of techniques uses a hierarchi-
cal representation of the data making use of Gaussians
to resemble the data range. This comes at the need
of performing calculations with every change in trans-
fer function. Independent of the method used to store
the intensity distribution, the memory footprint of these
methods is larger than with plain mipmaps. Therefore,
we have omitted these approaches from our compari-
son, as we aim for a low memory footprint while still
being able to edit the transfer function during render-
ing without a significant computational overhead. In-
stead, we investigate an improved aggregation tech-
nique which is similar to the Min-/Maxmaps used for
2D shadow mapping by Guennebaud et al. [11] and for
storing minimum and maximum positions of geometry
in Mipmaps by Carr et al. [12]. Thus, to reconstruct
the data distribution of each voxel, we use a volume
texture storing for each voxel the minimum, maximum,
and average values of the region they cover. We found
this relevant, because the usage of minimum and maxi-
mum values in volume rendering is a frequently used
approach. Lacroute and Levoy [13] for instance in-
troduced Min-Max Octrees in which each octree node
stores a minimum and maximum value of the contained
volume to allow empty space skipping. A similar con-
cept is used by Dong et al. [14]. As many of the fea-
tures suppressed in standard mipmapping have a direc-
tional nature, we also look into encoding the change
of intensity within a downsampled voxel by using a
technique similar to deep shadow mapping [15]. Thus,
anisotropic features can be captured with anisotropic
voxels [16, 17].

Kraus and Ertl [18] introduced an approach to down-
sampling that tried to preserve the topology of isosur-

faces. Their memory requirements are the same as con-
ventional mipmapping, but there are cases where it is
not possible to preserve the topology, for example, if
there are more than one local minima or maxima in
the original resolution data that corresponds to a sin-
gle downsampled voxel. Later Kraus and Ertl have ad-
dressed a similar issue for downsampling RGBA vol-
ume data [19]. We have not included these approaches
in our evaluation, as the first one is intended for extract-
ing isosurfaces from a downsampled volume. While
some ideas as the need to preserve extreme intensity
values also apply to raycasting volumes this approach is
not entirely suitable. The latter technique is only appli-
cable to volumes that evaluate the transfer function as
a preprocessing step which we want to avoid, because
of the inability to change the transfer function without
recomputing the volume.
While we will not focus on compression techniques,
we would like to mention that they can be combined
with the tested techniques to further reduce the required
memory footprint. Often, for instance, wavelet repre-
sentations are used to compress large volumes and thus
reduce the loss of information [20, 21]. These or other
techniques, may also be combined with the approaches
discussed in this paper.

3 METHODOLOGY
The evaluation presented in this paper is motivated by
two common problems that arise when using mipmaps.
One problem that is also addressed in other papers is
the loss of information about the intensity distribution
due to averaging the voxels intensity values. We use
a simple non-linear reconstruction approach to address
this issue and show, that even under very harsh condi-
tions and high frequency transfer functions, we can pro-
vide convincing results. We have selected the method
described in Section 4.1 among the known techniques
addressing similar issues as it is simple to realize and
can be directly integrated into existing volume render-
ers. Furthermore, it fulfills our requirements with re-
spect to low memory footprint and the flexibility of
post-classification. Kraus and Ertl [18] point out the
importance of preserving the topology of isosurfaces
within the volume. This includes the ability to recon-
struct the extreme values for each downsampled voxel.
We do not target the generation of isosurfaces, but the
importance of keeping the extreme values for a better
reconstruction of intensity values is still applicable.
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The second problem when using mipmaps is that di-
rectional information is lost, also due to the averaging
which occurs in the process of generating the mipmaps.
To deal with this issue, we aim at evaluating how the
encoding of directional intensity changes can improve
feature preservation. The idea is to derive a more ac-
curate intensity value from this directional information,
to which we then apply the transfer function during ren-
dering. The underlying method for realizing this encod-
ing is described in Section 4.2.
In this paper, the i-th mipmap level is specified using
the convention `i where `0 represents the full resolution
data. For each subsequent level `i+1 the resolution is
halved compared to the previous level `i.
By taking the two exemplary techniques into account,
we want to evaluate the impact of non-linear recon-
struction vs. anisotropic reconstruction, when using
mipmaps in volume rendering. Based on our own ob-
servations as well as the results reported in recent pa-
pers, e.g., [10], we consider the mipmap levels `0 and
`1 (the highest and second highest resolution) sufficient
in terms of quality of the resulting image, and there-
fore focus on the higher levels. The representative ap-
proaches are implemented inside a basic raycaster for
volume data which incorporates early ray termination.
Our testing environment contains five different data sets
(see Table 1). We use several volumes from the med-
ical domain. We also include a seismic data set, and
one synthesized by using a simple spherical function
(as was also used by Younesy et al. [8]). These differ-
ent volumes represent a wide range of different appli-
cations. Transfer function design is discussed in Ap-
pendix A.
The measurements we used to determine the quality of
each technique in the different scenes are as follows.
We measure memory footprint and performance com-
pared to rendering a full resolution volume and the orig-
inal mipmapping. We also take into account the error
rates (PSNR) of the images in comparison to an image
produced using the highest resolution data as a ground
truth. In terms of quality we will look at different fea-
tures of the datasets that are visible if we render the
high resolution data and discuss how well these are pre-
served in downscaled renderings.

4 EVALUATED RECONSTRUCTION
TECHNIQUES

In this section, we describe the two techniques we use to
improve reconstruction of downsampled values in dif-
ferent situations. One technique aims to preserve the
intensity distribution of each downsampled voxel using
a non-linear function. We will call this technique ‘non-
linear reconstruction’. The other approach is to pre-
serve a directional distribution of values in downsam-
pled voxels. This technique will be called ‘anisotropic
reconstruction’.

4.1 Non-Linear Reconstruction
To reconstruct the intensity distribution of a downsam-
pled voxel in a non-linear manner, we want to find a

xentry xexit

vmin

vmax

vavg

Figure 1: Reconstruction function (red) inside a voxel
defined by the ray entry (xentry) end exit (xexit) points
and the minimum (vmin), maximum (vmax) and average
(vavg) values of the covered high resolution voxels in `0.

simple representation of that distribution encoded us-
ing low memory footprint. Using only three values –
the minimum, maximum, and average in a specified re-
gion, we fit a power function to these values covering
the interval between the minimum and the maximum
value while still preserving the average. To be able to
create such a representation during rendering we need
to preprocess the volume data and store for each down-
sampled voxel the minimum (vmin), maximum (vmax),
and average (vavg) value of that voxel’s equivalent re-
gion in the original volume.
When ray-casting the volume represented by `2 or
lower we use these values to reconstruct a non-linear
function representing the intensity distribution inside
each voxel. Younesy et al. [8] use a Gaussian to recon-
struct this value from the mean and standard deviation
values they store. They then use a preintegrated transfer
function to calculate the color value at each voxel. Our
method works without any precalculations directly
using the transfer function. To generate the final color
value we sample the reconstructed function, apply
the transfer function to each value, and composite the
colors using the scheme determined by the raycasting
algorithm. Therefore the reconstructed function is
interpreted as a one dimensional function along the
ray used to calculate the current pixels color. This
introduces an error as we have no actual information
about the locations of each value contained in the
intensity distribution, but imply these locations by
using our reconstruction. However, as Kraus and
Ertl have discovered [18], this omission of the actual
sample orders can be in most cases neglected. The
function we use for reconstruction, is a scaled power
function:

f (x) = (vmax− vmin)

(
x− xentry

xexit− xentry

)a

+ vmin , (1)

where xentry is the rays entry point into the voxel and
xexit is its exit point. The parameter a is determined
by the voxels average value (vavg) to ensure the average
of f (x) matches that of the voxel. Figure 1 illustrates
this function and the parameters used for its reconstruc-
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tion. This parameter is calculated on the fly during ray-
casting by solving the definition of the average value:

vavg =
1

xexit− xentry

∫ xexit

xentry
f (x)dx , (2)

which gives us a as follows:

a =
vmax− vmin

vavg− vmin
−1 (3)

The impact of minimum, maximum and average value
on the shape of the function is illustrated in Figure 1.

The resulting function is then evaluated at different po-
sitions within the voxel and the transfer function is ap-
plied to these results. The final values are then com-
posited in a straightforward way by using front to back
composition. To further improve the coverage of the
intensity distribution inside the voxel we adapt the step
size we use to fit the function. The same step size is
used for the composition. In general we use values
that are evenly distributed across the intensity range,
whereby we use the minimum and maximum values
to determine the possible range of values. When sam-
pling the function at N different positions inside the
voxel we use the values vi (i = 0 . . .N − 1) defined
as vi =

i
N−1 (vmax− vmin)+ vmin and calculate the step

sizes needed to correctly weight those values during
composition. The corresponding sampling points for
the values vi are xi defined as:

xi =
a

√
i

N−1
(
xexit− xentry

)
+ xentry (4)

With these points we use the following equation to
calculate the step sizes (∆i) for ray-casting by using
the midpoints between two sampling points to separate
steps:

∆i = min
(

xi+1 + xi

2
,xentry

)
−max

(
xi + xi−1

2
,xexit

)

(5)

Figure 2 illustrates the different vi, xi and ∆i determined
by a given function f (x).

To directly see the impact of the non-linear density dis-
tribution reconstruction, we will also evaluate the same
approach, whereby we replace the non-linear with a lin-
ear function. This approach only uses the minimum and
maximum values, and we will refer to it as ‘Linear Re-
construction’ throughout this paper.

4.2 Anisotropic Reconstruction
The second identified downside of plain mipmapping
is the fact, that directional features are not preserved.
To deal with this issue, intensity changes for selected

v0

x0

v1

x1

v2

x2

v3

x3
∆0 ∆1 ∆2 ∆3

Figure 2: Step sizes (blue) for raycasting a recon-
structed function (red) with N = 4 sampling points. The
sampled values vi are shown with their corresponding
sampling positions xi.

directions in each region would need to be encoded.
This idea forms the basis for the evaluated anisotropic
approach, where we – for each major axis within a
downsampled voxel – encode how the intensity changes
along the axis, and store this information as a piecewise
linear function. This approach requires an explicit pre-
processing step where intermediate axis functions are
computed and later encoded into piecewise linear func-
tions. These functions can later in the rendering part be
sampled and composited into intensity values. In the
following three subsections, we discuss how to com-
pute and encode the axis functions, as well as how to
combine values of the three piecewise linear functions
into one representative intensity value.

4.2.1 Computing Axis Functions

To compute the axis functions, we begin by studying
each of the major axes of a voxel which we intend to
downsample (Fig. 3a). The three axes are split into
stacks of 2D slices (Fig. 3b), and the mean of each slice
is calculated and stored to represent the overall inten-
sity at this location (Fig. 3c). This is always done at
the highest possible resolution inside of the region of
voxels to capture as many details as possible of the un-
derlying data.

4.2.2 Encoding Axis Functions

With the axis functions represented as lists of N inten-
sity values (Fig. 3c), we aim to compress these using a
piecewise linear function PWLF. In our case, a piece-
wise linear function is a function that sparsely stores
a set of 2D sample-points (x,y) and the function value
can be evaluated at any position x using linear interpo-
lation between the neighbouring points of x. In order
to encode the list of intensity values into a PWLF, we
employ the following greedy algorithm:

1. We initialize the PWLF (Fig. 3d) by adding the full
set of axis intensity values with their corresponding
positional values along the axis.

Journal of WSCG

Volume 24, 2016 38 ISSN 1213-6972

No.2



(a) The targeted voxel and
its data that is about to un-
dergo downsampling.

(b) The data is divided
along the axis into slices
containing M×N samples.

(c) The mean intensity of
each slice is computed
and stored with its local
position x within the voxel
region as an intermediate
list of pairwise points.

(d) The pairs of (x, inten-
sity) are added to a piece-
wise linear function and is
padded with copies (yel-
low) of the first and last
points to aid the computa-
tion in the next step.

(e) In an iterative process,
the point within the set that
has the lowest cost is re-
moved. The cost is cal-
culated as the triangular
area between its neigh-
bouring points.

(f) The process is stopped
when a targeted num-
ber of points has been
reached or the error of
removing the next point
above a certain threshold.

Figure 3: The preprocessing step of computing a piece-
wise linear function that approximates the intensity val-
ues along one major axis.

2. We then remove the point in the set which is deemed
as the least destructive to overall shape of the func-
tion using a cost metric (Fig. 3e). The cost of re-
moving a point is equal to the triangular area which
spans the point and its two closest neighbours before
and after removal of this point.

3. Step 2 is repeated until we are left with a desired
amount of points (Fig. 3f).

4.2.3 Sub-sampling Anisotropic Voxels
When traversing the voxels a sub-sampling approach is
used to reconstruct the intensity values within the voxel
using the piecewise linear functions stored within it (see
Fig. 4). The input arguments for the PWLFs are the lo-
cal coordinates (x,y,z ∈ [0,1]) of the sub-sample within
the frame of the voxel. The intensity values (Eq. 7)
returned by the three PWLFs are then combined into
one single intensity value using the dot product of the
squared viewing vector d and intensity values v(x) as
shown in Eq. 6

Figure 4: A sub-sample (Light-blue dot) along the tra-
versed ray (Blue) is being composited into a represen-
tative value of the intensity within a voxel by using the
piecewise linear functions that provide the directional
in intensity along each major axis.

intensity(x) = dot(d�d,v(x)) , (6)
where

v(x) = {PWLFx(xx),PWLFy(xy),PWLFz(xz)} . (7)
The major downside of this technique is that it does not
allow trilinear interpolation. If trilinear interpolation is
used, the resulting intensity values from all of the piece-
wise linear functions will be averaged over the neigh-
bouring region of the voxel thus resulting in an average
intensity, almost indistinguishable from plain mipmap-
ping. This forces us to only use values from within the
traversed voxel disregarding the neighbourhood of it.
The visual impact of this is that the boundaries of the
voxels can be seen in most of the cases.

5 EVALUATION
In this section we analyze the impact of the mipmap
shortcomings resulting from the area averaging and
the non-directional reconstruction. We do so by
comparing standard mipmapping against non-linear
and anisotropic reconstruction, as they have been
described in the previous section. The achieved
results are evaluated quantitatively and qualitatively.
A more comprehensive list of results can be found in
Appendix B.

5.1 Quantitative Evaluation
The presented techniques are meant to produce better
images than standard mipmapping while still using less
GPU memory and being faster as compared to ren-
dering the highest resolution data. For performance
measurements we ray-casted the volume data with a
screen resolution of 1280× 720 with the volume fit-
ting roughly to the screen, whereby we have used the
same images in the subsequent error analysis. The re-
sults of the performance evaluation, as summarized in
Table 2, have been measured on a 3.60 GHz Intel i7
Haswell system with 16GB RAM and a NVIDIA GTX
980 GPU.
As it can be seen in Table 2, the results of non-linear re-
construction highly depends on the size of the volume.
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Dataset Non-Linear Anisotropic Mipmaps

Aneurysm (`2) 76% 60% 122%

Male (`3) 232% 51% 385%

Brain (`2) 69% 16% 109%

Spherical (`3) 138% 90% 207%

SEGY (`2) 102% 16% 150%

Table 2: Performance measurements of different tech-
niques relative to rendering at the original resolution
(`0). A value of 200% signifies that the technique is
twice as fast as the reference, while a value of 50%
signifies that only half the speed of the reference was
achieved.

For volumes that use a lot of memory (see Table 1) in
the first place texture fetches are more expensive (due
to cache misses) and a reduction of the volumes’ reso-
lution improves the frame rates drastically. For lower
resolution volumes this is not the case, and the com-
putation time overhead for the evaluation of the recon-
structed function seems to have more impact. The ren-
dering performance of the ‘Spherical’ data set is in gen-
eral rather high, as the chosen transfer function makes
the volume appear very dense which triggers the early
ray termination.
The performance results of the anisotropic voxels seem
worse than rendering the high resolution data, this is
due to a bigger number of texture fetches which are
needed to retrieve the data of the piecewise linear func-
tions. The memory requirements for the anisotropic
voxels is noticeably larger than with the other tech-
niques, but has been implemented in a very naïve way
where one voxel stores three unique piecewise linear
functions. In practice, many of the piecewise linear
functions are identical or very similar, which makes
them a good candidate for lossless or lossy compres-
sion through clustering.
With no compression applied the memory requirements
for the tested techniques directly depend on the reso-
lution of the original data. The piecewise linear func-
tions of the anisotropic mipmaps are always represented
using eight 8-bit integers per pixel – four for position
and four for intensity. The non-linear reconstruction on
the other hand uses the same bit-depth as the original
volume. Thus, the memory requirements of the recon-
struction methods (as well as regular mipmapping) are
a fixed percentage of the original memory (118% for
non-linear reconstruction, 116% for linear reconstruc-
tion and 114% for regular mipmapping), whereas the
anisotropic mipmaps use 156% of the original data sets
memory for 8-bit volumes. The percentage gets lower
for higher bit-depths of the original volume due to the
used 8-bit quantization.
The more interesting figures are the error measurements
of the rendered final images. The images can be seen
in Appendix B. We calculated the Peak Signal to Noise
Ratio (PSNR) of the resulting images, by taking into
account the images produced with the high resolution
data sets as a ground truth. We measured these values

for both, a high resolution (1280× 720 Pixels) as well
as a low resolution (128× 72) image. The high reso-
lution was chosen to be able to clearly see differences
and errors introduced by both types of methods. The
lower resolution represents the actual size of the images
when the size of one voxel in the data set should corre-
spond to the size of one pixel, whereby the mipmap lev-
els have been chosen accordingly. To avoid aliasing we
use downsampled versions of the high resolution im-
ages. The results are shown in Table 3.

In general, the lower resolution images show better
quality with respect to the PSNR because quality
shortcomings depending on the resolution are avoided.
These differences can be seen best for the anisotropic
mipmaps as this technique does not support interpola-
tion and thus produces ‘blocky’ results when rendering
them in a resolution higher than they are meant for.
When comparing the different reconstruction tech-
niques the non-linear reconstruction provides the best
results in nearly all cases. The exception is the Spher-
ical data set where the intensity values are linear with
the distance from the center. The linear reconstruction
ensures that this linearity is preserved well while the
non-linear reconstruction might introduce some errors.

(a) Reference `0 (b) Mipmaps `2

(c) Non-Linear `2 (d) Anisotropic `2

Figure 5: The Aneurysm dataset, rendered at its origi-
nal resolution `0 (a) and at resolution `2 for the down-
sampled methods. It shows a region with a lot of high
frequency details.

5.2 Qualitative Evaluation
By visually comparing the results of the different tech-
niques we can make assumptions about how to address
mipmapping problems in general. In Figures 5 and 7
the plain mipmapping clearly shows a loss of informa-
tion. In Figure 5b the high frequency details are lost
due to averaging. The most obvious case is the seismic
data set. There nearly all information is lost as can be
seen in Figure 7b. When looking at the Spherical data
set in Figure 6b most features seem to be preserved.
However, when taking a closer look the colors observed
seem to be exaggerated and are shifted towards the cor-
ners of the volume.
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Dataset
Non-Linear Linear Anisotropic Mipmaps

high
Resolution

low
Resolution

high
Resolution

low
Resolution

high
Resolution

low
Resolution

high
Resolution

low
Resolution

Aneurysm (`2) 20.62 dB 22.18 dB 16.23 dB 17.00 dB 24.49 dB 30.35 dB 23.82 dB 26.95 dB

Male (`3) 21.02 dB 22.25 dB 18.13 dB 18.84 dB 22.86 dB 24.78 dB 18.96 dB 19.78 dB

Brain (`2) 26.20 dB 28.33 dB 23.60 dB 24.77 dB 25.05 dB 26.60 dB 23.27 dB 24.79 dB

Spherical (`3) 23.04 dB 27.45 dB 24.09 dB 28.88 dB 19.93 dB 23.52 dB 22.02 dB 26.04 dB

SEGY (Top) (`2) 22.23 dB 22.96 dB 21.36 dB 21.98 dB 26.97 dB 32.04 dB 17.69 dB 17.97 dB

Table 3: Error ratios (PSNR) of different techniques, datasets and resolutions.

(a) Reference `0 (b) Mipmaps `3

(c) Non-Linear `3 (d) Anisotropic `3

Figure 6: The Sphere dataset, rendered at its original
resolution `0 (a) and at resolution `3 for the downsam-
pled methods. The fading to grey in Non-Linear recon-
struction (c) is an expected artifact to avoid aliasing.

From a qualitative point of view, the anisotropic
voxels seem to preserve details better over the plain
mipmapping technique, but have the downside of
looking ‘blocky’. This ‘blockiness’ comes from the
fact that doing trilinear interpolation is too expensive
in terms of performance to be practical, and if applied,
the intensity is again averaged over the neighbouring
region and the result ends up being indistinguishable
from mipmapping. A similar problem arises when
the different directions need to be interpolated due to
a view that is not parallel to the volumes coordinate
axes. This can be seen clearly in the geological data
set. When choosing a view that is parallel to the
volumes up coordinate as can be seen in Figure 7c the
results are very similar to the reference image. When
dealing with high frequencies as in the Aneurysm
data set, anisotropic approaches also generate a good
reconstruction of most details as can be observed in
Figure 5d. The worst scenario is presented in Figure 6d.
Here, preservation of the anisotropy is not important in
the final rendering as the volume is very dense. Due

(a) Reference `0 (b) Mipmaps `2 (c) Anisotropic `2

Figure 7: The SEGY dataset, rendered from a top view
at its original resolution `0 (a) and at resolution `2 for
the downsampled methods. Plain mipmapping does not
preserve the structure of this dataset. From this perspec-
tive the Anisotropic Mipmapping (c) provides results
that are very similar to the reference image.

to the interpolation of axis functions the result is very
similar to the plain mipmapping.
When studying the non-linear reconstruction ap-
proaches, the different regions classified by the transfer
function are well preserved. Due to the lower resolution
of the volume these areas seem bigger in all cases. This
can be seen especially well in Figure 5c where the high
frequency details are rendered as bigger structures.
This also leads to more saturated colors in nearly all
of the results achieved using this approach. Several
images show that preserving not only the extreme
values but also the average value is important to create
convincing results. In nearly all cases the non-linear
reconstruction which preserves the average value
provides results that are closer to the ground truth. The
only exception is the synthetic Spherical data set which
only contains intensity values linear in respect to the
distance to the volumes center. This explains the close
fit that a linear reconstruction provides.

5.3 Guidelines
We have seen different approaches which in general
provide better quality compared to plain mipmapping
depending on the type of data and the transfer function
used. Based on these observations we provide guide-
lines for using the mentioned approaches in different
scenarios.
As mentioned above the non-linear reconstruction ex-
aggerates the color saturation. Generally the regions
colored by a transfer function are the ones with features
that the observer wishes to emphasize. This may prove
useful in cases like seismic visualization to use these
or similar approaches to be able to observe all details
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in the volume. The same applies to medical datasets
where it may be crucial for the observer not to miss any
details of significance. In these cases using a non-linear
reconstruction will benefit the visualization.

In the cases where you want to preserve high frequen-
cies within data sets, an anisotropic approach may be
a viable option. And if the data set contains intensi-
ties layered along one major direction, an anisotropic
approach may also provide better results.

If rendering speed is the top priority plain mipmaps
are the most obvious choice to use due to the native
hardware integration existent in all modern GPUs. The
Non-Linear Reconstruction provides reasonable speed
especially with bigger datasets while providing an im-
proved image quality.

When dealing with large volumes the overall difference
in memory between plain mipmaps and techniques bet-
ter preserving the intensity distribution of downsampled
voxels is very small. Using such a technique may be a
viable option in those cases.

6 CONCLUSION & FUTURE WORK
We have discussed two shortcomings of plain mipmaps
and evaluated techniques that address these using dif-
ferent data sets from different domains together with
transfer functions that have been designed to visualize
interesting features in these volumes. As a conclusion
of the conducted evaluation, we can say that all tested
approaches can be implemented as an improvement to
plain mipmapping. Also, conserving the intensity dis-
tribution of a downsampled voxel looks like a very
promising approach that is applicable in the general
case. An anisotropic approach also provides promis-
ing results but lacks hardware support and a proper so-
lution for feature preserving interpolation in the tech-
nique presented in this paper. The different strengths of
the provided techniques calls for a combination of both
approaches that should provide a reconstruction of the
intensity distribution of downsampled voxels as well as
a directional component.

In our opinion, the ideal technique for mipmaps in vol-
umetric visualization should fulfill three important re-
quirements. First, it should preserve the intensity dis-
tribution of all the data contained within the region of
the voxel. Second, it should utilize the GPU’s hardware
support for interpolation when fetching data. And third,
the intensity distribution contained within the voxel
should be able to be integrated with the transfer func-
tion in an efficient manner enabling interactive editing
of the transfer function together with interactive frame
rates.

As it seems to be more important to preserve the inten-
sity distribution in a correct way rather than to store the
directional intensity changes within a voxel an interest-
ing approach would be to approximate this distribution
by using piecewise linear functions. On the other hand
the directional interpolation problems of Anisotropic
Mipmaps could be tackled encoding directional inten-
sity using spherical harmonics.
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Figure 1: Visualization of the docking process of a drug (molecule highlighted by a yellow silhouette) into a protein represented by its
solvent excluded surface. In order to improve shape and topology perception of the molecular surface, we approximate the subsurface
scattering effect characteristic of translucent objects in real-time. Moreover, we apply transparencies to visualize structures close to the
surface, something of key importance when analyzing in detail features of the molecular surface. We further improve the perception of the
surface curvature by incorporating reflections and refractions. Lastly, in order to reduce the visual noise, we filter the amino acids by its
distance to the drug.

Abstract
Molecular surfaces are a commonly used representation in the analysis of molecular structures as they provide a compact
description of the space occupied by a molecule and its accessibility. However, due to the high abstraction of the atomic data,
fine grain features are hard to identify. Moreover, these representations involve a high degree of occlusions, which prevents
the identification of internal features and potentially impacts shape perception. In this paper, we present a set of techniques
which are inspired by the properties of translucent materials, that have been developed to improve the perception of molecular
surfaces: First, we introduce an interactive algorithm to simulate subsurface scattering for molecular surfaces, in order to
improve the thickness perception of the molecule. Second, we present a technique to visualize structures just beneath the surface,
by still conveying relevant depth information. And lastly, we introduce reflections and refractions into our visualization that
improve the shape perception of molecular surfaces. We evaluate the benefits of these methods through crowd-sourced user
studies as well as the feedback from several domain experts.

CCS Concepts
• Human-centered computing → Scientific visualization; • Computing methodologies → Computer graphics; Rendering;

1. Introduction

Molecular surfaces provide a compact description of the space
occupied by a molecule and its accessibility. These surfaces are

commonly used by biochemists for analyzing molecular structures
or the results of molecular simulations. Among the different deri-
ved surfaces, the Solvent Excluded Surface (SES) [Ric77] is one
of the most frequently used. The SES describes the area around a
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molecule which is accessible by another small molecule (usually
approximated by a sphere).

Despite providing a good overview of the molecular shape, these
techniques are not well suited for a complete analysis of a molecu-
lar structure. The abstraction these techniques perform of the ato-
mic data prevent the identification of fine grain features of such
structures. Moreover, these representations occupy a lot of 3D
space, generating high number of occlusions. Due to these occlu-
sions, the internal conformation of the molecule is not visible and
the external shape is sometimes difficult to perceive. All these fac-
tors, make molecular surfaces only suitable in use cases in which
experts are not interested in a detailed analysis of the structure. Du-
ring the analysis of the results of docking simulations, for example,
in which a drug has to dock into a protein (see Figure 1), visuali-
zing the amino acids close to the surface of the docking position
is of key importance. With standard visualizations of these surfa-
ces, this is not possible. Domain experts have to alternate between
different representations and constantly rotate the point of view to
gain insight into these structures.

Some of these problems have been recently addressed by diffe-
rent authors [JPSK16, KKP∗13], focusing only on rendering trans-
parent surfaces. Although the use of transparency may partially al-
leviate the clutter, the presented methods are computationally de-
manding, difficult to implement and, for medium-sized or larger
molecules, they still generate cluttered images (see Figure 2).

In this paper, we introduce a set of techniques designed to ad-
dress these problems by simulating different visual effects charac-
teristic of translucent materials. Our collection of techniques aims
to increase the information presented by a standard SES visualiza-
tion, improving at the same time the shape perception of the sur-
face. We are able to achieve our goals by providing information of
the thickness and curvature of the surface through different photo-
realistic effects, and reducing clutter when presenting the internal
structures of the molecule by selecting only the most relevant. First,
we introduce a simple technique which simulates the subsurface
scattering (SSS) effect by modulating the color of the surface based
on its thickness, providing thus information of the thickness of the
surface. Second, we present a new technique to render the struc-
tures which are close to the surface, providing extra information
about the molecule without generating visual noise. Moreover, we
incorporate reflections and refractions, thus improving the shape
perception. Lastly, we support filtering of the presented structures
based on the distance to a point of interest (such as the drug position
in docking simulations).

We evaluated our techniques at different levels. First, we obtai-
ned expert feedback by presenting our techniques to five bioche-
mists with different areas of expertise. Furthermore, in order to eva-
luate the perceptual quality improvement obtained using our met-
hods, we ran two user studies which demonstrate the benefits of our
methods over the most commonly used visualization techniques.

Our contributions are summarized as follows:

• We introduce transparency and translucency effects to improve
the shape perception in visualizations of molecular surfaces.
• We propose an algorithm to compute subsurface scattering in

such representations.
• We present a technique to generate transparencies, allowing the

visualization of structures beneath to the surface.

Figure 2: Comparison of our method to visualize internal structu-
res (left) with the transparencies commonly used by state-of-the-art
methods (right). With our method, only relevant atoms are presen-
ted avoiding cluttered images such as the one presented in the right
figure.

• Lastly, we incorporate reflections and refractions in our visuali-
zations, thus improving the curvature perception of such surfa-
ces.

2. Related Work

In this section, we will briefly discuss the related work regarding
molecular surface visualization, subsurface scattering, and transpa-
rencies.

Visualization of Molecular Surfaces: One of the most commonly
used techniques to visualize molecular surfaces is by triangula-
ting the parametric patches that define the surface [SOS96, TA96,
VBJ∗94] in a pre-process and, then, render the triangular mesh
using the standard rasterization algorithm. However, this method
suffers from aliasing problems and adds an extra computational
cost that can be prohibitive in scenarios where the surface has to be
computed interactively. Last decade, Krone et al. [KBE09,KDE10]
and Lindow et al. [LBPH10] developed different algorithms which
allowed the computation of such surfaces interactively. Due to the
interactivity requirement raised by these new methods, new visu-
alization techniques were also developed. For their visualization,
both methods rendered the patches of the molecular surface by
using ray-marching of the pixel shader. In 2012, Parulek and Vi-
ola [PV12] presented a completely new approach which used sp-
here tracing ( [HSK89]) on a set of functions describing the SES.
Another approach based on sphere tracing was presented by Her-
mosilla et al. [HKG∗17]. This method was based on the technique
presented by Lindow et al. [LBH14] and it used a distance field sto-
red in a mipmapped 3D texture to store the SES which was accessed
later during rendering.

Moreover, molecular surfaces have been widely used for com-
municating color-encoded information. Krone et al. [KBE09,
KDE10] encoded in the surface using a color scale the tempera-
ture or B-factor of each atom. The same authors also used several
techniques to improve shape perception, such as Depth darkening
or silhouettes. Other visualizations present, also by using a color
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scale, the charge of the different amino acids [HKG∗17]. Moreover,
some visualization packages, such us Chimera [PGH∗04], also pro-
vide visualizations where they encode by a color scale information
about the amino acid hydrophobicity or the surface electrostatic po-
tential. A completely different approach was proposed by Lawonn
et al. [LKEP14], where they used a non-photorealistic rendering
technique to enhance the shape perception of such representations.

Subsurface Scattering: Subsurface scattering is a well-researched
effect of volumetric objects in computer graphics. Its foundation
is described by Radiative Transport Theory as covered in depth
by Chandrasekhar [Cha60]. In computer graphics, it was first in-
troduced by Blinn [Bli82] for simulating clouds and dusty surfa-
ces. Single scattering effects for homogeneous participating me-
dia were presented by Hanrahan and Krueger [HK93]. Most cur-
rent simulations of subsurface scattering are based on the BSSRDF
approximation which is derived from diffusion theory by Jensen
et al. [JMLH01]. This approximation has been improved several
times, most recently by D’Eon and Irving [DI11] and Habel et
al. [HCJ13] and is also applicable in real-time scenarios as des-
cribed for example by Jimenez et al. [JZJ∗15].

All of the methods previously mentioned for rendering subsur-
face scattering in real time either rely on triangle meshes for rende-
ring or just do a surface ‘blurring’ to simulate the effect. In our case
we have the SES of a molecule given as a signed distance function
that is sphere traced for rendering as described in [HSK89].

Transparencies: Simulating transparent objects has been a widely
studied topic in computer graphics. Yang et al. [YHGT10] created
per-pixel linked lists in order to achieve order-independent trans-
parency. McGuire and Mara [MM17] proposed a combination of
techniques that approximate several effects of transparencies or-
der independently in real-time. Other effects of transparent objects,
such as refractions, were successfully simulated in real-time by
using a screen space approach. Davis and Wyman [DW07], and
Wyman [Wym05] presented different methods based on this idea
obtaining realistic approximations of this effect.

Transparencies have been also studied in the context of mole-
cular surfaces since visualizing the interior structures is of key
importance during the analysis process of a protein. Some aut-
hors [KBE09,LBPH10,LKEP14] simulated transparencies by blen-
ding the molecular surface with the structures rendered in the back-
ground. Although this is a fast approximation, in these techniques
it is difficult to identify the relative position of the objects. Kau-
ker et al. [KKP∗13] extended the method of Yang et al. [YHGT10]
to compute more realistic transparencies in molecular surfaces. In
2016, Jurčík et al. [JPSK16], also presented a technique to simulate
semi-transparent objects aiming at visualizing interior cavities. Ho-
wever, since these methods consider all the interior structures, for
large molecules, they can generate cluttered images (see Figure 2).

3. Algorithm

Most natural objects are not completely opaque. Light travels inside
them exiting at a different point from where they entered. This ef-
fect is known as subsurface scattering. Subsurface scattering (espe-
cially the transmission effect) can provide extra information about
the 3-dimensional structure of an object. Some natural materials
have a high amount of scattering which generates a blurring ef-
fect on the structural information. Since molecular visualizations

usually create an abstraction of real molecular structures, there is
no natural subsurface scattering effect to simulate. Therefore, for
these visualizations, we are able to adjust the effect to low, mostly
forward scattering. This also allowed us to show the actual atoms
of the molecule directly below the surface (and only those) in a
natural way. These atoms are of high interest for experts since they
describe the properties of the molecular surface and, therefore, have
more influence (due to proximity) in the interaction between pro-
teins. The goal of our techniques is to show the molecular surface in
a similar way to dense, backlit fog which lets the viewer get some
information about its thickness on one hand, whilst showing at the
same time objects that are placed near the surface.

3.1. SES Representation

Some of the algorithms described in this paper are based on a dis-
tance field describing the scene. The distance field of an SES can be
computed efficiently by grid-based methods [HKG∗17]. The main
benefit of these methods, when compared to analytical solutions, is
their performance. However, big cell sizes can introduce errors in
the resulting SES. Therefore, a trade-off between grid size and cell
size has to be maintained to generate correct surfaces in a reasona-
ble computation time. Nevertheless, these methods are conservative
and they are commonly used only for interactive visualization pur-
poses.

In this work, we used a similar approach as Hermosilla et
al. [HKG∗17] to compute the SES. They stored the SES as a signed
distance field in a 3D texture. Using a two-pass algorithm they were
able to compute the distance field in the vicinity of the surface in
real time. We used this algorithm to compute our SES as a signed
distance field. However, since we are also interested in the value of
the SDF inside the surface, we executed a set of additional passes
(implemented by a compute shader) to propagate the correct distan-
ces to all the grid points of our 3D texture. With this algorithm we
are able to update a grid of 1283 grid points at interactive rates, thus
allowing the interactive analysis of molecular simulations. For big-
ger grid resolutions, although this computation requires more time
(in the order of a few seconds), it has to be computed only once for
each new simulation step.

Beside supporting SES stored as signed distance fields, our sub-
surface scattering algorithm can also support the SES representa-
tion proposed by Parulek and Viola [PV12], since they use a set of
analytic functions describing the distance to the SES. However, for
other surface representations other techniques have to be applied.
For surfaces represented by a set of patches [KBE09, LBPH10], a
hierarchical data structure storing the patches could accelerate the
retrieval patches in the vicinity of the point of interest. Then, the
distance to the surface can be directly computed by the implicit
functions describing the patches. For surfaces represented by tri-
angle meshes [SOS96,TA96,VBJ∗94], existing algorithms to com-
pute the signed distance field [ED08, SPG03] can be used to gene-
rate this data structure.

3.2. Subsurface Scattering

In order to generate the subsurface scattering effect on molecular
surfaces, we used an algorithm based on the technique introdu-
ced by Evans et al. [Eva06] to compute ambient occlusion. They
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Figure 3: Our subsurface scattering algorithm (together with ambient occlusion) applied to the same molecule with three different values
of ls. From left to right, ls = 3Å, ls = 5Å and ls = 7Å. Note how the visualization reveals the thinner areas of the surface by encoding them
with a brighter color as we increase the value of ls.

used sphere tracing to render a scene described by a signed dis-
tance function (SDF). Each ray traverses the scene until they inter-
sect with a surface (point x with SDF(x) = 0). Then, at x, another
ray is traced in the direction of the normal. By accumulating the
SDF values along this ray they were able to approximate the am-
bien occlusion at point x. Our algorithm also computes, by using
sphere tracing, the intersection of the viewing ray~r with a molecu-
lar surface described by an SDF. This SDF describes the distance
from a given point on the space to the molecular surface, begin po-
sitive when the point is outside the surface and negative when it is
inside. Once the intersection point x is found, we follow the view
ray inside the surface a fixed distance ls and we evaluate the SDF
one more time at point xs:

l = SDF(xs) where xs = x+ ls~r (1)

The result of this evaluation, l, is the distance from the point xs
inside the molecular surface to the closest point of the surface. This
value is then used to approximate the subsurface scattering factor
by:

s =
ls− l
2ls

(2)

Note that s is in the range [0,1]. It evaluates to 1 when the closest
point on the surface to xs is our initial intersection point x, and
therefore l = −ls (x0 on Figure 4). On the contrary, s evaluates
to 0 when the intersection point x lies on a surface with thickness
equal to 0. In this case, our point xs will lay outside the surface at a
distance l = ls from x (similar to point x2 on Figure 4).

Once we compute the value of s for a given pixel, we use it to
determine its final color. Instead of using the standard Blinn-Phong
shading to compute the lighting on the surface of SES, we add s
to each component of the color of the surface. We decided to do
not use Blinn-Phong shading since it could get in conflict with the
information we intended to communicate. Specular reflections on

the surface generated by this illumination model could be wrongly
interpreted as our technique communicating a thin area on the sur-
face. However, our application still provides the option of adding
Blinn-Phong shading in order to generate pictures for publication
or similar purposes.

Moreover, we incorporate in our technique extra information
about the shape of the molecule by using ambient occlusion. In
our images, ambient occlusion factors are computed using the al-
gorithm described by Hermosilla et al. [HKG∗17].

Figure 3 presents the same molecule rendered using this algo-
rithm with three different values of ls: 3Å, 5Å and 7Å.

Visual Identification of Cavities: The proposed algorithm not
only is able to communicate the thickness of the surface but also
provides information of the internal cavities of the molecular sur-
face. Surface areas close to cavities are interpreted by our algorithm
as a thin surface and, therefore, shaded using a whiter color (point
x2 in Figure 4).

x0 x1

x2

l0 ls ls

ls

l1

l2
xs0 xs1

xs2

Figure 4: Three different cases for the evaluation of the distance l
used to calculate the subsurface scattering. The arrows show the
viewing ray ~r inside the volume surrounded by the SES (grey).
The dashed circles have radius ls and show the area where clo-
sest points can be. If the closest point to xs0 is x0 then l0 =−ls and
s = 1 as seen in the middle. In the right, xs1 is inside the the surface
and l1 ∈ [−ls,0] which leads to s ∈ [0.5,1]. The left example shows
xs2 being inside a cavity. In this case l2 ∈ [0, ls] and s ∈ [0,0.5].
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Figure 5: A molecule with a cavity visualized by our technique.
The center of the molecule’s SES in the left image is drawn in a
brighter color due to the subsurface scattering effect generated by
the internal cavity. On the right side, a cut through the same mole-
cule is shown to prove that there is indeed a cavity.

The objective of this algorithm is not substitute existing cavity
algorithm detection. The state of the art algorithms in this field can
provide very accurate results [KKL∗16]. Nevertheless, our method
can be used to interactively visualize ongoing simulations and pro-
vide the first hint about these cavities (see Figure 5). Later, during
a more deep analysis carried out offline, the simulation can be ana-
lyzed by a more accurate algorithm and all the cavities can be ex-
tracted.

3.3. Transparency and Translucency

In this section, we describe the algorithms developed to visualize
the interior structures beneath the molecular surface. With this ob-
jective, we support transparencies to visualize interior structures
and we simulate translucency effects to only visualize those which
are close to the surface.

Figure 6: Our algorithm to visualize internal structures applied to
the same area of a molecular surface with different levels of trans-
parency. The level of transparency in the left image is equal to 6Å
whilst the right image was generated with a transparency level of
12Å.

pcp1 p2

dc

d1
d2

g1
gc

g2

Figure 7: The algorithm used to approximate the distinctive blur-
ring of translucent materials. For a central pixel, pc, we compute
its final color by accumulating its value and the values of neighbo-
ring pixels, p1 and p2, scaling them by a Gaussian function defined
for each of them. The width of these Gaussians is computed based
on the distance of the structure to the surface, dc, d1 and d2.

Our approach is composed of two passes. In the first pass, we
render the atoms in a frame buffer storing, per each pixel, the color
of the atom and its depth value, da. In the second pass, we render
our SES using the algorithm described in Section 3.2. Then, for
each pixel, we retrieve the values stored by the first pass in the
frame buffer and compare the stored depth, da, with the depth of
the surface, ds. Using these two values, we compute fc:

fc = e−5σ σ = max
(

da−ds

dmax
,1
)

(3)

where dmax is the maximum depth at which we want to visualize
the internal structures. fc is used then to interpolate between the
color of the atom and the color of the surface, and thus generate the
final color of the pixel. We used an exponential function to compute
this factor since it is close to the Beer-Lambert Law [Bee52] that
explains the fading of light inside a volume.

The value of dmax can be modified in order to modify the transpa-
rency effect. Figure 6 presents two images of the same surface with
dmax = 6Å (left) and dmax = 12Å (right). Note how the objects fade
out with their distance to the surface. In order to be consistent with
the subsurface scattering algorithm, we use dmax = kls, where k is
a user-defined constant. This allows us to modify the transparency
of the material at the same time as we modify the subsurface scat-
tering effect.

Besides visualizing the interior structures with transparencies,
we also simulate the blurring effect of translucent materials. This
effect makes the internal structures further inside of such materials
appear more blurred than the structures close to the surface. We si-
mulate this effect by the following algorithm: For each pixel pc, we
not only compute its fc value, but also the fci value for all the neig-
hboring pixels, pi, in a certain region (n neighboring pixels in each

c© 2018 The Author(s)
Eurographics Proceedings c© 2018 The Eurographics Association.

189



P. Hermosilla et al. / Improving Perception of Molecular Surface Visualizations by Incorporating Translucency Effects

Figure 8: Results of our blurring algorithm for different kernel
sizes. From left to right, kernel size of 3× 3 (n = 1), kernel size
of 11× 11 (n = 5), and kernel size of 21× 21 (n = 10). Note how
structures buried inside the SES appear more blurred than structu-
res close to the surface.

direction, i. e. kernel size (2n+ 1)× (2n+ 1)). Then, we compute
the color ci of all neighboring pixels by interpolating using their
fci . Lastly, we determine the final color of pixel pc by computing a
weighted sum of all the colors of neighboring pixels:

c =

N
∑

i=1
ci ∗ωi

N
∑

i=1
ωi

N = (2n+1)× (2n+1) (4)

The coefficients ωi control how much a neighboring pixel pi will
contribute to the color of the central pixel pc. Therefore, these coef-
ficients have to depend on the depth of the pixel pi and its screen
distance to the central pixel pc. We compute ωi by using a 2D Gaus-
sian function centered at pixel pi with the following form:

ωi =
1

2πσ2
i

e
−
(

x2+y2

2σ2
i

)

(5)

In this equation, x and y are the normalized distances in the two
respective axis between the pixels pc and pi. Note that σi is the va-
lue used to compute fci for each pixel pi as described in Equation 3.
Therefore, pixels with high depth values will use a wider Gaussian
to compute its factor ωi, ensuring that the color of a given pixel
will be distributed over its neighbors based on its distance to the
molecular surface (see Figure 7). Figure 8 illustrates this effect by
varying the number of neighboring pixels visited.

We have implemented this algorithm in the same pass in which
we render the surface. We trace a ray from the pixel position until
we reach the surface. Then we compute the subsurface scattering
value for the intersecting position, and lastly, we apply the filter
described above to visualize the internal structures. Note that this
algorithm visits (2n+ 1)2 neighbors for each pixel, which can be
computationally expensive for larger values of n. However, as we
show in Figure 15, we still achieve high frame rates for n = 10.

~n~v

t′ t
∆t

Figure 9: Refractions are calculated when the viewing ray ~v hits
the SES volume (grey). Without refractions, we would perform a
texture lookup in the background image (blue) containing the struc-
tural elements at the same screen coordinates as the pixel is ren-
dered (t). Due to refractions, the viewing ray is bent towards the
negative of the surface normal~n (dashed line). We use ∆t to adjust
the screen coordinates t to get the pixel value at t′.

3.4. Reflections and Refractions

By using our method to simulate subsurface scattering we intro-
duce information about the thickness of the surface in our visuali-
zations. However, by removing Blinn-Phong from our shading, we
also remove information about the curvature of the surface. In or-
der to recover it without introducing misleading information, we
incorporated reflections and refractions into our visualization. Re-
flections simulate the reflection of light by the surface of objects
whilst refractions simulate the bending of the light ray when it pas-
ses from one medium into another. Since these methods depend on
the normal of the surface, they are the perfect candidates for com-
municating the variation of these normals.

We achieve reflections by computing the reflection vector at the
intersecting point x on the surface and, then, using sphere tracing
again in this new direction as we do with the primary rays. Since
our subsurfaces scattering technique only requires taking one more
sample, we also calculate this value at the new intersecting point of
the reflection vector. The main drawback of this approach is that we
do not take into account other structures besides the surface when
computing the reflections. If domain experts are visualizing the in-
teraction between the surface and another molecule (as in Figure 1),
this molecule will not be reflected by our method.

To achieve refractions we used a screen-space approach similar
to existing methods [DW07, Wym05]. At each intersecting point
with the surface, we compute a refraction vector based on the nor-
mal and the refractive indices of the two mediums. Using this vec-
tor, we compute a displacement in screen coordinates (∆t in Fi-
gure 9). The pixel at the resulting screen coordinates is then used
as the central pixel pc in the transparency algorithm described in
Section 3.3. This algorithm is able to approximate the light re-
fraction effect improving at the same time the perception of the
curvature of the surface. Since we do not perform a real ray-casting,
it can produce incorrect results. However, for low refraction indices
as the ones we use (the images in this paper were generated using
refraction indexes between 1.15 and 1.5), this algorithm generates
realistic visualizations at a low computational cost. Note that since
the results of our refraction algorithm depend on the screen space
displacement used, the refraction index cannot be compared with
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Figure 10: Reflections and Refractions added to our visualization.
The top image presents our subsurface scattering algorithm visua-
lizing at the same time the interior structures. On the other hand,
the three other images present the same molecule after applying re-
flections and refractions with a different index of refraction (1.15,
1.3, and 1.5 from top to bottom). Note how the shape of the mole-
cule is perceived clearly after applying reflections and refractions.

refraction indices of real materials. Nevertheless, this parameter al-
lows us to control the amount of refraction used in our visualizati-
ons. Figure 10 presents the results obtained with different refraction
indices.

3.5. User-Guided Filtering

The proposed methods are able to visualize the structures just be-
neath the molecular surface providing extra information about their
chemical properties without cluttering the image with irrelevant in-
terior structures. However, the number of elements on the screen
can still be too much when researchers are interested only in a cer-
tain area of the surface. Following the suggestion of several domain
experts, we allowed filtering of the internal structures based on the
proximity to a given point. In our examples, we used the position
of the ligand (drug) during a docking simulation as our point of
reference for the filtering. Nevertheless, the same method can be

applied to visualize structures near a cavity, a tunnel or an area of
interest.

We achieve the filtering by computing the normalized distance
between the reference point and the point on the surface in a simi-
lar way as we computed σ in Equation 3. Then, as in Equation 3, we
determine the fading factor of the pixel by an exponential function.
The fading factor is finally used to linearly interpolate between the
surface color and the color of the internal structures. Figure 1 pre-
sents an example of this algorithm applied to the visualization of a
molecular simulation.

4. Evaluation

We evaluated our visualization algorithms at three different levels.
First, we obtained feedback from domain experts from two diffe-
rent research groups which helped us to improve our algorithms
and determine its possibilities. Second, we carried out two crowd-
sourced user studies which determined the perceptual improvement
introduced by our algorithms. And lastly, we evaluate the perfor-
mance of these methods by measuring the milliseconds required to
generate an image for different configurations. In the next subsecti-
ons, we describe the results achieved for the different evaluations.

4.1. Expert Feedback

We presented a video with our techniques to five different domain
experts in order to gather opinions on the design and implemen-
tation of our visualizations. The experts we contacted work in the
fields of computer-aided drug design, protein engineering, mutage-
nesis, and protein unfolding.

All their comments regarding the subsurface scattering were very
positive ("I clearly saw the benefits of this new representation", "I
think it can be a new technique to add to the existing software").
Some of the experts pointed out that this method significantly in-
creases the shape and topology perception. In particular, they found
it very useful to visually identify cavities. One of them, on the
contrary, was reticent to use this visualization in his daily rese-
arch since he argued that existing software already provides enough
depth cues, especially when one rotates around the molecule. Ho-
wever, he was very keen on using this visualization to generate
publication-quality figures.

Visualizing the atoms beneath the surface was the visualization
that they found more useful. All of them agreed that this technique
removes a lot of visual noise generated by other techniques. More-
over, they also commented that this technique can help in the analy-
sis of cavities and molecular simulations, especially when domain
experts zoom in to analyze a particular region. As a result of this
feedback, several suggestions came out, such as the User-Guided
Filtering (see Section 3.5).

Lastly, we obtained feedback from them regarding reflections
and refractions. However, most of them were not able to describe
the benefits of this technique.

4.2. User Studies

All domain experts found that our visualization of internal structu-
res improved the current methods based on standard transparency

c© 2018 The Author(s)
Eurographics Proceedings c© 2018 The Eurographics Association.

191



P. Hermosilla et al. / Improving Perception of Molecular Surface Visualizations by Incorporating Translucency Effects

algorithms. Furthermore, most of them found the subsurface scat-
tering algorithm very useful. However, one of them did not find
a real perceptual improvement compared to the most commonly
used shading techniques available in the molecular visualization
packages such as Blinn-Phong. Moreover, none of them were able
to identify the benefits introduced by reflections and refractions.

In order to evaluate the perceptual benefits of these techniques,
we carried out two crowd-sourced user studies. For this purpose,
we used Amazon’s Mechanical Turk. The viability of Mechanical
Turk as a platform to conduct large-scale perceptual studies has
been previously proved by Heer and Bostock [HB10]. This plat-
form allowed us to gather results from users of a broad range of
age, gender and nationality [RIS∗10]. In the following paragraphs
we describe, for the two studies we carried out, their design and the
analysis of their results:

Subsurface Scattering Evaluation: First, we evaluated the bene-
fits of our subsurface scattering algorithm when used to visualize
molecular surfaces instead of the most commonly used technique,
Blinn-Phong. Our hypothesis for this study was that our subsurface
scattering algorithm is able to improve the identification of the back
shape of the molecular surface in respect to a standard illumination
models such as Blinn-Phong. In order to test our hypothesis, we se-
lected seven visual configurations for different molecules. For each
configuration, we generated an image using only the Blinn-Phong
illumination model and another one using our algorithm of subsur-
face scattering. Then, we drew a vertical line inside a rectangle as
is illustrated in Figure 11.

We showed these 14 different configurations to our users (shuf-
fled using Latin Squares) and we asked them to guess the silhouette
of the back part of the surface at the red dotted line. We provided
three different options (also shuffled) from where they had to se-
lect one. Figure 11 presents one of these configurations and the
three available answers. Moreover, we provided an initial training
in which we described how these silhouettes were generated. In
order to avoid click-through users, we introduced two control ques-
tions in which we presented one silhouette with the correct answer
and two artificial geometric shapes (triangle and rectangle). If a
user failed one of these questions, we did not take him into account
during the analysis of our results.

We collected data from 75 participants. We recorded for each
participant the percentage of right answers with one method and
the other. The mean value for the Blinn-Phong model was 39.8%
of right answers with a standard deviation of 16.1%. For the Blinn-
Phong images there was no direct information about the back
shape. Therefore, as we expected, the mean to be similar to rand-
omly selecting one option among three possibilities, 1/3 = 0.333.
On the other hand, the mean obtained with our algorithm was
52.1% of right answers with a standard deviation of 20.1%. Fi-
gure 12 presents the plots of both results. Moreover, we performed
further tests in order to assure that this difference was significant.
First, we tested for normality the differences in the ratio of success
between both methods, and we concluded that our data was nor-
mally distributed with a 95% confidence interval. Then, since our
data was normally distributed, we ran the paired t-test. Our hypot-
hesis was that the mean of the difference in the ratio of success was
different than 0. Using this test, we were able to determine, based
on our collected data, the real mean of this difference. We obtained

Figure 11: One of the tests that the participants of our study had
to perform. We showed them a big picture of a part of a molecule
(top) with a region highlighted in red. The participants then had to
guess the contour of the molecule along the dashed red line. They
could choose from three possible answers (bottom row) that had all
the same contour in the visible part of the image. The part of the
contour that was occluded in the image differed in the three choi-
ces. In the example presented in this figure, the participants had to
guess, based on the white color along the dashed line generated by
the subsurface scattering algorithm, that the surface in this area
was thinner than the rest of the molecule. Therefore, they should
have selected the first option (left).

that the mean for our collected data was 12.19 with a standard devi-
ation of 25.26. Moreover, the test concluded that our difference was
statistically significant. The p-value obtained for this test was smal-
ler than 0.0001 (at a 0.05 level of significance), which rejects the
null hypothesis that the mean of the difference in accuracy is equal
to 0. The test determined that the real mean is between 6.38% and
18.01% with a 95% confidence interval, i. e. our visualization met-
hod achieves on average an increment in accuracy between 6.38%
and 18.01% over Blinn-Phong shading.

As we expected, our method significantly improves the percep-
tion of the occluded topology of molecular surfaces. Although ot-
her factors can influence the identification of such shapes (such as
the surrounding geometry), under the same conditions, our method
performed better.

Reflections and Refractions: We also carried out another user
study in which we wanted to test the hypothesis that, by adding re-
flections and refractions to our subsurface scattering visualization,
we improved the perception of the surface’s curvature.

Similar to the previous study, we selected seven visual confi-
gurations of different molecules. For each configuration, we, then,
generated two images, one using subsurface scattering with trans-
parencies and another one adding reflections and refractions. As
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Figure 12: Violin plots of the results obtained for the user study
which evaluated the perceptual improvement of our subsurface
scattering algorithm respect to the Blinn-Phong illumination met-
hod. As we expected, subsurface scattering significantly improved
the identification of the topology of occluded parts of the molecule.

in the previous study (see Figure 11), we marked with a red dotted
line the silhouette the users had to determine and we provided three
possible answers. Moreover, we introduced two control questions
to discard click-through users.

We presented the 14 images (shuffled again using Latin Squares)
to 72 different users. For each user, we recorded his accuracy with
both methods. In order to analyze the obtained results, we followed
the same workflow as with the previous study. The mean value of
the accuracy for the subsurface + transparencies was 56.8% with a
standard deviation of 22.2%. On the other hand, the mean obtained
with reflections and refractions was 70.0% with a standard devia-
tion of 23.6%. Figure 14 presents the plots of both groups. As in
the previous study, we also performed further tests to assure that
this difference was significant. First, we tested if the difference be-
tween both methods followed a normal distribution. The result of
this test determined that these values followed a normal distribution
with a 95% confidence interval. Then, we performed the paired t-
test. Our hypothesis was that the mean of the difference in accuracy
between using reflections and refractions and not using them was
different than 0. With this test, as before, we can determine the real
mean based on our sampled data. The mean of this difference for
our collected data was 13.29 with a standard deviation of 28.8. Mo-

Figure 13: Molecule 5XYU (45157 atoms) rendered using our
techniques: subsurface scattering, transparencies (n = 5), reflecti-
ons, and refractions.
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Figure 14: Violin plots of the results obtained for the user study in
which we evaluated the perceptual improvement of incorporating
reflections and refractions to our visualization. As we expected, ad-
ding reflections and refractions increased the curvature perception.
Moreover, we performed further analysis which proved that this im-
provement was statistically significant.

reover, the test concluded that our difference was statistically sig-
nificant. We obtained a p-value smaller than 0.0005 (at a 0.05 level
of significance), which rejects the null hypothesis that the mean of
the difference in accuracy between using refractions and not using
them was equal to 0. The test also determined that the real mean is
between 6.52% and 20.06% with a 95% confidence interval, i. e.
adding reflections and refractions to our visualization achieves on
average an increment in accuracy between 6.52% and 20.06% over
subsurface scattering and transparencies alone.

Again, as we expected, by adding reflections and refractions we
are able to improve the perception of the surface’s curvature.

4.3. Performance

In this section, we describe the results obtained for the tests we
executed for different molecules. All these tests were carried out
in a computer with the following configuration: Intel i7-4790 CPU
(3.6 GHz), 16 GB of RAM, Nvidia GeForce GTX 980 with 4 GB
of memory and a screen resolution of 1280×720.

Figure 15 presents the results of our tests. We evaluated the per-
formance of our techniques for four molecules of different sizes:
1JJJ (2093 atoms, see Figure 3), 4NKG (4507 atoms), 1AF6 (10517
atoms) and 5XYU (45157 atoms, see Figure 13). For each mole-
cule, we compute the milliseconds required to draw a frame. We
rendered the molecule from 512 different random view directions
uniformly distributed over a sphere. We measured the milliseconds
required to render the molecules from each of these views and com-
pute an average value. In this images, molecules were rendered with
a zoom level in which they occupied as much viewport as possible
without being clipped.

First, we evaluated the time required to draw a frame using sp-
here tracing, ambient occlusion and the Blinn-Phong illumination
model (bar labeled as ‘Blinn-Phong’ in Figure 15). We achieved
between 3.7ms and 5.6ms for the different molecules, which gua-
rantees a frame rate of at least 175 FPS. Second, we evaluated the
performance of substituting the Blinn-Phong illumination model
by our subsurface scattering. As we expected, we achieve a si-
milar results since we removed some vector computations of the
Blinn-Phong model and only added a texture fetch (information
that in most of the cases will reside in the texture cache). For this
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1JJJ (2093)
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1AF6 (10517)
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Figure 15: Average rendering times for four example molecules. The first number in parentheses is the number of atoms of the molecule,
the second parentheses have the grid size used to store the SES. We measured timings for simple Blinn-Phong rendering (with ambient
occlusion), subsurface scattering (SSS), subsurface scattering and translucency with n samples (Translucency), and all our effects including
Refractions and Reflections with n samples (Refraction). All the images were rendered with a resolution of 1280×720 pixels. The large grid
size of the last molecule (5XYU) is the reason for the very high rendering times ( 90ms) using the method with reflections and refractions
(Refraction) as those require us to do another ray cast which is slow in large grids.

algorithm, we obtained times between 3.8ms and 5.9ms. Third, we
evaluated the performance of our transparency algorithm. Since the
performance of this method is bound by the size of the kernel’s
filter, we measured the performance of the method with different
values of n. We obtained values for n = 1 (kernel size of 3× 3),
n = 5 (kernel size of 11×11) and n = 10 (kernel size of 21×21).
For n = 1, adding transparencies almost did not decrease our per-
formance. We measured times between 3.9ms and 6.4ms. On the
contrary, for bigger values of n, we measured an increase of the
rendering time between 18% and 37% for an n = 5, and 55% and
89% for an n = 10 respect to our basic subsurface scattering al-
gorithm. Lastly, we evaluated the performance of the algorithm to
simulate reflections and refractions. From our tests, we observed
that adding reflections and refractions to our visualization increa-
sed the milliseconds between 50% and 62% for molecule 1JJJ. For
molecule 4NKG, timings increased between 135% and 235%, and
for molecule 1AF6 between 86% and 120%. However, for mole-
cule 5XYU the increase was about 1000%. Whilst we still obtai-
ned real-time frame rates for molecules 1JJJ, 4NKG, and 1AF6,
for molecule 5XYU, we only achieved around 10 FPS. This drop
in performance can be explained by the technique we used to ap-
proximate reflections. This technique traces secondary rays after
hitting the surface which is computationally expensive. For mole-
cules 1JJJ, 4NKG and 1AF6, this computation can be performed in
real-time since the resolution of the distance field is between 1283

and 2563 grid points. However, for molecule 5XYU, the resolution
of the distance field is around 5123 which requires more texture
accesses during ray traversal.

Moreover, since we added extra passes to the SES computation
we also evaluated its performance. For a molecular simulation com-
posed of a protein of around 4000 atoms, we required a distance
field of a resolution equal to 153× 157× 203 in order to store the
SES. The computation of the distance field took around 80ms, be-
tween 5ms and 6ms for the algorithm described by Hermosilla et

al. [HKG∗17] plus between 77ms and 78ms for the 50 extra pas-
ses used to propagate the distances along the texture. We chose to
perform a number of iterations equal to the maximum number of
voxels per axis divided by 4, which provided good results for the
molecules tested. Therefore, for such molecular sizes, we are able
to compute the distance field without losing interactivity, thus sup-
porting interactive analysis of molecular simulations.

5. Conclusions and Future Work

We have proposed a set of fast methods to compute illumination
effects for transparent and translucent materials to improve the vi-
sualization of molecular surfaces. First, we proposed an algorithm
to simulate subsurface scattering in molecular surfaces, providing
information of the thickness of the surface.Moreover, we presented
a method to visualize the structures beneath the surface, reducing
thus the visual noise usually generated by state of the art methods.
We also introduced reflections and refractions to our visualization
which improved the perception of the curvature of the surfaces.
Although some of the proposed techniques were designed to work
on signed distance fields, we described several methods that can
be used to apply our techniques to other data types. We evaluated
our techniques at three different levels. First, we presented them
to domain experts who expressed their interest in our visualiza-
tions and their possible applications. Second, we carried out two
different crowd-sourced user studies which determined a signifi-
cant perception improvement by using our visualizations. Lastly,
we evaluated their performance by measuring the time required for
rendering.

Although our technique to generate reflections and refractions
improved the curvature perception in our visualizations, in the fu-
ture, we would like to study the difference of perception quality
between this technique and the Blinn-Phong illumination model.
Furthermore, we would like to adapt our visualizations to other ty-
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pes SES representations mentioned in the paper (e.g. triangle mes-
hes).
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