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Abstract

Cluster analysis is a powerful tool to identify groups of data points with simi-
lar properties. Various algorithms find these groups by optimizing the well-
known k-means objective. As its optimization was proven to be NP-hard,
heuristics were developed to speed up the optimization. One of these heuris-
tics was developed by Lloyd and is used today within the algorithm known
as standard k-means. Over decades researchers proposed variants of Lloyd’s
algorithm with the goal to be faster than the original. Achieving a maximum
speedup on all tested data sets was one of the key properties that the major-
ity of these researchers were focused on. We present a framework for creating
k-means variants where every variant is only effective on a data set with a spe-
cific representation. With detailed knowledge about a data set one is able to
choose the fastest k-means variant for the clustering task at hand which is of-
ten faster than traditional algorithms. To create the variants, lower bound fea-
ture maps are introduced that exploit different representations and are used to
approximate distances. The approximations are tight if a feature map fits to a
specific data representation and loose otherwise. Tight approximations, which
in comparison to the actual distance can be calculated in a fraction of the time,
can be used to speed up the k-means algorithm. On a variety of data sets with
different types (video, text, executable files) and sparsities it is demonstrated
that feature map optimized variants can achieve considerable speedups over
their non feature map optimized counterparts. Moreover, it is shown that these
bounds get more effective when k is increased. This leads to variants that have
a memory consumption close to Lloyd‘s algorithm when clustering data sets
with large k.
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Zusammenfassung

Die Clusteranalyse ist ein mächtiges Werkzeug um Gruppen von Datenpunk-
ten mit ähnlichen Eigenschaften zu identifizieren. Verschiedene Algorithmen
finden diese Gruppen indem sie das k-means Optimierungsproblem lösen.
Da die Lösung dieses Problems NP-schwer ist, wurden Heuristiken entwi-
ckelt um die Optimierung zu beschleunigen. Eine dieser Heuristiken wurde
von Lloyd vorgestellt und hat sich zum Standard k-means Algorithmus ent-
wickelt. Über den Zeitraum von mehreren Dekaden wurden in Forschungsar-
beiten zahlreiche Lloyd Varianten vorgestellt mit dem Ziel den originalen Al-
gorithmus zu beschleunigen. Fast alle dieser Arbeiten hatten gemeinsam, dass
eine Beschleunigung auf nahezu allen getesteten Datensätzen erreicht werden
sollte. Wir präsentieren ein Rahmenwerk um k-means Varianten zu erzeu-
gen welche lediglich auf Datensätzen mit einer spezifischen Datenrepräsen-
tation effektiv sind. Mit detailliertem Wissen über die Struktur eines Daten-
satzes ist es somit möglich die schnellste Variante passend zu dem Datensatz
auszuwählen. Um die Varianten zu erzeugen werden Lower Bound Feature
Maps vorgestellt welche verschiedene Datenrepräsentationen ausnutzen kön-
nen um Distanzen zu approximieren. Die Approximationen benötigen zur
Berechnung nur einen Bruchteil der Zeit einer vollständigen Distanzberech-
nung and eignen sich daher zur Beschleunigung des k-means Algorithmus.
Anhand einer sehr diversen Auswahl von Datensätzen unterschiedlicher Da-
tentypen (Video, Text, ausführbare Dateien) und Spärlichkeit wird gezeigt,
dass Varianten mit aktivierter Feature Map Optimierung signifikant schneller
sind als nicht optimierte Varianten. Weitergehende Untersuchungen haben
gezeigt, dass die Lower-Bounds effektiver werden je höher k gewählt wird.
Dies führte zu der Entwicklung von hoch optimieren sehr schnellen Varianten,
welche für große k einen Speicherverbrauch ähnlich zu Lloyd’s Algorithmus
aufweisen.
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2 Chapter 1. Introduction

forest in Brazil (2019) the algorithm can be helpful by detecting changes in
satellite images (Rekik et al., 2009).

Within the last ten years, the input data for algorithms like k-means increased
substantially. To cope with the data sizes one branch of research focused on in-
creasing the speed of the algorithms. Parallelizing an algorithm to use all pro-
cessing cores of modern multi-core CPUs or to fully utilize a GPU to process
the required calculations are popular methods to increase the speed (Kraus and
Kestler, 2010; Bhimani et al., 2015). This strategy can be taken one step further
by scaling algorithms to use multiple PCs (Anchalia et al., 2013). Another ap-
proach is to analyze the algorithms in depth, determine their most expensive
calculations and lower their number with data structure, code or mathematical
optimizations. This work applies the latter approach and focuses on mathe-
matically optimizing k-means to increase its speed.

Most of the algorithm‘s runtime is spent on calculating distances between data
points. These calculations are required to determine to which of the k clusters
every point within the input data set belongs. In Figure 1.1 k is equal to ten.
The number of clusters k that exist within an input data set is typically un-
known and must be provided by the algorithm‘s operator as a parameter prior
to starting k-means. The cluster of a point can be found by first positioning
k random centers (points) anywhere in the data set. Then the point‘s closest
center is determined by calculating the point-to-center distance to all k centers
and taking the minimum. Each cluster then consists of all points with the same
closest center. The operator can choose to stop now and take the found clusters
as a result or continue to repeat this process by taking the k cluster means as
new centers. This can also be seen as a shift of cluster positions in space from
an old set of centers to new points (the means). One repetition of the process
using all k cluster means as centers is called an iteration and improves the clus-
ter quality by lowering the sum of point-to-center distances over all clusters.
Typically operators continue to execute iterations until convergence, which is
reached when all means between two consecutive iterations do not change.
Depending on the parameter k and the input data set it can take several hun-
dred iterations until convergence. The total amount of distance calculations
required until the algorithm converges is given by multiplying the number of
iterations, k and the number of points in the input data set.

The most popular mathematical optimization to speed up k-means is to use
the triangle inequality to avoid the calculation of a large number of distances
within every iteration. In the situation where three points are given and two
distances between them are known, the triangle inequality can be used to ap-
proximate the third distance. Using the triangle inequality results in so-called
lower bounds which are a special kind of distance approximation. A lower
bound lb(a, b) between two points a and b is an approximation on the distance
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d(a, b) that can never exceed it and therefore lb(a, b) ≤ d(a, b). Using the tri-
angle inequality together with every point‘s point-to-center distance as well as
the information from/to which point in space a cluster center shifted can be
used to create lower bounds on all point-to-center distances in the subsequent
iteration. In k-means finding the minimum distance of every point to the cen-
ters within an iteration is the step that can be optimized with lower bounds.
Suppose one already calculated the point-to-center distance d1 for an arbitrary
point to the first center and the task remains to calculate the k − 1 distances to
the remaining centers in order to find the closest center. Then the calculation of
all distances to centers can be avoided where their point-to-center lower bound
already exceeds d1 since one can be sure that the centers, where this condition
is true, cannot have a distance less than d1 and therefore can‘t become the clos-
est center. If a lower bound is tight, meaning the approximation is close to
the distance, then it can lead to many avoided calculations compared to the
opposite case when it is loose.

In this work a different approach for creating such lower bounds is presented
and used to create k-means variants that can be faster than the traditional tri-
angle inequality optimized ones. The idea is to develop feature maps that
map every input point from the domain space into a lower dimensional target
space. These feature maps are defined in a specific way such that distance cal-
culations between two mapped points within the target space result in a lower
bound on their distance in the domain space. Calculating the bounds is sub-
stantially cheaper than the calculation of distances in the domain space if the
dimensionality of the target space is small compared to the domain space. The
question remains how to create feature maps that lead to tight lower bounds.
The approach used here is to create multiple feature maps for specific repre-
sentations of input data sets. A map then delivers very tight lower bounds
when applied to a data set with a matching representation or structure and
very loose bounds otherwise. As a simple example suppose a data set is given
with n-dimensional points which have close to no variance in all but one di-
mension. A feature map exploiting the data set‘s structure could create tight
lower bounds by removing all but the one dimension with large variance. An-
other example is a feature map for highly sparse data sets where blocks of di-
mensions can be combined, in a way to keep most of the distance information,
to reduce the dimensionality. Various feature maps are proposed and used to
create k-means variants that achieve a very low memory consumption and a
high speed when clustering with a large number of clusters k. The research
is then transferred to traditional k-means algorithms by combining the feature
map and the triangle inequality optimizations. The resulting variants have the
capability to highly increase the speed of k-means compared to only using the
triangle inequality optimization.

The iteration based approach, which is used as the standard k-means, was pro-
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posed by Lloyd (1982) as a heuristic to solve the k-means objective which was
introduced by Steinhaus (1956). The objective is a function which, when opti-
mized, delivers a set of clusters that are quality wise optimal in the sense that
their sum of point-to-center distances, over all clusters within the set, is mini-
mal compared to all other possible sets of clusters. It was shown by Dasgupta
(2008); Mahajan et al. (2009) that finding this optimal set is NP-hard which
makes it computationally very expensive to find even for small input data. In
contrast, the described heuristic is fast even for a large number of input points
while in general it is not able to find the optimal set. Lloyd’s heuristic leads,
for the same input data, to different resulting cluster sets when initialized with
different random points. These sets highly vary in quality depending on the
input points’ positions within the data set. Practitioners therefore often execute
k-means multiple times while changing the input points per execution. They
then choose the cluster set with the lowest sum of point-to-center distances
over all executions as their result. To avoid calculating k-means multiple times,
various research focused on the creation of seeding algorithms (Arthur and
Vassilvitskii (2007); Bachem et al. (2016)) that search for good initial starting
points. Due to the relevance of these algorithms the feature map optimization
was integrated into the most popular seeding algorithm k-means++. Various
variants of it were created incorporating different maps.

The cluster sets found by the standard k-means using Lloyd‘s heuristic, even
though not optimal, lead to meaningful clusters which are well understood by
researchers and practitioners. One branch of research that focused on math-
ematically improving the speed of this algorithm restricted themselves to be
exact in the sense that they lead to the exact same result as Lloyd‘s heuristic
when starting with the same input points. The advantages of exact k-means
variants are that they ’inherit’ all properties of the original algorithm like cre-
ating meaningful clusters. In another field of research, the exactness property
to Lloyd‘s heuristic was dropped which allowed the creation of very fast ap-
proximate solutions (Bottou and Bengio (1995); Sculley (2010)). These algo-
rithms are useful for clustering very large data sets. Mini-Batch k-means is the
most popular approximate k-means algorithm and served as a perfect subject
to integrate the feature map optimization since traditional optimizations do
not work within the algorithm.

Other algorithms related to k-means are fuzzy algorithms where every point
does not only belong to one cluster but belongs to multiple ones. The member-
ship of a point to one cluster is then for example proportional to the point-to-
center distance. Since fuzzy algorithms need the exact distance to determine
the membership, feature maps cannot be used to optimize fuzzy algorithms,
as they only deliver approximations on distances.
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1.1 Related work

Most of the methods for speeding up the standard k-means algorithm aim to
be exact in the sense that they guarantee to match its result after every iteration.
The reason for this constraint is that they aim to ’inherit’ the performance of
the standard k-means algorithm which is known to provide meaningful clus-
terings in practice. In literature, one can find multiple approaches towards
improving the runtime of k-means for example by using more efficient data
structures. Alsabti (1998); Pelleg and Moore (1999); Kanungo et al. (2002) pro-
posed to organize the input data in a k-d tree. This has the advantage that
for the data points of one tree branch only a subset of cluster centers must be
considered as candidates to become the closest center of that branch. Going
down the tree further minimizes the number of candidates. Distance calcu-
lations only have to be done to the remaining cluster centers within a leaf of
the tree. Another area of research applies the triangle inequality to avoid dis-
tance calculations. Elkan (2003) proposed to carry over lower bounds on the
distance between every data point to every cluster center from one iteration
to the next. Additionally, the distance matrix of cluster centers is calculated at
the beginning of every iteration. By taking the triangle inequality into account,
the information can then be used to avoid distance calculations. The big draw-
back however is the memory consumption of the lower bound matrix since
the lower bound of each data point and each center must be stored. Drake and
Hamerly (2012) addressed this issue by allowing a dynamic size of the lower
bound matrix where per data point only its closest y centers were stored. A dif-
ferent solution to the memory problem was proposed by Ding et al. (2015) by
grouping the cluster centers into t groups. For each data point a lower bound
to a group, which is the distance from the data point to the closest center of the
group, is stored. The author proposed to use t = k/10 groups which leads to a
memory consumption of 10% compared to Elkan.

In a different field of research, the exactness requirement is dropped and ap-
proximate solutions of the standard k-means problem are computed efficiently.
Wang et al. (2012) proposed to build closures around clusters by estimating the
neighboring data points of every data point using random partition trees. For
every center then only the data points within the closure, which are the data
points in the cluster plus their neighbors, have to be considered. The method
is not exact if closures are too small, which leads to some data points not be-
ing assigned to their closest center in every iteration. Random partition trees
require the creation of dense random vectors which makes this approach only
effective for low dimensional dense input data. Recently Sculley (2010) pro-
posed Mini-Batch k-means, which works well for both sparse and dense input
data. The algorithm is an online algorithm that receives the input data over
time. It optimizes the same objective as standard k-means but in general can-
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not lead to the same solution. In Mini-Batch k-means the closest centers for
a small batch of data points are calculated. A mean is then calculated over
the data points and their closest centers. Compared to standard k-means, data
points can never switch assignment between centers since after the mean was
calculated, the input batch is discarded. This strategy allows to cluster very
big data sets which would not fit into memory otherwise.

1.2 Thesis outline

An introduction into cluster analysis and k-means is given at the beginning of
Chapter 2 and followed by a discussion on sparse and dense data set represen-
tations. In Section 2.1.2 the k-means problem is formalized by introducing the
cost function and its optimization using Lloyd’s heuristic. The introduction of
Lloyd’s algorithm (Section 2.1.3) is followed by a discussion on lower and up-
per bounds and how they can be used within the algorithm to avoid distance
calculations. The definition of an exact k-means variant is given in Section 2.3
followed by a discussion of various exact variants. The same is done for ap-
proximate variants in Section 2.4. The chapter is finished with the introduction
of seeding algorithms, which are used to find the initial centers for k-means.
The notion of representation dependence in cluster analysis is discussed at the be-
ginning of Chapter 3. Then a formal definition of lower bound feature maps is
given. The chapter continues with the introduction and discussion of several
lower bound feature maps. By applying the feature maps, an optimization is
performed on all exact and approximate k-means variants, presented in previ-
ous chapters, to avoid expensive distance calculations. The chapter ends with
the introduction of a feature map enhanced cluster initialization variant. Chap-
ter 4 begins with the definition of measurements and requirements to correctly
compare k-means variants. An open source library is introduced which fulfills
these requirements and can be used to reproduce the experimental results. In
Chapter 5 the effectiveness of various feature map optimized variants is evalu-
ated in terms of speedup and memory consumption compared to their baseline
counterparts. The chapter starts off by determining default parameters for the
maps that work well on many data sets. Then the feature map creation im-
pact on the total running time is discussed for various values of k. In Sections
5.4.1, 5.4.2 and 5.4.3 the exact feature map variants are compared against their
unmodified counterparts in terms of speedup and memory consumption. The
chapter is finished with speed comparisons of seeding algorithms and approxi-
mate variants. In Chapter 6 the results are thoroughly discussed. A conclusion
is given together with proposals for future work in Chapter 7. The thesis con-
tinues with a summary of major contributions in Chapter 8 followed by a list
of experimental results in the appendix and is finished with the bibliography.



2 Cluster analysis with k-means

2.1 Introduction

The term cluster analysis, first mentioned in a scientific work by Tryon (1939), is
used to describe algorithms and methods to retrieve groups or clusters of data
points with similar properties belonging to a potentially large data set. Using
the synonym clustering for cluster analysis one can formalize that a data set is
clustered into a set of clusters.

When applying clustering to a data set a researcher expects a specific notion
of what constitutes a cluster. One possibility can be that data points within
a cluster should have small distances between each other. Another could be
that a cluster should contain all data points within regions of similar densities.
A researcher might not be interested in the structural similarities of all of the
features but rather wants to partition the data based on a subset of features.
It proves difficult to precisely formalize the term cluster due to the notion’s
flexibility. In practice the clustering method is chosen based on the desired
notion of clusters which requires the researchers to have a vast knowledge of
the available clustering methods.

The majority of clustering methods are unsupervised in the sense that no prior
information about the relationship between data points exists. Such methods
impose a structure on the data and only deliver good results if the structure
matches. Specific structures can be exploited by imposing general constraints
like minimizing the point-to-point distances within clusters while maximizing
them between clusters. Semi supervised clustering methods can be used once
additional information is available like the constraint that data point A and B
should always be in one cluster while point C should be in another one. These
additional constraints direct the search for an optimal solution and allow such
methods to achieve more sophisticated results.

7
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Since the quality of the local optima found by Lloyd’s algorithm highly de-
pends on the initial position of the centers (seedings), various seeding algo-
rithms emerged. The most popular algorithm, which is often used as a base-
line, is k-means++ proposed by Arthur and Vassilvitskii (2007). It starts off
with a single center which is chosen randomly from the input data points. The
probability of a data point becoming the next center is then based on the dis-
tance to the previously chosen ones. Recently Bachem et al. (2016) proposed a
simple seeding algorithm that approximates the k-means++ result while being
orders of magnitude faster.

2.1.1 Dense and sparse matrices

When deciding to apply machine learning to a specific problem, one of the first
tasks is to map the often unstructured data into a mathematical structure.

2.1.1. DEFINITION. A numerical matrix X is a two dimensional rectangular ar-
ray that organizes numbers in m rows and n columns:

X =




x11 x12 · · · x1n

x21 x22 · · · x2n

...
...

...

xm1 xm2 · · · xmn




(2.1)

The matrix (Definition 2.1.1), which is the mathematical structure of choice, is
called a data set. It is populated by data points in the form of row vectors. A row
vector xi = [xi1, xi2, · · · , xin] describes one row of the Matrix X and contains
n observed features of data point i. Having the data in this structure allows
to apply operations on the data like addition, subtraction, multiplication and
division with scalars or other matrices.

2.1.2. DEFINITION. The maximum number of elements that can be stored in a
matrix X is given by:

max elements(X) = rows(X) · columns(X) (2.2)

For the sake of simplicity only data sets are used that contain elements xij ∈
R

n. An example of such a data set is given by:

X =




1.5 0.5 1.1
2.0 −5.1 2.0
3.0 8.0 6.0
7.1 2.0 3.0
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The notation used to describe the example data set is X = {x1, x2, x3, x4}. It
contains m = 4 data points and every point has n = 3 features. With Definition
2.1.2 the total amount of numbers that can be stored in X is max elements(X) =
3 · 4 = 12.

2.1.1.1 Sparse matrices

If tasked with creating a data set about persons the observations recorded
could be:

• Is the person married?

• Does the person have a dog?

• Does the person have a bicycle?

• How many cars does the person have?

For the first three observations the yes/no answer translates to a 0/1 in the
matrix. The fourth observation is most probably a small integer number or
zero. The resulting matrix Xpersons could then look like:

Xpersons =




0 0 1 0
1 0 0 0
0 1 0 1
0 1 0 2




One can immediately notice, that the content of Xpersons is very particular be-
cause most of the elements equal to zero. In many real world data sets the same
can be observed. One example are document data sets where every data point
is a sentence and the possible features are a small set of words from a large
dictionary. Another example are data sets with files as data points containing
features for detecting malicious software. There a lot of yes/no questions like
Does the file write a another file to disk?, Does the file download something from the
Internet?, Is the file executable? are occurring leading to a large amount of zero
elements.

2.1.3. DEFINITION. The number of non zero elements of a matrix X is given
by:

nnz(X) = |{xij ∈ X | xij > 0}| ∀i, j (2.3)

2.1.4. DEFINITION. The average amount of non zero elements per row (or data
point) of a matrix X is given by:

annz(X) =
nnz(X)

rows(X)
(2.4)
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Modern computers with a limited amount of memory can require to split large
data sets into multiple parts that fit into memory. The parts are then processed
and their solutions are accumulated into a global solution. This is a usual
workflow. However, if a data set has only very few non zero elements (Defi-
nition 2.1.3) it might be possible to avoid this complex workflow by changing
from the two dimensional array as representation for the matrix to a different
one in order to save memory.

2.1.5. DEFINITION. The density of a matrix X is the ratio of its number of non
zero elements to its maximum number of elements:

density(X) =
nnz(X)

max elements(X)
(2.5)

2.1.6. DEFINITION. The sparsity of a matrix X specifies the ratio of the number
of elements that are equal to zero to the maximum number of elements storable
and is given by:

sparsity(X) = 1 − density(X) (2.6)

With calculation of the sparsity (Definition 2.1.6) one can determine if there
is a large amount of zero numbers within a data set. If the sparsity is high,
then it makes sense to change the representation of a matrix. A large variety of
sparse representations exist with different properties and purposes. Detailed
explanations of the popular ones, namely ELLPACK, Coordinate format (COO) as
well as hybrid representations, are given by Bell and Garland (2008). Another
popular sparse representation, the Compressed Sparse Row (CSR), is explained
in detail here. The CSR stores the non zero values of a matrix in three one
dimensional arrays.

X =




0 0 x13 x14

x21 0 0 0
0 0 0 0
0 0 0 x44




values = [x13, x14, x21, x44]

column index = [3, 4, 1, 4]

row pointer = [1, 3, 4, 4, 5]

In CSR the values array stores all non zero elements of X. The column index
stores in which columns the corresponding elements were located. The in-
dices of values and column index correspond with each other. This means that
valuesi was taken from column indexi. The row pointer stores from which row
the elements were taken. Using all three arrays the two dimensional matrix
can be reconstructed by starting off with an empty matrix with dimensions
m = |row pointer| − 1 and n = max(column index). The values of data point i
can be retrieved with v = {valuesj | row pointeri ≤ j < row pointeri+1} and
the corresponding column indices with s = {column indexj | row pointeri ≤
j < row pointeri+1}. The matrix is then populated with xisj

= vj ∀i = 1, . . . , m.
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The example matrix X from above would consume space for max elements(X)
= 16 numbers in its two dimensional array representation even though nnz(X)
= 4. By switching to CSR only the space for |values| + |column index| +
|row pointer| = 13 numbers would be needed. In the example not much space
is saved. The reason is that the sparsity which is 0.75 barely makes sense for a
conversion. The CSR representation can only save memory if sparsity(X) >=

1 − rows(X)(columns(X)−1)−1
2max elements(X)

. For a 4x4 matrix the sparsity must be ≥ 0.656. For

very large matrices the required sparsity converges to 0.5.

In literature one often finds the two terms dense vectors/matrices and sparse vec-
tors/matrices. Multiple meanings exist for these terms and often the reader has
to determine which one is correct, based on the context. In mostly theoretical
works a dense/sparse matrix assumes a two dimensional representation with
a high density(.) or low sparsity(.). In more practical works dense and sparse
only refer to the representation without making any statement about the actual
density/sparsity. Throughout the remainder of this thesis the latter is adopted
and a sparse matrix refers to a matrix represented as CSR while a dense matrix
refers to the two dimensional representation.

Sparse representations are not only useful to save memory. They are also
used to speed up computations like the dot product which is defined for two
n-dimensional row vectors as xTy = ∑

n
1 xiyi. Applying the dot product to

dense vectors has the same processing time for all vectors since the number
of elements in the sum is n. For sparse vectors the processing time is propor-
tional to their sparsity. However, the dot product function in the sparse case is
a lot more complex. Suppose there are two sparse vectors x, y in CSR format
then the dot product is defined as xTy = ∑i∈K values(x) f ind(i)values(y) f ind(i)

with K = column index(x) ∩ column indices(y) and f ind(·) delivering the ar-
guments index in an array. Due to this complexity often a sparsity of > 0.8 is
required to have a computational advantage over executing the dot product in
the dense representation.

A change of a matrix’s representation does not restrict the mathematical op-
erations that can be applied to it. However, if the desired result is to keep
the sparsity, then only a subset of operations can be used. Multiplying a ma-
trix with a scalar (> 0) is the only operation that keeps the sparsity identical.
Adding or subtracting a non-zero scalar element wise to/from a matrix with
high sparsity makes it immediately dense. Also most non trivial multiplica-
tions of two matrices, which includes rotations, result in the same outcome.
Adding two sparse matrices with same dimensions results in a matrix with
less or equal sparsity.

For practitioners working with matrices in a sparse representation is consider-
ably more difficult than working with ones in a dense representation. Every
operation on the sparse matrix must be thought through in order to guarantee
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that the sparsity is kept.

2.1.2 Formal definition of the k-means problem

The standard research papers in the field of k-means, and this work, also use
matrix calculus in addition to vector calculus to simplify the notation. This
allows to treat partial derivatives of a function with respect to multiple param-
eters as single entities by combining the results into vectors or matrices. An
example for such a case, which is often used within this work, is the derivative
of a vector y ∈ Rm with respect to a vector x ∈ R

n:

∂y

∂x
=




∂y1

∂x1

∂y1

∂x2
· · ·

∂y1

∂xn

∂y2

∂x1

∂y2

∂x2
· · ·

∂y2

∂xn

...
...

. . .
...

∂ym

∂x1

∂ym

∂x2
· · ·

∂ym

∂xn




;
∂y

∂y
= Im ;

∂x

∂x
= In

In the remainder of this section the matrix calculus notation is consistently
used when taking derivatives.

Lloyd’s algorithm takes two inputs. The input data set X = {x1, . . . , xm} with
xi ∈ R

n and the amount of partitions k that X should be split into. Lloyd’s
algorithm requires to use the euclidean metric. However, there exist variants
of the algorithm that work with various distance metrics.

2.1.7. DEFINITION. The non-convex k-means cost function with the parameter
matrix c = (c1, . . . , ck)

T and its vectors ci ∈ R
n ∀i = 1, . . . , k is defined as:

J(c) = ∑
xi∈X

Jxi
(c) = ∑

xi∈X

1

2
min

k
‖xi − ck‖

2
2 = ∑

xi∈X

1

2
min

k
(xi − ck)

2 (2.7)

Splitting the cost function J(c) into m parts Jxi
(c) is done to simplify the fol-

lowing algebra. Even though that parameter c is a matrix with k row vectors,
its notation is kept lowercase to match various popular research papers. The
initial values of c are either random vectors, random data points from X or a
result of a seeding algorithm. Taking the partial derivatives of every Jxi

(c) is
not possible since mink, which is used to find the closest parameter ck to a data
point xi, is not differentiable. Lloyd’s heuristic solves this issue by splitting the
optimization into two stages.
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2.1.8. DEFINITION. The index b(x) of the parameter within c that is closest to
a data point x is given by :

b(x) = argmink(x − ck)
2 (2.8)

In the first stage it stores the index of parameter ck which is closest to x in the
variable b(x). This step happens before any differentiation is done. Basically,
this stage assumes that all parameters in c are constant.

2.1.9. DEFINITION. A cluster Ci contains all data points x that are closest to
parameter ci:

Ci = {x ∈ X|b(x) = i} (2.9)

2.1.10. DEFINITION. The mean µi of a cluster Ci is given by:

µi = mean({x ∈ X|b(x) = i}) =

∑
x∈Ci

x

|Ci|
(2.10)

In the second stage b(x) is used to replace the previously mentioned min func-
tion. With cb(xi)

it therefore is already known which parameter is closest to

xi. Assuming b(x) to be constant results in a cost function consisting only of
differentiable terms allowing the use of standard optimization techniques like
gradient descent to find the minimum of J(c). It is important to notice that
within Definition 2.1.11 xi and cb(xi)

are not variables but vectors and that ma-
trix calculus is used for the following mathematical operations.

2.1.11. DEFINITION. The convex k-means cost function is created by assuming
b(x) from Definition 2.1.8 to be fixed. The resulting cost function is also smooth
and twice differentiable:

J(c) = ∑
xi∈X

Jxi
(c) = ∑

xi∈X

1

2
(xi − cb(xi)

)2 (2.11)

The gradient ∇Jxi
for one xi only contains one non-zero element which corre-

sponds to the parameter cb(xi)
that was closest to xi. The identity matrix results

from ∂
∂cb(xi)

− cb(xi)
= −In. For simplicity the subscript of In is dropped.

2.1.12. DEFINITION. The gradient of the partial cost function Jxi
(c) is given by:

∇Jxi
= (

∂Jxi

∂c1
,

∂Jxi

∂c2
, . . . ,

∂Jxi

∂ck−1
,

∂Jxi

∂ck
)T

= (
∂

∂c1

1

2
(xi − cb(xi)

)2, . . . ,
∂

∂ck

1

2
(xi − cb(xi)

)2)T

∂

∂cj

1

2
(xi − cb(xi)

)2 =

{
(xi − cb(xi)

)(−I) i f j = b(xi)

0 else
(2.12)
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By using Definition 2.1.9 and (xi − cb(xi)
)(−I) = cb(xi)

− xi the cost functions

for all data points x ∈ X for one ci is |Ci|ci − ∑x∈Ci
x = |Ci|(ci −

∑x∈Ci
x

|Ci|
) =

|Ci|(ci − µi).

2.1.13. DEFINITION. The gradient of the cost function J(c) is given by:

∇J = ∑
xi∈X

∇Jxi

=



|C1|(c1 − µ1)

...
|Ck|(ck − µk)


 (2.13)

2.1.14. DEFINITION. The gradient descent update with the learning rate η is
defined as:

c = c − η∇J

=




c1 − η|C1|(c1 − µ1)
...

ck − η|Ck|(ck − µk)


 (2.14)

One suggestion made by Bottou and Bengio (1995) was to update exactly one ci

for one data point x also known as stochastic gradient descent. This led to fast
convergence times compared to Lloyd’s algorithm but at the same time lower
quality solutions were found due to stochastic noise. Especially for large data
sets stochastic gradient descent k-means became popular.

2.1.15. DEFINITION. The gradient descent update for online k-means with one
data point x updating one ci is defined as:

ci = ci − η(ci − x)

= (1 − η)ci + ηx (2.15)

Picking up the issue, Sculley (2010) proposed the Mini-Batch k-means algorithm
that updates multiple centers for a batch of data points at the same time. If an
outlier exists there, the other data points in the batch would not let the center
move towards the outlier which greatly reduced stochastic noise. Their algo-
rithm is able to achieve solutions which in quality are comparable to solutions
from Lloyd’s algorithm.

It was proven by Bottou and Bengio (1995) that the center update step is exactly
one step of the Newton method (Nocedal and Wright (2006)). The step requires
taking the partial gradient’s derivative ∇Jxi

with respect to c and results in the
Hessian matrix.
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2.1.16. DEFINITION. The Hessian matrix Hxi
of the partial cost function Jxi

(c)
is given by:

Hxi
= ∇2 Jxi

=




∂2 Jxi

∂c1∂c1

∂2 Jxi

∂c1 ∂c2
· · ·

∂2 Jxi

∂c1 ∂ck

∂2 Jxi

∂c2 ∂c1

∂2 Jxi

∂c2∂c2
· · ·

∂2 Jxi

∂c2 ∂ck

...
...

. . .
...

∂2 Jxi

∂ck ∂c1

∂2 Jxi

∂ck ∂c2
· · ·

∂2 Jxi

∂ck∂ck




∂2 Jxi

∂cy, ∂cz
=

{
I i f y = z = b(xi)

0 else
(2.16)

Since the gradient contained only one non-zero value for the parameter cb(xi)
,

the Hessian can only contain one non zero value as well in location
∂2 Jxi

∂cb(xi)
,∂cb(xi)

.

Taking the derivative of ∇Jxi
results in ∂

∂cb(xi)
∇Jxi

= ∂
∂cb(xi)

(cb(xi)
− xi) = I.

2.1.17. DEFINITION. The Hessian H of the full cost function J(c) is given by:

H = ∑
xi∈X

Hxi

=




|C1|I 0 · · · 0

0 |C2|I · · · 0

...
...

. . .
...

0 0 · · · |Ck|I




(2.17)

2.1.18. DEFINITION. The Newton update for k-means is given by:

c = c − H−1∇J

=




c1

c2

...

ck




−




1
|C1|

I 0 · · · 0

0 1
|C2|

I · · · 0

...
...

. . .
...

0 0 · · · 1
|Ck|

I







|C1|(c1 − µ1)

|C2|(c2 − µ2)

...

|Ck|(ck − µk)




=




µ1

µ2

...

µk




(2.18)
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Having the Newton step defined as ci = µi and the gradient descent step as
ci = ci − η|Ci|(ci − µi) one can observe that setting the learning rate η = 1

|Ci|

leads to the Newton update. Since a convex function has a global minimum,
one can also set the gradient ∇Ji = |Ci|(ci − µi) = 0 and reformulate for ci to
directly retrieve the solution.

2.1.3 Lloyd’s k-means algorithm

The standard k-means algorithm (Algorithm 2.1) proposed by Lloyd (1982) al-
ternates between two steps in every iteration. First the assignment step (line
4-6) where the closest parameter c for every data point x is determined and
stored in the index variable b(x) (Definition 2.1.8). In this step the parame-
ters c are fixed. The convex cost function (Definition 2.1.11) decreases by up-
dating b(x) since every squared element (xi − cb(xi)

)2 either stays the same

if b(xi) did not change or decreases since a closer c was found. In the sec-
ond step (line 7-8) the parameter b(x) is fixed and a Newton update step
cj = mean({x ∈ X | b(x) = j}) is taken in order to minimize J(c) with re-
spect to c. The cost function is therefore monotonically decreasing with each
iteration since both steps decrease the cost function.

In every iteration a new set of clusters C1 . . . Ck is created. Additionally, only a
finite number of different clusters exists due to the finite number of data points
x ∈ X. Taking the finite number of clusters into account and the monotoni-
cally decreasing cost function, the algorithm must reach a stable set of clusters
where b(x) does not change anymore.

Algorithm 2.1: k-means algorithm proposed by Lloyd

1: Input: data X = {x1, . . . , xm}⊂R
n, no. of clusters k ∈ N

2: Initialization: random centers c1, . . . , ck ⊂ R
n, ∀x ∈ X: init. b(x) with any center

index i = 1, . . . , k
3: repeat

4: for x = x1, . . . , xm do

5: for j = 1, . . . , k do

6: If d(x, cj) < d(x, cb(x)): b(x) = j
7: for j = 1, . . . , k do

8: cj = mean({x ∈ X | b(x) = j})
9: until cluster centers stop changing

10: Output: centers c1, . . . , ck
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2.2 Optimizations using upper and lower bounds

At the beginning of every k-means variant the initial k cluster centers and the
data structures need to be initialized. The two simplest methods to choose
the cluster centers c1, · · · ck are to either choose random vectors from R

n or
randomly select data points from the input data matrix X. When starting the
algorithm it is unknown which cluster center is closest to every data point.
Therefore in b(x) an index 1, · · · , k is randomly chosen for every data point
x ∈ X. The cluster center cb(x) then serves as the closest cluster center yet

found having the distance d(x, cb(x)) to x. All further distance comparisons are

done against d(x, cb(x)). If in the iteration through all of the k centers a closer

cluster center was found, then b(x) is set to its index. At the end of every
iteration b(x) contains the index of the overall closest cluster center to the data
point x. Further iterations are executed until no b(x) changes anymore or some
other criterion, like a limit on the number of iterations, is reached.

The main task within every k-means iteration is to find the closest cluster cen-
ter cj with j ∈ 1, · · · , k for every data point x ∈ X. This results in the scenario
shown in Figure 2.3 which occurs per data point for all k cluster centers. The
scenario shows three points x, cb(x) and cj. The solid line highlights that the

distance d(x, cb(x)) was already calculated and the task remains to determine

if the distance d(x, cj) is less than d(x, cb(x)). The naive approach implemented

by Lloyd (1982) does a full distance calculation to retrieve d(x, cj) followed by
a comparison against d(x, cb(x)). In this implementation |X| · k · i full distance
calculations need to be executed where i is the number of iterations to reach
convergence. For reasonably sized data sets more than 99% of the runtime is
spent on doing these full distance calculations. As a consequence various re-
searchers including Elkan (2003), Drake and Hamerly (2012), Ding et al. (2015),
Bottesch et al. (2016) focused on reducing the number of full distance calcula-
tions by applying lower and upper bounds.

2.2.1 Lower bounds

The idea of lower bounds is to approximate the distance between two points
while never exceeding it. Within k-means algorithms the goal is to generate
tight lower bounds as cheaply as possible for using them to avoid the expensive
full distance calculations. A lower bound is considered tight if it is close to the
actual distance and loose if it is far away from the actual distance. A more
formal definition of lower bounds is given with:

2.2.1. DEFINITION. Assume the metric space (Rn, d). Then a lower bound is
given with lb : (Rn, R

n) → R
+ having the constraint:

0 ≤ lb(zi, zj) ≤ d(zi, zj) with zi, zj ∈ R
n. (2.19)
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where the lower bound is already larger than the dotted red line d(x, cb(x)).

Such a lower bound is given with lb(x, cj)2. A reduction in runtime can be
observed if the calculation of lb(x, cj)2 consumed considerably less time than
d(x, cj). However, if the lower bound is too loose lb(x, cj)1 < d(x, cb(x)) within
the scenario, then time was wasted in calculating this lower bound since addi-
tionally d(x, cj) has to be calculated.

2.2.2 Upper bounds

In many senses upper are similar to lower bounds since the goal is also to
approximate a distance. The difference is, that upper bounds are always equal
to or exceed the approximated distance. An upper bound is considered tight if
it is close to the actual distance and loose if it is further away from it. A formal
definition of upper bounds is given by:

2.2.2. DEFINITION. Assume the metric space (Rn, d). Then a upper bound is
given with ub : (Rn, R

n) → R
+ having the constraint:

d(zi, zj) ≤ ub(zi, zj) with zi, zj ∈ R
n. (2.20)

In theory upper bounds can be created for any of the points used by a k-means
algorithm. However, in practice only the upper bound ub(x, cb(x)) turned out

to be beneficial which approximates the distance d(x, cb(x)). In order to keep
code and figures compact this work follows the notation used by e.g. Elkan
(2003) and denotes ub(x) := ub(x, cb(x)). The goal of an upper and lower
bound is always to avoid the calculation of the full distance. For k-means
after every iteration the distance d(x, cb(x)) changes since cb(x) has shifted to
a previously unknown position. This normally requires the recalculation of
d(x, cb(x)). In works from Hamerly (2010) or Elkan (2003) the upper bound

ub(x) is calculated after every iteration and the full distance d(x, cb(x)) is only
calculated if needed. Figure 2.5 shows how the upper bound is used. Again
three points, x, cb(x) and cj, are examined. There are two differences between

this and the previous scenarios. The first one is that the distance d(x, cb(x)) was

not calculated yet but the upper bound ub(x) exists. The second one is that
the distance d(x, cj) was already calculated. As required by Definition 2.2.2 the
upper bound ub(x) shown as the solid red line exceeds the distance d(x, cb(x)).

The scenario shows that ub(x) < d(x, cj) which makes it unnecessary to calcu-
late the full distance d(x, cb(x)). This would have been required if ub(x) would

have exceeded d(x, cj).

Finding good bounds can be a challenging task. While the goal is to avoid as
many full distance calculations as possible it always must be considered, that
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2.3.1 nc k-means

While Lloyd k-means is simple to implement, it leaves much room for opti-
mization. In every iteration exactly the same amount of calculations are exe-
cuted. During the first iterations usually many data points change member-
ship from one cluster to another. Nearing the algorithm’s convergence, fewer
and fewer of these changes occur. Kaukoranta et al. (2000); Fahim et al. (2006)
proposed an optimization that takes this observation into account.

Algorithm 2.2: nc k-means

Input: data X = {x1, . . . , xm}⊂ R
n , no. of clusters k ∈ N

Initialize centers
ci = random vector ∈ R

n ∀i ∈ 1, . . . , k
b(x) = random(1, . . . , k) ∀x ∈ X

Initialize no change variables
Y = ∅, Z = ∅

repeat
for x = x1, . . . , xm do

for j = 1, . . . , k do
If x ∈ Z and cj ∈ Y: continue
If d(x, cj) < d(x, cb(x)): b(x) = j

Y = ∅, Z = ∅;
for j = 1, . . . , k do

c′j = cj; cj = mean({x ∈ X | b(x) = j})

δ(cj) = d(cj, c′j)

If (δ(cj) = 0): Y = Y ∪ {cj}
Z = Z ∪ {x ∈ X | b(x) = j ∧ d(x, cj) ≤ d(x, c′j)}

until cluster centers stop changing
Output: centers c1, . . . , ck

Let c′ be the closest cluster center to x before shifting, and c the center after
shifting. If d(x, c) ≤ d(x, c′), then all cluster centers c1, . . . , ck which did not
shift in the last iteration cannot be closer to x than c. The optimization was
integrated into nc k-means (no change k-means) in Alg. 2.2 which maintains
the two sets Y and Z: the set Y contains all cluster centers which did not shift
in the last iteration, while the set Z contains all points x with d(x, c) ≤ d(x, c′).
Figure 2.6 shows nc k-means’s behavior compared to Lloyd.

The nc k-means algorithm with only the no change optimization is not power-
ful enough to achieve high speedups over Lloyd’s algorithm. For small k even
in late iterations almost all centers keep shifting. However, if k is large then
even after very few iterations many centers do not change anymore and the
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Algorithm 2.3: Elkan k-means

1: Input: data X = {x1, . . . , xm}⊂ R
n , no. of clusters k ∈ N

2: Initialize centers
3: ci = random vector ∈ R

n ∀i ∈ 1, . . . , k
4: b(x) = random(1, . . . , k) ∀x ∈ X
5: Initialize bounds ∀x ∈ X:
6: lb(x, c) = 0 ∀c ∈ c1, . . . , ck

7: bound needs update(x) = 0
8: ub(x), lb(x, cb(x)) = d(x, cb(x))
9: repeat

10: dccij = d(ci, cj) ∀i, j ∈ 1, . . . , k
11: min distance cluster(i) = minj∈{1,...,k},j 6=i dccij ∀i ∈ 1, . . . k
12: for x = x1, . . . , xm do
13: If ub(x) ≤ 1

2 min distance cluster(b(x)): continue
14: for j = 1, . . . , k do
15: If ub(x) ≤ lb(x, cj) or ub(x) ≤ 1

2 dccb(x)j: continue

16: If bound needs update(x) == 1:
17: ub(x), lb(x, cb(x)) = d(x, cb(x))

18: bound needs update(x) = 0
19: If ub(x) ≤ lb(x, cj) or ub(x) ≤ 1

2 dccb(x)j: continue

20: lb(x, cj) = d(x, cj)
21: If lb(x, cj) < ub(x):
22: ub(x) = lb(x, cj)
23: b(x) = j
24: for j = 1, . . . , k do
25: c′j = cj; cj = mean({x ∈ X | b(x) = j})

26: δ(cj) = d(cj, c′j)

27: for x = x1, . . . , xm do
28: ub(x) = ub(x) + δ(cb(x))

29: bound needs update(x) = 1
30: for j = 1, . . . , k do
31: lb(x, cj) = max(lb(x, cj)− δ(cj), 0)
32: until cluster centers stop changing
33: Output: centers c1, . . . , ck
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2.3.3 Yinyang k-means

One particularly interesting algorithm was proposed recently by Ding et al.
(2015). At the heart of their algorithm is the idea of filtering unnecessary dis-
tance calculations by using continuously maintained lower bounds on the dis-
tances of each point to groups of cluster centers, as well as an upper bound to
the cluster center it is currently assigned to.

Algorithm 2.4: Yinyang k-means

1: Input: data X = {x1 . . . xm} ⊂ R
d, number of clusters k ∈ N, number of

groups t ≤ ⌊ k
10⌋

2: Initialize centers/groups: random centers c1 . . . ck ∈ R
d with indices split

into t groups G1 . . . Gt ⊂ {1 . . . k}
3: Initialize bounds: after one k-means iteration do ∀x∈X:
4: b(x)=argminj=1...k{d(x, cj)}

5: ub(x) = d(x, cb(x))

6: lb(x, Gi) =min{d(x, cj)|j ∈ Gi−b(x)} ∀i ∈ {1 . . . t}
7: repeat
8: Update cluster centers and center/group drifts:
9: for j = 1 . . . k do

10: c′j = cj; cj = mean({x ∈ X | b(x) = j})

11: δ(cj) = d(cj, c′j)

12: Set δ(Gi) = maxj∈Gi
δ(cj) for i = 1 . . . t

13: for x = x1 . . . xm do
14: Use shift to update bounds:
15: ub(x) = ub(x) + δ(cb(x))

16: lb(x, Gi)old = lb(x, Gi) for i = 1 . . . t
17: lb(x, Gi) = lb(x, Gi)− δ(Gi) for i = 1 . . . t
18: b(x)old = b(x)
19: Global filtering:
20: If mint

i=1 lb(x, Gi) ≥ ub(x): continue
21: Tighten bound: ub(x) = d(x, cb(x))

22: If mint
i=1 lb(x, Gi) ≥ ub(x): continue

23: Group filtering:

24: Let Ĝ = {i ∈ {1 . . . t} | lb(x, Gi) < ub(x)}

25: Set lb(x, Gi) = ∞, ∀i ∈ Ĝ
26: Local filtering:
27: Perform local filtering according to Algorithm 2.5
28: until cluster centers stop changing
29: Output: cluster centers c1 . . . ck
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The algorithm, shown in Alg. 2.4, utilizes a coarse partitioning of the cluster
centers into t groups G = {G1 . . . Gt}. Ding et al. (2015) proposed to obtain this
grouping by means of five iterations of standard k-means. The groups are then
used as follows: given a point x, a group G, and a lower bound lb(x, G) on the
minimum distance of x to any cluster center c ∈ G, one observes that if there is
a different cluster center cb such that the condition lb(x, G) > d(x, cb) holds, no
c ∈ G can be closer to x than cb. Therefore, all distance calculations to elements
of G can be avoided. If the above condition holds for all Gi ∈ G, all centers are
at least as far away as cb. Finally, if the stronger condition lb(x, Gi) > ub(x)
holds, even the calculation of d(x, cb) is unnecessary. Here, ub(x) is an upper
bound on the distance between x and its closest cluster center. Thus, checking
the above conditions in reverse order, as done in the global and group filtering
stages of Alg. 2.4, yields an efficient way to reduce the number of distance
calculations.

Algorithm 2.5: Local filtering in Yinyang k-means

1: for i ∈ Ĝ do
2: for j ∈ Gi do
3: If b(x)old = j: continue
4: If lb(x, Gi) < lb(x, Gi)old − δ(cj): continue
5: If d(x, cj) < ub(x):
6: Find l ∈ {1 . . . t} s.t. b(x) ∈ Gl

7: lb(x, Gl) = ub(x)
8: ub(x) = d(x, cj); b(x) = j
9: else if d(x, cj) < lb(x, Gi):

10: lb(x, Gi) = d(x, cj)

In the local filtering stage (Alg. 2.5), one now considers every cluster center c
in the remaining groups Gi. Here, one checks whether for a different cluster
center cb, the condition d(x, cb) < lb(x, Gi)− d(c, c′) is valid, c′ being the loca-
tion of the cluster center from the previous iteration. In this case, c cannot be
optimal, which again follows from the triangle inequality. The resulting steps
can be seen in Alg. 2.5.

While the global and local filtering steps introduced by Ding et al. (2015) typ-
ically yield a significant speedup compared to standard k-means, note that at
its beginning the algorithm still needs to compute one full iteration of k-means,
which requires the computation of the distances between each data point and
each cluster center. Additionally, the authors also proposed a more efficient
way to update the cluster centers by an incremental update from the previous
centers. The details can be found in Ding et al. (2015).
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impact when chosen in an early iteration of the algorithm. This leads to low
quality local minima. The Mini-Batch variant adds a batch of data points at
once to the centers in order to decrease the noise. An outlier’s impact is low in
most cases since the other batch data points do not let the mean move towards
the outlier.

Algorithm 2.6: Mini-Batch k-means

1: Input: data X = {x1, . . . , xm}⊂R
n, no. of clusters k ∈ N, mini-batch size b

2: Initialization: random centers c1, . . . , ck ⊂ R
n, center counts vi = 0, i = 1, .., k

3: repeat

4: M = b data points picked randomly from X
5: for x ∈ M do

6: b(x) = random center index from 1, . . . , k
7: for j = 1, . . . , k do

8: If d(x, cj) < d(x, cb(x)):
9: b(x) = j

10: for x ∈ M do

11: Update the center counts vb(x)

12: vb(x) = vb(x) + 1
13: Determine the per center learning rate η
14: η = 1 − 1

vb(x)

15: cb(x) = (1 − η)cb(x) + ηx
16: until the objective value does not decrease for a few iterations
17: Output: centers c1, . . . , ck

2.5 Cluster initialization

Depending on which initial cluster centers are chosen for k-means, the opti-
mization ends in different local minima. This motivated the research, summa-
rized in Celebi et al. (2013), to find initial centers which result in better and
more stable local minima than using randomly selected centers. A formal def-
inition of the task to find initial centers, which is useful for clustering sparse
data, is given with:

2.5.1. DEFINITION. A reduced seed is a set of centers C with C ⊂ X where X =
{x1 . . . xm} ⊂ R

d is the input data to the k-means algorithm.

Definition 2.5.1 is particularly useful for clustering sparse data sets since the
resulting centers are sparse if the input data set X is sparse. In literature also
general seeding algorithms exist that can generate initial centers at any point
in R

d. One such general seeding algorithm was proposed by Su and Dy (2007).
There the data set is iteratively split while generating hyperplanes that run
through the centroid of every split. Each split is orthogonal to the direction
of the principal eigenvector of the split‘s covariance matrix. In most cases the
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initial centers, generated by this algorithm, are fully dense.

2.5.1 k-means++

The k-means++ algorithm proposed by Arthur and Vassilvitskii (2007) creates
a reduced seed according to Definition 2.5.1. The algorithm starts by choosing
one center from the input data randomly and then iteratively determines the
next center until the desired amount is reached. The algorithm makes sure that
data points which are close to previously chosen centers have a low probability
of becoming a center while data points that are further away have a higher
probability. Since its proposal k-means++ proved efficient for solving many
practical tasks and became the default initialization algorithm in Matlab as
well as popular machine learning frameworks like scikit-learn (Pedregosa et al.
(2011)) or Apache Spark1.

The algorithm can be explained in the three steps visualized in Figure 2.10. In
the first step every data point has the same probability to be chosen as a cluster
center. Data points that have the same probability of becoming a cluster center
are highlighted with the same color. Once c1 has been chosen, as highlighted
with a red dot in the second step, the distances of every data point d(x, cb(x)) to

its closest cluster center cb(x), with b(x) = 1, are calculated. The probability of

every data point to become a center is given with px =
d(x,cb(x))

∑x∈X\C d(x,cb(x))
. Having

only one center in step two the probability of every data point is proportional
to the distance from c1. This changes in the third step after a second cluster
center was chosen. Again for every data point x the closest c is determined
and its index is stored in b(x). Now, for each data point the probability p(x) of
becoming the next cluster center is proportional to its distance from the closest
cluster center cb(x).

One might think, that the k-means++ algorithm could be optimized by making
px proportional to the distance of all cluster centers. However, in practice this
means that the complete distance matrix of all data points to all cluster centers
would have to be stored, while k-means++ only requires to store one column
of this matrix.

Algorithm 2.7 shows the implementation of k-means++. In every iteration of
the outer for loop |X\C| distance calculations d(x, ci) are executed. The cal-
culation of d(x, cb(x)) can be cached between iterations of the outer loop. The

number of distance calculations is then given by mk − k(k+1)
2 which is in the

complexity class O(mk).

1https://spark.apache.org/





3 A general framework for
representation dependent k-means

As an introduction to the development of the framework for k-means cluster-
ing algorithms, the notion of the term representation dependence is discussed.

3.1 Representation dependence and independence

The task of clustering is an inherently ill-posed problem: for a given data set,
many different partitionings of the data set can be found. There is no exter-
nal criterion to decide which of these partitions should be preferred over the
others - the optimal choice depends on the particular application. In practice,
usually different transformations of a given data set are performed to achieve a
desired clustering result, for example normalization or feature specific rescal-
ing. These transformations are examples of distance changing transformations,
as they directly change the distances and thus affect the resulting clustering
as desired. On the other hand, the Euclidean distances between objects are
not affected by isometric mappings like rotation, translation or mirroring and
therefore they do not change the clustering result. For this reason, these types
of mapping will be called distance preserving transformations. Moreover, given
some data set X, a data set X′ obtained by applying a distance preserving trans-
formation to X will be referred to as a different representation of X (and vice
versa).

At this point, the question arises how distance-based clustering methods, in
particular for k-means, are affected by the above transformations. Here a dis-
tinction is required between the effect of a transformation on the clustering re-
sult and the runtime of the algorithm. It is clear that distance preserving trans-
formations do not change the clustering result, whereas the application of dis-
tance changing transformations has the goal to retrieve a desired result. The
impact of certain transformations on the clustering result has been studied by
several researchers. For instance, Kleinberg (2002) considered three intuitive

33
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clustering properties (scale-invariance, consistency and richness), and showed
that a clustering function cannot satisfy all of them simultaneously. This re-
search was continued and extended by several research groups, with a focus
on properties and invariances of clustering quality measures (see for example
Ackerman and Ben-David (2008); Ackerman et al. (2010); Van Laarhoven and
Marchiori (2014)).

In contrast, the effect of the transformations on runtime of the algorithms has
received considerably less attention in literature. One popular method to lower
the runtime in distance based clustering algorithms is to lower the number of
distance calculations. In k-means this can be achieved by creating approxi-
mations on distances between input points and centers which can be used to
reduce the number of distance calculation when searching for the closest cen-
ter to every point. Lower bound approximations, which can never exceed the
distance, are the most effective approximations for this task. The tighter the
lower bounds, which means the closer to the distance, the more calculations
can be avoided. On the other hand, if the lower bounds are loose, not many
calculations can be avoided.

One can now categorize clustering algorithms as representation independent if
the tightness of the bounds and therefore the runtime of the clustering does
not depend on the representation of the data. Examples for such algorithms
in the field of k-means are variants proposed by Ding et al. (2015) (Yinyang
algorithm) and Elkan (2003) (Elkan algorithm). The lower bounds of these
algorithms are based on the triangle inequality, the results of which are not
affected by distance preserving transformations. Analogously, clustering algo-
rithms are referred to as representation dependent if distance-preserving trans-
formations influence their bounds and runtime. Note that here it is assumed
that all distance changing transformations, that serve to retrieve the desired clus-
tering, have already been applied and the remaining task is to cluster a data
set using k-means as efficiently as possible.

At first glance, representation independent algorithms seem to be preferable since
they are invariant under distance preserving transformations of the data. Indeed,
if one does not know anything about the data, they are often the best choice
since they usually have a better worst-case performance. On the other hand, in
many applications there is no need to treat the data as a black box. The more
information about the data is known, the more the choice of the algorithm
to be used can be tailored to the specific representation of the data, and thus
exploit the fact that representation dependent algorithms work faster for specific
representations. Ideally, the clustering process is performed with the optimal
algorithm corresponding to the given representation of the data. One could
even go one step further and compute a specific representation of the data as a
preliminary step. The optimal algorithm corresponding to this representation
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is then applied to the transformed data.

The representation dependence of the algorithms proposed in this work is
caused by the fact that they utilize properties of the data which only appear in
specific representations and are lost when the data is rotated or translated. For
example, a representation dependent algorithm may take advantage of the fact
that all features are positive, that the data vectors are sparse (Jing et al. (2007))
or that there are specific blocks in the data vectors which contain binary val-
ues (Li (2005)) while other blocks contain categorical or floating point values.
Such data properties can be referred to as representation dependent since they
are sensitive to certain isometric mappings: Rotating the data set most likely
makes a sparse data set dense, turns positive features into negative ones and
can turn all values of different kinds of dimensions into floating point values.
The sparseness of a data set is widely understood (Bell and Garland (2008))
and data structures exist which efficiently make use of the sparsity to increase
the speed of dot product computations in various algorithms. It is shown in
this work how the knowledge about these representation dependent data set
properties can further be utilized to speed up algorithms.

For example, suppose all n-dimensional data points of a data set lie on a line
through the origin with only positive feature values. In this representation
the Euclidean distance between two data points is equal to the absolute differ-
ence in length of the data point position vectors. With this knowledge one can
map all data points to an one-dimensional scalar space where it is sufficient to
subtract two scalars to retrieve their distance in the n-dimensional space. By
reducing the number of dimensions the cost for distance calculations can be
lowered substantially. Using this mapping strategy, a k-means variant can be
created to solve this specific task in less runtime than representation indepen-
dent algorithms. However, in this example a data representation was chosen to
accommodate to this type of mapping. If one would rotate the data set around
its mean so that the data did not lie on a line through the origin anymore, the
strategy would fail and the chosen k-means variant might require substantially
more time to solve the task.

Another example is the removal of a subset of dimensions from the input data
in order to create lower bounds. This leads to a reduction in the amount
of summands when calculating the Euclidean distance which is ||a − b||2 =√

∑
z
i=1(ai − bi)2. Tight lower bounds can be created by removing the dimen-

sions (or summands) that have a low variance.
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3.2 The concept of lower bound feature maps

The idea of representation dependent k-means is to use feature maps which
map the input data vectors and the cluster centers from a domain metric space
to a specific target metric space. Applying a metric to the data points within
this mapped space then results in a lower bound approximation of the metric
for the unmapped data points within the domain space.

3.2.1. DEFINITION. A feature map ϕ from the domain metric space (Rn, d) into
the target metric space (Y, d′), with s being the mapping dimension in case
Y = R

s, is called lower bound feature map if it is non-expansive in the sense that

d′(ϕ(zi), ϕ(zj)) ≤ d(zi, zj) ∀zi, zj ∈ R
n. (3.1)

The ϕ feature map is used within k-means to map vectors from a high dimen-
sional space R

n into a lower dimensional space e.g. R
s with mapping dimen-

sion s. The computational cost of distance calculations in R
s directly depends

on the mapping dimension which is an important parameter in this context.
The most significant property of Definition 3.2.1 is that a feature map can be
applied separately to any vector within the domain metric space. No knowl-
edge of any of its other vectors is required. The metric d′ can therefore directly
be used to create approximations on d after mapping two vectors. An approx-
imation based on the triangle inequality cannot be expressed using Definition
3.2.1 since at least three vectors and two known distances are required for the
inequality to create an approximation on the third distance. However, in sub-
sequent sections it will be shown that for the task of speeding up k-means it is
possible to combine feature map approximations with those created by using
the triangle inequality.

All parameters and data required to calculate the mapping from a domain to a
target space are part of a feature map model. The cost to generate this model,
map a vector, calculate the distance metric d′ and the quality of the lower
bound generated by d′, meaning its proximity to the metric d, are all factors
that influence the usefulness of a map.

As a simple example, consider the mapping to a scalar zero ϕ(zi) := 0. In this
case, the feature map model creation, its application as well as the calculation
of the distance metric is very cheap, while the quality of the lower bound is
very bad. On the other hand, a perfect lower bound can be achieved with the
feature map ϕ(zi) := zi with metric d = d′. However, the cost to generate the
lower bound is equal to directly calculating the metric d and therefore it has no
practical use.

Various different feature maps will be discussed in more detail in Section 3.4.
Note that in order to generate lower bounds the function d′ is not required to be
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a metric, as long as for any given two vectors zi, zj, the condition in Definition
3.2.1 is satisfied.

Similar ways of mapping features already exist in literature. To the author’s
knowledge the closest to the formulation in this work was proposed by Saon
and Olsen (2009). There the mapping of features is expressed in terms of matrix
multiplications:

1
‖A‖

‖Ax − Ay‖ ≤ ‖x − y‖ ∀A ∈ R
n×m, A 6= 0, ∀x, y ∈ R

n. The advantage of

their formulation is that only a valid matrix A needs to be found in order to
obtain a lower bound feature map. However, this implies that the formulation
relies on a linear mapping ϕ. In contrast to that, the formulation in this work
is more general since its definition allows non-linear feature maps. Due to this
limitation, most of the mappings presented in this thesis cannot be explained
by their formulation.

3.3 Representation dependent k-means

Utilizing the ideas from the presented examples one can derive a general frame-
work for representation dependent k-means variants. The lower bound feature
maps introduced in the last section can simply be integrated into standard
Lloyd k-means (2.1) as follows:

Algorithm 3.1: k-means with lower bound feature map

Input: data X = {x1, . . . , xm}⊂R
n, no. of clusters k ∈ N

feature map ϕ : R
n → Y with d′(ϕ(xi), ϕ(xj)) ≤ d(xi, xj) ∀xi, xj ∈ R

n

Initialization:

random centers c1, . . . , ck ⊂ R
n

∀x ∈ X: initialize b(x) with any center index i = 1, . . . , k
repeat

for x = x1, . . . , xm do

for j = 1, . . . , k do

If d′(ϕ(x), ϕ(cj)) ≥ d(x, cb(x)): continue

If d(x, cj) < d(x, cb(x)): b(x) = j
for j = 1, . . . , k do

cj = mean({x ∈ X | b(x) = j})
until cluster centers stop changing
Output: centers c1, . . . , ck

If in Algorithm 3.1 the condition d′(ϕ(x), ϕ(cj)) ≥ d(x, cb(x)) is satisfied, then

an expensive full distance calculation of d(x, cj) can be skipped. A good feature
map skips as many full distance calculations as possible while being cheap
to calculate. The design of the algorithm makes it easy to turn off the lower
bound feature map optimizations by deactivating the two gray lines within
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the code. In many cases it can make sense to precalculate and cache the results
of ϕ(x) and ϕ(cj) in order to avoid recomputing them when not necessary. The
feature maps can easily be integrated into various other algorithms like online-
versions of k-means (O’Callaghan et al., 2002), k-nearest neighbors (Altman,
1992), k-means++ (Arthur and Vassilvitskii, 2007) or other algorithms which
can profit from approximating distances.

3.4 Lower bound feature maps for k-means

A simple feature map with the Euclidean distance as its metric is a direct result
of Hölder’s inequality.

3.4.1. PROPOSITION. Let X = (Rn, d), Y = (R1, d′) with d and d′ both the Eu-
clidean distance. Then a lower bound feature map ϕc : X → Y is given by

ϕc(x) := d(x, 0) = ‖x‖2.

Proof Writing the squared Euclidean distance as ‖xi − xj‖
2
2 = ‖xi‖

2
2 + ‖xj‖

2
2 −

2〈xi, xj〉, one can apply Hölder’s inequality 〈xi, yj〉 ≤ ‖xi‖2

∥∥xj

∥∥
2
, which di-

rectly yields d(xi, xj)
2 ≥ ‖xi‖

2
2 + ‖xj‖

2
2 − 2‖xi‖2

∥∥xj

∥∥
2

= ϕc(xi)
2 + ϕc(xj)

2 −

2ϕc(xi)ϕc(xj) = d′(ϕc(xi), ϕc(xj))
2. The result then follows by taking the square

root and making use of the fact that d(xi, xj) ≥ 0 and d′(ϕc(xi), ϕc(xj)) ≥ 0
since d and d′ are metrics.

The proposed feature map maps an n-dimensional vector into a real valued
space with mapping dimension 1. It is able to exploit a specific representation
of the data where domain vectors contain only non-negative values. Applying
the map to domain vectors with negative values will result in loose bounds.
This is directly clear when setting xi = 1, xj = −1. In this case d(xi, xj) = 2
while d′(ϕc(xi), ϕc(xj)) = 0. Furthermore, the quality of the lower bound is
tied to the norm of the input vectors. If the input vectors have been normalized
to 1, then d′(ϕc(xi), ϕc(xj)) will always be zero. The best possible lower bounds
can be achieved with this feature map if all input vectors lie on a line through
the origin. Rotation of the data around its mean would result in lower bounds
of less or equal quality.

Due to these requirements, the lower bounds based on ϕc(xi) will not be very
tight for most data sets but they can still be useful in skipping some full dis-
tance calculations since ‖xi‖2 can be precalculated within k-means algorithms
and is then very efficient to use. Additionally, the map can also be used as a
pre-filer step to avoid some calculations before executing more costly maps.
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Tighter lower bounds can be achieved by creating a feature map using the
blockification process proposed by Bottesch et al. (2016). When applying this
technique a point x ∈ R

n can be subdivided into b blocks x(1), . . . , x(b) of sizes

≥ 1 by splitting along its dimensions, i.e. one has x(1) = (x1, . . . , xl1), x(2) =

(xl1+1, . . . , xl2) and so on, where l1 < . . . < lb is an increasing sequence of
indices. The resulting blockvector is then constructed by calculating the Eu-
clidean norm of every block. Similar techniques were used for matrix compres-
sion by Low and Zheng (2012) in the context of top-k search. The blockification
process can be expressed as a feature mapping as follows:

3.4.2. PROPOSITION. Let X = (Rn, d), Y = (Rb, d′) with d and d′ both the Eu-
clidean distance. By splitting the input vector into b blocks a lower bound feature map
ϕB : X → Y is given by

ϕB(x) : (x1, x2, ..., xn−1, xn) ∈ R
n −→ (‖x1, ..., xl‖2, ..., ‖xt, ..., xn‖2) ∈ R

b.

Proof First one observes that ‖ϕB(x)‖2 = ‖x‖2 ∀x. Writing the squared Eu-
clidean distance as ‖xi − xj‖

2
2 = ‖xi‖

2
2 + ‖xj‖

2
2 − 2〈xi, xj〉, the inner product

can be decomposed into blocks as 〈xi, xj〉 = ∑
b
l=1〈xi(l)

, xj(l)
〉. With Hölder’s in-

equality, each block results in, 〈xi(l)
, xj(l)

〉 ≤ ‖xi(l)
‖2‖xj(l)

‖2 and hence 〈xi, xj〉 ≤

∑
b
l=1‖xi(l)

‖2‖xj(l)
‖2. It follows that d(xi, xj) = ‖xi‖

2
2 + ‖xj‖

2
2 − 2〈xi, xj〉 ≥ ‖xi‖

2
2 +

‖xj‖
2
2 − 2 ∑

b
l=1‖xi(l)

‖2‖xj(l)
‖2 = d′(ϕB(xi), ϕB(xj)).

The block vector based feature map (Proposition 3.4.2) maps the n-dimensional
input data to a real valued space with mapping dimension b. This is equal to
the number of blocks the input vectors were split into. The map is sensitive
to rotation and translation. Also, the tightness of the resulting lower bound
depends on the non-negativity of the features. Bottesch et al. (2016) showed
that if the feature values are all positive and b = 1 then ||ϕc(xi)− ϕc(xj)|| =
||ϕB(xi) − ϕB(xj)||. Also if b = n then ||ϕB(xi) − ϕB(xj)|| = ||xi − xj||. By
varying the parameter b a trade-off between the quality of the lower bounds
and the block vector size can be achieved. Sparse data sets can especially profit
from the block vector approach. Let xs ∈ R

n be a sparse vector with nnz(xs)
being the number of non zero values within xs. Since nnz(ϕB(xs)) ≤ b the fea-
ture vector ϕB(xs) can become very compact. Consider the following example:
Suppose b = 2 with xs = (xs1

, xs2 , 0, 0)T and xs1
, xs2 6= 0 then nnz(xs) = 2 and

ϕB(xs) = (
√

x2
s1
+ x2

s2
, 0)T with nnz(ϕB(xs)) = 1 ≤ 2 = b. The resulting

block vector ϕB(xs) is still sparse and only contains half of the nnz elements
compared to the original vector xs.

The requirements for the block vector feature map can be further relaxed by
partitioning the index set I = {1, ..., n} into distinct subsets I1, ..., Ib. Defining
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yj := (xi)i∈Ij
for x ∈ X, one then sets ϕB(x) = (‖y1‖, ..., ‖yb‖). This makes

further optimizations possible due to the map’s sensitivity regarding combi-
nations of features within each block.

A different lower bound on the Euclidean distances can be achieved by utiliz-
ing orthogonal projections on a lower dimensional subspace.

3.4.3. PROPOSITION. Consider R
n with the Euclidean norm. Let Y be a t-dimensio-

nal subspace of R
n with the orthonormal basis B = {b1, ..., bt}. Then a lower bound

feature map ϕp : X → Y is given through an orthogonal projection by

ϕp(xi) :=
|B|

∑
j=1

〈xi, bj〉ej,

where e1, ..., e|B| are the usual unit vectors of R|B|.

Proof Extending {b1, ..., bm} to an orthonormal basis {b1, ..., bn} of R
n results

in ||ϕp(x)||2 = ∑
|B|
j=1 〈x, bj〉

2 ≤ ∑
n
j=1 〈x, bj〉

2 = ||x||2.

The orthogonal projection feature map (Proposition 3.4.3) maps the n-dimensio-
nal input vectors to a real valued space with mapping dimension t. Its major
advantage over the previously discussed maps is that the tightness of the re-
sulting lower bound does not depend on the features having positive values
within the data. However, rotation still influences the quality of ||ϕp(xi) −

ϕp(xj)||. Suppose x1 = (0, 2)T, x2 = (0, 3)T is the input data with y = (0, 1)T

and {y} as the orthonormal basis. Then ||ϕp(x1) − ϕp(x2)|| = 1, while after

rotating the input data to Rx1 = (2, 0)T, Rx2 = (3, 0)T the result would be
||ϕp(Rx1)− ϕp(Rx2)|| = 0. This dependency can be avoided by also applying
the rotation matrix R to the orthonormal basis. The following feature map is a
special case of Proposition 3.4.3.

3.4.4. COROLLARY. Consider R
n with the Euclidean norm and let {e1, . . . , en} be

the usual unit vectors of Rn, and S = {s1, . . . , sz} ⊂ {e1, . . . , en} the orthonormal
basis of subspace Y generated by S. Then a lower bound feature map ϕs : X → Y is
given by

ϕs(xi) :=
|S|

∑
j=1

〈xi, sj〉sj. (3.2)

The result of Equation (3.2) is particularly interesting since a lower bound on
the distance can be given by simply ignoring certain dimensions within the in-
put vector. It remains to be decided which ones to ignore. One approach could
be to remove all dimensions which have a low variance. Another approach
could be to determine a subset of eigenvectors with the highest eigenvalues by
doing a truncated singular value decomposition.
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3.4.1 Mapping dimension b and t

The tightness of lower bounds created by a feature map depends on the data
set as well as the mapping dimension. In order to use the feature map ϕB

within an algorithm it is required to specify the number of blocks b which is
also the mapping dimension. Analogously the number of eigenvectors t must
be specified for ϕp. These parameters need to be provided prior to executing
any algorithm that depend on the feature map ϕB or ϕp. It is up to the al-
gorithm‘s operator to choose a well suited parameter for a specific data set in
order to create tight bounds. In subsequent chapters these parameters will be
discussed in detail and default values will be provided in order to simplify the
use of the algorithms. The feature map ϕc can be considered a special case since
it has a constant mapping dimension of 1. In summary, a k-means algorithm
using any feature map that has a mapping dimension which is not constant re-
quires three parameters when executed. These are the input data set X, k and
the mapping dimension b or t. To keep the notation simple in all feature map
algorithms proposed in this work, it is assumed that the corresponding map-
ping dimension was chosen before executing and is known when executing
the mapping.

3.5 Representation dependent nc k-means

For the following k-means algorithms d and d′ are set as the Euclidean dis-
tances. With ϕ k-means an algorithm (Alg. 3.2) is proposed which allows dif-
ferent lower bound feature maps ϕM as input.

3.5.1 ϕB k-means

When using the feature map from Proposition 3.4.2 as input ϕM = ϕB, the
kmeans optimized algorithm proposed by Bottesch et al. (2016) is obtained.
Compared to the basic k-means (Algorithm 3.1), additionally the no change op-
timizations are used. As mentioned before, using only the lower bound fea-
ture map for optimization, the distances d(ϕc(x), ϕc(cj)) and d(ϕB(x), ϕB(cj))
would need to be calculated in every iteration for every data point. This can
be very slow especially near convergence, when many cluster centers do not
move anymore. To avoid this issue Bottesch et al. (2016) used an additional
optimization proposed by Kaukoranta et al. (2000); Fahim et al. (2006). Let c′

be the closest cluster center to x before shifting, and c the center after shifting.
If d(x, c) ≤ d(x, c′), then all cluster centers c1, . . . , ck which did not shift in the
last iteration cannot be closer to x than c. Thus, in Alg. 3.2 the two sets Y and
Z are maintained: the set Y contains all cluster centers which did not shift in
the last iteration, while the set Z contains all points x with d(x, c) ≤ d(x, c′).
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Algorithm 3.2: ϕ k-means

Input: data X = {x1, . . . , xm}⊂ R
n , no. of clusters k ∈ N, feature map ϕM

Initialize centers
ci = random vector ∈ R

n ∀i ∈ 1, . . . , k
b(x) = random(1, . . . , k) ∀x ∈ X

Initialize no change variables
Y = ∅, Z = ∅

Precalculate ∀x ∈ X: ϕc(x), ϕM(x)
repeat

Precalculate ϕc(cj) and ϕM(cj) for j = 1, . . . , k

for x = x1, . . . , xm do
for j = 1, . . . , k do

If x ∈ Z and cj ∈ Y: continue

If d(ϕc(x), ϕc(cj)) ≥ d(x, cb(x)): continue

If d(ϕM(x), ϕM(cj)) ≥ d(x, cb(x)): continue

If d(x, cj) < d(x, cb(x)): b(x) = j
Y = ∅, Z = ∅;
for j = 1, . . . , k do

c′j = cj; cj = mean({x ∈ X | b(x) = j})

δ(cj) = d(cj, c′j)

If (δ(cj) = 0): Y = Y ∪ {cj}
Z = Z ∪ {x ∈ X | b(x) = j ∧ d(x, cj) ≤ d(x, c′j)}

until cluster centers stop changing
Output: centers c1, . . . , ck

3.5.2 ϕp k-means

A second k-means variant uses the feature map from Proposition 3.4.3 as input
ϕM = ϕp. Normalized eigenvectors of the t largest singular values of X are
chosen as the input orthonormal basis. The eigenvectors of X are calculated
by doing a truncated singular value decomposition. In contrast to calculating a
full singular value decomposition, the truncated variant only retrieves a speci-
fied, often small, amount of the eigenvectors with the highest singular values.
This process is often much quicker than retrieving all eigenvectors. Varying
the number of eigenvectors t directly influences the amount of full distance
calculations skipped due to d(ϕM(x), ϕM(cj)) ≥ d(x, cb(x)). If t is too small,
only few distance calculations will be skipped. If t is too large, many full
distance calculations can be skipped while increasing the computational cost
when evaluating d(ϕM(x), ϕM(cj)).
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3.6 Representation dependent Elkan k-means

One main advantage of the proposed lower bound feature maps is that they
can be integrated into many existing k-means algorithms in a non intrusive
way. In this section the feature maps were introduced into the Elkan algorithm
which resulted in the modified Algorithm 3.3.

The feature map ϕM is passed to the algorithm and is used once at the begin-
ning of the algorithm to precalculate the lower dimensional vectors in line 9
for the input data set X. Additionally, the precalculation happens in every it-
eration for the centers c1 · · · ck in line 13. Once the algorithm reaches line 21
and the expression ub(x) ≤ lb(x, cj) or ub(x) ≤ 1

2 dccb(x)j is evaluated to false,
all optimizations of the Elkan algorithm fail. This is where the lower bound
feature map is inserted into the algorithm. If d(ϕM(x), ϕM(cj)) ≥ d(x, cb(x))

is already larger than the distance to the currently best center d(x, c(x)), the
current center c cannot be closer to x than the best center cb(x). If additionally

d(ϕM(x), ϕM(c)) is tighter than the global lower bound l(x, c), then l(x, c) is
updated. While the modification of the code could be considered rather small,
the effects can be extensive due to the recurring use of l(x, c) within the Elkan
algorithm.

3.6.1 ϕB Elkan and ϕp Elkan

Based on the modified Elkan algorithm (3.3) two variants were created using
different lower bound feature maps. The block vector optimized ϕB Elkan
uses the feature map from Proposition 3.4.2 as input with ϕM = ϕB. The
variant ϕp Elkan uses normalized eigenvectors as the input orthonormal basis
as explained in section 3.5.2.
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Algorithm 3.3: ϕ Elkan

1: Input: data X = {x1, . . . , xm}⊂ R
n , no. of clusters k ∈ N, feature map ϕM

2: Initialize centers
3: ci = random vector ∈ R

n ∀i ∈ 1, . . . , k
4: b(x) = random(1, . . . , k) ∀x ∈ X
5: Initialize bounds ∀x ∈ X:
6: lb(x, c) = 0 ∀c ∈ c1, . . . , ck

7: bound needs update(x) = 0
8: ub(x), lb(x, cb(x)) = d(x, cb(x))

9: Precalculate ∀x ∈ X: ϕM(x)
10: repeat
11: dccij = d(ci, cj) ∀i, j ∈ 1, . . . , k
12: min distance cluster(i) = minj∈{1,...,k},j 6=i dccij ∀i ∈ 1, . . . k

13: Precalculate ϕM(cj) for j = 1, . . . , k

14: for x = x1, . . . , xm do
15: If ub(x) ≤ 1

2 min distance cluster(b(x)): continue
16: for j = 1, . . . , k do
17: If ub(x) ≤ lb(x, cj) or ub(x) ≤ 1

2 dccb(x)j: continue

18: If bound needs update(x) == 1:
19: ub(x), lb(x, cb(x)) = d(x, cb(x))

20: bound needs update(x) = 0
21: If ub(x) ≤ lb(x, cj) or ub(x) ≤ 1

2 dccb(x)j: continue

22: if d(ϕM(x), ϕM(cj)) ≥ d(x, cb(x)) then

23: if l(x, cj) < d(ϕM(x), ϕM(cj)) then
24: l(x, cj) = d(ϕM(x), ϕM(cj))
25: continue
26: lb(x, cj) = d(x, cj)
27: If lb(x, cj) < ub(x):
28: ub(x) = lb(x, cj)
29: b(x) = j
30: for j = 1, . . . , k do
31: c′j = cj; cj = mean({x ∈ X | b(x) = j})

32: δ(cj) = d(cj, c′j)

33: for x = x1, . . . , xm do
34: ub(x) = ub(x) + δ(cb(x))

35: bound needs update(x) = 1
36: for j = 1, . . . , k do
37: lb(x, cj) = max(lb(x, cj)− δ(cj), 0)
38: until cluster centers stop changing
39: Output: centers c1, . . . , ck
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3.7 Representation dependent Yinyang k-means

The Yinyang algorithm proposed by Ding et al. (2015) serves as a second exam-
ple of how to integrate lower bound feature maps into existing algorithms. The
algorithm splits cluster centers into t groups. For every data point x a group
lower bound to each of the t groups is remembered with lb(x, Gi) i = 1, . . . , t.
A group lower bound for x is an approximation of how far away from x the
closest cluster of that group is. Yinyang avoids full distance calculations in
three filtering steps. Initially, the global filtering checks if the smallest group
lower bound of all groups is already larger than the distance to the current clos-
est cluster d(x, cb(x)). If it is the case, all distance calculations can be skipped for
x. If not, the group filtering is applied in the second step, in which all groups
with a group lower bound greater than d(x, cb(x)) can be skipped. In Yinyang’s
final step, a local filtering step, all cluster centers of the remaining groups need
to be checked to determine if one of them is the new closest center to x.

Similar to the modified Elkan algorithm, the distance calculations using lower
bound feature maps were integrated into the Yinyang algorithm with the goal
to avoid most of the full distance calculations. Within the Yinyang algorithm
the majority of distance calculations occur at two points in the algorithm. Many
calculations are done in the first iteration since a regular k-means iteration (Al-
gorithm 2.1) is executed which traditionally is not optimized. In the modified
Yinyang (Algorithm 3.4) this first iteration (line 3) is evaluated with the op-
timized k-means algorithm (3.2), which uses the feature map ϕ to avoid full
distance calculations. The local filtering step of Yinyang executes most of the
full distance calculations in the remaining iterations. Within the modified lo-
cal filtering step (Algorithm 3.5) the lower bound feature map optimization
has been inserted before line 10. If the condition d(ϕM(x), ϕM(cj)) ≥ ub(x)
is true, then the expensive full distance calculation d(x, cj) from line 10 can be
avoided. Additionally, the calculated approximate distance can be used to up-
date the group lower bound which in later iterations is used within the global
and group filtering stages.

Using the feature map enhanced k-means variant in the first iteration and the
feature map optimization within the local filtering step therefore allows to ben-
efit from the feature map lower bounds in every iteration and every filtering
step of the Yinyang algorithm.
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Algorithm 3.4: ϕ Yinyang

1: Input: data X = {x1 . . . xm} ⊂ R
d, number of clusters k ∈ N, number of

groups t ≤ ⌊ k
10⌋ , feature map ϕM

2: Initialize centers/groups: random centers c1 . . . ck ∈ R
d with indices split

into t groups G1 . . . Gt ⊂ {1 . . . k}
3: Initialize bounds: after one ϕ k-means iteration do ∀x∈X:
4: b(x)=argminj=1...k{d(x, cj)}

5: ub(x) = d(x, cb(x))

6: lb(x, Gi) =min{d(x, cj)|j ∈ Gi−b(x)} ∀i ∈ {1 . . . t}

7: Precalculate ∀x ∈ X: ϕM(x)
8: repeat
9: Update cluster centers and center/group drifts:

10: for j = 1 . . . k do
11: c′j = cj; cj = mean({x ∈ X | b(x) = j})

12: δ(cj) = d(cj, c′j)

13: Set δ(Gi) = maxj∈Gi
δ(cj) for i = 1 . . . t

14: Precalculate ϕM(cj) for j = 1, . . . , k

15: for x = x1 . . . xm do
16: Use shift to update bounds:
17: ub(x) = ub(x) + δ(cb(x))

18: lb(x, Gi)old = lb(x, Gi) for i = 1 . . . t
19: lb(x, Gi) = lb(x, Gi)− δ(Gi) for i = 1 . . . t
20: b(x)old = b(x)
21: Global filtering:
22: If mint

i=1 lb(x, Gi) ≥ ub(x): continue
23: Tighten bound: ub(x) = d(x, cb(x))

24: If mint
i=1 lb(x, Gi) ≥ ub(x): continue

25: Group filtering:

26: Let Ĝ = {i ∈ {1 . . . t} | lb(x, Gi) < ub(x)}

27: Set lb(x, Gi) = ∞, ∀i ∈ Ĝ
28: Local filtering:
29: Perform local filtering according to Algorithm 3.5
30: until cluster centers stop changing
31: Output: cluster centers c1 . . . ck
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Algorithm 3.5: Local filtering in ϕ Yinyang

1: for i ∈ Ĝ do
2: for j ∈ Gi do
3: If b(x)old = j: continue
4: If lb(x, Gi) < lb(x, Gi)old − δ(cj): continue

5: If iteration < ρ:
6: If d(ϕM(x), ϕM(cj)) ≥ ub(x):
7: If d(ϕM(x), ϕM(cj))< lb(x, Gi):
8: lb(x, Gi) = d(ϕM(x), ϕM(cj))
9: continue

10: If d(x, cj) < ub(x):
11: Find l ∈ {1 . . . t} s.t. b(x) ∈ Gl

12: lb(x, Gl) = ub(x)
13: ub(x) = d(x, cj); b(x) = j
14: else if d(x, cj) < lb(x, Gi):
15: lb(x, Gi) = d(x, cj)

3.7.1 ϕB Yinyang and ϕp Yinyang

Based on the modified Yinyang (Algorithm 3.4) two variants were created us-
ing lower bound feature maps. The block vector optimized ϕB Yinyang uses
the feature map from Proposition 3.4.2 as input with ϕM = ϕB. As explained in
Section 3.5.2, the ϕp Yinyang variant uses normalized eigenvectors as the input
orthonormal basis. In Algorithm 3.5 the lb(x, Gi) is set to d(ϕM(x), ϕM(cj)), if
the optimization was successful. This bound is used in the next iteration for
global, group and local filtering. With global and group filtering lb(x, Gi) can
be loose, unlike with local filtering. This can be seen when analyzing the main
local filtering optimization of Yinyang which is lb(x, Gi) < lb(x, Gi)old − δ(cj).
In early iterations δ(cj) is high since many data points switch between clusters,
which makes the local filtering fail most of the time. In later iterations δ(cj) be-
comes very small and the inequality can evaluate to true. At this point the
tightness of lb(x, Gi)old becomes important. It was observed that after ρ itera-
tions, the lower bounds generated by the feature maps do not bring any benefit
to the local filtering but just add additional cost. Therefore the optimization is
only active for the first ρ iterations. The value of ρ is set to an empirically de-
termined value of 15 since observations showed that in most cases the local
filtering becomes most important afterwards. Deactivating the optimization
after ρ iterations makes the lower bounds more tight since instead of storing
approximations as lower bounds with lb(x, Gi) = d(ϕM(x), ϕM(cj)), the full
distance is stored with lb(x, Gi) = d(x, cj). However, in iteration ρ + 1, the
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first one with deactivated feature map optimization, a spike of distance calcu-
lations is to be expected since the optimization served as the last layer before
full distance calculations become necessary.

3.8 Representation dependent Mini-Batch k-means

In general it is not possible to optimize online algorithms with traditional
methods that are using the triangle inequality. For example Elkan and Yinyang
(Algorithms 2.3 and 2.4) are based on remembering distances about data points
to the centers for later iterations. This stored information is then used to apply
the triangle inequality to avoid full distance calculations. Elkan remembers
|datapoints| × |centers| and Yinyang |datapoints| × |clustergroups| distances
between iterations. In an iteration of any online algorithm only a batch of
data points, in Mini-Batch k-means with size b, is considered. Since the con-
secutive iteration contains a batch of completely different data points, there is
no information that can be remembered and used for applying the triangle in-
equality. After extensive investigation, there was no scientific work found that
attempted to speed up Mini-Batch k-means while retrieving the exact same re-
sult.

All full distances are calculated in the innermost for loop of Mini-Batch k-
means (Algorithm 3.6) in line 12. Like in the previously discussed modified
algorithms the lower bound feature map optimization is inserted directly be-
fore the full distance calculations. In those algorithms the feature map lower
bounds were only calculated after all of the algorithm’s own optimizations had
failed. However, in contrast to the other modified algorithms, the Mini-Batch
k-means calculates the feature map lower bounds each time. The feature map
lower bound calculation is therefore the only optimization within Algorithm
3.6. The precalculation of the feature map ϕM(x) for all data points x ∈ X :
can be moved into the repeat-until loop to only be done for the batch of data
points selected in that specific iteration. This adapts the algorithm to the case
that data is received as a stream and the full data set X is never available.

3.8.1 ϕB Mini-Batch k-means and ϕp Mini-Batch k-means

Based on the modified Mini-Batch (Algorithm 3.6) two variants were created
using lower bound feature maps. The block vector optimized ϕB Mini-Batch
k-means uses the feature map from Proposition 3.4.2 as input with ϕM = ϕB.
The variant ϕp Mini-Batch k-means uses normalized eigenvectors as the input
orthonormal basis as previously explained in section 3.5.2.
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Algorithm 3.6: ϕ Mini-batch k-means

1: Input: data X = {x1, . . . , xm}⊂R
n, no. of clusters k ∈ N, mini-batch size b,

2: feature map ϕM

3: Initialization: random centers c1, . . . , ck ⊂ R
n, center counts vi = 0, i = 1, .., k

4: Precalculate ∀x ∈ X: ϕM(x)
5: repeat

6: M = b data points picked randomly from X
7: Precalculate ϕM(cj) for j = 1, . . . , k
8: for x ∈ M do

9: b(x) = random center index from 1, . . . , k
10: for j = 1, . . . , k do

11: if d(ϕM(x), ϕM(cj)) ≥ d(x, cb(x)): continue

12: If d(x, cj) < d(x, cb(x)):
13: b(x) = j
14: for x ∈ M do

15: Update the center counts vb(x)

16: vb(x) = vb(x) + 1
17: Determine the per center learning rate η
18: η = 1 − 1

vb(x)

19: cb(x) = (1 − η)cb(x) + ηx
20: until the objective value does not decrease for a few iterations
21: Output: centers c1, . . . , ck

3.9 Representation dependent k-means++

The k-means++ algorithm’s modification is done analogously to the previously
discussed algorithms by inserting the optimization directly before all full dis-
tance calculations in Algorithm 3.7 in line 9. In contrast to the previous code
modifications there is only one precalculation step for all data points x ∈ X.
This is sufficient since a center that is found by k-means++ is by Definition 2.5.1
also an element of X.

Often a pipeline of algorithms is executed with k-means++ as the first step to
find initial centers followed by k-means which uses these centers to determine
the final clustering. If tasked with creating a pipeline that consists only of
ϕ algorithms, one can further optimize by doing the precalculation step only
once for all x ∈ X. For such a pipeline it would also make sense to transport
the calculated lower bound distances d(ϕM(x), ϕM(ci)) from ϕ k-means++ to
a ϕ k-means variant.
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Algorithm 3.7: ϕ k-means++

1: Input: data X = {x1 . . . xm} ⊂ R
d, number of desired centers k ∈ N,

2: feature map ϕM

3: Initialization: ∀x ∈ X : b(x) = 1, d(x, cb(x)) = ∞

4: c1 = x chosen from X with probability px = 1/|X|
5: Precalculate ∀x ∈ X: ϕM(x)
6: for i = 1, . . . , k do
7: C = C ∪ {ci}
8: for x ∈ X\C do

9: if d(ϕM(x), ϕM(ci)) ≥ d(x, cb(x)): continue

10: If d(x, cb(x)) > d(x, ci):

11: b(x) = i
12: d(x, cb(x)) = d(x, ci)

13: ci+1 = x chosen from X\C with probability px =
d(x,cb(x))

∑x∈X\C d(x,cb(x))

14: Output: C

3.9.1 ϕB k-means++ and ϕp k-means++

Based on the modified k-means++ (Algorithm 3.7) two variants were created
using lower bound feature maps. The block vector optimized ϕB k-means++
uses the feature map from Proposition 3.4.2 as input with ϕM = ϕB. The
variant ϕp k-means++ uses normalized eigenvectors as the input orthonormal
basis as previously explained in section 3.5.2.



4 Experimental setup

The standard algorithm for solving the k-means problem proposed by Lloyd
(1982) as shown in Algorithm 2.1 consists of two kinds of calculations. The full
distance calculations d(x, cj), d(x, cb(x)) within the cascaded for loops as well as

the mean calculations cj = mean({x ∈ X | b(x) = j}) for each cluster. Even for
a small number of clusters k the computational cost for evaluating the mean
is negligible compared to calculating the full distances. Therefor, one of the
two most popular measurements for comparing variants of Lloyd’s algorithm
was counting their full distance calculations. The second measurement was a
variant’s runtime.

In the Elkan algorithm proposed by Elkan (2003) a distance matrix of cluster
centers is maintained in each step leading to k2 full distance calculations at the
beginning of every iteration. The remainder of the Elkan algorithm consists
of storing upper and lower bounds in memory in order to apply the trian-
gle inequality and avoid full distance calculations. The computational cost of
maintaining the bounds and evaluating the triangle inequality checks are neg-
ligible. However, full distance calculations have to be done if the checks fail.
In summary all computational costs are negligible in the Elkan algorithm ex-
cept for the full distance calculations. As a conclusion within their paper the
authors report the speedup over Lloyd k-means with the unit of measurement
being full distance calculations.

The Yinyang algorithm proposed by Ding et al. (2015) randomly selects data
points as initial cluster centers. Then one iteration of Lloyd’s k-means is ex-
ecuted on the cluster centers in order to find t cluster groups. The algorithm
then, for every data point, maintains lower and upper bounds to these groups
and avoids full distance calculations by applying the triangle inequality simi-
lar to the Elkan algorithm. Even though all computational costs are negligible
except for the distance calculations, the authors of this paper chose to report
the effectiveness of their algorithm using the runtime as measurement.

It is crucial to determine how k-means variants can be compared to each other
and which measurements should be used under different circumstances.
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4.1 Measurements

In general two k-means variants can be compared with the full distance cal-
culations as measurement if the computational cost of the remaining code is
negligible. However, Kanungo et al. (2002) proposed a k-means algorithm
that constructs a kd-tree (Bentley (1975)) of the input data points in a prepro-
cessing step. Also the block vector k-means algorithm proposed by Bottesch
et al. (2016) creates a matrix of block vectors as a preprocessing step. These
are two examples for algorithms where the full distance calculations are not
sufficient anymore to determine which algorithm is more efficient since a sig-
nificant amount of time could be spent within these preprocessing steps.

Many algorithms proposed in this work use such preprocessing steps, there-
fore the runtime is used as the unit of measurement for the efficiency of k-
means algorithms throughout this work. Using the runtime has several draw-
backs compared to measuring the full distance calculations. The most obvious
one is that on modern computers multiple programs are executed at the same
time. A computationally intensive task may run at the same time and interfere
with running experiments. While it is possible to compare k-means variants
implemented in different programming languages when using distance calcu-
lations, this is not possible when measuring the runtime. For example, a k-
means algorithm implemented in a scripting language like Python most likely
runs more than 10 times slower compared to an implementation in C where
the code is compiled and optimized. Furthermore, even within the same pro-
gramming language there are several solutions for example for the function
which calculates the dot product. Each of these solutions might have a differ-
ent computational cost while retrieving the same result.

The choice of using dense or sparse data structures adds another layer of com-
plexity. If a data set is dense, which means all features exist and are non-zero,
then the fastest way to cluster the data is to use dense data structures. If how-
ever the data set is very sparse and for example only 10% of the features are
non-zero, then it might be faster to use sparse data structures. It is up to the
practitioner to decide which data structures to use for his specific use case. Of-
ten this choice is determined by the dimensionality as well as the sparsity of
the input data. For high dimensional data with a very high sparsity, often only
the option exists to use sparse data structures, since storing them dense would
not fit into the computer’s RAM. Using sparse data structures for dense data
sets is considerably slower than using dense data structures. The same is true
when clustering sparse data sets with dense data structures.

Taking into account the previous points, it is necessary to create a set of require-
ments for the comparison of k-means algorithms when the runtime is used as
a measurement.
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4.2 Requirements for comparing k-means variants

It is the author’s believe that as a result of the points discussed in Section 4.1 it
is in general not possible to compare two independently programmed k-means
algorithms when using their runtimes. A set of requirements on the testing
setup is defined (Table 4.1) to allow correct comparisons of the algorithms.

Requirements for k-means variants

• Programming language must be identical
• Code for loading the data set must be identical
• Code for initializing the starting positions must be identical
• Data structures must be identical
• Same functions must be used for all mathematical calculations
• Order of traversing through data points and centers must be identical
• Code for updating the cluster centers must be identical
• Code for outputting the cluster centers must be identical
• Code must be run with highest priority within the system

Table 4.1: Requirements that need to be fulfilled when comparing k-means algorithms using
the runtime as measurement.

4.3 fcl library

With fcl1 an open source machine learning library was created which fulfills
all of the code requirements specified in Table 4.1. The main focus was put on
making the library available for many programming languages. While the core
is developed in C, there are interfaces available for Python2, Python3, Matlab,
Octave and the command line. The algorithms implemented in fcl are listed in
Table 4.2.

Within fcl every algorithm is parallelized to make use of multi-core processors.
The experiments within this thesis were run only on one core to avoid side
effects on the runtime due to hyper threading. Integration of new k-means
algorithms into fcl is simple. Once integrated, the library is able to provide
detailed information about an algorithm’s behavior. It tracks per iteration: The
number of full distance calculations, the runtime, the number of data points
that shifted between clusters, the number of calculations saved by applying
an optimization, the memory consumption, the time required for center shifts

1https://github.com/thomas-bottesch/fcl
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Algorithm Name fcl Algorithm Name

Lloyd k-means kmeans
nc k-means nc kmeans
ϕB k-means bv kmeans
ϕp k-means pca kmeans
Yinyang yinyang
ϕB Yinyang bv yinyang
ϕp Yinyang pca yinyang
Elkan elkan
ϕB Elkan bv elkan
ϕp Elkan pca elkan

Mini-Batch k-means minibatch kmeans
ϕB Mini-Batch k-means bv minibatch kmeans
ϕp Mini-Batch k-means pca minibatch kmeans

k-means++ kmeans++
ϕB k-means++ bv kmeans++
ϕp k-means++ pca kmeans++

Table 4.2: Mapping of algorithms to the corresponding algorithms in the fcl library

and the objective value. Additionally, the duration for finding the initial cluster
position and the total running time are tracked.

The library’s license was chosen to give users maximum flexibility. By using
the MIT License, everyone is allowed to copy, modify, merge, publish, dis-
tribute, sublicense, and/or sell copies of the software. In contrast to the GNU
GPL2 license it is for commercial use not required to publish modifications
made to the code.

4.4 Reproducible experimental results

A significant amount of time was spent on achieving reproducible research. In
general what commonly is understood by this is that next to the written the-
oretical work also the computational environment, the source code and the
original data sets are made available and can be used to reproduce the re-
sults. However, actually reproducing the results requires a significant amount
of work. Often much knowledge is required to recreate the computational en-
vironment. Also many mistakes can occur when retrieving and pre-processing
the data. It is often unclear if a data set is exactly in the same format as in the
original work. Additionally, much time is spent on understanding the source
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code, how to compile it, how to execute it and which configuration must be
used to reproduce the original results.

This work goes one step further and combines reproducability with total au-
tomation. Only two steps are required to reproduce all experimental results of
this work:

1. download the git repository with the automation scripts from
https://github.com/thomas-bottesch/phd_experiments

2. execute within the folder one of:

• python3 start experiment.py kmeans

• python3 start experiment.py kmeanspp

• python3 start experiment.py minibatch kmeans

This procedure requires Linux as operating system and was tested under Ubuntu
18.04. Such an automation script solves all the aforementioned problems. It
completely documents how the results are produced. It is known in detail
which software dependencies were used, which versions they had and which
configuration was used to run the tests. The complete list of tasks performed
by start experiment.py are:

• Download and install all libraries required to run the tests (This requires
installing via apt get using sudo)

• Download miniconda, install it and create the environment to run the test

• Install specific versions of all python-dependencies (numpy, sklearn, fcl,
...) in the environment

• Automatically download & extract the data sets that were used in the
original experiments

• Set the priority of the process running the experiments to very high (us-
ing renice) to lower the probability of other processes interfering with the
experiments

• Execute the experiment for a specific algorithm

• Document the results as latex tables and plots
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4.5 Data sets

Care was taken to choose a variety of data sets for experimentation. The var-
ious input data types, sizes, dimensionality and sparsity levels measured in
the average amount of non zero values annz were chosen in order to gather
insights about the proposed algorithms. The data sets are categorized in small,
medium and large data sets based on the number of data points. A summa-
rized overview can be found in Table 4.3 while detailed information about ev-
ery single data set can be found in the remainder of this section.

Small data sets data points dim annz input data

usps 7291 256 223 images
e2006 16087 150360 1241 reports
sector 6412 55197 163 webpages

Medium-sized data sets data points dim annz input data

realsim 72309 20958 51 articles
mediamill 30993 120 120 video

Large data sets data points dim annz input data

caltech101 926860 128 77 images
kdd2010 510302 2014669 37 transactions
avira201 161320 2384 418 executable files
mnist800k 810000 784 193 images

Table 4.3: Data sets of various input data types, sizes, sparsity levels and dimensionality

The usps (US Postal Service) data set was created by Hull (1994) and is a
reference data set for hand written character recognition tasks. It contains
greyscale images of size 16x16 pixels of the handwritten digits 0-9. The sparsity
is achieved due to the white color in the pictures.

The e2006 data set provided by Kogan et al. (2009) contains data of a corpus
of 10-K reports from various US companies created for the years 1996-2006. In
addition to the reports also their stock volatility was provided. Like the name
suggests only a subset of the corpus for the year 2006 is used in this work. The
features taken are word tokens which were scaled using the TF-IDF strategy
as well as the stock volatility. The data set was originally used in a regression
setting.

The sector data set was published by Market Guide Inc. and contains web pages
of companies which were classified in a hierarchy of industry sectors. The to-
kenization of the web pages results in a large vocabulary and therefore a high
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dimensional space of word tokens. In this work the preprocessed version pro-
vided by McCallum and Nigam (1998) is used. The web pages were parti-
tioned into 71 classes with a two level hierarchy. Since the hierarchy is not
relevant for this work, it is ignored and a flat data set is assumed.

The realsim data set was created by Andrew McCallum 2 and contains UseNet
articles from the two discussion groups on simulated car and aviation, which
could be a discussion about a computer racing game or a flight simulator. Ad-
ditionally, the data set contains articles from discussion groups about real cars
and aviation, for example discussions about repairing cars. Originally it was
used for binary classification to classify whether users were talking about real
or simulated experiences. The features are frequencies of words which ap-
peared in the articles.

The mediamill data set was introduced for the mediamill challenge (Snoek
et al. (2006)). The task was to evaluate generic video indexing performance on
85 hours of international broadcast news data using a lexicon of 101 semantic
concepts. Examples for some of these concepts are office, people, natural dis-
aster, weather. One data point is a key frame of a video and the features are
histograms describing low level visual concepts like road, sky, water, body.

The caltech101 data set collected by Fei-Fei et al. (2007) contains images of
objects belonging to 101 categories. The authors wanted to provide a data set
that can be used to compare the performance of image recognition algorithms.
For each category the data set contains of 40 to 800 images. Per image 300x200
pixels were preprocessed into a 128 dimensional feature vector such that every
dimension is between zero and one.

The kdd2010 data set was created by Stamper (2010) for the Educational Data
Mining Challenge - KDD Cup 20103. The data set contains transactions from
students with a computer tutoring system. The student might be faced with
an algebraic problem in the following form: A metal can has the radius of 4
inches. If an end of the can is punched out of a square piece of metal measuring
8 inches on a side, calculate the area of the scrap. The system then expects
inputs for fields like: What is the radius of the can?, What is the length of the
square?, What is the area of the scrap metal?. The complete interaction of a
student with the computer tutoring system includes features like: How many
attempts were necessary?, Was the final submission correct?, How many hints
did the student need from the tutoring system? Many students do not fill out
all required fields, but just enter the solution in the solution field. Also not
every student solves every possible algebraic problem. As a result there is a lot
of sparsity in this data set.

2https://people.cs.umass.edu/~mccallum/bio.html
3https://pslcdatashop.web.cmu.edu/KDDCup/
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The avira201 data set was provided by the Avira GmbH & Co. KG 4 and is part
of a snapshot of Avira’s database (year 2014). The data set contains feature vec-
tors of malicious and clean files which were generated by scanning portable
executable (PE) files with Avira’s anti-virus engine. Feature vectors contain
boolean and categorical/continuous features. Examples for the boolean fea-
tures are: writes to registry (yes/no), uses socket api (yes/no), executes itself (yes/no).
Examples for continuous features are: number of dlls used by the scanned file,
number of functions inside the file, size of the file. All continuous features were
scaled to a range of (0, 1].

The mnist800 is an extended version of the MNIST data set created by LeCun
et al. (1998) and contains images of handwritten digits. The data set is com-
prised of 28x28 pixel images of the handwritten digits 0-9. The original data
set consisted of 60000 images and was extended by Loosli et al. (2007) which
deformed the data points to artificially create more data points. Their result-
ing data set had a size of 8 million data points. A subset of 800.000 data points
from their data set was used to generate this data set.

4https://www.avira.com/
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The data sets in Section 4.5 are grouped into small, medium and large based
on their amount of data points. For the small data sets e2006 (16087), sector
(6412) and usps (7291) the experiments were conducted with k = 100, 250 and
1000. The medium sized data sets mediamill (30993) and realsim (72309) were
clustered with k = 100, 500 and 5000. For the large data sets avira201 (161320),
caltech101 (926860), kdd2010 (510302) and mnist800k (810000) a value of k =
100, 1000 and 10000 was used. The results of all exact variants of Lloyd k-means
are reported as speedup over Lloyd’s algorithm which allows to compare all
variants with each other. The speedup over Lloyd’s algorithm is defined as

speedup = runtime of k-means vairant
runtime of Lloyd k-means . Three runs are executed with different initial

cluster centers to determine the standard deviation.

The evaluation of Lloyd’s algorithm for the biggest data sets namely, caltech101,
kdd2010 and mnist800k, takes multiple months. Since every Lloyd iteration
executes the same number of calculations, and therefore uses the same com-
puting time, only the first 10 iterations were executed and their mean duration
was extrapolated to the remaining iterations. In the Mini-Batch k-means exper-
iments the same extrapolation strategy was applied using the first 50 iterations.
For all other data sets all algorithms are run until convergence.

5.1 Default parameters

All k-means variants presented in Section 3.4 depend on parameters. The block
vector based algorithms ϕB k-means, ϕB Elkan, ϕB Yinyang expect the size (di-
mensionality) b of the block vectors as input parameter for the algorithm. The
ϕp k-means, ϕp Elkan, ϕp Yinyang algorithms expect the number of normal-
ized eigenvectors t as input parameters. Within the experimental evaluation b
and t are expressed as a ratio of the annz (average non zero values of a vector,
Definition 2.1.4). Having a data set A with annz(A) = 100 then a value of
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t = 0.06 results in 0.06 ∗ 100 = 6 eigenvectors retrieved from A. Analogously
for b = 0.25, a block vector matrix B with annz(B) = 0.25 ∗ 100 = 25 columns
(features) is created. During the computation of the truncated singular value
decomposition the algorithm can retrieve the exact number of eigenvectors
that were specified with parameter t. However, in case of sparse matrices it is
unknown for parameter b in how many blocks the dimensions of A must be
divided in order to retrieve the target value of e.g. annz(B) = 25. Therefore,
a search strategy is applied, starting off with a static number of blocks and
iteratively reducing them until annz(B) ≤ b ∗ annz(A). Typically it takes 3-4
iterations to find the desired value. The fcl library does not posses the capability
to run a truncated singular value decomposition to retrieve the eigenvectors.
The eigenvectors are retrieved by applying the TruncatedSVD function from
the Python machine learning library sklearn1. The results of all experiments
were measured in total running time of the algorithms. This includes the time
needed to retrieve the eigenvectors and to create the block vector matrix.

In order to make the algorithms usable out of the box, default parameters are
determined for both b and t. In the following, this process is described for
parameter t, while it is analogous for b. For all exact k-means algorithms {Alg1,
· · · , Algo} the speedup over Lloyd is determined for the parameters {t1, · · · ,
tn}, {k1, · · · , ku} and the training datasets = {Dataset1, · · · , Datasetp}. With
the results the matrix Rϕp is built where one column represents the speedups
over Lloyd for all algorithms and training data sets and looks like:

Rϕp =

t1 t2 · · · tn





r11 r12 · · · r1n Result1(ϕp Alg1Dataset1k1)
Result···(ϕp Alg···Dataset1k1)
Result···(ϕp AlgoDataset1k1)

...
...

... · · ·
Result···(ϕp Alg1Datasetpku)
Result···(ϕp Alg···Datasetpku)

rm1 rm2 · · · rmn Resultm(ϕp AlgoDatasetpku)

For one row j the maximum speedup over all parameters is determined with

maxi rji. For the parameter tx or bx the ratio
rjx

maxi rji
resulting in the range [0, 1]

indicates how well the parameter with index x did in experiment j. The sum-

mation over all rows ∑
m
j=1

rjx

maxi rji
then gives a number in the range [0, m] indi-

cating how well x did over all experiments. The sum results in m if a parameter
reached the maximum speedup in all m experiments. The index best of the pa-
rameter tbest / bbest is then given by:

1https://scikit-learn.org/stable/modules/generated/sklearn.decomposition.Tr

uncatedSVD.html
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best = argmaxx(
m

∑
j=1

rjx

maxi rji
)

The strategy is executed using training datasets = {usps, sector}, which are the
two smallest data sets. Using parameter values in the ranges t = 0.02, · · · , 0.4
and b = 0.05, · · · , 0.75, the strategy delivers:

tbest = 0.06 bbest = 0.25

Within the remainder of the experimental section the remaining data sets can
be seen as testing datasets = {e2006, realsim, mediamill, caltech101, kdd2010,
avira201, mnist800k}, where the performance of feature map variants is ob-
served when using the parameter values tbest and bbest.

5.2 Initial observations

An experiment was conducted to determine how well the default parameter
values tbest = 0.06 and bbest = 0.25 would perform. Therefore, clusterings were
executed with all exact k-means variants that depend on the parameters b and t
with parameter values t = 0.02, · · · , 0.4 and b = 0.05, · · · , 0.75 for the data sets
{usps, sector, realsim, mediamill, avira201}. The maximum speedup of every
combination of (data set, algorithm, k) over all parameter values is calculated
and the difference to the speedup achieved using the default parameter values
is calculated as 1 − speedupde f ault/speedupmax. The result of this experiment is
that with default parameter values the speedup is on average 6.2% lower than
with optimal values with a standard deviation of 8.0%. Several key results
will be discussed that lead to a deviation of this magnitude. Within the results
b = 0.25, t = 0.06 will be referred to as bde f , tde f and the optimal values for b
and t as bopt, topt.

Figure 5.1 shows the speedup versus Lloyd’s algorithm when varying the block
vector size b of algorithm ϕB k-means for data set usps. Three solid lines in
different colors show the mean speedups for three values of k. The first obser-
vation is that the speedups for low values of b do not start close to 1, but at
a much higher value. The reason is that within the algorithm there are three
optimizations, the no change optimization, the lower bound feature map ϕc

and ϕB. Within this experiment only the change in speedup by variation of
the parameters b and t is discussed. When analyzing the results in Figure 5.1,
the question arises why the speedup increases along with k. However, this is
a consistent behavior for all ϕp & ϕB k-means algorithms in all of the exper-
iments. The lower bound optimization implicitly leads to more avoided full
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k ϕB mean ϕB max ϕp mean ϕp max

100 1.7% 6.5% 6.6% 38.3%
250 2.2% 5.0% 10.7% 32.0%
500 0.7% 2.0% 4.4% 13.1%

1000 0.9% 2.5% 4.0% 22.7%
5000 0.3% 0.5% 2.1% 5.0%

10000 0.1% 0.4% 0.4% 1.1%

Table 5.1: The table displays the mean and maximum percentage of total running time, over
all data sets, spent on retrieving the eigenvectors for ϕp and creating the block vector matrix
for ϕB.

exceeds 2.2% of the total clustering time. Additionally, since the total running
time increases with increasing k, the impact drops below 1% for k ≥ 500. Even
in the worst case of all experiments, creating the matrix consumes less than
6.5% of the total clustering time. Retrieving the eigenvectors has a consider-
ably higher impact. The mean impact values for eigenvector retrieval are on
average four times higher than those for block vector retrieval. For the data set
usps the eigenvector retrieval has an especially high impact. When compar-
ing to all other algorithms that clustered usps, retrieving the eigenvectors took
38.3% of the running time for k=100 and 15.5% for k=1000. For data set medi-
amill this behavior was observed only in three cases. The impact on running
time for ϕp Elkan was 18.6% for k=100, 13.1% for k=500 and for ϕp Yinyang
12.9% for k=100. When clustering the data set avira201 a high impact of 15.9%
was only observed when using ϕp Elkan with k=100. In all other experiments
the impact of retrieving the eigenvectors was consistently below 10%. A con-
sequence of these measurements is that the ϕp lower bounds must be tighter
than those for ϕB in order to achieve the same total running time.

5.4 Exact k-means variants

There are two approaches to report the speedups of exact k-means variants.
The first one is to calculate the speedup relative to the specific baseline algo-
rithm. This approach would, for example, calculate the speedup of ϕp Elkan
compared to the Elkan algorithm and thus illustrate how much faster the fea-
ture map enhanced algorithm is compared to the baseline algorithm. Another
approach is to report all speedups relative to Lloyd’s algorithm. Thus it is pos-
sible to compare all tested algorithms with each other. The latter approach is
used in this thesis to determine which of the algorithms tested performs best
on each data set.
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Speedup relative to Lloyd k-means

Data set
num / dim / annz

k
nc

k-means

ϕp

k-means
(t=0.06)

ϕB

k-means
(b=0.25)

e2006
16087 / 150360 / 1241

100 2.21 ±0.17 1.71 ±0.20 3.40 ±0.16
250 2.56 ±0.16 2.14 ±0.17 4.92 ±0.20

1000 3.99 ±1.14 3.67 ±1.05 9.99 ±2.53

sector
6412 / 55197 / 163

100 1.96 ±0.16 1.66 ±0.16 1.96 ±0.20
250 2.77 ±0.47 2.42 ±0.42 3.21 ±0.56

1000 3.73 ±0.42 3.41 ±0.38 6.67 ±0.71

usps
7291 / 256 / 223

100 4.72 ±0.56 15.74 ±2.64 10.30 ±1.39
250 4.90 ±0.73 21.09 ±3.46 13.25 ±2.06

1000 5.12 ±0.42 28.31 ±2.15 17.08 ±1.32

mediamill
30993 / 120 / 120

100 4.66 ±0.42 14.34 ±1.23 7.49 ±0.67
500 6.22 ±0.91 22.67 ±3.11 12.52 ±1.77

5000 8.94 ±1.09 37.25 ±4.14 23.05 ±2.75

realsim
72309 / 20958 / 51

100 1.70 ±0.08 1.63 ±0.09 1.64 ±0.09
500 2.28 ±0.13 2.20 ±0.13 2.18 ±0.13

5000 4.29 ±0.76 4.23 ±0.74 4.14 ±0.73

avira201
161320 / 2384 / 418

100 2.27 ±0.14 4.77 ±0.26 3.51 ±0.17
1000 5.03 ±0.35 13.94 ±1.06 9.80 ±0.81

10000 7.12 ±0.19 33.18 ±0.84 21.86 ±0.63

caltech101
926860 / 128 / 77

100 1.56 ±0.12 1.51 ±0.10 1.79 ±0.11
1000 2.15 ±0.06 2.39 ±0.07 3.04 ±0.10

10000 4.70 ±0.78 6.96 ±1.12 9.47 ±1.48

kdd2010
510302 / 2014669 / 37

100 1.57 ±0.31 1.64 ±0.35 7.40 ±1.45
1000 3.19 ±0.19 3.11 ±0.16 13.52 ±0.66

10000 6.31 ±1.04 5.57 ±0.93 16.24 ±2.53

mnist800k
810000 / 783 / 193

100 1.50 ±0.13 3.05 ±0.25 2.34 ±0.19
1000 2.23 ±0.31 8.66 ±1.09 5.83 ±0.75

10000 6.02 ±0.50 53.49 ±3.84 22.03 ±1.75

Table 5.2: Comparison of the variants nc k-means, ϕp k-means and ϕB k-means in terms of
speedup relative to Lloyd k-means
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5.4.2 Elkan with variants ϕp Elkan and ϕB Elkan

The baseline algorithm Elkan contains several optimizations even in its un-
modified form. It takes the lower bounds each every data point to each center
into the next iteration. Additionally, it calculates the distance matrix for the
cluster centers c1, . . . , ck. Combining both pieces of information and applying
the triangle inequality can avoid many distance calculations. This approach
works very well especially for small values of k, but for a large values calcu-
lating the distance matrix becomes expensive. Table 5.3 shows a decrease in
speedup for the data sets usps, mediamill and avira201 for large k. The rea-
son why this cannot be observed for all data sets is that three factors influence
the speedup. One factor is the increasing effectiveness of lower bounds with
increasing k. The second one is the expensive calculation of the distance ma-
trix. The third one is the decreasing number of iterations when increasing k.
The last one of particular importance because Elkan requires a few iterations
in order to fully utilize the triangle inequality to obtain lower bounds. With
fewer iterations especially the last point creates a higher impact. Another issue
with large k is that the algorithm suffers from the memory consumption due
to maintaining the k x m lower bounds matrix. For caltech101 with k = 10000
and m = 926860 the matrix would consume 69GB RAM when assuming dou-
ble precision with 8 bytes per element. All experiments that did not fit into
memory (32GB RAM) were marked with (mem). For data sets with sparsity
> 0.9 the ϕp variant has a lower speedup than the baseline. For the two data
sets realsim and caltech101 the baseline algorithm’s speedup exceeds all of its
variants. For k = 100 the lower bounds in ϕp & ϕB are not tight enough and
have no or only little benefit for all data sets except kdd2010 and usps. For all
k > 100 at least one variant surpasses the performance of the baseline algo-
rithm. The increase in speedup ranges from 1% to 46% except for the data set
kdd2010 where the increase is over 100%.

It is noteworthy that the ϕp Elkan variant is slower compared to the ϕB variant
for data set usps, while it is the other way around for the ϕ k-means variants
in Table 5.2. Figure 5.7 shows that for the data set usps the ϕp Elkan variant
still has a lower or equal iteration duration for all iterations than the ϕB vari-
ant. While the differences in iteration duration were large for the ϕ k-means
variants in Figure 5.6, they are very small for the Elkan variants. The ϕB Elkan
is faster because retrieving the block vector matrix takes only up 6.1% of the
running time, while the eigenvector retrieval in ϕp Elkan takes up 15.5% of the
running time. Additionally, the results show that the Elkan variants are faster
in the first 25 iterations compared to the nc k-means variants from Figure 5.6.
However, within the last 10 iterations it is the other way around.
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Speedup relative to Lloyd k-means

Data set
num / dim / annz

k Elkan
ϕp

Elkan
(t=0.06)

ϕB

Elkan
(b=0.25)

e2006
16087 / 150360 / 1241

100 11.01 ±2.30 5.14 ±1.14 11.43 ±2.44
250 14.41 ±2.14 8.21 ±1.62 17.31 ±2.13
1000 27.11 ±8.46 20.79 ±6.64 39.67 ±12.41

sector
6412 / 55197 / 163

100 3.64 ±0.41 2.99 ±0.35 3.48 ±0.40
250 5.21 ±1.05 4.44 ±0.90 5.38 ±1.10

1000 5.45 ±0.67 4.79 ±0.59 6.74 ±0.81

usps
7291 / 256 / 223

100 24.05 ±4.25 23.00 ±4.25 29.14 ±4.74
250 22.03 ±3.26 25.28 ±3.69 29.26 ±3.86
1000 14.20 ±0.97 18.88 ±1.24 19.52 ±1.27

mediamill
30993 / 120 / 120

100 32.01 ±2.16 30.30 ±2.34 31.64 ±2.05
500 32.53 ±3.10 35.84 ±2.68 36.39 ±2.85
5000 19.45 ±2.02 22.48 ±2.01 21.69 ±2.00

realsim
72309 / 20958 / 51

100 7.27 ±1.11 7.18 ±1.23 7.24 ±1.24
500 14.33 ±3.19 14.00 ±3.01 13.86 ±2.97
5000 27.14 ±4.46 26.69 ±4.56 25.81 ±4.47

avira201
161320 / 2384 / 418

100 29.79 ±3.90 29.75 ±3.95 29.62 ±3.70
1000 48.57 ±4.17 64.59 ±5.27 54.99 ±4.65

10000 37.72 ±0.96 51.06 ±1.15 44.52 ±1.04

caltech101
926860 / 128 / 77

100 25.31 ±2.05 23.11 ±2.03 22.69 ±2.03
1000 29.97 ±0.46 29.34 ±0.39 28.38 ±0.34

10000 (mem) (mem) (mem)

kdd2010
510302 / 2014669 / 37

100 11.97 ±2.97 8.86 ±2.25 23.95 ±5.03
1000 23.58 ±1.41 16.93 ±1.09 59.72 ±2.97

10000 (mem) (mem) (mem)

mnist800k
810000 / 783 / 193

100 61.58 ±7.52 59.08 ±6.72 52.19 ±6.25
1000 63.01 ±6.39 85.37 ±7.27 67.22 ±6.40

10000 (mem) (mem) (mem)

Table 5.3: Comparison of the Elkan algorithm and the variants ϕp Elkan and ϕB Elkan in
terms of speedup relative to Lloyd k-means. Experiments marked with (mem) failed due to
exceeding the test environment’s RAM (32GB).
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Speedup relative to Lloyd k-means

Data set
num / dim / annz

k Yinyang
ϕp

Yinyang
(t=0.06)

ϕB

Yinyang
(b=0.25)

e2006
16087 / 150360 / 1241

100 2.23 ±0.28 1.85 ±0.27 2.69 ±0.31
250 2.18 ±0.25 1.99 ±0.10 3.03 ±0.67

1000 3.28 ±0.45 3.05 ±0.47 4.47 ±0.25

sector
6412 / 55197 / 163

100 1.77 ±0.07 1.54 ±0.09 1.67 ±0.06
250 2.61 ±0.53 2.39 ±0.47 2.74 ±0.52

1000 3.24 ±0.36 2.99 ±0.33 5.04 ±0.59

usps
7291 / 256 / 223

100 7.90 ±1.37 11.40 ±1.51 10.36 ±1.34
250 7.56 ±1.30 16.56 ±1.97 12.72 ±1.81

1000 6.26 ±0.43 25.12 ±1.52 15.08 ±0.93

mediamill
30993 / 120 / 120

100 16.02 ±2.06 19.52 ±1.98 17.69 ±1.92
500 14.43 ±2.03 26.46 ±2.76 17.90 ±2.30

5000 9.41 ±1.36 41.04 ±5.95 21.10 ±2.66

realsim
72309 / 20958 / 51

100 2.34 ±0.20 2.37 ±0.26 2.35 ±0.26
500 2.50 ±0.44 2.50 ±0.41 2.37 ±0.36
5000 3.99 ±0.92 3.95 ±0.83 3.56 ±0.79

avira201
161320 / 2384 / 418

100 7.45 ±0.76 8.68 ±0.88 7.74 ±0.65
1000 13.23 ±1.53 19.07 ±1.86 15.25 ±1.44
10000 12.22 ±0.34 29.85 ±1.02 19.88 ±0.88

caltech101
926860 / 128 / 77

100 13.87 ±2.15 12.67 ±1.88 12.79 ±1.92
1000 25.16 ±0.97 21.73 ±0.83 21.81 ±0.92
10000 22.06 ±3.24 20.28 ±3.19 22.41 ±4.41

kdd2010
510302 / 2014669 / 37

100 2.96 ±0.55 2.71 ±0.52 6.26 ±0.79
1000 5.39 ±0.43 4.89 ±0.41 10.93 ±0.07

10000 10.67 ±1.70 9.17 ±1.44 24.11 ±2.92

mnist800k
810000 / 783 / 193

100 21.69 ±0.95 21.38 ±1.06 20.12 ±1.00
1000 30.63 ±4.00 30.98 ±4.25 28.52 ±3.79
10000 24.19 ±1.89 46.21 ±3.40 30.31 ±2.30

Table 5.4: Comparison of the Yinyang algorithm and the variants ϕp Yinyang and ϕB Yinyang
in terms of speedup relative to Lloyd k-means
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5.4.4 Memory comparison

Table 5.5 shows the memory consumption relative to the consumption of Lloyd
k-means which is defined as lloydmem = Cmem + Xmem, with Cmem being the
memory required for storing the centers and Xmem for storing the data points.
An algorithm’s memory consumption is then calculated with algorithmmem =

1 + datastructuresmem
lloydmem

. In this context datastructuresmem resembles the consump-

tion of memory on top of lloydmem. Table 5.5 shows that the memory con-
sumption strictly increases along with k for the algorithms Elkan and Yinyang.
Also, the consumption of Elkan increases rapidly when increasing k, since both
the k2 distance matrix and the m · k lower bound matrix are stored to memory.
The Yinyang algorithm requires a lot less memory, since only the m · t lower
bounds from each of the m data points to each of the t cluster groups need

to be stored. With t = k
10 the memory consumption is typically around only

10% of Elkan’s algorithm for large k. The table shows a very large consump-
tion of 28.61 for the data set mediamill and of 55.28 for realsim when applying
Elkan’s algorithm with k = 5000. Clustering the large data sets with k = 10000
was often not possible, as the memory consumption exceeded the test environ-
ment’s RAM (32GB). In this case the result is referred to as (mem). Yinyang’s
algorithm was able to cluster the largest data sets with a consumption of up to
14.02 compared to Lloyd.

The memory consumption for ϕB k-means is defined as ϕBk−meansmem = 1+
ϕB(C)mem+ϕB(X)mem

Cmem+Xmem
. When increasing k the only changing factors are ϕB(C)mem

and Cmem. The sparsity of ϕB(C) is a lot lower compared to C. As a conse-
quence ϕB(C)mem increases slower than Cmem when increasing k. This is also
the case for ϕp(C). Thus, increasing k leads to a decrease in memory consump-
tion for the data sets e2006, sector, realsim and kdd2010 compared to Lloyd’s
algorithm. The memory consumption of both ϕB and ϕp k-means stays nearly
constant for different values of k. The maximum measured consumption of
either variant was 1.60. For small values of k their consumption exceeded the
consumption from Yinyang / Elkan for several data sets. In experiments with
large k the variants require a lot less memory compared to the other algorithms.

The memory consumption of the missing Elkan and Yinyang variants can be
calculated by adding 1− ϕBk−meansmem respective 1− ϕpk−meansmem to their
consumption. For large k and medium to large sized data sets the added con-
sumption is small compared to the consumption of the respective baseline al-
gorithm.

In summary, the baseline algorithms of Elkan and Yinyang and their feature
map optimized variants require memory proportional to the number of clus-
ters k. The ϕ k-means variants have a constant memory requirement, which is
independent of k and often close to the memory required by Lloyd‘s algorithm.
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Memory consumption
relative to Lloyd k-means

Data set
num / dim / annz

k Elkan Yinyang
ϕp

k-means
(t=0.06)

ϕB

k-means
(b=0.25)

e2006
16087 / 150360 / 1241

100 1.05 1.01 1.60 1.24
250 1.13 1.01 1.59 1.23

1000 1.51 1.05 1.56 1.23

sector
6412 / 55197 / 163

100 1.33 1.03 1.43 1.19
250 1.79 1.08 1.40 1.19

1000 4.13 1.27 1.36 1.18

usps
7291 / 256 / 223

100 1.30 1.03 1.07 1.23
250 1.74 1.07 1.07 1.23

1000 3.98 1.26 1.07 1.23

mediamill
30993 / 120 / 120

100 1.55 1.05 1.07 1.21
500 3.75 1.27 1.07 1.21

5000 28.81 3.39 1.07 1.21

realsim
72309 / 20958 / 51

100 2.20 1.12 1.09 1.20
500 6.76 1.57 1.09 1.20

5000 55.28 6.08 1.08 1.18

avira201
161320 / 2384 / 418

100 1.16 1.02 1.06 1.22
1000 2.58 1.16 1.06 1.22

10000 16.78 2.49 1.06 1.22

caltech101
926860 / 128 / 77

100 1.85 1.09 1.07 1.26
1000 9.51 1.85 1.07 1.26

10000 (mem) 9.40 1.07 1.26

kdd2010
510302 / 2014669 / 37

100 2.44 1.14 1.24 1.22
1000 14.59 2.36 1.23 1.21

10000 (mem) 14.02 1.22 1.21

mnist800k
810000 / 783 / 193

100 1.34 1.03 1.06 1.23
1000 4.42 1.34 1.06 1.23

10000 (mem) 4.36 1.06 1.23

Table 5.5: Comparison of the Elkan algorithm,Yinyang algorithm, ϕp k-means and ϕB k-
means in terms of memory usage relative to Lloyd k-means. Experiments marked with (mem)
failed due to exceeding the test environment’s RAM (32GB).
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Speedup relative
to k-means++

Data set
num / dim / annz

k
ϕp

k-means++
(t=0.06)

ϕB

k-means++
(b=0.25)

e2006
16087 / 150360 / 1241

100 0.14 ±0.00 1.06 ±0.03
250 0.27 ±0.00 1.35 ±0.04

1000 0.58 ±0.00 1.80 ±0.05

sector
6412 / 55197 / 163

100 0.36 ±0.01 0.66 ±0.02
250 0.52 ±0.00 0.75 ±0.00

1000 0.77 ±0.00 0.93 ±0.00

usps
7291 / 256 / 223

100 0.69 ±0.01 1.61 ±0.02
250 1.37 ±0.00 2.21 ±0.01

1000 3.20 ±0.01 2.88 ±0.14

mediamill
30993 / 120 / 120

100 0.76 ±0.03 1.49 ±0.04
500 2.10 ±0.02 2.21 ±0.01

5000 3.62 ±0.10 2.64 ±0.04

realsim
72309 / 20958 / 51

100 0.53 ±0.02 0.65 ±0.03
500 0.81 ±0.01 0.83 ±0.02

5000 0.96 ±0.00 0.94 ±0.02

avira201
161320 / 2384 / 418

100 0.54 ±0.00 0.87 ±0.01
1000 1.60 ±0.01 1.49 ±0.00
10000 2.91 ±0.00 2.21 ±0.00

caltech101
926860 / 128 / 77

100 0.71 ±0.01 1.06 ±0.02
1000 1.18 ±0.01 1.57 ±0.01
10000 1.49 ±0.00 2.07 ±0.00

kdd2010
510302 / 2014669 / 37

100 0.14 ±0.02 0.98 ±0.00
1000 0.17 ±0.00 1.48 ±0.01
10000 0.64 ±0.00 1.79 ±0.01

mnist800k
810000 / 783 / 193

100 0.75 ±0.01 0.93 ±0.01
1000 1.64 ±0.00 1.55 ±0.01
10000 2.98 ±0.01 2.44 ±0.01

Table 5.6: Comparison of the ϕp k-means++ and ϕB k-means++ in terms of speedup relative
to k-means++





5.6. Mini-Batch k-means 79

Speedup relative
to Mini-Batch k-means

Data set
num / dim / annz

k

ϕp

Mini-Batch
k-means

(t=0.06)

ϕB

Mini-Batch
k-means

(b=0.25)

e2006
16087 / 150360 / 1241

100 0.81 ±0.03 1.22 ±0.02
250 0.82 ±0.01 1.45 ±0.04

1000 0.94 ±0.01 2.61 ±0.06

sector
6412 / 55197 / 163

100 0.89 ±0.02 1.02 ±0.05
250 0.93 ±0.03 1.25 ±0.03

1000 1.03 ±0.02 1.98 ±0.08

usps
7291 / 256 / 223

100 2.87 ±0.04 2.53 ±0.07
250 4.68 ±0.11 3.58 ±0.05

1000 9.21 ±0.33 5.57 ±0.07

mediamill
30993 / 120 / 120

100 3.46 ±0.03 2.63 ±0.03
500 6.50 ±0.06 4.30 ±0.02

5000 11.95 ±0.10 7.88 ±0.06

realsim
72309 / 20958 / 51

100 0.89 ±0.01 0.90 ±0.01
500 0.98 ±0.03 0.98 ±0.04

5000 1.05 ±0.02 1.07 ±0.03

avira201
161320 / 2384 / 418

100 2.27 ±0.08 1.83 ±0.03
1000 4.22 ±0.15 3.09 ±0.09

10000 7.37 ±0.10 4.85 ±0.07

caltech101
926860 / 128 / 77

100 1.46 ±0.08 1.59 ±0.06
1000 1.41 ±0.02 1.76 ±0.02

10000 1.65 ±0.00 2.63 ±0.01

kdd2010
510302 / 2014669 / 37

100 0.77 ±0.04 0.84 ±0.05
1000 0.77 ±0.00 1.72 ±0.06

10000 0.80 ±0.01 2.42 ±0.01

mnist800k
810000 / 783 / 193

100 1.74 ±0.04 1.53 ±0.01
1000 3.70 ±0.08 2.85 ±0.04

10000 10.66 ±0.11 4.26 ±0.01

Table 5.7: Comparison of the ϕp Mini-Batch k-means and ϕB Mini-Batch k-means in terms
of speedup relative to Mini-Batch k-means





6 Discussion

The main focus of this work is to speed up k-means. Lower bounds, which are
approximations of distances between points within a data set are a standard
tool that can be used to avoid calculations within the algorithm‘s iterations.
Such bounds are called tight if they are close to the distance that they approx-
imate and loose otherwise. The tighter the bounds, the more distance calcu-
lations can be avoided. In this thesis a framework was proposed for feature
maps which approximate the distance between two points within the domain
space by lower bounds. Traditional lower bound optimizations often aimed to
deliver tight bounds for many different data sets. The feature maps proposed
in this work, on the other hand, only generate tight lower bounds if the input
data set matches the specific representation exploited by the feature map. With
detailed knowledge about a data set, one can choose a k-means variant that in-
corporates a feature map which creates very tight lower bounds for the data
set‘s representation.

Several experiments were conducted to observe the speed of exact k-means
variants that contain feature map optimizations compared to their baseline
counterparts for a variety of data sets that differ in input data type (text, pic-
tures, malicious files), sparsity, dimensionality and size. The same method-
ology was used to observe the behavior of feature map enhanced variants of
approximate k-means and seeding algorithms. All proposed feature maps map
the position vectors of the input data points in a domain space to a lower di-
mensional target space with a specific mapping dimension. For the ϕB map
this is the block vector size b and for the ϕp map it is the number of eigenvec-
tors t. In the experiments, the mapping dimensions are expressed as the ratio
to the dimension of the domain space. The first experiment was targeted on
finding default parameter values for the parameters b and t that work well for
many data sets. The determined default values are bde f = 0.25 and tde f = 0.06.
A second experiment showed that the algorithms with the default parameter
values are on average only 6.2% slower than with the optimal parameter values
on a variety of data sets. In all subsequent experiments, the default parameter
values were used if b or t were included in the algorithm.
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The tested feature maps ϕB and ϕp are effective in speeding up all k-means
variants on nearly all tested data sets for k > 100. The problem with small k
is that the distance of a data point to its closest center is often similar to that
of the other centers. This is not the case for large k. As a consequence the
lower bounds must be a lot tighter for low k than for large k. The feature
maps constructed using the default parameters bde f = 0.25 and tde f = 0.06
create lower bounds which are not tight enough when clustering with k = 100.
This issue could be addressed by increasing b and t in order to create tighter
bounds. However, increasing these parameters has a direct influence on the
running time of the algorithm. Since clustering with small values of k is often
much faster than with large values, the creation of feature map data structures
and calculating the map can result in a substantial increase in runtime when
parameters are increased. One possible solution would be to use a non para-
metric feature map like ϕC which is very cheap to calculate. However, for two
vectors the ϕC feature map just takes the difference of length as a lower bound
for their distance. This alone would not achieve the desired effect, since these
bounds are too loose for the majority of real world data sets. Therefore, it is
useful to use the baseline algorithms for clustering with small values of k and
the feature map-optimized variants for clustering with medium or large values
of k. For the data sets tested in this work a k is considered to be small if it is
less or equal to 100, medium if 100 < k ≤ 1000 and large if k > 1000.

As expected the highly optimized algorithms like Elkan, which use triangle
inequality lower bounds, are harder to improve when introducing additional
feature map lower bounds. Some results indicate that in certain situations an
increase of b and t would have led to better results. This makes sense be-
cause the feature map lower bound is the last optimization in a feature map
enhanced Elkan variant before a full distance calculation has to be performed.
If all other optimizations fail and the feature map is evaluated, there is a high
probability that only a tight lower bound can avoid the full distance calcu-
lation. The search for bde f / tde f per algorithm can therefore be useful. The
experiments also showed that it can be useful to find default parameters for
each k used, since large k do not need as tight bounds as small k.

Across all experiments, algorithms using the ϕp feature map were not suc-
cessful with very sparse data sets. This map uses normalized eigenvectors as
an orthonormal matrix to map vectors to a lower dimensional space. These
vectors are then used to approximate euclidean distances. Theoretically, it is
always possible to approximate the Euclidean distance as accurately as de-
sired, only by retrieving sufficient eigenvectors. If, however, a sparse data set
has only an average of z non-zero values per data point then retrieving more
than z eigenvectors has no benefit. Because the goal is to reduce the number

of summands in ||x − c||2 =
√

∑
z
i=1(xi − ci)2 , which are needed for a full dis-

tance calculation, and an eigenvector translates into a summand. The results
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of the experiments show that for data sets with a sparsity > 0.9 the number
of extracted eigenvectors is never large enough to explain the data sufficiently
to create tight lower bounds. It is noteworthy that the algorithm performing
the truncated singular value decomposition would have been fast enough to
retrieve a higher number of eigenvectors without having a large impact on the
overall runtime of the algorithms.

The ϕB feature map proved useful for data sets with very low and very high
sparsity. Block vector enhanced ϕB variants of nc k-means, Yinyang, k-means++
and Mini-Batch k-means were able to exceed the performance of the respective
baseline algorithms for almost all data sets with k > 100. The variants did over-
come the limitations of their baseline algorithms. An example of such a lim-
itation is that within the Yinyang algorithm, a full Lloyd iteration is required
first to build its matrix of lower bounds. The greatest benefit of adding the
ϕB feature map to such algorithms is that already the first iteration is highly
optimized and many distance calculations are saved. Another benefit of the
feature map is the low impact on total running time when creating the block
vector matrix which takes only 1% of total runtime for k > 500. Looking at
the distances that are compared when k-means is close to convergence, one
notices that distances are becoming more and more similar. This suggests that
late in the algorithms tighter bounds are required to avoid distance calcula-
tions. With the small impact of the creation of the block vector matrix, another
variant could be created in which the matrix is recreated after some time with
a larger b to create tighter bounds.

The feature maps prove very useful especially when k is large. This motivates
that a transfer of the feature maps to problems where exactly this situation oc-
curs, for example in the 1-nearest-neighbor (1NN) problem, can be beneficial.
In 1NN, the goal is to find the closest point to a candidate-point x in a data
set X. To achieve this, a comparison of x to all other points in |X| must be
performed. The feature map lower bounds have the potential to avoid a large
number of the |X| distance computations in this case since the case is identical
to running k-means for one iteration and data point while comparing against
k = |X| centers. Research needs to be done on how to determine multiple
nearest neighbors rapidly. A naive and slow approach could be to remove the
closest data point found from the data set and run the algorithm again. A bet-
ter approach could be to search for the first NN and rank all other points based
on their distance/lower bound depending on which one of the two was cal-
culated. To find the second NN one would calculate the actual distance (if a
lower bound was calculated previously) of x to the second point in the rank-
ing. The distances to the subsequent points would only have to be calculated
for points in the ranking whose distance (or lower bound) is smaller than that
of the second NN.
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Initially, it was unclear if the k-means++ algorithm would benefit in any way
from the integration of feature maps. This is because the algorithm starts with
k = 1 which means that the lower bounds must be very tight. With increasing
k, the lower bounds can become looser. The results show that the overhead
added in the initial phase of the algorithm by the feature maps is later com-
pensated by a large number of saved distance calculations. For large k the
algorithm is often twice or three times as fast as the baseline algorithm.

Elkan’s algorithm is the only one to cluster the data set ‘realsim‘ quickly and
achieving speedups of up to 27, while all other k-means algorithms like nc and
Yinyang achieve a maximum speedup of 4.3. Additionally, the feature map
enhanced variants cannot further improve this speedup for any algorithm. The
results show that b has to be very large in order to save any distance calculation
for this data set. Having b this large also means that the achievable speedup
cannot be high compared to the baseline algorithm. An in-depth analysis of
the structure of this specific data set could lead to insights that can be used to
create a new feature map with the ability to create tighter lower bounds with
less effort for data sets with a similar structure.

The creators of the Yinyang algorithm claim in Ding et al. (2015) that their al-
gorithm is consistently faster than the one developed by Elkan. This claim
cannot be confirmed in this work, since in every experiment conducted here
their algorithm performs worse than the Elkan algorithm. Even for the data
set caltech101, which was tested in their work, the experiments in this work
show that Elkan’s algorithm achieves a speedup of 25.31 for k = 100 and 29.97
for k = 1000, while Yinyang’s algorithm achieves only 13.87 and 25.16, respec-
tively. Comparisons with the running time as the unit of measurement are
only possible if the catalog of requirements according to Table 4.1 is fulfilled.
The source code of their paper was published by the authors which shows
that several k-means algorithms were implemented. However, no reference to
the Elkan algorithm was found in their source code, suggesting that they did
not implement the algorithm themselves, which would be violation of the re-
quirements. In this situation, it is surprising that the authors have chosen the
running time as the unit of measurement, while they could have chosen the
number of full distance calculations.



7 Conclusion

In this work, the field around k-means clustering was advanced by introduc-
ing new mechanisms to mathematically speed up standard k-means and sev-
eral related algorithms. In k-means the majority of the runtime is spent on
calculating distances between data points within the input data set and the k
cluster centers. These calculations are needed to determine the cluster of each
data point. Lower bounds are approximate values for the distances between
the points that can be used within k-means to avoid distance calculations. The
tighter a lower bound, i.e. the closer the approximation to the distance, the
more calculations can be avoided, resulting in a faster algorithm. In contrast to
earlier research, the tightness of the lower bounds presented in this work de-
pends directly on the data structure or representation of the input data set. In
this context the term representation dependence was formalized and used to de-
velop lower bound feature maps. These maps exploit different representations
of the data and can be used to create the previously mentioned lower bounds
between points. A framework for variants of ’k-means like’ algorithms was
proposed which incorporates the maps to avoid distance calculations while
generating exactly the same result as the original algorithms. With the frame-
work in place it becomes simple to add additional feature maps, which target
very specific traits of certain data sets.

Three feature maps were presented and their behavior was observed in various
experiments. The results show that the ϕp map was able to generate tight
lower bounds to the euclidean distance for data sets where the sparsity did not
exceed 0.9. A second map ϕB was effective for both sparse and dense data sets.
However, for dense data sets the ϕp map delivers the tightest approximations.
The third map ϕC is not suitable by itself for most real world data sets, but in
combination with one of the two other maps it proved to be very effective.

On many publicly available data sets such as mnist or kdd2010, the feature
map enhanced variants of exact and approximate k-means algorithms could
achieve significant speedups compared to the respective baseline algorithm for
k > 250. Especially Mini-Batch k-means variants performed above expectation.

85



86 Chapter 7. Conclusion

To the knowledge of the author, there exist no variants of Mini-Batch k-means
that lead to exactly the same result as the original algorithm, while achieving
speedups of the magnitude shown in the results of this work.

With the nc k-means variants ϕp and ϕB, two algorithms were introduced
which are very memory efficient when clustering with very large k. It is the
combination of three optimizations that lead to a large number of avoided cal-
culations and thus increase the effectiveness at large k. No evidence could be
found of the existence of any other exact k-means variant capable of working
equally efficiently under the same circumstances.

The feature map integration into k-means++ showed that the concepts do not
only work within k-means algorithms but can also be extended to significantly
speed up seeding algorithms. In practice, feature maps save time twice be-
cause it is a standard pipeline to run k-means++ directly followed by k-means.

Extensive research has been done over the years by various researchers to
speed up k-means. Much of the research was targeted at finding algorithms
that work well on all data sets. The research presented here goes in a different
direction and shows that specially tailored k-means variants, which only work
well with particular data sets, can significantly accelerate processing compared
to existing algorithms. This research opens the door to a completely new class
of k-means algorithms where the algorithm can be selected based on the data
set. One specific use case that can benefit from the presented methods is the
clustering of slowly growing data sets. Once a feature map has been created
that leads to narrow boundaries for a particular data set, it is very likely that
even after some data points have been added, tight bounds will be generated
by the map. In case of a slowly growing data set it is assumed that only mini-
mal changes occur to the data distribution.

A set of requirements for the comparison of algorithms with runtime as a unit
of measurement has been proposed to ensure that experiments of other re-
searchers lead to valid results. These requirements were then implemented in
the open source library fcl which can be used to correctly compare k-means
variants and similar algorithms. Care was taken to ensure that all experiments
could be reproduced with minimum effort. Within minutes researchers can set
up a testing environment and start the experiments. All data sets can down-
loaded automatically and nearly all tables and figures shown in this work can
be recreated.
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7.1 Future work

As the results suggest, there are still some possibilities to further improve the
feature map variants. One direction for future work could be the development
of additional feature maps that are well suited for data sets where the tested
maps could not achieve high speedups. The feature map, which creates lower
bounds by removing some dimensions from a data set was introduced but its
behavior was not yet observed. This map could prove effective for data sets
with low and high sparsity. Research is needed to find out which dimensions
to remove. For sparse data sets, a starting point could be to look at dimensions
that are often set but have a low variance.

Various optimizations can be done to find better parameter values for the fea-
ture maps. Here it can be useful to determine default parameter values per
algorithm and also dependent on k. Instead of determining default parameter
values it could also be possible to execute a cheap grid search over a set of pa-
rameter values on a subset of the data. In a greedy search the parameter value
generating the closest lower bounds to the original distances within the subset
could be determined.

The research in this work focused on the modification of existing algorithms to
increase speed while ensuring that they deliver the same result as the original.
Another approach might be to use the feature maps to simply perform dimen-
sionality reduction and cluster only on the reduced data. This is a common
approach, and often a PCA-based reduction is carried out, which has proven
to be very effective in the past. The block vector approach could prove equally
effective for very sparse data sets where PCA can often not be used effectively.
The use of block vectors in this way also opens the door for fuzzy algorithms
to benefit indirectly from the maps.

Using the block vector feature map already works well for many data sets.
However, various internal optimizations of the map can further increase its
effectiveness. One observation was that if the values of features grouped in
a block are very similar across all data points, the distance approximation for
that block is very tight. Research is needed on how to group these features to
achieve the optimal performance.





8 Summary of major contributions

1. Formalization of the term representation dependency by distinguishing be-
tween distance-preserving and distance-changing transformations for the
case of cluster analysis, which lead to the discussion and definition of
representation-dependent and representation-independent algorithms.

2. Introduced and formalized lower bound feature maps that allow distance
approximations between two points. The great advantage of these maps
over approximations using the triangle inequality is that when using the
maps only two points are needed to approximate a distance, while when
using the triangle inequality three points are needed.

3. Proposal for a framework for the creation of variants of k-means and ’k-
means like’ algorithms that can use lower bound feature maps to speed
up existing algorithms and simultaneously achieve the result of the orig-
inal algorithm.

4. Development of a set of requirements for the comparison of k-means al-
gorithms using runtime. Implementation of the requirements in an open
source library fcl which can be used from Matlab/Python/Command
Line. This allows correct and transparent comparisons between differ-
ent algorithms and can be used to reproduce the results of this work.

5. Introduction of the block vector feature map into the k-means. Using this
feature map generated large speedups of k-means variants on many data
sets. In particular, the clustering speed of very sparse data sets has been
significantly improved. The introduction of k-means variants using the
block vector map was reviewed and published as a conference paper at
the International Conference on Machine Learning (ICML) by Bottesch et al.
(2016).

6. Creation of Mini-Batch k-means variants that were able to achieve signif-
icant speedups over the original algorithm. Optimizations of this algo-
rithm were not possible with traditional techniques such as the triangle
inequality lower bounds.
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