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Executive Summary 

RECAP targets the automated operation and management of applications / service chains in large-

scale geographically distributed infrastructure. As such, RECAP components need to operate 

across distributed infrastructure, which makes the RECAP tooling itself a distributed application. 

Earlier documents introduced RECAP’s initial architecture (D4.2) and described the initial 

prototype of the platform (D4.6). This document combines both predecessor documents and 

enhances them with an updated description of the RECAP architecture. 

From an architectural point of view, RECAP consists of four functional building blocks (sub 

systems): (i) landscaping and monitoring, (ii) application and infrastructure optimization, (iii) 

simulation and planning, and (iv) data analytics and machine learning. 

(i) The Landscaping and Monitoring sub-system is responsible for gathering information 

about the structure of the current infrastructure and application landscape and 

monitoring their state. This is the main source for both the Data Analytics and Machine 

Learning as well as Application and Infrastructure Optimization sub-system. 

(ii) The Application and Infrastructure optimizers make decisions based on internal 

models as well as live information provided by the landscaping and monitoring sub-

system. Separating between dedicated application and infrastructure optimizers 

enables the realisation of a ‘separation of concerns’. 

(iii) The simulation and planning sub-system provides means for supporting the validation 

of RECAP models, the execution of ‘what-if’ scenarios, and the long-term planning of 

the large scale infrastructures. 

(iv) The data analytics and machine learning sub system provides tools and means to distil 

statistical properties and patterns from load traces; particular focus is thereby put on 

workload prediction. 

With regard to integration, RECAP targets a loose coupling between the components fostering 

independent uptake and re-use of building blocks. 
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Part I 

System Overview 

1  Introduction 

RECAP has the goal to develop intelligent means to optimally place and scale dynamic applications 

and to manage the physical resources that underpin such applications. The methodology RECAP 

proposes is based on a set of fine-grained models that describe applications, infrastructures as 

well as the workload imposed on these. RECAP’s optimization algorithms implement and exploit 

these models for deriving optimal distribution of infrastructure (in the network topology) and 

applications (over the available infrastructure). 

RECAP’s overarching objective is to enable the operation and optimization of live infrastructure 

and applications. This demands for an architecture that realizes a control loop over a running 

system. Yet, it also demands for appropriate models that realise the necessary level detail and 

provide the required understanding of both applications and infrastructure. Hence, RECAP requires 

appropriate means for creating and validating these models before enacting them in operational 

environments. 

RECAP’s primary approach towards the creation of models is data analytics and machine learning 

applied on data traces collected either offline or within a RECAP-operated system. Simulation is a 

major approach for validating and exploring different kinds of models, extrapolating models to 

large-scale scenarios, and to perform what-if analyses. 

Consequently, RECAP provides the following four major architectural building blocks: 

(i) landscaping and monitoring provides the information on structure, utilization, and load on 

infrastructure and applications. (ii) optimization takes care of reconfiguring applications and 

infrastructure and triggers re-arranging the distribution of application components over the 

infrastructure. The optimizers encode or make use of the RECAP models. (iii) simulation provides 

the simulator for model validation, exploration, and what-if analysis. (iv) data analytics defines the 

necessary steps for creating RECAP models. 

All four building blocks have been realised through a Proof-of-Concept implementation and 

integrated in the RECAP reference architecture. This document presents this reference 

architecture, details the architectural building blocks and presents the software components that 

compose the RECAP Proof-of-Concept prototype. 

1.1 Structure of this Document 

This document is structured into three parts that introduce RECAP in a top-down manner: (I) system 

overview, (II) architectural building blocks, (III) component implementation and integration: 

Part I (Sections 1 and 2) – contains a high level overview of RECAP. It introduces the four 

architectural building blocks and the interactions between them. 

Part II (Sections 3, 4, 5, and 6) – offers a more detailed description of the internals of the 

architectural (functional) building blocks. This includes the landscaping and monitoring, 

optimization, simulation and planning as well as data analytics and machine learning. 
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Part III (Sections 7, 8, and  9) – provides details on RECAP’s deployable artefacts and describes 

how these artefacts are grouped and provided to RECAP users. The part also introduces the RECAP 

CLI that helps operating and emulating a RECAP installation. 

1.2 Relation to Other Deliverables 

The initial architecture of RECAP, its architectural design and paradigms as well as the RECAP 

integration strategy were detailed in (D4.2). The individual parts and software components 

realising these building blocks are described in (D4.6). The document at hand supersedes these 

documents and presents changes that occurred in the meantime. We refer to these documents 

were appropriate in order to avoid long parts of repeated text. 

Through the project, the produced technical deliverables present many detailed insights to the 

various architectural building blocks:  

 (D5.1) and (D5.2) present the data collection (monitoring) and data analytics aspects of 

RECAP. They summarise the internal working of the monitoring components, the design 

considerations, and  

 (D6.1) and (D6.2) introduce models for workload, load propagation, and applications for 

all of RECAP’s use cases. (D6.2) further introduces the APIs for interaction between 

application optimizer and workload predictors. 

 (D7.1), (D7.2), and (D7.5) present the RECAP simulation platform and the simulators 

created.  

 Infrastructure models and the landscaping tool to create them have been presented in 

(D8.1) and (D8.3). 

 Infrastructure optimization and orchestration are subject to (D8.2) and (D8.4). These 

documents detail the implementation of the infrastructure optimization algorithm and 

presents results for load translation modelling. 

The scope of this document is the RECAP architecture and the prototype integration. In order to 

minimise duplication of information this document only refers to details that have not yet been 

presented in any of above documents instead of repeating them here. Instead, this document 

focusses on clarifying the technical relationships between the architectural building blocks, 

referencing the original documents. Yet, this document features content from (D4.2) and (D4.6) at 

several locations even if respective content has not changed. This is to enable a self-contained 

view on the architecture. 

The integration strategy used in RECAP has not changed compared to (D4.2) and is not repeated 

here. The full list of integrated, deployable software components is subject to Section 8. 

1.3 Terminology 

In large parts, this document uses only widely accepted terminology adopted from cloud 

computing. Yet, some terms are defined here in order to avoid misunderstandings: 

Node: In an IT infrastructure, a node is a physical server. Seldom, the term is also used on the 

virtual layer. When this is the case, it denotes a virtual machine. Other deliverables of this project, 

particularly (D6.1) and (D6.2), use the term to denote a site in the BT network. 

(Resource) Site: In a cloud-edge infrastructure continuum, a site denotes the physical location of 

physical compute capacity. In the scope of RECAP, this mainly refers to edge and cloud data 

centres. 
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Application: An application is a set of linked, interdependent software components. 

Component: A component is a self-contained and executable piece of software. It can be part of 

an application. Instantiating a component yields a service. The amount of instantiated services 

from the same component in the context of the same application is the component’s scaling factor.  
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2 Architecture and Models Overview 

RECAP is based on the hypothesis that a detailed understanding of both applications and 

infrastructure is needed in order to satisfy infrastructure providers as well as application operators. 

It proposes a model-based methodology for capturing and processing this information. From an 

architectural point of view, RECAP consists of four functional/architectural building blocks, also 

called sub-systems:  

(i) The Landscaping and Monitoring sub-system is responsible for gathering information 

about the structure of the current infrastructure and application landscape and 

monitoring their state. This is the main source for both the Data Analytics and Machine 

Learning as well as Application and Infrastructure Optimization sub-system. 

(ii) The Application and Infrastructure Optimizers take decisions based on internal models 

as well as live information provided by the landscaping and monitoring sub-system. 

Separating between dedicated application and infrastructure optimizers enables the 

realisation of a separation of concerns and the implementation of dedicated 

optimization strategies.  

(iii) The Simulation and Planning building block provides means for supporting the 

validation of RECAP models, the execution of ‘what-if’ scenarios, and the long-term 

planning of the large scale infrastructures. 

(iv) The Data Analytics and Machine Learning sub system provides tools and means to 

distil statistical properties and patterns from load traces; a step that – due to the large 

amounts of data – cannot easily be performed by humans any more. A particular focus 

is thereby put on workload prediction. 

Each of these sub-systems consists of several technical components and independent deployable 

artefacts that are further described in Sections 3, 4, 5, and 6. Supporting components gluing the 

building blocks to existing cloud systems are presented in Section 7. 

This section details the interdependencies between the architecture building blocks. Section 2.1 

present an overview of how to use RECAP for the operation and optimization a distributed cloud-

edge infrastructure and the applications deployed thereon. Section 2.2 introduces the six types of 

models RECAP’s optimization system use for computing optimization plans. The creation of the 

models as well as their exploration and validation are major ingredients to the RECAP methodology 

and required for the optimizers. Therefore, Section 2.3 presents a high-level overview simulation 

and analytics building blocks used to create and validate the RECAP models. Section 2.4 rounds 

out the picture on RECAP, by presenting supporting components for application deployment. 

2.1 RECAP Run-time Optimization Loop 

RECAP’s overarching goal is to support the optimization of both infrastructure configuration, 

application configuration, and the mapping of application components over a distributed cloud-

edge infrastructure. For enabling these capabilities, RECAP relies on a MAPE-K loop. The RECAP 

version of that loop is illustrated in Figure 1 and comprises the following as steps: 

Infrastructure entities and application instances provide metrics to RECAP. These include current 

values of hardware utilisation metrics as well as application-specific metrics. These then feed into 

RECAP’s monitoring components described in (D5.1) and (D5.2). In parallel, information about the 

infrastructure and application topology are collected. The RECAP landscaping components create 

a landscape (infrastructure model) from this information, cf. (D8.2) and (D8.4). RECAP provides 
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means to its users to visualize the collected data through a set of Web-based visualisation tools, 

cf. (D5.4). Both landscaping and monitoring are subject to Section 3. 

 

Figure 1 RECAP optimization loop for optimization of run-time systems 

Monitoring data and landscape are accessed by the components of the RECAP optimization 

functional block (cf. Section 5). The optimization layer evaluates the current state of the system, 

i.e. infrastructure and application, against its internal models and compares the current state 

against other options. When possible, it comes up with new and better configurations. Hereby, the 

optimization components aim at balancing interests of different applications as well as interests 

of the infrastructure provider. Suggested changes to the landscape are outputted in the form of an 

optimization plan and are subsequently enacted by the RECAP enactment components as 

described in Section 5. 

For estimating not only the current, but also future optimal configurations, the optimization layer 

may make use of predictor components that contain (application-specific) models for predicting 

the future workload based on the current situation and the history (metrics and landscape). 

Internally, the optimization sub system makes use of a set of models that capture the behaviour 

of servers, users, and applications as well as the interplay between load on application layer with 

the load on infrastructure layer (cf. Section 2.2). The optimization building block provides its own 

activity. In its simplest version, it runs periodically and in each iteration aims to holistically optimize 

applications and infrastructure. 

While optimization and metric processing are at the core of RECAP, monitoring probes and RECAP 

enactor provide integration points for third party operation tools. For instance, for the validation 

(D3.3), RECAP enactors have been realised for OpenStack-based infrastructures as well as for 

container-based systems. 

2.2 RECAP Models Overview 

The RECAP methodology as well as its optimization process centres around a set of models that 

encapsulate user-specific, application-specific, and infrastructure-specific information. Figure 2 

illustrates the conceptual hierarchy of models ranging from the user perspective over the 

application perspective down to the infrastructure and hardware requirements. Quality of service 

aspects are cross-cutting over application and infrastructure models. 
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Figure 2 Interdependencies between RECAP Models 

2.2.1 User Models 

RECAP’s user models describe the behaviour of users with respect to the usage of individual 

network-based services. That is, they capture different types of users, such as pupils, students, 

workers as well as their usage patterns and movements over the day, over weeks, and over years. 

What is more, they also describe their movement over geographical regions so that it becomes 

possible to understand which edge parts of the network will have dedicated demands for specific 

services. This is of special interest to edge computing systems as user mobility impacts network 

load and application access patterns. 

2.2.2 Workload Models 

The RECAP workload models describe the workload issued by users and external systems. While 

the user model captures the location and type of users, the workload model describes what actions 

these users execute and how this translates into interaction with application. Information about 

that load propagates to other parts of the application is part of the application model. The Workload 

models are discussed in more detail in (D6.1) and (D6.2) 

2.2.3 Application Models 

RECAP’s application models fulfil multiple purposes. First and foremost, they describe which 

components compose a distributed application and how these components are linked with each 

other (static application topology). This part of the application model also captures how to 

technically install the application in the infrastructure and how to update a running deployment, 

e.g. in order to change the scaling factor of a component.  

Deploying an application creates a run-time application topology that describes how many 

instances of each application component are currently available at which location they reside and 

how they communicate with each other on a per instance basis. 

The (work)load transition model (or workload propagation model) is a further sub-model of the 

application model and describes how incoming workload propagates through the applications’ 

components and the impact this has on the outgoing links of the component. Application models 

and workload translation models are detailed in (D6.1) and (D6.2). 
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2.2.4 Infrastructure Models 

RECAP’s infrastructure models are merely descriptive and capture the layout of the physical and 

virtual infrastructure and represent things like compute, storage, and network capabilities, as well 

as their grouping in racks, data centres, and similar. Furthermore, they describe capabilities of the 

hardware including hardware architecture, virtualisation platform (e.g. type of hypervisor), and 

virtual machines (containers) running on the host. They are detailed in (D8.1) and (D8.3). 

2.2.5 Load Translation Models 

Load translation models serve two purposes (D8.4): firstly, they quantify the association between 

virtual machine/container configurations and specific infrastructure configurations, and secondly, 

they help determine the lower and upper bounds on resource consumption in relation to varied 

application performance KPIs.  

Hence, they highlight how differentiating platform features of the infrastructure affect the usage 

and usage distribution of physical resources over compute, memory, network and storage 

domains. They are detailed in (D8.2) and (D8.4). 

2.2.6 Quality of Service Models 

Quality-of-Service (QoS) models provide a means to express Quality of Service demands towards 

an application and monitor the fulfilment of these QoS requirements. In addition, they are able to 

represent the interdependencies between QoS aspects on different levels of RECAP, e.g. what QoS 

requirements on infrastructure level follow from QoS requirements on application level. They are 

detailed in (D7.3) (D7.4). 

2.3 Model Creation and Validation 

The RECAP hypothesis is that cloud-edge applications and the environment they run in can be 

described by the set of RECAP models and that – based on the models – it is possible to optimize 

both the infrastructure utilisation and the applications at run-time as described in Section 2.1. 

Hence, for operating a run-time system using model-based optimizers, RECAP is left with the 

challenge to create these models; to validate them and where necessary to extrapolate them to 

large-scale environments. In order to tackle these challenges, RECAP provides a methodology and 

a tooling eco-system supporting that methodology. 

For creating the models, it is beneficial to rely on trace and telemetry data from applications and 

infrastructure that may either have been collected on-line from the RECAP run-time system (cf. 

Section 2.1) or offline. RECAP suggests an analytics and machine learning step as sketched in 

Section 2.3.1 for deriving models from the data. The validation and extrapolation of the models 

can then be realised through the simulation system briefly presented in Section 2.3.2 and detailed 

in Section 6. 

2.3.1 Data Analytics 

Data analytics provides the possibility of performing (statistical) evaluation and analysis, as well 

as applying state of the art machine learning techniques to time series metrics data and 

landscaping data collected by the monitoring components. While a certain degree of automation 

can be achieved in that process, it still requires human interaction, guidance and input. Hence, 

RECAP envisions a data scientist performing many of these steps. 
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Figure 3 Data-flow between Data Analytics and other RECAP building blocks 

Figure 3 shows the interaction of data analytics with the RECAP functional blocks and models. Data 

Analytics relies on the availability of metric and landscape data as provided by the monitoring 

components or from an external offline source. The analysis of that data leads to RECAP models, 

particularly workload models, models for workload prediction, and load translation models. These 

in turn feed back into or are codified within other components of RECAP, particularly the optimizers 

as discussed in Section 5. Figure 3 leaves out the validation of the models using simulation 

techniques. This is part of Section 2.3.2. 

2.3.2 Simulation and Planning 

RECAP simulation fulfils several kinds of tasks: Firstly, it helps users and operators conducting 

experiments about the behaviour of their infrastructure and applications running therein. This 

includes for instance the interplay of different types of applications, but also the quality of the 

models used for optimization in the run-time systems (cf. Section  2.1). Secondly, it can be used 

as a tool for operators which allows them to estimate future needs with respect to amount, 

location, and type of hardware. Both tasks require interaction with the functional block of the 

optimizer. Third, simulation is used to calibrate optimization algorithms. 

 

Figure 4 High-level overview on simulation interaction 

More generally, simulation helps dealing with what-if analysis such as “what if I bought more or 

different hardware” or “what if I add another kind of application” and hence helps operators taking 

strategic decisions about their infrastructure and the application mix they allow on their 

infrastructure. The point of start for such an analysis is often an existing system and available 

models. 

Figure 4 shows the links of the simulation building block with the other RECAP functional blocks. 

The simulation tools support (but do not mandate) importing real-world telemetry and landscape 

data as input to the simulation. This data is combined with user models, behaviour models, and 

load translation models to define a simulation (experiment). Besides reusing existing models, parts 

of the models or even all input to a simulation can be manually constructed by the user (cf. 

Section 6). 
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2.4 RECAP Operation Support 

The optimization loop presented in Section 2.1 implicitly assumes that information about the 

applications to be orchestrated is already available in the system and neglects the bootstrapping 

of applications. It also neglects the specification of application-specific monitoring, visualization, 

and optimization configurations. 

 

Figure 5 Use of portal and registry 

This functionality is realized by a RECAP component called RECAP Portal. Users exploit its REST-

based interface to register applications with RECAP. This static information as well as run-time 

information about deployed applications is stored in an internal key/value store known as Registry. 

The RECAP portal can also be used to trigger the deployment of a registered application. As shown 

in Figure 5 the information in the registry is accessed during the Enactment of optimization plans 

once an application has been deployed. Section 7 presents the interplay of portal and registry with 

other RECAP components in more detail. 

2.5 Summary 

This section gave an overview on the RECAP models and the different usage scenarios RECAP can 

be employed in: optimization of a run-time system, model creation through data analytics, and 

simulation and planning as a means to validate models and plan infrastructure. The section further 

introduced RECAP’s four architectural building blocks that will be discussed in more detail in 

Sections 3, 4, 5, 6.  
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Part II 

Architectural Building Blocks 

3 Landscaping and Monitoring 

High-quality data is a fundamental requirement for making informed decisions. Hence, within 

RECAP having an accurate understanding of the current state of applications and the underpinning 

infrastructure is of paramount importance for all optimization decisions (cf. Section 5). 

Furthermore, the long term collection of accurate data is a key requirement for being able to apply 

meaningful data analytics and machine learning strategies (cf. Section 4). 

The landscaping and monitoring building block is composed of two essential parts, the Landscaper 

and Monitoring. In short, the Landscaper identifies what type of infrastructure is available and 

where and provides this information of the physical and virtual infrastructure as ‘a landscape’ to 

other RECAP components. This landscape constitutes the infrastructure model defined in 

Section 2.2.5. The functionality of the Landscaper has been detailed in (D8.1) and (D8.3) and is 

summarised in Section 3.1. 

On the other hand, the RECAP Monitoring system as presented in (D5.1) and (D5.2) fulfils the 

purpose of collecting telemetry-like data from physical infrastructure, virtual infrastructure and 

applications; storing this data in a unified format; and finally providing the data in a consumer-

specific format to other components in the RECAP eco-system. The Monitoring part is detailed in 

Section 3.2. 

Section 3.3 addresses the high-level deployment structure of both parts. Details on the 

implementation aspects can be found in Section 8.1. 

3.1 Infrastructure Landscaping Overview 

The architecture and internal design of the RECAP Landscaper have been presented in detail in 

(D8.1). This section merely contains a summary of this architecture. 

 

Figure 6 Landscaper architecture: an instance of this architecture is run on each site managed by RECAP 
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The generalised overall architecture is presented in Figure 6. The storage backend holds the 

current snapshot of the infrastructures and applications as well as a history that captures changes 

in the past such as newly deployed virtual machines. The landscape manager is fed by various 

collectors. It pre-processes the information and relays them to the database. The collectors are 

dependent on the actually used infrastructure and virtualisation platform. As described in (D8.1) 

(D8.3), the Landscaper ships with a set of collectors suited for physical infrastructure, for 

OpenStack environments, and can be extended by custom collectors as needed. Both human users 

and other RECAP components can access the landscaper through a web-based API. 

3.2 Infrastructure and Application Monitoring Overview 

The overall architecture of the monitoring system has been described in (D5.1) and (D5.2) and is 

summarised here. The architecture per site is sketched in Figure 7 and consists of the main 

components Emitter, Time-series database, data lake, and dispatcher. This set-up is enhanced 

with sensors (also called probes) spread out in the physical and virtual infrastructure as well as 

inside the application. 

3.2.1 Dispatcher 

The dispatcher sits in the centre of the monitoring architecture, cf. Figure 7. This component allows 

probes from infrastructure entities (servers and networking devices), virtual entities (virtual 

machines), and applications to send timestamped values of their current load metrics. The 

dispatcher takes case of receiving, normalising, filtering, and forwarding the received data to data 

sinks. 

 

Figure 7 Monitoring architecture: an instance of this architecture is run on each site managed by RECAP 

3.2.2 Emitter 

The Emitter is a publish-subscribe system other parts of the RECAP eco-system can use to register 

for metric streams. It was intended to be used by the optimization and workload prediction 

components. Yet, in the RECAP PoC implementation, optimizers, and workload predictors 

exclusively access the TSDB (cf. Section 3.2.4) and do not use the Emitter. 
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3.2.3 Local and Global Data Lake 

The Data Lake is a possibly distributed component that stores monitoring data as raw, compressed 

data. Its primary purpose is to serve files for bulk download, so that they can be used for data 

analytics and machine learning. As this form of storing data storage is resource hungry, the 

monitoring infrastructure offers three ways to deal with the hungriness: (i) switching off persisting 

raw metrics on a per-site basis. This is beneficial if the site cannot store larger amounts of data or 

no later data analysis shall be performed. (ii) data older than a certain age can be deleted by a 

background purge process (not shown in the diagrams). (iii) data older than a certain age can be 

moved away to a global data lake (cf. Section 3.2.6) at a configurable interval. While this creates 

cross-site load, the fact that data is sent filtered and compressed causes a lower bandwidth 

consumption than transferring the full, raw, uncompressed data sent by sensors. 

3.2.4 Time-series Database 

A time-series database (TSDB) is a database particularly suited for storing time-series data such 

as measurements. RECAP uses this entity to temporarily store monitoring data such that it can be 

used for visualisation and manual investigation. The dispatcher is the only component to write data 

into the TSDB. The visualisation tools (cf. Section 3.2.6) and the optimization sub-system (cf. 

Section 5) are its primary consumers. Just as with the local data lake, the purge process can be 

set to remove items from the TSDB that are older than a configurable amount of time. 

3.2.5 Tools for Data Acquisition 

RECAP does not mandate the use of specific tools, probes, or monitoring frameworks. Instead, it 

relies on the parsing features of the dispatcher component. What is important is that the 

monitoring data eventually reaches the dispatcher that takes care of filtering and normalising the 

data before relaying it to TSDB and data lake. 

For that purpose, it is necessary to have specific rules available in the dispatcher to perform the 

filtering and normalisation. The provisioning of these rules is a manual task that needs to be done 

by each infrastructure operator and application provider. RECAP ships a set of rules used in the 

testbeds and in the use case applications. 

3.2.6 API Components 

Moreover, the RECAP monitoring infrastructure runs additional components. These are sub-

summed under Visualisation, User API and Internal API in and include: (i) A Dashboard that 

operators can use in order to visualise the load in the various sites. (ii) A web-based site registry to 

retrieve information on the available sites including a proxy for redirections to the end-points 

provided by these sites. (iii) A user interface for retrieving dumps of bulk data stored in the local 

data lakes. (iv) Optionally, a global data lake that can be used as a storage backend for all local 

data lakes. 

3.3 Component Distribution and Interaction 

A cloud-edge installation consists of several, geographically spread-out data centres. Often, 

network connectivity within a data centre provides higher bandwidth capabilities than connections 

between data centres. For that reason, the RECAP monitoring infrastructure is designed such that 

most of the traffic generated for monitoring remains within a single site. This ensures that data is 

only transferred between sites when really needed (D5.2). 
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Landscaping, in contrast, has its providers spread out over all sites, but the Landscaper itself 

resides in a central place. The overall distribution of components over sites is exemplarily shown 

in Figure 8. Similarly, the API and visualisation components only exist once and serve as central 

access points for human users and for other RECAP sub-systems. The following sections sketch 

interaction amongst the components. 

 

Figure 8 Schematic overview of landscaping and monitoring building blocks spread out over a geo-distributed 

Infrastructure. Red encodes central, global elements; orange encodes components that are central per site; green 

encodes components that are distributed over each server. 

3.3.1 Monitoring  

 

Figure 9 Interaction between probe, host, dispatcher and TSBD for storing metric data 

Figure 9 sketches the steps performed by Probe and Dispatcher in order to retrieve a measurement 

from a specific metric from a host and to later store that measurement in the TSDB. First the probe 

queries its host to retrieve the values. This information is then sent to the Dispatcher that 

normalizes the data and finally stores it in the TSDB. In order to reduce the number of interactions 

between Probe and Dispatcher, the Probe may send the measurement of more than one metric at 

a time. 

3.3.2 Landscaping 

Figure 10 illustrates the interactions between Host, Landscaper, Landscape Provider, and the 

Internal API for adding a new Host in the Landscape and with it into the Infrastructure Model. When 

booting up, a host creates a Landscape Provider and further registers itself with RECAP through 

the Internal API. In parallel, the Landscape Provider scans the local host for hardware information.  
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The Landscaper is informed by the Internal API about the new host and queries the host’s 

Landscape Provider about the collected information that is then stored in its internal database and 

made accessible to users and other RECAP services. 

 

Figure 10 Interaction between Host, Landscaper and Internal API for registering a new host in the landscape 

3.3.3 Data Access 

 

Figure 11 Accessing the TSDB based on Site Information 

Figure 11 illustrates how a user, i.e. an optimizer or workload predictor may access the metrics 

from an individual TSDB. In a first instance, it would get the information from the landscaper at 

which sites the application of interest is running; in case the user is not interested in application-

specific metrics, this step can be skipped. In a next step, the Internal API is queried to get the 

service endpoint of the time series database. In the last step, the user queries the TSDB. 

4 Data Analytics and Machine Learning 

The data analytics and machine learning building block makes use of the data collected by the 

landscaping and monitoring building block (cf. Section 3). Its primary goal is to distil statistical 
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properties and patterns from load traces; a step that – due to the large amounts of data – requires 

tool support. 

Yet, the steps for analytics can only be partially automated and usually require the involvement of 

data analysts, in particular for the purpose of data exploration and feature selection. A selection 

of steps required to be performed for data analytics is presented in (D5.2). The steps usually take 

place in iterations so that the analysts may repeatedly run analysis, verify and change model 

parameters. Verification can also be done using the RECAP simulator (cf. Section 6). 

The goal of data analytics from a RECAP perspective is to come up with models that can either be 

directly used by the optimization functional block, or come up with insights that can be codified 

there as models. Being a widely manual process, there is no RECAP API to data analytics. Yet, for 

running data analytics and machine learning, the data scientist can rely on the normalized storage 

format realized by the Landscaping and Monitoring components (D5.1) (D5.2). 

After the data scientist has fetched data from the monitoring components, all further steps are 

open and not fixed by APIs. At the end of the data processing step, three different types of output 

may be available depending on the analysis that was performed: (i) informal insights gained by the 

data scientist that can flow back to the infrastructure operators and application owners of how to 

improve their infrastructure and application in the long run; (ii) a statistical/mathematical 

description of (parts of) the infrastructure, (parts of) the application, (parts of) the user and 

workload behaviour. This information can be incorporated by the optimization algorithms, e.g. by 

adapting the utility functions (cf. Section 5); (iii) a codified model. For instance, after the 

TensorFlow 1 training process for a neural network, the resulting TensorFlow models can be 

exported as code or even services and be accessed by RECAP optimizers through the 

adapter/prediction API presented in (D6.2). 

5 Optimization 

The architectural building block for optimization consists of three core entities illustrated in Figure 

12: (1) the infrastructure-level optimizer, (2) the application-level optimizer, and (3) the 

optimization orchestrator. All of them consume monitoring data, application load data, and 

landscape information data. The output of the optimization algorithms in turn are optimization 

steps that are then processed by the enactor component. Details on the technical realization of 

the optimization sub system can be found in Section 8.2. 

While there is one infrastructure optimizer in a RECAP installation (cf. Section 7), there are multiple 

application-level optimizers, one per deployed application. Each of these is equipped with its own, 

application-specific optimization strategy and optimization rules. 

Figure 13 illustrates the dependencies between optimizers in a sequence diagram centred around 

one application-level optimizer. The optimization orchestrator (cf. Section 5.3) periodically invokes 

the application optimizer requesting for an improved application configuration (scale out factor, 

mapping of components to sites, …). Application optimizers (cf. Section 5.1) make use of workload 

predictors (not shown in Figure 12) to access information from the Monitoring and Landscaping 

system and derive predictions of future workload. The type of predictor that is used as well as the 

type of metrics to be used for the prediction depending on the application to be optimized and the 

                                                      
1 https://www.tensorflow.org/ 
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underlying application model. Each application-level optimizer proposes an optimization plan for 

its particular application.  

These suggestions are collected and merged by the optimization orchestrator that triggers the 

infrastructure optimizer (cf. Section 5.2) with this input. The infrastructure optimizer then decides 

on the mapping between application components (bundled in virtual machines or containers) and 

physical resources. It also decides which mappings are feasible and which are not. It returns an 

optimization plan that the optimization orchestrator feeds into the RECAP enactor (cf. Section 5.4). 

 

Figure 12 Component-oriented Overview on Optimization Sub-System 

 

Figure 13 Sequence of Optimization Steps 

5.1 Application-level Optimization 

Number of instances: one instance per deployed application instance 

Sources of input: high-level infrastructure landscape, application landscape, monitoring data 

Output: application topology with scaling information 

The application-level optimization component takes care of adopting the run-time structure and 

run-time configuration of individual applications. Consequently, there exists one instance of an 
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application-level optimizer in the system per deployed application instance. RECAP demands that 

application-level optimizers are deployed side-by-side with an application. For being able to 

perform its task, each application-level optimizer follows an application’s current behaviour and 

particularly, the current and predicted load on that application. 

The architecture of RECAP allows for usage of any type of application-level optimizer, as long as 

the application optimization API is adhered to so that the optimization orchestrator can invoke it. 

Indeed, RECAP has realised several use case specific types of application optimizers that follow 

the same architecture and same API (cf. Section 8.2.1).  

The application-level optimizer has access to topology and load information of the application it is 

supposed to manage/optimize. It further has access to a high-level infrastructure topology, 

basically comprising the available data centres and the network connectivity between them. In 

addition, it manages the application and load translation model. The workload predictors it uses 

contain the workload prediction models. 

The interplay between application optimizer, optimization orchestrator, and workload predictors is 

illustrated in Figure 13. After invocations, the application optimizer returns a new application 

topology representing the state to be. It defines which application components need to be deployed 

at which location (site) using which scale-out factor. It is up to the optimization orchestrator to 

derive an optimization plan from this information, cf. Section 5.3. 

5.2 Infrastructure-level Optimization 

Number of instances: 1 

Sources of input: global infrastructure and application landscape, monitoring data, KPIs 

Output: mapping from component instances to physical machines 

The Infrastructure and Placement Optimizer, short Infrastructure Optimizer, is the component that 

generates the optimal distribution of application components over the physical infrastructure for a 

given application model (called service request chain in (D8.2) and (D8.4)). For this, one of multiple 

available placement algorithms calculates an optimal solution to the placement problem. This is 

done on the basis of a Utility Function that ranks a certain solution with weighted criteria, cf. (D8.4). 

Figure 14 shows the architecture of the component. 

 

Figure 14 Architecture of the Placement and Infrastructure Optimizer. 

The current infrastructure model (landscape) is needed for the internal optimization algorithm to 

know which infrastructure is available to solve the placement. This landscape model is stored as 
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a graph-model as detailed in (D8.1). The input collector polls the infrastructure model from the 

landscaper. 

The monitoring data is used by the algorithm to decide on the applicability of certain placement 

strategies. Beneath the static infrastructure model, the dynamic monitoring data from the 

monitoring system is needed in order to make qualified assumptions about feasibility of the 

deployment of an application component on to an actual infrastructure resource. 

The information on KPI's or business objectives is used to understand the priorities and trade-off 

between objectives that can be supported during application placement and infrastructure 

optimization. 

The output of the Infrastructure Optimizer is a mapping of component instances to physical nodes 

as an infrastructure landscape. 

5.3 Optimization Orchestration 

Number of instances: 1 

Sources of input: infrastructure/application landscape, monitoring data, application-level 

optimization plan, updated infrastructure landscape 

Output: Combined optimization plan 

The Optimization Orchestrator has two major tasks. First, it shall decouple the application-level and 

infrastructure optimizers. This is beneficial for scenarios where RECAP operators have no or no full 

control over the physical infrastructure; for instance, when public cloud providers are used for 

hosting (parts of) the applications. It also enables the ordering or priorization of competing 

suggestions from different application optimizers. Second, it has the task to convert output from 

application-level optimizers to input to the infrastructure optimizer and further to transform output 

from the infrastructure optimizer to optimization steps. Both steps are discussed in the following. 

5.3.1 Application-level Optimization Actions 

The application-level optimizer produces an application topology with scaling information. This can 

be converted into the following two optimization actions: 

 SCALE_OUT_COMPONENT: this action scales out an application component at a particular 

location by adding a number of new component instances of a particular component type 

to the set of running component instances. 

 SCALE_IN_COMPONENT this action scales in an application component at a particular 

location by removing existing component instances of a particular component type to the 

set of running component instances. 

When RECAP is run without an infrastructure optimizer, these optimization steps are directly 

forwarded to the RECAP enactor and executed there. Otherwise, new instances need to be added 

to the landscape (or marked as to be removed), but without being linked to a physical server. Then, 

the infrastructure optimizer will take care of placing them in the landscape. 

5.3.2 Infrastructure Optimization Actions 

The landscape returned by the infrastructure optimizer is transformed in the following optimization 

actions: 
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 ADD_VM: places a new virtual machine in the infrastructure. This is can be an immediate 

consequence of the SCALE_OUT_COMPONENT from the application-level optimization. 

 DELETE_VM: removes a running virtual machine from the system. This can be an 

immediate consequence of the SCALE_IN_INSTANCE from the application-level 

optimization. 

 MIGRATE_VM: moves a virtual machine from a source location or server to a destination 

location or server. 

5.4 Optimization Enactor 

Number of instances: 1 

Sources of input: optimization plan 

Output: success status 

The RECAP Optimization Enactor is the central enforcement point for the optimization steps 

generated by any of the optimizers. 

The Optimization Enactor receives an optimization plan from the Optimization Orchestrator and 

sequentially processes the steps in that plan one by one in the order of appearance. After every 

successfully executed optimization step, the next step is chosen. In the case of failure, the effect 

of the last, faulty step is rolled back, if possible. 

 

Figure 15 Enactor Backends 

While processing the plan, the Optimization Enactor needs to interact with three different types of 

systems as shown in Figure 15: (A) It will make use of Cloud APIs such as OpenStack in order to 

handle virtual resources including the creation, deletion, and migration of virtual machines. (B) It 

interacts with the application for the purpose of adding new components, removing existing 

components, and changing the configuration of existing applications. (C) It either directly or through 

proxies interacts with the physical infrastructure. Such interaction can for instance be used to 

switch on/off servers and reconfigure network infrastructure. It has not been used in RECAP. 

6 Simulation and Planning 

The RECAP system is designed to operate on a large scale geographically distributed infrastructure. 

The validation of RECAP’s models and optimization loops in such an environment is posing an issue 

since a testbed validation is not capable to fully validate all of RECAP capabilities and validation in 

a real production environment is not feasible due to the risk of interference with production 

http://recap-project.eu/


RECAP Project ■ H2020 ■ Grant Agreement #732667  

Call: H2020-ICT-2016-2017 ■ Topic: ICT-06-2016 

   

 

 29 

workloads. In addition, some of the validation scenarios are not possible to accomplish in a real 

system due to time and cost implications. For example, to evaluate different hardware options the 

new hardware needs to be acquired first, then rolled out and put in operation causing time delays, 

labour and hardware costs. 

Simulation can help with addressing all of these issues. In this section we summarise the 

architecture of the RECAP simulation sub-system that has already been presented in detail in 

(D7.1), (D7.2), and (D7.5). Section 6.1 presents the core simulation framework, whereas 

Section 6.2 discusses the use of optimization in the simulator and the use of simulation for 

infrastructure optimization respectively. 

6.1 Simulator Overview 

Figure 16 illustrates the core architecture of the RECAP simulation framework which at a high level 

consists of a two simulation frameworks with a common API. The API component serves as an entry 

point for users, be they human or other parts of the RECAP eco-system or external parties. The API 

component offers an interface for controlling simulation experiments. In particular, it is used for 

submitting experiment models and retrieving simulation results after simulation process has 

finished.  

From the API component, experiment model data is forwarded to the selected simulation 

framework. As detailed in (D7.5) the RECAP simulator consists of two fundamentally different 

simulation frameworks that can be applied to diverse use case scenarios: The discrete-event 

simulator based on CloudSim is targeted towards the simulation of large scale cloud-computing 

infrastructures data centres, virtual machines, and virtual machine components. It is tailored for 

fine-grained and detailed simulations. On the other hand, the discrete-time simulator based on the 

CloudLightning simulator is well suited for large-scale simulations that need to run at speed and 

for which execution time is bounded. Yet, its granularity is limited (D7.5). 

 

Figure 16 High-level overview on RECAP simulation engines in the RECAP eco-system 

The primary input to a RECAP simulation is the simulation experiment which consists of instances 

of the application model, the infrastructure model (landscape), the workload model, and in 

addition, an experiment configuration that defines simulation framework parameters. Simulation 
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experiment models are composed from current and historical data provided by a data collection 

framework. 

6.2 Long-term Infrastructure Optimization using Simulation 

The RECAP simulator is also a well-suited tool for supporting the infrastructure optimization. In 

particular, it is used in an offline mode to evaluate the performance of an application placement 

on the infrastructure when the hardware within the site has changed (e.g. due to an upgrade) or 

even new sites shall be introduced in the network topology. The optimizer then can use the 

optimization algorithm to weigh the results of different simulation runs against each other and 

propose one or multiple future configurations. 

For that purpose, the infrastructure optimizer requires a component that makes use of the 

simulation API to run experiments. The experiments are created in batch with different variations 

and then submitted to the simulation platform. Further, results from the simulation platform are 

collected and made available to the optimization algorithm and its utility function to compute the 

utility of the various configurations and decide on the best one to pick (cf. Section  5.2). 
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Part III 

Implementation, Deployment & 

Operation 

7 RECAP Deployment and Operation 

RECAP’s integration strategy as presented in (D4.2) defines that all deployable components shall 

be available as Docker containers and shall communicate remotely either through remote 

procedure calls or through REST APIs. The availability of containers eases the testing, deployment 

and operation of the RECAP platform. With wide-spread availability of container management 

platforms such as Docker compose and Kubernetes industrial grade software is available for 

handling complex container-based deployments, linking containers, as well as for container 

lifecycle management. Per se RECAP does not make any assumption on the container 

management platform used. Therefore, the following sections use the generic term “Container 

Management”. The PoC implementation of RECAP relies on Rancher 1.62.  

The remainder of this chapter details the grouping of RECAP components into compose groups in 

Section 7.1, their configuration in Section 7.2, and differences with respect to their deployment 

scope in Section 7.3. The final section of this chapter, Section 7.4, is concerned with bootstrapping 

new applications managed by RECAP and the impact this has on the deployment of RECAP 

components. 

7.1 Component Composition 

From a user and uptake perspective, users should not be locked into a certain technology beyond 

Docker containers. Therefore, RECAP relies on Docker compose files as a common denominator 

between the big container management platforms, cf. (D4.2). While Kubernetes and OpenShift do 

not natively support Docker compose, official converters are available. 

A compose file describes the services (represented as Docker containers) an application is 

composed of. It also allows the specification of groups of services that shall be run on the same 

host and be scaled as a group. A truncated example docker-compose file is shown in Listing 1. It 

contains services the Dispatcher, the dispatcher configuration (cf. Section 7.2), and the time-series 

database. 

version: '2' 

services: 

  dispatcher: 

    image: omi-registry.e-technik.uni-ulm.de/recap-demo/applications/logstash:final 

    volumes_from: 

    - dispatcher-config 

    ports: 

                                                      
2 https://rancher.com/docs/rancher/v1.6/en/ 
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    - 5043:5043 

    - 5044:5044 

  dispatcher-config: 

    image: omi-registry.e-technik.uni-ulm.de/recap/usecases/some-usecase/logstash-

config:final 

    …. 

  tsdb: 

    image: influxdb:1.5.4-alpine 

    …. 

Listing 1 Truncated example docker-compose.yml file for the monitoring infrastructure 

Compose files ease the deployment of groups of services. Yet, the creation of a single compose 

file containing all RECAP components is not particularly useful, as it would lock users into a fixed, 

static configuration and therefore, disallow the re-use and uptake of individual RECAP functional 

building blocks. Also, there is a difference in scope when it comes to where certain parts of RECAP 

should be run (cf. Section 7.3). For instance, some parts of the landscaping and monitoring system 

have to be run per site; other parts, in turn, need to be run only once globally. Therefore, the 

integration strategy groups various RECAP components into dedicated files. The grouping of the 

components in compose files is summarized in Table 1. 

Table 1 Grouping of RECAP components into compose files 

Architectural 

Building Block 

Component compose group 

Landscaping and 

Monitoring 

Monitoring Probes individually 

Dispatcher local-monitoring 

Time-series database local-monitoring 

RECAP Landscaper global-services 

Landscape provider individually 

Neo4j local-monitoring 

Grafana global-services 

Visualisation Toolkit none 

Optimization Application optimizer application-optimization 

Workload predictor application-optimization 

Tensor-flow predictor application-optimization 

Infrastructure and Placement 

Optimizer 

infrastructure-optimization 

Simulation Discrete Time Simulation dt-simulation 

Discrete Event Simulation de-simulation 

Orchestration Optimization Orchestrator orchestration 

Registry orchestration 

Enactor orchestration 

Portal orchestration 

Operation RECAP CLI none 
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7.2 Deployment Configuration 

Besides the composition of services to larger units, the configurability of the software artefacts is 

an issue. From the depth and the breadth of its approach, RECAP addresses many different types 

of systems that have different administrative constraints and varying physical layout. 

Classically, container-based approaches to software operation treat containers as immutable 

artefacts that should also bring their own configuration. In consequence, this means that 

containers, once built, cannot be changed besides some very minor aspects passed to the 

container as environment variables. 

While this approach is appealing on the one hand side, it hinders uptake as the person operating 

the container has to first build the container by himself in order to adapt its configuration to the 

environment. Based on the discussion in (D4.2) we allow the configuration of containers using 

sidecar configuration proxies. In Listing 1 the dispatcher-config service provides a use-case 

specific configuration of the dispatcher that is linked with the dispatcher service via the volumes-

from keyword. For containers that require a less complex configuration, parameters can also be 

passed as via command line parameters or environment variables (set in the compose file). 

7.3 Deployment Scope 

For realizing the run-time optimization loop, the deployable components listed in Table 1 come into 

action at different points in time. Some are global per RECAP installation, some are site-local, and 

some are application-specific, while some others are to be used on-demand. This section clarifies 

this aspect. Table 2 lists the components, their scope and their configuration options. 

Table 2 RECAP components, their deployment scope, and configuration options 

scope component(s) configuration 

Global baseline 

components 

Grafana Default, system-wide 

dashboards 

 RECAP landscaper and Neo4j network topology 

 Portal n/a 

 Enactor system backend (OpenStack, 

Rancher, …) 

 Registry n/a 

 Optimization orchestrator run-interval 

 Infrastructure and Placement Optimizer translation models,  

utility function parameters 

Site-local baseline 

components 

Dispatcher transformation rules for 

default metrics 

 Time-series database n/a 

Application-specific 

components 

Application-optimizer predictors to use 

 Workload predictor [optional] n/a 

 Tensor-flow predictor [optional] n/a 

per-host 

components 

Monitoring probes Dispatcher endpoint, 

metrics to collect 

 Landscape provider Landscaper endpoint 

on-demand dt-simulator n/a 

 de-simulator n/a 

 Visualisation Toolkit n/a 
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Global baseline components: These RECAP components have a global view on the system and 

provide central access points. They are deployed globally and are operated independent from the 

current deployment status such as number of running applications, etc. Yet, their configuration 

may change depending on the deployed applications (cf. Section 7.4). 

Site-local baseline components: These RECAP components are related to monitoring and have a 

site-local view on the system. As the global components, they are operated independent from the 

current deployment status. 

Application-specific components: These components are related to application optimization and 

are application-specific. One of these is operated for every deployed application. 

Per-host components: These components are run per host and provide information about the 

available compute capacities (landscaper) and the current utilization (monitoring). Both of them 

need to be configured with the endpoints of the local Dispatcher or the global Landscaper 

respectively. The RECAP CLI tool presented in Section 9 takes care of handling this wiring. 

On-demand components: These components are not required for realizing the run-time 

optimization loop, but can be run on-demand to unlock e.g. simulation or extended visualisation 

capabilities. 

7.4 Application Registration and Deployment 

For being able to deploy applications on a RECAP installation, three prerequisites need to be 

fulfilled: (i) for each site dedicated hosts need to be accessible for the Container Management so 

that RECAP tools can be deployed there; (ii) at least one site has to be available with the site-local 

baseline components; (iii) the global baseline components need to be installed at one site; Once 

this is the case, users can make use of the RECAP portal for registering applications and deploying 

applications. In the first step, that is presented in Section 7.4.1, an application is made known to 

the system. The information provided in this step is mostly the application topology and its 

deployable components. The second step that is subject to Section 7.4.2. instantiates the 

application creating an application instance id and an instance-specific optimizer and dashboards. 

7.4.1 Application Registration 

 

Figure 17 Workflow for application registration 

Application registration is the step of making an application known to RECAP. As shown in Figure 

17, the interface offered by the RECAP Portal provides an endpoint for registering applications. The 

parameters passed to the endpoint include an identifier, a list of deployable components, topology 

information about how the components interact. Further optional parameters include a list of 
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application-specific Dashboards, a default application optimizer, and information about 

application-specific metrics collected for the application. The portal stores all available information 

in the Registry. 

7.4.2 Application Deployment 

Figure 18 shows the process for deploying a new application instance. When the portal receives 

the user request, it first retrieves the information about the application as registered in 

Section 7.4.1. If the information can be retrieved successfully, the portal executes a series of 

steps: The first step triggers the Container Management to add application optimizer and workload 

predictor to the RECAP installation. In a second new application-specific dashboards are added to 

the visualisation component, if the application specification comes with such dashboards. The 

third step adds information about application-level metrics to the Dispatchers on all sites, if the 

application comes with application-specific metrics. During that process the Dispatchers will 

reserve a dedicate network port for each of the metrics as well as logic for their normalization. 

As a final step, the portal adds the information about the new application instance to the Registry. 

From that point in time on the Optimization orchestrator (cf. Section 5.3) is aware of the new 

application optimizer and will trigger it during execution. During its first run, the new application 

optimizer recognizes that there are no components deployed and triggers scale-out actions as 

discussed in Section 5. 

 

Figure 18 Workflow for an Application Deployment based on a use request through the RECAP Portal (original request 

not shown in the diagram)  

8 Software Components 

Section 2 provided an overview of the RECAP software architecture. Sections 3, 4, 5, and 6 

detailed the four architectural building blocks by introducing the components composing these 

building blocks. Yet, they left out implementation aspects. This section provides details for all 

internal components of the landscaping and monitoring, optimization, and simulation building 

blocks as well as supporting components. Table 3 summarises the invocation dependencies 

between all components required for supporting the run-time optimization loop of RECAP. 
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Table 3 Invocation dependencies between RECAP components in the run-time optimization loop 

Component Invokes Invoked by 

Monitoring Probes Dispatcher n/a 

Dispatcher Time-series database, data lake Probes 

Time-series database n/a Dispatcher 

RECAP Landscaper n/a Landscape Provider 

Neo4j n/a RECAP Landscaper 

Grafana User Time-series database 

Visualisation Toolkit n/a Time-series database, 

Landscaper 

Application Optimizer Time-series database, Landscaper, 

Workload Predictor 

Optimization Orchestrator 

Workload predictor Time-series database, Landscaper Application Optimizer 

Infrastructure and 

Placement Optimizer 

Time-series database, Landscaper Optimization Orchestrator 

Optimization 

Orchestrator 

Time-series database, Landscaper, 

Application Optimizer, 

Infrastructure and Placement 

Optimizer 

n/a 

Registry n/a RECAP Portal, Enactor 

Enactor Cloud API, Infrastructure API, 

Application API, Registry 

Optimization orchestrator 

RECAP Portal Users Registry, Container 

Management, Dispatcher, 

Grafana,  

 

Each of the following sub sections handles one of RECAP’s functional building blocks. In each of 

the sub-section, the internal entities of the building block are discussed one by one on the level of 

deployable software artefacts. For each of them, a description of API is given as well as an example. 

Where necessary more fine-grained sub-divisions are applied. Table 4 summarises all components, 

their architectural building block and the section that presents its content. RECAP CLI as a tool for 

running and testing RECAP is subject to Section 9. 

Table 4 RECAP deployable software components. 

Architectural 

Building Block 

Component Section 

Landscaping  and 

Monitoring 

Monitoring Probes 8.1.1 

Dispatcher 8.1.2 

Time-series database 8.1.3.2.1 

RECAP Landscaper 8.1.3 

Neo4j Not presented; vanilla open source tool 

Grafana Not presented; vanilla open source tool 

Visualisation Toolkit 8.1.5 

Optimization Application Optimizer 8.2.1 

Workload predictor 8.2.3 

Tensor-flow predictor 8.2.3 

Infrastructure and 

Placement Optimizer 

8.2.2 

Optimization Orchestrator 8.2.4 

Simulation Discrete Time Simulation 8.3.2.2 

Discrete Event Simulation 8.3.2.1 
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Orchestration and 

Operation 

Registry Not presented; vanilla open source tool 

Enactor 8.4.2 

RECAP Portal 8.4.1 

RECAP CLI 9 

 

All presented entities are ready for use and have been used in the project or are actively being 

used for validation and demonstration purposes. 

8.1 Landscaping and Monitoring 

This section presents implementation details to the concepts that have previously been discussed 

in Section 3. As detailed in (D5.1) and (D5.2), RECAP supports monitoring metrics derived on four 

different logical levels ranging from “physical”, over “virtual” to “containerised”, and “application”. 

The Landscaper, described in (D8.1) and (D8.3), uses a similar layering, but does not differentiate 

between containers and virtual machines. Here, both layers are “virtual” elements hosting 

application components. 

In this section, we describe the technical composition of the components provided by RECAP for (i) 

collecting monitoring data (probes, cf. Section 8.1.1), (ii) processing monitoring data (monitoring 

infrastructure, cf. Section 3.2), and (iii) capturing and accessing the landscape (RECAP 

Landscaper, cf. Section 8.1.3) as well as (iv) vizualisation. 

8.1.1 Data Collection: Monitoring Probes 

While RECAP is entirely open to use arbitrary probes in order to collect and process monitoring 

data (cf. Section 3.2), it also comes with a set of standard probes that have been tested and run 

in the testbeds as described in (D4.3). 

Probes are used to gather metrics from (i) infrastructure components, such as servers and routers, 

and (ii) software components, such as RECAP components and applications. Infrastructure 

components can be physical or virtual or containerised. 

8.1.1.1 API 

The probes push data to a specific place, which is defined in the respective configuration files, and 

does not include bi-directional communication with other components. The probes are therefore 

straight-forward encapsulated components within RECAP. 

Input: N/A 

Output: The output is defined as a stream-like communication with the Dispatcher (cf. Section 3s). 

The actual data format used is probe-specific and it is up to the Dispatcher to parse and 

understand that formal. 

8.1.1.2 RECAP Components 

During project time, RECAP has exploited two different types of probes, Metricbeat and SNAP. 

8.1.1.2.1 Metricbeat Probe 

Summary: Metricbeat3 is a tool for gathering system- and application-level metrics from the elastic 

product suite. It ships with a number of different modules able to gather metrics from various 

                                                      
3 https://www.elastic.co/products/beats/metricbeat 
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applications and operating system components and kernel modules. In the RECAP eco-system, it 

is used to gather basic system level metrics including CPU load, memory consumption, I/O, and 

network traffic. It can be applied on both physical level, monitoring hosts, and virtual level, 

monitoring virtual machines (from inside the virtual machine). It also has been used to capture 

ElasticSearch-specific metrics for Use Case B. 

Baseline: The component shipped with RECAP is based on Metricbeat version 6.3.0. 

RECAP features: While RECAP uses the standard metrics and modules from Metricbeat, its 

packaging has been extended to simplify usage and make sure meta-data required by the RECAP 

monitoring infrastructure is provided. 

Output format: Metricbeat produces output data in JSON format to be transmitted through the 

beats protocol. The concrete content of that output depends on which metric is being gathered 

from Metricbeat, but it generally follows the format as shown in the following listing presenting the 

current CPU load on host “host.example.com”. 

{  

    "@timestamp": "2017-10-12T08:05:34.853Z", 

    "beat": { "hostname": "host.example.com", "name": "host.example.com" }, 

    . . . 

    "system": { "cpu": { . . .  

            "system": { . . . , "pct": 0.6995, "ticks": 428558 }, 

            "user": { . . . , "pct": 1.4426, "ticks": 725183 } 

         } 

     }  

} 

RECAP bundling: RECAP’s version of Metricbeat is bundled as a Docker container. 

License: Metricbeat is released under an Apache 2.0 license. RECAP’s bundled version uses the 

very same licensing schema. 

8.1.1.2.2 ESXi Snap Probe 

Summary: This is a specific probe for the ESXi hypervisor, which is used within BT’s vmware-based 

data centres. The Probe is based on INTEL’s Snap Telemetry system. The publisher is a self-

developed Snap plugin for Logstash. 

Baseline: The ESXi Snap Probe works for Snap v2.0.0. 

RECAP features: The probe allows the collection of ESXi metrics and publishes to the Dispatcher. 

Output format: The component creates an JSON output. 

[ 

  { 

    "timestamp": "2018-07-25T11:27:59.795513984+02:00", 

    "namespace": "/ /intel/vmware/vsphere/host/10.255.240.29/net/vmnic0/packetsTx", 

    "data": 86, 

    "tags": { 

      "plugin_running_on": "vm-22s3" 

    }, 

    "version": 0, 

    "last_advertised_time": "0001-01-01T00:00:00Z" 
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  }, 

. . . 

] 

RECAP bundling: The ESXi Snap Probe is bundled as a Docker container. 

License: Snap is released under an Apache 2.0 license. RECAP’s bundled version uses the very 

same licensing schema. 

8.1.1.3 Example 

The input the probes receive is probe specific. Their interaction with the Dispatcher is sketched in 

Section 8.1.2. 

8.1.2 Data Processing: Dispatcher 

The Dispatcher receives metric data from the probes and pre-processes them. In particular, it 

performs normalization on both the values and the metric names. 

8.1.2.1 API  

The Dispatcher is the only access point for probes and uses filtering and transformation rules to 

select which data is stored in the time-series database. 

Input: Metrics are provided through probes and processed by the Dispatcher. 

Output: Normalized monitoring data in downstream-specific format, i.e. as InfluxDB API calls and 

CSV files. 

8.1.2.2 Dispatcher 

Summary: The Dispatcher processes monitoring data sent by the probes, filters and pre-processes 

the data, and forwards it to the data lake and to the time series database. 

Baseline: Based on Logstash 6.0.14. 

RECAP features: Dispatches monitoring data from the probes to the data sinks, namely time-series 

database and data lake. 

Output format: Updates to Time-Series Database and to data lake. 

RECAP bundling: Provided as Docker container. 

License: Apache 2.0 License. 

8.1.2.3 Example 

The Dispatcher is configured through a data processing pipeline. The following code listing shows 

an example form monitoring the physical infrastructure for the UULM testbed. Data is received 

through a TCP port in JSON format. It is then filtered (not shown) and then sent to InfluxDB. 

input{ 

 tcp { 

    id => "uulm_infra" 

    port => "5043" 

                                                      
4 https://www.elastic.co/de/products/logstash 

http://recap-project.eu/


RECAP Project ■ H2020 ■ Grant Agreement #732667  

Call: H2020-ICT-2016-2017 ■ Topic: ICT-06-2016 

   

 

 40 

    codec => json 

 } 

} 

 

filter { 

   . . .  

} 

 

output { 

 if [metricset][name] == "cpu" and [metricset][module] == "system" { 

  influxdb { 

      host => "influxdb" 

      port => 8086 

      user => "admin" 

      password => "recap$123" 

      db => "recap" 

      measurement => "host.cpu" 

      data_points => { 

           idle => "%{[system][cpu][idle][pct]}" 

           iowait => "%{[system][cpu][iowait][pct]}" 

           irq => "%{[system][cpu][irq][pct]}" 

            . . .  

        } 

    } 

  } 

8.1.3 Data Storage 

Stores data provided by the Dispatcher as time series data and as CSV files.  

8.1.3.1 API 

The Time-series Database represented by InfluxDB5 constitutes the main interface for other RECAP 

components to queries collected metrics; the CSV files produces by the data lake are the main 

interface for data scientists. 

Input: Metric data as provided by the Dispatcher. From there, they are relayed to data lake and 

time-series database. 

Output: The monitoring data is provided through the InfluxDB API; and as CSV files form the data 

lake. 

8.1.3.2 RECAP Components 

8.1.3.2.1 Time-Series Database 

Summary: The Proof-of-concept implementation of RECAP uses InfluxDB 6  as a time-series 

database. It uses one (cluster of) TSDB per site. 

Baseline: InfluxDB 1.4 

RECAP features: Provides the storage of data. 

                                                      
5 https://www.influxdata.com/time-series-platform/influxdb/ 
6 https://www.influxdata.com/ 
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Output format: JSON objects or CSV. 

RECAP bundling: Official containers used in specific Docker Compose files. 

License: The MIT License 

8.1.3.2.2 Data Lake 

Summary: The Proof-of-concept implementation of RECAP uses plain files as a data lake. 

Baseline: none 

RECAP features: Provides the storage of data. 

Output format: CSV files 

RECAP bundling: no bundling required. 

License: n/a 

8.1.3.3 Example 

The data storage is self-contained, and does not need to communicate to external components to 

work properly. However, it provides interfaces to allow other components to access the data, such 

as the InfluxDB API. For example, to query the CPU of VMs, one could send a REST call via curl as 

shown below. For a full documentation see the official websites78. 

curl -G 'http://influxdb:8086/query?db=recap' --data-urlencode 'q=SELECT * FROM 

"vm_cpu"' 

8.1.4 RECAP Landscaper 

The RECAP Landscaper provides an infrastructure modelling solution for physical and virtual level 

infrastructure as well as mapping virtual and service-layer applications to the physical 

infrastructure in real-time. The infrastructure modelling tool provides the functionality to 

automatically construct a complete graphical representation of a network topology, which can be 

then used to explore optimization of real-world placement solutions and the RECAP use case 

scenarios. 

8.1.4.1 API  

The RECAP Landscaper data can be queried from the graph database via the RESTful Web API. The 

queries to the WebAPI/graph database will feed the Application and Infrastructure Optimizers, 

providing a graphical presentation of the physical, virtual and service level network topology. The 

queries shown in Table 5 are supported by the Landscaper WebAPI and available to the 

Infrastructure and Application Optimizers: 

Table 5 Queries supported by the Landscaper WebAPI 

Query Explanation  URL 

Return the complete landscape graph  /graph 

Return a subgraph starting from a given 

node 

/subgraph/<node_id>  

                                                      
7 https://docs.influxdata.com/influxdb/v1.7/tools/api/ 
8 https://docs.influxdata.com/influxdb/v1.7/query_language/spec/ 
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Return details of a given node /node/<node_id>  

Return a list of nodes that meet the 

supplied properties. 

/nodes 

Returns a geoJSON Feature Collection for 

complete landscape graph 

/graph?geo=True 

Returns a geoJSON Feature Collection for a 

subgraph starting from a given node 

/subgraph/<nodeID>?geo=True 

Returns a geoJSON Feature Collection for a 

given node 

/node/<nodeID>?geo=True 

Return a graph with “type1” and “type2” 

nodes filtered out 

 /graph?filter-nodes=[<type1>, <type2>]?filter-

these=True 

Return a subgraph starting with a given 

node “type1” and “type2” nodes filtered 

out 

/subgraph/<nodeID>? filter-nodes=[<type1>, 

<type2>]?filter-these=True 

 

Input: Requests as defined in the aforementioned REST API. 

Output: JSON responses from the aforementioned REST API. 

8.1.4.2 RECAP Components  

Summary: The Landscaper architecture is presented in Section 3.1 as well as (D8.1): The 

Landscape Manager is fed by collectors that capture data from the physical infrastructure and 

virtualised components. The data is subsequently converted into an appropriate graph format 

(nodes, edges, meta-data) to feed the graph database. Collectors can update information in the 

graph database based on real-time changes in the infrastructure. This is configured by the Event 

Manager with an Event Listener to monitor an event bus for the infrastructure middleware. It can 

request the appropriate Collector to update the Landscaper graph should a relevant event in the 

infrastructure be detected. Data is queried from the Landscaper graph database via a web-based 

API. 

Baseline: INTELs landscaper in latest version9, with backend based on neo4j10 3.5. 

RECAP features: Provides the infrastructure model and the overall RECAP landscape. 

Output format: Landscape as JSON objects, and neo4j interface. 

RECAP bundling: Bundled as Docker containers. 

License: Apache 2.0 License. 

Access and documentation: Documentation is publicly available at GitHub11. 

8.1.4.3 Example 

The RECAP Landscaper has been utilised to represent the entire BT national core network which 

spans across 1132 sites across the UK. The graph details the exchange point, tier, number of users 

connected, geolocation etc. as well as an attribute that indicates whether the site can be used for 

cache deployment or not. The graphical representation of the network has been utilised by the 

utility function algorithms and RECAP Simulator to produce a solution for the optimal number, size 

                                                      
9 https://github.com/IntelLabsEurope/landscaper 
10 https://neo4j.com/ 
11 https://github.com/IntelLabsEurope/landscaper 
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and placement of vCDN caches on the BT network. Examples for accessing the graph-based model 

can be found in the official repository12. 

8.1.5 RECAP Visualisation 

RECAP’s visualisation is two-fold: (i) a traditional monitoring dashboard, and a (ii) visualisation 

toolkit that caters for the RECAP-specific requirements, such as geographical data visualisation. 

The visualization strategy is described in (D5.4). 

Visualisation is important to showcase and to demonstrate the work done within RECAP, but is also 

a valuable tool to understand the current load and activity in RECAP infrastructure and 

applications. 

8.1.5.1 API 

Both visualisation components provided by RECAP access either the Landscaper or the time-series 

database or both. The output in both cases consists of rendered HTML and JavaScript. 

8.1.5.2 RECAP Components 

The two subcomponents of the RECAP Visualisation are independent from each other. 

8.1.5.2.1 System Dashboards 

Summary: The traditional system dashboard consists of (i) the dashboard component, and (ii) the 

dashboard configurations. The first is based on Grafana, the latter is based on configurations for 

Grafana. Grafana queries the time-series databases as data source. Figure 19 shows an example 

dashboard for a benchmark analysis. 

  

Figure 19 Example view of RECAPs dashboard component. 

Baseline: Grafana v5.4.2. 

RECAP features: Provides visualization of data. 

Output format: HTML rendering 

RECAP bundling: Official containers used in specific Docker Compose files. 

                                                      
12 https://github.com/IntelLabsEurope/landscaper/blob/master/tests/test_web_application.py 
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License: Apache 2.0 License. 

8.1.5.2.2 RECAP Visualisation Toolkit 

 

Figure 20 Geographical view of the RECAP Visualisation Toolkit. 

Summary: The RECAP Visualisation Toolkit is written completely in JavaScript and uses Vue.js as a 

framework on the front-end. The backend integrates with the Landscaper to construct queries for 

the time-series databases. The front-end then uses Pixi.js to render things with WebGL, if a WebGL 

renderer is available, otherwise it falls back to canvas rendering. The back-end and front-end 

communicate through AJAX requests from the front-end.  

The toolkit has a geographic view where nodes and links are displayed, and where one can step 

through time intervals and discover changes in e.g. network traffic or load. It’s also possible to filter 

based on link / node type. The toolkit also has a topological view in which the infrastructure and 

the links between components in the infrastructure can be viewed, and where one can view 

hardware information for the infrastructure for different points in time. 

Baseline: Standalone 

RECAP features: Provides visualization of data. 

Output format: HTML / JSON / WebGL rendering 

RECAP bundling: Official containers used in specific Docker Compose files. 

License: MIT 

8.1.5.3 Example 

Example visualisations are provided in Figure 19, Figure 20, and Figure 21. 
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Figure 21 Data centre view of the RECAP Visualisation Toolkit. 

8.2 Optimization 

As presented in Section 5, RECAP’s optimization subsystem takes care of (i) adaption of the 

application to current workload, and (ii) mapping application components to physical hardware 

considering multi-objective trade-offs. It consists of the application optimizer, the infrastructure 

optimizer, and workload predictors. 

8.2.1 Application Optimizer 

The Application Optimizer component constitutes an integrated application configuration and 

deployment optimization system. The application optimization system captures and isolates 

application-level QoS and performance concerns related to the operation of distributed 

applications in fog/edge computing scenarios. The tools (i) supervise application and infrastructure 

states, (ii) supervise application workloads and the resulting QoS, (iii) use prediction tools to 

forecast changes in workloads, and (iv) plan updates and reconfigurations of application 

deployments and configurations to improve application performance and minimize resource usage 

Conceptually, application optimization is application-specific so that there will be different 

application optimizers depending on the applications in the system. The result is a set of tools for 

improved application performance and resource utilization for applications deployed across edge 

networks and data centers. This section details the generic parts all these optimizers have in 

common. 

8.2.1.1 API  

The Application Optimizer API publishes a set of methods for invoking the optimization routines 

reactively, as well as a set of methods for scheduling or triggering periodic optimizations. The 

application optimizer can be viewed as performing stochastic planning on a per-application basis, 

and output from the optimizer is to be viewed as recommendations to the system. The following 

the details the interface functions: 
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AOResponse optimize(AORequest request) 

AORequest is a tuple consisting of three fields: 

ApplicationModel applicationModel 

InfrastrcutureModel infrastructureModel 

Constraint[] constraint 

Each of these fields contains input data that may be used by the optimizer to make 

recommendations for application optimization. 

AOResponse contains an OptimizationPlan containing a set of OptimizationAction, that contain 

individual recommendations for optimization, e.g., to scale up or down a specific application 

component. 

Input: As shown above. 

Output: The application optimizer outputs optimization steps. 

8.2.1.2 Application Optimizer 

Summary: Internally, the application optimizer consists of two types of components: optimization 

engines and schedule managers. Optimization engines operate in two modes: blocking / 

synchronous optimization and non-blocking / asynchronous optimization. Implementations of 

optimization interfaces may individually determine which of these modes are supported. The PoC 

implementation of RECAP has focussed on the blocking interface, as this is the interface used by 

the Optimization Orchestrator. 

For deployment, optimization engines are wrapped in services that may be invoked directly or 

indirectly via scheduled executions. Internally the optimization engines may make use of workload 

modelling and prediction components to proactively asses the expected state of applications and 

prepare for optimal execution under expected behaviour. 

Baseline: The Application Optimizer has been implemented from scratch based on experiences 

gained the in the CACTOS project (Groenda, et al. 2016).  

RECAP features: Calculates optimization scenario and provides the optimization instructions. 

Output format: Optimizations steps for the Enactor component. 

RECAP bundling: Binaries encapsulated in a Docker image. 

License: proprietary. 

8.2.1.3 Example: vCDN 

A vCDN application is deployed in a physical network. vCDN components are modelled as read-

through caches that serve requests for cached content locally, and forward requests for non-

cached content up the component hierarchy.  

The application optimizer dynamically determines (from the application’s perspective) optimal 

sizes and placements of cache components and give recommendations for this to the 

infrastructure optimizer in the form of optimization plans.  
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8.2.2 Infrastructure and Placement Optimizer 

The Infrastructure and Placement Optimizer (IPO) is targeted to demonstrate infrastructure 

optimization. For RECAP, this service provides placement decisions. 

8.2.2.1 API  

The IPO contains a REST API which provides the following actions: 

Query Explanation URL 

GET /service_chain/list 

POST /service_chain/load 

POST /service_chain/save 

POST /service_chain/send 

The send action is what kicks off the provisioning process. 

Input: infrastructure landscape, telemetry data, application model 

Output: an optimised schedule ‘service chain’ to be executed by the enactment component 

8.2.2.2 Infrastructure and Placement Optmizer 

As presented in Section 5, the IPO is triggered by the Optimization Orchestrator. It then queries 

current workload and landscape, and augments the data received by the orchestrator. Output of 

the IPO is a serialised JSON object, which is used embedded in an optimization plan by the 

Optimization Orchestrator. The entire functionality is contained in one container; communication 

between the IPO and the interfacing components of the system is achieved using messaging 

queues. 

Baseline: implemented from scratch. 

RECAP features: Calculation of the Infrastructure Optimization Scenario 

Output format: JSON object 

License: proprietary. 

8.2.2.3 Example 

The following listing is an example excerpt of a JSON based service-chain input to the Infrastructure 

Optimizer/Placement Service. The excerpt shows the configuration of a new VM, for which an 

optimised placement needs to be found. 

{ 

  "nodes": [ 

    { 

      "attributes": { 

        "name": "new_node",  

        "image": "ubuntu1404",  

        "ram": 2000,  

        "vcpus": 2, 

        . . .  

      }, 
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      . . .  

    }, 

    . . . 

  ], 

  . . . 

} 

8.2.3 Workload Prediction 

The data analytics part of RECAP is composed of an offline model training, calibration, and 

validation. During run-time, the models are incorporated into the run-time optimization loop and 

used by the application optimizer. As stated in Section 4, the data analytics part has no particular 

API and the outcome can consist of insights, code, or trained models such as TensorFlow models. 

Due to the fact that workload prediction is highly application specific it is likely that in a large 

application landscape many different models exist. For making these models usable by application 

optimizers they require a common programming interface. This section introduces a REST-based 

API and further presents two different models that have been realized in RECAP, one based on 

TensorFlow and another one built from scratch serving (S)ARIMA models. 

8.2.3.1 API  

The implementation of the workload predictor differentiates between the model and the server 

serving queries to this model. RECAP assumes that workload models are constructed offline and 

injected into the server during bootstrapping. A single server can serve multiple models. 

The API provided by the prediction server component is a REST API for which a client 

implementation for the Java programming language is available. Overall, the API is separated in 

two different domains: meta-data querying and prediction. 

8.2.3.1.1 Model Metadata Query 

Prerequisites: Descriptions (metadata) of the model and its data source is available at the server. 

Key metadata entries include model-family, model-hyper-parameters, model-file, data source, 

data-date-from, data-date-end. 

Input: Query metadata of a prediction model is made using a REST-based instruction. An URL 

including the service end-point (host, port, and model name given in the query path) to identify the 

model is required. 

Output: Metadata of the model in JSON format. 

8.2.3.1.2 Prediction 

Prerequisites: The queried prediction model is available at the server. 

Input: Arguments to a prediction are input along with the query via HTTP query parameters. They 

can be a number of prediction steps ahead, or a range in time defined by a start date/time and an 

end date/time. 

Output: Resulting predictions are returned in JSON format. 
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8.2.3.2 RECAP Components 

8.2.3.2.1 (S)ARIMA Predictor 

Summary: The server component is implemented using Python and Flask-RESTful13 and running 

as an application serving HTTP requests. It is packaged as a deployable Docker container. 

Prediction models registered to and placed at the server side are loaded dynamically using a 

configuration file. 

Baseline: The predictions are provided through a Flask-RESTful based application. The Python 3.6-

based implementation of the models uses the stats models 0.10.0 package14. 

RECAP features: The implementation of the prediction server components; provisioning of 

regression-based workload models. 

Output format: JSON objects. 

RECAP bundling: Bundled as Docker container. 

License: Flask-RESTful is provided under BSD, whereas the use case specific workload models and 

the predictor implementation are proprietary. 

8.2.3.2.2 TensorFlow Predictor 

Summary: This predictor is an API-compatible version of the (S)ARIMA predictor serving TensorFlow 

models. Above API basically wraps TensorFlow Serve’s REST API. For loading offline trained models 

into the predictor, they have to be serialized, using TensorFlow serialization utilities. 

Baseline: The Data Analysis is based on TensorFlow 1.12.0. The models are created and then 

serialized by a Data Analyst, cf. Section 4. 

RECAP features: Processes the Tensor Flow models created by RECAP and provides the workload 

forecasts.  

Output format: JSON objects. 

RECAP bundling: Official containers used in specific Docker Compose files. 

License: TensorFlow is under Apache 2.0 License, whereas the use case specific models are 

proprietary. 

8.2.3.3 Examples 

8.2.3.3.1 Prediction Model Configuration 

To support dynamically model loading, the server component is instructed to initialised with a set 

of prediction models configured in a configuration file. Hereafter is an example of an entry 

configured in the file. 

{ 
  "predictors": { 

"ucd1_sarima_colindale": {"resource": "predictors.PredictorSarima", "mode": "native"} 
  } 

                                                      
13 http://flask-restful.readthedocs.io 
14 https://www.statsmodels.org/stable/release/version0.10.html 
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} 

where ucd1_sarima_colindale is the name of prediction model which is also visible to client 

applications, resource indicates the Python class serving the prediction queries using the given 

model, and the native mode means this resource is developed and integrated into the predictor 

as a whole. 

8.2.3.3.2 Model Metadata Query 

A query for the metadata of a model is carried out simply by: 

http://server:5000/ucd1_sarima_colindale/info 

where server:5000 is service host and port of the predictor, ucd1_sarima_colindale indicates 

the name of the model, info is the command for metadata query. 

Result of the call is the text in JSON format as follows: 

{ 
  "model-family": "arima", 
  "model-data-sampling-interval": "H", 
  "model-hyper-parameters": [1, 0, 3, 1, 0, 1, 24], 
  "model-file": "ucd1_sarima_colindale.model", 
  "data-file": "data/bt/data_colindale_H.csv", 
  "data-sampling-interval": "H", 
  "data-date-from": "2016-07-01 00:00:00", 
  "data-date-to": "2017-03-31 23:00:00", 
  "datetime-format": "%Y-%m-%d %H:%M:%S" 
} 

8.2.3.3.3 Prediction Query 

The prediction server supports multiple instructions for prediction query. Hereafter are two basic 

formats of the instruction. The first one is to query predictions with some number of prediction 

steps ahead. The below example presents a query with five steps. Note that the time unit of each 

step is defined by data-sampling-interval in the model’s metadata. With the above metadata, 

one step corresponds to one hour. 

http://server:5000/ucd1_sarima_colindale/predictions?steps=5 

And the second format is to support prediction queries with time range. The following is to make a 

query with predictions from “2017/04/01 02:00:00” to “2017/04/01 05:00:00”. 

Result returned from the server is JSON text including a list of pairs of a timestamp and the 

predicted values at the timestamp like the following. 

{ 
  "code": 1, 
  "data": 
"{\"1491004800000\":0.0425497286,\"1491006000000\":0.0439468815,\"1491007200000\":0.0431280
381,\"1491008400000\":0.0451332417,\"1491009600000\":0.040647899}", 
  "message": "TESTPREDICTOR predictions retrieval: SUCCESS." 
} 

8.2.4 Optimization Orchestrator 

8.2.4.1 API 

The Optimization Orchestrator does not provide an API, as it is intrinsically active. 
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8.2.4.2 Optimization Orchestrator 

Summary: The Orchestrator acts as a mediator between different components, also it provides 

means to translate from a certain source and target format. For example, the translation to a Heat 

template from the application optimizer to the placement optimizer. 

Baseline: Self-developed Python daemon. 

RECAP features: Message mediator of different subsystems in RECAP. 

Output format: Not applicable, direct interface communication. 

RECAP bundling: Bundled as Docker containers. 

License: Apache 2.0 License. 

8.3 Simulation 

The RECAP Simulation Framework offers two different simulation approaches to address unique 

use case requirements: (a) Discrete Event Simulation (DES) that will be used in use cases that 

present more granular application level based estimations and require more low-level modelling; 

and (b) Discrete Time Simulation (DTS) that will be focused on large-scale infrastructure 

performance estimations. 

The RECAP Simulation Framework is capable of (i) creating controllable and reproducible 

simulations, including simulation of a large and geographically distributed scenarios, simulation of 

physical and virtual resource capacities, and simulation of various application deployments. (ii) 

assist the RECAP Optimization Framework by evaluating various application deployment and 

infrastructure management strategies, by taking into account cost, energy, resource allocation and 

utilization. 

8.3.1 API  

Functionality of simulation framework is fully exposed via a RESTful web API. The purpose of which 

is to give control to the simulation process remotely, exposing it as a service. A user can start, stop 

and query simulation experiment by sending models and simulation parameters over the pre-

defined REST endpoints. To start the experiment a user needs to specify application, infrastructure 

and workload models that will be used for the experiment, these models define the distributed 

edge system and behaviour under user load. Additional simulation configuration information 

includes the duration of experiment, condition of experiment termination, simulation engine 

selection, result storage selection and other technical simulation execution parameters. All the 

data submitted to the API is wrapped in a JSON format. Once experiment has started successfully 

the user receives simulation ID as a reply message. The ID is then can be used to query experiment 

progress or identify results of the experiment in the central database. More detailed design and 

RESTful API method description is shown in (D7.5). 

Input: The RESTful API is outlined in (D7.5). 

Output: The JSON-based output is outlined in (D7.5). 

8.3.2 RECAP Components 

In a general way, the simulation models are sent via the API through to the target Simulation 

Framework (DES or DTS), cf. Figure 16, depending on the use case. The RECAP Simulation Platform 
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integrates with two different simulation approaches to address different use case requirements. 

The API is also used by the RECAP Optimization Framework by submitting precompiled models. 

8.3.2.1 DES 

Summary: In general terms, the DES approach provides a systems modelling tool wherein the 

operation of a system is modelled as a chronological sequence of events (Alrowaie 2011). In this 

approach, all scheduled events and their associated timestamps are typically stored in a future 

event list (FEL) in order to guarantee that all events will occur in correct chronological order. 

RecapSimDES is built using CloudSimPlus simulation platform at the core, extending its 

components with additional functionality that fits with edge computing and RECAP use cases. Most 

significant additions were made to network modelling, application modelling, integration, user 

interface and to the model implementation. Detailed user manual and feature list will be 

distributed with the code, published in (D7.5) and made available publicly. 

Baseline: CloudSimPlus15 Ver. 4.0.6. 

RECAP features: Provides the simulation results. 

Output format: Simulation output can be parameterised to store results in InfluxDB or as local CSV 

files via selecting different adapters. 

RECAP bundling: The RecapSimDES software base is managed using Apache Maven tool which 

allows easy inclusion and access to code for other projects. The runnable are made available as 

standalone “fat jars” and Docker containers. 

License: Open Source under GPL3 license. 

8.3.2.2 DTS 

Summary: In summary, the DTS is based on some CloudLightning simulator concepts (Cloud 

Lightning Consortium 2017). At each time step, a list of requests is processed by the simulator, 

affecting the state of the components that compose the system in evaluation. In this way, the state 

of the system is assessed at discrete moments in time, without the need for storing future events; 

avoiding pre-computation and storage of future events substantially reduces memory 

requirements, while enhancing performance (Filelis-Papadopoulos, et al. 2018). 

Baseline: CloudLightning Simulator16.  

RECAP features: Provides simulation results. 

Output format: InfluxDB, CSV 

RECAP bundling: Bundled as Docker containers. 

License: Apache 2.0 License. 

8.3.3 Example 

As simulation experiment is defined by models describing an edge system and additional 

simulation parameters. Models are divided into three categories: Infrastructure, Application and 

                                                      
15 https://github.com/manoelcampos/cloudsim-plus 
16 https://bitbucket.org/cloudlightning/cloudlightning-simulator 
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Workload. The infrastructure models capture information about edge locations (sites) and network 

links connecting these locations. Application models refer to the software applications or services 

deployed on the infrastructure, capturing logical connections between distributed application 

components as well as data flow within. Workload model describes user interaction with an 

application, it contains information about individual user devices requests sent over network. The 

experiment model schema is implemented using Google Protocol Buffers17 library and can be 

serialised in various different formats, JSON notation is one of the supported data exchange 

formats used by RecapSim API services.  

 

Figure 22 Simulation experiment JSON example. 

Figure 22 shows an example of populated experiment model. In the top tier it contains name and 

duration of simulation experiment further nesting infrastructure model, application landscape 

model containing list of deployed applications and workload model which contains device request 

information. 

Once the RecapSim API service is started the experiment description in JSON format can be posted 

to a RESTfull API path “StartSimulation”: 

curl -d '{JSON DATA}' \ 

   -X POST http://server:4567/DES/StartSimulation 

If there were no errors in the model and experiment scenario is accepted by the service, the 

simulation process is executed returning to user JSON message with a unique experiment ID: 

{ 

"status": "SUCCESS", 

"message": "Edge Simulation Experiment_1548244741" 

} 

The acquired ID then can be used to retrieve simulation results from the InfluxDB once simulation 

has finished. 

                                                      
17 https://developers.google.com/protocol-buffers 
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8.4 RECAP Operation 

8.4.1 RECAP Portal 

The Portal component provides an entry point for the users of the system. The RECAP portal offers 

an interface to register applications and to trigger the deployment of registered applications. 

8.4.1.1 API 

The interfaces provided by the RECAP portal are as follows. They have been detailed in Section 7.4. 

registerApplication(Id, Components, Topology,  

Dashboards, Optimization, MetricInformation) 

deployApplication(Id, Dashboards, Optimization) 

The parameters to be passed are as follows: 

 an application topology describing the individual components the application is composed 

from and the communication links between them. 

 a description of application-level metrics to be collected by RECAP, their data format and 

rules for parsing them. 

 specifications of application-specific dashboards to be included in the RECAP visualisation. 

 a definition of the application-specific optimizer and its use for this application 

The application topology contains a specification that for each of the components describes how 

to bring up a new instance of that component and link it to other component instances. The exact 

definition is dependent on the virtualisation platform to be supported (e.g. virtual machines in an 

IaaS cloud vs containers) and cannot be generalised. 

Input: The RESTful API as above. 

Output: none 

8.4.1.2 RECAP Portal 

Summary: The RECAP Portal is the user interface to the RECAP installation, and provides access 

to the Registry. 

Baseline: Web-based application.  

RECAP features: User access to RECAP. 

Output format: Not available. 

RECAP bundling: Bundled as Docker containers. 

License: Apache 2.0 License. 

8.4.2 RECAP Enactor 

The enactor receives an optimization plan from the Optimization orchestrator and enacts it. The 

Enactor uses meta data from the Registry. 
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8.4.2.1 API 

The interfaces provided by the RECAP Enactor is as follows. 

void enact(OptimizationPlan) 

Input: An OptimizationPlan describing changes to the infrastructure and application deployment. 

Output: no immediate output, but changes to the deployment and infrastructure configuration. 

8.4.2.2 RECAP Components 

8.4.2.2.1 OpenStack Enactor 

Summary: The Enactor for OpenStack provides the implementation of optimization steps for a 

RECAP installation backed by an OpenStack IaaS.  

Baseline: Swagger/OpenAPI v2.x, Ansible 2.x   

RECAP features: Provides the enactment of adaptation steps. 

Output format: n/a 

RECAP bundling: Container used in specific Docker Compose files. 

License: Apache 2.0 License. 

8.4.2.2.2 Rancher Enactor 

Summary: The Enactor for Rancher provides the implementation of optimization steps for a RECAP 

installation backed by a Rancher system. 

Baseline: Swagger/OpenAPI v2.x, Ansible 2.x   

RECAP features: Provides the enactment of adaptation steps. 

Output format: n/a 

RECAP bundling: Container used in specific Docker Compose files. 

License: Apache 2.0 License. 

8.4.2.2.3 Tieto Enactor 

Summary: The Enactor for Tieto provides the implementation of optimization steps for a RECAP 

installation run in the Tieto testbed. 

Baseline: Swagger/OpenAPI v2.x, Ansible 2.x 

RECAP features: Provides the enactment of adaptation steps. 

Output format: n/a 

RECAP bundling: Container used in specific Docker Compose files. 

License: Proprietary. 
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9 RECAP Installation 

As described in Section 7, RECAP pursues a delivery and operation strategy that heavily depends 

on Docker containers that are pre-bundled in Docker compose files in order to ease access to 

RECAP’s software artefacts. In order to further ease the operation of RECAP tools, we prove the 

RECAP command line tool (RECAP CLI). 

RECAP CLI can be used to deploy the RECAP tools for the run-time operations mode as well as an 

external orchestrator over a set of physical or virtual servers. Currently, RECAP CLI relies on 

Rancher18 1.6 platform as an orchestrator. 

9.1 Prerequisites 

RECAP CLI can operate on physical hardware, i.e. data centres. Therefore, a set of servers is 

required that are supposed to run the RECAP tools including the orchestrator. All of the servers 

need to be accessible via ssh and have to be able to execute Docker containers. 

In addition, RECAP CLI can also create virtual RECAP environments. That is, based on a user-

defined specification, it is able to create a virtual network topology in a IaaS environment with 

multiple routers as well as servers (virtual machines) attached to these routers. Also, virtual 

machines (and servers and even entire sites) can be dynamically added and removed from the 

installation. Once running RECAP CLI will access these virtual machines through ssh so that from 

a management perspective, there is no difference to the virtual servers.  

The use of RECAP tools in virtual environment is useful for testing and evaluation purposes and is 

also helpful to get easily started with RECAP. 

9.2 Container Configuration 

As stated in Section 7, all RECAP components are provided as Docker containers. Yet, some of 

them require specific configuration in order to be adapted to the respective use case. This may 

include the specification of constraints in the case of optimizers or the Dashboards to use in the 

case of visualisation. They also include settings such as database password. As also stated in 

Section 7, such configurations are either provided as container parameters at start-up or as 

configuration files that are injected in the main container. RECAP CLI provides specific hooks for 

the latter. 

9.3 RECAP Component Installations 

RECAP CLI provides the following commands for setting up the system and deploying RECAP 

components. All examples assume that the tool is available as recap. The latest documentation 

is available using recap –help. 

9.3.1 Environment Files 

RECAP CLI operates on an .env file that contains necessary configuration variables for various 

aspects of a RECAP deployment. Listing 2 provides a simplified example of such a file. 

SERVICES_GLOBAL=dashboard,dashboard-config,application-optimizer,neo4j,landscaper-

api,… 

                                                      
18 https://rancher.com/ 
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SERVICES_INFRA=dispatcher, dispatcher-config,influxdb,… 

… 

DISPATCHER_CONFIG_IMAGE=omi-registry.e-technik.uni-ulm.de/recap-

demo/config/logstash/testbed-b-prod:latest 

DASHBOARD_CONFIG_IMAGE=omi-registry.e-technik.uni-ulm.de/recap-demo/config/grafana 

Listing 2 Truncated example env file 

The .env file describes which services to install globally (SERVICES_GLOBAL), ie. once per RECAP 

installation, and which services need to be installed per site or data centre respectively 

((SERVICES_INFRA)). It also defines which Docker images should be used as configuration 

containers, e.g. DISPATCHER_CONFIG_IMAGE for the dispatchers.  

Other options have been omitted here for the sake of readability. 

9.3.2 Manage Stacks 

In Rancher, a stack is a set of logically grouped services. For RECAP, stacks represent compound 

services. For instance, all site-local services for a site are combined in one stack. Hence, a RECAP 

installation with N sites will by default count N+1 stacks, namely one per site and a global one. 

./recap stack Manage Complete RECAP Stacks on Running Sites 

This command starts or stops a RECAP stack, e.g. the infra stack from Listing 2. If no --

infrastructures parameter is given, the stack is stopped on all sites. Otherwise, the 

command it will only be applied to the site specified. Also it is possible to override the images to 

be used for the configuration containers, e.g. through the use of --dispatcher-config-

image). 

9.3.3 Manage Hosts 

A host is a physical or virtual server that is running RECAP tools. 

./recap host Add or Remove Hosts from RECAP Environment 

This command takes an IP address or host name as an argument and adds or removes this host 

from the environment. --username defines the user name to use for the given remote host and and 

--private-key-file a file used for SSH authentication. Adding a host further requires the --site to 

be used. 

9.3.4 Manage Virtual Environments 

A virtual environment is a set of virtual machines and a network topology deployed on a IaaS, here 

OpenStack.  

./recap venv Manage Virtual RECAP Infrastructure on OpenStack 

This command brings up or down a virtual RECAP infrastructure on an OpenStack installation. It 

creates a configurable number of sites with a virtual network for each site. Virtual machines are 

automatically added to the environment using ./recap host add. 
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10 Summary 

This document presented (i) an overview of RECAP models and operational modes and a detailed 

description of the four architectural building blocks landscaping and monitoring, RECAP 

optimization, RECAP simulation as well as Data Analytics and machine learning; (ii) an overview of 

the internal components and internal architecture of each building blocks; (iii) for each deployable 

artefact, the API and licensing. 

10.1 RECAP Architecture 

RECAP targets the operation of large-scale applications in geographically distributed 

infrastructures. This run-time optimization is realized using a mape-k loop where the state of the 

life system is monitored and based on the current state optimizers decide on changes to be 

enacted in the system. RECAP’s optimizers are centred around a set of models. 

From an architectural point of view, RECAP is built from four architectural building blocks: The 

Landscaping and Monitoring sub-system is responsible for capturing monitoring data from the 

infrastructure up to the application. Further, it is tasked with gathering information about the 

structure of the current infrastructure and application landscape; and finally, it provides access to 

the collected data, be it for other sub-systems, for operators through visualisation, or for data 

scientists for bulk access to the collected data. 

It is the main resource for the Data Analytics and Machine Learning sub-system that is used to 

analyse the data. This may, in turn, lead to general human-interpretable insights, or – when 

machine learning techniques come into play to the generation of trained models that can be used 

by the optimization system. The simulation and planning sub-system supports the validation of 

RECAP models. In addition, it puts operators in the position to run what-if scenarios and to support 

the planning of the evolvement of large scale infrastructure. 

RECAP’s optimization sub system creates optimization plans for both infrastructure and application 

level. It is based on the ‘separation of concerns’ premise and provides separate optimizers for 

infrastructure and application level. Both optimizers take their decision based on live information 

provided by the landscaping and monitoring sub-system. In order to avoid conflicting decisions, the 

Optimization Orchestrator mediates between the two before passing optimization steps on to 

enactment. 

10.2 Integrated Prototype 

For integration, RECAP targets lose coupling between the components and makes use of 

containers. From the four building blocks landscaping and monitoring, optimization, and simulation 

and planning are supported by the RECAP prototype. The data analytics part mostly consists of off-

line tasks executed by data scientists. The insights from analytics though flow back as models to 

the optimization and simulation parts. 

The prototype consists of 18 deployable components that are provided as Docker containers and 

bundled through Docker compose files. 
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