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Executive Summary 

Deliverable D5.1 provides a detailed description of the tasks to be performed in the context of 

RECAP work package WP5, from the point of view of data processing and statistical models. The 

document also provides an architectural design of the different elements that compose the 

solution provided by WP5 for data retrieval, management and storage. The document covers both 

types of data sources: offline (trace-based) and online (monitoring-based). 

This deliverable covers four critical elements that are required to successfully deliver data analysis 

for the RECAP project: 

i) The specific needs of the RECAP use cases in terms of data; 

ii) The data source(s), transport, transformation and storage; 

iii) The descriptive analysis and the mathematical models needed in the project; 

iv) The infrastructure available for querying and visualisation of data; 

A large portion of the document re-casts and re-interprets the RECAP Use Cases from the point of 

view of data flow: for each use case, D5.1 describes from where the data is going to be collected, 

what type of data is available, what kinds of transformation are needed (filtering, aggregation, pre-

processing, …), what models are going to be developed, and how the results are going to be 

visualized. 

The deliverable provides the foundations, from a data point of view, for the work packages WP6 

(workload and application modelling), WP7 (simulation) and WP8 (application placement and 

infrastructure optimisation). Finally, the document provides valuable information to be used for the 

architecture and design of RECAP in work package WP4. 
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1 Introduction 

The work package WP5 Data Collection, Visualization and Analysis of the RECAP project has been 

designed to deliver the tools required for the acquisition, processing and visualisation of the data 

needed in the rest of the work packages, in particular in WP6 (workload modelling), WP7 

(simulation) and WP8 (application modelling). The same tools will be also required to understand 

and develop new models of the behaviour of systems and applications. More concretely, the 

objectives of WP5 are the following: 

 To provide an infrastructure for the acquisition and processing of data (both from 

applications and from systems); 

 The development of mathematical models to identify relevant features and forecast future 

values; 

 To provide the tools required for the easy retrieval and visualisation  of data 

 To provide an open dataset with traces collected from real infrastructure, so that the same 

data can be used for further research. 

In order to fulfil these goals, the work package has been organized into four tasks: T5.1 is devoted 

to the acquisition of data, its transport, transformation, and storage; T5.2 is intended for the 

analysis of the available data and the development of new models based on machine learning 

techniques; T5.3 deals with the generation of simulated artificial workloads; and T5.4 is 

responsible of the visualisation  and the provision of APIs for data manipulation. 

Being the first deliverable of WP5, this document provides an architectural design of the different 

elements that compose the solution provided by WP5 for data retrieval, management, storage and 

visualisation . and describes in detail the mathematical models used in the data analysis process, 

together with a description of new models being developed. 

The document also provides a detailed description of the tasks to be performed in the context of 

WP5, from the point of view of data engineering and data science, and with a strong focus on end 

user needs. As such, the document focuses on the activities performed in the scope of Task 5.1 

(Data Acquisition, Assembly and Publication) and Task 5.2 (Feature Engineering and Analytics). It 

also describes how these two tasks relate to the activities foreseen in Task 5.3 (Artificial Workload 

Generation) and Task 5.4 (Visualisation  and APIs). Tasks 5.3 and 5.4 will be described in detail in 

their own deliverables (Artificial Data Traces and Workload Generator Models) and (Methods and 

Frameworks for Data Visualisation) respectively. Finally, a description of the software platforms to 

be employed, the integration of these platforms, and the missing functionalities that have to be 

developed in the context of the project is included as well. 

This document re-casts and re-interprets the RECAP Use Cases from the point of view of data flow. 

That is, in the document, and for each use case, it is described from where the data is going to be 

collected, what type of data is available, what kind of transformations are needed, what models 

are going to be developed, and how the results are going to be visualized. 

1.1 Structure of This Document 

The present deliverable is organized as follows:  provides a brief description of the requirements 

of each use case from the point of view of data analysis. Section 2.1 covers the use case of very 

large infrastructures and networks management. Section 2.2 focuses on the data analytics 

engines and the associated issues. Section 2.3 describes the application of the paradigms of edge 

computing and fog computing to the development of the concept of smart city. Section 2.4 is about 
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the application of RECAP to the virtualization in content distribution networks. Finally, Section 2.5 

deals with the intelligent virtualization of network functionalities. 

Section 3 contains a proposal for an acquisition and storage architecture that backs the operation 

of WP5 activities. It includes a detailed description of all the elements in this architecture. Software 

platforms, hardware, metrics, and procedures are identified and documented. 

Section 4 Data Analytics describe the mathematical models, the statistical inference procedures, 

and the machine learning algorithms used in the project to identify the most relevant features and 

to forecast future values. 

Section 5 captures aspects of the work packages that are not immediately related to data 

acquisition and analytics, but go beond: visualisation and workload modelling. Finally, Chapter 6 

provides the conclusions of the document and an outlook for the next iteration of this deliverable 

(Final Data Acquisition and Analytics Models 2018). 

1.2 Global Architecture 

Figure 1 shows the global architecture of the WP5 Data Acquisition and Analytics Models. In the 

architecture, three types of elements are depicted. Square boxes correspond to those conceptual 

elements required to perform the task involved in WP5 (ETL, API, etc.). Dashed square boxes 

correspond to the logical division of work in WPs and Tasks; each conceptual element is identified 

with the task responsible of its implementation. Finally, the logos correspond to the 

tools/middleware involved in the developments, either full solutions (InfluxDB, Grafana, etc.), or 

development languages and APIs (Python, Java, TensorfFlow, etc.) 

 

Figure 1 WP5 Conceptual Architecture 

Section 3 describes the elements included in the box labelled T5.1 and the Repository, and 

Section 4 those inside the box labelled T5.2. The elements of box T5.3 will be described in a 

dedicated deliverable (D5.3), and those in T5.4 in deliverable D5.4. However, since those 

deliverables are not expected until M28 and M36 respectively, Section 5 includes a short 

overview of aspects of T5.3 and T5.4 for completeness.  
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2 Use Cases Description 

In this section we describe the use cases of the RECAP project from the point of view of data 

analysis and model building. For each use case, we provide a very short introduction to put the use 

case in the context of the whole project. A more detailed description of the metrics collected for 

each use case is described in Section 3.6, and the particular needs of each use case in Section 

4.7. 

2.1 Use Case A: Infrastructure and Network Management 

Quality of Service (QoS) is very important to maintain in a Telecom system providing 

communication services. Data sent for different services has specific needs and a call will fail if 

the QoS is not fulfilled or users may close the call if the QoS is not satisfying. Examples of QoS 

violations include when the quality of the call is bad, a low throughput when using Internet for 

upload/download data, or event calls that could not be setup. The throughput and latency between 

two applications are thereby key parameters together with the service. Both the latency and 

throughput will vary depending on the chosen path through the network as well as the load of the 

computers handling the service.  

To find out which bottlenecks that are limiting the throughput and latency, the load of each service 

must be measured together with the placement of the services. To measure the QoS and the load 

of the telecom services, telecom specific measurements need to be collected as application-

specific metrics. This includes for instance the number of calls setup/released, the number of 

dropped calls, time needed to setup/release calls and bearers, setup failures of bearers, 

throughput in each cell etc. Figure 2 provides an illustration on how radio bearer, S1 bearer and 

S5/S8 bearer are linked to realise an Evolved Packet System (EPS), which is combined with an 

external bearer to realize an end-to-end communication service between the user equipment and 

the peer entity, e.g. on the Internet. 

User
Equipment

eNodeB Serving
Gateway

Public Data 
Network 
Gateway

Peer Entity

Radio
Interface

S1
Interface

S5/S8
Interface

Gi
Interface

InternetCore NetworkRadio Access Network

End-to-end Communication Service

EPS Bearer

Radio Bearer S1 Bearer

S5/S8 Bearer

External Bearer

E-RAB

 

Figure 2 Realization of end-to-end communication service with bearers 

 

The key performance indicators (KPIs) considered in RECAP for a communication service will be 

the following. 
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Table 1 KPIs  for the Infrastrucutre and Management use case 

Variable Description 

Service Availability  

  Down-time Number of minutes since activation that the communication service 

is not available 

Service Accessibility  

  Attach Success Rate A user can only use the communication service if they have 

successfully attached to the network with the default EPS bearer 

established. The attach success rate is a ratio between number of 

successfully performed attach procedures and number of attempted 

attach procedures.  

  Dedicated Bearer Creation 

Success Rate 

The user can only use a specific QoS if dedicated EPS bearer 

creation is successfully. Bearer creation success rate is a ratio 

between number of successfully performed EPS bearer creation 

procedures and number of attempted EPS bearer creation 

procedures. 

  Service Request Success Rate A service request is triggered for an attached UE (in idle state) if it 

there is a need to send or receive data. The service request success 

rate is a ratio between number of successfully performed service 

request procedures by the UE and number of attempted service 

request procedures by the UE. If the KPI is lower than predefined 

threshold then the user experience of sending/receiving the data 

will be affected. 

  Dedicated Bearer Setup Time Mean setup time for dedicated bearers, a.k.a. EPS bearer, in 

seconds. It reflects the user satisfaction for the bearer setup time 

Service Reliability  

  Implicit Detach Rate An attached UE can be implicitly detached with no explicit signalling. 

The implicit detach rate indicates ratio of number of implicit 

detaches and number of successfully performed attach procedures. 

  Connection Drop Rate An ongoing connection may be dropped due to failures or pre-

empted due to lack of resources. The drop rate is ratio between 

number of dropped connections and number of successfully 

established connections (attach, bearer creation, service request). 

Quality of Service  

  QCI/Packet delivery Percentage of number of packets delivered for the specific QoS 

Class Index. The QCI range is 1..255. Initially only 1..9 is used. See 

(Initial Quality-of-service Metrics and Models 2018) for more 

information about QCI. 

  QCI/RTT Average round-trip time of payload packets between two test points 

in milliseconds for the specific QoS Class Index. QCI range is 

1..2551. See (Initial Quality-of-service Metrics and Models 2018) for 

more information on QCI. Test points is located in traffic generator 

and validator 

  QCI/Jitter Average variation of round-trip delay of payload packets between 

two test points in milliseconds for the specific QoS Class Index. QCI 

range is 1..255. See (Initial Quality-of-service Metrics and Models 

2018) for more information about QCI. Test points is located in 

traffic generator and validator. 

 

2.2 Use Case B: Data Analytics Engine 

The Linknovate platform is a distributed discovery engine with the objective is to search among 

large amounts of heterogeneous data for the key institutions for a particular technology request. 

For pursuing that objective, the Linknovate platform relies on different mechanisms, but the most 

                                                      
1 Initially only 1..9 is used. 
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crucial one is the distributed inverted-indices optimised for efficient searching. It stores the vast 

majority of the data. The most critical component of this platform is an ElasticSearch cluster. 

The Linknovate platform is currently deployed on a heterogeneous technology stack on the 

Microsoft Azure cloud where Linknovate has three type of nodes: web processing nodes, database 

nodes as well as index and search nodes. The current set-up of the application is detailed in (Initial 

requirements 2017). 

The current set-up has two major pain points: (i) the response time and resource consuption of 

queries are imbalanced. Requests can take between 2-10 seconds. In consequence resources 

need to be overprovisioned to cater for long running, resource-hungry queries. (ii) All compute 

resources are currently provided in a data centre in the U.S. leading to longer latencies for 

European customers. 

Table 2 KPIs of the Data Analytics Engine use case 

KPI Description 
latencies per request The sliding window average, variance and tail latency of requests in 

the last time unit (such as one hour or one day) 
operational cost per query The sliding window average, variance of costs caused by one query 

in the last time unit. 

overprovisioning factor The sliding window ratio of provided to needed resources in the last 

time unit. 

user proximity per request The sliding window average and variance of geographical distance 

from users to the serving instance of the Linknovate platform in the 

last time unit. 

dropped requests The number of requests dropped due to lack of resources in the last 

time unit. 

index availability The portion of time in which the full Elastic Search index and data 

set are available. 

 

The main challenge in the context of the RECAP project is focused on the Elastic Search cluster 

that is responsible for most of the computational efforts and resources. Being able to move the 

processing closer to the users’ locations without incurring extra expenses and keeping efficiency 

are the main goals. In line with the prior needs, it is also worth exploring geographical adaptation 

of data, to create a leaner deployment that contains elements of geographical load balancing in 

the data distribution. This leads to the KPIs presented in Table 2. 

2.3 Use Case C: Edge/Fog Computing for Smart Cities 

Currently one of the Internet of Things (IoT) niches expected to flourish is the one that has to do 

with connected vehicles. This is because the connectivity capabilities of vehicles are increasing, 

as well as the number and kinds of sensors they possess. With the increasing amount of 

information generated by cars increases the amount of information they require. Hence, in such a 

scenario cars rely on the capability to be able to transfer significant amount of data between cars 

at the network edge and the core of the network. 

This use case adopts a Route Planner as a sample application for such scenarios. The layout in 

Figure 3 details several interconnected virtual networks that represent the physical network 

topology of a fictual smart city topology, hierarchically organized in Cloud/Edge/Fog nodes. Each 

virtual machine, in turn, represents a site with computational capabilities.  
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Figure 3 Smart Cities Deployment Prototype 

This simple topology serves as a starting point. More complex topologies such as meshes where 

ach zone could have a cluster of nodes internally connected via LAN are connected for later stages 

of the project. 

Table 3 KPIs of the Smart City use case 

KPI Description 

reponse latency The sliding window average and tail latency of RTT when 

issuing planning requests to the network, 
usage overhead The ratio between actual and ideal bandwidth 

consumption 

number of hops The number of hops per flow 

down time percent of time a site, a service on a site, and network 

segments in the topology are not available 

 

For the Route Planner in combination with a topology the KPIs shown in Table 3 are of importance. 

These are centered around the availability of the sites, services, and topology segements, the 

latency experienced by users, as well as stress on the network caused by the sub-optimal routing 

of flows. 

2.4 Use Case D1: NFV vCDN 

Network Functions Virtualisation (NFV) replaces physical network appliances with software running 

on servers. Content Distribution Networks (CDNs) offer a distribution service to content providers 

that puts content on caches closer to the content consumers or end-users. Traditional Content 

Distribution Network (CDN) operators install customised hardware caches across the globe 

sometimes within an Internet Service Provider’s network and sometimes in third party co-located 

data centre facilities. A network operator such as BT is likely to have hardware from each of several 

CDN operators deployed at strategic points in its network. However, this creates several potential 

issues, such as insufficient physical space, energy consumption, and others. Such factors make it 

attractive to consider a Virtual CDN (vCDN) approach that aims to replace the multiple customised 
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physical caches with a standard server and storage running multiple virtual applications per CDN 

operator. This lowers CDN and network operator costs and should allow the content caches to be 

put closer to the consumer, which improves customer experience. Also the barriers to entry are 

likely to be lower for a new virtual CDN operator than a physical one. 

The different CDN operators with different traffic volumes may have different optimum locations 

for their caches. The network operator has to take into account the potential demands across the 

multiple CDN operators when considering whether to install infrastructure in any particular node. 

Content traffic changes according to time of day and day of week. Therefore, it may make sense 

during less busy hours for some caches to be turned-off to save power and allow the infrastructure 

to be used by other services or put into power saving mode, for example consumer peak hour does 

not align with business peak hours, so the same infrastructure could be shared between consumer 

and business services. 

KPIs for this use case are the accuracy of traffic predictions, the cache hit ratio, and the network-

wide quality of cache placement. 

2.5 Use Case D2: NFV Cloud Connect Intelligence 

BT is using Network Function Virtualization (NFV) to speed up the delivery of secure high 

performance connectivity between its Multi Label Protocol Switches (MPLS) Virtual Private 

Networks (VPN) customers and third-party data centres. Traditionally, this may have taken many 

months, but with NFV and Software Defined Networks (SDN) customers can be connected in 

minutes. NFV allows BT to respond to the rapidly changing requirements of its customers, whilst 

giving them the security and performance of a MPLS VPN solution.  

BT’s “Cloud Connect Intelligence” service is part of BT Global Services portfolio of “Cloud of Cloud”2 

services which enables BT’s MPLS VPN Multi-National Corporate customers to connect to third 

party data centres securely, quickly and with service level guarantees. Cloud Connect Intelligence 

adds the intelligence e.g. security (firewalls), WAN acceleration or optimisation, traffic analytics 

between the customer’s MPLS VPN and the third party cloud data centres. This is achieved using 

NFV and SDN technology deployed in BT’s Cloud Service Nodes that are incorporated inside 

approximately 50 of BT’s global network points of presence. The benefits for the customer is that 

their connections can be turned up in near real-time, and new services, e.g., security features, can 

be enabled seamlessly. The benefits for BT is that the majority of the cost, which is in the software 

licences, is delayed until the customer orders the service plus NFV/SDN enables automation of 

service provisioning. 

Service Level Agreements (SLAs) are a key part of any successful commercial network service 

offering. Meeting them is a primary optimisation goal for RECAP. The key SLA metrics are 

summarised in Table 4. More details are contained in (Initial requirements 2017). 

Table 4 BT's Key SLA Metrics 

SLA Metric Description 

Service Availability  

(Annual Target) 

% of time service is available in the year 

Service Availability 

 (Monthly Target) 

Number of minutes in a month that the service is not available 

Service Availability Number of minutes in a year that the service is not available 

                                                      
2 http://www.globalservices.bt.com/uk/en/point-of-view/cloud-service-integration 
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(Max Annual Downtime) 

Round Trip Delay Average time between sending a test packet and receiving an 

acknowledgement. 

Packet Delivery Average % of test packets reaching test port. 

Jitter Average variation in packet delivery times in both directions 

between 2 test points. 

Service Restoration Target Target to restore service after a service impacting fault. Target 

is dependent on severity of fault. 

Service Provisioning Time Amount of time between taking an order from the customer 

and the service being delivered 

Service Change Time Amount of time between taking an order from the customer to 

change a service and the service change being delivered 

 

Planned Outages are excluded unless the outage time exceeds that communicated to the 

customer. Where planned outage time is exceeded the excess time will count against the relevant 

SLA. 

Outages resulting from failure by the customer to follow agreed procedures are excluded. 

Round Trip Delay (RTD) is measured by sending a short sequence of time stamped test packets 

and recording the time delay when the acknowledgements return. The sequence of test packets is 

ten test packets of 80 bytes for class 1 (EF), ten test packets of 100 bytes for Class 2 (AF) and two 

test packets of 100 bytes for the DE class. This is repeated nominally every minute, 24 hours a 

day and 365 days a year. The monitoring reports poll this data every five minutes. RTD is calculated 

as an average over a calendar month. 

Packet Delivery (PD) is measured by sending multiple test packets using each class of service 

supported by both end points. Nominally this is two test packets of 100 bytes for DE class and ten 

test packets of 80 bytes for EF and AF Classes, every minute, 24 hours a day between designated 

BT Provider Edge (PE) routers. The monitoring reports poll this data every five minutes. PD is 

calculated as an average of all test packets received compared with sent over one calendar month. 

Jitter is measured by sending a short sequence of time-stamped test packets and recording the 

times of their arrival. The sequence of test packets is sent in both directions, between 2 end points. 

Nominally, Jitter is measured by sending 10 test packets of 80 byte every minute, 24 hours a day 

between designated BT Provider Edge (PE) routers. The inter-packet gap is not defined, as the 

measurement system determines it, but the sequence of packets is normally sent in about a 

second. The monitoring reports poll this data every five minutes. An average of the jitter values 

from both directions over the time period is reported for each class. Jitter statistics are calculated 

as an average of all test packets sent and received over one calendar month. 
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3 Data Acquisition and Storage 

The data collection in RECAP serves three purposes: (i) It is a basis for deriving information about 

the flow of messages and hence, load in the application layer; in RECAP, this information shall be 

used to create workload models. (ii) it is a basis for deriving the impact of the application layer 

behaviour on resource consumption on the physical layer; the information required to derive load 

models in RECAP; (iii) it serves as a data source for simulation and for the visualisation of the 

platform and application behaviour. 

As shown in the architecture, the data repository is a logical entity in the centre of the monitoring 

and machine learning toolset landscape (cf. Section 1.2). It serves as the single logical integration 

point for all elements of the work package, and as the primary source of data for other parts of the 

RECAP platform. 

In its databases, the repository stores information about (i) time series of load metrics, (ii) 

information about the configuration of the data centre and virtual infrastructure, and (iii) 

information about the applications running on top of this infrastructure. While (i) is in the primary 

focus of the repository, (ii) and (iii) are additional meta-data that enrich the time series data and 

that help correlate time series of various metrics from different layers of the system. As an example, 

meta-data could help correlate infrastructure metrics such as CPU usage with application 

performance metrics from the application layer such as worker queue length. Section 3.2 

introduces the layers of a software stack on which monitoring data can be collected. Section 3.4 

presents the actual basic metrics that are stored and also defines the normalised storage schema. 

Section 3.6 details the specific metrics of the use cases. 

Technically, the data repository cannot be realised as a single entity, as it has to satisfy different 

requirements from various components. While the data analytics and machine learning 

functionality (cf. Section 4) requires access to large chunks of csv formatted data, the visualisation 

components (cf. Section 5.2) require the capability to flexibly query for data upon a user request. 

Finally, other RECAP components require access to a live stream of data. For instance, the 

optimiser constantly needs to have access to the current state of the system. The architecture of 

the acquisition and storage system is detailed in Section 3.3. 

This section is concerned with the acquisition of metrics (cf. Section 3.23.1 and Section 3.3) as 

well as their structuring (cf. Section 3.4). Later sections discuss the implementation 

technologies (cf. Section 3.5) and application-specific metrics of the use cases (cf. Section 3.6). 

3.1 Terminology 

In this section, we define the terminology used in the remainder of this document with respect to 

monitoring and with respect to roles and actors. 

Terms Related to Metrics and Monitoring 

Formally, a metric is a function that takes a system as input and yields a scalar as a result. The 

application of a metric on a particular system is called a measurement and the result of the 

application is called the value of that metric. The unit of the value is dependent on the metric. 

The process of monitoring contiuously (or periodically) applies metrics to systems and generates a 

series of values. In order to make the values distinguishable, they are stored together with the 

timestamp of their creation time. This series of timestamped values is called a time series (of a 

metric). 
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In order to distinguish values and time series that belong to the same metric, but come from 

different systems, we allow values to be further enhanced by metric properties (or metric tags). 

This enables values from a metric to be grouped by their tags, which in turn creates a time series 

for that tag. 

As an example, cpu_load is a metric that when applied to a server yields the current load on that 

server. In order to be able to distinguish values measured from server A from those measured from 

server B, the value may be tagged with the tag origin that in this example can take the values A 

and B. In total, this creates three time series, one for A, one for B, and one for the both of them. 

Actors 

Based on the context of RECAP and the requirements defined in (Initial requirements 2017), we 

use the following actors. In line with the scope of the project, we assume a cloud-like environment 

where virtual resources (cloud resources) are made available through a Web-based API. 

An (cloud) operator or infrastructure provider provides the physical resources the virtual resources 

run on. This actor is responsible for maintaining the physical set-up and for running the necessary 

software stack to enable access to the provided virtual resources. The infrastructure provider is 

also the actor that operates the RECAP infrastructure. 

(Cloud) users access the virtual resources offered by the cloud provider. In Infrastructure-as-a-

service clouds, they acquire virtual machines and virtual networks to operate their applications. 

This makes them (application) operators. 

Finally, end users access the applications provided by the application operator. Usually, they do 

not care where this application runs as long as it provides an acceptable quality of service and 

experience. 

3.2 Monitoring Layers 

Figure 4 illustrates the four layers that can be monitored in today’s virtualised software stacks in 

order to derive insights on application behaviour and load propagation. 

The physical layer contains the actual hardware used for running all higher layers. It is provided by 

the infrastructure provider. Here, monitoring metrics mainly include CPU, RAM, disk, and network 

consumption at specific points in time. However, the layout of the physical infrastructure is also 

important, e.g., which servers share the same network storage or uplink to the Internet. Figure 4 

shows two data centre locations on the left and right hand side of the figure, with a router each 

connected through the Internet. In RECAP, the physical layer is provided through the testbeds . 

Accordingly, testbeds provide monitoring support for the physical layer and report measurements 

for the metrics introduced in Section 3.4. 

The virtual layer constitutes virtual infrastructure as offered for instance by Infrastructure-as-a-

Service (IaaS) clouds. This infrastructure is composed of virtual machines, virtual storage, and 

virtual networks. It is operated by the application operator who is responsibile for the 

measurements on that layer as well. Similar to the physical layer, metrics mainly include CPU, RAM, 

disk, and network consumption. In difference to the physical layer, several instances of virtual 

infrastructure can exist on the virtual layer, as indicated by the different colours in the figure. Also, 

the number of virtual components per virtual infrastructure as well as the number of virtual 

infrastructures is not fixed, but can dynamically grow and shrink. In RECAP, each use case 

instantiates a virtual infrastructure on one of the testbeds and provides measurements. 
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Figure 4 RECAP Monitoring Layers 

On top of the virtual layer resides an optional container layer such as a Kubernetes3 cluster or a 

Rancher Cattle4 cluster. Basically, the same restrictions and considerations hold for this layer as 

for the virtual layer. Yet, in contrast to both virtual and physical layer, the container layer is able to 

provide a seamless abstraction and hide the location of different data centres. Whether containers 

are used is a choice of technology from application owners. From a project point of view, it is a 

decision of the individual use cases. 

At the top of the layer pyramid resides the application layer. In contrast to the three other layers, 

monitoring on the application layer is able to exploit knowledge on the application and to provide 

measurements for application- and component-specific metrics. These include for instance, the 

queue length of load balancers, detailed statistics on the use of databases, and the message 

throughput of a publish-subscribe systems. Application-specific metrics are important, as it is on 

that layer that aspects such as Key Performance Indicators or Quality of Service are experienced. 

These usually can be mapped to one or multiple application layer metrics. Although the RECAP 

monitoring platform cannot define all possible application level metrics to be captured, it provides 

a structure on measuring and storing less-critical application-level metrics. 

3.3 Monitoring Architecture 

The RECAP monitoring architecture has the task to enable that the monitoring data from the four 

layers described in Section 3.2 is efficiently collected and made available to the RECAP run-time 

system, the RECAP simulation environment as well as RECAP users. 

                                                      
3 https://kubernetes.io/ 
4 https://github.com/rancher/cattle 
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Considering the scope of RECAP, it is necessary to consider that RECAP operators manage 

infrastructure spread out over several, geographically distributed locations. In each of these 

locations (also called sites) an edge or core/cloud data centre resides. In such an environment it 

is from a resource consumption point of view advisable to store collected data as close to its origin 

as possible in order to keep network utilisation between data centres low. Hence, RECAP follows 

an acquisition and retrieval strategy that takes these circumstances into account. In the following, 

we first describe the acquisition and storage architecture per site (cf. Section 3.3.1) and then the 

overall architecture spanning different sites (cf. Section 3.3.2). 

3.3.1 Single Site Monitoring Set-up 

This section describes the monitoring set-up for each site in a RECAP managed infrastructure. 

Hence, each of the sites can run in isolation and is not affected by traffic and load on other sites. 

The per-site architecture consists of monitoring probes on the physical layer and on the higher 

layers of the software stack. Furthermore, it involves a data dispatcher that filters the incoming 

data and relays it to three different data sinks: a data lake, a time series database, and a data 

stream emitter. All of the components are discussed in more detail in the following. We conclude 

this section with a discussion on architectural constraints and by describing an example 

deployment of the monitoring infrastructure in one site of UULM’s testbed. 

Components 

Probe: Probes are responsible for getting monitoring data out of monitored systems. For each 

metric different probes may be necessary and each of them may emit data in a different format 

and at different time intervals. Beside a timestamp and value, an emitted data item contains metric 

properties for identifying the source and scope of the data point (cf. Section 3.4). While it is the 

responsibility of the infrastructure operator to provide probes for the physical layer, i.e. servers and 

network equipment, it is the responsibility of the cloud user to provide the necessary metrics on 

higher levels of the stack. All probes send their data either directly or indirectly to the data 

dispatcher. In case the path from a probe to the data dispatcher is indirect, the actor responsible 

for the probe is also responsible for setting up the other components of that path. 

Data dispatcher: The data dispatcher is the central integration point of monitoring data per site. It 

receives all data from the probes on any of the layers, normalises the representation per layer (cf. 

Section 3.4), and emits it to the data sinks when needed. Here, the normalisation step is 

dependent on the probes. In particular, an individual transformation is needed per metric and per 

type of probe. The dispatcher adds additional properties to the collected data; in particular, 

information on the site. It is worth noting that the dispatcher is only a logically singleton element. 

Once the data has been normalised by the dispatcher, it is put in the sinks. In RECAP different 

demands towards the monitoring sub-system exist when it comes to post-processing collected 

data: Feature engineering and data analytics in RECAP will operate on large data sets which need 

to be processed off-line in dedicated servers. Visualisation in turn will work on smaller datasets, 

but requires high flexibility and dynamic when it comes to provisioning this data. Finally, optimisers 

require a snapshot that represents the most recent state of the managed infrastructure. Therefore, 

RECAP applies three different types of sinks; 

Data lake sink: The data lake sink is a durable storage able to persist large amounts of monitoring 

data for longer time in a compact representation. This data is the basis for data analytics and 

machine learning tasks (cf. Section 4). 
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Time-series database sink: The time series database (TSDB) sink stores monitoring data in 

timeseries. Through an underlying indexed search engine, it is able to support live queries of 

current and past data. It is therefore the primary data source for the visualisation components (cf. 

Section 5.2). 

Stream emitter sink: The stream emitter sink relays a configurable sub set of live monitoring data 

to other parts of the RECAP infrastructure. It is the primary data source of the optimisation engine 

and the configuration of the optimisation engine as well as the currently running applications, 

which decide which metrics are of interest and if they need to be pre-processed, e.g. smoothed. 

The detailed interplay between the stream emitter and other components is detailed in (Initial 

System Architecture and Integration 2018). 

Practical Considerations 

The dispatcher as well as all sinks are stateless and can be scaled to serve large hardware 

installations, large amounts of users and high volume of data. 

Neither the architecture nor its implementation put any technical restrictions on where dispatcher 

and sinks shall be run. Yet, in order to ensure a correct interplay of the acquisition and storage 

components among themselves and other parts of the RECP infrastructure, the following 

constraints have to be considered: (i) all kind of probes at a site need to be able to connect to the 

dispatcher either directly or indirectly. (ii) Both, the TSDB and data lake sink need to be accessible 

from the API component described in Section 3.3.2. (iii) The stream emitter sink needs to be able 

to communicate to other data centres and to the optimisation sub-system. 

Deployment in UULM Testbed 

Among the RECAP testbeds, the UULM testbed provides two locations, core and edge with identical 

storage and acquisition set-up. Figure 5 sketeches the current deployment. In both locations 

probes collect monitoring data from the physical servers and information about the virtual 

machines running on each server. This data is sent to a physical layer dispatcher that on one hand 

relays the data to the RECAP data dispatcher and on the other hand, feeds UULM-internal data to 

backends. This approach allows UULM to reuse the RECAP monitoring probes for internal purposes 

and avoid that monitoring functionality needs to be replicated. 

In the UULM testbed, the RECAP monitoring infrastructure is just as the RECAP use cases and other 

parts of the RECAP platform hosted on the testbed itself; yet, in a different virtual infrastructure. 

Figure 5 shows this separation of concerns where one part of the testbed (the RECAP slice) is 

reserved for operating RECAP while the remaining resources are dedicated to running applications. 

Accordingly, the RECAP slice is operated by the RECAP operator, while the applications are 

operated by cloud users, i.e. the use case partners. As shown in the figure, all entities in the 

installation from physical layer up to application layer report to the same RECAP data dispatcher. 

Entities from the other location report to the data dispatcher from that location. 
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Figure 5 Overview on deployment of monitoring components at a single location of the UULM testbed 

 

3.3.2 Cross-site Monitoring Set-up 

As RECAP provides cross data centre resource and application management, individual sites as, 

introduced in Section 3.3.1, needs to be spanned so that a holistic view on the system can be 

gathered if needed. The monitoring architecture achieves this by introducing a RECAP entrypoint 

that may also be bound to a DNS name in order to ease access. This access point provides pointers 

to the various sites managed by this instance of RECAP. 

 

Figure 6 Distributed Monitoring Architecture 
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Figure 6 sketches the overall architecture of the monitoring infrastructure spanning sites. It shows 

shows three locations out of which one functions as the RECAP entrypoint. Besides the local 

entities from Section 3.3.1, it also shows the visualisation endpoints (cf. Section 5.2) that offer 

dashboard with usage graphs as well as a GUI for downloading bulk data from the data lakes. The 

more generic API component serves as an integration point for other components of the RECAP 

infrastructure. In particular, the optimiser can use it to configure the stream emitter sink which 

provides input to the optimisation cycle. 

3.4 Data Structure for Storage 

So far, this section introduced the four layers a software stack can have. It detailed the architecture 

of the RECAP acquisition and storage sub-system and the components involved in collecting, 

processing, filtering, and storing monitoring data. Based on this information, this section 

introduces the actual data that is collected on any of the four layers. For the presentation, we use 

the normalised form that is produced by the RECAP data dispatcher. We do not discuss the data 

sent by the various probes, as RECAP does not enforce the use of specific probes. Instead, it 

assumes that the dispatcher performs probe-specific normalisation to the format defined here. 

The current installation status in the testbeds is detailed in Section 3.5. 

In the following, we introduce the metrics as stored in the time series sink as well as the data lake 

sink and made available through the stream emitter sink. Sections 3.4.1 describes the physical 

layer, Sections 3.4.2 and 3.4.3 deal with the virtual layer and container layer respectively, and 

Section 3.4.4 handles the application layer. Section 3.4.5 defines additional properties assigned 

to each metric that support grouping the time series. 

3.4.1 Metrics on the Physical Layer 

Table 5 shows the metrics gathered for the physical layer including a brief description. The table is 

split into seven metric sets (cpu, diskio, filesystem, memory, vms, and vm). Each of the metric sets 

contain several detailed metrics. The four metric sets host.cpu, host.diskio, host.memory, 

host.filesystem capture the usage and utilisation of basic system resources (cpu, block 

devices, memory, file systems). host.vms gives information about the virtual machines running 

on a host and the metrics from the host.vm metric set detail the resource consumption per virtual 

machine. 

Table 5 Metrics used on physical layer 

metricset metrics description 

host.cpu cores Number of cores available on the host. 

 idle The percentage of CPU time spent in user space, 100% equals 1 core. 

 iowait The percentage of CPU time spent in wait on disk. 

 irq The percentage of CPU time spent servicing hardware interrupts. 

 nice The percentage of CPU time spent on low-priority processes. 

 softirq The percentage of CPU time spent on servicing software interrupts. 

 steal The percentage of CPU time spent in involuntary wait by the virtual 

CPUs while the hypervisor was servicing another processor. 

 system The percentage of CPU time spent in kernel spaces. 

 user The percentage of CPU time spent in user space. 

 total The percentage of CPU time spent in non-idle state 

host.diskio read_bytes 

read_count 

The number of bytes read/read operations completed successfully.  

 read_time The total time spent on by all reads 
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 write_bytes 

write_count 

The number of bytes written/write operations completed successfully. 

 write_time The total time spent on all writes. 

host.filesystem available space The disk space available to users in bytes. 

 file count The total number of files in the file system. 

 free files The number of free file nodes in the file system. 

 free space The disk space available in bytes. 

 total space The total disk space in bytes. 

 used space The used disk space in bytes. 

host.memory actual free The actual free memory 

 actual used The actual used memory (difference between available and used) 

 free Total free memory in bytes. 

 total Total available memory in bytes. 

 used Used memory in bytes. 

 swap_free 

swap_total 

swap_used 

Total, used, and free swap space. 

host.network in_bytes 

in_packets 

Number of bytes/packets received. 

 in_dropped The number of dropped incoming packets. 

 in_errors The number of errors while receiving. 

 out_bytes 

out_packets 

Number of bytes/packets sent. 

 out_dropped The number of dropped outgoing packets. 

 out_errors The number of errors when sending. 

host.vms vmcount The number of virtual machines running on that host. 

 vmlist An array of uuids of virtual machines running on that host. 

host.vm cpu total The percentage of CPU time spent by the process since the last 

update. 

 disk_blkio_bytes Total number of bytes transferred to and from all block devices by this 

vm. 

 disk_blkio_ios Total number of I/O operations to and from all block devices 

performend by this vm. 

 memory_limit The maximum amount of user memory in bytes (including file cache) 

the vm is allowed to use. 

 memory_rss  The amount of memory the vm uses in the main memory 

 memory_share The shared memory the vm uses 

 memory_size The total virtual memory the vm has. 

 

The reason for measuring the resource consumption of a virtual machine from the host is due to 

that fact that resource consumption measured from within a virtual machine is only virtual. For 

instance, 100% CPU load seen inside the virtual machine not necessarily means that this virtual 

machine makes use of a full physical core, but only of one virtual core. The mapping of how many 

physical cores are represented by one virtual core for this particular virtual machine is subject to 

the CPU scheduler on the host/hypervisor and is heavily influenced by the overbooking factor of 

the physical server. In consequence, the physical layer needs to report on metrics of the virtual 

infrastructure as well. In particular, it needs to provide the physical resource usage per virtual 

machine. 

3.4.2 Metrics on the Virtual Layer 

The metrics gathered on virtual machine level (i.e. captured from within a virtual machine) are 

summarised in Table 6. Metric sets on that layer start with vm. Basically, we use  the same metrics 

for the virtual layer as for the physical host. Yet, we ignore those that do not make sense on that 

layer such as cpu.steal. In addition to resource consumption, information about available 

containers is collected just as resource utilisation per container. 
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Table 6 Metrics used on virtual layer 

metricset metrics description 

vm.cpu cores, idle, iowait, irq, metric layer, nice, softirq, steal, system, user,  cf. Table 5 

vm.diskio read_bytes, read_count, read_time 

write_bytes, write_count, write_time 

cf. Table 5 

vm.filesystem available_space, free_space, total_space, used_space 

file count, free files, 

cf. Table 5 

vm.memory actual_free, actual_used, free,  

swap_free, swap_total, swap_used, x 

cf. Table 5 

vm.network in_bytes, in_dropped, in_errors, in_packets,  

out_bytes, out_errors, out_dropped, out_packets 

cf. Table 5 

vm.containers container_count, container_list cf. Table 5 

vm.container cpu total, disk_blkio_bytes, disk_blkio_ios, memory_limit, memory_rss, 

memory_share, memory_size 

cf. Table 5 

 

3.4.3 Metrics on the Container Layer 

On the container level, we collect the very same metric sets and metrics as for the virtual layer 

(cpu, diskio, memory, filesystem, diskio, and network). The names of the metric sets start with 

container. instead of vm. Yet, there is no further information about contained elements 

available. 

3.4.4 Metrics on the Application Layer 

From Section  3.4.1, Section 3.4.2, and Section 3.4.3 we see that the infrastructure layers share 

the same or very similar metrics. On these layers, the main interest is on the utilisation and 

consumption of system resources, which allows using a fixed, pre-defined set of metrics. 

This is different for application level metrics. Applications differ and so do the metrics that can and 

need to be collected from them. In particular, the methods for gathering the measurements are 

dependent on the application and all its software components. Hence, the data format and content 

for application metrics cannot be fixed in advance, and consequently, the enactment of metric 

collection for generic applications has to be incorporated in the application life-cycle management. 

While the lifecycle and integration aspects will be elaborated in detail in a follow-up deliverable 

(Initial System Architecture and Integration 2018), this document defines a generic storage 

structure for data points measured from application-level metrics. 

Table 7 presents a generic naming convention for application-level metrics. Application-level metric 

names are composed of the prefix app., the (system-wide unique) application name, the 

component name (unique per application), and the actual metric name. The table also shows an 

example from one of the use cases. 

Table 7 Application-level metric template and an example for a concrete application level metric 

metric template/example description 
app.<app name>.<comp name>.<metric name> generic naming schema for application metrics composed of 

the application name, the component name, and the actual 

metric name 

app.lkn.es.indices_store_size metric that captures the indices size of the elastic stack (es) 

component of the Use Case B application (lkn). 

 

3.4.5 Metric Attributes: Tagging 

So far, we have presented which metrics exist in the system per layer. Yet, with the information 

provided so far, it is not possible to distinguish data from different sources. For instance, the total 
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cpu load (host.cpu.total) from Host A cannot be distinguished from the total cpu load from 

Host B. Metric attributes supply this capability. Using them, metric data can be grouped and 

correlated. 

Table 8 Supported metric attributes per metric set 

metricset metric attribute description 

* metric layer physical 

 timestamp 2017-09-01 03:19:58 

host.* datacentre location core 

 hostname computenode01 

 infrastructure provider UULM 

host.diskio.* devicename sda 

host.filesystem.* devicename sda1 

 filesystem type ext4 

 mountpoint /mount/vda 

host.network.* devicename eth0 

host.vm.* vm id 16990e8c-e4fa-41a0-87ac-60f8f9db3440 

vm.* cloud id  UULM 

 cloud region core 

 vm id, 16990e8c-e4fa-41a0-87ac-60f8f9db3440 

vm.container.* container uuid 3ecf9396961b5e5c42dc1bd119e7e22ccb 

b86a50aaf25fd447aeb63612f22261 

vm.diskio.* devicename, sda 

vm.filesystem.* devicename, sda1 

 filesystem type zfs 

 mountpoint / 

container.* container uuid 3ecf9396961b5e5c42dc1bd119e7e22ccb 

b86a50aaf25fd447aeb63612f22261 

app.* containment id <vm id> 

 containment type virtual machine 

 application instance id 12345 

 component instance id 67899 

 

Table 8 list the metric sets that are currently used and supported by the RECAP monitoring sub 

system. All metrics in all metric sets are tagged with the timestamp and the metric layer (physical, 

virtual, container, application). All metrics on the physical layer are further tagged with the data 

centre location, the name of the physical host, and the name of the infrastructure provider. Metrics 

on the virtual layer are enriched with information about the cloud they are running in, the current 

region they reside in, and their respective identifier. Similarly, container metrics contain 

information about the container identifier. On all levels, specific attributes are added if required by 

the metric. For instance, devicename helps to distinguish network interfaces on physical hosts 

when it comes to network traffic. 

For application metrics tagging needs to fulfil two orthogonal tasks. First, the tags put on a 

measurement need to enable that different instances of the same application can be distinguished 

from each other (e.g. Wordpress installation for customer A and customer B) and further that 

different instances of an application component, e.g. a scaled out application server, can be 

distinguished from each other. Hence, all application metrics are tagged with an application 

instance identifier and a component instance identifier. These are automatically assigned by the 

platform and added by the RECAP data dispatcher (Initial System Architecture and Integration 

2018). If needed, application owners can provide further tags for their metrics. 

Second, tagging needs to enable that the value of an application metric can be mapped to the 

metrics representing the utilisation of the hardware resource. Hence, for each component 

instance, it needs to be known on what physical resource it was running. Therefore, all application 
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metrics are tagged with the type and identifier of the containing entity (e.g. virtual machine or 

container). 

3.5 Implementation Technology and Implementation Status 

This section presents the technology used to realise the concepts introduced from Section 3.2 to 

Section 3.4 as well as the implementation status with respect to both testbeds (cf. (Initial Testbed 

Configuration 2017)) and use cases (cf. Section 3.6). Those aspects are summarised in the 

following sub sections. A detailed discussion of the integration and interaction of the tools with 

each other and with other parts of the RECAP platform are subject to (Initial System Architecture 

and Integration 2018). 

3.5.1 Implementation Technology 

The implementation technology for the monitoring system chosen for RECAP is widely based on 

experiences gained in earlier work, e.g. (Groenda, et al. 2016) and through the operating of an 

OpenStack testbed and production system5. Furthermore, we build on experiences with respect to 

monitoring and storage of time series gained in the Melodic project6. In addition to that, when 

designing the system and choosing the technology, it was ensured that no obstacles are created 

for the uptake and evolution of RECAP. In particular, all technical building blocks are components 

with an open source as well as a commercial license available. Further, none of the components 

makes any assumptions on the technology of the other components. Hence, all of them can be 

exchanged and replaced without too much impact on the overall acquisition stack. 

Data dispatcher: The data dispatcher is realised through Elastic Logstash7 that offers pipelines for 

receiving, processing and dispatching of all kind of monitoring data. It comes with an extensive list 

of all input plugins to receive monitoring data including the reception of simple TCP or UDP network 

traffic with JSON-payload. The available output plugins range from various time series databases 

over writes to the file system to emitting message streams through publish subscribe platforms 

such as Apache Kafka8. For data curation and transformation Logstash provides the necessary 

filter plugins. 

Time-series database sink: The time series database sink is realised by an InfluxDB9 instance. 

InfluxDB supports groups of metrics (called measurements) and metric attributes (called tags). It 

also supports continuous queries that enable a constant evaluation and aggregation of the 

monitored data. Furthermore, InfluxDB provides first class integration with the Grafana platform 

chosen for the visualisation in RECAP (cf. Section 5.2). 

Stream emitter sink: The stream emitter sink is realised by the Kafka publish subscribe system 

due to its wide adoption and well known scalability. 

Data lake sink: The data lake sink is based on CSV files stored on the file system in a compressed 

format. 

Probes: Conceptually, the entire monitoring sub-system is independent from the concrete 

monitoring technology used. This allows RECAP to nicely integrate into existing installations. 

                                                      
5  e.g. bwCloud, the cloud platform of the federal state of Baden-Württemberg co-operated by UULM 

(https://www.bw-cloud.org) 
6 http://melodic.cloud/ 
7 https://www.elastic.co/products/logstash 
8 https://kafka.apache.org/ 
9 https://www.influxdata.com/ 
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Consequently, RECAP does not enforce operators to perform major updates to their infrastructure 

for running RECAP. In consequence, the mapping from the collection done by the probes to the 

metrics schema needs to be implemented for the dispatcher per probe type. However, from the 

operation of the RECAP testbed, a set of mapping rules have been implemented for specific probes. 

In particular, this is the case for the Elastic metric beat metric collector10 to collect metrics on the 

physical and virtual layer, for Intel’s SNAP collector11 to collect metrics on virtual container and 

application layer, and for a collector12 that collects metrics from VMware’s vSphere13. 

3.5.2 Implementation Status 

 

Table 9 Status of Monitoring in Testbeds and for Use Cases 

testbed physical use case virtual container application 

UULM ✓ Infrastructure and 

network 

management 

✓ n/a partially 

BT-vCDN ✓ Data analytics 

engine 
✓ n/a ✓ 

BT-Cloud Connect partially Edge/fog 

computing for 

smart cities 

partially ✓ partially 

Tieto ✓ NFV vCDN ✓ n/a n/a 

  NFV cloud connect ✓ n/a n/a 

 

Table 9 shows the status of the monitoring toolchain at the time of writing this document with 

respect to the support for testbeds and use cases. Currently, three out of four testbeds have been 

successfully brought up for the monitoring of the physical layer. The probing has also been 

implemented for the BT Cloud Connect testbed, but the dispatching rules for this testbed have not 

been finalised at the time of writing. Similarly, monitoring on the application with application-

specific metrics is in development for all use cases except for the data analytics use case for which 

it has been completed. Monitoring on virtual layer has been implemented for all but the edge/fog 

use case for which, however, monitoring on container level is available. 

3.6 Use Cases Metrics 

In this section, we provide a detailed description on the application layer data collected from the 

different RECAP use cases introduced in Section 2, We specifically only focus on the metrics and 

tags for the application layer. Unless mentioned otherwise, for all other layers, the metrics defined 

in Section 3.4. 

3.6.1 Use Case A: Infrastructure and Network Management 

For this use case, application-specific metrics concern the managed object model defined in (Initial 

requirements 2017) and repeated in Figure 7. 

The system can realise one or more network slices. A network slice can support one or more 

communication services. A network slice consists of one or more subnets that implemented with 

                                                      
10 https://www.elastic.co/products/beats/metricbeat 
11 https://github.com/intelsdi-x/snap 
12 https://github.com/Oxalide/vsphere-influxdb-go 
13 http://www.virten.net/2015/05/vsphere-6-0-performance-counter-description/ 
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one or more managed functions which are interconnected with links. Some managed functions in 

turn are associated to Cells. Table 10 summarises the application level metrics that can be 

collected on a per slice, per network function, per cell, and per link basis. The set of managed 

functions covered in the table are, MME and UPF. There are no additional tags used. 

Network Slice

Managed FunctionLink
*

0..2

Network Slice 
Subnet

*

Cell

*

Communication 
Service

Communication Service Provider Domain

Network Operator Domain *

*

 

Figure 7 Generic Managed Object Model 

 

Table 10 Application Level Metrics 

metric 

set 

metric description 

slice. down-time Number of minutes since activation that the network slice is not available 

 #ECM_CONNECTED 

subscribers 

The number of subscribers (UE) that are connected to the network slice 

 #ECM_IDLE 

subscribers 

The number of subscribers (UE) that are attached to the network slice, but not 

connected. 

 Mean Active 

Dedicated Bearer 

Utilization  

Mean active dedicated EPS bearer can be used to indicate system load level. A 

very high KPI value may indicate that the system capacity is not enough and 

needs to be increased. This KPI is a ratio of the mean number of active 

dedicated EPS bearer to the maximum number of active dedicated EPS bearers 

that the network slice is capable to provide. 

 Peak Active 

Dedicated Bearer 

Maximum number of active dedicated EPS bearers that has been measured. 

 Maximum Active 

Dedicated Bearers 

Maximum number of active dedicated EPS bearers that the network slice is 

capable of supporting. 

mme. #Attempted EPS 

attach procedures 

Number of attempted EPS attach procedures initiated within the area served by 

the MME 

 #Successful EPS 

attach procedures 

Number of successful EPS attach procedures initiated within the area served by 

the MME 

 #Failed EPS attach 

procedures 

Number of failed EPS attach procedures initiated within the area served by the 

MME 

 #Attempted EPS 

detach procedures 

by UE 

Number of attempted EPS detach procedures initiated by UE within the area 

served by the MME 

 #Successful EPS 

detach procedures 

by UE 

Number of successful EPS detach procedures initiated by UE within the area 

served by the MME 

 #Failed EPS detach 

procedures by UE 

Number of failed EPS detach procedures initiated by UE within the area served 

by the MME 

 #Attempted 

dedicated bearer 

Number of attempted dedicated bearer activation procedures initiated within 

the area served by the MME 
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activation 

procedures 

 #Successful 

dedicated bearer 

activation 

procedures 

Number of successful dedicated bearer activation procedures initiated within 

the area served by the MME 

 #Failed dedicated 

bearer activation 

procedures 

Number of failed dedicated bearer activation procedures initiated within the 

area served by the MME 

 #Attempted EPS 

service request 

procedures 

Number of attempted EPS service request procedures initiated within the area 

served by the MME 

 #Successful EPS 

service request 

procedures 

Number of successful EPS service request procedures initiated within the area 

served by the MME 

 #Failed EPS service 

request procedures 

Number of failed EPS service request procedures initiated within the area 

served by the MME 

 #Implicit detach Number of UEs implicit detached with no explicit signalling within the area 

served by the MME 

mme.s1. #incomming IP 

data packets 

Number of IP data packets received on the specific S1-MME interface. 

 #outgoing IP data 

packets 

Number of IP data packets sent on the specific S1-MME interface. 

 #octects of 

incoming IP data 

packets 

Number of IP data octets received on the specific S1-MME interface. 

 #octects of 

outgoing IP data 

packets 

Number of IP data octets received on the specific S1-MME interface. 

upf. latency_dl The time in microseconds it takes for VNF service to handle one packet for 

downlink 

 latency_ul The time in microseconds it takes for VNF service to handle one packet for 

uplink 

upf.sgi. Incoming link 

usage 

IP layer incoming link usage 

 Outgoing link usage IP layer outgoing link usage 

upf.f1u. #incomming GTP-U 

data packets 

Number of GTP-U data packets received on the specific F1-U interface. 

 #outgoing GTP-U 

data packets 

Number of GTP-U data packets sent on the specific F1-U interface. 

 #octects of 

incoming GTP-U 

data packets 

Number of GTP-U data octets received on the specific F1-U interface. 

 #octects of 

outgoing GTP-U 

data packets 

Number of GTP-U data octets received on the specific F1-U interface. 

 Rtt The round-trip time between two VNF services that are connected to each other 

over the F1-U interface 

upf.s1u. #incomming GTP-U 

data packets 

Number of GTP-U data packets received on the specific F1-U interface. 

 #outgoing GTP-U 

data packets 

Number of GTP-U data packets sent on the specific S1-U interface. 

 #octects of 

incoming GTP-U 

data packets 

Number of GTP-U data octets received on the specific S1-U interface. 

 #octects of 

outgoing GTP-U 

data packets 

Number of GTP-U data octets received on the specific S1-U interface. 

 Rtt The round-trip time between two VNF services that are connected to each other 

over the S1-U interface 

cell. Attempted RRC 

connection est. 

Number of RRC connection attempts per cell 

 Failed RRC 

connection est. 

Number of Failed RRC connection attempts per cell 
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 Mean RRC 

connection setup 

time 

Mean time to establish RRC connection per cell 

 Mean number of 

RRC connections 

The mean number of active RRC connections per cell 

 Number of UE 

context release init. 

by eNB 

Number of UE context release initiated by eNodeB per cell 

 Successful UE 

context release 

Number of successfully released UE context per cell 

 Number of initial E-

RABs attempted to 

setup 

Number of initial E-RAB setup attempts per cell 

 Number of initial E-

RABs failed to 

setup 

Number of initial E-RAB setup attempts that failed per cell 

 Mean E-RAB setup 

time 

The mean time to setup one E_RAB, measured per cell 

 Number of E-RABs 

requested to 

release 

Number of E-RAB release attempts per cell 

 Number of E-RABs 

requested to 

release (eNB) 

Number of E-RAB release attempts initiated by eNodeB per cell 

 Average number of 

simultaneous E-

RABs 

Average number of simultaneous E-RAB that is setup per cell 

 Attempted UE-

associated S1-

connection est. 

Number of attempted S1 connection establishment 

 Successful UE-

associated S1-

connection est. 

Number of successful S1 connection establishment 

cell.qci IP throughput in DL Downlink IP throughput in kbit/s expressed per qci 

 IP throughput in UL Uplink IP throughput in kbit/s expressed per qci 

 

Implementation: The infrastructure resource performance telemetry is collected using metricbeat. 

The performance telemetry for the application is collected from the management system of the 

application. The performance telemetry of communication services is collected from a testbed-

specific SLA monitoring system. From there, it is relayed to the data dispatcher. 

3.6.2 Use Case B: Data Analytics Engine 

As presented in Section 2.2, the primary goals of this use case are to optimise the queries on 

Elastic Search, to adopt the used compute capacity to the number of users and the workload they 

issue and finally, to co-locate data with the location of the users requesting it. 

From these goals and the application architecture, it is apparent that the core focus of application-

level metrics is put on client requests, request processing time, and request/response sizes. This 

in term requires monitoring for the web server, the Elastic Search client, and the Elastic Search 

data nodes. For them, the application-specific metrics shown in Table 11 are collected. Custom 

tags are listed in Table 12. Here, nginx refers to web server, whereas uwsgi14 refers to both Elastic 

Search client and data node. 

                                                      
14 The uWSGI project (https://uwsgi-docs.readthedocs.io/en/latest/) aims at developing a full stack for 

building hosting services. The log format is defined using variables. Application servers (for various 

programming languages and protocols), proxies, process managers and monitors are all implemented using 

a common API and a common configuration style. 
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Table 11 Application-level metrics for the Data Analytics Engine use case 

metricset   

nginx. request_time Request processing time in seconds with a milliseconds resolution; 

time elapsed between the first bytes were read from the client and the 

log write after the last bytes were sent to the client 

 body_bytes_sent Number of bytes sent to a client, not counting the response header 

uwsgi processing_ time processing time for generating the response in miliseconds 

 processing_size size of the response in bytes 

 switches Number of async switches and the core running the request 

 http_headers_count Number of generated response headers  

 http_headers_size size response headers in bytes 

 http_variables_size Number of variables in the request  

 http_variables_count Size of request variables in bytes 

data. es_number_of_nodes Number of nodes in the cluster 

 es_number_of_data_nodes Number of data nodes in the cluster 

 es_active_primary_shards Number of primary shards in the system 

 es_active_shards Number of all shards including replica shards 

 es_unassigned_shards Existing, but unavailable shards 

 

Table 12 Custom tags for the Data Analytics Engine use case 

   

nginx.* remote_addr Remote IP address origin of the search request. 

 request_type Type of HTTP request (e.g. GET) 

 request_path URL path of the request 

 http_code HTTP code of the response (e.g. 200, 404) 

 http_referer URL from where the request was referred. 

 zip_code Zip code of request 

 city City of request 

 country Country of request 

uwsgi.* remote_addr Remote IP address origin of the search request. 

 request_type Type of HTTP request (e.g. GET) 

 request_path URL path of the request 

 http_code HTTP code of the response (e.g. 200, 404) 

data.* es_index The respective ElasticSearch index 

 

Implementation: All metrics are being monitored by the use of metricbeat, filebeat, and RECAP-

provided collectors.  

3.6.3 Use Case C: Edge/Fog Computing for Smart Cities 

Based on the KPIs introduced in Section 2.3 the metrics shown in Table 13. The respective custom 

tags are shown in  

Table 13 Application-level metrics for the Edge/Fog Computing Smart City use case 

metricset   

*. service status The health of the service under monitoring 

access_point number_of_flows The overall number of flows 

 number_of_cars The overall number of cars 

 car_travel_speed The speed at which a car moves 

 car_travel_vector The direction at which a car moves 

ui response_time Response time experienced by the user 

 

Table 14 Custom tags for the Edge/Fog Computing Smart City use case 

   

access_point.car_* car_id The car 

ui.* user_id The user issuing the request 
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Implementation: All metrics are collected using the snap telemetry framework. 

3.6.4 Use Case D1: NFV vCDN 

BT will provide real CDN cache traffic data to be used in the context of RECAP project and for 

modelling purposes. The data will be anonymized and released monthly. The data will be in the 

form of a CSV file with 30 days of data per CDN cache per location per direction (data transmitted 

and received) measured in average bits per second every minute. In order to be able to understand 

the probability that an end-user's request will be served by a cache the amount of traffic not 

serviced by caches needs to be know, BT will provide CSV files listing the traffic received by BT 

from the Internet in the same format as the CDN cache traffic files. 

Due to this set-up, this use case does not require any further application-specific metrics. 

Application-specific information can be derived from metrics of the underlying physical and virtual 

layer. 

Implementation: While the data used for modelling comes from a production system, BT runs an 

own testlab to evalute the optimisation results of RECAP. There, the necessary data is acquired 

through the same toolchain as for the UULM testbed described in Section 3.5.2. 

3.6.5 Use Case D2: NFV Cloud Connect Intelligence 

This use case does not make use of any application-specific metric. Instead it fully relies on the 

metrics gathered on the physical and virtual layer. 

Implementation: The Cloud Connect Servers run the VMware ESXi hypervisor and are managed 

via the VMware Vcenter system. BT has set-up a RECAP collector in their testbed that gathers 

metrics from vCenter (that vCenter has collected from ESXi) and pushes the metrics to the RECAP 

data dispatcher where the data is normalised.  
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4 Data Analytics 

This section describes in detail the work to be performed mostly in the areas of feature engineering 

and analytics as well as data acquisition, assembly and publication, and in particular the 

identification of key performance indicators, and the study of correlations between variables. In 

this context, this section describes the foundations for a statistical analysis and filtering of data 

centres data, and describes the tools for feature selection and machine learning methods for data 

analysis. 

Among the large collection of descriptive statistic methods and machine learning algorithms 

available in the literature and as software libraries, this section only describes those techniques 

which are relevant for the analysis and visualisation  of RECAP datasets, and that will be used in 

the context of RECAP use cases. 

4.1 Descriptive Statistics 

Descriptive statistics are metrics that quantitatively describe and summarize the features of a data 

set. Descriptive statistics are distinguished from inferential statistics and predictive analysis in that 

descriptive statistics aim to summarize a data set, rather than use the data to learn about the data 

or predict future occurrences. Even when data analysis draws its main conclusions using inferential 

statistics and predictive analytics, descriptive statistics plays an important role in the context of 

RECAP. In particular, descriptive statistics will be used in the context of the project to: 

 Provide a summary of the many types of data involved in the project use cases. 

 Provide a solid foundation for internal reports and deliverables. 

 Form the basis for future academic papers and other publications. 

 Provide an initial description of the data as part of more extensive statistical analysis, not 

only in the context of data collection, visualization and analysis, but also in the activities of 

workload an application modelling, large scale simulation framework, and application 

placement and infrastructure optimisation. 

Descriptive statistics, in combination with visualisation  techniques, form what it is called 

exploratory data analysis (EDA). EDA is intended for seeing what the data can tell us beyond the 

formal modelling or hypothesis testing tasks. EDA is useful for checking assumptions required for 

model fitting and hypothesis testing, and handling missing values and making transformations of 

variables as needed. 

4.1.1 Univariate Analysis 

Univariate analysis involves describing the distribution of a single variable. Table 15 provides a 

summary of the univariate descriptive statistics used in RECAP for the descriptive analysis of the 

datasets provided by the use cases: 

Table 15 Univariate Descriptive Statistics 

Measure Type Description 

Mean Centrality The sum over every possible value weighted by the probability of that 

value. 

Median Centrality The value separating the higher half of a data. 

Mode Centrality The most common value. 

Minimum Dispersion The smallest value. 

Maximum Dispersion The largest value. 

Quantiles Dispersion Cut-points dividing the range of values into contiguous intervals. 
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Variance Dispersion The expectation of the squared differences between the values and 

the mean. 

Standard 

Deviation 

Dispersion The squared root of the variance. 

Kurtosis Dispersion A measure of the "tailedness" of the distribution of values. 

Skewness Dispersion A measure of the asymmetry of the distribution of values. 

 

Besides the univariate analysis, a univariate data visualisation  will be performed as well. The 

primary goal of univariate data visualisation is to communicate information clearly and efficiently. 

Visualisation helps RECAP end users and data scientists analyse and reason about data and 

evidence. It makes complex data more accessible, understandable and usable. Table 16 provides 

a summary of the univariate visualisation techniques used in RECAP for the datasets provided by 

the use cases. Please note that the visualisation explained in this section is different from the 

visualisations of data provided by visualization and APIs module (cf. Section 5.2), and that will be 

explained in detail in its own deliverable D5.4 Methods and Framework for Data Visualisation. The 

visualisations described in this document are intended for its use in internal reports of the project. 

Table 16 Univariate Visual Analysis 

Measures Description  

Histogram An approximation to the distribution of values.  

Boxplot Graphical representation based on quartiles, with 

lines extending vertically from the boxes indicating 

variability outside the upper and lower quartiles. In 

particular, they will be used to detect outliers in the 

time series analysed in RECAP.  

 

4.1.2 Multivariate Analysis 

When multiple variables are available, we can perform an individual univariate analysis of each 

variable. The main reason for differentiating univariate and multivariate analysis is that 

multivariate analysis is not only simple descriptive analysis, but also describes the relationship 

between different variables, an analysis included in the activities of data acquisition, assembly and 

publication. 

Table 17 provides a summary of the multivariate descriptive statistics used in RECAP for the 

datasets provided by the use cases: 

Table 17 Multivariate Descriptive Statistics 

Measure Type Description 

Covariance Correlation A measure of the join variability of two variables. 
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Pearson’s r Correlation A measure of the linear correlation between two variables (when 

both variables are continuous). 

Spearman’s 

rho 

Correlation A measure of dependence between the rankings (total preorder) of 

two variables (when one or both variables are not continuous). 

 

Exploratory data visualisation can also be extended to the case of multiples variables. Table 18 

provides a summary of the multivariate visualisation techniques used in RECAP. As it was the case 

of Section 4.1.1, the visualisation techniques described in this section are intended for the 

development of internal working reports, not as part of the visualisation tool. 

Table 18 Multivariate Visual Analysis 

Measures Description 

Scatterplot A type of diagram using Cartesian coordinates to 

display values of two variables.  

Heatmap (optionally 

can be substituted 

by a scattermatrix) 

A graphical representation of data where the 

individual values contained in matrix are 

represented as colours. 

 

Treemap (optional) A method for displaying hierarchical data using 

nested figures, usually rectangles.  

 

4.2 Advanced Analytics 

Besides these exploratory and descriptive analysis methods described in Section 4.1, in the 

context of the work package devoted to data collection, visualisation and analysis, and in particular 

for feature engineering and analytics,a more advanced analysis of the datasets provided by the 

use cases will be performed. The goal of this advanced analysis is to identify relations between the 

different features involved in the study that are not easy to grasp in a visual way, and to identify 

other hidden relations. The results of this analysis will constitute the foundations of the models 

used for prediction and forecasting needed for workload and application modelling and large scale 

simulation framework. Among the large collection of available techniques for the analysis of data, 

in this section we are going to describe only those ones that are relevant in the context of RECAP. 
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4.2.1 Classification and Clustering 

Classification is the problem of identifying to which of a set of categories (sub-populations) a new 

observation belongs to, on the basis of a training set of data containing observations (or instances) 

whose category membership is known. Classification is considered an instance of supervised 

learning, i.e., learning where a training set of correctly identified observations are available. The 

corresponding unsupervised procedure is known as clustering, and involves grouping data into 

categories based on some measure of inherent similarity or distance. If the variables are 

numerical, we talk about regression (fit to numerical values) instead of classification. 

Classification is an important element of the data analysis of RECAP datasets, since it allows us to 

classify tasks according to their characteristics in terms of resource usage. For example, the 

identification of CPU intensive jobs or I/O intensive jobs. That classification can help in the 

modelling of the behaviour of different types of tasks, for example, for simulation purposes. 

Moreover, the clustering of tasks allows to simplify the problem of forecasting future workloads  

(both, for the workload and application modelling and for the application placement and 

infrastructure optimisation), since it is easier to predict future behaviours if we know to which class 

a job belongs to.  

The k-nearest neighbours algorithm (k-NN) is a non-parametric method used for classification and 

regression. In both cases, the input consists of the k closest training examples in the feature space. 

In classification, the output is a class membership. An object is classified by a majority vote of its 

neighbours, with the object being assigned to the class most common among its k nearest 

neighbours. In regression, the output is the average of the values of its k nearest neighbours. 

A Decision Tree is a non-parametric supervised method used for 

classification and regression. The goal is to create a model that 

predicts the value of a target variable by learning simple decision 

rules inferred from the data features. Decision trees go from 

observations about an item (represented in the branches of the 

tree) to conclusions about the item's target value (represented in 

the leaves). A Random Forest is an ensemble method that 

operate by constructing a multitude of decision trees at training time and outputting the class that 

is the mode of the classes (classification) or mean prediction (regression) of the individual trees. 

Random forests are superior to decision trees because they do not suffer from overfitting training 

sets. 

A Support Vector Machine, or SVM, is a supervised learning 

model used for classification and regression analysis. Given a 

set of training examples, each is marked as belonging to one or 

the other of two categories. A SVM training algorithm builds a 

model that assigns new examples to one category or the other. 

An SVM model is a representation of the examples as points in space, mapped so that the 

examples of the separate categories are divided by a clear gap that is as wide as possible. New 

examples are then mapped into that same space and predicted to belong to a category based on 

which side of the gap they fall. In addition to performing linear classification, SVMs can efficiently 

perform a non-linear classification using what is called kernels (functions that compute the inner 

product between the images of all pairs of data in the feature space). When data is not labelled, 

an unsupervised learning approach could be used instead (for example, for the classification of 

the workload of a group of jobs not known in advance). 
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Decision trees and random forest are two promising techniques to solve the problems posed by 

RECAP in terms of modelling and prediction. An extended version of decision trees, described in 

Section 4.4, will be evaluated in the scope of the project. As alternatives, in case these techniques 

do not work out, we plan to use SVM and k-NN. 

4.2.2 Feature Extraction and Selection 

Feature selection is the process of selecting a subset of relevant features for use in model 

construction. Feature selection techniques are used in the context of RECAP for four reasons: 

 simplification of models to make them easier to interpret by researchers 

 shorter training times, 

 to avoid the curse of dimensionality (described in Section 4.2.3), 

 enhanced generalization to unseen values by reducing overfitting 

Feature selection is based on the assumption that data usually contains many features that are 

either redundant or irrelevant, and can thus be removed without incurring much loss of 

information. There are literally hundreds of parameters that can be measured for a physical server 

or virtual machine. For example, VMware vCenter (used in CDN and VNF use cases) can measure 

more than twenty thousand metrics. An identification of the relevant parameters to measure could 

reduce the impact of telemetry middleware in production servers, save disk space to store those 

non-relevant metrics, and reduce the time to train models.  

Feature selection techniques should be distinguished from feature extraction. Feature extraction 

creates new features from functions of the original features, whereas feature selection returns a 

subset of the features. 

Most of the methods already described (k-nearest neighbours, decision trees, and support vector 

machines), can be used to identify the most relevant features that describe a dataset. Other 

methods described in the following sections (like regression analysis) can be used as well. Besides 

these techniques, in order to identify the most relevant features we could use a criteria based on 

maximum entropy (a measure of the randomness of the values of a feature) and a study of the 

cross-correlation between variables in order to reduce the dimensionality. 

The main technique used for feature extraction is principal component analysis (Described in 

Section 4.2.3) and neural network auto-encoders (that will be used in case that PCA does not 

provide a satisfactory reduction of variables). However, these techniques have the disadvantage 

that the new features identified are usually non-interpretable, and so, derived models are non-

interpretable either. Since the interpretability of modes plays a very important role in the context 

of RECAP, as an alternative, some heuristic approaches could be applied, based on an 

understanding of the domain from where the dataset was collected. 

4.2.3 Dimensionality Reduction 

In machine learning, the curse of dimensionality refers to the phenomenon that arises when 

analysing and organizing data in high-dimensional spaces. When the dimensionality increases, the 

volume of the space increases so fast that the available data become sparse. This sparsity is 

problematic for any method that requires statistical significance. In order to obtain statistically 

sound and reliable results, the amount of data needed to support the result often grows 

exponentially with the dimensionality. 
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Dimensionality reduction is the process of reducing the number of random variables under 

consideration, via obtaining a set of principal variables. The feature selection techniques 

considered in the previous section are a form of dimensionality reduction. In this section, we are 

going to consider another way to reduce dimensionality, by means of extracting the relevant 

features, and in particular, by applying a technique called Principal Component Analysis. 

Principal component analysis (PCA) is a statistical procedure that 

applies a (linear) transformation to convert a set of observations 

of possibly correlated variables into a set of values of linearly 

uncorrelated variables called principal components. The number 

of principal components is less than the number of original 

variables. This transformation is defined in such a way that the 

first principal component has the largest possible variance (that 

is, accounts for as much of the variability in the data as possible), 

and each subsequent component in turn has the highest variance 

possible under the constraint that it is linearly uncorrelated to the 

preceding components. The main problem of PCA is that we lose the interpretability of the resulting 

models. 

4.2.4 Regression Analysis 

Regression analysis is a set of statistical processes for estimating 

the relationships among variables. It includes many techniques 

for modelling and analysing several variables, when the focus is 

on the relationship between a dependent variable and one or 

more independent variables (or “predictors”). More specifically, 

regression analysis helps one understand how the typical value of 

the dependent variable (or “criterion variable”) changes when any 

one of the independent variables is varied, while the other 

independent variables are held fixed. Regression analysis can also be used for prediction and 

forecasting. Regression analysis is also used to understand which among the independent 

variables are related to the dependent variable, and to explore the forms of these relationships. In 

linear regression, the model specification is that the dependent variable is a linear combination of 

the parameters (single or multiple). Model is usually fitted to data using least squares methods. In 

case of nonlinear regression, observational data are modelled by a function which is a nonlinear 

combination of the model parameters and depends on one or more independent variables. The 

data is fitted by a method of successive approximations. Other forms of regression, like generalized 

linear models or hierarchical linear models could be considered if the user datasets turn out to be 

too complex. 

4.3 Prediction and Forecasting 

Prediction and forecasting refer to the task of determining the future behaviour of a system based 

on past and present data. Predictions are based in mathematical models derived from historical 

data. In the context of RECAP, with prediction we refer to estimating the value of a variable inside 

the range of previous observations, and with forecasting we refer to estimating new values outside 

the range of previous observations. 

In this section we describe the models we will implement in RECAP to predict the future behaviour 

of software and systems. 
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4.3.1 Time Series Analysis 

A time series is a sequence of data values taken at successive, ideally equally spaced, points in 

time. Examples of time series used in RECAP are the CPU load, memory usage, or bandwidth in 

use. Time series analysis comprises methods for analysing time series data in order to extract 

meaningful statistics and other characteristics of the data. Time series forecasting is the use of a 

model to predict future values based on previously observed values. Time series data present a 

natural temporal ordering, and so, mathematical methods for their analysis have to take that order 

into account. For example, a model for a time series will generally reflect the fact that observations 

close together in time will be more closely related than observations further apart. 

One of the main applications of time series analysis in the context of RECAP is to characterize 

workload of physical servers and virtual machines. However, workload characterization is a very 

difficult problem to solve, given the amount of noise present in the data. In order to deal with this 

difficulty, we will combine ARIMA and GARCH models. 

The autoregressive integrated moving average (ARIMA) model is a method for the analysis of time 

series data based on the study of autocorrelations and regressions, and used when data shows 

evidence of non-stationarity (the behaviour of data changes with time). The ‘AR’ part of ARIMA 

indicates that the evolving variable of interest is regressed on its own lagged (i.e., prior) values. 

The I (for "integrated") indicates that the data values have been replaced with the difference 

between their values and the previous values (and this differencing process may have been 

performed more than once). The MA part indicates that the regression error is actually a linear 

combination of error terms whose values occurred most recently. 

The autoregressive conditional heteroskedasticity (ARCH) model is a statistical model for time 

series data that describes the variance of the current error term as a function of the actual sizes 

of the previous time periods’ error terms. The ARCH models are appropriate when the error 

variance in a time series follows an autoregressive (AR) model; if an autoregressive moving average 

model (ARMA) model is assumed for the error variance, the model is a generalized autoregressive 

conditional heteroskedasticity (GARCH) model. 

4.3.2 Neural Networks 

An alternative to the traditional time series analysis described in the previous section, is the use 

of neural networks, and in particular, the use of recurrent neural networks and long-short term 

memory neural networks, described in this section. Both types of neural networks will be used in 

RECAP for the characterization of workloads. 

A neural network (NN) is a machine learning technique inspired by the biological neural networks 

that constitute animal brains. A NN is based on a collection of connected units or nodes called 

neurons. Each connection between neurons can transmit a signal from one to another. The neuron 

that receives the signal can process it and then signal neurons connected to it. The signal is usually 

a real number, and the output of each neuron is calculated by a non-linear function of the sum of 

its inputs. Connections typically have a weight that adjusts as learning proceeds. The weight 

increases or decreases the strength of the signal at a connection. Neurons are organized in layers. 

Different layers may perform different kinds of transformations on their inputs. Signals travel from 

the first (input), to the last (output) layer. 
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A recurrent neural network (RNN) is a class of multilayer neural network where 

connections between units form a directed cycle (the output of the network is 

used as a part of the input). This allows the network to model changes in the 

behaviour of data over time. Unlike feedforward neural networks, RNNs can use 

their internal memory to process arbitrary sequences of inputs that change 

dynamically (non-identically distributed random samples). This makes them 

applicable to tasks such as time series analysis. RNN present also some 

limitations, like the inability to learn long-term patterns present in the time series, 

or the large amount of data needed to train them. 

A Long-Short Term Memory (LSTM) neural network is a particular type 

of RNN that tries to solve the main limitation of RNN, that is, LSTMs 

are capable of learning long-term dependencies found in the time 

series. LSTMs also have the chain like structure of the RNNs, but the 

repeating module has a slightly different structure. Instead of having a 

single neural network layer, there are multiple layers, interacting in a 

very special and complicated way. They have a cell, an input gate, a 

forget gate and an output gate. The cell is responsible for 

"remembering" values over arbitrary time intervals. The others layers, 

or gates, act as regulators of the flow of values that goes through the connections of the LSTM. An 

LSTM is well-suited to classify, process and predict time series given time lags of unknown size 

and duration between important events. 

4.4 Novel Machine Learning Algorithms 

The kind of problems addressed by RECAP, like for example workload characterization and 

prediction, are very hard to solve, mostly because the time series of data available for analysis 

contains a large amount of noise, and the data centres working conditions (underlying probability 

distribution) change with time. These problems become even more difficult when the granularity 

used in the analysis of the data is finer, for example, with a granularity of order of minutes. 

However, being able to predict future workloads with a low error margin for very short periods of 

time is a critical element for the success of RECAP. 

In order to address these problems, besides to applying the most advanced known techniques in 

the area of machine learning, like GARCH time series analysis (described in Section  4.3.1) or LSTM 

neural networks (described in Section 4.3.2) we will consider the novel method of minimum 

nescience principle (MNP), a new machine learning technique currently being developed by 

researchers at IMDEA Networks15. The idea behind the MNP is to minimize what we do not know 

about a dataset, instead of applying the classical approach of trying to maximize what we know 

about the data. The results of both approximations to the problem of machine learning converge 

to the same solution when sufficient data, computational resources and time are available, but 

preliminary results suggest that MNP converges to a solution faster, with less data and less 

computing power. These MNP techniques allow us to apply more frequent re-training of models, 

something critical in data centres like the ones managed by RECAP, where conditions change 

frequently. 

The MNP will be applied to the development of models based on decision trees (and random 

forests) for both, the identification of relevant features and for forecasting new values given past 

                                                      
15 http://www.mathematicsunknown.org/nescience.pdf 
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observations. The application of MNP to trees automatically solves the problem of overfitting the 

training data, and so no additional techniques, like post-pruning of the tree using information gain 

measures (based on Shannon’s information theory), are needed. Given the amount of noise 

present in RECAP datasets, avoiding data overfitting by design is a very important feature. 

Moreover, the trees resulting from the application of the MNP will have the property that they are 

easier to interpret by RECAP researchers, and so, it will be easier to gain a theoretical 

understanding of the problems under study. 

The MNP will be used also as a regularization technique (pruning of non-needed nodes) for the 

simplification of the neural networks used in the project (mostly RNN and LSTM). The advantages 

of using this novel regularization technique include a lower risk of overfitting data, and a shorter 

training time of the networks, allowing more frequent re-optimizations of the models. 

4.5 Software Libraries and Frameworks 

From the implementation point of view, most of the elements that compose the module will be 

based on the Python16 programming language, except for some advanced analytics that will be 

implemented in the R language for statistical computing17. Both Python and R are open source and 

have widespread use in the statistical and machine learning community. 

Besides these base languages, the following libraries and frameworks will be used extensively in 

the context of this project: 

 NumPy18: a Python package that adds support for large, multi-dimensional arrays and 

matrices, along with a large collection of high-level mathematical functions to operate on 

these arrays. 

 Pandas19: a library for data manipulation and analysis of multidimensional structured data 

sets. In particular, it offers data structures and operations for manipulating numerical 

tables and time series. 

 SciPy Stats20: a module for basic statistical analysis and common probability distributions. 

 Statsmodels21: a package that allows users to explore data, estimate statistical models, 

and perform statistical tests. An extensive list of descriptive statistics, statistical tests, 

plotting functions, and result statistics are available for different types of data and each 

estimator. In particular, statsmodels provides implementation of the most relevant 

algorithms for time series analysis. 

 Scikit-learn22: a machine learning library. It features various classification, regression and 

clustering algorithms including support vector machines, random forests, gradient 

boosting, k-means and basic support for neural networks. The library is integrated with 

numpy and pandas libraries. 

                                                      
16 https://www.python.org/ 
17 https://www.r-project.org/ 
18 http://www.numpy.org 
19 https://pandas.pydata.org 
20 https://www.scipy.org 
21 http://www.statsmodels.org 
22 http://scikit-learn.org 
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 Tensorflow23 : a framework for dataflow programming across a range of tasks. It is a 

symbolic math library, and also used for machine learning applications with a strong 

emphasis in neural networks. 

Besides the analytical libraries, the following additional software elements will be used in RECAP: 

 Jupyter Notebook24: a web application that allows to create and share documents that 

contain live code, equations, visualisations and narrative text. Uses include: data cleaning 

and transformation, numerical simulation, statistical modelling, data visualisation, 

machine learning, etc. 

 TensorFlow Serving25: a flexible, high-performance serving system for machine learning 

models, designed for production environments. TensorFlow Serving makes it easy to 

deploy new algorithms and experiments, while keeping the same server architecture and 

APIs. TensorFlow Serving provides out-of-the-box integration with TensorFlow models, but 

can be easily extended to serve other types of models and data. 

 TensorFlow Board26: a web-based utility to visualize TensorFlow graphs, plot quantitative 

metrics about the execution of models, and show additional data like images that pass 

through it. The goal of TensorFlow Boards is to make it easier to understand, debug, and 

optimize TensorFlow programs. 

4.6 Hardware 

The tasks to be performed in the context of data analysis are divided in two subgroups, the offline 

tasks, and the online tasks. Depending on the group the task belongs to, the hardware used for its 

execution will be different. 

The goal of the offline processing is to provide a detailed analysis of data, and to evaluate and 

train the predictive models. The offline part of the RECAP project requires the analysis of a large 

volume of historical data in order to train models. This offload processing will be performed mostly 

at IMDEA premises, using two kind of servers: 

 A CPU- and Memory-intensive server:  A Dell server with 64 cores, 512 GB of RAM, and a 

10 Gb/s high speed network, indented for data analysis and the evaluation of development 

of time series models. 

 A GPU-Intensive server: A Dell workstation with two NVIDIA Titan V GPUs and 64 Gb of RAM, 

intended for the development and evaluation of models based on neural networks. 

The online processing is responsible for providing predictions given current measured data based 

on the training models, and to evaluating the performance of those models (to trigger a possible 

re-training process).  The online processing will be performed at the UULM testbed, cf. (Initial 

Testbed Configuration 2017). 

4.7 Use Cases Needs 

In this section are described the particular needs, in terms of data analysis and modelling, of the 

different use cases studied in the RECAP project. Please mind that for each use case we will apply 

                                                      
23 https://www.tensorflow.org 
24 http://jupyter.org 
25 https://www.tensorflow.org/serving 
26 https://www.tensorflow.org 
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the data exploratory analysis and model building techniques described in the previous sections. 

What this section covers are those techniques that are only relevant for the particular use cases. 

4.7.1 Use Case A: Infrastructure and Network Management 

An exploratory data analysis (as it was described in Section 4.1) will be performed on the different 

datasets described in Section 3.6.1. In addition, the following analysis will be carried on in order 

to address the particular needs of Use Case A: 

 Exploratory data analysis for each individual combination of service area (e.g. cell) and time 

granularity. 

 Exploratory data analysis of correlation between neighbouring service areas (e.g. cell) over 

time. For example, if there is high load in one cell at a certain time of day then the load in 

the neighbouring cell will be high within a certain time period. 

 Exploratory data analysis for each individual combination of network function location 

(data center) and time granularity. 

Time Series Analysis 

The time series will be segmented into days, weeks, seasons with specific reccurring events. The 

time series analysis includes examination of variation, trends and cyclic behaviour in combination 

with predictive models. Classical time series models like ARIMA or GARCH (described in Section 

4.3.1) and advanced models based on RNN (described in Section 4.3.2) will be applied in ordert 

to:  

 Elaborate predictive and forecasting models to support provisioning of network functions. 

 Elaborate predictive and forecasting models to support tuning of resource allocation to 

network functions. 

 Elaborate predictive and forecasting models to predict potential SLA violations. 

Geographical Analysis 

An important aspect in the analysis of the data is the user behaviour regarding geographical 

location and mobility of users over time as well as the service usage ratio. The service usage ratio 

of the users is also an important aspect as the service type(s) selected by the users affect the QoS 

demand on the communication service. The QoS demand and geographical location of the users 

affects the location required for the serving network function(s) depending on type of network 

function. This affects the location of the needed infrastructure resources. Further, the number of 

users and the service usage ratio affects the amount of needed infrastructure resources. 

It is necessary to perform a detailed descriptive and predictive analysis of the data in three 

complementary dimensions: geographical location of users, time of the day and service usage 

ratio. These analyses will be very helpful for provisioning network functions dynamically and in 

advance of actual needs, given the results of the forecasting user behaviour/time models. 

In particular, the exploratory and descriptive analysis and the development of models already 

described in this section will be extended for each particular geographical area. 

4.7.2 Use Case B: Big Data Analytics Engine 

A standard exploratory data analysis will be performed of the different datasets described in the 

previous sections. In particular, a special emphasis will be put in the identification of outliers, for 

example, based on support vector machines. 
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Time Series Analysis 

Predictive models will be based mostly on the analysis of time series datasets. In particular, the 

following predictive models will be evaluated: 

 Auto regressive integrated moving averages (ARIMA) models, based on the analysis of the 

autocorrelation functions, partial autocorrelation functions, and tests of stationarity (for 

example, Dickey-Fuller tests). 

 The family of autoregressive conditional heteroskedasticity models (ARCH, GARCH, 

NGARCH, etc.) based on the assumption that the variance of the time series is not constant 

but still a function of previous variances. 

 Recursive neural networks and deep recursive neural networks, to find more complex 

interactions between past and future requests, considering also the use of a novel 

regularization mechanism based on the minimum nescience principle to avoid overfitting. 

 Long short term memory neural networks (LSTM) with the aim to detect if long past request 

have a predictive value for future requests. 

Geographical Analysis 

An important element in the analysis of Linknovate data is the geographical location of the 

requests. It is necessary to perform a detailed descriptive and predictive analysis of the data based 

in two complementary dimensions: geographical location and time of the day. These analyses will 

be very helpful for the dynamic, specifically in advance, provisioning of nodes given the results of 

the forecasted geographical/time models. 

In particular, the following analysis will be performed: 

 Identification of time-cycles given the location of the requests. The analysis will be 

performed according to multiple time zones (US West, US East, Central Europe, etc.) and 

different time granularity (day, week and month). 

 Exploratory data analysis for each individual combination of time zone and time granularity. 

 Elaboration of predictive and forecasting models for each individual combination of time 

zone and time granularity, including: 

o Models based on time series analysis  

o Models based on neural networks 

4.7.3 Use Case C: Edge/Fog Computing for Smart Cities 

The expected use for each of these data sets is: 

1. For general metrics and commonly-used resource consumption: monitoring the state and 

health of all the nodes (and services they host) in the whole Smart city infrastructure 

2. For application metrics: monitoring the impact of all the dynamic data flow reallocations 

through the Smart City network topology, as well as position of vehicles in real-time plus 

route requests. This type of metrics will be able to demonstrate the optimization in terms 

of bandwidth usage and time to response reduction when moving flows and processing 

through the topology. 

4.7.4 Use Case D1: NFV vCDN 

Same as previous use cases, cache traffic data, which represents the traffic load generated when 

serving end-users with cache contents, are collected at different sites/locations from BT’s CDN as 

time-series. Both time-series statistical analysis and machine learning techniques are then applied 
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to construct workload models from the given time-series, which shows patterns of requests for 

cache contents at every server in the CDN. The modelling task and utilization of models is actually 

accomplished in work package 6 (WP6). 

Data analysis, in this work package (WP5), consists of decomposition and characterisation for 

datasets at every single cache sites/nodes. Decomposition splits a time-series into three 

compositions from the time-series, the trend, the seasonality, and the random factor of the traffic 

data. With these three compositions, some data patterns, which (if they exists) represent the 

behaviours of cache workload, can hopefully be discovered. An example of such a data 

decomposition is shown in Figure 11. In this example, the data represents the cache traffic served 

by a BT’s cache site in London over nine months within two years, 2016 and 2017. 

 

Figure 8 A workload decomposition for a BT’s cache site. 

Based on retrieved compositions, characterisation extracts features/characteristics of the given 

data. As observed in the figure, the trend composition shows that the highest peak of contents 

pulling was within the Christmas and New Year holidays (between the 26th week to the 28th week 

of the nine-month period), while the seasonality composition shows that the cache site incurs a 

higher load on Tuesday, Wednesday, and Thursday in comparison with the other days for almost 

every week. It is apparent that these are the features, which can be quickly and easily extracted 

from the decomposition of traffic data -- a key measurement of the network footprint and the 

bandwidth utilisation of the system. With some other measurements such as CPU and memory 

utilisation, more features about the resources usage of the system can be extracted.  

An integration and aggregation of all data features is required in order to obtain some guidelines 

about what should be considered in data modelling and how to effectively construct and evaluate 

models. The statistical modelling methods and machine learning techniques used in the previous 

use cases, are also being utilized in the modelling task, including ARIMA, the family of 

autoregressive conditional heteroskedasticity models (ARCH, GARCH, NGARCH, etc.), Recursive 

neural networks, and Long short term memory neural networks. After data models are constructed, 

the next step is to analyse the correlation of workloads between the sites/nodes. The analytical 

results not only present the workload distribution throughout the BT’s cache network but also help 

to construct the load propagation models as well as the application models of the whole BT’s cache 

network. All of these models are utilized for load prediction and optimization of cache placement, 

cache scaling, and system remediation. 
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4.7.5 Use Case D2: NFV Cloud Connect Intelligence 

The goal of this use case is to guarantee the SLAs (Service Level Agreement) signed with 

customers. In order to achieve this goal it is necessary to provide predictive models that allow to 

forecast SLA violations in advance, so that (automatic or manual) corrective measures can be 

taken. Figure 9, shows a screenshot the Grafana dashboard (cf. Section 5.2.1) that examplifies 

the network traffic bandwidth vs CPU utilisation for a firewall VNF. This example illustrates how a 

simple model can be built mapping bandwidth required by the customer to resources required by 

the VNF. 

 

Figure 9 Example vCPU vs. Network Traffic 

The RECAP resource monitoring system gathers the metrics from Vmware vcenter system. The 

RECAP modeller receives the resource utilisation metrics and the SLA metrics, and can then build 

a model which can be continually updated that maps SLA requirements to resource requirements. 

This model will be used by the RECAP resource & SLA optimiser to tune the resources used for 

optimum efficiency. The RECAP Optimiser will send instructions to the Orchestrator which will 

communicate with vCenter (potentially via the VMware Integrated OpenStack (VIO) interface) to 

adjust the amount of resources used by the VNFs.  

Due to VMware ESXi and VNF vendor implementations it is not possible to adjust VNF resources 

“on the fly” therefore a new service chain will have to be built and traffic switched to the new 

service chain. In some cases this may cause service interruption so the RECAP Optimiser must 

take this into account by considering the SLA service availability targets. At least the RECAP 

Optimiser should be able to optimise the provision of new service chains based on information 

contained in the RECAP model. 
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5 Beyond Acquisition and Analytics 

This section provides a summary of work done and an outlook on work to be done in the work 

package, but which is not in the primary focus of this deliverable. Section 5.1 considers the 

creation of artificial traces through workload generation. Its content will be fully covered in (Artificial 

Data Traces and Workload Generator Models). Section 5.2 is concerned with the creation of data 

visualisation and APIs to acquire and aggregate data. It will be detailed in (Methods and 

Frameworks for Data Visualisation). 

5.1 Artificial Traces Through Workload Generation 

RECAP aims to deliver a unified, but flexible workload generator which is used for generating 

synthetic workloads for different purposes: (i) to evaluate of the performance and QoS of edge-

cloud applications, (ii) to support the workload modelling task which is supposed to produce more 

accurate workload models for distributed applications.  

RECAP solves diverse problems defined and required by different use cases. The loads to be 

generated represent sequences of requests which are specified to different applications/systems, 

such as NFV-based systems and cache systems in CDNs. In addition, the generated loads can 

arrive at different service interfaces of an application. In other words, they can be destined to 

different components which may be located at different sites/nodes in the edge-cloud 

environment. The generator also aims to support multiple types of workloads. This means that 

sequences of requests are generated for common request formats such as GET/POST to web 

servers or REST-based components, as well as requests for files or digital data/contents from the 

CDNs, and VNF traffic. Due to the diversity and complexity of the requirements, design and 

implementation of the RECAP workload generator is challenging. 

Instead of using pre-determined load distribution models as the input for the load generation, the 

workload generator produces a live-generated workload. For that purpose, it is based on the 

workload models produced by the RECAP workload modeller. This indicates that the generator and 

modeller are using the results produced by each other. Although they have a close relationship 

with each other, they are completely decoupled, as the results of the modeller (models) are utilised 

for not only for workload generation, but also for workload prediction which is another important 

task in the project. Figure 10 demonstrates a full-cycle process required for workload generation.  

 

Figure 10 A full-cycle process for workload generation 
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The figure illustrates how the workload generator is embedded in the overall cycle of data 

collection, data analytics, and workload modelling. The Workload Collector box summarises those 

components of the acquisition and storage toolchain (cf. Section 3) that is concerned with 

workload metrics, which also include application-specific metrics. It takes into account data from 

both production and testing systems, e.g. Linknovates real-world platform, but also the copy of the 

system run in the RECAP testbeds. 

The Workload Characteriser discovers and extracts key characteristics/features related to the 

system’s performance, such as CPU utilization, bandwidth utilization, latency of the services, and 

system throughput. Based on the characteristics, the Workload Modeller produces the actual 

models of the workload. Both Characteriser and Modeller rely on the techniques and strategies 

presente in Section 4 and are enhanced by input from WP6. 

Finally, the models are input to the Workload Generator to generate the synthetic workloads to the 

testing systems for performance evaluation and/or refining workload models, or generate the 

synthetic trace data for future use.  

5.2 Visualisation 

Visualisation with respect to data acquisition currently covers two aspects. The major part deals 

with visualising the acquired data and getting them into an understandable format. This is subject 

to Section 5.2.1. The other part provides bulk access to all acquired data in a RECAP installation. 

This helps data analysts to get access to the data; and is discussed in Section 5.2.2. 

5.2.1 Data Visualisation 

Visualisation of data has the purpose of making the status of the infrastructure and the 

applications running on that infrastructure graspable for the (infrastructure and application) 

operators. When automatic management is taking place, visualisation is also crucial for illustrating 

the triggered and ongoing management actions, so that trust in the automatic management can 

be built. With respect to RECAP, the data acquired from the testbeds and the various use cases 

needs to be visualised such that it is easy to analyse each use case and the dependencies between 

infrastrucutre and application metrics. 

RECAP has adopted Grafana 27  for visualisation purposes. Grafana provides an easy to use 

interface with various graph visualisation techniques. Grafana visualises data using line graphs, 

bars, heat maps, maps, architecture etc.. Related graphs are grouped on Dashboards and it is 

possible to have multiple Dashboards showing different aspects of the data set. New graphs are 

added to a dashboard by choosing graph from a library, connecting it to a data source and defining 

the query to be issued on the data source. 

Grafana is open source with a large community and a wide selection of of plugins and pre-

configured dashboards which eases jumpstarting visualisation. Figure 11 shows a snapshot of a 

Grafana dahsboard with several simple graphs that show the utilisation in the core location of the 

UULM testbed. Figure 12 shows early graphs from the Infrastructure and Network Management 

use case. 

 

                                                      
27 https://grafana.com/ 
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Figure 11 Snapshot of Grafana dashboard showing the state of the physical layer in UULM testbed 

 

 

 
Left: user plane traffic 

Right: RRC Measurements 

 
   

 

 

Left: CTRL Plane 

Measurement 

Right: CPU load 

 
Figure 12 Selected graphs from the use case Infrastructure and Network Management 

 

5.2.2 Bulk Datat Export 

Bulk data (cf. Section3.3) is accessible through a custom Web UI. A screenshot of this interface is 

shown in Figure 13. It allows the selection of a monitoring site within a testbed: for instance, the 

UULM testbed has two different sites “core” and “edge” (cf. (Domaschka and Noya, Initial 

requirements 2017)). 

Once the user has picked a site, the interface presents a list of available data sets (one or multiple 

per day), and the user can select a time range from the controllers. Then, he can select the desired 

files in this time range one-by-one or all of the at once and then hit the download button (not visible 

in the screenshot) to receive a compressed file with the requested data set. 

 

http://recap-project.eu/


RECAP Project ■ H2020 ■ Grant Agreement #732667  

Call: H2020-ICT-2016-2017 ■ Topic: ICT-06-2016 

   

 

 52 

 

Figure 13 Screenshot of Bulk Data Exporter user interface 
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6 Conclusion 

This document described all those elements needed in the RECAP project from the point of view 

of data acquisition, data storage, data analytics, and mathematical modelling. The main goal of 

this document is to provide a sufficient level of detail about the data processing and modelling 

pipeline, so that software developers can start to write RECAP data solutions without any additional 

information. 

This deliverable covers four critical elements for a successful data analytics part in the project: 

i) The specific needs of the RECAP use cases in terms of data; 

ii) The data source(s), transport, transformation and storage. 

iii) The descriptive analysis and the mathematical models needed in the project. 

iv) The infrastructure available for querying and visualisation of data. 

Given the descriptions and decisions taken in this document, not only software developers could 

continue with the developments of the tasks part of WP5, but also it provides the foundations, 

form a data point of view, for the work packages WP6, WP7 and WP8. Finally, this document 

provides a contribution towards the overall RECAP architecture. 

For the second version of this document it is planned to further aling the set of metrics collected 

from all the use cases, in order to avoid potential duplicates in software development and 

documentation. Also, the section describing the new machine learning techniques will be 

expanded.   
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