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Abstract (German) - Zusammenfassung

Unter Verwendung von Reinforcement Learning Techniken erlernt ein Agent durch

Versuch-und-Irrtum Interaktion in einer Umgebung eine optimale Strategie. Typische

Anwendungen aus der realen Welt sind Warteschlangenprobleme, autonome Roboter

und Spiele. In der unüberwachten und teilüberwachten Clusterbildung wird ein Cluster-

modell aus einem Teil der Daten und der Klassenlabel erstellt, das für die Entdeckung

von gruppenähnlichen Strukturen in neuen, bislang nicht beobachteten Daten genutzt

wird. Typische Anwendungen aus der realen Welt beinhalten verschiedene Bereiche der

Systembiologie, der Medizin und der Marktforschung.

Die Integration der Funktionsapproximationsmethoden in die Reinforcement Learning

Modelle ermöglicht es, Zustands- und Zustandsaktionenwerte in großen Zustandsräumen

zu erlernen. Modell-freie Methoden, wie Temporal-Difference oder SARSA, erbringen für

Probleme mit Markov-Eigenschaft gute Resultate. Ensemble Methoden können genauere

und robustere Prädiktionen erreichen als einzelne Lerner. In dieser Arbeit werden Rein-

forcement Learning Ensembles erforscht, wobei die Mitglieder des Ensembles künstliche

neuronale Netze sind. Es wurde analytisch gezeigt, dass die Komitees von der Diver-

sität der Werteabschätzungen profitieren. In den empirischen Evaluierungen von zwei

Umgebungen mit großen Zustandsräumen, nämlich dem generalisierten Labyrinth und

SZ-Tetris, wurde festgestellt, dass für mehrere Komiteegrößen und Trainingsiterationen

das Trainieren eines Komitees effizienter ist als das Trainieren eines einzelnen Agenten.

Ein selektives Ensemble kann die Prädiktionen durch die Selektion einer Teilmenge

der Modelle des gesamten Ensembles, basierend auf einem Qualitätskriterium, weiter

verbessern. In der Dissertation wird ein Algorithmus für die Auswahl einer Teilmen-

ge aus einem Ensemble in Reinforcement Learning Szenarios vorgestellt. Das Ziel der

Lernstrategie ist es, hinsichtlich der gesammelten Zustände Mitglieder zu wählen, deren

schwache Entscheidungen durch starke Entscheidungen anderer Mitglieder kompensiert

werden. Ob eine Entscheidung korrekt ist oder nicht, wird durch den Bellman Fehler er-

mittelt. In den Experimenten wurde festgestellt, dass die selektiven Ensembles die großen

Ensembles signifikant übertreffen, obwohl die selektiven Ensembles weniger Agenten ha-

ben. Somit kommen wir zur Schlussfolgerung, dass das Selektieren einer informativen

Teilmenge aus vielen Agenten effizienter sein kann als das Trainieren eines einzelnen
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Abstract (German) - Zusammenfassung

Agenten oder eines vollen Ensembles.

In den letzten Jahren wurden Datensätze aus der realen Welt größer. Obwohl große

Validierungsmengen aus den Daten es ermöglichen, präzisere Qualitätsmessungen am

Prädiktionsmodell durchzuführen, ist es möglich, dass die exakt-Lösung Trainingsmetho-

de eines Modells aufgrund der Zeitkomplexität nicht in der Lage ist, von den gesamten

Trainingsmengen zu lernen. Partitionierende Methoden zur Clusterbildung, mit einer

linearen Zeitkomplexität hinsichtlich der Anzahl der Datenpunkte, können große Daten-

mengen bewältigen, gehen aber meist von kugelförmigen Gruppierungen im Eingabe-

raum aus. Im Gegensatz dazu können Kernel -basierte Clustermethoden Gruppierungen

im Merkmalsraum erkennen und somit die Daten in beliebigen Formen im Eingaberaum

gruppieren, haben jedoch eine quadratische Zeitkomplexität. Die Dissertation fokussiert

sich auf eine approximative Kernel -basierte Methode zur Clusterbildung und evaluiert

diese empirisch mit fünf Datensätzen aus der realen Welt. In den Resultaten wurde

festgestellt, dass die Methode mit der approximativen Lösung sich bei einem Datensatz

normaler Größe ähnlich verhält, wie die Methode mit der exakten Lösung. Weiterhin

kann die approximative Methode hinsichtlich eines Qualitätskriteriums besser sein als

die Methode mit der genauen Lösung, falls die approximative Methode den vollen Da-

tensatz stückweise zur Clusterbildung nutzt.

Eine weitere Implikation, die sich aus der Datengröße ergibt, ist, dass es schwieriger

ist, große Datenmengen mit Klassenlabel zu versehen. In der teilüberwachten Cluster-

bildung werden externe Informationen, wie die Klassenlabel, genutzt, um die Cluster-

Resultate zu verbessern. Teilüberwachte Clustermodelle, die von einer kleinen Teilmenge

der Daten mit nur wenigen Klassenlabel lernen, könnten eine passende Antwort sein, falls

diese hinsichtlich der Qualitätsmessungen gut abschneiden. In der Dissertation wird eine

teilüberwachte Kernel -basierte Methode zur Clusterbildung vorgestellt, die die Klassen-

label zur Beeinflussung der Positionen der Zentren im Merkmalsraum verwertet. Sie ist

beides, eine einschränkungsbasierte und distanzbasierte teilüberwachte Methode. In den

Experimenten mit den fünf Datensätzen aus der realen Welt wurde festgestellt, dass

die Methoden hinsichtlich der externen Clustervalidierungsmessungen signifikant besser

sind.

ii



Abstract

With reinforcement learning techniques, an agent learns an optimal policy by trial-and-

error interaction with an environment. Typical real-world applications include schedul-

ing problems, autonomous robots and games. In unsupervised and semi-supervised

clustering, a clustering model is built, with some of the data and the class labels, for dis-

covering group-like structures in new, unobserved data. Typical real-world applications

include different branches of systems biology, medicine and market research.

The integration of function approximation methods into reinforcement learning mod-

els allows for learning state- and state-action values in large state spaces. Model-free

methods, like Temporal-Difference or SARSA, yield good results for problems where

the Markov property holds. Ensemble models can achieve more accurate and robust

predictions than single learners. In this work, we consider reinforcement learning en-

sembles, where the members are artificial neural networks. It is analytically shown that

the committees benefit from the diversity on the estimation of the values. In the em-

pirical evaluations with two large state space environments, namely a generalized maze

problem and SZ-Tetris, we found that the training of a committee is more efficient, for

several committee sizes and training iterations, than the training of a single agent.

A selective ensemble may further improve the predictions by selecting a subset of the

models from the entire ensemble, based on a quality criterion. In the thesis, we propose

an algorithm for ensemble subset selection in reinforcement learning scenarios. The aim

of the learning strategy is to select members whose weak decisions are compensated by

strong decisions for collected states. The correctness of a decision is determined by the

Bellman error. In the experiments, we found that while the selective ensembles have a

small number of agents, they significantly outperform the large ensembles. We therefore

conclude that selecting an informative subset of many agents may be more efficient than

training single agents or full ensembles.

Over the last years, real-world data sets have become larger. Although large validation

sets of the data allow for more precise quality measures of the predicting model, the

exact-solution model training method may not be able to learn from full large training

sets due to the time complexity of the method. Partitioning clustering methods with a

linear time complexity, in terms of the number of samples, can handle large data sets but

iii



Abstract

mostly assume spherically-shaped clusters in the input space. In contrast, kernel-based

clustering methods detect clusters in the feature space and, hence, may group the data

in arbitrary shapes in the input space, but have a quadratic time complexity. The thesis

focuses on an approximate kernel clustering approach and empirically evaluates it on

five real-world data sets. In the results we found that the approximate-solution method

performs similar as the exact-solution method with normal-sized data sets. Further, the

approximate method can be better, in terms of a quality measure, than the exact-solution

method when it chunk-wise clusters the full large data sets.

Another implication from the size of the data is that the larger the data the more

difficult to be labelled. In semi-supervised clustering, external information, like the class

labels, is used for improving the clustering results. Semi-supervised clustering models,

that learned from a small-sized subset of the data with some of the labels, may be a

suitable answer when they perform well in terms of quality measures. In the thesis, a

semi-supervised kernel clustering method is proposed that exploits the class labels to

influence the positions of the centres in feature space. It is both, a constraint-based and

a distance-based semi-supervised method. In the experiments with five real-world data

sets, we found that the method performs significantly better than the baseline methods

in terms of external cluster validation measures.
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1 Introduction

Given some data input, the aim in machine learning is to learn from the observed data by

building a model. After the training process, the model can be used for predicting new

data that have not been presented in the model building step. This step is known as data

validation or data testing. The better the predictions of the unobserved data, the better

the generalization ability of the model. The machine learning discipline can be divided

into four tasks (Bishop, 1995; Bishop, 2006; Russell and Norvig, 2009; Alpaydin, 2009):

supervised learning, unsupervised learning, semi-supervised learning and reinforcement

learning.

Supervised learning In supervised learning, the task is to assign an input an output,

where the output is known by the supervising expert. The input is a sample, also known

as a data point, data instance or pattern, and the output can be a class label or a

continuous value. Specifically, in the classification problem, the goal is to classify the

samples into different categories, given by the class labels. An application could be to

detect a type of malignant tumours in images. In the regression problem, the aim is

to assign a data point a continuous value that has a dimension of one or higher. This

could be used for weather forecasting. The most common methods for classification and

regression are the support vector machines and support vector regression (Schölkopf and

Smola, 2001) and artificial neural networks (Bishop, 1995). A review of the supervised

methods can be found in Caruana and Niculescu-Mizil (2006).

Unsupervised learning In unsupervised learning, the goal is to discover structures in

unlabelled data. The process of grouping similar data is called clustering. In partitioning

clustering, the data are divided into groups, or clusters, where the objects in the clusters

are similar and the objects of different clusters are dissimilar. Such measures can be

the Euclidean distance for real-valued data or matching coefficients for binary data. In

many algorithms, the number of clusters must be fixed beforehand. Other than the hard

assignments, the objects may also be partially, i.e. soft, or fuzzy, assigned to the clusters.

An application in systematic botany, or systematic zoology, could be to find similarities

between a new found species and the current known species. In hierarchical clustering,
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the clusters additionally are hierarchically related. Another aim of unsupervised learning

may be to reduce the dimensionality of the data. Often, this is used as a preprocessing

step for the supervised learning tasks. A review of the clustering methods can be found

in Jain (2010).

Semi-supervised learning Semi-supervised learning is a combination of unsupervised

learning and supervised learning. The task can be to improve the predicting performance

of a classifier by utilizing unlabelled samples. This is called semi-supervised classifica-

tion. In contrast, semi-supervised clustering aims to improve the clustering results by

incorporating external information about the patterns, for instance information that

data points should be members of different clusters or should belong to the same cluster.

A review of the partially supervised learning methods, that include the semi-supervised

methods, can be found in Schwenker and Trentin (2014).

Reinforcement learning In reinforcement learning (Bertsekas and Tsitsiklis, 1996; Sut-

ton and Barto, 1998), the main objective is to learn to take the best actions in an

environment with the Markov property, where the best actions maximize the received

rewards. Compared to supervised learning, the true values are not readily available. In

contrast, an agent observes the rewards in a trial-and-error interaction with the environ-

ment. An example application is the job-shop scheduling task (Hillier and Lieberman,

2009), where the aim is to assign resources, often workers, to ideal jobs. Other appli-

cations are games (Tesauro, 1995; Silver et al., 2007; Faußer and Schwenker, 2010a). A

survey of the reinforcement learning methods can be found in Kaelbling et al. (1996).

Out of the tasks, the thesis mainly focuses on reinforcement learning, partitioning un-

supervised clustering and semi-supervised clustering.

1.1 Reinforcement learning in large state space environments

Reinforcement learning (RL) methods (Bertsekas and Tsitsiklis, 1996; Sutton and Barto,

1998) offer an elegant way to learn to predict state values or to learn to take the best

action by trial-and-error in a Markov decision process (MDP). Aside from the model-

based dynamic programming methods, the model-free methods like temporal-difference

(TD) or monte-carlo can be applied to learn the model by step-wise interaction with the

environment. Large state spaces impose some problems on RL methods. If the values

are stored in tables, then the RL methods need numerous iterations over the states to
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get values with enough precision. One of the main reasons is that one update with an

RL method updates one value, but the values depend on each other and also have to

be recomputed. Thus, as the state space increases, the computational complexity grows

exponentially. This is known as the curse of dimensionality (Bellman, 1957). In the

thesis, we focus on RL problems with discrete large state environments. For the case of

continuous action space, we refer to the works in Lazaric et al. (2007) and Montazeri

et al. (2011).

Function approximation In RL problems with large state spaces, it may be efficient

to approximate the values by a continuous value function. Based on the selection of the

feature space, one update with an RL method with function approximation may update

multiple values at once and, thus, it may result in faster learning with fewer iterations.

Common function approximation techniques are the linear function approximation and

the function approximation with a multi-layer perceptron (MLP) (Bishop, 1995). Out

of the two, the linear function approximation in RL has strong theoretical foundations,

including analyses of the error bounds (Schapire and Warmuth, 1996; Tsitsiklis and Roy,

1997; L. Li, 2008). On the other hand, a non-linear approximation of the values, as done

with an MLP, allows for non-linear relations between the features and the values. Thus,

with an MLP, the more difficult RL problems can be approached. In this work, we focus

on an MLP as a function approximation of the values.

Ensemble methods In ensemble learning, the aim is to improve the performances by

combining single learners. In the works of Breiman (1996), the predicted values of classi-

fiers or regression methods were combined for more accurate estimations. A requirement

for this technique is that the method, that trains the classifiers or regressors, is an un-

stable procedure. An unstable procedure converges to a different fixed-point when there

are minor changes in the training data. Thus, estimators, that are trained by an unsta-

ble procedure with slightly different training sets, predict differently on new, unobserved

data. We expect the training of the RL methods with non-linear function approximation

to be an unstable procedure.

1.1.1 Research questions

The thesis is concerned with the following research questions in reinforcement learning.

RQ1: Can the value estimations of the single agents in RL be combined to get a more

accurate value estimation than the average of the single value estimations? How
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can this be done? With this basic research question, we are interested to know if the

ensemble methods can be applied for RL and how this can be achieved. Specifically, we

analyse an ensemble learning framework for RL in section 2.3.2. Further, we investigate

the joint decisions of agents in section 2.3.3.

RQ2: Are the committees with M agents and T/M training iterations better, in

terms of a predefined benchmark score, than a single agent with T iterations? Can

the training time of a single agent be shortened by a committee? If RQ1 can be

positively answered, then it is confirmed that a committee can be better than a single

agent. In this case, we further would like to know if a committee can be improved in an

efficient way. This is evaluated empirically in section 2.5.3.

RQ3: Are the committees with more agents better, in terms of a predefined bench-

mark score, than the committees with less agents? This research question is a less

general and more specific form of RQ1. If we assume that there are any improve-

ments with the committees, then we are interested to know if the improvements can be

reinforced by adding agents. We empirically evaluate this in section 2.5.3.

RQ4: Can the decision processes of the large ensembles be improved by remov-

ing agents? How can the agents be selected? With this research question we are

concerned if all of the agents in the committees are necessary. In particular, we are

interested in two cases. The first is, if the quality of the decision processes can be kept

on the same level when agents get removed. The second is, if there are even improve-

ments in the joint decisions of a selective ensemble. Note that this research question is

not contrary to RQ3. A committee may both benefit from added agents and from a

selection out of all agents. The question is investigated in section 2.4.2.

1.1.2 Contribution

The contributions of the thesis in the area of partitioning clustering are as follows.

1.1.2.1 Neural network ensembles in reinforcement learning

The contribution of this work is a generalization of the ensemble methods in RL. We

introduce the theories about learning from unstable estimations of the value functions

in the RL domain, see section 2.3.2. On the practical side, we propose a meta-algorithm

that is able to, depending on the chosen RL method, either learn state- or state-action

values and that can perform joint decisions or joint predictions. The algorithm is called
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neural network ensembles in RL, see section 2.3.3. It can be applied for a prediction

problem or for a control problem. Each of the agents does the value estimations by

a function approximation of the values, trained by an RL method. Note that we pre-

published the work in Faußer and Schwenker (2011) and Faußer and Schwenker (2015a).

The key differences between the work in the thesis, the pre-published works and the

related works are discussed in section 2.3.1.

1.1.2.2 Selective neural network ensembles in reinforcement learning

Further, we contribute a novel method for subset selecting in a large ensemble of agents.

The aim is to minimize the absolute differences between the estimated values and the

Bellman equation of the collected states. With this selection, the combined value esti-

mations are more consistent and, thus, more accurate. In case of an RL control problem,

it will result in a higher total reward. We analytically show that a committee benefits

from the diversity on the estimation of the values. Note that we pre-published the work

in Faußer and Schwenker (2015b) and Faußer and Schwenker (2014a). The main differ-

ences between the work in the thesis, the related works and the pre-published work are

discussed in section 3.5.1.

Both methods, the full ensembles and the selective ensembles are empirically evaluated

with two large state space environments, the generalized maze problem with random

upwind and stochastic SZ-Tetris. The results and discussions for the full ensembles can

be found in section 2.5.3, and the results for the selective ensembles are in section 2.5.4.

1.2 Clustering large-scale data

Over the last decade, real-world data sets have become larger. The main reasons are

that the information-retrieving technologies, like cameras and sensors, have improved

and that the storage space has increased. An overview of the problems related to big

data can be found in Hammer et al. (2014). The UCI repository (Bache and Lichman,

2013) is an archive of data sets for machine learning purposes. Analysing the number

of samples in the contributed data sets for the UCI repository over the last years, the

third quartiles are: 2858 in the year 2008, 7316 in 2009, 16 772 in 2010, 53 435 in 2011

and 145 134 in 2012. Obviously, there was a steep increase in the number of samples per

data set within the last years. We expect that the data are growing further in the next

years. This work focuses on large data sets in terms of the number of samples. The main

concern is not with the data sets that have many features, i.e. have a high-dimensional
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feature space. For this case we are referring to an evaluative work in Lausser and Kestler

(2010).

Kernel methods for clustering Real-world data sets are often not linearly separable

in the Euclidean space. Although prototype-based clustering algorithms, like K-means

(MacQueen, 1967), which use the Euclidean distance in input space, have a linear time

complexity of O(n), where n is the number of samples, they assume underlying linear

boundaries in the data. Further, a Euclidean distance between the data points in input

space may not be meaningful or even misleading for categorical-type data. Instead,

a symmetric positive-definite kernel function can be chosen to incorporate the data

features best. A kernel-based clustering method, like kernel K-means (Schölkopf et al.,

1998), then uses this kernel matrix to partition the data in a feature space. However,

kernel-based clustering methods have the main penalties that they have a quadratic time

complexity of O(n2) and the prototypes solely exist in feature space, i.e. are defined by

a convex combination of existing sample points. Summarized, the kernel methods may

detect structures in real-world data, but are computationally expensive with large data

sets.

Semi-supervised clustering While real-world data sets are becoming larger, they are

getting more difficult to be labelled. First, it is a lengthy process for a human expert

to label them manually and second, it may be prone to errors to decide about the class

labels. In real-world annotation scenarios of multiple experts, the annotation may lead

to a fuzzy labelling of the patterns. Thus, in respect of real-world data sets, it may be

effective to build clustering models with as much data with associated class labels as

needed, but with as little data as possible.

1.2.1 Research questions

Related to the problems described above, the thesis is concerned with the following

research questions.

RQ5: Are the kernel clustering methods better than the non-kernel baseline coun-

terparts? Although it is widely understood that the kernel methods may be better, in

terms of a cluster validation measure, than the non-kernel baseline method counterparts,

we are practically investigating this question in the applications. Specifically, we empir-

ically evaluate different kernel and non-kernel methods with subsets of five real-world

data sets in section 3.6.4. Additionally, we analyse the kernel functions in section 3.2.
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RQ6: How can the data be clustered chunk-wise by a kernel clustering method?

In the case that RQ5 can be positively answered, then we are interested in clustering

large data sets by kernel methods. In a re-clustering framework (Bradley et al., 1998;

Guha et al., 2003), the data are clustered chunk-wise with the prototypes from the last

clusterings. With this research question, we ask how we can apply this process for the

kernel clustering methods. This is investigated in section 3.4, specifically in section 3.4.2.

RQ7: Can the prototypes in feature space be approximated with less samples? How

good is the approximation? This research question is highly related to RQ6. Because

the prototypes in feature space are a linear combination of data points, the number of

samples would increase with each data chunk in a re-clustering framework. Therefore,

the goal is to approximate the prototypes in feature space with as less data points as

possible. We deal with this question in section 3.4.2.1. Further, we would like to know

if a clustering model, that has learned from a large data set chunk-wise, is better, in

terms of a cluster validation measure, than a clustering model that has learned from a

subset of the data. We empirically evaluate this, along with the approximation quality,

in section 3.6.5.

RQ8: Can the inclusion of labels in a kernel clustering method improve the clustering

results? Are the improvements in the internal or the external measures? In this

research question, we are concerned with the case where a subset of a large data set

is clustered with as less labelled samples as possible. Although some semi-supervised

methods are known for the non-kernel methods (Basu et al., 2004), little has been

done for the kernel clustering methods. We investigate this question in section 3.5.

Further, we are interested to know how the clustering results are improved, i.e. which

cluster validation measures are affected by including labelled samples. This is evaluated

empirically in section 3.6.6.

1.2.2 Contribution

In the following, we are stating the contributions of this work.

1.2.2.1 Unsupervised kernel clustering of large data sets

The first contribution is a novel algorithm for unsupervised clustering a large data set

with kernel methods. The algorithm is called kernel clustering with approximate pseudo-

centres (KPC-A), see section 3.4. In the algorithm, a small-sized subset of the data is
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clustered and the approximate samples of the resulting prototypes are retrieved. Then,

the approximate samples are merged with the next small-sized subset and the clustering

process is repeated. In the re-clustering with the next data chunk, we utilize sample

weights for the approximate samples. The algorithm can be applied to a broad range

of kernel-based clustering methods. Specifically, we show applications to kernel fuzzy

C-means, relational neural gas, and kernel K-means. Further, the kernel function can

be chosen freely as long as the resulting kernel matrix is positive definite. Note that we

pre-published the work in Faußer and Schwenker (2012a). The key differences between

the work in the thesis, the pre-published work and the related works are discussed in

section 3.4.1.

1.2.2.2 Semi-supervised kernel clustering

The second contribution is a novel kernel-based clustering algorithm for semi-supervised

clustering the data with class labels. The algorithm is called semi-supervised kernel

clustering with sample-to-cluster weights (SKC), see section 3.5. Like in the KPC-A,

in SKC the kernel-based clustering method can be chosen out of kernel fuzzy C-means,

relational neural gas, and kernel K-means. It is a constraint-based and distance-based

algorithm, where the positions of the pseudo-centres in feature space are controlled by

the labels. The strength of the influences can be controlled by a parameter. Note that

we pre-published the work in Faußer and Schwenker (2012b) and Faußer and Schwenker

(2014b). The main differences between the work in the thesis, the related works and the

pre-published works are discussed in section 3.5.1.

Both algorithms are extensively evaluated on five real-world data sets and with two

internal cluster validation measures (SSE and DBI) and with two external cluster val-

idation techniques (ARI and NMI), see section 3.6.5 for unsupervised clustering and

section 3.6.6 for semi-supervised clustering.

1.3 Outline

The chapters are organized with respect to the machine learning topics, i.e. everything

that belongs to reinforcement learning can be found in chapter 2, and clustering can be

found in chapter 3. For each main topic, we first give an introduction and a summary

of the utilized methods and techniques. Then, we propose the methods for approaching

the respective research questions, evaluate the methods and discuss the results. The

conclusions can be found in chapter 4.
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1.3.1 Reinforcement learning

For an introduction to RL, see section 2.1. In that, we first discuss the problem, i.e.

learning an optimal policy in the Markov decision processes, see sections 2.1.1 and 2.1.2.

Then, we introduce the most common methods for solving the problem, see section

2.1.3. In section 2.1.4, we further extend the problem by hiding the model parameters

in a blackbox-like environment and introduce the model-free methods that can learn

a policy by interacting with this environment. The exploration techniques needed for

the model-free methods are listed in section 2.1.5. In section 2.2, we introduce the

basic principle of function approximation and show and discuss common RL methods

with function approximation. The first main contribution of the thesis is in section 2.3,

where we propose the Ensemble Methods in RL. In section 2.4, the Selective Ensemble

Methods in RL are proposed. Therein, we introduce and discuss the error function of

the selective neural network ensembles in section 2.4.2. The errors, used in the objective

function, are defined in section 2.4.3. Both methods are extensively evaluated on two

environments, see section 2.5, and see section 2.5.2 for a description of the environments.

The results and the discussion of the experiments with the full ensembles are in section

2.5.3. Alike, the results for the selective ensembles can be found in section 2.5.4.

1.3.2 Clustering

For an introduction to partitioning kernel clustering, see section 3.1. Therein, we

first propose a basic kernel clustering framework that is extended by sample-to-cluster

weights. The relations to the common methods kernel K-means, relational neural gas and

kernel fuzzy C-means and their non-kernel counterparts are shown. In section 3.1.1, we

list the different assignment functions that can be chosen in the framework. With section

3.2, we motivate why kernel methods are preferred over their non-kernel counterparts

and show a selection of kernel functions. The different cluster validation techniques, for

determining the quality of the resulting clusterings, are discussed in section 3.3. One of

the contributions of the thesis, a re-clustering framework for kernel clustering methods,

for unsupervised clustering large data sets, is proposed in section 3.4. Specifically, in

section 3.4.2.1, the approach to approximate the pseudo-centres is shown. In section 3.5,

we propose the method with the sample-to-cluster weights for semi-supervised cluster-

ing data sets. Both methods are extensively evaluated on five real-world data sets in

section 3.6. The data sets are shortly described in section 3.6.3. The results and the

discussions with the KPC-A method can be found in section 3.6.5. Further, the results

for the semi-supervised clustering are in section 3.6.6.
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2 Reinforcement learning

2.1 Introduction to reinforcement learning

Reinforcement learning methods (Bertsekas and Tsitsiklis, 1996; Sutton and Barto, 1998)

offer an elegant way to learn to predict the state values or to learn to take the best action

by trial-and-error in a Markov decision process. Aside from the model-based dynamic

programming methods, the model-free methods, like temporal-difference or monte-carlo,

can be applied to learn the model by step-wise interaction with the environment. In

this section, we introduce the problem that can be solved by applying RL techniques.

Further, we give a summary of the common methods for solving the problem and discuss

their limitations.

2.1.1 Markov chains

Given a discrete set of states S and a one-step state transition probability matrix P̂ ,

the two-tuple
(
S, P̂

)
describes a mathematical model of a random process with the

Markov property, i.e. a Markov chain. With the Markov property, the probability of

transitioning from state st into state st+1 does not depend on any previous visited states,

i.e. P (st+1|st, st−1, . . . , s0) reduces to P (st+1|st), where st ∈ S is the random variable of

the stochastic process at time t and P (x|y, z) is the conditional probability of x given

that event y and event z has occurred. Thus, for building a Markov chain, it is sufficient

to know the one-step probabilities {P (st+1 = s′|st = s) = p(s, s′)}, where p(s, s′) is the

probability to transition from state s to state s′ in one step. Exactly this information is

given in matrix P̂ = {p(s, s′)}, where the matrix size is the number of states square.

In this work, we consider discrete-time and discrete state space processes. Markov

chains can be used for modelling real-life processes. Typical examples are the one-

dimensional random walk process or processes from the queueing theory. The n-step

probability p(s, s′)(n) is the probability to transition from state s to state s′ in n steps,

where p(s, s′) is an abbreviation of p(s, s′)(1). Because p(s, s′)(n) is a probability, it must

18



2 Reinforcement learning

satisfy the properties:

p(s, s′)(n) ≥ 0, ∀s, ∀s′,∀n∑
s′

p(s, s′)(n) = 1, ∀s, ∀n

Utilizing the n-step probabilities, the properties of a Markov chain and the classes of the

states are defined as follows:

• accessible: A state s′ is accessible from state s if there is a non-zero probability

of getting into state s′, starting in s, i.e. p(s, s′)(n) > 0, ∃n.

• transient: A state s is transient if there exists a state s′ that is accessible from s,

but state s is not accessible from state s′.

• recurrent: A state s is recurrent if it is not transient.

• absorbing: A state s is absorbing if it cannot be left, i.e. p(s, s) = 1 and p(s, s′) =

0, s 6= s′,∀s, ∀s′.

• communicate: A state s is communicating with state s′ if s is accessible from s′

and s′ is accessible from s, i.e. p(s, s′)(n) > 0, ∃n, p(s′, s)(m) > 0, ∃m.

• irreducible: A Markov chain is irreducible if any state in the chain is communi-

cating with any state.

• period: A state s has a period e if any return to s, starting in s, occurs in

multiples of e steps, i.e. p(s, s)(n) > 0, ∃n, (n mod e) = 0 and p(s, s)(m) = 0,

∀m, (m mod e) 6= 0.

Note that for the definitions above it is assumed that s 6= s′. More about the properties

of Markov chains and example processes can be found in Hillier and Lieberman (2009).

Summarized, a Markov chain is a tool for analysing stochastic processes. On the other

hand, in a Markov chain, the processes can only be observed and not be controlled. In

the following, we elaborate on the question of how to control the decision processes.

2.1.2 Markov decision processes

Given a discrete set of states S a discrete set of actions A, the transition probabilities

{p(s, a, s′)} and a reward function r(s, a, s′), the tuple
(
S,A, {p(s, a, s′)}, {r(s, a, s′)}

)
,

with four elements, describes a mathematical model of a stochastic control process with
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the Markov property, i.e. a Markov decision process (MDP). In the tuple, p(s, a, s′) is the

probability of transitioning from state s into state s′ by taking action a and r(s, a, s′) is

the immediate reward for taking action a in state s and observing state s′, where a ∈ A.

The probabilities must satisfy the properties:

p(s, a, s′) ≥ 0, ∀s, ∀a,∀s′∑
a

p(s, a, s′) = 1, ∀s, ∀s′∑
s′

p(s, a, s′) = 1, ∀s, ∀a

The aim in an MDP is to maximize the expected total reward:

J(s0, a0, π) = Eπ
{ ∞∑
t=0

γtr(st, at, st+1) | at = π(st), st+1

}
(2.1)

by setting the policy function π, where π : S → A, s0 is a starting state, a0 is a

starting action, 0 < γ ≤ 1 is a discounting factor, st+1 is an observed state and ∞ is a

(theoretically) infinite horizon. In Eq. (2.1), the successor state st+1 is the state observed

by taking action at in state st. Hence, it is a state retrieved from the environment

according to the probabilities {p(s, a, s′)}. In the practical uses, the infinite horizon is

replaced by a finite horizon and terminal states are introduced. In this case, an episode

ends as soon as a terminal state has been observed.

In this work, we consider a stationary, discrete-time MDP with a deterministic and

stationary policy. A policy π is considered to be deterministic, if it assigns a state a

single action with probability 1, and stationary, if it only depends on the last state

visited. In contrast, non-stationary policies have multiple function arguments, e.g.

π(st, st−1, . . . , s0). The model, also called environment, is stationary if the reward func-

tion r(·, ·, ·) is not changing over time, i.e. between the discrete time steps. Further, the

environment is deterministic if all transition probabilities are either one or zero. In case

of any non-zero or non-one probabilities, the environment is stochastic.

An MDP can be reduced to a Markov chain. Given a fixed policy π, {p(s, a, s′)}
can be reformulated to the state transition probabilities {p(s, s′)} from section 2.1.1,

by selecting the actions from the state-action pairs that occur in π. This can be done

because the policy is deterministic and, thus, there is exactly one action allowed per

state. Summarized, an MDP with a fixed policy π behaves similarly as a Markov chain.

Therefore, the actions and the rewards are only utilized in the MDP for finding a policy

π by maximizing Eq. (2.1). Eventually, this raises the important question of how to find
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a policy.

2.1.3 Optimal policies and dynamic programming

In the last sections, we have introduced the Markov chains and a mechanism for control-

ling the decisions in the Markov chains, the Markov decision processes. In this section,

we discuss how to find an optimal policy in the decision processes by utilizing techniques

from the dynamic programming. Suppose we assign each state s a state value V (s) and

each state-action pair (s, a) a state-action value Q(s, a) in the MDP. Given a policy π̂,

the state-action values are as follows (Sutton and Barto, 1998):

Qπ̂(s, a) =
∑
s′∈S

p(s, a, s′)
[
r(s, a, s′) + γ

∑
a′∈A(s′)

π̂(s′, a′)Qπ̂(s′, a′)
]

(2.2)

where A(s) is the discrete set of actions for state s and π̂(s′, a′) is the probability of

choosing action a′ in state s′. The definitions of the other symbols can be found in

section 2.1.2. Eq. (2.2) is a recursive method with a recursion of the expected rewards.

Comparing the two policy functions π̂(s, a) and π(s), any values of π can be reformulated

to π̂, but π̂ additionally allows for action selection probabilities between one and zero.

Specifically, it is:

π̂(s, a) =

1, if π(s) = a

0, if π(s) 6= a
(2.3)

The probabilities π̂ must satisfy the properties π̂(s, a) ≥ 0, ∀s, ∀a and
∑

a∈A(s) π̂(s, a) =

1,∀s. The relation between the state-action value function and the state value function

is:

V π̂(s) =
∑

a∈A(s)

π̂(s, a)Qπ̂(s, a) (2.4)

In case of an optimal policy π∗, the state value function V π∗(s) is abbreviated by V ∗(s)

and the state-action value function Qπ
∗
(s, a) is abbreviated by Q∗(s, a). Utilizing Eq.

(2.4), the optimal state-action value function Q∗(s, a) fulfils the Bellman optimality

equation (Bellman, 1957):

Q∗(s, a) =
∑
s′∈S

p(s, a, s′)
[
r(s, a, s′) + γV ∗(s′)

]
(2.5)

where V ∗(s) = maxa∈A(s)Q
∗(s, a). With the objective function J(·, ·, ·) in Eq. 2.1

from section 2.1.2 and the optimal policy π∗, the optimal state value function is V ∗(s) =

maxa∈A(s) J(s, a, π∗) and the optimal state-action value function is Q∗(s, a) = J(s, a, π∗).
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Given an optimal state-action value function Q∗(s, a), the optimal policy π∗ can be

retrieved as follows:

π∗(s) = arg max
a∈A(s)

Q∗(s, a) (2.6)

Further, by applying Eq. (2.5) in the equation above, the optimal policy π∗ can be

defined as:

π∗(s) = arg max
a∈A(s)

∑
s′∈S

p(s, a, s′)
[
r(s, a, s′) + γV ∗(s′)

]
(2.7)

Summarized, we can get an optimal policy π∗ by finding an optimal state-action value

function Q∗(s, a) or an optimal state value function V ∗(s) that fulfil the Bellman opti-

mality equation in Eq. 2.5. But how to find an optimal value function?

2.1.3.1 Value iteration

In the value iteration algorithm (Bellman, 1957), the state values V are arbitrarily,

usually randomly, initialized and the state values are iteratively updated by:

Vk+1(s) = arg max
a∈A(s)

∑
s′∈S

p(s, a, s′)
[
r(s, a, s′) + γVk(s

′)
]

(2.8)

where Vk(s) is the state value of state s at iteration k, k ≥ 0 and V0 are the initialized

values. In the same reference (Bellman, 1957), Bellman has proven that the state values

converge to the optimal state values if the value iteration technique is applied. The value

iteration algorithm is a dynamic programming method, i.e. the main problem (getting

the optimal value function) is split in smaller problems (getting the value function for

state s, employing the value function for state s′) and gets solved by solving the smaller

problems. If the algorithm has converged, then Eq. (2.8) fulfils Eq. (2.5), with V ∗(s)

instead of Q∗(s, a). Because an infinite number of iterations is theoretically necessary

for convergence, it is Vk(s) = V ∗(s) , where k → ∞. Another requirement for the

convergence is that all the states are visited frequently. In the practical uses, the states

from the discrete set of states are iterated and Eq. (2.8) is applied to each of the states.

Further, the algorithm is stopped as soon as the maximum difference between the current

Vk and the last values Vk−1 is smaller than a defined threshold. The optimal policy π∗,

or an approximate solution of it, can then be retrieved by using the state values from

the output of the algorithm in Eq. (2.7).
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2.1.3.2 Policy iteration

Another common technique from the dynamic programming methods is the policy iter-

ation method. In the policy iteration method, the policy is updated explicitly by the

values (policy improvement step) and the values are evaluated by the policy (policy

evaluation step). Performing both steps iteratively improves the policy. More about

the policy iteration method can be found in Sutton and Barto (1998) and Hillier and

Lieberman (2009). Although the introduced methods may find an exact solution of an

optimal policy, the model parameters {p(s, a, s′)} and {r(s, a, s′)} need to be known.

The class of methods that require the model parameters are the model-based methods.

In the following, we discuss environments whose states and rewards can only be observed

interactively. In this context, we introduce the model-free methods.

2.1.4 Model-free methods

Given is a Markov decision process (MDP) with the model parameters {p(s, a, s′)} and

{r(s, a, s′)}, where p are the transition probabilities and r is a reward function, see

section 2.1.2 for an introduction to the MDPs. Suppose that we are hiding the MDP in a

blackbox-like environment. Starting in a state st ∈ S, an agent takes action at ∈ A(st),

retrieved by policy at = π(st), observes the next state st+1 and observes the reward

r(st, at, st+1) from the environment. Thus, the agent interactively observes the states

and the rewards without explicitly knowing the underlying model. Moreover, the agent

learns about the model through observations. An agent has one of two main motivations

why it should interact with the environment. The first is to predict the state or state-

action values of the underlying MDP in respect of a policy. In this case, the policy is

given and is kept fixed. The problem of predicting the values in an MDP is called the

prediction problem. Another motivation is to learn a policy with the aim of maximizing

the total rewards, see Eq. (2.1) in section 2.1.2. This is the main interest in reinforcement

learning, where the goal is to maximize the received rewards by trial-and-error in a

blackbox-like environment. The problem of finding a policy in an MDP is called the

control problem.

2.1.4.1 Temporal difference

Both the value iteration and the policy iteration method from section 2.1 are solving a

control problem. They are, however, model-based methods and can only solve a control

problem in case the transition probabilities and the rewards are readily available. With
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the temporal-difference (TD) method (Sutton, 1988), the state values are predicted by:

Vk+1(st) = Vk(st) + η
[
R

(n)
t − Vk(st)

]
: at = π(st), st+1 (2.9)

where Vk(s) is the state value of s at iteration k, k ≥ 0, V0 are the initialized values,

η ≥ 0 is the learning rate, R
(n)
t is the corrected n-step return at time t, n ≥ 1, π is

the evaluated policy and st+1 is the state observed by taking action at in state st. The

corrected n-step return is:

R
(n)
t =

n−2∑
i=0

γir(st+i, at+i, st+i+1) + γVk(st+n)

where R
(1)
t = r(st, at, st+1)+γVk(st+1) is the corrected one-step return. In the following,

we consider one-step returns for brevity. The n-step returns with n > 1 are usually

approximated with an eligibility trace. More about eligibility traces can be found in

Sutton and Barto (1998). Comparing Eq. (2.9) and Eq. (2.8) from section 2.1.3, in Eq.

(2.9) the actions are taken from a policy π, while in Eq. (2.8) the actions with the highest

assigned sums are selected. Thus, in value iteration, the policy is implicitly defined by

the state values and, hence, the method is not applicable for a prediction problem. In

contrast, in TD, the policy is kept fixed and is explicitly evaluated. Further, Eq. (2.8)

uses the transition probabilities, while in Eq. (2.9) the states are retrieved from the

environment. From this it follows that TD is a model-free method. Last, in the TD

method, the current predictions are updated by the differences between the current

predictions and the next predictions, controlled by a learning rate. Such a difference is

called the temporal-difference. Summarized, the TD method updates a guess by another

guess with the aim of predicting state values. It has been shown in Sutton (1988) that

the state values converge to V π(s), see section 2.1.3, if the TD method is applied with

decaying learning rates. In the practical uses, however, the learning rate is kept fixed.

2.1.4.2 SARSA

In the SARSA method (Rummery and Niranjan, 1994), the state-action values are up-

dated as follows:

Qk+1(st, at) = Qk(st, at) (2.10)

+ η
[
r(st, at, st+1) + γQk(st+1, at+1)−Qk(st, at)

]
: st+1, at+1 = π(st+1)
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where Qk(s, a) is the state-action value of the state-action pair (s, a) in the k-th iter-

ation, k ≥ 0, Q0 are the initialized values , η ≥ 0 is the learning rate and st+1 is the

state observed by taking action at in state st. In case st+1 is a terminal state, it is

Qk(st+1, at+1) = 0,∀k, ∀at+1. Comparing the TD method and the SARSA method, the

SARSA method is a direct implementation of TD with state-action values instead of

state values. With this method, an agent can either predict the state-action values or

it can learn a policy. In the algorithm, the state-action values are arbitrarily, usually

randomly, initialized. Further, the agent starts in an arbitrarily chosen state st, where

t = 0. Then, two steps are repeated until a terminal state has been observed. First,

the agent takes an action at with either the given and fixed policy or it retrieves the

current policy for the current state st with the current state-action values. In case of a

greedy policy, this can be done with Eq. (2.12) in section 2.1.5. More policies can be

found in section 2.1.5. In the second step, the state-action value of the current observed

state-action pair (st, at) is predicted using Eq. (2.10). Like in the first step, the policy

π in Eq. (2.10) is either given or retrieved from the current state-action values. After

the steps, the iterations t are incremented and the next state st+1 gets the current state

st. As soon as a terminal state is observed, the agent restarts in a starting state st with

t = 0. If the agent uses a fixed policy in both steps, then it predicts the state-action

values and, thus, solves a prediction problem. On the other hand, if the agent retrieves

the policy from the state-action values, follows the policy and predicts the state-action

values with this policy, then it implicitly improves the policy. Summarized, the following

of the policy and the prediction of the values with the policy is a policy evaluation step

and the implicit update of the policy by the predicted values is the policy improvement

step. Thus, SARSA can also be used for solving a control problem. In case of a fixed

policy, the SARSA method is equivalent to the TD method and, hence, the same proofs

of convergence applies.

2.1.4.3 Q-Learning

With the Q-Learning method (Watkins, 1989), the state-action values are:

Qk+1(st, at) = Qk(st, at)+η
[
r(st, at, st+1)+γ max

at+1∈A(st+1)
Qk(st+1, at+1)−Qk(st, at)

]
: st+1

(2.11)

where st+1 is the state observed by taking action at in state st. For a description of

the other symbols please see the SARSA method. Comparing Eq. (2.11) and (2.10),

i.e. Q-Learning and SARSA, Q-Learning does not employ a policy for the selection of

the actions and instead takes the actions with the highest assigned state-action values of

25



2 Reinforcement learning

st

st+1st+1

at ∈ πR(st)at ∈ πG(st)

st+2st+2

at+1 ∈ πR(st+1)at+1 ∈ πG(st+1)

...

Figure 2.1: Following a policy in a deterministic environment, where πG is a greedy
policy and πR is a random policy. It is assumed that the returned actions
differ in the policies

the next states. Therefore, Q-Learning can be used for solving a control problem only,

like value iteration, and not for solving a prediction problem. It is worth noting that

SARSA is equivalent to Q-Learning if SARSA follows the greedy policy. In the random

policy, actions are selected randomly. Assume that we follow the random policy in the

interaction with the environment. If we update the observed state-action pairs by Eq.

(2.11), then we update the values off-policy. The reason is that we follow the random

policy, but update the values based on the greedy policy. In Fig. 2.1, it is graphically

demonstrated that the chosen policy decides about the explored paths. On the other

hand, if we apply Eq. (2.10) on the observed state-action pairs, then we update the

values on-policy. Thus, Q-Learning is an off-policy method and SARSA is an on-policy

method. It has been proven in Watkins (1989), that the state-action values converge to

the optimal state-action values if Q-Learning is applied. For the convergence it is required

to frequently visit all states. Likewise, SARSA converges to the optimal policy if the

greedy policy is used in the action selection process. In contrast, with any other policy

than the greedy policy, SARSA does converge to a sub-optimal policy. Fortunately, a

sub-optimal policy may result in more robust and safer decisions in an environment than

with a policy that aims to get an optimal policy but has not yet converged.

In this section, we introduced model-free methods with immediate updates that are

based on a temporal-difference. The discussed methods can either predict state or

state-action values (TD, SARSA) or can learn a policy in the environment (SARSA,

Q-Learning). More RL methods, including the methods with episode-wise updates, like

Monte Carlo, can be found in Bertsekas and Tsitsiklis (1996) and Sutton and Barto

26



2 Reinforcement learning

(1998). All the model-free methods have in common that they are exploring the state

space, based on the chosen or given policy. In contrast, in the value iteration method,

the states are typically iterated. This brings up to the important question of how to

explore efficiently the state space in the model-free methods.

2.1.5 Exploration techniques

Given an environment and an RL method (SARSA or Q-Learning) from section 2.1.4,

the aim is to maximize the rewards received from the environment. As pointed out in

the same section, the model-free RL methods follow a policy and, thus, explore the state

space, based on the selected policy. Further, the methods can only update the value

predictions of the state and state-action pairs they observe. The greedy policy is:

πG(st) = arg max
at∈A(st)

[
Q(st, at)

]
(2.12)

and the random policy πR(st, at) randomly selects actions, where at ∈ A(st) for a state

st. If the agent follows the greedy policy, then it follows greedily the paths that seem

to have the highest sums of rewards. This is called an exploitation of the environment.

On the other hand, by exploiting the environment, the agent may only observe a limited

state space and may oversee more rewarding paths. In contrast, if the agent follows the

random policy, then it randomly explores the environment without paying attention to

the received rewards. The problem of to what extend the agent should exploit or explore

the environment is known as the exploitation-exploration dilemma.

2.1.5.1 Epsilon-greedy

In the epsilon-greedy policy, an action is taken randomly with a probability of 0 ≤ ε ≤ 1

and greedily with a probability of 1 − ε. With ε = 0, the epsilon-greedy policy is

equivalent to the greedy policy and with ε = 1, the epsilon-greedy policy reduces to the

random policy. With parameter values between the two extreme cases, an agent both

explores and exploits the environment.

2.1.5.2 Softmax

The softmax action selection probabilities are:

π̂SO(st, at) =
exp
(
Q(st, at)/τ

)
∑

bt∈A(st)
exp
(
Q(st, bt)/τ

) (2.13)
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where τ > 0, πSO(st, at) ≥ 0,∀st, ∀at and
∑

at∈A(st)
πSO(st, at) = 1, ∀st. It is worth

noting that for getting the deciding softmax policy πSO(st), the action at is selected

according to the probabilities in Eq. (2.13). Comparing softmax and epsilon-greedy, in

softmax, the probabilities for exploring the actions depend on the state-action values and

the parameter τ . In contrast, in epsilon-greedy, the exploration rate can be set directly

by setting parameter ε. A combination of both techniques can be found in Tokic and

Palm (2011). Summarized, by using a policy that neither chooses the locally best action,

nor does random actions only, the exploitation-exploration dilemma may be reduced. It

is worth noting that the policies introduced in this section are only needed for the RL

methods that interact with an environment. In the dynamic programming methods from

section 2.1.3, i.e. Value Iteration and Policy Iteration, the states are not explored but

instead iterated.

2.2 Function approximation of the values

A common issue of the previously introduced tabular methods is that they are compu-

tationally expensive for large state spaces. First, the values of each state or state-action

pair are to be saved. Second, the states are to be visited frequently and their state or

state-action values are to be updated. While the first is doable for millions of states,

the latter gets troublesome. The reason is that the state values highly depend on each

other, but one operation of any of the tabular RL methods updates one of these values.

As the state space increases, the computational complexity grows exponentially. This

is known as the curse of dimensionality (Bellman, 1957). In the following we introduce

methods that are reducing the curse of dimensionality effect.

Suppose that we are replacing the exact state or state-action values by a function

approximation of the values. With a linear function approximation we have:

QLθk(st, at) =

F∑
f=1

θk,fΦf (st, at) (2.14)

where θk,f is the weight at iteration k for feature f , k ≥ 0, F is the number of features

and Φf (st, at) is the feature coding of feature f for the state-action pair (st, at). For the

state values it is:

V L
θk

(st) =

F∑
f=1

θk,fΦf (st) (2.15)

where Φf (st) is the feature coding of feature f for the state st. With the parameterized
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T0 s1
a2

s2
a1

a1

T0

T1
a2

Figure 2.2: Simple RL problem with two states, two actions per state and three terminal
states. The rewards are zero, with the exception that the terminal state T1

is observed (one).

value functions, any changes in the parameters, i.e. the weights, change the state or

state-action values indirectly. Moreover, if the features are shared with multiple states

or state-action pairs, then an update in the weight updates several state or state-action

values at once. Thus, depending on the feature coding, a linear function approximation

of the values may reduce the curse of dimensionality effect.

2.2.1 Non-linear function approximation

On the other hand, the approximations with a linear function approximation may not

be sufficient for solving some RL problems. Assume to have a deterministic environment

with two states, two actions per state and three terminal states as given in Fig. 2.2. The

discounting rate is set to one, i.e. the rewards are not discounted. The agent starts in

state s1 and gets a reward of zero for each transition, except if it transitions from state s2

to the terminal state T1 with action a2. If T1 is reached, then the received reward is one.

With the aim of maximizing the received rewards, the goal of the agent is to transition

to T1. Suppose that we approximate the values with a linear function approximation

with two binary features, i.e. Q(s, a) = φ1(s, a)θ1 + φ2(s, a)θ2, φ1 ∈ {0, 1}, φ2 ∈ {0, 1}.
The features are set as in table 2.1.

pair φ1 φ2 true value

(s1, a2) 0 0 0
(s1, a1) 0 1 1
(s2, a2) 1 0 1
(s2, a1) 1 1 0

Table 2.1: Binary features of the simple RL problem

In the table, the true value is the value the state-action pair gets if we solve the RL
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problem. With these features, the approximate state-action values are (0, θ2, θ1, θ1 + θ2)

in the order of the state-action pairs from table 2.1. Analysing the weights, we have the

following cases:

• θ1 > 0, θ2 > 0: Results in (0, θ2, θ1, θ1 + θ2). The value of (s2, a1) is always

higher than the value of (s2, a2). Thus, the agent is never reaching T1 with greedy

decisions.

• θ1 = 0, θ2 > 0: Results in (0, θ2, 0, θ2). Same problem as in the point above.

• θ1 > 0, θ2 = 0: Results in (0, 0, θ1, θ1). Both actions are equally valued in s1 and

in s2. The agent cannot decide greedily, but can select an action randomly.

• θ1 = 0, θ2 = 0: Results in (0, 0, 0, 0). All values of the state-action value pairs are

zero. Same problem as in the point above.

Even if we permute the assignments of the state-action pairs and the features in table 2.1,

we get similar problems. The reason is that our demonstrated problem is related to the

XOR classification problem, which states that an XOR function is not linear separable.

There are two different ways of solving the problem. First, we can add another feature

and redefine the feature codings. Second, we can utilize another function approximation

instead of the linear function approximation. In general, a linear function approximation

in RL is suitable if the features and the values have a linear relation. In case of non-linear

relations, we need a non-linear function approximation.

2.2.1.1 Multi-layer perceptrons

A multi-layer perceptron (MLP) is a feed-forward artificial neural network that is com-

monly used for classification and regression. Given the state-action pair (st, at), the

output Qθk(st, at) of a two-layer MLP with F input neurons, one hidden layer, H neu-

rons in the hidden layer and one output neuron is:

QMLP
θk

(st, at) =
H∑
i=1

g
( F∑
f=1

θ
(1)
fi,kΦf (st, at)− θ(2)

i,k

)
θ

(3)
i,k (2.16)

where k ≥ 0 is the iteration, θ
(1)
fi,k is the weight between the input neuron f and the

neuron i in the hidden layer, θ
(2)
i,k is the threshold of the neuron i in the hidden layer, g(·)

is an activation, or transfer, function and θ
(3)
i,k is the weight between the neuron i in the

hidden layer and the output neuron. The state value VMLP
θk

(st, at) is defined analogously,
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but with Φf (st, at) replaced by Φf (st). The activation function for the neurons in the

hidden layer is a differentiable sigmoid function, e.g. the tanh function or the logistic

function. It is worth noting that the output neuron also has a transfer function. In Eq.

(2.16), the activation function of the output neuron is the identity function. Because of

the sigmoid activation functions, the MLP does a non-linear function approximation of

the values. More about MLPs can be found in Bishop (1995). In the works of Cybenko

(1989), the Universal Approximation Theorem has been proven by utilizing a two-layer

MLP with sigmoid activation functions and a finite number of neurons in the hidden

layer. From this it follows that an MLP can approximate any continuous function to

an arbitrary degree of accuracy, provided that there are enough number of neurons in

the hidden layer. Thus, with an MLP, the previous introduced simple RL problem can

be solved. Further, with an MLP the state or state-action values can have a non-linear

relation to the features Φ. The derivatives of the output of the MLP with respect to the

weights can be found in Eq. (D.4), Eq. (D.5) and Eq. (D.6) in the appendix. These are

needed for the RL methods with function approximation described below.

We learned about the curse of dimensionality and two ways of approximating the values

for reducing the curse of dimensionality effect. In the following, we introduce the model-

free reinforcement learning methods that are applicable with function approximation.

2.2.2 TD

Without loss of generality, the weights can be updated with the state-action values by

applying the on-policy TD method as follows (Sutton and Barto, 1998):

∆θk+1 = ηδk(st, at)
∂Qθk(st, at)

∂θk
(2.17)

where η > 0 is the learning rate, ∆ is the difference, i.e. θk+1 = ∆θk+1 +θk,
∂Qθk (st,at)

∂θk
is

the gradient of Qθk with respect to the weights θk and δk(st, at) is the temporal-difference

error of the state-action pair (st, at):

δk(st, at) =
[
r(st, at, st+1)+γQθk(st+1, at+1)−Qθk(st, at)

]
: st+1, at+1 = π(st+1) (2.18)

where st+1 is the state observed by taking action at in state st and π is a policy function.

With a linear function approximation it is
∂Qθk (st,at)

∂θk
= Φst,at . The derivatives of the

MLP can be found in section 2.2.1. By replacing the state-action values with the state

values, the weights can be updated with the state values. In the works of Tsitsiklis and

Roy (1997), it has been proven that TD with linear function approximation converges
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to the true values if the policy is kept fixed and the states are sampled out of the policy

that is evaluated.

2.2.3 TD(λ)

Further, the TD(λ) weight updates with accumulating eligibility traces and with the

state-action values are (Sutton and Barto, 1998):

∆θk+1 = ηδk(st, at)ek (2.19)

where ek is an eligibility trace that has the same vector size as the weights θk. The

eligibility trace is updated by:

ek+1 = γλek +
∂Qθk(st, at)

∂θk
(2.20)

where λ ≥ 0. With λ = 0, the TD(λ) method reduces to TD(0) or, simply, TD. More

about eligibility traces can be found in Sutton and Barto (1998).

2.2.4 RG

In contrast, if the weights are updated off-policy, like in Q-Learning, then the values may

diverge. A specific example of such a divergence has been shown in the star problem

(Baird, 1995). If the state values in the star-shaped Markov chain are updated equally

often, then the values diverge unbounded. On the other hand if the state values are

updated in the order they are observed with the policy, then the values converge to

the true values. In the same work, the residual-gradient (RG) method is proposed

for performing a true gradient descent on the mean square Bellman error (MSBE). The

Bellman error, or Bellman residual, is the difference between the two sides of the Bellman

optimality equation, see Eq. (2.2) in section 2.1.3. The on-policy residual gradient (RG)

weight updates with the state-action values are:

∆θk+1 = ηδk(st, at)
[∂Qθk(st, at)

∂θk
− γ ∂Qθk(st+1, at+1)

∂θk

]
: st+1, at+1 = π(st+1) (2.21)

where δk(st, at) is the temporal-difference error, see Eq. (2.18). Although RG converges

to the true values in the star problem in an off-policy setting, it generally converges

slower to a fixed point than TD in case of high values of the discounting rate γ. The

error bounds for the Bellman Residual (BR) minimizing method, i.e. RG, were analysed

in Williams and Baird (1994). An extensive evaluation of the worst-case error bounds
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of TD and RG with linear function approximation can be found in L. Li (2008). In

this work, it is concluded that applying TD results in lower prediction errors than with

RG, while applying RG results in lower temporal-difference errors than with TD. The

prediction error is the difference between the current estimation of a value and the true

value.

2.2.5 TDC

More recently, the temporal difference with gradient correction (TDC) method were

proposed (Sutton et al., 2009; Maei et al., 2009). The on-policy weight updates with

TDC with the state-action values are:

∆θk+1 =η
[
δk(st, at)

∂Qθk(st, at)

∂θk
− γ ∂Qθk(st+1, at+1)

∂θk
gk(st, at)− hk(st, at)

]
(2.22)

: st+1, at+1 = π(st+1)

with

gk(st, at) =
(∂Qθk(st, at)

∂θk

)T
wk

and with

hk(st, at) =
(
δk(st, at)− gk(st, at)

)∂2Qθk(st, at)

∂2θk
wk

where wk ∈ Rd are the second weights and
∂2Qθk (st,at)

∂2θk
are the second order derivatives

of Qθk(st, at) with respect to the weights θk. The second weights are updated by:

∆wk+1 = η2

(
δk(st, at)− gk(st, at)

)∂Qθk(st, at)

∂θk
(2.23)

where η2 > 0 is the learning rate for the second weights. It is worth noting that in case of

a linear function approximation hk(st, at) gets zero. The reason is that the second order

derivatives are zero. Further, if the second weights are zero, then Eq. (2.22) reduces

to Eq. (2.17). Compared to TD and RG, TDC has twice the weights and a second

learning rate to tune. Further, TDC minimizes the mean square projected Bellman

error (MSPBE). It has been shown in Maei et al. (2009), that TDC converges to a fixed

point, including the case if it is combined with a non-linear function approximation. A

decent comparison of the minimization of the BR and the minimization of the MSPBE

can be found in Scherrer (2010). In the analysis of the cited works, it was observed

that minimizing the BR error reduces the TD error but not vice-versa. Further, in the

empirical part it was concluded that the TD result is often better than the BR solution,

33



2 Reinforcement learning

in terms of a prediction error, but the TD and TDC methods fail more often.

2.2.6 Summary

With value tables, many training iterations are required with RL methods for large state

space environments or they cannot be applied due to limitations in the computing space.

Improvements are possible with function approximation. Combining the RL methods

and function approximation allows for learning a policy in environments with large state

spaces. With a non-linear function approximation of the value functions, the features

and the values may be non-linear related. The feature codings, i.e. the selection of the

input space, decide over the smoothness in the input-output mapping and, therefore,

the generalization abilities of the function approximation for the given problem.

Further, for the case of on-policy updates of the values, we introduced three sound

model-free RL methods to choose from: TD(λ), RG and TDC. Although the methods

have some theoretical differences, including that they minimize different objective func-

tions (MSE for TD, MSBE for RG, MSPBE for TDC), in the practical uses there is

no clear winner method. Rather, we suggest that the methods need to be evaluated

with each RL problem, which includes the environment, the discounting rate and the

rewards. In this work, we consider MLPs for the function approximation of the values.

From the RL methods, we focus on model-free methods, where the models are learned

by step-wise interaction with the environment. The values are updated on-policy, i.e.

with the state-action pairs or the states that an agent observed by following the policy.
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2.3 Ensemble methods

In ensemble learning, the goal is to improve the performances by combining single learn-

ers. In the bootstrap aggregating (bagging) method (Breiman, 1996), unstable pro-

cedures are trained with overlapping training sets, that are drawn randomly from the

samples with replacement. After the training, the single learners are combined in a com-

mittee. Breiman showed that the variance gained from the components can be utilized

for reaching a better or equal error than any of the single components. In boosting

(Schapire, 1990), weak learners are sequentially trained, where the current learner fo-

cuses on the failures from the previous learners. Improvements of the technique can be

found in Freund and Schapire (1996) and Shrestha and Solomatine (2006). Both ap-

proaches are commonly used for classification and regression. In this work, we introduce

ensemble methods for reinforcement learning.

2.3.1 Related works

Whereas ensemble or committee-based models have been successfully applied to su-

pervised (Breiman, 1996; Dietrich et al., 2004; Shrestha and Solomatine, 2006), semi-

supervised and active learning (Zhou, 2009; Hady and Schwenker, 2010; Zhou, 2012;

M.-L. Zhang and Zhou, 2013), in RL not much research has been done to combine

agents in a committee. One of the first attempts were done in Ernst et al. (2005),

where fitted Q iteration utilized ensembles of regression trees. In Wiering and Hasselt

(2008), values learned from different RL algorithms, namely Q-Learning, SARSA and

Actor-Critic, were combined in joint decisions. However, the Q-Learning single learners

seemed to outperform the committees in the more difficult problems. Hans and Udluft

(2010) combined the Q-values of multiple neural networks, trained by the Neural Fit-

ted Q-iteration (NFQ) algorithm. While NFQ is known to be applicable for large state

spaces, they empirically evaluated their ensembles on the simple pole balancing problem

with large neural networks (4-layer up to 10-layer MLPs) with some success.

The key difference between this work and the related works is that we consider RL

and function approximation as a general tool in the ensemble methods. In contrast,

in Wiering and Hasselt (2008), different RL methods were combined and in Hans and

Udluft (2010), deep network architectures were utilized for performance improvements

in comparably simple RL problems (basic maze and pole balancing). Note that we pre-

published the work in Faußer and Schwenker (2011) and Faußer and Schwenker (2015a).

Compared to the pre-published work, in this work, we additionally train the single agents

by the Temporal-Difference with gradient correction (TDC) method (Maei et al., 2009;
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Sutton et al., 2009). Additionally, we consider committee sizes larger than 10, i.e. up to

50. Furthermore, we increased the size of the validation set for the generalized maze.

2.3.2 Learning from unstable estimations of the value functions

This section is an excerpt of the pre-published article in Faußer and Schwenker (2015a).

In the following, we will justify the ensemble methods in RL with theories based on

Breiman’s main theorem (Breiman, 1996).

Theorem 1. Let L = {l1, . . . , lN} be a set with N elements li = (xi, yi), xi = (si, ai),

yi = Q(xi). L
m ⊆ L, where the observations in Lm are drawn with replacement from L

according to the distribution πm, m = 1, . . . ,M . An estimator h(xi, L
m) is learned from

the set Lm. The error is e(xi, L
m) = Q(xi) − h(xi, L

m). The average value estimation

error of a single estimator is EAV = EXEY (e(X,L))2, where X is the discrete, count-

able random variable with the N possible elements (xi) and Y is the discrete, countable

random variable with the M possible estimators (h(x, Lm)). If a committee with size

M > 1 averages over the value estimations and π1 = π2 = . . . = πM = π∗ (best policy),

then the average value estimation error of the committee is ECOM ≤ EAV .

Proof of Theorem 1. For a committee with size M , whose value estimations are an aver-

age over the single value estimations, the average value estimation error of the combined

estimator is ECOM = EX(EY e(X,L))2. We assume all samples in each Lm are ob-

served with the same underlying distribution π∗. Due to Jensen’s inequality we have(
EY h(X,L)

)2
≤ EY

(
h(X,L)

)2
.

EAV = EXEY
(
Q(X)− h(X,L)

)2

= EXQ(X)2 − 2EXEYQ(X)h(X,L)

+ EXEY
(
h(X,L)

)2

≥ EXQ(X)2 − 2EXEYQ(X)h(X,L)

+ EX
(
EY h(X,L)

)2
= ECOM (2.24)

The following Corollary is from the book Bishop (2006) and extended to incorporate

the errors introduced in Theorem 1.
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Corollary 1. Let the errors of the estimators e(xi, L
m) be zero on average and be uncor-

related, i.e. EXe(X,Lm) = 0 and EXe(X,Lm)e(X,Ll) = 0, ∀m,∀l, l 6= m. The average

value estimation error of the committee is then ECOM = 1
MEAV .

Proof of Corollary 1.

ECOM = EX
( 1

M

M∑
m=1

e(X,Lm)
)2

=
1

M2

M∑
m=1

EX
(
e(X,Lm)

)2

=
1

M
EAV (2.25)

The theories introduced in this section apply both for prediction problems and control

problems in RL. Likewise, the state-action pairs (si, ai) can be replaced by states (si) to

learn V-values instead of Q-values. In a prediction problem, the policy π is a given fixed

policy and is evaluated. According to Theorem 1, the estimators of the value functions,

or agents, within a committee have a lower or equal average value estimation error than

a single estimator, if the committee averages their estimated values. Thus, a committee

that averages the estimated values is faster than a single agent, i.e. reaches faster a

fixed-point, in case a fixed-point does exist.

In a control problem, the policy is iteratively evaluated and improved. A committee

has a lower or equal average value estimation error than a single estimator and, therefore,

can make more accurate decisions, if it does joint decisions with the single value estima-

tions. With more accurate decisions and a greedy action selection policy, a committee

gains a higher total reward than a single agent.

While Theorem 1 shows that the committee error can be lower than the error of a

single agent, Corollary 1 shows how large the difference between these two errors can be.

The requirement of the zero mean errors implies that the committee should learn from

the same objective function. If the errors within a committee are uncorrelated, then the

average value estimation error can be reduced drastically by 1
M . Slight changes in the

network architecture like different learning rates or varying number of neurons in the

hidden layer in case of a multi-layer perceptron (MLP) as a function approximator may

contribute to more uncorrelated errors.
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2.3.3 Neural network ensembles

In the last section, we have analysed the theoretical improvements from unstable value

estimations in RL. In this section, we are proposing actual implementations. The aim

is to get varied estimations of the state or state-action values, which have been trained

for minimizing a common objective function. Suppose that we train M agents D =

{A1, A2, . . . , AM} with the goal to predict values or to learn a policy, i.e. to solve

a control problem. Specifically, we apply the neural network ensembles method for

the training phase, see Algorithm 1. In the algorithm, each agent m does a function

approximation (FA) of the predicted values with the weights θm and is trained through

some RL method, including Value Iteration, Temporal-Difference (TD) or Monte-Carlo,

with a learning rate ηm. In this work, we focus on environments with large state spaces,

MLPs as FA and on the model-free methods. More about FA and RL methods with FA

can be found in section 2.2. Further, compared to the work in Faußer and Schwenker

(2015a), in this work, we only consider single decisions and not the joint decisions in the

training phase. The agents in D, i.e. all agents, are trained with the same RL method.

In a control problem, each agent m uses an exploration strategy, specifically softmax

with its parameter τm or epsilon-greedy with its parameter εm. An agent that is acting

independently of the other agents performs single decisions. The Single greedy policy

for an agent m is:

πGm(st) = arg max
at∈A(st)

[
Qθm(st, at)

]
(2.26)

where st is the current observed state, A(st) is a discrete set of actions available in

state st and Qθm(st, at) is the estimated value of agent m. Compared to Eq. (2.12)

from section 2.1.5, Eq. (2.26) employs the weights of the respective agents. The Single

softmax probabilities for an agent m are:

π̂SOm (st, at) =
exp
(
Qθm(st, at)/τ

m
)

∑
b∈A(st)

exp
(
Qθm(st, b)/τm

) (2.27)

where πSOm (st) is retrieved from Eq. (2.27) as described in section 2.1.5. In a prediction

problem, the policy is given and kept fixed.

Comparing the training step in the bagging method for classification and regression

and the proposed approach in RL, the bagging method trains the single procedures with

training sets that partially overlap and that have duplicated samples. The reason for

this is that the unstable procedures converge to different fixed-points if the training

data is changed slightly. In contrast, stable procedures converge to the same fixed-point
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Algorithm 1 Neural Network Ensembles in RL (training, single decisions)

Input: environment with Markov property, discounting value γ, training iterations T , starting
states S0, committee size M , FA (MLP, linear), learning rates {ηm : m = 1, . . . ,M}, basic
RL method (TD, RG, TDC, including batch methods, eligibility traces), prediction: fixed
policy π̂, control: softmax action selection strategy with temperature parameters {τm} or
ε-greedy exploration strategy with exploration parameters {εm}

Output: FA with trained weights {θm}
1: Initialize the weights θm of the FA of agent m, ∀m
2: Select starting state sm0 randomly from S0, ∀m
3: for t = 0→ T do
4: for m = 1→M do in parallel
5: if softmax action selection strategy then
6: Select action amt with prob. from softmax policy, see Eq. (2.27), use τm and θm

7: else if ε-greedy action selection strategy then
8: Choose e ∈ [0, 1] randomly
9: if e < εm then

10: Explore action: Select action amt randomly
11: else
12: Exploit action: Select action amt with greedy policy, see Eq. (2.26), use θm

13: else if prediction problem, policy π̂ is fixed then select action amt = π̂(smt )
14: Perform action amt
15: Observe next state smt+1

16: Receive reward r(smt , a
m
t , s

m
t+1)

17: Update FA weights θm: Apply RL method with (smt−1, a
m
t−1, r(s

m
t−1, a

m
t−1, s

m
t ), smt , a

m
t ), γ

and learning rate ηm. Batch methods: Collect the tuples, update episode-wise
18: if smt+1 is terminal state or time-out then
19: Select starting state smt+1 randomly from S0

20: Clear eligibility trace, if necessary

with somewhat different training sets. It is worth noting that the training of an MLP

for classification or regression is known to be an unstable procedure. Naturally, in RL,

there are no training sets. On the other hand, it is unlikely that the single agents observe

the same states in the same order and equally often. In a control problem, the reason

is that the policies of the agents and, hence, the exploration of the environment, evolve

with each observed state, or each episode in case of episode-wise updates. Further, the

agents are drawing their starting states randomly from the set S0. Both with a fixed

policy and a changing policy, the states are observed in different sequences with random

starting states. Last, if the environment is stochastic, then the states are observed in

a different order in each run. Therefore, we expect the training of an RL method with

non-linear function approximation to be an unstable procedure. In contrast, if the agents

are trained in a deterministic environment with only a few states, have the same policy

and share the same starting state, then it is likely that the agents get very similar in

the training phase. Summarized, for getting diverse agents, we consider environments
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with large state spaces, random weight initializations, a set with starting states S0,

exploration in the action selection process and, if desired, different learning rates and

slight changes in the network architecture, i.e. a varying number of neurons in the hidden

layer. All the agents are minimizing the same objective function as they are trained with

a common RL method.

2.3.3.1 Joint decisions

After the training of T iterations or episodes, the performance of theseM agents is tested,

keeping their weights fixed. From now on this is called simulation phase, benchmark or

testing in contrast to the training phase, where the agents learn and update their weights.

In the simulation phase, the agents can act as a committee and perform joint decisions.

The Joint Average policy is:

ΠAV (st) = arg max
at∈A(st)

[ ∑
m∈D

Qθm(st, at)
]

(2.28)

Further, the Joint Majority Voting policy is:

ΠV O(st) = arg max
at∈A(st)

[ ∑
m∈D

Nm(st, at)
]

(2.29)

where Nm(st, at) is one if agent m votes for action at in state st, else zero. The Joint

Majority Voting policy is expected to be more robust in case of large differences in the

estimated values than the Joint Average policy. However, if the action space is large,

then the votes of the agents may be widely distributed, rendering the Majority Voting

policy ineffective.

The complete algorithm for a neural network ensemble in reinforcement learning,

used in the simulation phase, is given in Algorithm 2. An ensemble with all agents

from set D is called a full ensemble. In the simulation phase, the weights are kept

fixed and the agents are evaluated. The committee is formed by taking all of these

agents. Such an ensemble can achieve more accurate value estimations than the single

agents. Mainly, this is due to the diversities on the value estimations, both from unstable

value estimators and from large state spaces. As the value estimations contribute to

the decisions, it follows that more accurate value estimations result in more accurate

decisions. In a control problem, an agent tries to maximize its total reward. With more

accurate decisions, the committees can get higher total rewards than the single agents.

The total reward is the sum of the discounted rewards received until the end of the

episode.
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Algorithm 2 Neural Network Ensembles in RL (simulation)

Input: environment with Markov property, discounting value γ, simulation iterations T̃ , starting
states S0, M trained agents with fixed weights {θm}, prediction: fixed policy π̂ and true
values Y , control: Single, Average or Voting policy Π for exploiting states

Output: benchmark value, e.g. a score, a total reward or MSE to true values (prediction)
1: Set benchmark value to zero
2: Select starting state s0 randomly from S0

3: for t = 0→ T̃ do
4: if prediction problem, policy π̂ is fixed then
5: Select action at = π̂(st)
6: else if control problem then
7: Select action at with a (joint) policy, using weights θm. For Joint Average, see Eq.

(2.28), for Joint Majority Voting, see Eq. (2.29)) and for Single, see Eq. (2.26) with m = 1

8: Perform action at
9: Observe next state st+1

10: Receive reward r(st, at, st+1)
11: Update the benchmark value: Use γ, reward r(st, at, st+1), state st+1 and Y
12: if st+1 is a terminal state or time-out then
13: Select starting state st+1 randomly from S0

2.4 Selective ensemble methods

In a selective ensemble, an informative subset is taken of a large ensemble with the

aim of performing better predictions. In Zhou et al. (2002), this was done both for

classification and regression. Further, in the same reference, it has been shown that there

are situations where ensembling many of the components are better than ensembling all

of the components. In this work, we focus on subset selection in reinforcement learning.

2.4.1 Related works

After the selective ensemble methods were proposed (Zhou et al., 2002), they were

improved several times (Martinez-Muoz et al., 2006; N. Li and Zhou, 2009). In N. Li

and Zhou (2009), unlabelled data are added to improve the performance. Further, in

the same reference, the genetic algorithm for subset selection, as published in Zhou et al.

(2002), is replaced by a quadratic programming (QP) method.

Note that we pre-published the work in Faußer and Schwenker (2014a) and Faußer and

Schwenker (2015b). To our knowledge, the combined work, including the pre-published

articles and the work in the thesis, is the first attempt to combine selective ensemble

learning and RL. Compared to the pre-published works, in this work, we additionally

collect the states for the subset selection procedure with the single agents and merge

them. We show that this approach is computationally less expensive than to collect the
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states with a full ensemble, while keeping the same performance levels in the empirical

evaluations.

2.4.2 Selective neural network ensembles

This section is an excerpt of the pre-published article in Faußer and Schwenker (2015b).

Out of the set D with agent indices of a large ensemble, we can select a subset D̃ ⊂ D,

|D̃| = M̃ , by minimizing the following objective function:

E(x) =
∑
s∈S

p̂(s)
[ ∑
m∈D

xm
∑

a∈A(s)

αm(s, a)em(s, a)
]d

(2.30)

under the constraints
∑

m∈D xm = M̃ , xm ∈ {0, 1}, ∀m, where S is a discrete set of

states, p̂(s) is the probability to observe the state s, α is a weighting function with∑
a∈A(s) αm(s, a) = 1,∀s, ∀m, em(s, a) ≥ 0 is a bounded real-valued error of agent m for

state-action pair (s, a), d ≥ 1 is the degree and x are the variables. Both, p̂ and α are

error weighting functions. With the weights from p̂, the errors are weighted according

to the occurrences of the states. Specifically, states that are more likely observed have a

higher weight and, thus, are credited more in the objective function than rarely observed

states. The weighting function α depends on the joint decisions and is described in

Section 2.4.3. With d = 1, the value of Eq. (2.30) is the sum of the weighted errors

of the individual agents. From this it follows that the lowest value of Eq. (2.30), with

d = 1, is reached by selecting M̃ agents with the independently summed lowest errors.

On the other hand, in this case, the relations of the errors between the agents are not

considered. This may lead to situations where predominantly similar agents, in terms

of similar errors, are selected. As we prefer to have varied agents, we set d = 2. With

d = 2, Eq. (2.30) can be reformulated as a constrained binary quadratic programming

(BQP) problem:

E(x) = xTBx (2.31)

under the same linear constraints as for (2.30) and with:

Bij =
∑
s∈S

p̂(s)
[ ∑
a∈A(s)

αi(s, a)ei(s, a)
∑

a∈A(s)

αj(s, a)ej(s, a)
]

(2.32)

Note that (2.31) is equivalent to (2.30). Solving the problem exactly requires a lin-

earization of the problem as done in Sherali and Smith, 2007. Unfortunately, these

strategies are computationally expensive for large vector sizes of the variables. Thus, we
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approximately solve the problem by solving a quadratic programming problem with box

constraints (QP-BOX):

E(w) = wTBw (2.33)

under the constraints
∑

m∈D wm = M̃ , wm ∈ R, 1 ≤ wm ≤ 0, ∀m and with B defined

as in (2.32). Here, B is a positive-definite matrix, as each entry in the matrix is the

result of an inner product and
∑

a∈A(s) αi(s, a)ei(s, a) ≥ 0, ∀i, by definition. Thus, the

objective functions (2.30), (2.31) and (2.33) are convex functions. From this it follows

that a local minimum for (2.33) is also a global minimum. Further, we can conclude

that the problem of minimizing the quadratic function with QP-BOX is P, due to the

convex objective function, while with BQP the problem is NP− hard. The difference

between the two approaches is that QP-BOX allows for partially selecting the agents,

while BQP selects the agents fully. Fortunately, the square function penalizes larger

variables more than smaller variables and, thus, the solutions with variables close to

zero are preferred. In contrast, the sum of the variables must be M̃ and, hence, the

returned variables are either close to one or to zero. Still, the solution with QP-BOX is

an approximate solution of the original problem. After solving the QP-BOX problem,

set D̃ gets the indices of the agents with the M̃ highest weights wm > 0. This forms

the selective ensemble, with M̃ as a parameter for the committee size. By solving the

problem, we get M̃ agents whose errors, summed over all states and weighted by p̂(s),

are low. Further, due to the square in the objective function, the errors for states S1 ∈ S
of one agent A1 can be compensated by the errors for the same states of other agents

Am 6= A1, ∀m. The intuition is that A1 may have low errors in states S2 ∩ S1 = ∅, for

which agents Am have higher errors.

2.4.3 Errors

This section is an excerpt of the pre-published article in Faußer and Schwenker (2015b).

As the true values Q̂(s, a) and, therefore, the true errors êm(s, a) = Q̂(s, a)−Qθm(s, a)

are naturally unknown in an RL problem, we instead consider Bellman errors:

eBm(s, a) =
(∑
s′∈S

p(s, a, s′) ·
[
r(s, a, s′) (2.34)

+
∑

a′∈A(s′)

πm(s′, a′)γQθm(s′, a′)
])
−Qθm(s, a)

where r(s, a, s′) is the immediate reward for taking action a in state s and observing the

next state s′, πm(s′, a′) is the probability to select action a′ in state s′ and 0 < γ ≤ 1 is
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the discounting factor used for learning the Q-values. In case the RL model is unknown,

the p(·), r(·) and, if necessary, πm(·) values can be estimated by sampling state-action

pairs from the environment.

Algorithm 3 Selective Neural Network Ensembles

Input: environment with Markov property, discounting value γ, testing iterations T̃ , set S0 with
starting states, set D with M indices of trained agents, selective ensemble size M̃ < M , state
collection parameter εcol, maximum number of ranked actions nA (Joint Average only), error
threshold θerr, prediction: fixed policy π̂, control: Joint Average, see Eq. (2.28) or Joint
Majority Voting, see Eq. (2.29) policy Π for exploiting states

Output: benchmark value, e.g. a score or a total reward
1: if state collection by full ensemble or prediction then
2: Collect states Ŝ and state probabilities p̂(s): Perform simulation in given environment

with committee in set D and policy Π (control) or policy π̂ (prediction), collect observed
state and update the state probabilities if random value in [0, 1) is smaller than εcol

3: else if state collection by single agents then
4: Collect states Ŝ and state probabilities p̂(s): Perform simulation in given environment

with each agent from set D individually, use single greedy policy πG, see Eq. (2.26), collect
observed state and update the state probabilities if random value in [0, 1) is smaller than
εcol, merge the states and state probabilities from the individual agents

5: for m ∈ D do in parallel
6: Calculate the errors of agent m for the collected states Ŝ and for up to nA actions (Joint

Average), or for the single best actions (Joint Majority Voting), using Eq. (2.34).
7: Get the hard errors of agent m with error threshold θerr, see Eq. (2.35).

8: Get set D̃ ⊂ D: Perform selective ensemble learning with agents in set D by minimizing Eq.
(2.33), using the errors from the last step, nA and state probabilities p̂(s). Error weights are
in Eq. (2.36) (Voting, or prediction) or in Eq. (2.37) (Average). Choose M̃ indices with the
highest values of the variables wm.

9: Get benchmark value: Perform simulation with committee in set D̃, starting states S0, T̃
iterations and policy Π, see Algorithm 2

By minimizing (2.33), along with the cost function (2.34), agents are selected whose

value estimations are more consistent. Further, we consider hard errors:

ẽBm(s, a) =

1, if |eBm(s, a)| > θerr

0, else
(2.35)

where θerr is the error threshold parameter. The actions of the state-action pairs whose

values are below the threshold, are treated as correct (error is zero), otherwise as incor-

rect (error is one). Thus, the threshold controls the amount of decisions that are treated

as weak decisions. The idea of this parameter is that the weak decisions are incorrect.

Further, the level of the incorrectness is independent from the strength of the error,

i.e. the difference between the threshold and the real-valued error. The error weights
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αm(s, a) in (2.30), (2.31) and (2.33) depend on the desired joint decisions. For a Joint

Majority Voting policy it is:

αV Om (s, a) =

1, if a = Πm(s)

0, else
(2.36)

where Πm(s) is the Single policy for agent m, see (2.26). For a Joint Average policy it

is:

αAVm (s, a) =
cm(s, a)∑

b∈A(s) cm(s, b)
(2.37)

with

cm(s, a) =

0, if ranka[Qθm(s, ·)] ≤ R(s)

ranka[Qθm(s, ·)], else

where 1 ≤ ranka[Qθm(s, ·)] ≤ |A(s)| is the rank of action a in state s for agent m,

R(s) = |A(s)| − min(nA, |A(s)|) and nA is the maximum number of ranked actions.

With (2.36), only the errors of the agents with the best actions, and with (2.37), the

errors of the agents with up to nA best actions have a non-zero weight. The reason

is that in (2.28), only a single action per agent, and in (2.29), all actions of all agents

contribute to the joint decisions.

2.4.4 State collection

The states and state probabilities p̂ are either collected by the single agents or by a full

ensemble. Specifically, a state, observed by a single agent or a committee, is collected

with a probability of εcol. The complete procedure is described in Algorithm (3). In the

algorithm, the calculation of the errors of the collected states can be done in parallel.

Further, in case of state collection with the single agents, the state collection of the single

agents can be done in parallel. Subsequently, the collected states and state probabilities

are merged.
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2.5 Experiments

In this section, we report what experiments were performed and how we did it. Specifi-

cally, in section 2.5.2 the applications are introduced, i.e. the RL environments. Further,

in section 2.5.3, we describe how we evaluated the large ensembles. The results of the

large ensembles are listed and discussed in section 2.5.3.1 for the generalized maze and

in section 2.5.3.2 for SZ-Tetris. In section 2.5.4, the experiments with the selective en-

sembles are outlined and the practical relations between the selective ensembles and the

large, i.e. the full, ensembles are shown. The results with the selective ensembles are

listed and discussed in section 2.5.4.1 for the generalized maze and in section 2.5.4.2 for

SZ-Tetris.

2.5.1 Test of significance

Having the benchmark results from two learned RL models, the question arises of how

the differences in the values can be tested for significance. To answer this question, we

apply the two-sample unpaired Welch’s t-test. A detailed description can be found in

section 3.6.2. Note that in the explanations, the clustering models need to be replaced by

the RL models. Within the experiments, we consider the difference between two values

to be statistically significant if the p-value is below 0.05. It is worth noting that with

this method the results from different baseline RL methods, as well as from committees

with different committee sizes, including the single agents, with the same RL method,

can be compared.

2.5.2 The environments

In the following, we describe the RL environments that were used in the experiments with

both the full ensembles and the selective ensembles. Both environments are stochastic

and have a large state space.

2.5.2.1 Generalized maze

In the generalized maze problem, an agent tries to find the shortest path in a maze with

some barriers and one goal. The positions of the barriers and the position of the goal are

known to the agent. In contrast, in the grid world (Sutton and Barto, 1998), the positions

of any barriers and the goal are unknown to the agent and have to be observed. Thus,

grid world is considered to be an exploration problem, while the generalized maze is a

path-planning problem. We consider the same benchmark-setting as described in Faußer
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Figure 2.3: Four out of the 1000 generated mazes, where ’X’ is the goal and ’#’ is a barrier. Every empty
space can be a starting state.

and Schwenker (2015a), with a different training and validation set as an exception. A

maze has a size of 5× 5 with three to five randomly placed barriers. From this it follows

that there are (25 · 24 · 23 · 22) + (25 · 24 · 23 · 22 · 21) + (25 · 24 · 23 · 22 · 21 · 20) ∼ 1.34 · 108

(excluding the position of the agent) different mazes exactly. Therefore, it is a large

state environment. Out of 1000 generated unique mazes, 500 are kept fixed as a training

set and the rest (500) as a validation set. Both sets are not overlapping. This way an

agent tests its generalized performance in different mazes as it has learned from. For

some example mazes, see Fig. 2.3. In the training phase, a maze of the training set is

randomly selected for each episode. The barriers and the goal are terminal states. The

starting set S0 includes all non-terminal states of the selected maze. The action set A
includes four actions (north, east, south, west) in all states, except in corner states (two

actions) and border states (three actions). Thus, the agent is not allowed to leave the

maze. With a probability of 0.3, an up-wind influences the movements of the agent. On

up-wind, the agent moves one state further to the north, if not blocked by a barrier. The

up-wind intensifies the problem by penalizing the paths that are close to the barriers.

On the other hand, the agents get more aware of the barriers. The reward function is

as follows:

r(s, a, s′) =

1, if s′ is the goal

0, if s′ is a barrier or non-terminal state

In the simulation phase, all valid starting positions, excluding the terminal states, of

each maze in the validation set are evaluated and the total reward is calculated. In this

setting, the total reward is averaged over the mazes in the validation set and over all

starting positions. As the environment is stochastic, due to the up-wind, the simulation

is repeated 20 times per starting position. Applying the breadth-first search method on

the environment without dynamic wind, we got a total reward, averaged over the 500

mazes in the validation set, of ∼17.67. The breadth-first search technique cannot find

the shortest way in stochastic environments.
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Figure 2.4: The two tetrominoes used in SZ-Tetris. The S-shaped piece is left, the Z-shaped piece is right.

Reinforcement learning method In the environment, state-action values were learned

with either TD-SARSA, RG-SARSA or with TDC-SARSA, i.e. the agent followed the

policy and updated the values on-policy. More about RL methods with function approx-

imation can be found in section 2.2. We evaluated different discounting values with a

single agent and got the best results with a discounting value of γ = 0.95. With lower

discounting values, the agent tended to learn faster, but with worse results in the long

run. In contrast, with higher discounting values, the agent tended to learn slower, but

with almost the same results in the long run. With each RL method, we either used

the epsilon-greedy strategy with ε = 0.3 or the softmax action selection strategy with

τ = 0.06 for RG and τ = 0.1 for TD and TDC. With the used value for parameter

τ , the agent selected the action with the highest value with a probability of ∼0.7 on

average and in the long run. Therefore, the differences in the action selection between

epsilon-greedy and softmax are in the actions with the lower values. A 2-layer MLP was

used as an FA with 10 neurons in the hidden layer and 150 input neurons, where 25

are for the barriers, 25 for the goal position and 25 per action for the agent position.

The activation function in the hidden layer was the s-shaped tanh(·) function, and the

activation function in the output layer was the linear function. The weight initializations

were in an interval a = [−0.2, 0.2], the second weights were initialized to zero (applies to

TDC only). Learning rates were optimized for a single agent, α = 0.01 (TD, RG, TDC),

β = 0.001 (TDC, second learning rate).

2.5.2.2 SZ-Tetris

In stochastic SZ-Tetris, an agent places tetrominoes on top of already placed tetrominoes

and tries to complete rows. The board has a width of 10 and a height of 20. S-shaped

or Z-shaped pieces, see Fig. 2.4, randomly appear with equal probabilities. The agent

chooses a rotation (lying or standing) and horizontal position of the piece within the

board. If the piece does not fit on the board, then the game ends. SZ-Tetris with its

two tetrominoes, out of the seven available, is considered to be the hard core of Tetris.

Deterministic SZ-Tetris with an alternating sequence of SZ pieces has been proven to
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have a maximum episode length of 69 600 (Burgiel, 1997). In a benchmark-type setting

(Szita and Szepesvári, 2010), the agent gets one point per completed row. For the

experiments in Faußer and Schwenker (2015a), the same benchmark was used. Quality

criterion is the sum of completed rows until the board is full. The simulation is repeated

100 times, i.e. 100 games are played. Only states with a full board are terminal states.

If rows are completed, then they are immediately removed. The starting set S0 includes

the empty board only. On each step, the agent receives the following immediate reward:

r(s, a, s′) = exp(−β · number of holes in s′)

with β = 1/33 and counting the number of holes below the pieces (column-wise) in a

state s. With these smooth rewards, an agent tries to minimize the number of holes

up to a terminal state, being the full board. An agent that directly uses the reward

function for the decisions, instead of learning from the reward, has a score of ∼17. The

second best learning agent uses the Bertsekas & Ioffe feature set and learns to weight

these features with the Cross-Entropy method (Szita and Szepesvári, 2010). It has a

score of 133. The best learning agent uses the features described in the section below.

Reinforcement learning method The (half-) state values were learned on-policy with

either TD(λ = 0.5), i.e. TD with an accumulating eligibility trace, or with TDC.

More about RL methods with function approximation can be found in section 2.2. The

discounting value were set to γ = 0.95. With lower values, the agent reached worse

scores or even reached a score close to zero (γ ≤ 0.7). For both methods, we used the

epsilon-greedy selection strategy with ε = 0.04. With higher values of ε, i.e. higher

exploration rates, the agent had more trouble filling the lines and ended up with a worse

set-up of pieces. In contrast, with no exploration, the agent reached a score close to

zero. A 2-layer MLP was used as an FA with 5 neurons in the hidden layer and 330

input neurons. The s-shaped tanh(·) function was the activation function in the hidden

layer. In the output layer, the activation function was the linear function. Out of the

330 input neurons, 180 were the discretized height differences (i.e. 9 height differences

with a maximum height of 20 each) and 150 were the discretized number of holes. On

the rare occasion a board had more than 150 holes, it was considered to be 150 holes

as well. With this input coding exactly 10 neurons (nine for the height differences and

one for the number of holes) were active (1) and 320 were inactive (0) in each state.

The weight initializations were in an interval a = [−0.2, 0.2], the second weights were

initialized to zero (applies to TDC only). Learning rates were optimized for a single
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agent, α = 0.001 (TD(λ), TDC), β = 0.00001 (TDC, second learning rate).

2.5.3 Full ensembles

In the theoretical view, we have a large ensemble with all trained agents. However,

for the empirical evaluations of the committees, it is slightly averted from this view

for computational reasons as follows. For each environment (SZ-Tetris and generalized

maze), each RL method (RG, TD, TD(λ), TDC) and each exploration strategy (softmax

and epsilon-greedy), we trained K = 100 randomly-initialized agents in parallel with T

training iterations, until the gain in the benchmark performance seemed to be negligible.

Note that this holds only for the RL methods and exploration strategies combinations

that were applied to the respective environment, see the descriptions of the environments

in section 2.5.2. For the training of the single agents, we applied Algorithm 1 from section

2.3.3. The parameters of the single agents were tuned to perform well in the benchmark

settings, see section 2.5.2. The results for a single agent reported in this section are,

thus, the average over the results of the 100 agents.

Afterwards, a large ensemble with M < K agents was formed by drawing M agents

out of the K available in each benchmark run. Note that the K agents were trained with

the same chosen RL method. For each benchmark, we applied Algorithm 2 from section

2.3.3. In the applications, the maximum committee size was M = 50. We report the

average results over 50 runs. Summarized, only the single agents learned in the training

phase and in the benchmark phase the weights were kept fixed. In the simulation, a

committee can take one of the two joint decisions, i.e. Joint Average or Joint Majority

Voting, see section 2.3.3.1.

Further, we simulated the approach to train five agents and then to select the single

best out of them. This was done by drawing five agents without replacement out of K,

testing their performance and then selecting the single best out of them. The reported

results for the best-out-of-five agents are averaged over 50 runs.

2.5.3.1 Generalized maze

Results The results for the single agents (M = 1), the single best-out-of-five agents

(M = 1, Π = S∗) and the committees with three (M = 3) to fifty (M = 50) agents

are in table 2.5 with the RG method, table 2.6 with the TD method and table 2.7 with

the TDC method. With the initialized weights, the single agents and the committees

started with a total reward of ∼2 on average. 100 agents with randomly initialized

weights were trained for each RL method (RG, TD, TDC) and exploration strategy
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Table 2.2: Empirical results with the generalized maze, RG method. Benchmark results, measured after
2.5× 106 to 25× 106 training iterations with the single agents, are in the forth to seventh column.
The action selection strategy (τ = softmax, ε = epsilon-greedy) is in first column. M is the
committee size (second column), where M = 1 are the single agents. The benchmark policy (S =
Single, S∗ = Single (best out of 5), A = Average and V = Majority Voting) is in the third column.

E M Π reward 2.5M reward 5M reward 15M reward 25M
ε 1 S 5.41± 1.18 11.73± 0.47 12.75± 0.21 12.83± 0.18
ε 1 S∗ 6.91± 0.84 12.20± 0.22 12.96± 0.11 13.02± 0.13
ε 3 A 7.31± 0.98 13.07± 0.23 13.79± 0.10 13.87± 0.12
ε 5 A 8.00± 0.83 13.38± 0.16 14.10± 0.11 14.16± 0.09
ε 10 A 9.12± 0.62 13.58± 0.10 14.29± 0.07 14.36± 0.06
ε 30 A 9.65± 0.29 13.70± 0.07 14.45± 0.04 14.50± 0.04
ε 50 A 9.95 ± 0.23 13.73 ± 0.04 14.47 ± 0.03 14.53 ± 0.03
ε 3 V 6.66± 0.95 12.82± 0.22 13.62± 0.10 13.69± 0.12
ε 5 V 7.22± 0.81 13.19± 0.15 13.94± 0.11 14.01± 0.10
ε 10 V 8.24± 0.65 13.48± 0.10 14.18± 0.08 14.25± 0.08
ε 30 V 8.88± 0.28 13.69± 0.07 14.41± 0.04 14.46± 0.05
ε 50 V 9.16 ± 0.25 13.73 ± 0.04 14.45 ± 0.03 14.49 ± 0.03
τ 1 S 5.05± 0.99 11.73± 0.49 12.82± 0.19 12.86± 0.17
τ 1 S∗ 6.11± 0.76 12.19± 0.19 13.04± 0.13 13.05± 0.09
τ 3 A 6.78± 0.95 13.01± 0.26 13.97± 0.11 14.02± 0.11
τ 5 A 7.10± 0.68 13.25± 0.15 14.23± 0.09 14.31± 0.07
τ 10 A 7.95± 0.53 13.46± 0.12 14.42± 0.07 14.48± 0.07
τ 30 A 8.71± 0.33 13.56± 0.07 14.55± 0.04 14.61± 0.03
τ 50 A 8.98 ± 0.22 13.59 ± 0.05 14.57 ± 0.03 14.64 ± 0.03
τ 3 V 6.24± 0.86 12.83± 0.22 13.78± 0.12 13.84± 0.10
τ 5 V 6.42± 0.53 13.14± 0.16 14.12± 0.08 14.19± 0.08
τ 10 V 7.18± 0.41 13.44± 0.13 14.37± 0.07 14.44± 0.06
τ 30 V 7.81± 0.30 13.62± 0.06 14.57± 0.04 14.61± 0.04
τ 50 V 8.05 ± 0.21 13.68 ± 0.05 14.59 ± 0.03 14.65 ± 0.03
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Figure 2.5: Empirical results with the generalized maze, RG method.
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Table 2.3: Empirical results with the generalized maze, TD method. See description of table 2.2.

E M Π reward 2.5M reward 5M reward 15M reward 25M
ε 1 S 7.25± 1.86 12.50± 0.30 13.12± 0.18 13.18± 0.19
ε 1 S∗ 9.37± 0.92 12.79± 0.17 13.32± 0.09 13.38± 0.09
ε 3 A 9.75± 0.99 13.66± 0.13 14.27± 0.11 14.34± 0.11
ε 5 A 10.28± 0.84 13.86± 0.11 14.48± 0.08 14.57± 0.07
ε 10 A 11.25± 0.56 14.03± 0.10 14.62± 0.05 14.71± 0.05
ε 30 A 11.84± 0.19 14.15 ± 0.05 14.71 ± 0.04 14.80 ± 0.04
ε 50 A 12.03 ± 0.17 14.16 ± 0.04 14.71 ± 0.03 14.81 ± 0.02
ε 3 V 8.88± 1.17 13.44± 0.14 14.05± 0.11 14.14± 0.11
ε 5 V 9.47± 0.92 13.72± 0.12 14.32± 0.08 14.42± 0.08
ε 10 V 10.43± 0.66 13.94± 0.09 14.54± 0.05 14.62± 0.06
ε 30 V 11.17± 0.31 14.13± 0.06 14.67 ± 0.04 14.76 ± 0.04
ε 50 V 11.49 ± 0.24 14.16 ± 0.04 14.68 ± 0.04 14.77 ± 0.03
τ 1 S 4.66± 1.04 12.23± 0.47 13.16± 0.18 13.18± 0.19
τ 1 S∗ 6.04± 0.81 12.65± 0.17 13.37± 0.13 13.38± 0.10
τ 3 A 6.32± 1.12 13.35± 0.23 14.37± 0.08 14.44± 0.10
τ 5 A 6.81± 0.78 13.55± 0.19 14.56± 0.09 14.67± 0.06
τ 10 A 7.69± 0.65 13.75± 0.14 14.72± 0.06 14.83± 0.06
τ 30 A 8.69± 0.30 13.86± 0.07 14.80 ± 0.04 14.92 ± 0.03
τ 50 A 9.01 ± 0.16 13.89 ± 0.05 14.81 ± 0.02 14.93 ± 0.03
τ 3 V 5.68± 0.91 13.17± 0.23 14.16± 0.10 14.23± 0.11
τ 5 V 6.01± 0.61 13.45± 0.18 14.44± 0.10 14.53± 0.08
τ 10 V 6.71± 0.58 13.70± 0.13 14.66± 0.07 14.76± 0.07
τ 30 V 7.44± 0.37 13.89± 0.06 14.80± 0.04 14.91± 0.03
τ 50 V 7.86 ± 0.24 13.94 ± 0.05 14.82 ± 0.03 14.94 ± 0.03
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Figure 2.6: Empirical results with the generalized maze, TD method.
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Table 2.4: Empirical results with the generalized maze, TDC method. See description of table 2.2.

E M Π reward 2.5M reward 5M reward 15M reward 25M
ε 1 S 6.68± 1.58 12.46± 0.34 13.16± 0.19 13.21± 0.18
ε 1 S∗ 8.57± 0.93 12.76± 0.16 13.37± 0.09 13.42± 0.09
ε 3 A 9.05± 1.04 13.67± 0.18 14.28± 0.10 14.32± 0.09
ε 5 A 9.42± 0.95 13.87± 0.14 14.50± 0.09 14.58± 0.09
ε 10 A 10.54± 0.56 14.02± 0.09 14.63± 0.07 14.72± 0.06
ε 30 A 11.27± 0.23 14.14± 0.06 14.75 ± 0.04 14.83 ± 0.03
ε 50 A 11.56 ± 0.25 14.16 ± 0.03 14.75 ± 0.03 14.83 ± 0.03
ε 3 V 8.23± 1.14 13.44± 0.17 14.07± 0.10 14.13± 0.10
ε 5 V 8.60± 0.99 13.69± 0.16 14.37± 0.08 14.46± 0.09
ε 10 V 9.58± 0.63 13.93± 0.09 14.57± 0.06 14.65± 0.06
ε 30 V 10.39± 0.29 14.12± 0.06 14.74 ± 0.03 14.80 ± 0.04
ε 50 V 10.68 ± 0.27 14.15 ± 0.03 14.75 ± 0.03 14.80 ± 0.02
τ 1 S 4.36± 0.83 12.00± 0.60 13.15± 0.18 13.19± 0.19
τ 1 S∗ 5.31± 0.64 12.49± 0.23 13.34± 0.11 13.37± 0.10
τ 3 A 5.86± 0.94 13.26± 0.26 14.36± 0.11 14.44± 0.10
τ 5 A 6.20± 0.72 13.41± 0.18 14.58± 0.08 14.66± 0.09
τ 10 A 7.10± 0.55 13.64± 0.12 14.75± 0.05 14.84± 0.05
τ 30 A 8.08± 0.35 13.82± 0.07 14.83 ± 0.04 14.95± 0.04
τ 50 A 8.47 ± 0.20 13.84 ± 0.04 14.84 ± 0.03 14.97 ± 0.03
τ 3 V 5.31± 0.79 13.06± 0.26 14.15± 0.11 14.23± 0.11
τ 5 V 5.59± 0.54 13.31± 0.18 14.44± 0.08 14.53± 0.08
τ 10 V 6.19± 0.46 13.60± 0.12 14.69± 0.05 14.77± 0.08
τ 30 V 6.83± 0.39 13.84± 0.07 14.83± 0.03 14.92± 0.04
τ 50 V 7.21 ± 0.19 13.90 ± 0.05 14.85 ± 0.03 14.94 ± 0.03
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Figure 2.7: Empirical results with the generalized maze, TDC method.
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(softmax and epsilon-greedy). The committees were formed by randomly selecting M

out of the single agents without replacement, over 50 runs, see section 2.5.3. In the

tables, the training iterations refer to the number of iterations in the training phase of a

single agent. The differences of the total rewards between 5 000 000 iterations (column

five) of the committees with five agents (M = 5) and 25 000 000 iterations (column seven)

of the single agents were statistically significant, i.e. the p-values of an unpaired Welch’s

t-test were below 0.05. Further, the differences of the total rewards between 5 000 000

iterations (column five) of the committees with three agents (M = 3) and 15 000 000

iterations (column six) of the single agents were statistically significant (p-value below

0.05) with TD/τ/V, RG/ε/V, RG/τ/V, TDC/τ/V as an exception, where ’V’ refers to

Majority Voting. The differences in the results of the single best-out-of-five agents and

the single agents were statistically significant (p-value below 0.05). The best results with

respect to the joint decisions and the exploration strategies are emphasized in the tables.

In Fig. 2.5 (RG), Fig. 2.6 (TD) and Fig. 2.7 (TDC), the single agent is compared to the

committees with three to ten agents and with the Joint Average policy (left column),

or the Joint Majority policy (right column). The results with the softmax policy can be

found in Fig. B.1 (RG), Fig. B.2 (TD) and Fig. B.3 (TDC) in the appendix.

Discussing the results The single agent (with M = 1, 100 runs, 25 000 000 iterations)

with the epsilon-greedy exploration strategy (ε-strategy) reached a final total reward of

13.18 with TD (see table 2.3), averaged over 20 simulations per starting state and per

maze from the validation set, 12.83 with RG (see table 2.2) and 13.21 with TDC (see

table 2.4). With the softmax action selection strategy (τ -strategy) and TD, the single

agent had 13.18, 12.86 with RG and 13.19 with TDC. Comparing the total rewards

of the ε-strategy and the τ -strategy RL method-wise, the single agents with the τ -

strategy learned slower in the first iterations, but reached the same performance as with

the ε-strategy in the long run. Likewise, RG learned slower in the first iterations and

had a slightly worse final benchmark result than TD and TDC. The ascents in the total

rewards between 15 000 000 iterations (column six in the tables) and 25 000 000 iterations

(column seven) were considerably small for all RL methods (TD, RG and TDC). Thus,

it is expected that the performance of a single agent will not improve with additional

training iterations.

All committees (M > 1, 50 runs) surpassed the total rewards of the single agents.

Further, the committees with five agents (M = 5) had higher total rewards than the

single best-out-of-five agents (M = 1, Π = S∗) with RG/τ/V, TD/τ/A, TD/τ/V,

TDC/ε/V, TDC/τ/A and TDC/τ/V, each at 2 500 000 iterations, as an exception, where
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’A’ is the Joint Average and ’V’ is the Joint Majority Voting policy. In the other 42 cases,

excluding the six exceptions from above, the committees were significantly better than

the single best-out-of-five agents. As the exceptions are all at 2 500 000 iterations only,

we conclude that the committees are, in general, better than the single best-out-of-X

agents in the long run. Within the committees, the larger committees were consistently

better than the smaller committees, independent of the RL method and the exploration

strategy. However, it can be observed that the improvements in the total rewards get

smaller with each added agent. This effect got stronger with the more advanced single

agents, i.e. with more training iterations, e.g. 14.72 with TDC/ε/10/A and 14.83 with

both TDC/ε/30/A and TDC/ε/50/A at 25 000 000 iterations. Likewise, the largest

improvements were at 2 500 000 iterations, e.g. 10.54 with TDC/ε/10/A, 11.27 with

TDC/ε/30/A and 11.56 with TDC/ε/50/A. The best results were with the τ -strategy,

where a committee of fifty agents, trained by the TDC method, reached a total reward

of 14.97 with the Joint Majority Voting policy.

Further, the results for up to 25 000 000 iterations of the committees, with different

committee sizes (parameter M), and the single agents are in Fig. 2.5 for the RG method,

Fig. 2.6 for TD and Fig. 2.7 for TDC. From the graphs, we can draw two conclusions.

First, the larger the committee size the higher the total reward. Second, an increase in

the total rewards of a single agent is an increase in the total rewards of a committee.

For some values of iterations T , it can be observed that a committee of M agents with T

training iterations is better than a single agent with T ·M training iterations. Both from

the results of the tables and the figures, we find that the committees with five agents

and 5 000 000 iterations are better than the single agent with 25 000 000 iterations. The

same holds for three agents and 15 000 000 iterations, with the minor exceptions as listed

in section 2.5.3.1. From the comparisons above, we conclude that it is more efficient to

train a committee than to train a single agent for the case of the generalized maze.

2.5.3.2 SZ-Tetris

Results The results for the single agents (M = 1), the single best-out-of-five agents

(M = 1, Π = S∗) and the committees with three (M = 3) to fifty (M = 50) agents

are in table 2.5 for both the TD(λ) and the TDC method. With the initialized weights,

the single agents and the committees started with a score of ∼0 on average. 100 agents

with randomly initialized weights were trained for each RL method. The committees

were formed by randomly selecting M out of the single agents without replacement,

over 50 runs, see section 2.5.3. In the table, the training iterations refer to the num-

ber of iterations in the training phase of a single agent. The differences of the scores
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Table 2.5: Empirical results with SZ-Tetris. Benchmark results (number of cleared lines), measured after
0.5× 106 to 5× 106 training iterations with the single agents, are in the forth to seventh column.
The RL method is in the first column. M is the committee size (second column), where M = 1 are
the single agents. The benchmark policy (S = Single, S∗ = Single (best out of 5), A = Average
and V = Majority Voting) is in the third column.

RL M Π score 0.5M score 1M score 3M score 5M
TD(λ) 1 S 88.4± 22.1 108.6± 19.7 125.8± 13.9 129.7± 11.4
TD(λ) 1 S∗ 114.2± 11.1 130.6± 9.2 140.1± 6.1 143.3± 5.5
TD(λ) 3 A 114.6± 17.6 131.2± 11.3 141.4± 8.5 145.1± 7.1
TD(λ) 5 A 127.6± 12.3 135.2± 8.5 144.1± 6.6 147.0± 6.6
TD(λ) 10 A 130.4± 9.8 142.3± 7.7 146.2 ± 6.0 148.1± 5.7
TD(λ) 30 A 135.9± 7.2 150.2± 7.1 146.2 ± 4.4 149.6 ± 5.5
TD(λ) 50 A 139.1 ± 7.0 151.2 ± 5.5 145.1± 3.2 149.7 ± 3.5
TD(λ) 3 V 83.4± 18.6 106.6± 13.1 129.3± 10.8 133.5± 7.7
TD(λ) 5 V 109.9± 12.7 124.6± 10.9 137.8± 8.8 140.8± 7.0
TD(λ) 10 V 119.2± 11.3 133.6± 8.9 141.2± 5.5 145.3± 6.2
TD(λ) 30 V 130.8± 7.0 141.2± 6.2 144.1 ± 4.7 148.3± 5.0
TD(λ) 50 V 132.5 ± 5.9 142.5 ± 6.5 144.4 ± 4.4 150.8 ± 4.0
TDC 1 S 75.0± 18.5 99.9± 18.4 112.5± 18.0 118.5± 18.5
TDC 1 S∗ 95.2± 11.7 119.5± 7.0 132.7± 9.9 138.2± 9.4
TDC 3 A 100.0± 12.4 119.7± 10.9 133.0± 10.4 136.2± 12.8
TDC 5 A 110.5± 11.6 129.0± 10.1 134.3± 9.4 137.9± 8.2
TDC 10 A 117.5± 8.8 130.5± 11.7 139.1± 6.2 144.2± 7.5
TDC 30 A 121.6± 5.3 134.0± 8.9 140.5± 4.9 148.0 ± 4.5
TDC 50 A 123.4 ± 5.2 131.9 ± 7.1 143.5 ± 4.2 147.6 ± 4.0
TDC 3 V 76.3± 10.9 95.6± 12.5 116.7± 10.9 119.9± 13.1
TDC 5 V 94.8± 10.2 119.4± 8.4 127.3± 8.7 129.7± 10.3
TDC 10 V 109.3± 8.0 128.8± 7.5 134.9± 5.3 139.8± 7.8
TDC 30 V 120.3± 6.3 132.9± 9.2 138.0± 4.7 144.8 ± 5.4
TDC 50 V 121.9 ± 7.0 129.6 ± 6.2 140.2 ± 4.3 144.3 ± 3.7

between 1 000 000 iterations (column five) of the committees with five agents (M = 5)

and 5 000 000 iterations (column seven) of the single agents were statistically significant,

i.e. the p-values of an unpaired Welch’s t-test were below 0.05 with TD(λ)/V as an

exception, where ’V’ is the Majority Voting. Further, the differences of the scores be-

tween 1 000 000 iterations (column five) of the committees with three agents (M = 3)

and 3 000 000 iterations (column six) of the single agents were statistically significant

(p-value below 0.05) with TD(λ)/V and TDC/V as an exception. The differences in the

results of the single best-out-of-five agents and the single agents were statistically signif-

icant (p-value below 0.05). The best results with respect to the joint decisions and the

RL methods are emphasized in the tables. In Fig. 2.8, the single agents are compared

to the committees with three to ten agents with the Joint Average policy (left column),

or the Joint Majority policy (right column).
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Figure 2.8: Empirical results with SZ-Tetris.

Discussing the results Several learning agents were trained with an RL method (TD

with eligibility traces or TDC) and a non-linear function approximator, specifically a

2-layer MLP. A single agent almost reached, and some of the committees surpassed

the previous best reported score of 133 (Szita and Szepesvári, 2010) in the utilized

benchmark setting. The single agent (with M = 1, 100 runs, 5 000 000 iterations) had

a final score (see table 2.5) of 129.7 with TD(λ) and 118.5 with TDC, averaged over

100 repeated simulations. Comparing the results of the other training iterations, the

results with the TD(λ) method were consistently better than the results with the TDC

method. In all cases, the learning agents got better than their teacher, i.e. they did

more rewarding decisions than they could reached by using the reward function for their

decisions alone (17, see section 2.5.2.2). The ascent in the scores between 3 000 000
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iterations and 5 000 000 iterations were considerably small for both RL methods, i.e.

TD(λ) and TDC. Thus, it is expected that the performance of the single agents will not

improve with additional training iterations.

Virtually all committees (M > 1, 50 runs) had higher scores than the single agents.

Committees with a Joint Average policy (A-policy) performed significantly better than

the committees with a Joint Majority policy (V-policy). This may be because SZ-Tetris

has up to seventeen actions to choose from and the committees may widely distribute

their votes. In general, if there are less voters than candidates, then the probability

increases that none of the candidates get the majority of the votes, especially if the

voters are diverse. Getting back to SZ-Tetris, in case of small committees, it is more

likely that the final actions are drawn randomly out of the votes, rendering the V-policy

ineffective. The differences in the results, between the committees with the A-policy and

the V-policy, got smaller the larger the committee sizes. The results of the committees

with fifty agents (M = 50) were similar, independent of the joint policy. In contrast,

the results of the committees with three agents and the V-policy were worse than the

results of the single agents. Fortunately, the results of the committees steeply improved

with five agents. Likewise, the committees with five agents (M = 5) had higher scores

than the single best-out-of-five agents (M = 1, Π = S∗) with no exceptions. Within

the committees, the larger committees were mostly better than the smaller committees,

independent of the RL method. However, it can be observed that the improvements in

the scores got smaller with each added agent. This effect got stronger with the more

advanced single agents, i.e. with more training iterations, e.g. 145.3 with TD(λ)/10/V

and 148.3 with TD(λ)/30/V and 150.8 with TD(λ)/50/V at 5 000 000 iterations, where

’V’ is the Joint Majority Voting policy. Likewise, the largest improvements were at

500 000 iterations, e.g. 119.2 with TD(λ)/10/V and 130.8 with TD(λ)/30/V and 132.5

with TD(λ)/50/V. The best-performing committee had fifty agents, where each agent

were trained by the TD(λ) method, and used the A-policy in the simulations. It reached

a final score of 150.8 with 5 000 000 iterations. This committee outperformed the current

best learning-agent, having a score of ∼133.

The results of the committees, with different committee sizes, and the single agents,

for up to 5 000 000 iterations, are in Fig. 2.8. An increasing committee size (parameter

M) resulted in better scores. The committees with five agents and with the A-policy

(left graphs) were better at 1 000 000 iterations (135.2 for TD(λ), 129.0 for TDC) than

the single agents at 5 000 000 iterations (129.7 for TD(λ), 118.5 for TDC). The same

holds for three agents and 3 000 000 iterations. The values can be retrieved both from

the table and from the figure. With the V-policy (right graphs), the committees were
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...

K trained agents

1.) draw M agents
without replacement

M trained agents (out of K)

...

2.) select M̃ out of M
without replacement
(see Algorithm 3)

Figure 2.9: Schemata of a single run of the selective ensembles. M̃ agents are selected out of M agents,
that are drawn randomly without replacement out of K single agents. The illustration is taken
from the pre-published article in Faußer and Schwenker (2015b), but with a modification in the
algorithm reference.

better than the single agents with a committee size of at least five, i.e. M ≥ 5 (see the

explanation in the paragraph above). Further, the committee with five agents, that were

trained by the TDC method, and the V-policy (right graphs) were better at 1 000 000

iterations than the single agents at 5 000 000 iterations. Summarized, we conclude that

it is more efficient, in case of SZ-Tetris, to train a committee than to train a single agent.

2.5.4 Selective ensembles

In the theoretical view, we have a large ensemble with all trained agents and a selective

ensemble with a subset of the members of the full ensemble. However, for the empirical

evaluations, we slightly avert from this view for computational reasons as follows. For

each environment (SZ-Tetris and generalized maze), each RL method (Residual Gradient

(RG), TD, TD(λ), TDC) and each exploration strategy (softmax and epsilon-greedy),

we trained K = 100 randomly-initialized agents in parallel with T training iterations,

until the gain in the benchmark performance seemed to be negligible. Note that this

holds only for the RL methods and exploration strategies combinations that were applied

to the respective environment, see the descriptions of the environments in section 2.5.2.

For the training of the single agents, we applied Algorithm 1 from section 2.3.3. The

parameters of the single agents were tuned to perform well in the benchmark setting.

The results for a single agent reported in this section are, thus, the average over the
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results of the 100 agents.

A committee with M < K agents was then formed by drawing M agents out of the

K available in each benchmark run, see Fig. 2.9. Note that the K agents were trained

with the same chosen RL method. For each benchmark run of a full ensemble, we

applied Algorithm 2 from section 2.3.3. In the applications, the maximum committee

size was M = 50. For a selective ensemble, M = 50 agents were randomly drawn without

replacement from the K agents and then Algorithm 3 from section 2.4.2 was applied for

selecting M̃ < M out of M . For both types of committees, we report the average results

over 50 runs. Summarized, only the single agents learn in the training phase and in the

benchmark phase the weights are kept fixed. In the simulation, a committee can take

one of the two joint decisions, i.e. Joint Average or Joint Majority Voting, see section

2.3.3.1.

2.5.4.1 Generalized maze

Results The results for the single agents (M = 1) and the committees (M > 1) are

in table 2.10 with the RG method, table 2.7 with the TD method and table 2.8 with

the TDC method. With the initialized weights, the single agents and the committees

started with a total reward of ∼2 on average. 100 agents with randomly initialized

weights were trained for each RL method and exploration strategy (softmax and epsilon-

greedy). The committees, including the selective ensembles, had up to M or M̃ out of

100 agents. The committees were formed by randomly selecting M out of these agents,

over 50 runs. The selective neural network ensembles Algorithm 3 were applied on

M = 50 agents, that were randomly drawn without replacement from the 100 agents,

using 50 runs (see section 2.5.4). For the selective neural network ensembles, ∼30 000

state-action pairs were collected with εcol = 1.0, i.e. all observed state-action pairs were

collected. The selective ensembles with M = Sl.F collected the states with the full

ensembles and the selective ensembles with M = Sl.S independently collected the states

with the single agents. In the tables, the training iterations are the number of iterations

in the training phase of a single agent. In most of the cases, the differences between

the results of the selective ensembles and the large ensembles with M = 50 agents were

statistically significant, i.e. the p-values of an unpaired Welch’s t-test were below 0.05.

The significant differences are emphasized in the tables. Likewise, the results of the

selective ensembles that are not emphasized were not statistically different from the

results of the full ensembles. Comparing the results of the selective ensembles with the

state collection with the full ensembles (M = Sl.F ) and the non-selective ensembles, the

percentage increases are:
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Table 2.6: Empirical results with the generalized maze, RG method. Benchmark results, measured after
2.5× 106 to 25× 106 training iterations with the single agents, are in the forth to seventh column.
The action selection strategy (τ = softmax, ε = epsilon-greedy) is in first column. M is the
committee size (second column), where M = Sl. refers to the selective ensembles with the committee
sizes M̃ (row below results). States were collected with a full ensemble (Sl.F ) or with the single
agents (Sl.S). The benchmark policy (A = Average, V = Majority Voting) is in the third column.

E M Π reward 2.5M reward 5M reward 15M reward 25M
ε 30 A 9.65± 0.29 13.70± 0.07 14.45± 0.04 14.50± 0.04
ε 50 A 9.95± 0.23 13.73± 0.04 14.47± 0.03 14.53± 0.03
ε Sl.F A 10.14 ± 0.24 13.87 ± 0.06 14.50 ± 0.03 14.55 ± 0.03

(M̃ = 15) (M̃ = 15) (M̃ = 35) (M̃ = 35)
ε Sl.S A 10.29 ± 0.25 13.87 ± 0.05 14.50 ± 0.04 14.55 ± 0.03

(M̃ = 20) (M̃ = 15) (M̃ = 20) (M̃ = 25)
ε 30 V 8.88± 0.28 13.69± 0.07 14.41± 0.04 14.46± 0.05
ε 50 V 9.16± 0.25 13.73± 0.04 14.45± 0.03 14.49± 0.03
ε Sl.F V 9.38 ± 0.37 13.78 ± 0.08 14.47 ± 0.04 14.52 ± 0.03

(M̃ = 20) (M̃ = 15) (M̃ = 35) (M̃ = 40)
ε Sl.S V 9.66 ± 0.30 13.78 ± 0.06 14.48 ± 0.03 14.52 ± 0.03

(M̃ = 15) (M̃ = 20) (M̃ = 30) (M̃ = 40)
τ 30 A 8.71± 0.33 13.56± 0.07 14.55± 0.04 14.61± 0.03
τ 50 A 8.98± 0.22 13.59± 0.05 14.57± 0.03 14.64± 0.03
τ Sl.F A 9.30 ± 0.24 13.87 ± 0.07 14.62 ± 0.03 14.67 ± 0.03

(M̃ = 15) (M̃ = 15) (M̃ = 25) (M̃ = 35)
τ Sl.S A 9.46 ± 0.26 13.89 ± 0.06 14.63 ± 0.04 14.67 ± 0.04

(M̃ = 15) (M̃ = 20) (M̃ = 20) (M̃ = 20)
τ 30 V 7.81± 0.30 13.62± 0.06 14.57± 0.04 14.61± 0.04
τ 50 V 8.05± 0.21 13.68± 0.05 14.59± 0.03 14.65± 0.03
τ Sl.F V 8.26 ± 0.27 13.84 ± 0.07 14.61 ± 0.04 14.69 ± 0.05

(M̃ = 15) (M̃ = 15) (M̃ = 20) (M̃ = 20)
τ Sl.S V 8.52 ± 0.22 13.84 ± 0.07 14.63 ± 0.04 14.69 ± 0.04

(M̃ = 20) (M̃ = 15) (M̃ = 30) (M̃ = 20)
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Figure 2.10: Empirical results with the generalized maze, sel. ensembles, RG method.
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Table 2.7: Empirical results with the generalized maze, TD method. See description of table 2.6.

E M Π reward 2.5M reward 5M reward 15M reward 25M
ε 30 A 11.84± 0.19 14.15± 0.05 14.71± 0.04 14.80± 0.04
ε 50 A 12.03± 0.17 14.16± 0.04 14.71± 0.03 14.81± 0.02
ε Sl.F A 12.15 ± 0.22 14.31 ± 0.05 14.77 ± 0.04 14.84 ± 0.04

(M̃ = 10) (M̃ = 20) (M̃ = 15) (M̃ = 20)
ε Sl.S A 12.15 ± 0.21 14.31 ± 0.05 14.77 ± 0.04 14.85 ± 0.04

(M̃ = 25) (M̃ = 15) (M̃ = 15) (M̃ = 20)
ε 30 V 11.17± 0.31 14.13± 0.06 14.67± 0.04 14.76± 0.04
ε 50 V 11.49± 0.24 14.16± 0.04 14.68± 0.04 14.77± 0.03
ε Sl.F V 11.81 ± 0.24 14.27 ± 0.06 14.73 ± 0.04 14.82 ± 0.04

(M̃ = 20) (M̃ = 20) (M̃ = 20) (M̃ = 25)
ε Sl.S V 11.79 ± 0.18 14.28 ± 0.05 14.74 ± 0.04 14.84 ± 0.03

(M̃ = 30) (M̃ = 20) (M̃ = 35) (M̃ = 20)
τ 30 A 8.69± 0.30 13.86± 0.07 14.80± 0.04 14.92± 0.03
τ 50 A 9.01± 0.16 13.89± 0.05 14.81± 0.02 14.93± 0.03
τ Sl.F A 9.09± 0.27 14.15 ± 0.06 14.85 ± 0.03 14.95 ± 0.04

(M̃ = 10) (M̃ = 15) (M̃ = 20) (M̃ = 25)
τ Sl.S A 9.15 ± 0.21 14.14 ± 0.06 14.85 ± 0.03 14.95 ± 0.04

(M̃ = 20) (M̃ = 10) (M̃ = 20) (M̃ = 25)
τ 30 V 7.44± 0.37 13.89± 0.06 14.80± 0.04 14.91± 0.03
τ 50 V 7.86± 0.24 13.94± 0.05 14.82± 0.03 14.94± 0.03
τ Sl.F V 8.43 ± 0.31 14.14 ± 0.06 14.86 ± 0.04 14.99 ± 0.03

(M̃ = 10) (M̃ = 15) (M̃ = 25) (M̃ = 25)
τ Sl.S V 8.46 ± 0.33 14.15 ± 0.06 14.86 ± 0.04 14.99 ± 0.03

(M̃ = 10) (M̃ = 15) (M̃ = 20) (M̃ = 25)
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Figure 2.11: Empirical results with the generalized maze, sel. ensembles, TD method.
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Table 2.8: Empirical results with the generalized maze, TDC method. See description of table 2.6.

E M Π reward 2.5M reward 5M reward 15M reward 25M
ε 30 A 11.27± 0.23 14.14± 0.06 14.75± 0.04 14.83± 0.03
ε 50 A 11.56± 0.25 14.16± 0.03 14.75± 0.03 14.83± 0.03
ε Sl.F A 12.04 ± 0.25 14.30 ± 0.05 14.80 ± 0.04 14.88 ± 0.03

(M̃ = 15) (M̃ = 15) (M̃ = 20) (M̃ = 25)
ε Sl.S A 12.01 ± 0.25 14.31 ± 0.06 14.80 ± 0.03 14.87 ± 0.03

(M̃ = 15) (M̃ = 15) (M̃ = 25) (M̃ = 25)
ε 30 V 10.39± 0.29 14.12± 0.06 14.74± 0.03 14.80± 0.04
ε 50 V 10.68± 0.27 14.15± 0.03 14.75± 0.03 14.80± 0.02
ε Sl.F V 11.27 ± 0.36 14.24 ± 0.03 14.79 ± 0.03 14.84 ± 0.03

(M̃ = 15) (M̃ = 25) (M̃ = 25) (M̃ = 30)
ε Sl.S V 11.37 ± 0.31 14.26 ± 0.05 14.79 ± 0.04 14.84 ± 0.03

(M̃ = 15) (M̃ = 15) (M̃ = 20) (M̃ = 30)
τ 30 A 8.08± 0.35 13.82± 0.07 14.83± 0.04 14.95± 0.04
τ 50 A 8.47± 0.20 13.84± 0.04 14.84± 0.03 14.97± 0.03
τ Sl.F A 8.60 ± 0.21 14.04 ± 0.05 14.88 ± 0.05 14.98± 0.04

(M̃ = 35) (M̃ = 15) (M̃ = 15) (M̃ = 25)
τ Sl.S A 8.62 ± 0.21 14.05 ± 0.05 14.88 ± 0.04 14.98± 0.04

(M̃ = 35) (M̃ = 15) (M̃ = 20) (M̃ = 30)
τ 30 V 6.83± 0.39 13.84± 0.07 14.83± 0.03 14.92± 0.04
τ 50 V 7.21± 0.19 13.90± 0.05 14.85± 0.03 14.94± 0.03
τ Sl.F V 7.50 ± 0.26 14.03 ± 0.04 14.87 ± 0.04 14.97 ± 0.04

(M̃ = 25) (M̃ = 20) (M̃ = 30) (M̃ = 20)
τ Sl.S V 7.56 ± 0.26 14.03 ± 0.07 14.88 ± 0.04 14.97 ± 0.04

(M̃ = 30) (M̃ = 15) (M̃ = 30) (M̃ = 20)
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Figure 2.12: Empirical results with the generalized maze, sel. ensembles, TDC method.
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• 0.1–1.9 with a mean of 0.82 for RG/ε/A, 0.1–2.4 with a mean of 0.78 for RG/ε/V,

0.2–3.6 with a mean of 1.54 for RG/τ/A, 0.1–2.6 with a mean of 1.05 for RG/τ/V

• 0.2–1.1 with a mean of 0.67 for TD/ε/A, 0.3–2.8 with a mean of 1.04 for TD/ε/V,

0.1–1.9 with a mean of 0.79 for TD/τ/A, 0.3–7.3 with a mean of 2.32 for TD/τ/V

• 0.3–4.2 with a mean of 1.45 for TDC/ε/A, 0.3–5.5 with a mean of 1.68 for

TDC/ε/V, 0.1–1.5 with a mean of 0.83 for TDC/τ/A, 0.1–4 with a mean of 1.32

for TDC/τ/V

where ’V’ refers to Majority Voting and ’A’ refers to Average. Likewise, comparing

the results of the selective ensembles with the state collection with the single agents

(M = Sl.S) and the non-selective ensembles, the percentage increases are:

• 0.1–3.4 with a mean of 1.2 for RG/ε/A, 0.2–5.5 with a mean of 1.56 for RG/ε/V,

0.2–5.3 with a mean of 2.04 for RG/τ/A, 0.3–5.8 with a mean of 1.89 for RG/τ/V

• 0.3–1.1 with a mean of 0.68 for TD/ε/A, 0.4–2.6 with a mean of 1.07 for TD/ε/V,

0.1–1.8 with a mean of 0.94 for TD/τ/A, 0.3–7.7 with a mean of 2.44 for TD/τ/V

• 0.3–3.9 with a mean of 1.39 for TDC/ε/A, 0.3–6.5 with a mean of 1.94 for

TDC/ε/V, 0.1–1.8 with a mean of 0.91 for TDC/τ/A, 0.2–4.9 with a mean of 1.55

for TDC/τ/V

In Fig. 2.10, Fig. 2.11 and Fig. 2.12, the selective ensembles are compared with the full

ensembles for different committee sizes and with epsilon-greedy. The results with the

softmax policy can be found in Fig. B.4 (RG), Fig. B.5 (TD) and Fig. B.6 (TDC) in

the appendix. Note that the parameter θerr of the selective neural network ensembles

algorithm, see Eq. (2.35) in section 2.4.3), were tuned for each RL method and for

each of the investigated training iterations. The actual used parameter values of the

parameter θerr are listed in the tables in the appendix, see chapter C.

Discussing the results The selective ensembles, with final committee sizes between

10 and 40 agents, outperformed the full ensembles with M = 50 agents with a minor

exception, see table 2.8 (results are not emphasized). The best results were with TD

and the softmax action selection strategy, where the selective ensemble with 25 agents,

with the Joint Majority Voting policy (V-policy) in the simulation, reached a total

reward of 14.99, independent of the type of state collection. In comparison to this, a

committee with 50 agents, with the same joint decisions, reached a total reward of 14.94.

Further, the graphs (see Fig. 2.10 for RG, Fig. 2.11 for TD and Fig. 2.12 for TDC)
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show that the selective ensembles have higher total rewards than the full ensembles

for various committee sizes. It is worth noting that in case of a selective committee

size of M̃ = 50, the results are identical to the full ensembles. The reason is that

we compare the selective ensembles to the full ensembles with 50 agents. Further, the

results of the selective ensembles may drop earlier because of insufficient variations in

the remaining combinations of the agents. In the tables, i.e. table 2.6 for RG, table

2.7 for TD and table 2.8 for TDC, we only report the best results. However, depending

on the application, it may be appropriate to choose a smaller committee size with a

slightly worse benchmark performance. The trade-off between the committee sizes and

the benchmark performances can be seen in the graphs. Analysing the results in the

graphs and the tables, we find that the results of the selective ensembles are similar,

independent of whether the states were collected by a full ensemble (M = SlF ) or by

the single agents (M = SlF ). Summarized, for the case of the generalized maze, we

conclude that it is more efficient, for several sizes of the ensembles, to train many agents

than to train less agents.

2.5.4.2 SZ-Tetris

Results The results for the single agents (M = 1) and the committees (M > 1) are in

table 2.9. With the initialized weights, the single agent and the committees started with

a score of ∼0. 100 agents with randomly initialized weights were trained for each RL

method (TD(λ) and TDC). The committees, including the selective ensembles, had up

to M or M̃ out of 100 agents. The committees were formed by randomly selecting M out

of these agents, using 50 runs. The selective neural network ensembles Algorithm 3 were

applied on M = 50 agents, that were randomly drawn without replacement from the

100 agents, over 50 runs (see section 2.5.4). For the selective neural network ensembles,

∼40 000 state-action pairs were collected with εcol = 0.3, i.e. about 30 % of the observed

state-action pairs were collected, and with nA = 4, i.e. only the best 4 actions were

evaluated for each state. The selective ensembles with M = Sl.F collected the states with

the full ensembles and the selective ensembles with M = Sl.S independently collected

the states with the single agents. In the table, the training iterations are the number of

iterations in the training phase of a single agent. In most of the cases, the differences

between the results of the selective ensembles and the large ensembles with M = 50

agents were statistically significant, i.e. the p-values of an unpaired Welch’s t-test were

below 0.05. The significant differences are emphasized in the table. Likewise, the results

of the selective ensembles that are not emphasized were not statistically different from

the results of the full ensembles. Comparing the results of the selective ensembles with

65



2 Reinforcement learning

Table 2.9: Empirical results with SZ-Tetris. Benchmark results (number of cleared lines), measured after
0.5× 106 to 5× 106 training iterations with the single agents, are in the forth to seventh column.
The RL method is in the first column. M is the committee size (second column), where M = Sl.
refers to the selective ensembles with the committee sizes M̃ (see row below results). States were
collected with a full ensemble (Sl.F ) or with the single agents (Sl.S). The benchmark policy (A =
Average and V = Majority Voting) is in the third column.

RL M Π score 0.5M score 1M score 3M score 5M
TD(λ) 30 A 135.9± 7.2 150.2± 7.1 146.2± 4.4 149.6± 5.5
TD(λ) 50 A 139.1± 7.0 151.2± 5.5 145.1± 3.2 149.7± 3.5
TD(λ) Sl.F A 142.1 ± 6.6 154.1 ± 7.1 153.0 ± 6.6 152.4 ± 6.2

(M̃ = 25) (M̃ = 40) (M̃ = 15) (M̃ = 5)
TD(λ) Sl.S A 143.4 ± 7.4 152.7 ± 6.3 152.7 ± 6.0 152.4 ± 6.8

(M̃ = 20) (M̃ = 40) (M̃ = 10) (M̃ = 5)
TD(λ) 30 V 130.8± 7.0 141.2± 6.2 144.1± 4.7 148.3± 5.0
TD(λ) 50 V 132.5± 5.9 142.5± 6.5 144.4± 4.4 150.8± 4.0
TD(λ) Sl.F V 137.9 ± 7.3 145.6 ± 7.0 152.3 ± 6.2 152.4± 5.2

(M̃ = 25) (M̃ = 35) (M̃ = 25) (M̃ = 25)
TD(λ) Sl.S V 137.2 ± 7.2 145.6 ± 6.7 152.1 ± 7.9 151.1± 5.5

(M̃ = 25) (M̃ = 30) (M̃ = 15) (M̃ = 20)
TDC 30 A 121.6± 5.3 134.0± 8.9 140.5± 4.9 148.0± 4.5
TDC 50 A 123.4± 5.2 131.9± 7.1 143.5± 4.2 147.6± 4.0
TDC Sl.F A 135.9 ± 5.7 141.6 ± 5.7 150.3 ± 7.1 154.0 ± 4.3

(M̃ = 20) (M̃ = 15) (M̃ = 10) (M̃ = 30)
TDC Sl.S A 135.4 ± 6.7 141.1 ± 6.6 150.8 ± 7.0 153.8 ± 4.6

(M̃ = 10) (M̃ = 10) (M̃ = 10) (M̃ = 25)
TDC 30 V 120.3± 6.3 132.9± 9.2 138.0± 4.7 144.8± 5.4
TDC 50 V 121.9± 7.0 129.6± 6.2 140.2± 4.3 144.3± 3.7
TDC Sl.F V 132.4 ± 5.8 138.5 ± 6.6 146.6 ± 5.5 150.4 ± 3.8

(M̃ = 20) (M̃ = 25) (M̃ = 15) (M̃ = 30)
TDC Sl.S V 132.1 ± 7.0 138.7 ± 6.5 146.6 ± 6.6 151.4 ± 5.1

(M̃ = 20) (M̃ = 30) (M̃ = 10) (M̃ = 30)

the state collection with the full ensembles (M = Sl.F ) and the non-selective ensembles,

the percentage increases are:

• 1.8–5.4 with a mean of 2.83 for TD(λ)/A, 1.1–5.5 with a mean of 3.2 for TD(λ)/V

• 4.3–10.1 with a mean of 6.64 for TDC/A, 4.2–8.6 with a mean of 6.07 for TDC/V

where ’V’ refers to Majority Voting and ’A’ refers to Average. Likewise, comparing

the results of the selective ensembles with the state collection with the single agents

(M = Sl.S) and the non-selective ensembles, the percentage increases are:

• 1–5.2 with a mean of 2.78 for TD(λ)/A, 0.2–5.3 with a mean of 2.81 for TD(λ)/V

• 4.2–9.7 with a mean of 6.5 for TDC/A, 4.6–8.4 with a mean of 6.22 for TDC/V
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Figure 2.13: Empirical results with SZ-Tetris, sel. ensembles.

In Fig. 2.13, the selective ensembles are compared with the full ensembles for different

committee sizes. Note that the parameter θerr of the selective neural network ensembles

algorithm, see Eq. (2.35) in section 2.4.3), were tuned for each RL method and for

each of the investigated training iterations. The actual used parameter values of the

parameter θerr are listed in a table in the appendix, see chapter C.

Discussing the results The selective ensembles, with final committee sizes in the range

of 5 to 40 agents, outperformed the full ensembles with M = 50 agents with a minor

exception, see table 2.9 (results are not emphasized). The best-performing selective

ensemble had 30 agents, each trained with the TDC method, used the Joint Average

policy for the joint decisions in the simulations and collected the states with the full

ensembles (M = SlF ). It had a score of 154. Likewise, the selective ensemble with
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25 agents, with the same policy, but with the states collected by the single agents

(M = SlS), reached a similar score of 153.8. In contrast, a committee with 50 agents,

with the same joint decisions, reached a score of 147.6. Further, the graphs (see Fig.

2.13) show that the selective ensembles have higher scores than the full ensembles for

various committee sizes. It is worth noting that in case of a selective committee size of

M̃ = 50, the results are identical to the full ensembles. The reason is that we compare

the selective ensembles to the full ensembles with 50 agents. In table 2.9, we only report

the best results. However, depending on the application, it may be appropriate to choose

a smaller committee size with a slightly worse benchmark performance. Thus, the graph

shows a trade-off between committee sizes and benchmark performances. Analysing the

results in the graphs and the table, we find that the results of the selective ensembles are

similar, independent of whether the states were collected by a full ensemble or by the

single agents. For the applications with SZ-Tetris, we conclude that it is more efficient,

for several sizes of the ensembles, to train many agents than to train less agents.

2.6 Summary

We introduced the model-free RL methods for learning an optimal policy by trial-and-

error interaction in a blackbox-like environment. With an optimal policy, an agent

receives the highest rewards. Instead of using value tables for the state or state-action

values, we considered parameterized value functions, i.e. a function approximation of the

values for reducing the curse of dimensionality effect. Specifically, we exploited artificial

neural networks for approaching large state space environments. In this work, we investi-

gated ensemble methods in reinforcement learning for maximizing the received rewards.

Although ensemble methods have been successfully applied to supervised learning, little

has been done in the context of reinforcement learning. We analytically showed that it

can be more efficient to train an ensemble than a single agent. The empirical results

with two large state environments with the proposed method, the neural network ensem-

bles in reinforcement learning, confirmed these findings. Furthermore, we investigated

the selective ensembles in reinforcement learning for selecting informative subsets out

of the full ensembles. The proposed method, the selective neural network ensembles in

reinforcement learning, selects the members by minimizing a Bellman-like error for the

collected states. In the empirical results with two large state-environments, we showed

that the advantage of a full ensemble can be taken, i.e. the training of a full ensemble

and selecting a subset out of it can be more efficient, for several committee sizes, than

to train only a large ensemble or a single agent.
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3.1 Introduction to kernel clustering

Given N data points X =
{
x1, x2, . . . , xN

}
, the number of clusters K ≥ 2 and a kernel

function κ(·, ·), the aim of a partitioning kernel-based clustering method is to partition

the samples into K clusters C =
{
C1, C2, . . . , CK

}
in feature space. Similar data points

shall be in the same cluster and dissimilar data points shall be in different clusters. The

resulting cluster sets must not be empty, i.e. Ck 6= ∅, ∀k and every data point must be

in at least one set, i.e. X =
⋃K
k=1Ck. In this work, we use the terms (data) points,

samples and (data) instances interchangeably, but with the same meaning. A sample

can either be fully assigned to one of the clusters (hard assignments) or partly assigned

to multiple clusters (soft assignments), e.g. by soft or fuzzy memberships. In case of

hard assignments it is Ck ∩ Cl = ∅,∀k, ∀l, k 6= l.

If the kernel clustering method is prototype-based, then each cluster Ck has a proto-

type ck. In the following sections, when we speak about kernel clustering methods, then

we actually refer to the kernel-based clustering methods with prototypes. We consider a

pseudo-centre, i.e. a weighted linear combination of the assigned points as a prototype:

φ(ck) =

∑N
j=1 αk(j)fk(j)φ(xj)∑N

j=1 αk(j)fk(j)
(3.1)

where fk(j) ≥ 0 is a hard or bounded soft assignment of sample j to cluster k, φ is a

(theoretical) mapping function φ : X → F, xj ∈ X, F is a feature space, and αk(j) ≥ 0

is the weight of sample j to cluster k. Often the input space X is an n-dimensional real

vector space, i.e. X = Rn. If φ is the identify function, i.e. φ(xj) = xj , then the feature

space F is identical to the input space X and, hence, the samples and the prototypes

are in input space. If the prototypes and the samples are in input space, then the data

points in the clusters can be replaced by their prototypes. Thus, the prototype-based

clustering methods acting in input space can be used for data reduction.

Further, if the samples equally contribute to the pseudo-centre, i.e. αk(j) = 1, ∀k,∀j,
then the prototypes are calculated as it is done in K-means (KM) (MacQueen, 1967) or

kernel K-means (KKM) (Schölkopf et al., 1998). Another case is to have the same sample

69



3 Clustering

weights to each cluster, i.e. αk(j) = αl(j), ∀j,∀k,∀l, l 6= k. In this case, the prototypes

are calculated as it is done in weighted K-means (W-KM) or weighted kernel K-means

(W-KKM) (Dhillon et al., 2004). With a mapping function φ other than the identity

mapping, the points need to be kept for calculating the distances between a sample

and the pseudo-centres. Using Eq. (3.1), the squared Euclidean distance between a

pseudo-centre φ(ck) and a data point φ(xi) in feature space is:

d
(
φ(ck), φ(xi)

)
=
∥∥∥φ(xi)− φ(ck)

∥∥∥2
(3.2)

= κ(xi, xi)−
2
∑N

j=1 αk(j)fk(j)κ(xi, xj)∑N
j=1 αk(j)fk(j)

+

∑N
j=1

∑N
h=1 αk(j)αk(h)fk(j)fk(h)κ(xj , xh)[∑N

j=1 αk(j)fk(j)
]2

where the kernel function κ(xi, xj) explains the similarity between the two points xi and

xj . Any kernel matrix Φ, constructed by the kernel κ, must be symmetric and semi-

positive definite, where Φij = κ(xi, xj). Note the relation between the kernel function κ

and the mapping function φ. In Eq. (3.2), κ implicitly defines φ. From this it follows

that the mapping function φ is not needed for the distance calculation. This is also

known as the kernel trick (Shawe-Taylor and Cristianini, 2004). Actually, any positive-

definite matrix can serve as a kernel matrix, without explicitly knowing the mapping

function φ. More about kernel functions can be found in the following section 3.2.

3.1.1 Assignment functions

In kernel-based clustering methods, two basic steps are done repeatedly. First, the

distances d between the points and the prototypes are calculated. Second, the sample-

to-cluster assignments f are updated, based on the distances. Both steps are repeated

until the absolute maximum difference between the previous and the current assignments

gets below a certain threshold ε. With the two steps, the following objective function is

minimized:

E(c, f, α) =

K∑
k=1

N∑
i=1

fk(i) · d
(
φ(ck), φ(xi)

)
(3.3)
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where the assignments f depend on the chosen kernel clustering method. For KKM, the

assignments are calculated with:

fk(i) =

1, if d(φ(ck), φ(xi)) < d(φ(cm), φ(xi)), ∀m,m 6= k

0, else
(3.4)

and for relational neural gas (RNG) (Cottrell et al., 2006; Hammer and Hasenfuss, 2007),

or kernel batch neural gas, the assignment update step is:

fk(i) = exp

(
−rank(φ(ck), φ(xi))

λ

)
(3.5)

where λ is the neighbourhood size and rank(φ(ck), φ(xi)) = |{φ(cl) | d(φ(cl), φ(xi)) <

d(φ(ck), φ(xi)), l = 1, . . . ,K, l 6= k}| ∈ {0, . . . ,K − 1}. The assignments for kernel fuzzy

C-means (KFCM) (D.-Q. Zhang and Chen, 2003) are:

fk(i) =
( K∑
l=1

[d(φ(ck), φ(xi))

d(φ(cl), φ(xi))

] 2
m−1

)−1
(3.6)

where m is the fuzzifier. If m → 1, then KFCM behaves exactly like KKMEANS.

RNG is alike KKMEANS with λ → 0. The output of such a kernel based clustering

method are then the assignments f that determine the hard (kernel K-means, relational

neural gas) or soft (kernel fuzzy C-means) assignments of the N given samples to the

K pseudo-centres. Further, with the resulting assignments f , the weights α and the

samples xj ∈ X used in the clustering algorithm, the distance of a new sample xi * X

can be calculated by using Eq. (3.2). In the following, we show that the two basic steps

are related to the steps in the EM algorithm.

Lemma 1. With the assignments f kept fixed, updating the cluster centres c by Eq.

(3.1) lowers the error in Eq. (3.3), until a minimum has been reached.

Proof of Lemma 1.

0 =
∂E(φ(ck))

∂φ(ck)

=
∑
i

fk(i)αk(i)
(
φ(c2

k)− 2φ(xi)φ(ck) + φ(ck)
2
) ∂

∂φ(ck)

= 2
∑
i

fk(i)αk(i)
(
φ(ck)− φ(xi)

)
(3.7)
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Eq. (3.7) is equivalent to the negative of Eq. (3.1). Thus, the cluster centre update

function, Eq. (3.1), is a gradient descent on the error function.

Lemma 2. A local minimum of the error function in Eq. (3.3) is also a global minimum,

iff the used distance d(·, ·) in (3.3) is the distance from Eq. (3.2).

Proof of Lemma 2. Eq. (3.2) is a squared Lp norm with p = 2. Due to Minkowski’s

inequality we have ‖x − y‖p ≤ ‖x‖p + ‖y‖p < 2, x 6= y, 1 < p < ∞. Therefore, the

Lp norm with 1 < p < ∞ is strictly convex. From this it follows that Eq. (3.3) with

the distance from Eq. (3.2), with p = 2, is strictly convex. A local minimum of a

convex function is also a global minimum. A strictly convex function has a unique

global minimum.

Theorem 2. By iteratively doing the assignment step (A-step) with Eq. (3.4) (KKM),

Eq. (3.5) (RNG) or Eq. (3.6) (KFCM) and the update step (U-step) with Eq. (3.2), the

error in Eq. (3.3) monotonically decreases, until a local minimum has been reached.

Proof of Theorem 2. In the U-step, the current cluster centres c are updated with the

assignments f kept fixed. The A-step updates the current error in Eq. (3.3) by updating

the assignments f with the cluster centres c kept fixed. The following two conditions

are necessary for the U-step to be a maximization step (M-step) in an EM algorithm: 1.

the U-step must decrease the error and 2. the U-step must aim for a global minimum. If

the first condition is fulfilled and the second condition is not fulfilled, then sequences of

paired U and A-steps may alternate between different local minima. The proof follows

directly from Lemma 1 (first condition) and Lemma 2 (second condition). From this it

follows that the U-step is equivalent to the M-step in the EM algorithm.

3.1.2 Clustering algorithm

The KC algorithm with sample weights is in Algorithm 4. It is used for partitioning

clustering in feature space. The sample weights w > 0 are prior information. A prototype

is more attracted to a sample xi with a sample weight wi than to a sample xj with a

sample weight wj << wi, j 6= i. Thus, the sample weights influence the positions of the

pseudo-centres. The KC algorithm is an EM-style algorithm with the expectation step

(E-step) being the calculation of the sample-to-cluster assignments f with the distances

d and the maximization step (M-step) being the calculation of the distances d using f .

EM-style algorithms are known to converge monotonically to a local minimum. More

about the relation of K-means and the EM algorithm can be found in (Bottou and

Bengio, 1995). Note that the M-step, as used here, does a minimization of a term.
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Algorithm 4 Weighted Kernel Clustering (KC)

Input: kernel matrix Φ created by kernel function κ and N samples, initial assignments f ,
sample weights w, number of clusters K, sample-to-cluster assignment threshold ε, kernel
based clustering method, parameters for chosen kernel based clustering method (e.g. fuzzifier)

Output: prototypes φ(c); final sample-to-cluster assignments f
1: Calculate sample-to-cluster weights α from sample weights w: αk(i) = wi,∀k, ∀i
2: repeat
3: fold ← f
4: Calculate distances d between samples and pseudo-centres in feature space, using kernel

matrix Φ, sample-to-cluster assignments f and sample-to-cluster weights α, see Eq. (3.2)
5: Calculate assignments f with distances d from last step, see Eq. (3.4) for KKM, Eq. (3.5)

for RNG or Eq. (3.6) for KFCM
6: until max(abs(f − fold)) < ε

One clustering operation has a time complexity of O(N2) in terms of N , where N is

the number of samples. Thus, it has a computationally quadratic time complexity in

terms of the number of data points. The reason for this complexity is due to Eq. (3.2)

with the double sum with each N summations. With the assignments in Eq. (3.4), KC

is equivalent to W-KKM. Furthermore, W-KKM is identical to W-KM if the used kernel

is the linear kernel, i.e. κ(xi, xj) = 〈xi, xj〉. In this case, the mapping function gets

the identity mapping and the prototypes in input space can be calculated directly with

Eq. (3.1). Furthermore, Eq. (3.2) can then be simplified by calculating the distances

in input space and, hence, no longer utilizing the double sum. From this it follows that

the time complexity of one clustering operation of the non-kernel counterparts is O(N).

Note that this simplification, under the restriction that the kernel is the linear kernel, is

not done in the KC algorithm. The KC algorithm, as defined in Algorithm 4, has a time

complexity of O(N2), including the case with the linear kernel. Commonly, (Kernel)

K-means converges after a few iterations and, thus, the resulting clusterings are highly

dependent on the initialized assignments. In contrast, RNG and KFCM are less sensitive

to initializations than KKM, as both methods update the prototypes by all samples and

not only by the greedy winner samples. The trade-off with RNG and KFCM is that

both methods typically need more iterations than KKM to converge.

The introduced weighted kernel clustering (KC) framework is flexible in terms of the

chosen kernel clustering method (KKM, RNG or KFCM) and the chosen kernel func-

tion. However, the kernel methods have the computationally quadratic time complexity

in common. This will limit the method in the number of clustered samples. Specifi-

cally, clustering large data sets is impossible. Within the thesis, we propose a clustering

method, related to the KC method, that approximates the pseudo-centres and is appli-

cable to large data sets.
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Figure 3.1: Mapping from two-dimensional real-valued space (left) to three-dimensional
real-valued space (right) with a toy data set and with the mapping function
from Eq. (3.8).

3.2 Kernel functions

In the last section, we introduced the kernel clustering methods for clustering the data

in feature space. In this section, we show a selection of kernel functions that are used in

the kernel clustering methods. Further, we motivate the idea that clustering in feature

space can be better than clustering in input space, in terms of the cluster results.

Assume we have a toy data set as in Fig. 3.1a. The distance between the points

are calculated by the squared Euclidean distance, i.e. d(x, y) =
∑D

e=1(xe − ye)2, where,

in our example, x, y ∈ R2 and dimension D = 2. This is the distance measure that

many clustering methods, including K-means, uses. The aim is to divide the two circles

into two clusters, where each circle-type (inner, outer) must be fully in one cluster.

Unfortunately, this can not be done in the input space of our example, due to the

spherically-shaped clusters, induced by the Euclidean distance. If we would manually

assign the data points of the inner circle to one cluster and the data points of the outer

circle to the other cluster, then we would end up with two pseudo-centres that are

very close to each other. Now suppose we are using the following mapping function to

transform the data points from the input space R2 to the feature space R3:

φ̃(x) = (x2
1,
√

2x1x2, x
2
2) (3.8)
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In our example with the toy data set, applying the mapping function φ̃(x) to the data

points in Fig. 3.1a results in Fig. 3.1b. Finally, we can divide the two circles into two

clusters via a two-dimensional hyperplane. In Cover’s theorem on the separability of

patterns (Cover, 1965), it is stated that the probability of linear separability is higher in

high-dimensional spaces than in low-dimensional spaces. Thus, a mapping function that

maps from a low-dimensional space to a high-dimensional space increases the probability

of linear separability. In many cases, linear-separable data is well-suited for clustering.

To decide about the separability of the data, external information, like the class labels,

is needed. Without the class labels we neither know how many classes exist, nor which

data point belongs to which class label. Suppose we apply a clustering method to the

data points in the two-dimensional space (Fig. 3.1a) and to the data points in the

three-dimensional space (Fig. 3.1b). Comparing the resulting clusterings with 1. data

in two-dimensional space and 2. data in three-dimensional space, 1. may be better in

terms of internal cluster validation and 2. may be better in terms of external cluster

validation. The reason is that most external cluster validation techniques take the class

labels into account. More about cluster criteria can be found in the following section

3.3.

In the following, we introduce the principle of kernels and show the relation between

the mapping functions and the kernel functions. The definition of a kernel function is:

Definition 1. Let X = {x1, x2, . . . , xn} be a set. A function κ : X ×X → R is called a

kernel function iff:

1. symmetric: κ(xi, xj) = κ(xj , xi), x ∈ X

2. positive semi-definite:
∑

i,j cicjκ(xi, xj) ≥ 0, x ∈ X, c ∈ Rn. Alternative: Eigen-

values of matrix Kij = κ(xi, xj) have to be ≥ 0, ∀i, j ∈ {1, 2, . . . , n}.

¿From the definition it follows that any function that produces a positive (semi-)

definite matrix can be a kernel. The polynomial kernel is:

κ(xi, xj)
P =

(
〈xi, xj〉+ c

)e
(3.9)

where offset c ≥ 0, degree e ∈ N+. In the case of e = 1, it is also called the linear kernel.

The quadratic kernel is the polynomial kernel with e = 2. Now we show a relation
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between the mapping in Eq. (3.8) and the quadratic kernel:

κ(x, y) =
〈

˜φ(x), ˜φ(y)
〉

= x2
1y

2
1 − 2x1y1x2y2 + x2

2y
2
2

= κ(x, y)Pwith e = 2

Above equation shows that the inner product of two mapped data points, using the

mapping function in Eq. (3.8), is equivalent to the quadratic kernel. From this it

follows that the KC algorithm clusters the data in a three-dimensional feature space if

it uses the quadratic kernel. If the linear kernel is used, then the mapping φ(x) gets

the identity mapping and the kernel methods gets equivalent to their non-kernel method

counterparts, e.g. kernel K-means gets equivalent to K-means. The Gaussian kernel is:

κ(xi, xj)
G = exp

(
− d(xi, xj)

2σ2

)
(3.10)

where σ > 0 and d(xi, xj) is the squared Euclidean distance between data points xi

and xj in input space. If σ → ∞, then the Gaussian kernel behaves similarly as the

linear kernel. On the contrary, if σ → 0, then the kernel function returns one in case of

zero distance between two samples, else it returns zero. With parameter values between

those two extremes, the Gaussian kernel calculates non-linear similarities between the

data points. In contrast to the polynomial kernel, the Gaussian kernel is bounded in the

interval [0, 1]. The Gaussian kernel with σ = 1.0 can be rewritten as follows:

exp
(
− 1

2
‖x− y‖22

)
= exp

(
− 1

2
‖x‖22

)
· exp

(
− 1

2
‖y‖22

)
· exp

(
− 1

2
‖
∑
i

xiyi‖22
)

=
∞∑
j=0

〈
j

√
exp(−1

2‖x‖
2
2)

j!
x,

j

√
exp(−1

2‖y‖
2
2)

j!
y
〉j

by using the Taylor series. From this it follows that the mapping, resulting by the

Gaussian kernel, maps from input space to some infinity-dimensional feature space. If

an unbounded kernel is used, like the polynomial kernel introduced above, then it may

be desirable to normalize it as follows (Graf and Borer, 2001):

κ̂(x, y) =
κ(x, y)√

κ(x, x)κ(y, y)
(3.11)

with the normalized kernel it holds that κ̂(x, x) = 1,∀x. The normalized kernel normal-
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izes the data in the feature space. Hence, for a linear kernel, a normalization in the input

space is equivalent to a normalization in the feature space. A Gaussian kernel is already

normalized. The reason is that κ(x, x)G = 1, ∀x for any parameter σ > 0 and, thus,

the denominator in Eq. (3.11) gets one. From this it follows that κ̂(x, y) = κ(x, y)G in

case of the Gaussian kernel. More kernel functions can be found in Shawe-Taylor and

Cristianini (2004).

With a few exceptions, mostly toy data sets, it is unknown which kernel with which

kernel parameters is best for clustering a given data set. Therefore, the kernel functions

with a given data set and clustering method must be carefully evaluated. Fortunately,

a kernel clustering method often results in better clusterings if a kernel, other than the

linear kernel, is used, see the discussion about the Cover’s theorem above. Further,

we empirically confirm this statement by evaluating five real-world data sets in the

experiment section 3.6.

3.3 Cluster validation

After running a clustering method on a given data set, an important question emerges:

How well do the resulting clusters fit the data? In this section we discuss the basics of

the cluster validation techniques and show a selection of quality criteria that are appli-

cable and relevant for kernel clustering methods. The cluster validity measures can be

mainly classified into three types: internal, external and relative. For an internal cluster

validation, only information that can be derived from the input data and the clusters is

exploited. Typically, this information include distance measures in the clustered space.

An external cluster validation additionally employs information from an external expert.

Such an information could be the class labels of the data. In relative cluster validation,

the aim is either to compare the parameters of a clustering method on a data set, or to

compare different clustering methods. By definition, the relative cluster techniques may

overlap with the internal and the external, but the internal and external measures are

distinct.

3.3.1 Internal cluster validation

In internal cluster validation, two criteria are frequently used: cohesion and separation

of the clusters. The cohesion of a cluster can be measured as follows:

cohesion∗(CVk ) =
1

|CVk |
∑
x∈CVk

d(x,CVk ) (3.12)
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where CVk is a set of samples, from set V , that are hard assigned to cluster k and d(x,CVk )

is a distance between the data point x and the cluster CVk . Commonly, the data are split

into a training set and a validation set. In this case, the clustering methods are applied

to the training set and the cluster quality is determined with the validation set. In the

notation above, V is the validation set. In Eq. (3.12), the distance d is calculated by Eq.

(3.2) in case of the KC method. The cohesion of a cluster is a measure of compactness.

The more compact the clusters are, the better they are. In contrast, the separation

between two clusters is:

separation∗(CVk , C
V
l ) =

1

|CVk |+ |CVl |

[ ∑
x∈CVk

d(x,CVl ) +
∑
y∈CVl

d(y, CVk )
]

(3.13)

Contrary to the cohesion, a larger separation between the clusters are desired. The

separation measure above were originally used for estimating the separation for the

Generalized Dunn index (Bezdek and Pal, 1998). There are various definitions for a

cohesion and separation measure, where most of them include the distances between

the data points. More of them can be found in a recent study about cluster validation

techniques (Arbelaitz et al., 2013). Out of all possibilities, we chose the two introduced

definitions mainly because of two reasons. First, both are applicable to kernel clustering

methods. Second, both are applicable for large data sets. If any of the two measures

would need the distances between the data points, then we would need to calculate N2

distances, where N is the number of samples. For Eq. (3.12) and Eq. (3.13), K · N
distances are needed, where K is the number of clusters. By definition, K is smaller,

often much smaller, than the number of samples, i.e. K << N . Thus, both measures

are computationally less expensive than measures with sample-to-sample distances.

Summarized, a clustering method that partitions the data into compact clusters, that

are well separated, performs well in terms of an internal cluster validity measure. Let

us introduce a cluster validation index, namely the sum of squared errors (SSE):

SSE(C) =
K∑
k=1

∑
x∈CVk

d(x,CVk ) (3.14)

where C = {CV1 , . . . , CVK}. Analysing Eq. (3.14), it is apparent that it is the sum of

cohesions, but without the normalization factor 1
|CVk |

, see Eq. (3.12). Further, Eq. (3.14)

is equivalent to the error function in Eq. (3.3) in section 3.1 if the assignments f in Eq.

(3.3) are the hard assignments, see Eq. (3.4) and the training set is identical with the

validation set. From this it follows that (Kernel) K-means and, thus, the KC method
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with the hard assignments, directly minimizes Eq. (3.12) and Eq. (3.14) by minimizing

Eq. (3.14). The proof that the KC method minimizes Eq. (3.14) is in Theorem 2. If the

assignments f in Eq. (3.14) are soft as in RNG, see Eq. (3.5), or in KFCM, see Eq. (3.6),

then there is no direct connection between the SSE and the error the methods minimize.

On the other hand, the SSE is not directly taking the separation of the clusters into

account. The Davies-Bouldin index (Davies and Bouldin, 1979) (DBI) is:

DBI∗(C) =
1

K

K∑
k=1

max
l,l 6=k

SkSl
Mkl

(3.15)

where Sk = cohesion∗(CVk ) and Mkl = separation∗(CVk , C
V
l ). In its original published

form, Mkl is the Euclidean distance between the centre of cluster k and the centre of

cluster l. As this is no information we readily have, we instead use the measure of

separation from Eq. (3.13). Comparing the DBI to the SSE, the DBI both incorporates

cohesion and separation of the clusters. It is an average over the clusters k, where for

each cluster k the cluster l that is non-compact and has a large distance to cluster k is

taken. Therefore, the DBI is a worst-case measurement. If the DBI gets close to zero,

then the clusters are tight and well separated. Further, it can be used to determine the

number of clusters K in a clustering method. The reason is that the DBI normalizes

over K. This is not the case in the SSE. Typically, with each additional cluster, the

SSE gets lower. In the theoretical case where K = N , the SSE is zero. Note that in the

practical cases, K << N . Hence, the DBI is also a relative index in terms of the number

of clusters K while the SSE is not. However, the SSE is a relative index in terms of the

clustering methods, i.e. for a fixed number of clusters K, the SSE values of different

clustering methods can be compared. None of the introduced internal cluster indices can

be used for comparing the kernel functions with a given clustering method and a given

data set. The cause is that the distances used in the measures are the distances in the

clustered space and, thus, the feature space. As we know from section 3.2, the feature

space is indirectly defined by the used kernel function. Thus, for comparing the results

with different kernel functions we need another class of validation indices.

3.3.2 External cluster validation

Given are N data points X = {x1, x2, . . . , xN} and two sets Y, Z, where Y ∈ {Ỹ1, . . . , ỸO}
and Z ∈ {Z̃1, . . . , Z̃P }. The elements of the sets Ỹi and Z̃j are the samples from X. Thus,

Y,Z is a set of sets. Both sets must not be empty, i.e. Ỹi 6= ∅, ∀i and Z̃j 6= ∅,∀j and

each set must have at least one data point, i.e .|Ỹi| ≥ 1, ∀i and |Z̃j | ≥ 1,∀j. An entry of
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the contingency matrix A ∈ RO×P is defined as follows:

AỸi,Z̃j =
∣∣∣Ỹi ∩ Z̃j∣∣∣ (3.16)

Thus, AỸi,Z̃i counts the number of elements that are both in set Ỹi and Z̃i. For fur-

ther references in this section, we define ai =
∑P

j=1AỸi,Z̃j , bi =
∑O

i=1AỸi,Z̃j and

N =
∑O

i=1

∑P
j=1AỸi,Z̃j . With the notations from above, the normalized mutual in-

formation (Strehl and Ghosh, 2003) (NMI) is as follows:

NMI(Y,Z) =
I(Y,Z)√
H(Y )H(Z)

(3.17)

where I(Y, Z) is the mutual information between Y and Z:

I(Y,Z) =

O∑
i=1

O∑
j=1

AỸi,Z̃j log
(NAỸi,Z̃j

aibj

)
(3.18)

H(Y ) is the entropy of Y :

H(Y ) =

O∑
i=1

ailog(
ai
N

) (3.19)

and H(Z) is the entropy of Z:

H(Z) =
P∑
j=1

bjlog(
bj
N

) (3.20)

The NMI is a number in the interval [0, 1]. Suppose that each of the data points xi

has a class label li ∈ {1, . . . ,H}, where H is the number of class labels. The set of

class labels is L = {L1, . . . , LH}, where xi ∈ Lj if Lj is the set for the data points with

labels li,∀i,∀j. With NMI(C,L), where C = {CV1 , . . . , CVK} is the set of clusters, the

NMI is a measure of how well the clusters fit the class labels. Thus, it is an external

validation index. The higher the value of the NMI, the better the clustering in terms of

the class labels. In the theoretical case with K = N , i.e. each sample is in one cluster,

the mutual information I(X,Y ) gets the maximum value. Fortunately, in the NMI, the

mutual information is normalized by the entropies, where H(C) tend to increase with

each additional cluster. From this it follows that the NMI is a relative index in terms

of the number of clusters K, i.e. it can be used to determine the number of clusters K.
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Another external index is the Adjusted Rand index (Hubert and Arabie, 1985) (ARI):

ARI(Y,Z) =

∑O
i=1

∑P
j=1

(AỸi,Z̃j
2

)
−
[∑O

i=1

(
ai
2

)∑P
j=1

(
bi
2

)]
/
(
N
2

)
1
2

[∑O
i=1

(
ai
2

)∑P
j=1

(
bi
2

)]
−
[∑O

i=1

(
ai
2

)∑P
j=1

(
bi
2

)]
/
(
N
2

) (3.21)

ARI(C,L) evaluates the proportion of agreements between the clusters and the class

labels. The ARI is based on the Rand index, corrected by its expected value. It typically

ranges between zero and one, but it is negative if the Rand index is less than the expected

index. Alike the NMI, the higher the ARI value, the better the clustering in relation

to the class labels. Due to the correction, the ARI can be used to evaluate the number

of clusters K. Both the NMI and the ARI have in common that they can be used for

comparing the kernel functions, given a data set, a clustering method and the number

of samples K. The reason is that both indices rely on the contingency matrix A and the

unity of the elements of A, the counts, are universal in any feature space, see Eq. (3.16).

3.3.3 Cross-validation

In the previous sections, the cluster validation techniques were applied to the data in

a validation set. In this section, we motivate the idea to have distinct training and

validation sets. Assume we apply a clustering method on a training set that is identical

to the validation set. In this case, the validation measures are optimistically biased

towards the training set. On the other hand, if we split the data into a training and

into a validation set, then we have an unbiased estimation on whether our model fits to

newly observed data.

Let us randomly partition the data into k subsamples or folds of the same size. In the

k-fold cross-validation method, k subsamples are in the training set and one subsample

is in the validation set per run. The process is repeated until each fold has been used

exactly once in the training set. The estimated value is then the average over the k

values. If k = 2, then each fold is used exactly once as training set and as validation

set. Typically, the whole cross-validation process is repeated several times, each time

with new folds, and the final resulting value is the average over the values. More about

cross-validation can be found in Bishop (2006).
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Figure 3.2: Re-clustering with N = 60 data points xi ∈ R2. First, 30 data points are
clustered (Fig. 3.2a). Second, the rest of the samples along with weighted
prototypes from last clustering are clustered (Fig. 3.2b). In Fig. 3.2b, both
the pseudo-centres from last and current clustering are visible.

3.4 Unsupervised clustering of large data sets

Large data sets with several thousands of data points might impose a problem for clus-

tering algorithms with a time complexity other than linear or constant. Note that the

KC method has a squared time complexity, see section 3.1. Given a large data set with

N data points, the chosen clustering method may not be able within a fixed time-limit to

cluster the whole data. Another restriction may be the required computational memory

for a clustering operation. A basic approach to tackle this problem is to cluster M < N

instances, randomly drawn out of the N samples without replacement. Here, M is the

number of samples that the chosen clustering method can cluster within the limits. In

this approach, however, the quality of the resulting clusterings highly depend on the

quality of the selected data.

Another approach is to cluster and re-cluster data chunks. In this section, we will first

explain the basic idea. The details of this approach, applied to the KC methods, are

described in section 3.4.2. Initially, M randomly drawn instances are clustered. Note

that the initial step is equivalent to the basic sampling method described above. Then,

the next data chunk with M samples is clustered along with the weighted centres from

the last clustering. This step is repeated until all data chunks have been processed. For

a graphical explanation, see Fig. 3.2. Basically, the prototypes from the last clustering
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are treated as new samples with higher weights than the sample weights of the instances

in the current chunk. Summarized, the current resulting prototypes are both influenced

by the current data chunk and the last prototypes. Thus, the final clustering results are

influenced by the whole data.

3.4.1 Related work

The research question of how to cluster large data sets efficiently goes back for decades

and is an ongoing research. Before advancing to the details of the approach in the thesis,

we first review the related works and point out the differences to this work. One of the

first proposed methods for clustering large data sets is CLARANS (Ng and Han, 1994).

It combines Partitioning Around Medoids (PAM) (Kaufman and Rousseeuw, 1987) with

a randomized search. PAM is a k-medoid clustering algorithm. Comparing k-medoid

to K-means, k-medoid uses data points, called medoids, as cluster centres. Further, in

k-medoid, the distance measure can be chosen freely. Thus, the k-medoid may be less

sensitive to noise in the data by using another distance measure than the Euclidean

distance. On the other hand, the problem of noise can also be tackled by choosing an

appropriate feature space. Hence, kernel K-means may be less sensitive to noise than

K-means. A limitation is that CLARANS can only cluster in input space. Furthermore,

the CLARANS algorithm needs three critical parameters (numlocal, maxneighbor, min-

cost), see Ng and Han (1994). Later on, DBSCAN (Ester et al., 1996) were introduced.

Compared to K-means and CLARANS, the DBSCAN algorithm does not fix the num-

ber of clusters in advance and can detect arbitrarily-shaped clusters. The reason is

that DBSCAN is density-based. On the other hand, DBSCAN shares the limitation of

CLARANS that it can only cluster the data in input space. In DBSCAN, two critical

parameters (ε-neighbourhood and minimum number of points for dense regions MinPts)

need to be tuned, see Ester et al. (1996). Compared to the proposed approach in the

thesis, discussed basically in section 3.4, DBSCAN and CLARANS may pass multiple

times over the data while we do a single pass, with the prototypes of the last data chunk

as a minor exception.

In Bradley et al. (1998), a scalable clustering framework were presented. In this section

we refer to this method by the name ABC, as they have not named it. ABC is related to

the re-clustering approach in the thesis as discussed in section 3.4, but with the following

differences. First, in their model, they assume that not all data points are of equal

importance and some of them can be discarded. We are not making such assumptions.

Second, the data discarding and data compression step in their framework loosely applies

to K-means and similar method, but not to the kernel method counterparts. In the work
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of Guha et al. (2003), the k-median method were extended for stream-wise clustering

of large data sets. They call their method LSEARCH. Both the k-median method

and the k-medoid method, implemented by PAM, try to solve the k-medoid problem.

Comparing the two, the k-median method does this similar to an EM algorithm, while

the PAM algorithm swaps data points until the best solution has been found. The basic

steps in LSEARCH are similar to the ones in ABC and, thus, to the proposed method

with the differences and restrictions discussed above. In their work, they compared

LSEARCH with K-means and stated that K-means is in the average three times faster

than LSEARCH, but LSEARCH is competitive in the solution quality. More recently, the

patch relational neural gas (PRNG) (Hasenfuss et al., 2008) were introduced. Basically,

it is related to LSEARCH and ABC, but with two differences. First, they employ the

relational neural gas (RNG) method. Second, they do not re-cluster new samples with

the weighted centres, but with weighted samples close to the centres instead. In this

work, the RNG method can be utilized by choice, but we use weighted centres like in ABC

and LSEARCH. An advantage in PRNG over ABC and LSEARCH is, that in PRNG the

dissimilarity measure can be chosen freely. Summarized, in this work we utilize three

kernel clustering methods (K-means, relational neural gas and fuzzy C-means), while

CLARANS is restricted to PAM, ABC is restricted to K-means, LSEARCH is restricted

to k-median and PRNG is restricted to RNG. None of the methods discussed so far

employs kernel methods.

In the work of Chitta et al. (2011), the approximate kernel K-means (AKKM) method

were proposed. In AKKM, the cluster centres are approximated using the data points of

a randomly selected small subset of the samples. Further, they apply a gradient-descent

technique to get the vectors in the subspace, spanned by this subset, that has a quadratic

time complexity per operation. A limitation of the method is that it requires to have

access to the whole large data set at once and, hence, is not suitable for data streaming.

The key difference between AKKM and the proposed method is, that we do not need

the whole data set at once, but rather need the last and the current data chunk for

the clustering. Further, the approach in this work of greedily approximating the centres

has an overall sub-quadratic time complexity, see Theorem 4. The streaming kernel

K-means (skKM) method (Havens, 2012) is applicable to streaming large data. From

all the methods discussed so far it is the most similar to the approach in the thesis. As

already noted in the introduction, the method proposed in the thesis was already pre-

published (Faußer and Schwenker, 2012a). Interestingly, both publications, i.e. skKM

and parts of this work were both presented at the same conference and at the same day.

Nevertheless, this work differs from the skKM as follows. First, the skKM method uses
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the gradient-descent approach of AKKM for approximating the centres and has, thus,

a quadratic time complexity per operation. Second, the weights of the approximate

centres grow with each data stream. In this work we have the same sum of weights

for each data chunk, i.e. the weights are not growing. Third, the assignments of the

approximate centres to the current centres are kept fixed. In the approach of the thesis,

we treat all assignments alike, i.e. they are randomly initialized before each clustering.

Compared to the pre-published work, in this work, we focus on minimizing an error with

all the differences between the approximate samples and the pseudo-centres rather than

to minimize the differences independently. Therefore, the updated version of the KPC-A

algorithm allows for different number of samples for the approximate samples and, thus,

can get more accurate approximations.

3.4.2 Re-clustering with kernel methods

Assume we have drawn randomly M indices out of the N sample indices Y = {1, . . . , N}
without replacement. The drawn indices are stored in set Pt, where t = 1 for the first

time. The drawing is repeated until we have C = dNM e of the sets, i.e. {P1, . . . , PC}. If

dNM e 6=
N
M , then Y has less than M remaining sample indices, otherwise Y = ∅. Further,

suppose we have clustered the data points in K cluster with the instances from P1 by

using a (partitioning) kernel based clustering method, as described in section 3.1. The

resulting prototypes φ(ctk) are in feature space and are defined as a linear combination

of the assigned samples:

φ(c1
k) =

∑
j∈P1

fk(j)φ(xj)∑
j∈P1

fk(j)
(3.22)

where fk(j) is the assignment of sample xj to cluster k, see Eq. (3.4) for KKM, Eq.

(3.5) for RNG or Eq. (3.6) for KFCM, and φ is a (theoretical) mapping function, see

section 3.1 for further explanations.

Suppose we want to re-cluster the K pseudo-centres from t−1 along with the instances

in Pt to improve the clustering results. Thus, we would need all samples from Pt−1 and

Pt for clustering the weighted previous prototypes, formed by a linear combination of

the samples from Pt−1, and the new samples from Pt. The prototype φ(ctk), with the

merged previous prototypes, is defined as follows:

φ(ctk) =

∑
j∈Pt fk(j)φ(xj) +

∑K
l=1w

t
l f̃k(l)

∑
j∈Pt−1

gt−1
l (j)φ(xj)∑

j∈Pt fk(j) +
∑K

l=1w
t
l f̃k(l)

∑
j∈Pt−1

gt−1
l (j)

(3.23)

where gt−1
l (j) are the resulting sample-to-cluster assignments from the last clustering
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with Pt−1, f̃k(l) is the assignment of last prototype l to cluster k and wtl > 0 are the

prototypes weights. If there is no previous clustering, then gt−1
l (j) = 0, ∀l,∀j and Eq.

(3.22) gets equivalent to Eq. (3.23). The prototype weight wtl is:

wtl := γwM

∑
i∈Pt f

t
l (i)w

t−1
l∑K

k=1

∑
i∈Pt f

t
k(i)w

t−1
k

(3.24)

where 0 > γw ≤ 1, f t are the resulting sample-to-cluster assignments with Pt, M is

the size of Pt and wt−1
t is the previous prototype weight of prototype l. If there is no

previous clustering, then wt−1
l = 1, ∀l. The parameter γw is used to further lower the

impact of the last pseudo-centres in the current clustering. Using a kernel κ(xi, xj)

for calculating the similarities between the samples, and applying the kernel trick as

introduced in section 3.1, the squared Euclidean distance between a sample φ(xi) and a

pseudo-centre φ(ctk) in feature space is:

d
(
φ(xi), φ(ctk)

)
=
∥∥∥φ(xi)− φ(ctk)

∥∥∥2
(3.25)

See Eq. (D.1) for the written-out version of Eq. (3.25). This distance measure is

used for updating the sample-to-cluster assignments f . The last-prototype-to-cluster

assignment f̃k(l) is updated analogous to the assignment fk(i), but uses the distance

d(ct−1
l , ctk) instead of the distance d(φ(xi), φ(ctk)) for the update step. Note that there is

a relation between Eq. (3.1) from section 3.1 and Eq. (3.23). Basically Eq. (3.23) can

be transformed to Eq. (3.1) under the following conditions:

• the N samples in Eq. (3.1) are the samples from Pt and Pt−1

• the pseudo centres from the last clustering t− 1 are treated as samples

• the assignment fk(i) in Eq. (3.1) is either f̃k(l) ·gt−1
l (i) if i is a sample in the linear

combination for previous prototype l, or is fk(i) from Eq. (3.23)

• the sample-to-cluster weights αk(i) in Eq. (3.1) are used as sample weights: each

sample i that is in the linear combination of the previous prototype l is assigned

its prototype weight wtl , all other samples are assigned a weight of one

• the assignments fk(i) and sample-to-cluster weights αk(i) in Eq. (3.1) are dupli-

cated for each sample i that is in the linear combination of the previous prototype

k

Additionally, if these conditions are fulfilled, then Eq. (3.25) is equivalent to Eq. (3.2).

From this it follows that the kernel matrix increases with each data chunk, i.e. at
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step t the matrix has a size of M · t squared. When all data are processed, then this

approach has the same time complexity as basic KC, namely O(N2). The reason for

this complexity is that a kernel clustering method cannot calculate the prototypes in

input space and, hence, cannot replace the data points by the prototypes. However, the

difference between the KC method and the method discussed here is the re-clustering

with the previous prototypes and the new data. In the following we focus on reducing

this time complexity by introducing the approximate pseudo-centres.

3.4.2.1 Approximate Pseudo-Centres

Instead of keeping all samples in the linear combination of a pseudo-centre, a reduced

subset of the samples from Pt may be sufficient to get an approximation of the pseudo-

centre. Note that such an approximation of a pseudo-centre is itself an approximate

sample. The distance between a pseudo-centre φ(c̃tk) and an approximate sample φ(x̃tk)

is:

d
(
φ(c̃tk), φ(x̃tl)

)
=
∥∥∥φ(c̃tk)−

∑
i∈Pt g̃

t
l (i)φ(xi)∑

i∈Pt g̃
t
l (i)

∥∥∥2
(3.26)

where g̃tk(i) is 1 if sample xi contributes to the position of the approximate sample φ(x̃tk)

or 0 otherwise. See Eq. (D.2) for the written-out version of Eq. (3.26). With the

assignments gt replaced by g̃t, φ(ctk) gets φ(c̃tk), see Eq. (3.23), and d(φ(xi), φ(ctk)) gets

d(φ(xi), φ(c̃tk)), see Eq. (3.25). This allows us to reuse (3.25) to calculate the distance

between a sample and an approximate pseudo-centre. But how to set the assignments g̃t?

The aim is to select L out of M samples without replacement from Pt for all approximate

pseudo-centres. This is done by minimizing the following objective function:

E(φ(x̃t)) =
∣∣∣[ K∑
k=1

d
(
φ(c̃tk), φ(x̃tk)

)]e∣∣∣ (3.27)

under the constraints g̃tk(i) = {0, 1}, ∀i,∀k and
∑K

k=1

∑N
i=1 g̃

t
k(i) = L and where e ≥ 1.

With e = 1, all distances equally contribute to the error. Therefore, minimizing the

error function with e = 1 may result in a single approximate sample with a distance of

almost zero to its pseudo-centre and multiple approximate samples with large distances

to their respective pseudo-centres. As we prefer to have equal distances, our aim is to

minimize Eq. (3.27) with e = 2.

To achieve this goal, we use Algorithm 5. It greedily minimizes Eq. (3.27). In each

step, first the prototype k with the current highest error is determined and then a

sample is selected, based on the distance between the resulting approximate sample and
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Algorithm 5 Greedy Selection of Approximate Samples

Input: set Pt, set Pt−1, kernel matrix Φ: created by kernel function κ with samples from Pt and
from Pt−1, assignments fk(i), f̃k(l) and g̃t−1k (i) from current clustering, prototype weights
w, number of samples L for approximation of the samples

Output: final sample assignments g̃t

1: Initialize ĝk(i) = 0,∀i,∀k, err(k) =∞,∀k, A = Pt, l = 0
2: repeat
3: Select k by choosing prototype k with maximum error err(k), break ties randomly
4: Initialize dmin =∞
5: for i ∈ A do
6: Set ĝk(i) = 1
7: Calculate d(φ(c̃tk), φ(x̃tk)), see Eq. (3.26)
8: if d(φ(c̃tk), φ(x̃tk)) < dmin then dmin = d(φ(c̃tk), φ(x̃tk)), ibest = i
9: Set ĝk(i) = 0

10: Set ĝk(ibest) = 1, remove sample ibest from A
11: if dmin < err(k) then err(k) = dmin, g̃t = ĝ
12: l := l + 1
13: until l < L

the (approximate) pseudo-centre. During the sample selection, the error in Eq. (3.27)

may increase for some iterations, but eventually the assignments resulting in the lowest

errors are selected, see step 11. The algorithm halts exactly after L iterations.

Theorem 3. Algorithm 5 converges to a local minimum of the error function from Eq.

(3.27).

Proof of Theorem 3. Per iteration, exactly one data point x is added in the linear combi-

nation of data points for a pseudo-centre k. The data point x is selected as to maximally

minimize the current error. Thus, it is a greedy minimization. In the next iterations,

none of the previous added data points are removed before adding another.

Theorem 4. The time complexity of Algorithm 5 is T (L) = O(L
2

2 ).

Proof of Theorem 4. The complexity of the algorithm mainly depends on the distance

function in Eq. (3.26). The key in the proof is that the selected data points are not

deselected in the iterations. Thus, for the first sample, Eq. (3.26) has a running time

of L and with each iteration, the running time decreases by one. From this it follows

that the algorithm has an exact running time, i.e. the worst-case is identical to the

average-case, of T (L) = O(L+ (L− 1) + . . .+ 1) = O(
∑L

m=1m) = O(L
2

2 ).

¿From Theorem 4 it follows, that the approach of greedily minimizing the error has an

overall sub-quadratic complexity. This competitively compares to Chitta et al. (2011)

(quadratic complexity) and Havens (2012) (cubic or quadratic complexity). Compared
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to the previous work, pre-published in Faußer and Schwenker (2012a), Algorithm 5

minimizes the maximum error of an approximate centre in each iteration and, thus,

aims to minimize Eq. (3.27) with e = 2.

Algorithm 6 Kernel Clustering with Approximate Pseudo-Centres (KPC-A)

Input: N samples x, number of samples per data chunk M , kernel function κ, number of
clusters K, (partitioning) kernel based clustering method, parameter L for Algorithm 5,
weight discounting parameter γw

Output: prototypes φ(c̃t); final assignments f , f̃ , g̃t−1 and prototype weights wt

1: Randomly distribute N sample indices to C = dNM e sets {P1, . . . , PC}, each with a size of M
2: Initialize g̃0k(i) = 0, ∀k, ∀i, w0

k = 1, ∀k
3: for t = 1→ C do
4: Calculate kernel matrix Φ using kernel function κ with samples from Pt and L ·K samples

from previous set Pt−1 with g̃t−1k (i) 6= 0, i ∈ Pt−1,∀k
5: Randomly initialize f ∈ RK×M
6: When t > 1: Initialize f̃ , keep last prototypes separated, i.e. f̃k(l) 6= f̃k(m),m 6= l, ∀k, ∀l,
∀m, f̃k(l) = {0, 1}. For t = 1, f̃ is unneeded.

7: repeat
8: fold ← f , f̃old ← f̃
9: Calculate distances d between samples and approx. pseudo-centres, using kernel matrix

Φ, assignments f , f̃ and g̃t−1, prototype weights wt, see Eq. (3.25)
10: Update assignments f with distances d from last step, see Eq. (3.4) for KKM, Eq. (3.5)

for RNG or Eq. (3.6) for KFCM
11: In case of RNG: Normalize the assignments f , i.e.

∑
i∈Pt

fk(i) = 1, ∀k
12: Calculate distances d between approx. samples from t− 1 and approx. pseudo-centres,

using kernel matrix Φ, assignments f , f̃ and g̃t−1, prototype weights wt, see Eq. (3.28)
13: Update assignments f̃ with distances d from the last step, see Eq. (3.4)

14: until max
(
abs(f − fold), abs(f̃ − f̃old)

)
< ε

15: Get approx. samples for all K pseudo-centres, i.e. get g̃tnew by using prototype weights wt,
assignments f , f̃ , g̃t, sets Pt and Pt−1, the kernel matrix Φ and parameter L, see Algorithm
5. Set g̃ = g̃new

16: Update the prototype weights w for all K prototypes, see Eq. (3.24)

In the next clustering at t + 1, Eq. (3.23) and Eq. (3.25) uses the assignments

g̃t, returned by the algorithm above. This has the implication that both equations no

longer represent or include full pseudo-centres, but approximate pseudo-centres, with

the first iteration t = 1 as an exception. Summarized, in t = 1, the prototypes are not

approximated. In t > 1, the pseudo-centres are approximated as they depend on the

current samples from Pt and the (approximate) pseudo-centres from t− 1. The distance

between a last approximate sample l and a current approximate pseudo-centre k is:

d
(
φ(c̃tk), φ(x̃t−1

l )
)

=
∥∥∥φ(c̃tk)−

∑
i∈Pt−1

g̃t−1
l (i)φ(xi)∑

i∈Pt−1
g̃t−1
l (i)

∥∥∥2
(3.28)
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See Eq. (D.3) for the written-out version of Eq. (3.28). While Eq. (3.25) is used for

updating f , Eq. (3.28) is used for updating f̃ .

With the approximate pseudo-centres, we now propose the complete kernel clustering

with approximate pseudo-centres (KPC-A) Algorithm 6. The time complexity of one

clustering operation is O(L
2

2 +M2), where M is the number of samples per data chunk

and L ≤M is the number of samples for the approximate samples. The running time of

O(L
2

2 ) is derived by the greedy selection of approximate samples, see Theorem 4 and the

running time of O(M2) is derived by the kernel clustering method, see section 3.1. For

brevity we consider the maximum case and simplify it to O(M
2

2 + M2). As we have to

perform the clustering operation for each of the N
M data chunks, the summed complexity

results in O((M
2

2 + M2)NM ) = O(M ·N2 + M · N) = O(3
2MN). If we assume that M is

bounded and independent on the number of all samples N , then the time complexity

gets reduced to O(3
2MN) ∼ O(MN) ∼ O(N) in terms of N . Thus, if the assumption

holds, then the overall time complexity of a kernel clustering method is reduced from

quadratic to linear. Certainly this comes with a trade-off, namely the approximation

of the pseudo-centres. This rises the important question of how good the proposed

framework is in terms of internal and external cluster validation. We deal with this

question in the experiment section 3.6.

3.5 Semi-supervised clustering

In semi-supervised clustering, the goal is to improve the process of finding meaningful

clusters by incorporating external information. Commonly, the external information is

the class labels of the data. As manually labelling the data is a time-consuming and del-

icate task, not all labels may be known in a real-world data set. Thus, semi-supervised

clustering must deal with a mixture of data with and without external information. It

is worth noting that semi-supervised clustering is in contrast to semi-supervised classifi-

cation, where the goal is to increase the classification performance by adding unlabelled

samples (Soares et al., 2012; Wang et al., 2012). In Lausser et al. (2014), it is empirically

shown that the classification task can be improved by adding unlabelled samples. In this

section, we first discuss the related work. Afterwards, we explain the approach in the

thesis in detail.

3.5.1 Related work

In the Constrained K-means (COP-KMEANS) algorithm (Wagstaff et al., 2001), the

sample-to-cluster assignments are guided both by must-link and cannot-link constraints.
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A must-link constraint defines that two samples have to be in the same cluster, while

a cannot-link constraint specifies that two instances must not be in the same cluster.

Such constraints can be derived from the class labels of the data. Thus, COP-KMEANS

is a constraint-based method. The key difference between the approach in this work

and COP-KMEANS is, that the algorithm in this work is both constraint-based and

distance-based.

In another work, a probabilistic framework for incorporating pairwise supervision in

a clustering method were proposed (Basu et al., 2004). The method is called Hidden

Markov Random Fields K-means (HMRF-KMEANS). In their framework that employs

Hidden Random Markov Fields to utilize labelled and unlabelled data points, they mini-

mize an error function that has penalties for violating the must-link and the cannot-link

constraints. Thus, it is both constraint and distance-based. The method we propose dif-

fers from the HMRF-KMEANS as follows. First, the HMRF-KMEANS method is not

applicable for clustering in feature space. Second, HMRF-KMEANS utilizes constraints

for the initialization of the sample-to-cluster assignments. In this work, the class labels

are affecting the distances in the feature space. Further, the initializations are done

randomly.

More recently, the semi-supervised kernel K-means (SS-KKMEANS) method (Kulis et

al., 2005; Kulis et al., 2009) were introduced. SS-KKMEANS combines the probabilistic

framework from Basu et al. (2004) and kernel K-means. If the proposed method is

similar to any other method then it would be this method. The key difference between

SS-KKMEANS and the proposed method is that SS-KKMEANS modifies the kernel

matrix by the constraints, while we directly influence the distances in feature space by

setting the sample-to-cluster weights, based on the class labels. The modification of the

kernel matrix by constraints has the implication that the resulting kernel matrix may no

longer be positive-definite and needs to be kernelized, i.e. made to be positive-definite.

This is not a problem in this work. Another difference is that SS-KKMEANS needs both

the training set with the class labels and the validation set without the class labels in the

clustering process. We strictly divide any data into a distinct training and a validation

set and do not require that the validation set is used for clustering. More about cluster

validation can be found in section 3.3.

Note that we pre-published this work in Faußer and Schwenker (2012b) and Faußer and

Schwenker (2014b). Compared to the pre-published works, in this work, we assign class

labels to the clusters according to a square-root objective function than according to the

purity (Faußer and Schwenker, 2012b). Further, we exchanged the class-to-cluster and

the sample-to-cluster assignment steps in the algorithm (Faußer and Schwenker, 2014b).
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In the method proposed in the thesis, the initial class-to-cluster assignments depend on

the initial sample-to-cluster assignments.

3.5.2 Semi-supervised clustering with kernel methods

This section is an excerpt of the pre-published article in Faußer and Schwenker (2014b).

Suppose we want to partition N data points X =
{
x1, x2, . . . , xN

}
with class labels{

l1, l2, . . . , lN

}
in K clusters, and each cluster Ck has a prototype ck and a class label

l̂k. The class labels for the samples have the range li ∈ {0, 1, . . . ,H},∀i ∈ {1, . . . , N},
where li = 0 represents an unlabelled sample. The cluster labels have the range

l̂k ∈ {1, . . . ,H},∀k ∈ {1, . . .K}. With this information, the sample-to-class weights

are calculated as follows:

βc(i) =


1, if li = 0

1 + γ̂ · |l=0|
|l=c| , if li = c

0, if li 6= c

(3.29)

where parameter γ̂ ≥ 0, |l = 0| is the number of unlabelled samples and |l = c| is

the number of samples with class label c. If γ̂ = 0, then the weights are equal for all

instances, except for the data points whose class label differ from class label c. For a

given cluster label l̂k, the weight of the sample with index i to the cluster with index k,

abbreviated by sample-to-cluster weight αk(i), is as follows:

αk(i) = βl̂k(i) (3.30)

Setting the weights αk(i) in Eq. (3.1) in section 3.1, as discussed before, the positions

of the pseudo-centres in feature space are additionally controlled by the labels. Particu-

larly, a pseudo-centre φ(ck) is more attracted to samples with matching class labels, less

attracted to unlabelled samples and unaffected by samples with opposing class labels.

3.5.2.1 Detecting the cluster labels

For the sample-to-cluster weights in Eq. (3.30), the cluster labels l̂ ∈ {1, . . . ,H}K need

to be known. In this section, we discuss the approaches of detecting the cluster labels,

given the current assignments of the samples to the clusters f . With the assignments f ,
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the contingency matrix A ∈ RH×K is defined as follows:

Ac,k =
∣∣∣{xi | k = arg max

o={1,...,K}
fo(i), li = c,∀i ∈ {1, . . . , N}

}∣∣∣ (3.31)

Note that Eq. (3.31) is a reformulation of Eq. (3.16) in such a manner that it directly

applies to the case with class labels. In a basic approach, we can assign each cluster the

label the most assigned data points have, i.e. l̂k = maxc(Ac,k). In this case, the purity of

each cluster is greedily maximized. We have done this in the pre-published work (Faußer

and Schwenker, 2012b). With each additional class, however, the probability increases

that not all of the classes are distributed to the clusters. To tackle this problem, we

maximize the following objective function instead:

W (l̂) =

H∑
c=1

W̃ (l̂, c) (3.32)

whereas

W̃ (l̂, c) =

√√√√√ K∑
k=1,l̂k=c

Ac,k (3.33)

under the constraints l̂k = {1, . . . ,H},∀k and where Ac,k is the contingency matrix from

Eq. (3.31). It is worth mentioning that the problem of assigning labels to the clusters is

related to the assignment problem. The key difference is that in the assignment problem

an object is assigned once to another object, while we may assign classes multiple times

to the clusters. The reason is that there can be more clusters than classes. More

about the assignment problem can be found in Hillier and Lieberman (2009). In Eq.

(3.32), assignments are penalized that have unassigned classes, i.e. classes that are not

assigned to any cluster. Same goes for classes that have many samples of that class,

but are rarely assigned to the clusters. The cause of this is the penalizing square root.

Therefore, we expect that this approach better distributes the classes to the clusters

than the maximization of the purity.

In the following, we discuss how the objective function in Eq. (3.32) can be maximized.

In the first step, the cluster labels l̂ are randomly initialized. Then, they can be updated

iteratively as follows:

l̂k := arg max
c={1,...,H},l̃:=l̂,l̃k:=c

∆W (l̂, l̃, l̂k, c) (3.34)
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where ∆W (l̂, l̃, l̂k, c) is the change in energy function Eq. (3.32) when cluster label l̂k is

replaced by class label c:

∆W (l̂, l̃, l̂k, c) = W̃ (l̃, c)− W̃ (l̂, c) + W̃ (l̃, l̂k)− W̃ (l̂, l̂k) (3.35)

The cluster labels are repeatedly updated by Eq. (3.34), until the increase in Eq. (3.32)

gets below a certain threshold. Analysing the update function in Eq. (3.34), it employs

Eq. (3.35) which in turn uses (3.35). One update operation has a linear time complexity,

which can be derived from Eq. (3.33). Empirically, we have observed that the change

in the energy function gets zero after a few iterations.

Algorithm 7 Semi-Supervised Kernel Clustering with Sample-to-Cluster Weights
(SKC)

Input: kernel matrix Φ, created by kernel function κ and N samples x, initial assignments f ,
sample labels l, li ∈ {0, . . . ,H}, number of clustersK, sample-to-cluster assignment threshold
ε, class-to-cluster threshold ε2, parameter γ̂ ≥ 0 for sample-to-class weights, kernel based
clustering method, parameters for chosen kernel based clustering method (e.g. fuzzifier)

Output: prototypes φ(c); final sample-to-cluster assignments f , sample-to-cluster weights α,

cluster labels l̂
1: Initialize randomly l̂k ∈ {1, . . . ,H},∀k
2: Set sample-to-class weights βc(i),∀c = 1, . . . ,H,∀i, see Eq. (3.29)
3: repeat
4: Calculate contingency matrix A, see Eq. (3.31)
5: repeat
6: l̂old ← l̂
7: Update the class-to-cluster assignments l̂k, ∀k, see Eq. (3.34)

8: until |W (l̂old)−W (l̂)| < ε2 (see Eq. (3.32))

9: Calculate the sample-to-cluster weights α with the cluster labels l̂, see Eq. (3.30)
10: fold ← f
11: Calculate distances d between samples and pseudo-centres, using kernel matrix Φ, sample-

to-cluster assignments f and sample-to-cluster weights α, see Eq. (3.2)
12: Calculate assignments f with distances d from last step, see Eq. (3.4) for KKM, Eq. (3.5)

for RNG or Eq. (3.6) for KFCM
13: until max(abs(f − fold)) < ε

For the complete semi-supervised kernel clustering with sample-to-cluster weights

method (SKC), see Algorithm 7. It is a meta-algorithm that combines the kernel-based

clustering techniques as introduced in section 3.1 with the semi-supervised method as

described above. For this algorithm, any kernel function that generates a positive semi-

definite kernel matrix can be chosen, see section 3.2. The time complexity of the al-

gorithm is O(N2) in terms of the number of samples N . The cause is that the kernel

clustering method has a squared time complexity, see section 3.1. With the additional

linear complexity of the cluster class label update function, see Eq. (3.34), the time
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complexity basically remains squared. As discussed in section 3.5.2, the setting of the

sample-to-cluster weights influences the positions of the centres. From this it follows

that the algorithm is both a distance and a constraint-based method in terms of semi-

supervised clustering, see section 3.5.1.

In its current proposed form, SKC is not directly applicable to large data sets. It is,

however, applicable to a randomly drawn subset of a large data set. This restriction

only applies to the training set. The validation set can be very large. The reason is

that the distance function in Eq. (3.2), only depends on the training set and not in the

validation set. Thus, the distances between the clusters and newly observed samples of

a large data set can be calculated. Specifically, with the final assignments f and the

sample-to-cluster weights α from the output of the algorithm, the distance of a point

to a cluster can be calculated using Eq. (3.2). Such a data point can both be one of

the samples from the training set and from a validation set. A further restriction of

the algorithm is that it uses the class labels instead of must-link (ML) and cannot-link

(CL) constraints, as it is the case in Wagstaff et al. (2001), Basu et al. (2004) and Kulis

et al. (2005) and Kulis et al. (2009). In theory, the ML and CL constraints can set

more relations than the class labels. Fortunately, for the cases where the ML and CL

constraints are derived from the class labels, the class labels can be derived from the

constraints. Frequently, this is the case as often the available external information about

the data is the class labels and not the constraints.
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3.6 Experiments

In this section, we describe what experiments were performed and how we did it. First,

we outline the basic process of clustering and cluster validation in section 3.6.1. In

section 3.6.2, it is explained how the differences in the results of two clustering methods

can be tested for significance. The data sets, utilized in the clustering experiments,

are summarized in section 3.6.3. The kernel functions and parameters are evaluated

in section 3.6.4. In section 3.6.5, we describe how we evaluated the proposed KPC-A

method with the large data sets and list the results. The results are discussed in section

3.6.5.1. Likewise, in section 3.6.6, the experiments with the semi-supervised clustering

method SKC are outlined and the results are reported. Eventually, we discuss the results

in section 3.6.6.1.

3.6.1 Training and validation of a cluster model

Basically, each experiment is divided into two steps. First, a cluster model is built,

given a data set and a clustering method. Second, the clustering quality of the model

is determined. Both steps are performed for evaluating the parameters of a clustering

method and for evaluating a clustering method with fixed parameters. The practical

difference between evaluating the parameters of a method and evaluating the method is

that the evaluation of the parameters is usually done with less repeated runs. It is worth

noting that for the cluster model building step, a training set is used, while a validation

set is utilized for determining the quality of the model. By splitting the training set

from the validation set, the results are expected to be less biases towards the training

data. More about cluster validation can be found in section 3.3.

Before the cluster model is built, the given data set is randomly distributed to k data

chunks, where k is the number of folds from the cross-validation method, see section 3.3.

With the k folds, k cluster models are built and evaluated. The training set gets one

of the k folds, while the validation set gets the rest of the folds. The training set and

the validation set are distinct. After k iterations, each of the k folds were exactly once

in the training set. With the training set, the following steps are performed to build a

cluster model:

1. The data is preprocessed. This includes feature selection, removal of invalid or

unnecessary features and removal of outliers.

2. Afterwards, the data may be normalized. Typically, this is done by scaling the

features to a range of [0, 1], i.e. x̃ := x−min(x)
max(x)−min(x) , or by scaling the data points
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individually to have a zero mean and a unit variance, i.e. x̃ := x−mean(x)
sd(x) , where

mean(x) is the arithmetic mean of x and sd(x) is the standard deviation of x.

Any normalization or re-scaling of the data can be reformulated as follows: x̃ :=

(x− offset) · factor. The offset and the factor has to be remembered and is reused

for the cluster validation.

3. The clustering method with the given parameters is applied to the preprocessed

data in the training set.

After the cluster model is built, the preprocessing steps, with information retrieved from

the training set, are applied to the validation set. Specifically, the features that were

removed in the training set are removed in the validation set as well. Further, outliers

in the validation set are removed individually. Last, the data in the validation set is

normalized with the same offset and factor, calculated by normalizing the data in the

training set. The reason for all these steps is to get an unbiased estimation of the cluster

quality of the built cluster model. If we would perform the feature selection on the

whole data at once, i.e. on the training set and on the validation set, then we would

influence the training set by the validation set and, hence, influence the cluster model

by the validation set. In contrast, what we would like to know is how our cluster model

performs on unobserved data in terms of cluster validity indices. With the validation

set, preprocessed as described above, we can estimate the quality of the cluster model

by applying one of the cluster validation techniques as described in section 3.3. All of

the steps above are repeated R times. In the experiment results, the final k · R values

are reported with their arithmetic means and standard deviations.

3.6.2 Test of significance

Having the values of a cluster validation index of two models, the question arises of how

the values can be tested for significance. Given the values V = {v1, . . . , vN1} of a cluster

model M1 and the values Ṽ = {v1, . . . , vN2} of a cluster model M2, the t-value of the

two-sample unpaired Welch’s t-test (Welch, 1947) is:

t =
mean(V )−mean(Ṽ )√
sd(V )2/N1 + sd(Ṽ )2/N2

(3.36)
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where mean(V ) is the sample mean of V , sd(V ) is the sample standard deviation of V

and N1, N2 are the sample sizes. Further, the degrees of freedom are:

ν =

(
sd(V )2/N1 + sd(Ṽ )2/N2

)2

sd(V )4/
(
N2

1 (N1 − 1)
)

+ sd(Ṽ )4/
(
N2

2 (N2 − 1)
) (3.37)

With the t-value and the degrees of freedom ν, the p-value can be retrieved from the

Student’s t-distribution. Typically, one of the models has been trained by a baseline

method and the other model has been trained by the new clustering method that we

would like to test. The p-value is calculated based on the null hypothesis which as-

sumes that there is a relationship between the two compared values. Therefore, we are

interested in rejecting the null hypothesis. If the null hypothesis is rejected, then the

differences between the values are considered to be statistically significant. Within the

experiments, we consider the difference between two values to be statistically significant

if the p-value is below 0.05.

3.6.3 The data sets

For the experiments with both, unsupervised and semi-supervised clustering, four real-

world data sets from the UCI repository (Bache and Lichman, 2013) and one real-world

data set from Ugulino et al. (2012) were used. In the following, we give a basic overview

of the data sets:

• Cardiotocography data set: Each of the 2126 samples of the normal-sized data

set describe a cardiotocogram with the fetal heart rates and uterine contractions.

Overall, it has 21 features per sample. The data set can be both used for ten class

and three class experiments. We chose the three classes which describe a fetal

state (normal, suspect and pathological). In the preprocessing step, we removed

the tenth feature (named ’DS’, the number of severe decelerations per second),

because it is almost always zero and, thus, not very descriptive. Further, we

normalized the data to zero mean and unit variance.

• MiniBooNE particle identification (MiniBooNE) data set: This large data

set, with 130 065 samples and 50 features, can be used for dividing electron neutri-

nos (signal) from muon neutrinos (background). Thus, it has two classes. In the

preprocessing step, we removed 468 samples that are obviously invalid, i.e. the fea-

tures of these are all valued 999. Then, we removed a further instance, an outlier,

whose twentieths feature (an particle ID) has a value greater than 100 000. Out
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of the fifty features, we removed the features numbered {1, 16, 17}, because they

highly correlate with the class labels. After these steps, we kept the remaining

first 128 000 samples. We normalized the data to zero mean and unit variance.

• Pen-Based Recognition of Handwritten Digits (Pen) data set: In the Pen

data set, each of the 10 992 data points with 16 features describes one of the hand-

written digits in the range of between zero and nine. Therefore, it is a ten class

data set. For the preprocessing, we normalized the data to zero mean and unit

variance. None of the samples or the features were removed.

• Gas Sensor Array Drift (Gas) data set: In the Gas data set, the values of

16 chemical sensors, utilized in simulations for drift compensation, were recorded

with the task of discriminating six gases at various levels of concentrations. From

each of the chemical sensors, eight features were extracted. The data set has

13 910 instances, 128 features and six classes. For the preprocessing, the data were

normalized to zero mean and unit variance. None of the samples or the features

were removed.

• Human Activity Recognition (Activity) data set: This large data set from

Ugulino et al. (2012) has 165 632 samples and 17 features. A data point describes

one out of five human activities (sitting-down, standing-up, standing, walking and

sitting), recorded by wearable accelerometers. It is a five class data set. In the pre-

processing step, we removed the feature with the names of the tested persons. The

categorical feature with the gender of the persons were converted to a numerical

feature (1 = men, 2 = woman). Further, we removed a single sample (numbered

122 077), that has invalid values. The data were normalized to zero mean and unit

variance.

3.6.4 Evaluation of the kernel functions

In this section, we evaluate the kernel functions and kernel function parameters, as

described in section 3.2, on five real-world data sets with a baseline method. We chose

the kernel K-means as the baseline method for these evaluations. The reason is that

the kernel K-means (KKM) method is widely known and is parameterless. If we would

evaluate the kernel functions with the kernel fuzzy C-means (KFCM) method, then we

would also need to evaluate the parameter of this method, namely the fuzzifier, see

section 3.1. The evaluated cluster criteria is the Adjusted Rand Index (ARI), see section

3.3. We performed a 2-fold cross-validation with R = 35 repeated runs. From the
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Figure 3.3: Extensive evaluation of the kernel functions with kernel K-means on two real-world data sets,
namely Cardiotocography (top row) and MiniBooNE (bottom row).

training set, the first 1000 samples were used for the clustering algorithm. In contrast,

the whole validation set were utilized for the cluster validation. The results can be found

in Fig. 3.4, and Fig. 3.3. Each data point in the figures is an average over 2 · 35 = 70

values. As described in section 3.3, the ARI is both an external and a relative cluster

validation index. Therefore, it can be used for comparing the kernel functions. As such,

we retrieve both, the best kernel function and the best number of clusters K, from the

figures.

Analysing the results, we conclude as follows in respect of the different data sets:

• Cardiotocography data set: The normalized polynomial kernel with a degree of

three performed clearly best with two clusters. This number of clusters is close to
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Figure 3.4: Extensive evaluation of the kernel functions with kernel K-means on three real-world data sets,
namely Pen (first two graphs), Gas (third and fourth graph), and Activity (last two graphs).
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the number of classes, i.e. three.

• MiniBooNE data set: The clear winner was the normalized polynomial kernel

with a degree of three and with two clusters. Interestingly, MiniBooNE has two

classes.

• Pen data set: Both the Gaussian kernel with σ = 3 and the normalized polyno-

mial kernel with a degree of three performed similarly. Eventually, we chose the

Gaussian kernel and a number of clusters K = 10. We also could have chosen a

number of clusters in the range of 12–14, but we chose ten as it is the number of

classes.

• Gas data set: The normalized polynomial kernel with a degree of three and with

8–12 clusters performed best. We chose K = 8 as this is more close to the number

of classes (six).

• Activity data set: Alike in the Pen data set, there is a draw when comparing the

Gaussian kernel with σ = 1 and the normalized polynomial kernel with a degree

of three. We chose the Gaussian kernel with σ = 1 and nine clusters.

Summarized, we consider the Gaussian kernel for two out of five data sets and the

normalized polynomial kernel for three data sets. The ideal number of clusters was two,

two, ten, eight and nine in the order of the data sets from above. The kernel function

and parameters evaluated here are kept fixed for further use in both unsupervised and

semi-supervised clustering.

3.6.5 Clustering large data sets

In this section, we empirically evaluate the proposed KPC-A method and the baseline

methods on five real-world data sets. For all methods, the kernel functions and pa-

rameters were used as described in section 3.6.4 with respect to the data set. For the

exact-solution baseline methods, i.e. RNG, KFCM and KKM, the training sets were

restricted to the first 500–1500 samples. It is worth noting that the first X samples were

not the first X samples from the respective data set. In contrast, the data points were

randomly distributed to folds that are the basis for the training and the validation sets,

see section 3.6.1. The approximate methods, i.e. KPC-A(RNG), KPC-A(KFCM) and

KPC-A(KKM) utilized the full training sets with MiniBooNE and Activity as an excep-

tion. In these two data sets, we used the first fifty data chunks. A data chunk had a size

of M = 500 samples, except for Cardiotocography (M = 530). The clustering results of
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all methods were validated with two internal cluster validation measures, i.e. the DBI

and the SSE, and two external cluster validation measures, i.e. the ARI and NMI, with

the full validation set. We performed a 2-fold cross-validation with R = 350 repeated

runs. The results are in table 3.1 for the Cardiotocography data set, table 3.2 for the

MiniBooNE data set, table 3.3 for the Pen data set, table 3.4 for the Gas data set and

table 3.5 for the Activity data set. The used values of the parameter for the kernel fuzzy

C-means method, i.e. the fuzzifier, can be found in the descriptions of the respective

tables. In RNG, the neighbourhood size parameter λ were set to decrease from K/2

to 0.01 over 100 iterations, where K is the number of clusters. The statistically sig-

nificant differences, cluster validation index-wise, between the results from the KPC-A

methods and from the baseline methods are emphasized in the tables, i.e. in these cases

the p-values of an unpaired Welch’s t-test were below 0.05. Further, the same baseline

methods with different sample sizes were compared, e.g. RNG(1000) to RNG(500) and

RNG(1500) to RNG(500) in case of the RNG method. In Fig. 3.5a, the square error

function, see Eq. (3.27) in section 3.4.2.1, is evaluated with the KPC-A(KKM) method

and with all available data sets. In Fig. 3.5b, the KPC-A(KKM) method is evaluated

with the Activity data set and with an increasing number, up to 100, of data chunks.

3.6.5.1 Discussing the results

The errors, averaged over the data chunks, that Algorithm 5 aims to minimize, were

consistently lower with an increasing number of samples for the approximation of the

samples (parameter L) and for all evaluated data sets, see Fig. 3.5a. Further, the

differences in the errors between L = 50 and 150 samples were larger than the differences

between 150 and 250 samples for the approximate samples. Thus, we conclude that

Algorithm 5 indeed minimizes the square error function, see Eq. (3.27) in section 3.4.2.1.

In the following, the results are discussed data-set wise. Note that the lower the DBI

and SSE values are, the better they are, and higher values of the ARI and NMI are

desired, see section 3.3 for explanations of the cluster validation techniques.

Cardiotocography The baseline methods with all data points (1060) reached better

NMI/ARI/DBI/SSE values than the baseline methods with half of the data points (530),

e.g. 973 versus 976 in case of RNG with the SSE. In contrast, the KPC-A method

clustered all the data, but with two equal-sized data chunks. With L = 50, the KPC-A

meta algorithm, with various clustering methods, outperformed the baseline methods

with 530 samples in terms of ARI/NMI/DBI/SSE. With L = 250, the SSE values of

the KPC-A methods were further improved, e.g. 974 in case of KPC-A(KFCM), while
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Figure 3.5: Empirical evaluations of the square error function (Eq. (3.27)) in KPC-A(KKM) with five real-
world data sets and with different numbers for the approximate samples (parameter L) (Fig. 3.5a);
and of the KPC-A(KKM) method with the Activity data set and with different numbers of data
chunks (Fig. 3.5b).

Table 3.1: Empirical results with the Cardiotocography data set (three classes). The cluster validation results
(column three to six) are averaged over 700 values from a 2-fold cross validation with R = 350
repeated runs. The method is in the first column. It was clustered with K = 2 clusters, m = 1.025
(fuzzifier for KFCM) and the normalized polynomial kernel with a degree of three, γw = 0.5 (KPC-A
only). The number of samples for the approximate samples are in the second column.

Method L NMI ARI DBI SSE
RNG(530) NA 0.094± 0.021 0.155± 0.051 1.708± 0.031 976± 4
RNG(1060) NA 0.102 ± 0.016 0.178 ± 0.034 1.694 ± 0.018 974 ± 4
KPC-A(RNG) 50 0.097 ± 0.018 0.165 ± 0.041 1.703 ± 0.024 975 ± 4
KPC-A(RNG) 150 0.097 ± 0.018 0.163 ± 0.042 1.705 ± 0.024 975 ± 4
KPC-A(RNG) 250 0.098 ± 0.017 0.166 ± 0.039 1.703 ± 0.022 974 ± 4
KFCM(530) NA 0.103± 0.017 0.182± 0.038 1.689± 0.025 976± 4
KFCM(1060) NA 0.106 ± 0.013 0.189 ± 0.020 1.685 ± 0.009 973 ± 4
KPC-A(KFCM) 50 0.105 ± 0.014 0.187 ± 0.027 1.686 ± 0.016 975 ± 4
KPC-A(KFCM) 150 0.104± 0.014 0.184± 0.028 1.689± 0.016 974 ± 4
KPC-A(KFCM) 250 0.104 ± 0.014 0.185± 0.028 1.689± 0.015 974 ± 4
KKM(530) NA 0.097± 0.021 0.164± 0.050 1.702± 0.031 976± 5
KKM(1060) NA 0.104 ± 0.015 0.182 ± 0.029 1.691 ± 0.015 974 ± 4
KPC-A(KKM) 50 0.099 ± 0.018 0.170 ± 0.040 1.699 ± 0.025 975 ± 4
KPC-A(KKM) 150 0.099 ± 0.018 0.170 ± 0.038 1.700± 0.023 974 ± 4
KPC-A(KKM) 250 0.099 ± 0.017 0.170 ± 0.039 1.700± 0.023 974 ± 4
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Table 3.2: Empirical results with the MiniBooNE data set (two classes). The cluster validation results (column
three to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated runs.
The method is in the first column. It was clustered with K = 2 clusters, m = 1.0025 (fuzzifier for
KFCM) and the normalized polynomial kernel with a degree of three, γw = 1.0 and 50 data chunks
(KPC-A only). The number of samples for the approximate samples are in the second column.

Method L NMI ARI DBI SSE
RNG(500) NA 0.242± 0.040 0.304± 0.074 1.873± 0.017 61 723± 133
RNG(1000) NA 0.254 ± 0.026 0.332 ± 0.061 1.866 ± 0.020 61 576 ± 70
RNG(1500) NA 0.258 ± 0.023 0.345 ± 0.056 1.864 ± 0.019 61 529 ± 64
KPC-A(RNG) 50 0.268 ± 0.013 0.371 ± 0.035 1.862 ± 0.010 61 814± 33
KPC-A(RNG) 150 0.260 ± 0.010 0.346 ± 0.028 1.869 ± 0.006 61 590 ± 26
KPC-A(RNG) 250 0.259 ± 0.010 0.342 ± 0.028 1.870 ± 0.006 61 555 ± 25
KFCM(500) NA 0.255± 0.032 0.348± 0.073 1.857± 0.027 61 703± 99
KFCM(1000) NA 0.265 ± 0.019 0.370 ± 0.053 1.851 ± 0.027 61 566 ± 44
KFCM(1500) NA 0.268 ± 0.014 0.380 ± 0.042 1.849 ± 0.025 61 520 ± 28
KPC-A(KFCM) 50 0.277 ± 0.011 0.408 ± 0.024 1.845 ± 0.015 61 807± 33
KPC-A(KFCM) 150 0.272 ± 0.010 0.390 ± 0.024 1.856± 0.010 61 580 ± 25
KPC-A(KFCM) 250 0.271 ± 0.010 0.386 ± 0.024 1.858± 0.009 61 545 ± 25
KKM(500) NA 0.249± 0.040 0.333± 0.080 1.863± 0.023 61 716± 130
KKM(1000) NA 0.261 ± 0.024 0.359 ± 0.056 1.858 ± 0.023 61 569 ± 66
KKM(1500) NA 0.265 ± 0.014 0.368 ± 0.044 1.858 ± 0.019 61 521 ± 28
KPC-A(KKM) 50 0.269 ± 0.013 0.376 ± 0.034 1.861 ± 0.011 61 813± 33
KPC-A(KKM) 150 0.262 ± 0.010 0.353 ± 0.027 1.868± 0.006 61 587 ± 25
KPC-A(KKM) 250 0.261 ± 0.010 0.350 ± 0.026 1.869± 0.006 61 552 ± 25

Table 3.3: Empirical results with the Pen data set (ten classes). The cluster validation results (column three
to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated runs.
The method is in the first column. It was clustered with K = 10 clusters, m = 1.1 (fuzzifier for
KFCM) and the Gaussian kernel with σ = 3, γw = 0.5 (KPC-A only). The number of samples for
the approximate samples are in the second column.

Method L NMI ARI DBI SSE
RNG(500) NA 0.702± 0.026 0.595± 0.044 1.436± 0.034 2326± 42
RNG(1000) NA 0.725 ± 0.021 0.631 ± 0.033 1.416 ± 0.028 2278 ± 33
RNG(1500) NA 0.733 ± 0.020 0.642 ± 0.032 1.411 ± 0.023 2262 ± 29
KPC-A(RNG) 50 0.739 ± 0.018 0.652 ± 0.028 1.411 ± 0.024 2277 ± 24
KPC-A(RNG) 150 0.737 ± 0.018 0.648 ± 0.030 1.416 ± 0.024 2265 ± 24
KPC-A(RNG) 250 0.737 ± 0.016 0.649 ± 0.026 1.416 ± 0.021 2262 ± 22
KFCM(500) NA 0.701± 0.025 0.578± 0.048 1.408± 0.035 2322± 43
KFCM(1000) NA 0.714 ± 0.021 0.599 ± 0.044 1.398 ± 0.031 2284 ± 38
KFCM(1500) NA 0.719 ± 0.020 0.606 ± 0.045 1.393 ± 0.028 2268 ± 34
KPC-A(KFCM) 50 0.726 ± 0.019 0.617 ± 0.043 1.387 ± 0.028 2282 ± 30
KPC-A(KFCM) 150 0.723 ± 0.019 0.612 ± 0.045 1.395 ± 0.029 2273 ± 30
KPC-A(KFCM) 250 0.722 ± 0.019 0.611 ± 0.043 1.399 ± 0.028 2273 ± 31
KKM(500) NA 0.681± 0.028 0.548± 0.052 1.416± 0.038 2357± 58
KKM(1000) NA 0.701 ± 0.025 0.576 ± 0.049 1.405 ± 0.036 2312 ± 52
KKM(1500) NA 0.705 ± 0.026 0.582 ± 0.053 1.399 ± 0.034 2299 ± 55
KPC-A(KKM) 50 0.716 ± 0.020 0.601 ± 0.044 1.389 ± 0.032 2297 ± 38
KPC-A(KKM) 150 0.713 ± 0.020 0.598 ± 0.044 1.394 ± 0.030 2285 ± 37
KPC-A(KKM) 250 0.715 ± 0.020 0.602 ± 0.044 1.395 ± 0.030 2281 ± 39
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Table 3.4: Empirical results with the Gas data set (six classes). The cluster validation results (column three
to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated runs.
The method is in the first column. It was clustered with K = 8 clusters, m = 1.025 (fuzzifier for
KFCM) and the normalized polynomial kernel with a degree of three, γw = 0.5 (KPC-A only). The
number of samples for the approximate samples are in the second column.

Method L NMI ARI DBI SSE
RNG(500) NA 0.351± 0.032 0.214± 0.032 1.519± 0.041 3558± 99
RNG(1000) NA 0.359 ± 0.029 0.215± 0.027 1.503 ± 0.036 3495 ± 92
RNG(1500) NA 0.367 ± 0.028 0.221 ± 0.027 1.496 ± 0.036 3471 ± 86
KPC-A(RNG) 50 0.380 ± 0.028 0.228 ± 0.026 1.484 ± 0.037 3471 ± 81
KPC-A(RNG) 150 0.381 ± 0.029 0.231 ± 0.026 1.486 ± 0.036 3459 ± 81
KPC-A(RNG) 250 0.383 ± 0.028 0.231 ± 0.026 1.485 ± 0.034 3452 ± 76
KFCM(500) NA 0.355± 0.030 0.198± 0.030 1.475± 0.049 3537± 105
KFCM(1000) NA 0.361 ± 0.031 0.203 ± 0.031 1.467 ± 0.047 3493 ± 103
KFCM(1500) NA 0.362 ± 0.031 0.203 ± 0.028 1.465 ± 0.045 3475 ± 101
KPC-A(KFCM) 50 0.381 ± 0.028 0.219 ± 0.028 1.439 ± 0.044 3454 ± 90
KPC-A(KFCM) 150 0.381 ± 0.028 0.215 ± 0.029 1.441 ± 0.042 3437 ± 90
KPC-A(KFCM) 250 0.383 ± 0.028 0.216 ± 0.028 1.441 ± 0.044 3436 ± 92
KKM(500) NA 0.350± 0.033 0.198± 0.032 1.478± 0.052 3605± 131
KKM(1000) NA 0.359 ± 0.031 0.204 ± 0.032 1.466 ± 0.050 3542 ± 114
KKM(1500) NA 0.362 ± 0.031 0.205 ± 0.031 1.459 ± 0.048 3511 ± 112
KPC-A(KKM) 50 0.382 ± 0.029 0.221 ± 0.029 1.444 ± 0.044 3467 ± 99
KPC-A(KKM) 150 0.386 ± 0.027 0.220 ± 0.029 1.450 ± 0.043 3450 ± 91
KPC-A(KKM) 250 0.386 ± 0.028 0.220 ± 0.030 1.450 ± 0.044 3452 ± 95

Table 3.5: Empirical results with the Activity data set (five classes). The cluster validation results (column
three to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated
runs. The method is in the first column. It was clustered with K = 9 clusters, m = 1.025 (fuzzifier
for KFCM) and the Gaussian kernel with σ = 1, γw = 0.5 and 50 data chunks (KPC-A only). The
number of samples for the approximate samples are in the second column.

Method L NMI ARI DBI SSE
RNG(500) NA 0.385± 0.034 0.200± 0.034 1.477± 0.077 57 709± 1374
RNG(1000) NA 0.394 ± 0.030 0.202± 0.030 1.434 ± 0.075 56 787 ± 1314
RNG(1500) NA 0.397 ± 0.030 0.205 ± 0.032 1.428 ± 0.075 56 643 ± 1335
KPC-A(RNG) 50 0.405 ± 0.026 0.213 ± 0.029 1.441 ± 0.054 56 427 ± 910
KPC-A(RNG) 150 0.403 ± 0.023 0.202± 0.027 1.402 ± 0.060 55 928 ± 841
KPC-A(RNG) 250 0.400 ± 0.024 0.199± 0.026 1.410 ± 0.062 55 966 ± 824
KFCM(500) NA 0.390± 0.032 0.199± 0.032 1.418± 0.064 57 151± 1363
KFCM(1000) NA 0.393± 0.032 0.201± 0.031 1.404 ± 0.054 56 559 ± 1255
KFCM(1500) NA 0.394 ± 0.031 0.203 ± 0.032 1.407 ± 0.056 56 420 ± 1211
KPC-A(KFCM) 50 0.400 ± 0.025 0.200± 0.026 1.380 ± 0.052 56 125 ± 818
KPC-A(KFCM) 150 0.396 ± 0.025 0.188± 0.027 1.345 ± 0.044 55 835 ± 899
KPC-A(KFCM) 250 0.392± 0.026 0.185± 0.027 1.349 ± 0.045 55 871 ± 926
KKM(500) NA 0.383± 0.035 0.197± 0.034 1.448± 0.080 57 740± 1605
KKM(1000) NA 0.386± 0.034 0.194± 0.035 1.414 ± 0.067 56 987 ± 1494
KKM(1500) NA 0.388 ± 0.032 0.195± 0.033 1.409 ± 0.060 56 854 ± 1468
KPC-A(KKM) 50 0.407 ± 0.025 0.209 ± 0.028 1.390 ± 0.052 56 118 ± 880
KPC-A(KKM) 150 0.406 ± 0.026 0.208 ± 0.029 1.385 ± 0.049 55 953 ± 979
KPC-A(KKM) 250 0.404 ± 0.025 0.207 ± 0.029 1.383 ± 0.046 55 833 ± 898
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the ARI/NMI/DBI results were close to the results with L = 50. We find that the

ARI/NMI/DBI/SSE results of the approximate-solution method (KPC-A) were close to

the exact-solution method of the baseline methods, when both methods clustered the

same amount of data (two data chunks with each 530 samples compared to 1060 samples

at once), irrespective of the clustering method.

MiniBooNE The baseline methods with 1000 samples outperformed the baseline meth-

ods with 500 samples, in terms of NMI/ARI/DBI/SSE, and the baseline methods with

1500 samples had better results than with 1000 data points. In contrast, the KPC-A

method clustered the first 50 data chunks with each 500 data points. With L = 50, the

KPC-A method reached better ARI/NMI/DBI values than the baseline methods with

1500 samples, independent of the clustering method utilized by KPC-A. However, in this

case, the SSE results were not significantly improved. On the other hand, with L = 250,

KPC-A outperformed the baseline methods with 1000 data points, in terms of the SSE,

but had worse ARI/NMI/DBI values than with L = 50. Note that the unsupervised

clustering methods, including RNG, KFCM, KKM and, hence, KPC-A(RNG), KPC-

A(KFCM) and KPC-A(KKM) aim to lower the SSE, as discussed in section 3.3.1. In

contrast, the NMI and ARI utilize class labels and the DBI is a worst-case internal clus-

ter validation measure. It is suspected that the less-precise approximate pseudo-centres

(L = 50) are more robust over outliers, i.e. erroneous samples, than the approximate

pseudo-centres that are close to the true pseudo-centres (L = 250). Further, we assume

that the NMI and ARI measures behave worst-case-like as the DBI. This would explain

why the SSE, that is an average-case measure, was consistently lower with an increasing

L, but the NMI/ARI/DBI results decreased.

Pen The baseline methods, i.e. RNG, KFCM and KKM, with 1000 samples surpassed

the results of that with 500 samples. Further, the baseline methods with 1500 data points

reached better NMI/ARI/DBI/SSE values than with 1000 samples with no exceptions.

In contrast, the KPC-A method clustered all data points. With L = 50, the KPC-A

meta-algorithm, with various clustering methods, outperformed the baseline methods

with 1500 samples in terms of the ARI/NMI/DBI measures. Further, the SSE values

with KPC-A were lower than the SSE values with the baseline methods with 1000 data

points. With L = 250, the SSE values of the KPC-A were further improved and the

ARI/NMI/DBI values were similar to the values with L = 50.
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Gas The baseline methods with 1000 samples outperformed the baseline methods with

500 samples, in terms of NMI/ARI/DBI/SSE, with RNG(1000)/ARI as an exception.

The same holds for the baseline methods with 1500 and 1000 samples, but with no

exceptions. The KPC-A method clustered all data points. With L = 50, the KPC-A

method had better results, in terms of ARI/NMI/DBI, than the baseline methods with

1500 samples, independent of the clustering method utilized by KPC-A. The SSE values

of the KPC-A methods were lower than the SSE values of baseline 1500, except for

KPC-A(RNG). KPC-A(RNG) with an SSE of 3471 were lower than RNG with 1000

samples with an SSE of 3542. The SSE values were further improved with L = 250,

while the ARI/NMI/DBI results were close to the results with L = 50.

Activity RNG, KFCM and KKM with 1500 data points had superior results, in terms

of ARI/NMI/DBI/SSE, than with 500 samples, with KKM/ARI as an exception. Com-

paring 1000 samples with 500 samples, the results of seven out of twelve cases were

better, see table 3.5. The KPC-A method clustered the first 50 data chunks with each

500 data points. With L = 50, KPC-A, with various clustering methods, had better

ARI/NMI/DBI results than the baseline methods with 1500 samples, except for KPC-

A(RNG)/DBI and KPC-A(KFCM)/ARI. In contrast, in all cases, the SSE values were

lower than with the baseline methods. With L = 250, the SSE and DBI values were fur-

ther improved, while the ARI/NMI values were similar to the values with L = 50. In Fig.

3.5b, it can be observed that both the ARI and the SSE results of the KPC-A(KKM)

method were more improved with an increasing number of data chunks.

Summary For several real-world data sets, we conclude that the clustering of many

data results in more improved clustering models, in terms of the ARI/NMI/SSE/DBI,

than the clustering of less data, with some minor exceptions. Further, we found that the

results of the approximate-solution methods (KPC-A) were close to the exact-solution

baseline methods, see Cardiotocography, or were better than the results of the exact-

solution methods, in terms of the SSE, when more of the data were clustered chunk-wise.

The KPC-A method also improved the ARI/NMI/DBI indices for several of the real-

world data sets.

3.6.6 Semi-supervised clustering

In this section, we empirically evaluate the proposed SKC method and the baseline

methods on five real-world data sets. For all methods, the kernel functions and param-

eters were used as described in section 3.6.4 with respect to the data set. The training
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sets were restricted to the first 1000 samples, with the Cardiotocography data set as

an exception (first 1060 samples). It is worth noting that the first X samples from the

training set were not the first X samples from the respective data set, but X randomly

drawn samples, see section 3.6.1 for a discussion of the cross-validation technique. Fur-

ther, in the training sets, only a subset of the samples were labelled, and the rest of the

samples were unlabelled, according to the desired amount of labels. The decisions of

which samples should be labelled were decided randomly. In contrast, the full valida-

tion sets were utilized for the cluster validations and with all class labels. Two internal

cluster validation techniques (DBI and SSE) and two external cluster validation tech-

niques (ARI and NMI) were applied. Further, we performed a 2-fold cross-validation

with R = 350 repeated runs. The results are in table 3.6 for the Cardiotocography

data set, table 3.8 for the Pen data set, table 3.9 for the Gas data set, table 3.7 for the

MiniBooNE data set and table 3.10 for the Activity data set. The used values of the

parameter for the kernel fuzzy C-means method, i.e. the fuzzifier, can be found in the

descriptions of the respective tables. In RNG, the neighbourhood size parameter λ were

set to decrease from K/2 to 0.01 over 100 iterations, where K is the number of clusters.

The statistically significant differences between the cluster validation values from the

SKC methods and from the baseline methods are emphasized in the tables, i.e. in these

cases the p-values of an unpaired Welch’s t-test were below 0.05. For example, if the

difference between the ARI values from an SKC(RNG) method with some of the labels

and from an RNG method with no class labels was statistically significant, then the ARI

value of the SKC(RNG) method is emphasized in the respective table. In Fig. 3.6, the

parameter γ̂ of the SKC method, that controls the influence of the class labels over the

distances, is evaluated with all available data sets. Note that some of the values of the

data sets were shifted to be easier comparable to the results of the other data sets, see

the description in the figure. To get the true values, the absolute values of the shifts

need to be added.

3.6.6.1 Discussing the results

Analysing the parameter γ̂, the largest changes in the cluster validation measures of all

evaluated data sets were in the range of between 0 and 1, see Fig. 3.6a for ARI and Fig.

3.6b for DBI. The parameter gamma controls the strength of the influences of the class

labels over the distances between the samples and the pseudo-centres in feature space,

see section 3.5.2. Note that the lower DBI and SSE values are the better and higher

values of the ARI and NMI are desired, see section 3.3 for explanations of the cluster

validation techniques. Between 1 and 2, there was another slight improvement, while

109



3 Clustering

SKC(KKM)

gamma

A
R

I

0 0.5 1 1.5 2 3

0
.2

2
0
.2

8
0
.3

4
0
.4

0
.4

6

Cardiotocography

Gas

Pen

Activity

Miniboone

SKC(KKM)

gamma
D

B
I

0 0.5 1 1.5 2 3

1
.4

2
1
.5

3
1
.6

4
1
.7

5
1
.8

6

Cardiotocography

Gas

Pen

Activity

Miniboone

Figure 3.6: Extensive evaluation of the parameter γ̂ (strength of influence over the distances) of the
SKC(KKM) method, with five real-world data sets and with 0.3 of the class labels. For com-
parison reasons, the ARI is shifted by −0.3 for Pen and by −0.1 for MiniBooNE. The DBI is
shifted by −0.1 for MiniBooNE.

Table 3.6: Empirical results with the Cardiotocography data set (three classes). The cluster validation results
(column three to six) are averaged over 700 values from a 2-fold cross validation with R = 350
repeated runs. The method is in the first column. It was clustered with K = 2 clusters, m = 1.025
(fuzzifier for KFCM) and the normalized polynomial kernel with a degree of three, γ = 2 (SKC
only). The amount of utilized class labels is in the second column.

Method La. NMI ARI DBI SSE
RNG(1060) 0 0.102± 0.016 0.178± 0.034 1.694± 0.018 974± 4
SKC(RNG) 0.05 0.172 ± 0.046 0.306 ± 0.074 1.615 ± 0.093 1016± 16
SKC(RNG) 0.1 0.171 ± 0.042 0.318 ± 0.061 1.606 ± 0.079 999± 14
SKC(RNG) 0.3 0.165 ± 0.027 0.323 ± 0.037 1.577 ± 0.050 987± 9
KFCM(1060) 0 0.106± 0.013 0.189± 0.020 1.685± 0.009 973± 4
SKC(KFCM) 0.05 0.171 ± 0.047 0.307 ± 0.074 1.601 ± 0.098 1016± 16
SKC(KFCM) 0.1 0.171 ± 0.040 0.322 ± 0.055 1.585 ± 0.078 1000± 14
SKC(KFCM) 0.3 0.164 ± 0.026 0.323 ± 0.036 1.563 ± 0.046 987± 10
KKM(1060) 0 0.104± 0.015 0.182± 0.029 1.691± 0.015 974± 4
SKC(KKM) 0.05 0.172 ± 0.048 0.307 ± 0.075 1.601 ± 0.093 1017± 17
SKC(KKM) 0.1 0.170 ± 0.040 0.317 ± 0.058 1.592 ± 0.076 999± 14
SKC(KKM) 0.3 0.165 ± 0.028 0.323 ± 0.038 1.577 ± 0.050 987± 10
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Table 3.7: Empirical results with the MiniBooNE data set (two classes). The cluster validation results (column
three to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated
runs. The method is in the first column. It was clustered with K = 2 clusters, m = 1.0025 (fuzzifier
for KFCM) and the normalized polynomial kernel with a degree of three, γ = 2 (SKC only). The
amount of utilized class labels is in the second column.

Method La. NMI ARI DBI SSE
RNG(1000) 0 0.254± 0.026 0.332± 0.061 1.866± 0.020 61 576± 70
SKC(RNG) 0.05 0.286 ± 0.039 0.418 ± 0.060 1.823 ± 0.049 63 129± 352
SKC(RNG) 0.1 0.304 ± 0.024 0.444 ± 0.035 1.823 ± 0.039 62 330± 144
SKC(RNG) 0.3 0.308 ± 0.018 0.450 ± 0.024 1.812 ± 0.031 61 795± 59
KFCM(1000) 0 0.265± 0.019 0.370± 0.053 1.851± 0.027 61 566± 44
SKC(KFCM) 0.05 0.284 ± 0.041 0.414 ± 0.063 1.820 ± 0.051 63 131± 355
SKC(KFCM) 0.1 0.302 ± 0.025 0.441 ± 0.037 1.819 ± 0.042 62 330± 144
SKC(KFCM) 0.3 0.305 ± 0.018 0.447 ± 0.026 1.806 ± 0.032 61 798± 60
KKM(1000) 0 0.261± 0.024 0.359± 0.056 1.858± 0.023 61 569± 66
SKC(KKM) 0.05 0.264± 0.054 0.382 ± 0.087 1.796 ± 0.059 63 187± 397
SKC(KKM) 0.2 0.306 ± 0.019 0.449 ± 0.027 1.812 ± 0.032 61 931± 82
SKC(KKM) 0.3 0.307 ± 0.017 0.450 ± 0.024 1.811 ± 0.030 61 795± 59

Table 3.8: Empirical results with the Pen data set (ten classes). The cluster validation results (column three
to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated runs. The
method is in the first column. It was clustered with K = 10 clusters, m = 1.1 (fuzzifier for KFCM)
and the Gaussian kernel with σ = 3, γ = 2 (SKC only). The amount of utilized class labels is in
the second column.

Method La. NMI ARI DBI SSE
RNG(1000) 0 0.725± 0.021 0.631± 0.033 1.416± 0.028 2278± 33
SKC(RNG) 0.05 0.697± 0.035 0.595± 0.057 1.480± 0.039 2796± 137
SKC(RNG) 0.1 0.744 ± 0.023 0.669 ± 0.035 1.447± 0.028 2515± 76
SKC(RNG) 0.3 0.769 ± 0.012 0.706 ± 0.016 1.417± 0.011 2338± 27
KFCM(1000) 0 0.714± 0.021 0.599± 0.044 1.398± 0.031 2284± 38
SKC(KFCM) 0.05 0.685± 0.036 0.576± 0.057 1.466± 0.038 2815± 146
SKC(KFCM) 0.1 0.732 ± 0.024 0.650 ± 0.039 1.435± 0.027 2522± 79
SKC(KFCM) 0.3 0.765 ± 0.014 0.699 ± 0.019 1.413± 0.011 2340± 28
KKM(1000) 0 0.701± 0.025 0.576± 0.049 1.405± 0.036 2312± 52
SKC(KKM) 0.05 0.651± 0.036 0.522± 0.055 1.454± 0.041 2931± 171
SKC(KKM) 0.1 0.705 ± 0.030 0.607 ± 0.049 1.433± 0.032 2605± 122
SKC(KKM) 0.3 0.759 ± 0.017 0.690 ± 0.025 1.413± 0.017 2359± 46
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Table 3.9: Empirical results with the Gas data set (six classes). The cluster validation results (column three
to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated runs. The
method is in the first column. It was clustered with K = 8 clusters, m = 1.025 (fuzzifier for KFCM)
and the normalized polynomial kernel with a degree of three, γ = 2 (SKC only). The amount of
utilized class labels is in the second column.

Method La. NMI ARI DBI SSE
RNG(1000) 0 0.359± 0.029 0.215± 0.027 1.503± 0.036 3495± 92
SKC(RNG) 0.05 0.405 ± 0.031 0.266 ± 0.045 1.539± 0.055 4196± 175
SKC(RNG) 0.1 0.421 ± 0.024 0.279 ± 0.038 1.531± 0.055 3924± 119
SKC(RNG) 0.3 0.420 ± 0.019 0.268 ± 0.030 1.512± 0.049 3707± 94
KFCM(1000) 0 0.361± 0.031 0.203± 0.031 1.467± 0.047 3493± 103
SKC(KFCM) 0.05 0.402 ± 0.032 0.259 ± 0.043 1.522± 0.057 4238± 187
SKC(KFCM) 0.1 0.420 ± 0.024 0.271 ± 0.039 1.517± 0.056 3971± 127
SKC(KFCM) 0.3 0.423 ± 0.020 0.257 ± 0.034 1.500± 0.051 3727± 105
KKM(1000) 0 0.359± 0.031 0.204± 0.032 1.466± 0.050 3542± 114
SKC(KKM) 0.05 0.381 ± 0.037 0.243 ± 0.047 1.506± 0.060 4294± 215
SKC(KKM) 0.1 0.416 ± 0.027 0.272 ± 0.041 1.507± 0.058 3994± 137
SKC(KKM) 0.3 0.426 ± 0.022 0.269 ± 0.035 1.509± 0.050 3740± 103

Table 3.10: Empirical results with the Activity data set (five classes). The cluster validation results (column
three to six) are averaged over 700 values from a 2-fold cross validation with R = 350 repeated
runs. The method is in the first column. It was clustered with K = 9 clusters, m = 1.025 (fuzzifier
for KFCM) and the Gaussian kernel with σ = 1, γ = 2 (SKC only). The amount of utilized class
labels is in the second column.

Method La. NMI ARI DBI SSE
RNG(1000) 0 0.394± 0.030 0.202± 0.030 1.434± 0.075 56 787± 1314
SKC(RNG) 0.05 0.411 ± 0.053 0.246 ± 0.080 1.662± 0.060 70 467± 2609
SKC(RNG) 0.1 0.444 ± 0.042 0.277 ± 0.062 1.705± 0.050 66 749± 2145
SKC(RNG) 0.3 0.463 ± 0.031 0.291 ± 0.048 1.697± 0.054 62 997± 1949
KFCM(1000) 0 0.393± 0.032 0.201± 0.031 1.404± 0.054 56 559± 1255
SKC(KFCM) 0.05 0.396± 0.053 0.219 ± 0.080 1.645± 0.062 70 217± 2596
SKC(KFCM) 0.1 0.427 ± 0.042 0.249 ± 0.065 1.678± 0.057 66 396± 2150
SKC(KFCM) 0.3 0.444 ± 0.029 0.256 ± 0.046 1.633± 0.067 62 340± 1835
KKM(1000) 0 0.386± 0.034 0.194± 0.035 1.414± 0.067 56 987± 1494
SKC(KKM) 0.05 0.320± 0.059 0.129± 0.067 1.543± 0.067 71 905± 3175
SKC(KKM) 0.1 0.392 ± 0.049 0.205 ± 0.068 1.595± 0.065 67 418± 2464
SKC(KKM) 0.3 0.438 ± 0.032 0.248 ± 0.050 1.606± 0.070 63 035± 2049
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between 2 and 3 the results stayed the same. Therefore, we chose a parameter value of

two, i.e. γ̂ = 2 for all data sets. Note that the used kernel functions and parameters

were tuned with an unsupervised baseline method (KKM) with the aim to maximize the

ARI. Both, the baseline methods and the SKC, employed the same kernel functions and

parameters. In the following, the results from the tables are discussed data-set wise.

Cardiotocography The proposed SKC meta-algorithm with 0.05 of the class labels

reached better ARI/NMI/DBI values than the baseline methods, irrespective of the

clustering method utilized by SKC. With more class labels (0.1 and 0.3), there were

further improvements in the ARI and DBI results, while the NMI results were close to

the results with 0.05 labels. Comparing the baseline methods with the SKC methods

with 0.3 labels, the percentage increases in the ARI were: 81 for SKC(RNG), 71 for

SKC(KFCM) and 77 for SKC(KKM). In contrast, the SSE results were worse with

SKC.

MiniBooNE The SKC method with various clustering methods and with 0.05 of the

class labels outperformed the baseline methods, in terms of the ARI/NMI/DBI values,

with SKC(KKM) as a minor exception. Adding the same amount of class labels, the

ARI/NMI/DBI results with the overall 0.1 class labels further improved. With 0.3 of

the class labels, the ARI/NMI/DBI values were similar to the values with 0.1 class

labels. Comparing the baseline methods with the SKC methods with 0.3 labels, the

percentage increases in the ARI were: 36 for SKC(RNG), 21 for SKC(KFCM) and 33

for SKC(KKM). In contrast, the SSE results were worse with SKC.

Pen With 0.1 class labels, SKC reached better ARI/NMI values than the baseline

methods, independent of the clustering method utilized by SKC. In contrast, with 0.05

class labels, all the cluster validation measures were worse than with none of the class

labels, i.e. with the unsupervised baseline methods. Note that the ARI/NMI values of

the Pen data set were already very high with the unsupervised methods. We guess that

for too-less class labels, the pseudo-centres may be too strongly influenced by the class

labels and too weakly from the distances. Fortunately, this can be controlled by the pa-

rameter γ̂. Therefore, we expect the results with 0.05 class labels to improve with a lower

value of γ̂. The ARI/NMI results further increased with 0.3 class labels. Comparing the

baseline methods with the SKC methods with 0.3 labels, the percentage increases in the

ARI were: 12 for SKC(RNG), 17 for SKC(KFCM) and 20 for SKC(KKM). In contrast,

the SSE/DBI results were worse with SKC.
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Gas The SKC meta-algorithm with 0 of the class labels reached better ARI/NMI values

than the baseline methods, independent of the clustering method utilized by SKC. With

0.1 class labels, the ARI/NMI results were further improved, while with 0.3 class labels,

the ARI/NMI results were close to the results with 0.1 class labels. Comparing the

baseline methods with the SKC methods with 0.3 labels, the percentage increases in the

ARI were: 25 for SKC(RNG), 27 for SKC(KFCM) and 32 for SKC(KKM). In contrast,

the SSE/DBI results were worse with SKC.

Activity The SKC method with various clustering methods and with 0.1 of the class

labels outperform the baseline methods, in terms of the ARI/NMI values. In contrast,

with 0.05 of the class labels, only some of the ARI/NMI results were better, see the

emphasized values in table 3.10. With more class labels (0.3), there were further im-

provements in the ARI/NMI results. Comparing the baseline methods with the SKC

methods with 0.3 labels, the percentage increases in the ARI were: 44 for SKC(RNG), 27

for SKC(KFCM) and 28 for SKC(KKM). In contrast, the SSE/DBI results were worse

with SKC.

Summary In the results, we found that the inclusion of class labels, as done in the pro-

posed SKC method, improved the ARI/NMI results in all of the five evaluated real-world

data sets. In contrast, the SSE results with SKC were worse than with an unsupervised

kernel clustering method. The SKC method also improved a worst-case internal cluster

validation measure, the DBI, for some of the real-world data sets.

3.7 Summary

We introduced a partitioning kernel clustering framework along with assignment func-

tions for kernel K-means, relational neural gas and kernel fuzzy C-Means. Based on

Cover’s theorem, which states that the data can be more separated in high-dimensional

spaces, we argued that kernel clustering may profit from non-linear kernel functions,

which implicitly transfer the data to a possibly high-dimensional feature space. A selec-

tion of kernel functions were shown. Further, we discussed how to assess the generalized

performances of the cluster models. In the thesis, we investigated the chunk-wise kernel

clustering of the data with approximate pseudo-centres for lowering the time complex-

ity of the kernel clustering methods. The approximate-solution method has a linear

time complexity in terms of the number of samples, while the exact-solution method

has a quadratic time complexity. In the empirical results with five real-world data
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sets with the proposed method, the kernel clustering with approximate pseudo-centres

(KPC-A), we found that the KPC-A method outperformed the exact-solution methods

in terms of several internal and external cluster validation measures, when it chunk-wise

clustered more data than the exact-solution methods. Furthermore, we investigated

semi-supervised kernel clustering approaches for improving the clustering results with

external information. The proposed method, the semi-supervised kernel clustering with

sample-to-cluster weights (SKC), influences the positions of the pseudo-centres in feature

space by the class labels. In the empirical evaluations with five real-world data sets with

the proposed method, we found that SKC improved the ARI and NMI results while it

slightly worsened an internal cluster validation measure, the SSE.
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4 Conclusion

In this chapter, we summarize the specific contributions of this work, discuss the lim-

itations and suggest what can be done in a future work, with respect to the research

questions from the introduction, see chapter 1.

4.1 Reinforcement learning in large state space environments

Reinforcement learning methods with function approximation are commonly used for

large state space environments. While ensemble methods have been successfully applied

to supervised and semi-supervised learning, they are not yet considered to be a baseline

method for reinforcement learning. In this work, the ensemble methods in reinforcement

learning have been investigated. The work has aimed at making the ensemble methods

available as a general tool in reinforcement learning.

4.1.1 Neural network ensembles in reinforcement learning

RQ1: Can the value estimations of the single agents in RL be combined to get a

more accurate value estimation than the average of the single value estimations?

How can this be done? In the analysis, we discussed the improvements with unstable

value estimations in the RL domain, based on Breiman’s theorem. Specifically, we have

shown that a committee in RL, that combines the value estimations, has a lower or

equal estimation error than a single agent in the average. Thus, in a control problem,

a committee can perform more rewarding decisions than a single agent. We described a

meta-algorithm for learning state or state-action values in a neural network ensemble.

It is a meta-algorithm because it employs RL algorithms with function approximation.

The algorithm uses model-free RL methods to update the weights in the function ap-

proximation and, thus, can be applied for a control problem or for a prediction problem

in environments with large state spaces.

Limitations and future directions Although we applied the proposed method to envi-

ronments with discrete state spaces, we expect the method to be applicable to continuous

state spaces. In this case, however, the meta-algorithm would need to employ an RL
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method with function approximation that is appropriate for continuous states. We sug-

gest to empirically evaluate the proposed method with RL methods for continuous state

spaces in a future work.

RQ2: Are the committees with M agents and T/M training iterations better, in

terms of a predefined benchmark score, than a single agent with T iterations? Can

the training time of a single agent be shortened by a committee? The empirical

evaluations with two environments with large state spaces and dynamics, i.e. general-

ized maze with up-wind and stochastic SZ-Tetris, confirmed the analytical results. The

committees with M = 3 agents and several sizes of training iterations T had a higher

total reward (generalized maze) or a higher score (SZ-Tetris) than a single agent with

T ·M training iterations. The same has been shown with M = 5 agents. Therefore,

we conclude that it is more efficient, for several sizes of M and T , to train a committee

than to train a single agent.

RQ3: Are the committees with more agents better, in terms of a predefined bench-

mark score, than the committees with less agents? Comparing the results of the com-

mittees with different committee sizes, the larger committees outperformed the smaller

committees with minor exceptions, see the discussion of the results in section 2.5.3.

However, the differences between the improvements got smaller with each added agent.

Therefore, we conclude that the larger committees are generally better, up to specific

limits, than the smaller committees.

Additionally to the points above, the committees with three to fifty agents, trained by

the proposed method, outperformed the previously best SZ-Tetris learning agent (Szita

and Szepesvári, 2010).

4.1.2 Selective neural network ensembles in reinforcement learning

RQ4: Can the decision processes of the large ensembles be improved by removing

agents? How can the agents be selected? We proposed an algorithm for selecting

an informative subset of agents from full reinforcement learning ensembles. The aim of

this method is to achieve more accurate value estimations and, therefore, more accurate

decisions in a control problem. To our knowledge, this algorithm is the first attempt

to combine selective ensemble learning and RL. It generally applies to a wide range of

RL problems, including environments with large state spaces. The states, used for the

selective ensemble algorithm, were either collected with the full ensembles or with the
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single agents. In the empirical results, there were no significant differences between the

two state collection approaches. Therefore, we suggest to collect the states with the

single agents as it is less computationally expensive.

As a necessary step in this work, we have introduced an approximate solution of the

constrained binary quadratic programming (BQP) problem by quadratic programming

with box constraints (QP-BOX). It is worth noting that the proposed approximation is

only applicable in case of a single sum constraint in BQP. Although, we expect that the

approximations are close to the exact solutions, we have not evaluated the approximation

quality in detail. Fortunately, the relations between the errors of the agents are credited

in both objective functions, i.e. for BQP and for QP-BOX.

In the empirical evaluations, the selective ensembles significantly outperformed the

full ensembles in two large state environments. As the selective ensembles have less

agents than the full ensembles and better benchmark performances, we conclude that it

is more efficient, for several committee sizes, to take the advantage of many agents than

to train less agents.

Limitations and future directions The proposed method has the restriction that the

RL model needs to be known. Specifically, the state probabilities, state transition prob-

abilities and the reward function of the model are required. Fortunately, the RL model

parameters can be estimated by sampling state-action pairs from the environment. Al-

though we know the RL models in the two evaluated environments, we estimated their

parameters by sampling in the experiments for fair comparisons. Another requirement

of the proposed method, in its current implementation, is that both a discrete set of

actions and a discrete set of states are necessary. On the other hand, as only a small

subset of the states are utilized, we expect that it is directly applicable to environments

with continuous states. This, however, has not yet been empirically evaluated and may

be done in a future work.

4.2 Clustering large-scale data

Over the last years, real-world data sets have become larger and more difficult to be la-

belled. Although the kernel clustering methods allow for detecting non-linear structures

in the data, they are computationally expensive with large data sets. The thesis has fo-

cused on kernel clustering method approaches for both labelled data, i.e. semi-supervised

clustering, and unlabelled data, i.e. unsupervised clustering.
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4.2.1 Unsupervised kernel clustering of large data sets

RQ5: Are the kernel clustering methods better than the non-kernel baseline coun-

terparts? In the thesis, we performed an extensive evaluation of two common kernel

functions with kernel K-means: the polynomial kernel, which includes the linear kernel,

and the Gaussian kernel. We found that the use of the normalized polynomial kernel,

with a degree of three, or the Gaussian kernel steeply increased the clustering perfor-

mance, in terms of the Adjusted Rand index (ARI), compared to the linear kernel with a

minor exception. In the Pen data set, the results with the linear kernel were only slightly

worse, see section 3.6.4. A kernel method with a linear kernel reduces to the respective

non-kernel method. Therefore, we conclude that the kernel clustering methods may be

better, for several data sets, than their non-kernel counterparts.

RQ6: How can the data be clustered chunk-wise by a kernel clustering method? We

proposed the novel algorithm kernel clustering with approximate pseudo-centres (KPC-

A) for chunk-wise clustering large data sets with kernel clustering methods. The key

to this method are the approximate pseudo-centres, which are determined by greedily

minimizing an objective function.

Limitations and future directions Although we described the integration of three

kernel-based clustering methods, namely kernel K-means (KKM), relational neural gas

(RNG) and kernel fuzzy C-means (KFCM), further kernel methods may be utilized.

Specifically, we suggest to evaluate the kernel self-organizing maps methods, for inclu-

sion in the KPC-A method, in a future work.

RQ7: Can the prototypes in feature space be approximated with less samples? How

good is the approximation? In this work, we empirically evaluated the KPC-A method

and the baseline methods on five real-world data sets. In the basic approaches, a subset

of the data was randomly selected and clustered with the same kernel clustering method.

We found that the KPC-A method performs significantly better, in terms of an internal

cluster validation measure, the sum of squared errors (SSE), than the baseline methods.

In most of the cases, the results were additionally improved in terms of the other used

internal and external validation measures, the Davies Bouldin index (DBI), ARI and the

normalized mutual information (NMI). The results were consistently better, independent

of the chosen kernel clustering method (KKM, RNG or KFCM). Thus, we conclude that

the approximation quality of the approximate pseudo-centres is sufficient for clustering

several of the real-world data sets chunk-wise.

119



4 Conclusion

4.2.2 Semi-supervised kernel clustering

RQ8: Can the inclusion of labels in a kernel clustering method improve the clus-

tering results? Are the improvements in the internal or the external measures?

In the thesis, we introduced the meta-algorithm semi-supervised kernel clustering with

sample-to-cluster weights (SKC) for semi-supervised clustering data sets. The key to

this method are the sample-to-cluster weights and the detection of the cluster class la-

bels. In the method, the positions of the pseudo-centres are controlled by the distances

in the feature space, that are in turn influenced by the class labels of the samples and the

clusters. Additionally, the distances of the samples whose class labels does not match

the class labels of the clusters are set to zero. Thus, SKC is both a distance-based and

constraint-based semi-supervised method. The mechanism for influencing the distances

is implemented via the sample-to-cluster weights. The class labels of the clusters are

detected by maximizing an energy function with a penalizing square root.

In the empirical evaluations with five real-world data sets, we found that the external

cluster validation measures, namely ARI and NMI, were significantly increased in SKC

than in the unsupervised baseline methods. It is worth noting that the selection of the

kernel function and the parameters were tuned with the baseline methods for reaching

the best possible ARI value. Additionally, in two out of five data sets, a worst-case

internal cluster validation measure, the DBI, were lower. We conclude that the inclusion

of labels in a kernel clustering method improves the external cluster validation measures

and may improve the internal cluster validation indices for several of the real-world data

sets.

Limitations and future directions In its current implementation, a limitation of the

method is that it cannot be directly applied to large data sets, but can cluster a subset of

the data. On the other hand, the semi-supervised guidance, by some of the class labels,

may compensate the lack of the full data. In this work, we focused on improving the

clustering results with as much data as the SKC method can cluster within a reasonable

time limit. However, it may be more efficient to learn from more of the data. We expect

that the SKC method can be extended for chunk-wise clustering the data by combining

it with the KPC-A method. Therefore, we suggest to investigate the combination of the

two methods and the resulting performance improvements, if any, in a future work.
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Figure B.1: Empirical results with the generalized maze, RG method.
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Figure B.2: Empirical results with the generalized maze, TD method.
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Figure B.3: Empirical results with the generalized maze, TDC method.
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Figure B.4: Empirical results with the generalized maze, sel. ensembles, RG method.
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Figure B.5: Empirical results with the generalized maze, sel. ensembles, TD method.
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Figure B.6: Empirical results with the generalized maze, sel. ensembles, TDC method.
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C Tables

Table C.1: Parameter values of the error threshold parameter in the selective ensembles, generalized maze,
RG method, as used for the results in table 2.6. The values denotes the amount of state-action
pairs whose actions are treated as incorrect in the error function (threshold parameter, see Eq.
(2.35) in section 2.4.3).

E M Π reward 2.5M reward 5M reward 15M reward 25M

ε Sl.F A 0.97 0.90 0.50 0.50

ε Sl.S A 0.95 0.90 0.75 0.4

ε Sl.F V 0.97 0.95 0.95 0.50

ε Sl.S V 0.97 0.95 0.90 0.50

τ Sl.F A 0.97 0.85 0.85 0.87

τ Sl.S A 0.97 0.85 0.85 0.85

τ Sl.F V 0.97 0.95 0.90 0.90

τ Sl.S V 0.97 0.90 0.90 0.90

Table C.2: Parameter values of the error threshold parameter in the selective ensembles generalized maze, TD
method, as used for the results in table 2.7. The values denotes the amount of state-action pairs
whose actions are treated as incorrect in the error function (threshold parameter, see Eq. (2.35)
in section 2.4.3).

E M Π reward 2.5M reward 5M reward 15M reward 25M

ε Sl.F A 0.97 0.80 0.70 0.85

ε Sl.S A 0.97 0.80 0.70 0.80

ε Sl.F V 0.97 0.90 0.90 0.90

ε Sl.S V 0.97 0.90 0.90 0.90

τ Sl.F A 0.97 0.85 0.75 0.40

τ Sl.S A 0.97 0.80 0.40 0.40

τ Sl.F V 0.97 0.90 0.85 0.85

τ Sl.S V 0.97 0.90 0.80 0.80
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C Tables

Table C.3: Parameter values of the error threshold parameter in the selective ensembles, generalized maze,
TDC method, as used for the results in table 2.8. The values denotes the amount of state-action
pairs whose actions are treated as incorrect in the error function (threshold parameter, see Eq.
(2.35) in section 2.4.3).

E M Π reward 2.5M reward 5M reward 15M reward 25M

ε Sl.F A 0.97 0.85 0.70 0.50

ε Sl.S A 0.97 0.85 0.80 0.60

ε Sl.F V 0.97 0.90 0.90 0.50

ε Sl.S V 0.97 0.90 0.90 0.40

τ Sl.F A 0.97 0.80 0.80 0.80

τ Sl.S A 0.97 0.80 0.70 0.75

τ Sl.F V 0.97 0.90 0.85 0.90

τ Sl.S V 0.97 0.85 0.85 0.90

Table C.4: Parameter values of the error threshold parameter in the selective ensembles, SZ-Tetris, as used
for the results in table 2.9. The values denotes the amount of state-action pairs whose actions are
treated as incorrect in the error function (threshold parameter, see Eq. (2.35) in section 2.4.3).

RL M Π score 0.5M score 1M score 3M score 5M

TD(λ) Sl.F A 0.70 0.90 0.80 0.50

TD(λ) Sl.S A 0.70 0.10 0.90 0.90

TD(λ) Sl.F V 0.80 0.60 0.60 0.20

TD(λ) Sl.S V 0.70 0.50 0.10 0.30

TDC Sl.F A 0.80 0.30 0.80 0.60

TDC Sl.S A 0.90 0.90 0.90 0.30

TDC Sl.F V 0.80 0.80 0.80 0.40

TDC Sl.S V 0.70 0.30 0.30 0.50
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∑
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∑
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∑K
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t
l f̃k(l)

∑
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g̃t−1l (j)
]2

∂QMLP
θk

(st, at)

∂θ
(1)
fi,k

=
∂g(ui)

ui
g(ui)Φf (st, at)θ

(3)
i,k (D.4)

ui =

F∑
f=1

θ
(1)
fi,kΦf (st, at)− θ(2)i,k

∂QMLP
θk

(st, at)

∂θ
(2)
i,k

= −∂g(ui)

ui
g(ui)θ

(3)
i,k (D.5)

ui =

F∑
f=1

θ
(1)
fi,kΦf (st, at)− θ(2)i,k

∂QMLP
θk

(st, at)

∂θ
(3)
i,k

= g
( F∑
f=1

θ
(1)
fi,kΦf (st, at)− θ(2)i,k

)
(D.6)

136



E Academic curriculum vitae

Personal information

Stefan Artur Faußer

Born in Ravensburg, Germany

Education

October 2008 - May 2015 Doctoral degree ’Dr. rer. nat’ in Computer Science

(equivalent to Ph.D.) from the University of Ulm, Germany. This work

was done at the Institute of Neural Information Processing, University of

Ulm, Germany.

October 2006 - October 2008 Master of Computer Science (equivalent to M.Sc.)

from the University of Ulm, Germany. Main subjects: Neuroinformatik

(neuroinformatics), reinforcement learning, algorithms of bioinformatics,

introduction to robotics, autonomous mobile systems, microprocessors.

Master thesis: Kernel methods for data clustering.

March 2003 - August 2006 Diploma in Applied Computer Science (equivalent to

B.Sc.) from the University of Applied Sciences Ravensburg-Weingarten,

Weingarten, Germany. Main subjects: software engineering, computer

architecture, data communication, data security, object-oriented program-

ming. Project work: Developing a coaching box for the local RoboCup

team. Diploma thesis: Planning, Implementing and Testing of a Vir-

tual Network driver for Symmetric multiprocessing systems, developed for

NetModule GmbH, Zurich, Switzerland.

Work experience

since November 2008 Tutor at the University of Ulm, Germany. Main activities and

responsibilities: discussing the exercises with the students for the lectures

reinforcement learning, data mining, Statistische Lerntheorie (statistical

learning theory) and Neuroinformatik 2 (neuroinformatics).

October 2007 - April 2009 Lecturer of two lectures for the Faculty of Electrical Engineering

and Computer Science at the University of Applied Sciences Ravensburg-

Weingarten, Weingarten, Germany. Lectures: linux-kernel programming

137



E Academic curriculum vitae

(for postgraduate students), client-server programming (for undergraduate

students).

Research interests

Reinforcement learning, pattern recognition, machine learning and neural

networks.

Awards

November 2012 Travel stipend awarded by the Deutscher Akademischer Austauschdienst

(German Academic Exchange Service) for travelling to the ICPR 2012 con-

ference in Tsukuba, Japan.

August 2010 Travel stipend awarded by the ICPR 2010 conference for travelling to

this conference in Istanbul, Turkey.

October 2007 - October 2008 Studentship awarded by the MFG GmbH Stuttgart, Ger-

many, Karl-Steinbuch Stipendium for the project: Reinforcement learning

methods for two-person board games.

Scientific publications (peer-reviewed)

S. Faußer and F. Schwenker (2015b).
”
Selective neural network ensem-

bles in reinforcement learning: Taking the advantage of many agents“. In:

Neurocomput. doi: 10.1016/j.neucom.2014.11.075

S. Faußer and F. Schwenker (2015a).
”
Neural Network Ensembles in Re-

inforcement Learning“. In: Neural Process. Lett. 41.1, pp. 55–69. doi:

10.1007/s11063-013-9334-5

S. Faußer and F. Schwenker (2014a).
”
Selective Neural Network Ensembles

in Reinforcement Learning“. In: Proc. 22nd European Symposium on Arti-

ficial Neural Networks, Computational Intelligence and Machine Learning.

(Bruges, Belgium). ESANN ’14, pp. 105–110

S. Faußer and F. Schwenker (2014b).
”
Semi-supervised Clustering of Large

Data Sets with Kernel Methods“. In: Pattern Recogn. Lett. 37, pp. 78–84.

doi: 10.1016/j.patrec.2013.01.007

S. Faußer and F. Schwenker (2012a).
”
Clustering large datasets with ker-

nel methods“. In: Proc. 21st Internat. Conf. on Pattern Recognition.

(Tsukuba, Japan). ICPR ’12. IEEE Computer Society, pp. 501–504

S. Faußer and F. Schwenker (2012b).
”
Semi-Supervised Kernel Clustering

with Sample-to-cluster Weights“. In: Proc. 1st IAPR TC3 Conf. on Par-

tially Supervised Learning. (Ulm, Germany). PSL ’11. Springer, pp. 72–81.

138

http://dx.doi.org/10.1016/j.neucom.2014.11.075
http://dx.doi.org/10.1007/s11063-013-9334-5
http://dx.doi.org/10.1016/j.patrec.2013.01.007


E Academic curriculum vitae

doi: 10.1007/978-3-642-28258-4_8

S. Faußer and F. Schwenker (2011).
”
Ensemble Methods for Reinforcement

Learning with Function Approximation“. In: Proc. 10th Internat. Conf.

on Multiple Classifier Systems. (Naples, Italy). MCS ’11. Springer, pp. 56–

65. doi: 10.1007/978-3-642-21557-5_8

S. Faußer and F. Schwenker (2010a).
”
Learning a Strategy with Neural Ap-

proximated Temporal-Difference Methods in English Draughts“. In: Proc.

20th Internat. Conf. on Pattern Recognition. (Istanbul, Turkey). ICPR

’10. IEEE Computer Society, pp. 2925–2928. doi: 10.1109/ICPR.2010.

717

S. Faußer and F. Schwenker (2010b).
”
Parallelized Kernel Patch Cluster-

ing“. In: Proc. 4th IAPR TC3 Conf. on Artificial Neural Networks in

Pattern Recognition. (Cairo, Egypt). ANNPR ’10. Springer, pp. 131–140.

doi: 10.1007/978-3-642-12159-3_12

S. Faußer and F. Schwenker (2008).
”
Neural Approximation of Monte Carlo

Policy Evaluation Deployed in Connect Four“. In: Proc. 3rd IAPR Work-

shop on Artificial Neural Networks in Pattern Recognition. (Paris, France).

ANNPR ’08. Springer, pp. 90–100. doi: 10.1007/978-3-540-69939-2_9

139

http://dx.doi.org/10.1007/978-3-642-28258-4_8
http://dx.doi.org/10.1007/978-3-642-21557-5_8
http://dx.doi.org/10.1109/ICPR.2010.717
http://dx.doi.org/10.1109/ICPR.2010.717
http://dx.doi.org/10.1007/978-3-642-12159-3_12
http://dx.doi.org/10.1007/978-3-540-69939-2_9

	Abstract (German) - Zusammenfassung
	Abstract
	List of abbreviations
	List of mathematical symbols in reinforcement learning
	List of mathematical symbols in clustering
	Introduction
	Reinforcement learning in large state space environments
	Research questions
	Contribution
	Neural network ensembles in reinforcement learning
	Selective neural network ensembles in reinforcement learning


	Clustering large-scale data
	Research questions
	Contribution
	Unsupervised kernel clustering of large data sets
	Semi-supervised kernel clustering


	Outline
	Reinforcement learning
	Clustering


	Reinforcement learning
	Introduction to reinforcement learning
	Markov chains
	Markov decision processes
	Optimal policies and dynamic programming
	Value iteration
	Policy iteration

	Model-free methods
	Temporal difference
	SARSA
	Q-Learning

	Exploration techniques
	Epsilon-greedy
	Softmax


	Function approximation of the values
	Non-linear function approximation
	Multi-layer perceptrons

	TD
	TD(lambda)
	RG
	TDC
	Summary

	Ensemble methods
	Related works
	Learning from unstable estimations of the value functions
	Neural network ensembles
	Joint decisions


	Selective ensemble methods
	Related works
	Selective neural network ensembles
	Errors
	State collection

	Experiments
	Test of significance
	The environments
	Generalized maze
	SZ-Tetris

	Full ensembles
	Generalized maze
	SZ-Tetris

	Selective ensembles
	Generalized maze
	SZ-Tetris


	Summary

	Clustering
	Introduction to kernel clustering
	Assignment functions
	Clustering algorithm

	Kernel functions
	Cluster validation
	Internal cluster validation
	External cluster validation
	Cross-validation

	Unsupervised clustering of large data sets
	Related work
	Re-clustering with kernel methods
	Approximate Pseudo-Centres


	Semi-supervised clustering
	Related work
	Semi-supervised clustering with kernel methods
	Detecting the cluster labels


	Experiments
	Training and validation of a cluster model
	Test of significance
	The data sets
	Evaluation of the kernel functions
	Clustering large data sets
	Discussing the results

	Semi-supervised clustering
	Discussing the results


	Summary

	Conclusion
	Reinforcement learning in large state space environments
	Neural network ensembles in reinforcement learning
	Selective neural network ensembles in reinforcement learning

	Clustering large-scale data
	Unsupervised kernel clustering of large data sets
	Semi-supervised kernel clustering


	Bibliography
	Acknowledgements
	Figures
	Tables
	Calculus
	Academic curriculum vitae

