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Abstract
The present thesis proposes novel methods for the perceptually motivated real-time
rendering of pictorial depth and motion cues in still images and video sequences.
Therefore, the human visual system is evaluated from a psychological and physiological
viewpoint and the neuronal key processes for motion and depth assessment are
identified. The proposed novel rendering techniques address these specific neuronal
structures to subconsciously convey supplemental scene information to the viewer.
The novel monocular depth cue enhancement pipeline introduces and amplifies pictorial
cues to increase the perceived spatiality in 2D images. It utilizes a standard stereo
algorithm to generate an initial supplemental disparity map which is post-processed
with a novel refinement technique to increase the coherence with the input image.
Subsequently, artificial defocus blur, distance-adaptive local contrast enhancement,
depth controlled desaturation, and artificial drop shadows at depth discontinuities are
rendered. Merging these visualizations yields an immersive depth sensation for images
and video sequences.
The novel motion depiction pipeline initially computes the optical flow with the novel
À-trous Flow method. Subsequently, a rendering stage approximates natural motion
blur, stroboscopic exposure or comic-like speed lines. As result, trajectory and dynamics
inside the scene can be assessed within a single image.
To achieve real-time performance, the efficient edge avoiding à-trous wavelets are extended to compensate disparity map artifacts, compute optical flow, and to manipulate
various motion or depth cues. The synergies created by the combined computation of
reconstruction and visualization even enable video streaming applications.
The third pipeline is specialized on monocular highway traffic scene reconstruction and
the enrichment of a rear-view camera stream. A lane detection algorithm is fused with
a segmentation supported vehicle detector to track and localize the trailing vehicles.
In order to support the driver in his scene assessment, the gathered information is
conveyed via artificial motion or defocus blur and a color-coded risk potential rendering.
All suggested methods are discussed from a perceptual viewpoint. Furthermore,
two conducted perceptual studies confirm that the proposed renderings guide visual
attention towards specific image areas and convey rough velocity information to the
viewer.

Kurzfassung
In der vorliegenden Arbeit werden neuartige, von der Wahrnehmungsforschung motivierte Methoden vorgestellt, die das Echtzeit-Rendering von monokularen Tiefen- und
Bewegungs-Hinweisreizen in Bildern als auch Videosequenzen ermöglichen. Dazu wird
zunächst das menschliche visuelle Sehsystem aus psychologischer und physiologischer
Sicht beleuchtet und die zentralen neuronalen Prozesse zur Verarbeitung von Bewegung
und räumlicher Tiefe identifiziert. Um unterbewusst zusätzliche Bildinformationen
zu übermitteln, werden die dabei identifizierten neuronalen Strukturen von den hier
vorgestellten Bildveränderungs-Techniken direkt angesprochen.
Die hier neu vorgestellte Rendering Pipeline verstärkt bestehende oder erzeugt neue
monokularen Tiefenhinweise, um die empfundene Räumlichkeit in zweidimensionalen
Bildern zu erhöhen. Hierzu wird mit einem Standard-Stereo-Algorithmus zunächst
eine Tiefenkarte erzeugt. Um die Kohärenz mit dem Eingangsbild zu erhöhen, wird
diese anschließend mit einem neuen Verfeinerungsverfahren nachbearbeitet. Anschließend wird in dem Bild eine künstlicher Tiefenunschärfe, eine distanzadaptive lokale
Kontrastverstärkung, eine tiefenabhängige Farb-Endsättigung sowie künstliche Schlagschatten erzeugt. Die Kombination dieser Visualisierungen erzeugt eine immersive
Tiefenempfindung in den manipulierten Bildern und Videosequenzen.
Die neu eingeführte Rendering Pipeline zur Erzeugung von künstlichen Bewegungshinweisen errechnet zunächst den optischen Fluss über eine neuartige À-Trous-FlowMethode. In der anschließenden Rendering-Phase werden natürliche Bewegungsunschärfe, Mehrfachbelichtungen oder comic-hafte Bewegungslinien erzeugt, worüber
Trajektorien und Dynamik der dargestellten Szene in nur einem einzigen Bild aufgenommen werden können.
Um diese Berechnungen in Echtzeit durchzuführen, werden die effizienten kantensensitive À-Trous-Wavelets erweitert. Somit können diese eingesetzt werden, um Fehler in
der Disparitätskarte zu korrigieren, den optischen Fluss zu berechnen und Bewegungsund Tiefenhinweise zu manipulieren. Die kombinierte Berechnung von Rekonstruktion
und Visualisierung erzeugt solch große Synergien, dass diese Verfahren sogar für
Video-Streaming Anwendungen einsetzbar sind.

Die dritte Pipeline ist spezialisiert auf die Rekonstruktion des Verkehrsgeschehens
mittels monokularer Kamera Systemen auf Autobahnen, sowie der daraus resultierenden Anreicherung der Bildinformation von einer Rückfahrkamera. Um nachfolgende
Fahrzeuge zu verfolgen und zu lokalisieren wird ein Algorithmus zur Fahrbahndetektion mit einem segmentierungsunterstützten Fahrzeugdetektor fusioniert. Um den
Fahrer zu unterstützen, werden die erfassten Informationen über eine farbcodierte
Risikodarstellung sowie künstlicher Bewegungs- und Tiefenschärfe in das angezeigte
Bild eingebettet.
Alle in dieser Arbeit vorgestellten Methoden werden aus Sicht der Wahrnehmungsforschung erörtert und diskutiert. Zudem werden die Ergebnisse zweier im Rahmen
dieser Arbeit durchgeführter Wahrnehmungsexperimente dargestellt, die die Annahme
untermauern, dass mithilfe der hier vorgestellten Methoden die visuelle Aufmerksamkeit des Beobachters gezielt auf bestimmte Bildbereiche gelenkt sowie grobe
Geschwindigkeitsinformationen übermittelt werden können.
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Chapter 1
Introduction
Humans mainly perceive their environment with the sense of sight which is enabled
by the Human Visual System (HVS). It captures and processes the information
encoded in the visible light and generates a mental representation of the viewed
scene. Considering the accuracy of this representation it becomes evident that the
HVS encloses much more than just a light sensitive tissue. It is rather a specialized
distributed multi-stage information processor that decomposes the visual stimulus
into several different representations regarding wavelength, intensity, spatial frequency,
and orientation. These representations are subsequently assessed by specifically tuned
low-level neuronal structures whose outputs are recomposed on a higher level in the
visual cortex. As a result, a detailed mental representation of the viewed scene is
formed. Thus, the unconscious low-level pre-processing of visual stimuli affects the
constitution of the high-level mental representation.
The techniques presented within this thesis specifically address these low-level preprocessing stages in order to induce or enhance the sensation on depth, motion, and
salience. Novel real-time based rendering methods are proposed which embed or
boost perceptual cues which directly address low-level neuronal structures. Perceptual
studies conducted within this thesis indicate that these renderings affect the viewer’s
perceptual responses. Therefore, they may be utilized to subconsciously convey
additional information on depth, motion, and urgency in still images, or videos.
Additionally, extensions on existing computer vision methods are introduced to
generate the underlying dense data on distance and velocity in real-time. The resulting
scene reconstruction is used as input for the proposed perceptual rendering techniques.
Hence, a complete toolset to gather and subconsciously convey depth, motion, and
urgency information to the viewer is presented and evaluated. These techniques may
be utilized in future applications in consumer and automotive industry. Especially
rear-view camera systems may benefit largely from the proposed methods as the
driver’s scene awareness in critical traffic situations could be increased.
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Introduction

1.1 Thesis Overview

To lay the foundations how the proposed rendering techniques affect human scene
assessment, initially the visual system is described in Chapter 2. First, the processing
path from incident light on the retina to the complex neuronal structures in the
visual cortex is followed. Specific attention is devoted to color, luminance, and spatial
frequency processing. In the second part of this chapter the physiological and neuronal
processing and manipulation of motion and binocular as well as monocular depth cues
are discussed in detail.
Chapter 3 summarizes commonly known algorithms as wavelet based edge preserving
filtering, color space transformation, stereo camera based depth estimation, and the
basics of optical flow. Additionally, it is argued which of the various algorithm classes
are utilized for stereo, optical flow and edge enhancement. These algorithms shall be
used throughout the entire thesis.
Upfront to the perceptual motivated rendering of additional cues, the underlying data
on depth and motion of the captured scene has to be generated. Chapter 4 deals with
the refinement and correction of dense depth maps. Furthermore, a novel wavelet
based dense flow estimation method - the À-Trous Flow - is introduced. The last
section specializes on monocular scene reconstruction methods which are confined to
highway scenes with the specific application of vehicle based rear-view camera systems
for driver assistance.
On the basis of the generated dense depth map, perceptual renderings which manipulate
or introduce multiple monocular depth cues are presented in Chapter 5. The impact of
such renderings on visual search performance is evaluated subsequently. In Chapter 6,
motion cues are embedded into video streams and still images in a similar fashion.
Afterwards, the effect on human velocity assessment is evaluated in a perceptual study.
Both pipelines form a symbiotic relationship between the generation of depth or flow
information and the associated rendering technique. This approach speeds up the the
execution of the depth and motion cue rendering. As a result, real-time performance
can be achieved for both pipelines, which makes them deployable for online industrial
or automotive applications.
A summary of the results as well as a short outlook for future extensions and research
founded by this thesis is given in Chapter 7.

1.2 Contributions
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1.2 Contributions
Some of the main contributions of this thesis have been partially released by the author
in prior publications. The first publication "Real-Time Disparity Map Based Pictorial
Depth-Cue Enhancement" issued in the proceedings of "Eurographics 2012" [RHL12]
contributes the following:
• a fast new à-trous wavelet based method to refine and correct dense disparity
maps to increase edge coherence with the underlying input image,
• a novel real-time rendering pipeline to introduce and enhance pictorial depth
cues based on an input disparity map,
• a study to emphasize the positive impact on supportive pictorial depth cues to
speed up search-and-find tasks.
The contributions of this publication on disparity map enhancement are reflected in
Section 4.1 and the contributions on pictorial depth cue rendering and the perceptual
study on search-and-find tasks in Section 5.
The second publication "Intuitive Visualization of Vehicle Distance, Velocity and Risk
Potential in Rear-View Camera Applications" issued in the proceedings of "Intelligent
Vehicles 2013" [RRG+ 13] lays a close look on vehicle based camera applications for
highway driver assistance and presents the following findings:
• a novel technique to fuse an existing forward-looking lane recognition with
a backward looking camera for visualization, vehicle detection and contour
tracking, to reconstruct motion vectors and depth maps with a monocular
camera setup,
• a perceptual motivated real-time rendering technique to convey velocity, distance
and risk potential,
• a perceptual study presenting evidence that artificial motion cues can be utilized
to support drivers to assess high approaching speeds of trailing vehicles.
The results of this publication on monocular scene reconstruction are reviewed in
Section 4.3, and the motion rendering results as well as the according study can be
found in Section 6.4.
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Introduction

The novel contributions initially presented within this thesis are:
• a detailed review of the findings on visual cues in perceptual and physiological
science in the context of perceptual motivated rendering,
• a detailed discussion on perceptual optimized local contrast enhancement in
terms of receptive field size and color spaces,
• a novel very fast region matching based dense flow algorithm which is boosted
with sparse wavelet sampling (À-Trous Flow),
• fast perceptual motivated rendering methods to depict motion in videos and
still images.

Chapter 2
Human Visual Perception
"The immediate objects of the perception of our senses
are merely particular states induced in the nerves"
Edwin G. Boring (1950)
The presented thesis proposes new techniques which embed additional information in
still or moving image sequences in order to subconsciously convey supportive temporal
or spatial scene information. The rendering techniques introduced in the following
chapters address specific stages of human visual scene assessment on a physiological
and perceptual level to manipulate the mental representations of the viewed scene.
This chapter outlines the properties of the HVS as optical system as well as the
processing stages taking place between capturing of light in the retina and generation
of mental representations in the visual cortex. Furthermore, a closer look on the
subconscious processing of motion and de-focus blur as well as on visual search-andfind is taken. The latter play a great role for this thesis since they are manipulated to
induce or enhance the perception of distance, velocity, or saliency.
The sensory organ of the HVS is the retina, a photosensitive layer on the backside
of the eye. However, the formation of highly detailed mental representations of the
perceived scene not only demands the capture of light information but a complex
information processing-chain with multiple layers of abstraction. Therefore, the HVS
not only includes the retina but another two major visual units for seeing: the visual
pathway and the visual cortex.
The retina contains photoreceptors which are connected to the ganglion cells via
neuronal circuits. The ganglion cells’ axons form the optical nerve. Besides the optical
nerve, the visual pathway encloses the optic chiasm and the Lateral Geniculate Nuclei
(LGN). The main processing unit for visual perception is the terminal of the optical
path: The visual cortex, which contains visual stimuli responsive cells performing
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the final formation of mental representations of the perceived scene (see Figure 2.1).
It shall be noted that the fibres of the inner (nasal) and outer (temporal) part of
the retina of each eye are separated in the optic chiasm and conducted to the same
terminal in the visual cortex. Thus, the left hemisphere processes the right visual field
of both eyes, whereas the right hemisphere processes the left visual field. This enables
the visual cortex to estimate distances by comparing the lateral disparity of object
position in left and right visual fields (see Section 2.2.3).

Figure 2.1: The human visual system encloses the retina, the optical nerve,
the optic chiasm (where left and right visual field are split up),
the lateral geniculate nuclei (i.e. pre-processing stage) and the
visual cortex. Reprint from [Mat06, page 180].
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2.1 The Human Eye

The eye with the retina is the sensory organ of vision. Its main purpose is to catch
photons and direct them to the photoreceptors in the retina.
It is a light tight chamber of spherical shape which is filled with a clear viscous gel
(vitreous humour). The inside surface is covered by a sheet of photoreceptors (retina).
Photons pass through the cornea, the iris, and the lens to the retina. The iris is a
muscular diaphragm forming an adjustable aperture followed by the lens which is
refocused by the ciliary muscles (see Figure 2.2).
The retina has a 1.5 mm [RC11, page 13] dent in its center (fovea) in which the
density of photoreceptors is increased. Therefore, this is the region with the highest
spatial resolution (see Section 2.4). The optical nerve connects the retina to the higher
processing stages of the visual system.

Figure 2.2: The structure of the human eye. Light passes the cornea, the
contractible iris, and the malleable lens up to the retina. The fovea
is a small dent in the retina (∅ ≈ 1.5mm) where the spatial optical
resolution is at its maximum. Reprint of image from [Mat06,
page 181].

Hence, the entire human eye can be understood as an optical system with adjustable
focal length (16.5 − 125 mm) and aperture (2 − 8 mm) [HP60]. The mean values for
standard daylight vision are an aperture of ≈ 4, 6 mm and a focal length of 24 mm
[HCOB10]. These optical values are used later in this thesis to emulate the properties
of the human eye for artificial depth-of-field renderings (see Section 5.2).
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2.2 Human Visual System
In the following, the processes taking place between initial electromagnetic stimulation
in the retina and the construction of a mental representation of the surrounding
scene in the cortex are discussed. Hereby lies the main focus on spatial frequency
and wavelength sensitivity as well as on orientation and motion tuning since these
properties are specifically addressed by the proposed perceptual motivated rendering
techniques (see Chapter 5 and 6).

2.2.1 The Retina
The retina encloses three layers of different cell types: The first layer contains photoreceptors which are sensitive to light. The second inner nuclear layer interconnects these
receptors with the last layer containing the ganglion cells. The latter are optimized to
integrate the generated signals and to amplify neuronal responses to light impulses.

Photoreceptors

The first layer contains the photoreceptors, primary sensory cells which convert light
energy into neural signals. The outer segment of the photoreceptor encloses discs
filled with light sensitive pigment molecules. The inner segment contains the synaptic
terminals and the cell nucleus (see Figure 2.3). The terminals form synaptic clefts,
which interconnect adjacent receptors via horizontal cells and ganglion via bipolar
cells (see Figure 2.5).
The photopigment inside the discs is rhodopsin, a protein sensitive to light. When
rhodopsin is hit by photons, a chemical process named (photoisomerization) is triggered:
The pigment photo-bleaches within milliseconds (see Section 2.3) and causes a change
in the electrical potential of the receptor membrane. After complete photo-induced
decay of the photopigment in the disc, it is shed and absorbed into the epithelium at the
tip of the receptor. Inside the epithelium, the reaction product of rhodopsin is reversed
which takes up to 45 min [Rus61]. After regeneration, the pigment is transported back
into the photo sensitive segment [PAF04]. It shall be noted that the outer cell layer of
the retina is not the photosensitive segment but the synaptic terminals. Thus, light
has to penetrate all other cell layers before it hits the photopigment.

2.2 Human Visual System

9

Figure 2.3: Rod (high sensitivity) and cone (trichromatic color sensitivity)
photoreceptors. The discs in the outer segment are filled with photopigment. The inner segment is formed by synaptic clefts which
are the neuronal interface of the receptor. Reprint from [Mat06,
page 182].

Wavelength and Sensitivity
Rhodospin is a group of proteins which have their peak sensitivity at different wavelengths of light. Each cone in the human retina mainly contains only one kind of
rhodopsin which makes them sensitive to specific wavelengths: S-cones have their peak
efficiency at 420 nm (blue), M-cones at 534 nm (green), and L-cones at 564 nm (red).
The HVS comprises 1.6 more red cones than green ones and only a small amount of
blue receptors [Len00]. The high number of L-cones results in an increased neuronal
activation in case of stimulation with red light in comparison with other colors. Cones
require about 30 − 100 photon hits [Mat06, page 182] to generate a reliable change of
electrical potential. However, they are capable of converting up to 50.000 photons per
second [Mat06, page 182] into neuronal signals.
A fourth photoreceptor type are rods which contain photopigments with a peak
sensitivity at 498 nm (cyan). Rods are much more sensitive to light and induce a
change in neural potential up from a single photon hit. However, their neuronal output
already saturates at about 100 photon hits per second.
It shall be noted that neither rods nor cones are able to "see" colors. They all have
a significant peak efficiency at a specific wavelength (e.g. A red light source with
about twice the lightness of a blue light source generates the same neuronal output
in an S-cone) (see Figure 2.4). Thus, the visual system interpolates the colors in
subsequent processing stages by analyzing the color-opponency [Mat06, page 191]:
The differential signal of the cone responses in respect to their spatial distribution
allow the HVS to reconstruct the color representation of the observed scenery.
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Figure 2.4: Normalized responses of rods and cones at different wavelengths.
(Re-plotted from Stockman and Sharpe [SS00])

The very light sensitive rods are excluded from color interpolation: Their neuronal
signals are overlaid as monochromatic (not as color opponency) into the information
feed to the optical nerve (see Section 2.2.1). From this it can be deducted why
human vision fades from photopic (day light) over mesopic (twilight) to scotopic vision
(low light) with a gracefully degradation from color to monochromatic vision and an
increase in sensitivity [Mat06, page 216].

Spacing and Resolution
Most cones are located in the fovea centralis where they have their smallest size (about
1 − 4µ m in the fovea vs. ≈ 4 − 10µ m outside) and spacing (0.6 arcmin). Therefore,
the cone density in the fovea defines the maximum resolution of the HVS.
There are no rods located in the fovea centralis, thus light sensitivity is low compared to
the rest of the receptive field. Outside the fovea rods and cones are evenly distributed
but with a much higher proportion of rods (≈ 120 million) compared to cones (≈ 6
million). Although the number of rods exceeds the number of cones by a factor of 20,
there are about 10 times more neurons devoted to the information generated by cones,
which indicates that the majority of the visual information is gathered by cones inside
the central field of vision.
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The neuronal signals generated by the photoreceptors are the output of the first
processing stage of the HVS. The number of these signals is too high to be transported
via the optical nerve. In consequence, the HVS has developed strategies to preprocess
and compress the gathered information in the retina.

The Inner Nuclear Layer
The smaller amount of neurons driven by the more numerous cones points to a
complex wiring of these receptors located in the second layer of the retina. The
inner nuclear layer connects the photoreceptors with the ganglion cells and consists
of bipolar, amacrinal, and horizontal cells. Bipolar cells can be divided into ON and
OFF bipolars. The OFF bipolar cells inhibit the release of neurotransmitters after a
photon triggered increase in electrical potential whereas the ON bipolar cells stimulate
the release of neurotransmitters. This allows the visual system to build differential
signals already in the first processing stage (see Figure 2.5).

Figure 2.5: Retinal interconnection of rods (R) and cones (C) via rod bipolars (RB), ON and OFF cone bipolars (CB), horizontal cells (H,
HI), and amacrine cells (All, A) to ganglion cells (GC). Small
dots indicate inhibitory, large dots excitatory connections. The
horizontal interconnections as well as the connection of ON and
OFF cells with cones show the formation of differential signals,
whereas the rod signal is mainly superimposed onto the feed of
the optical nerve. (Reprint from [Mat06, page 184]).
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Horizontal cells directly interconnect the photoreceptors and inhibit the transduction
of photon energy to electrical potential in the surrounding receptors. Therefore,
the transitions from dark to bright at edges or highlights cause a peak at a single
photoreceptor, whereas the surrounding is dampened. This can be seen as a hard-wired
high-pass filter to increase the ability of detecting high frequencies (edges, highlights,
etc.).
Amacrine cells interconnect the bipolar cells horizontally with each other and vertically
with the ganglion cells. Their purpose is still ill defined [Mas01] but it is assumed that
they superimpose the rod on the cone signals [Rod98].
There are about 126 million photo receptors but only about 1 million ganglion
cells [Mat06, page 190]. Thus, the first stage of image analysis and compression of
visual stimuli is performed in the inner nuclear layer where photoreceptors connect
with the ganglion cells.

Ganglion Cells
Ganglion cells are classified by their anatomical properties: biplexiform, bistratified,
midget, and parasol cells have been identified. Except the biplexiform cells, all
types are crucial for higher-level processing in the visual system in respect of spatial,
temporal, and color perception. Ganglion cells interface with multiple bipolar and
amacrine cells in their surroundings forming a receptive field. This field defines a
group of photoreceptors in the retina which influence the neuronal output of the
connected ganglion cell.
Midget and parasol cells have a property known as spatial and spectral opponency
which describes that ganglion cells distinguish between center and surrounding stimuli
in their receptive field in respect of location and color. ON ganglion cells have an
excitatory center and an inhibitory surround and respond stronger to bright spots
(see Figure 2.6). OFF ganglion cells respond best to dark spots. This property of
ganglion cells can be seen as the second stage of a high-pass filtering (first stage are
the horizontal cells) causing a higher sensitivity of the visual system for details (edges,
spots, highlights, etc.) or high frequencies.
Midget cells (70 − 80%) enable the visual system to perceive red-green color as well
as dark-light luminance opponency. Blue-yellow opponency is sensed by bistratified
ganglions which have a much lower incidence (< 10%). The ratio of red-green vs.
blue-yellow opponent ganglion cells reflects the high neuronal response and increased
sensitivity for red-green color stimuli. Midget cells have a much smaller receptive
field than parasol cells. Actually, midget cells in the fovea account only for a single
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cone. Therefore, the spatial resolution in the fovea is increased, which elevates the
sensitivity for small scale details and color changes. However, parasol cells have larger
receptive fields and cannot distinguish between colors but are sensitive to contrasts.

Thus, based on the size of their individual receptive fields, midget and parasol cells
can be seen as high-pass filters sensitive to different frequencies or contrast gradients
of different sizes in the visual field.

Figure 2.6: Spatial and spectral receptive fields. Midget and parasol cells
generate spatial and spectral differential signals between red (L)
and green (M) cones, whereas bistratified cells interface blue (S)
and red/green cones and show spectral but no spatial opponency.
(Reprint from [Mat06, page 184]).

The processing in the inner nuclear layer of the retina described above are mainly
designed to separate neuronal activity contrasts originating from the different cone
types into luminance and color (red vs. green and blue vs. yellow) channels. This
physiological finding forms the basis for perceptual color spaces which are able
to specifically address the perceived lumiance contrast or color appearance (see
Section 3.2).
To increase the spectral and spatial sensitivity, the HVS generates and amplifies
differential signals in all processing stages. Additionally, the increase in size of the
receptive fields and the overlay of low light sensitive monochromatic rod signals form
a low-level compression stage which allows the HVS to transmit the information
gathered by ≈ 120 mio photoreceptors via only ≈ 1 mio fibers in the optical nerve.

The fibers of the ganglion cells form the optical nerve conveying the compressed
neuronal signals to the visual cortex via the visual pathway. However, before the
signal reaches the cortex, a second preprocessing takes place in the lateral geniculate
nuclei, which plays a large role in subconscious image processing.
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2.2.2 The Lateral Geniculate Nuclei
The fibers of the optic nerve route into six different regions in the brain. The majority
of fibers projects onto the LGN whereas superior colliculi, suprachiasmatic nuclei,
pretectum, pregniculate, and the accessory optic system are secondary target areas.
The LGN is connected to the striate cortex, the first stage of the visual cortex, and
can be seen as the pre-processing stage for high-level image processing.
The secondary target regions of the optical nerve are thought to be responsible for
unconscious visual processing such as synchronization of the "biological clock", regulation of pupil diameter, (unconscious) direction of visual attention, and stabilization
of the retinal image during head movement [Rod98]. The most remarkable property
of the LGN is its layered structure: Midget, parasol and bisratified ganglion cells
project to different layers recreating a map of the entire visual field. Although the
terminals are in different layers, the spatial locations of the originating photoreceptors
are in register. Thus, if a spatial confined stimulus triggers the photoreceptors in
the retina, neuronal activity will be triggered in all layers at nearly the same relative
position. This organization reflects the separation of the perceived image into multiple
representations of spatial resolution and color opponency at multiple scales. This
separation allows to address single perceptual properties such as luminosity, color, or a
specific spatial contrast frequency without interfering with other representations. This
is utilized by the introduced rendering techniques to manipulate the human depth
assessment in 2D images (see Section 5.3 and 5.5).
Not all functions of the LGN are entirely understood. However, it is thought to mainly
store the image representations and to sharpen spatial responses by enabling cross
comparisons between different image representations. This enhances the salience of
differential signals in the neuronal output emerged from the retina. Therefore, it can
be seen as the third stage of image filtering which is comparable to a physiological
implementation of multilateral image filtering (see Section 3.1).

2.2.3 The Visual Cortex
The visual cortex receives the low-level pre-processed differential signals from the LGN
and generates a mental representation of the currently viewed scene. The receptive
fields of the visual cortex are much more complex and show neuronal sensitivities for
depth and motion cues as well as for temporal progression.
The first layer of the visual cortex is the striate cortex (V1). About half of its
cells are devoted to the central 600 arcmin of the visual field (equals 1% of the
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entire visual field [Mat06, page 201]). This is consistent with the higher amount of
ganglion cells devoted to the central receptive field, interfacing the photoreceptors
in the fovea centralis. Thus, spatial and color resolution for this part of the visual
field are at its highest. The striate cortex has a high density of interconnections
to the cortex and the extrastriate cortex. This enables the striate cortex to show
new forms of selective stimulus sensitivity, particularly regarding spatial orientation,
motion direction, binocularity, and wavelength. Hence, the striate cortex combines
the neuronal information from different LGN-representations into larger and more
complex spatial and temporal sensitive receptive fields.
The remaining visual areas are summarized under the term existriate cortex which
is largely dependent on the processed neuronal output of V1. Its detailed functional
significance for conscious visual processing is complex and still unclear. However, it is
shown that the concept of expanding size and complexity of receptive fields continues
in the extrastriate cortex[Mat06, page 202].

Orientation Tuning
Like all other optical systems, the HVS is limited in resolving high frequencies or
details due to diffraction and aberrations. This limitation confines the human eye
to a theoretical maximum resolution of about 0.6 arcmin of the visual field . This
corresponds to the minimum cone spacing in the fovea (see Section 2.2.1). Although
studies have shown that the visual system is able to resolve spatial details with this
spacing, the decline in sensitivity at high and low frequencies is much steeper to be
accountable to the optic degradation (see Figure 2.7).
This degradation points to aliasing during the visual processing: frequency selective
excitatory and inhibitory neurons are stimulated by specific detail gratings in their
receptive fields. If there are less neurons devoted to a specific frequency, the HVS
is less sensitive for this frequency. Thus, one can conclude that most neurons are
sensitive to gratings at 10 arcmin (see Figure 2.7) whereas the number of neurons
sensitive to higher or lower frequencies is lower, resulting in the reversed u-shape of
the human contrast sensitivity.
This suggests that the visual system is frequency selective and performs a decomposition of the perceived image at multiple spatial scales - comparable to a Wavelet
analysis as described in Section 3.1. Therefore, such image decompositions are well
suited to particularly address frequency selective neuronal structures in the HVS.
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Figure 2.7: Normalized human contrast sensitivity (from Campbell and Robson (1968)[CR68]) and normalized optical transfer function with a
pupil diameter of 2mm (from Ijspeert, Van Den Berg, and Spekreijse (1993)[IBS93]). The decline in human spatial sensitivity is
much steeper than the optical decline. Thus, spatial sensitivity is
driven by neuronal processing capacities.

However, the neurons of the LGN do not show such a fine grating of frequency sensitivity [DL84]. Hence, decomposition of fine gratings is performed in the striate cortex:
Orientation tuned neurons are sensitive to contrast edges of a very specific orientation
and size. Their cellular structure is similar to ganglion and LGN cells: they emit
neuronal signals if an edge with a specific orientation is sensed in their receptive field
[HW68]. However, their receptive fields are even more complex and show narrow
frequency band pass characteristics for various frequencies [DAT82].

In conclusion, to specifically address the neural output induced by small and large scale
gratings, the sensed input stimuli (e.g. an image) has to be decomposed into a similar
representation of different spatial frequency scales first. Based on this decomposition,
modulations of the stimuli frequency components can be utilized to affect the neural
output for the neurons sensitive to specific spatial frequencies. Motivated by theses
findings, an approach to modulate perceived gratings is presented in Section 5.3.
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Motion Direction Selectivity
Besides spatial selectivity tuned neurons, there are also temporal selective cells which
are sensitive to movement of edges in specific directions. Their neuronal activity is
highest if an object is moved in the preferred direction. They do not respond if the
edge is moved in the opposite or other directions [Mat06, page 199][MNW86]. A more
detailed review of motion perception is given in Section 2.3.

Binocularity
Due to partial decussation of the optic nerve in the optical chiasm, fibers from the
left and right visual fields of both eyes terminate in different hemispheres. Specialized
binocular cortical cells compare the relative feature locations in the visual fields from
both eyes. Their neuronal activity is highest if the retinal images of an object of left
and right eye do not lie on corresponding retinal points but diverge in a specific angle.
Thus the emitted neuronal signal represents the binocular disparity which encodes the
distance to the considered object (see Section 2.6). This property of lateral shifted
image capturing systems is utilized for stereo reconstruction in machine vision in a
similar fashion (see Section 3.3).

Wavelength
The retinal ganglion cells already encode chromatic opponency in their neuronal
signals. These signals are decoded and processed by the striate cortex. The responses
of 41% of the striate cells [JHS01] show a chromatic opponency as well. This indicates
sensitivity for wavelength variations and therefore color processing in the visual cortex.
The specific color and orientation tuning of neurons underpins the separation of color
and edge information paths in the HVS, which motivates the separation for color and
luminance in image manipulation in luminance contrast and hue (see Section 3.2).

2.2.4 Summary
The last section evaluates the human eye as the sensory organ for sight and the
low-level processing of visual stimuli induced by the light inciding onto the retina.
Human visual perception operates via a spatial and property based divide and conquer
principle to assess the received optical stimulus. Already in the retina the signal
is divided into color and luminance. Furthermore, the separated representations
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are transmitted as differential signals generated by neurons with a spatial confined
receptive field. While ascending the optical pathway, these receptive fields grow in
size and complexity, which allows to asses binocular disparity, motion, and shading on
the highest stage (visual cortex). However, throughout the entire chain the specific
properties are processed in separated pathways and are not merged until the final
composition of the mental scene representation. This causes optical illusions since
the stimulus is not assessed as a whole but as local contrasts (see Figure 2.8). These
processing paths can be specifically addressed and manipulated to influence the mental
scene representation with respect to color, disparity, motion, sharpness, or shading
perception.

(a) Simultaneous Contrast Illusion

Figure 2.8: Simultaneous Contrast Illusion shows the local spatial delimitation
of perceptive fields. Although the central bar has a homogeneous
color, it appears to fade from dark to light grey. This is induced
by the local receptive field which only evaluates the local contrast
between the bar and the background, the global contrast cannot
be perceived.
Color is perceived by interpreting differential signals generated by wavelength sensitive
cones. Due to the high amount of L-cones, the highest neuronal activation is induced
by red colors. Accordingly, in Section 6.3.1 colors are used to encode risk potential
and to alert drivers in critical situations. The separation of luminance contrasts and
color sensation is utilized in Section 5.5 to desaturate the image without affecting
contrasts. The latter is achieved by separating color and luminance stimuli with a
perceptual color space model which is introduced in Section 3.2.
Sharpness and shading are assessed by the secondary luminance contrast pathway.
Besides the cones’ spacing, this pathway defines the spatial resolution and contrast
sensitivity of the HVS. It decomposes the input image into several spatial frequency
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representations which encode high frequencies in the range of the cone spacing (sharpness) down to lower frequencies (e.g. shading cues). Thus, to affect these properties,
a similar frequency selective decomposition of the luminance channel is proposed in
Section 5.3. The latter enables specific spatial frequency elevations without affection
the color representation.
Binocularity is assessed by neurons in the visual cortex which are sensitive to a lateral
shift in the visual field. Thus, to address this processing path, different images have
to be presented to the left and right eye (see Section 2.6.1).
Motion perception relies on luminance contrast decomposition of the visual pathway
as well. Specifically tuned neurons in the visual cortex are sensitive to edges moving
in a defined direction. Experimental findings indicate that this process does not
necessarily require apparent motion [MNW86]. This emerges the question if these
neuronal structures can be stimulated by still images.

2.3 Motion Blur in Human Vision
The following section evaluates the impact of motion blur on human motion perception.
The findings presented in this sections form the foundation for the proposed rendering
techniques in Section 6 to induce or enhance a sensation of motion in still images and
video sequences. The assessment of movement in the HVS can be separated into the
physiological limitations resulting in motion blur and the neuronal processing of this
artifact.

2.3.1 Inertia of Photoisomerization
As stated in Section 2.2.1, the process of photoisomerisation is not instant and not
temporal confined. A stimulus with a brief flash of light takes up to 10 ms to generate
a neuronal response and the neuronal activity lasts at least 100 ms for cones and up
to 500 ms for rods (see Figure 2.9).
The inertia of the chemical process of photoisomerization generates similar effects as
long exposure times in cameras: If a bright light source passes along the static visual
field, photoisomerization in multiple photoreceptors is induced. Since this process is
not instant, neuronal activity is triggered along the trajectory of the bright object
(e.g. A fast bright moving spot in a dark environment).
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Figure 2.9: Time course of macaque monkey photoreceptor current after a
light impuls δ at t = 0 (re-plotted from Schnapf and Baylor,
1987 [SB87]).

Therefore, the visual system has developed the mechanism of optokinetic nystagmus
which is responsible for the tracking of focused moving objects along its trajectory.
This makes motion blur for objects inside the focus of attention unperceivable.

However, this mechanism fails for high velocities (e.g. a spinning wheel or vent, fast
vehicles) (see Figure 2.10) and gets more apparent for moving bright light sources
under low-light conditions. The latter is due to the increased receptor sensitivity to
compensate for the low scene illumination.

The expansion of neuronal activity across several photoreceptors can be seen as a
biological motion blur. Burr et al. [BRM86] have determined exposure times of
approximately 120 ms for cameras to achieve a blur similar to its biological equivalent.

While the physical impact of underlying chemical processes is quite clear, the way the
visual system copes with and analyzes this information is still challenged in research.
The main question is if motion cues in still images are able to activate motion-sensitive
neurons and hence induce the subconscious perception of movement.

2.3 Motion Blur in Human Vision
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(b) Waterfall 600 msec

Figure 2.10: (a) Example of motion blur with a exposure time of 200 msec
(from [E01]). (b) Example of Motion blur with a exposure time
of 600 msec.

2.3.2 Neuronal Principles of Motion Sensation
On a lower level, motion is sensed by direction-selective neurons (see Section 2.2.3). To
stimulate these neurons, an actual motion is required which is obviously not present
in still images. However, research results indicate a fusion of temporal and spatial processing in the higher stages of the HVS: Burr and Ross [BR02] as well as Geisler [Gei99]
have found motion streaks arising from motion blur are subconsciously processed as
time-independent shapes (i.e., horizontal lines, or “speedlines”) and then fused with motion perception to derive the apparent motion direction. Thus, motion blur depicted in
a photographic still image triggers the same neuronal activity patterns as actual motion.
Neuroimaging studies confirmed these findings [KK00] [LKJ+ 07] [PVVO05] [SBG+ 00].
The presentation of pictures with and without implied or depicted motion as well as
physically motion led to activation of the same visual cortex regions as real motion.
These findings are underpinned by Winawer et al. [WHB08] who analyzed the perceptual impact of motion depiction in still images on low-level neuronal processing. They
investigated the Motion Aftereffect Phenomenon (MAE) which describes the effect
that static displays appear to move in one direction if the viewer was previously preconditioned with a prolonged stimuli of a movement in the opposite direction [Woh11].
This phenomenon results from differential signaling and inertia of neuronal processes
described in Section 2.2. Winawer et al. showed that the MAE also occurs for static
depiction of motion in still images. Therefore, the same motion-sensitive neurons
are activated by still images showing motion cues as well as real motion. Burr et
al. [BR02] support these findings by showing that even unnatural or exaggerated
motion depiction expressed by speed lines has an impact on human motion perception.
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2.3.3 Sensation of Movement in Still Images
In summary, neurological as well as perceptual studies have found evidence for natural
and exaggerated motion blur to induce the perception of motion - independent form
the apparent object motion. Thus, motion depictions in still images as well as in video
sequences are a powerful, yet natural tool to convey additional motion information to
the viewer. As a result, this thesis presents techniques to artificially introduce such
depictions (see Section 6) based on previously computed motion reconstructions and
environment models (see Section 4.2 and Section 4.3).

2.4 Feature and Object Perception
The previous sections discussed the low-level decomposition of the visual stimulus
in the retina and how it is compressed and pre-processed on its way to the striate
cortex. In the following, models for the re-composition of these neuronal signals into
combined scene representations are presented. Supportive renderings based on these
models of human object perception, which are able to improve scene analysis, will be
presented later in this thesis.

2.4.1 Feature Extraction
The visual system applies neuronal filters on the sensed image to decompose the stimulus into features and regions of different spatial frequencies, colors, and orientations.
Multiple theories exist to describe the process of extracting image features based on
the spatial filter output. They differ regarding the assumed stage of the visual pipeline
in which the neuronal filter output is re-combined. However, they all agree that
the visual system relies on edge information (orientation, spatial frequency, etc.) to
generate a feature map of the image [BGG03]. The combination of spatial frequency
and orientation of edges is as well-known as texture. Landy and Graham [LG04] have
shown that the visual system decomposes the image based on textures on a higher
level of visual processing. Thus, the resulting feature map is built up of texture and
color differences as well as on positions of edges including their orientation.
These findings describe the aggregation of neuronal outputs to features. The saliency
of distinctive features creates a local elevation of excitatory levels inside the feature
map, which leads visual attention to be drawn to these specific regions. The influence
on visual is described in Section 2.5. The last transformation merges the features to
particular texture-based object representations which form the building blocks for the
final mental scene representation.

2.4 Feature and Object Perception

23

2.4.2 Image Segmentation
Texture separation based on feature extraction associates the physiological findings
with the perceptual top-down theories of object depiction in the mental representation of the perceived scenery. To build up an object representation, its underlying
shapes have to be recognized first. In the early 20th century the "Gestalt Laws" of
Wertheimer [Wer12] initially described the integration of features into complex shapes.
As properties for the grouping of features into shapes proximity, similarity of color,
similarity of size, common fate, and good continuation were stated (see Figure 2.11).

(a) Gestalt Laws

(b) Collector units

Figure 2.11: (a) Examples of the Gestalt laws (Proximity, Similarity of color,
Similarity of Size and Good Continuation. (b) Collector units
which combine smaller perceptive field to larger contour detectors.
(Reprints from [Mat06]).
Physiological findings support these assumptions. Features close to each other activate
different groups of spatial filters than features which are more apart. These differences
in filter output lead to a segmentation of the mental representation on a neuronal
level. Similarity in size, orientation, and color of features can be explained in a similar
fashion: Neuronal filter responses vary between the regions, forming a shape based
segmentation for the next processing layer. Common fate describes the segmentation
based on similar motion vectors or distance, which address groups of motion directed
or spatial neuronal filters (see Section 2.2.3). Subsequently, these neuronal filter
outputs are aggregated on a higher level to separate image regions.
Hence, the output of color, texture, depth, and motion selective filters form a neuronal
image of the perceived scene. Higher level processing uses these attributes to segment
the neuronal image representation [Mat06, page 251]. This supports the Gestalt
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laws of proximity, similarity, and common fate. Good continuation is supported by
the model of collector units proposed by Morgan and Hotopf [MH89]. These units
subsume responses of local orientation-selective neurons, whose preferred orientations
slightly deviate, to form a smooth contour.
Several other theories for the formation of object representation exist ([Mar76], [NHS95],
[Mou94], [FHH93]), however, they all share the assumption that lower order features
like depth, texture, or motion are integrated on a higher neuronal level to form a
smooth contour, and that missing links are interpolated to form a closed silhouette.

2.4.3 Object Representation
The higher the ladder of visual processing is climbed up, the more complex the
computations become. Somewhere between receptive field-based feature extraction
and mental object representation the visual processing has to switch from image-based
to a symbolic representation. There are several empirical theories about where and
when this shift occurs ([BG93], [TB95], [MN78]). Since this thesis addresses the
manipulation of perception on the lower feature map level, human visual processing
will not be taken into account in this context.

2.4.4 From Object Perception to Mental Scene Representation
The concept of neuronal features as the building blocks of the mental scene representation describes an accumulation of groups of tuned neurons (frequency, orientation or
movement) responding to the stimuli inside the visual field. Based on these features
the sensed image is segmented to form higher level object representations. Those are
finally aggregated to the final mental scene representation.
The findings generated with the bottom-up approach of modern neurological science
connect the early top-down theories of perception from the beginning of the 20th
century. Both scientific approaches provide meaningful explanations for the visual
system analysis of the viewed scene. Therefore, techniques can be derived to support
the human scene understanding by simplifying the task of segmentation of different
layers and objects. This is achieved e.g. by selective frequency enhancement or damping
to emphasize image segments as proposed in Section 5.3 or color manipulations as
proposed in Section 5.5 and 6.4.2. Additionally, this gives hints about how human
visual attention is drawn to specific image regions and how the neuronal image
representation is involved in the process of visual search-and-find.

2.5 Visual Search-and-Find
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2.5 Visual Search-and-Find
Besides supporting the HVS in accessing a given scene, guiding visual attention
towards specific regions may support the identification of critical items or situations.
Thus, speeding up the detection of a critical object may be utilized to support the
viewer in search-and-find tasks (see Section 5.8).
Visual search-and-find tasks strongly rely on the mechanisms for filtering visual
stimuli and the generation of mental scene representation. Accordingly, the findings
in physiological science underpins the physiological model of the Feature Interation
Theory of visual search by Treisman and Gelade from 1980 [TG80] and its extension
to Guided Search by Wolfe et al. [Wol94].

2.5.1 Feature Integration Theory
As pointed out in the last section, the physiological characterization of visual processing
is a bottom-up analysis of the human perceptual path of vision. Similar to the early
theories of the "Gestalt Laws", the perceptual research has approached the human
visual processing in a top-down analysis. This analysis is performed by evaluating
response times in search-and-find tasks. Treisman and Gelade [TG80] developed the
"Feature Integration Theory" which separates visual search in a pre-attentive "Feature
Search" and a attention-demanding processing stage"Conjunction Search".
Feature Search is performed parallel and enables to immediately identify an object
that distinguishes itself from the distractor objects in one distinct feature (e.g. a red
circle in a field of blue circles). Treisman and Gelade’s studies identified several kinds
of such distinctive features: color, intensity, direction of lighting, orientation, size,
motion direction, and disparity. The response times for feature search is below 200 ms
and independent of the number of distractors. The latter indicates a parallel search,
whereas the low response times support the assumption of unconscious processing,
which directly highlights the searched object (see Figure 2.12).
This assumption is underpinned by the physiological findings (see Section 2.2.3) of
tuned neuronal filters: Objects of similar depth, orientation, and spatial frequency
induce the same neuronal output, generating a homogenous neuronal texture in the
mental representation. An object located among these similar (distracting) objects,
inducing a different neuronal output, causes a perturbance in the homogenous neuronal
texture. This perturbance induces a singular neuronal activation of a distinct group
of neurons. Thus, an object with different orientation, depth, color, or motion among
a number of similar objects disrupts the homogenous neuronal representation of the
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(a) Feature Search

(b) Serial Search

(b) Example for
Figure 2.12: (a) Examples for color popout-effect.
conjunction-search where shape and color have to be combined.
Following the Guided Search Model, red objects are searched
first.

perceived scene and causes higher level processing filters to automatically highlight
the location of the perturbance in the visual field. Therefore, the position of objects
with distinctive features is subconsciously and automatically determined by the visual
system, which explains the low response times for this kind of search.
Additionally, Treisman and Gelade state that the serial "Conjunction Search" is
performed if two or more features have to be combined for target identification (e.g.
a red square in a field of red and green triangles and squares). The search requires
attention and effort. Due to the serial processing of each displayed item, this search
is much slower and response times increases with the number of distractors. This
indicates that the features have to be combined on a higher neurological level, which
requires conscious processing and therefore a longer processing time.
In terms of physiological research, the neuronal texture of the perceived scene is no
longer homogeneous and the target is not highlighted due to the neuronal filter output.
This explains the requirement for an item per item analysis by the visual system,
leading to an exhaustive search.

2.5.2 Guided Search
Wolfe et al. [Wol94] extended and modified the Feature Integration Theory proposing
that visual search is executed in a subconscious bottom-up and a conscious topdown process at the same time. During the bottom-up analysis, all salient items are
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subconsciously pushed into the focus of attention (similar to the conjunction search for
a single distinctive feature). A second conscious top-down analysis steers the viewer’s
attention towards the most promising features by applying a prior to the search.
For example, to find a blue pant inside a white closet, the top-down prior for steering
attention generates higher activation levels for pants and blue items. The bottom-up
analysis shows high activation for all colored and irregular shaped (clothes) items
sorted in a descending order of their incidence. The combination of both analyses
results in a ranking of items which define the order of attention focusing during search.
In terms of the example, an orange pullover might lead to a high activation in the
bottom-up analysis but the prior from the conscious top-down process dampens this
activation. Thus, in contrast to the Feature Integration Theory this search is not
exhaustive since the objects are examined in a descending order.
This theory is underpinned by the physiological findings introduced in Section 2.4.3:
neuronal activation to orientation, spatial frequency and color is filtered and sorted in a
superordinate neuronal process to collect the most promising items in several neuronal
image representations or saliency maps (see Figure 2.13). Each representation encodes
e.g. orientation, color or intensity. A higher-level perceptual process applies a prior to
the neuronal representations and generates the final activation map [IK01] [DD95].
Subsequently, regions of highest activation are scanned first if they match the object
to be found.

Figure 2.13: Mathematical model of the generation of saliency maps by
orientation- and intensity-selective neuronal activation (from
Itti et al. [IKN98]).
For pre-attentive search, the theories of Guided Search and Feature Integration Theory
agree, since the highest activation is automatically generated by the most salient
object. However, their assumptions are contradictory since the combination of bottom-
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up and top-down search allows an optimized search which does not require to be
exhaustive. Physiological findings support the Guided Search model: The process of
generating neuronal representations of the viewed scene on the basis of tuned neurons
indicates a bottom-up analysis (see Section 2.4.1). On the other hand, there is no
clear physiological evidence that higher processing stages are able to apply selective
amplifications on specific features (e.g. a single color). However, perceptual studies
[IK01] [DD95] [Wol94] show a correlation between top-down search prior and search
performance. Hence, an increased saliency can be used to push target objects into
focus of attention to improve human search-and-find performance.

2.5.3 Speeding up Visual Search-and-Find
The unconscious bottom-up process is involuntarily driven by feature salience. Thus,
manipulating salience to steer visual attention towards specific image regions is a
well-known and commonly used technique in arts and rendering: Coarse brushwork
leads to low spatial frequencies which are ranked low in the activation maps, whereas
high frequencies induced by fine brushwork elevates the corresponding areas in the
activation map [RDE10]. A modern application of steering visual attention was
presented by Cole et al. [CDF+ 06] who introduced a new rendering technique to
manipulate contrast amplitudes (texture) and color in non-photorealistic renderings of
architectural 3D-models. Dependent on the user-selected focus, the saliency (spatial
frequency and color) is emphasized or dampened, causing the viewer’s attention to be
drawn into the specified image regions.
Kosara et al. [KT02] have shown that such a steering of visual attention is also
possible by applying depth-of-field rendering to sharp input images. They unite the
commonly used visualizations to steer visual attention known from arts and rendering
and theories of visual search-and-find: Kosara et al. were able to show that renderings
which draw the visual attention towards the target object shorten response time in
search-and-find tasks [KT02].
Hence, by increasing the saliency of the target item, the viewer is able to find the target
quicker. This could be achieved by adding a new distinctive feature (e.g. recoloring of
the target or de-saturating the background) to the target item or by enhancing existing
features (e.g. manipulating frequencies by enhancing or damping local contrast as
well as introducing an artificial depth-of-field).
Motivated by these findings, supportive rendering techniques for real images and
videos are introduced in Chapter 5. Additionally, their impact on search-and-find
performance is evaluated in Section 5.8. The introduced renderings not only aim for
an improved performance in search-and-find tasks but also enhance the depiction of
depth and distance in the output image (see Section 5.2).

2.6 Human Depth Perception
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2.6 Human Depth Perception
For overall scene understanding, not only objects themselves but their spatial threedimensional structure and arrangement is of high importance. Therefore, the HVS
has developed multiple mechanisms to perceive depth and scene layering. By taking a
close look on these mechanisms, it is very remarkable how much information is actually
derived from two dimensional cues instead of binocularity. Hence, techniques for
altering or inducing the perception of depth and distance by introducing or enhancing
monocular depth cues are discussed.

2.6.1 Binocular Disparity
It is commonly assumed that human depth perception is mainly derived from the
binocularity of the visual system. However, human binocular sight is strongly limited
by its inter-ocular distance and resolution. In a closer analysis, the limits of depth
resolution of this system are surprisingly low.
Distance estimation from binocular disparity requires an offset in the relative retinal
projection position of the same feature in both eyes. The figure 2.14 illustrates how
objects at different depths manifest as retinal images with different disparities d on.
The distance of fixation is p in which the relative disparity is zero (σ = 0). The
disparity σ in angular units for the near and the far point depends on the base width
of the stereo system b ≈ 65 mm and the distance to the point of fixation P as well as
on the object distance o. To calculate the disparity σ, first the shear angle γ has to
be calculated.


b
γ = arctan
(2.1)
2·p


b
b
σ = γ − arctan
−
(2.2)
dO
2·p
For large distances, the disparity gets smaller until it is too small to fall on different
relative photoreceptor locations in both eyes. Thus, the theoretical limit of resolving disparity is defined by the minimum photoreceptor spacing of 0.6 arcmin (see
Section 2.2.1).
Accordingly, the visual system is able to detect depth variations ∆O of at least 10%
of the fixation distance up to a distance of P = 33, 85 m (resulting in a resolution
of 3.39 m per photoreceptor spacing). If the depth resolution is to be below 1%, the
distance of fixation p has to be smaller than 3.8 m to gain a minimum resolution of
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Figure 2.14: Angular binocular disparity σ for the eyes baselength of b for
objects in the distance o while fixating the point P , resulting in
a shear angle of γ.

38 cm in depth per photoreceptor spacing. As reference, it shall be noted that the
maximum resolution at arm’s length (p = 1 m) is about 2.7 mm per photoreceptor
spacing (see Figure 2.15). Therefore, binocular spatial resolution in depth decreases
rapidly with growing distance: from millimeters at arm’s length to meters in traffic
situations.
These limits are derived from the assumption of a perfect ability of the neurons
in the visual cortex to process and correlate the features in each hemisphere to
compute disparity. Howard and Rogers [HR95] have confirmed the minimum neuronal
stereo processing capability of a resolution down to 0.6 arcmin. However, studies by
Glennester [Gle98] have shown that the maximum detectable disparity is 20 arcmin
which equals about 33 photoreceptor spacings. Hence, the depth cue of binocularity
is specialized for short distances < 5 − 10 m. Similar results to these theoretical
considerations have been verified by experimental approaches from Blakemore [Bla70].
Furthermore, studies revealed that 2.7% [Ric70] of the general population is stereoblind. Surprisingly, most of these people do not realize their limitation until they are
confronted with artificial disparity stimuli (e.g. stereograms or 3D cinema). These
findings arise the question why humans still have a strong sensation of depth and
distance even if the HVS has reached the physiological limits of its stereo system or is
not able to process stereo cues.

2.6 Human Depth Perception
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Figure 2.15: Maximum achievable depth resolution (with 1 photoreceptor
spacing) at various viewing distances in [m]. Smaller depth
differences cannot be resolved. The resolution decreases rapidly
with viewing distance.

2.6.2 Monocular Depth Perception

The reason for strong depth and distance perception despite missing or limited
stereo cues is the capability of the HVS to process additional pictorial as well as
dynamic monocular depth cues, which are embedded in the 2D projection of the sensed
scene. Dynamic cues arise from apparent motion of the visible objects or ego-motion
(motion parallax) as well as the orientation of the eyes (vergence) or focused distance
(accommodation). Dynamic cues will not be considered in detail in this thesis since
they are not suitable to be manipulated within still images or video sequences to
enhance the perception of depth. However, pictorial cues encode, dependent on their
origin, metric and ordinal depth information as well. They can be divided into two
categories of predefined and modifiable cues.
Predefined cues are specified by the scenery and the object arrangement itself and
cannot be altered, removed, or added in a trivial way to captured images of real
scenes. Examples for these cues are relative Retinal Image Size, Height in Visual Field,
Parallel Perspective, Foreshortening and Interposition.
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Retinal Image Size
arises from the distance-dependent scaling of object size on the retina. Naturally, for
absolute distance estimation, the HVS requires either pre-knowledge of the size of the
perceived object or a secondary reference object in the same field of view [Itt51] (see
Figure 2.16a).
Height in the Visual Field
is utilized by the HVS as a depth cue by evaluating the angle between a horizontal
viewing direction and a point on the ground plane [OWH01].
Parallel Perspective and Foreshortening
are related to the cue of retinal image size and describe the scaling in width and the
foreshortening of objects dependent on their distance (see Figure 2.16c).
Parallel perspective is such a strong monocular cue that it induces a disturbed
perception of object size in 2D drawings by giving the scenery an artificial impression
of depth (see Figure 2.17c). This is shown as well by the Ames room illusion, where
the cue of known size and relative size are overruled (see Figure 2.17a).

(a) Relative Size

(b) Texture Gradient

(c) Parallel Perspective

Figure 2.16: (a)Relative size: The three playing cards appear to be located
at different distances although they only differ in size (reprint
from [Mat06, page 274]). (b) Texture gradient shows the effect
of foreshortening in a homogeneous texture. (c) Parallel perspective shows an apparatus for creating perspective drawings
(Copperplate engraving from 1710).
The second category of pictorial cues is strongly coupled to the perceived spatial
frequency (texture density gradient, blur from defocus) and color/luminance (atmospheric haze, shading). Therefore, these cues are directly processed on a low neuronal
level in the HVS (see Section 2.2).
Since the perception of frequency and color/luminance can be manipulated easily by
image processing algorithms, the cues presented in the following sections are suitable
to manipulate the perceived depth in 2D images and videos.
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(b) Ames Room Floor Plan

(c) Ponzo Illusion

Figure 2.17: (a) Example for the Ames-room optical illusion [Ame52]: Humans’ vision assumes the room to be rectangular shaped, yet it
is shaped as shown in (b). (c) shows the Ponzo Illusion which
induces the perception of distance due to parallel perspective;
thus, the farther bar seems be larger although both bars have
the same size. For both illusions, the cue of parallel perspective
overrules the cue of relative or respectively known size.

Texture Density Gradient

The HVS analyzes distance-related foreshortening and scaling on the ground plane
automatically resulting in a modifiable depth cue. If the ground plane has a homogenous texture, the density or spatial frequency of this texture increases with
growing distance (see Figure 2.16b). This cue is not only utilized by the HVS to assess
distances but to estimate surface slant as well. Knill has studied this ability and was
able to induce different perceptions of surface slant by manipulating the compression
gradient [Kni98].

This cue can be amplified or dampened by manipulating the texture’s edge frequencies.
To facilitate the perception of texture gradient, the contrast edges are enhanced
to raise the output of frequency-tuned neurons. Thus, further processing stages
for depth estimation from texture gradient receive stronger signals, which support
their assessment. Accordingly, damping edge frequencies makes it harder for the
visual system to evaluate the texture gradient. The impact on depth assessment gets
apparent in Figure 2.18. The techniques to manipulate local textures is presented in
Section 5.3).
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(a) Dampened Texture

(b) Original

(c) Enhanced Texture

Figure 2.18: The local contrast is increased from left to right. With growing
neuronal stimulation at edges the cue of depth from texture
gradient gets stronger. Therefore, the sensation of depth increases
from left to right ((a) Bilateral filtered; (b) Original; (c) Unsharp
masking).

Blur from Defocusing

The human eye only has a limited depth-of-field which is defined by aperture, focal
distance, and resolution (see Section 2.1). Therefore, the eye is able to focus only at
one distance at the same time whereas objects at farther or closer distances appear
defocused or blurred. This retinal blur is evaluated subconsciously for the estimation
of object distances in the visual field [Mat96; MBA+ 96; Pen87].
The importance and accuracy of blur from defocus as depth cue is still challenged
by researchers till today. Some investigations have shown a contribution of blur to
depth perception [Pen87; WM84] while others have found no [MS02] or only orderly
effects on depth estimation [Mat97; MBA+ 96; PB08]. Recent theories resolve these
opponent findings by identifying a co-dependence of blur with other monocular cues
(e.g. parallel perspective) to gather a correct depth estimation [HCOB10].
Held et al. has confirmed this theory by developing "a probabilistic model of how
viewers may use defocus blur in conjunction with other pictorial cues to estimate
absolute distances to objects in a scene" [HCOB10], which has been validated with a
perceptual study. Their findings indicate that blur is not only an ordinal but absolute
depth cue if it is presented in conjunction with other monocular cues.
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This conjuncture is utilized in photography and cinematography where cameras
with a large aperture generate a confined depth-of-field to achieve two things: The
conveyance of scene layering and inter-object distance information, and the separation
of foreground and background objects. As depicted in Section 2.5, these pictorial cues
are not only conveying depth information but are related to visual attention as well.
An additional positive effect arises from the fact that images with proper defocus blur
are generally perceived as more realistic and pleasant [HLCC08] (see Figure 2.19).

(a) Circular Saw

(b) Husky

Figure 2.19: Example of a photographs with a natural depth-of-field. (a)
Shows a gradual blur gradient. (b) Shows an abrupt gradient.
Shots taken by Anja Korte.

Related work in artificial Blur from defocus
Therefore, the rendering of photorealistic blur from defocusing has been addressed
early (∼1981) in computer-generated imaging [PC81; PCC84]. Although processing
power in computers has increased, depth-of-field rendering is still computational
expensive. This limiting issue especially arises for real-time applications. To address
this challenge, several faster approximation techniques have been proposed [Bar04;
Fea95; ML00; Rok96].
They tackle the problem by evaluating the importance of each pixel and apply high or
low quality Depth-of-Field (DOF) renderings. The adaption of these methods from
computer imaging to photographs has been presented by Yu et al. [YWY10]. Zhan et
al. [YTY+ ] introduced a real-time optimized implementation of the artificial depth-offield synthesis proposed by Yu et al. to utilize this technique in video applications.
Similar results are produced by the method embedded in the proposed real-time
pipeline for refinement of depth maps and rendering of multiple monocular depth cues,
which is presented in Section 5.
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Shading as Depth Cue

Another strong monocular cue are shadows originating from object shape (attached
shadows) and spatial arrangement (cast shadows). Attached shadows provide a powerful
cue for perceiving 3D structures and shapes [KDK96].
Even in the absence of texture the HVS is able to reconstruct the shape of an object
solely from self-occlusion induced shading. When interpreting shading, the visual
system tends to assume objects to be convex, not concave, and lighting from above.
To support the perceptual analysis, the object has to have a uniform and diffuse
surface illuminated by a diffuse and uniform light source. If these assumptions do not
hold or the preconditions are not given, the interpretations based on shading alone
are liable to be inaccurate.
However, by elevating the existing contrast between light and shadow, the perception
of this cue is facilitated. Local contrast enhancement on larger scales is proposed in
Section 5.3 to support this cue for human depth assessment. Whereas enhancing on
small scales (high frequencies) enhances edges, texture, and contrast, enhancement on
larger scales elevates the luminance difference between shadow and light and supports
the perception of shading (see Figure 5.9).
Kersten et al. [KKMB96] have shown that cast shadows originating from an object
falling onto the surface are interpreted subconsciously to provide depth and layering
information. This cue is as well suited to emphasize the perception of object interposition. By manipulating contrast, this ordinal depth cue can be weakened or enhanced,
and by adding cast shadows it can even be artificially introduced (see Figure 2.20).
Contrast manipulation is similar to the techniques for attached shadows whereas
adding this cue artificially requires different approaches. Several algorithms have
been introduced which add cast shadows to computer-generated renderings. Ambient
Occlusion [LB00] is a well-known technique to provide a more realistic appearance
for rendered images. The attenuation of light is calculated by casting rays in every
direction at each position. If a ray intersects with the sky, the luminance at the origin
is increased. The result is blended over the luminance channel of the output image. A
faster screen space approximation technique has been presented by Luft et al. [LCD05].
It is based on an unsharp mask of the depth buffer which is added to the luminance
channel of the output image. Although the cast shading is physically not correct, the
authors’ findings indicate that users prefer renderings in comparison to the original
images.
Therefore, this technique is adapted in Section 5.4 for photographs and videos to
support the human vision in the assessment of scene layering. The technique to
generate the required depth maps is introduced in Section 4.1.
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(b)

Figure 2.20: The perceived 3D position of the blue spheres in is affected by
the position of the cast shadows. The cast shadows at the yellow
spheres (b) show that shading supports the assessment of scene
layering and foreground extraction.

Saturation
A color-dependent cue arises from atmospheric haze. For large distances of several
kilometers, the contrast of a viewed object decreases due to atmospheric scattering
of light by floating particles (see Figure 2.21). The human visual system takes this
effect into account for an ordinal layering of the visible objects [OBO94]. Additionally,
Troscianko et al. have found evidence that saturation gradients are able to convey
depth information in a similar fashion as texture gradients [TML+ 91].
Thus, by depth controlled manipulation of color saturation in captured real images
the sensation of depth gradient and scene layering is improved. Therefore, such a
rendering is proposed in Section 5.5 to support the perception of scene layering and
distance for an improved foreground and background separation.

2.6.3 Cue Combination
The previous sections show that all the described cues - binocular as well as monocular
- contribute to human depth perception.
Based in these findings, it is indicted that all these cues are accumulated to one aggregated sensation of depth and distance. The accuracy of each cue differs depending
on distance as well as on the quality and availability in the viewed scene. Therefore,
it is reasonable to assume that the visual system encodes these dependencies in its
neuronal structures. The cues are weighted according to their reliability before they
are aggregated into a merged sensation of depth and distance. This assumption is sup-
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Figure 2.21: Example of atmospheric haze showing contrast attenuation due
to scattering of light by atmospheric particles. Thus, more
distant hills are rendered desaturated and with less contrast.
ported by multiple empirical findings [BM90], [BF93], [CJP91] which show a dynamic
cue weighting of the HVS based on distance [JCL94] and stimulus strength [BF93].
Due to the underlying empiric nature of the encoded weighting, cues which are usually
counted to be reliable might overrule weaker cues even if they suggest an incorrect
spatial structure - the result is commonly known as optical illusion (see Figure 2.17).
On the other hand, if strong cues are not present(e.g. binocularity for 2D images),
the visual system automatically evaluates the available (monocular) cues to gather
the required distance information. This property of the visual system is facilitated in
this thesis to convey depth information by enhancing or introducing pictorial depth
cues in 2D images and videos (see Section 5).

2.7 Summary
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2.7 Summary
A deep analysis of the human visual system reveals the complex nature of the processes
between the occurrence of a photon hit on the retina and an almost complete scene
understanding in the cortical representation. Whereas the transformation of light
signals to neuronal signals is very similar to the process taking place in a digital
camera, already the first retinal processing stages are much more complex. The
image is decomposed (e.g. into color and luminance) and compressed into various
representations by generating differential signals of the sensed image. The resulting
multi-scale representations gain complexity and abstraction with each processing stage.
Hence, by manipulating specific low-level neural structures the higher level abstracted
representation can be altered which yields an manipulated sensation of sharpness,
color, luminance, depth, motion and saliency.
Within this theses three different rendering pipelines are presented which specifically
address these low-level cues to convey additional information on motion (Chapter 6),
depth (Chapter 5), and importance (Section 5.8 and 6.4.2) in still or video images.

Chapter 3
Basic Algorithms
The following sections introduce the fundamental algorithms that are utilized throughout this thesis. In the first section, edge avoiding à-trous wavelets are introduced.
They provide the mathematical framework for the disparity map refinement, dense flow
map calculation, and the rendering of pictorial depth and motion cues. Afterwards, a
short discussion on color perception is performed. It motivates the favor of perceptual
above photometrical color spaces for the task of local contrast enhancement. As last
topic, the currently known computer vision methods to reconstruct depth and motion
are evaluated. Therefrom, the most suitable techniques for the targeted applications
are selected.

3.1 From the Bilateral Filter to Edge Avoiding
Wavelets
One of the main goals of this thesis is the selective manipulation and enhancement
of monocular depth cues. These aim to convey an immerse sensation of depth and
distance in 2D images to the viewer and to guide his attention towards specific image
regions. As shown in Section 2.6, many low-level mechanisms of depth perception in
the HVS are sensitive to sptial frequency and orientation at different scales.
Thus, a mathematical framework is required which is capable of frequency selective
enhancing of local contrasts at different scales. Additionally, Gaussian blurring with
various blur kernel sizes has to be implemented. Due to the fact that the targeted
applications shall be performed in real-time, the mathematical framework has to be
fast and suited for parallel execution.
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A fast approximation of Gaussian filters with growing filter sizes has been presented by
Burt et al. [Bur81]. They showed Fast Filter Transforms with generating kernels which
performed repeated convolutions with kernels of a constant number of coefficients
to approximate a large scale Gaussian blurring. These filters are spread for each
convolution level by filling in 2scales zeros in between the initial filter kernel coefficients.
A non-trivial implementation has a constant computational effort per scale.
The resulting Gaussian blurred image can be used for shading enhancement. To
extract the smooth luminance gradients encoded in the high image frequencies, the
original image is subtracted from the blurred version. By adding this differential
signal back to the input image, the local contrasts and therefore the shading cues
are amplified. Unfortunately, this approach may induce overshoots at steep contrast
gradients respectively image edges as well, which results in haloing artifacts.
To avoid these artifacts and to allow shading enhancements at the same time, the
Bilateral Filter from Tomasi and Manduchi [TM98] and its fast approximations [DD02;
PD06] can be utilized instead. This filter operation ignores steep contrast gradients
by introducing edge stopping functions. A detailed comparison of the improve in
rendering quality by implementing edge stopping functions is given in Section 5.3.2.
However, the Bilateral Filter is not selective for different spatial frequencies (shading
features of different extent) within a single filter execution. Thus, it is not suitable to
address specific image properties at different scales (e.g. shading cues or textures). A
further drawback of this algorithm is its extreme growth in computational expense for
large filter kernel sizes.
But in contrast, Wavelets are well suited for fast frequency selective image manipulations. The Mallat algorithm [Mal89] achieves frequency decomposition by decimating
(i.e. downsampling) the image at each scale. However, contrast enhancement on the
basis of decimating wavelets suffers from haloing artifacts as well. Therefore, edgeavoiding wavelets [Fat09] combine edge stopping functions with the decimating wavelets
by extending the concept of second-generation wavelets from Sweldens et al. [Swe10].
As a result, these wavelets are suited for frequency selective contrast enhancement
without introducing haloing artifacts. However, they have two major drawbacks: First,
the final and coarsest decomposition is only available in decimated/downsampled
representations and cannot be directly used as output. Additionally, the spatial
information at edge locations is lost during downsampling. This may cause aliasing
artifacts for local contrast manipulations [HDL11] (see Figure 3.1).
To overcome these issues, undecimating wavelets based on the fast approximation from
Holschneider et al. [HKMT89] are proposed. This approach combines undecimating
wavelets with the concept of generating kernels. For the wavelet context, this method is
known as the Algorithme À-Trous ("with holes") wherefore these wavelets are referred
to as à-trous wavelets. Likewise to the decimating waveletes, à-trous wavelets in their
initial implementation are not edge sensitive.

3.1 From the Bilateral Filter to Edge Avoiding Wavelets

(a) Input Image

(b) Decimated Wavelets
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(c) Undecimated Wavelets

Figure 3.1: Local contrast enhancement based on undecimated (b) and decimated (c) wavelets. At the repetitive checker pattern sub-sampling
artifacts get apparent. Images reprinted from [HDL11].

Thus, Fattal et al. [Fat06] extended these wavelets with edge stopping functions.
They applied them to the issue of fusing multi-light image collections into a detail
enhanced output. Dammertz et al. [DSHL10] replaced the weighting function from
Fattal et al. by the Bilateral Filter weighting. Thereby, they achieved good results
for multilateral image filtering to remove noise in Monte-Carlo sampled ray-traced
images as well. Hannika et al. applied the same wavelets for optimized local contrast
enhancement and robust denoising of photographs [HDL11]. This approach performed
an automatic adaption of the decomposition parameters by comparing the results
of a multipass transform. Unfortunately, it is computationally too expensive to be
executed in real-time.
However, the utilized single-pass Edge Avoiding À-trous Wavelets (EAAW) approach
by Dammertz et al. shows a similar rendering quality [HDL11] and can be computed
in real-time. Hence, it is selected as basis for the proposed local contrast enhancement
and frequency selective image manipulations presented in this thesis.

3.1.1 Edge Avoiding À-Trous Wavelets
In the present thesis, the EAAW are adapted to various applications (disparity map
refinement, optical flow computation, local contrast enhancement, depth-of-field, and
motion-blur rendering). However, all these variations are based on extensions to the
algorithm proposed by Dammertz et al. [DSHL10].
Computing the EAAW decomposition is an iterative process in which for each scale i
a coarse input signal (image) ci is convolved at each pixel position p with a discrete
Gaussian kernel hi . The difference between the result ci+1 and the input signal ci is
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stored scale-wise in the per level details di (see Equation 3.1). Therefore, in contrast
to the decimating wavelets, the memory consumption increases per scale. The coarse
signal is passed to the next iteration and re-used as new input (see Figure 3.3a).

4
6
4
1
1
The discrete Gaussian kernel is a B3 spline interpolation (hi = ( 16
, 16
, 16
, 16
, 16
)) of
a Gaussian. At each scale i the filter size is increased by filling in 2i zeros in-between
the filter coefficients (see Figure 3.2). The values and the number of non-zero values
Ω remain constant. The discrete convolution with constant computational cost is
executed by performing the convolution only for the pixel positions q for which q ∈ Ω
applies.

Figure 3.2: À-trous wavelet sampling for 3 scales. The filter support is widened
by introducing zeros. Reprint from [DSHL10].

The extension to the edge avoiding wavelet is implemented by introducing the edge
weighting function w(p, q) from the bilateral filter (see Figure 3.3b). The quotient k1
normalizes the resulting sum. Edge sensitivity is controlled level-wise by the parameter
σi . This weighting can be derived from various sources (e.g. disparity maps or optical
flow results (see Section 4.1 and 4.2)). If this weighting function is disabled (wi = 1),
the interim coarse decomposition results ci approximate Gaussian blurring with a
kernel size of 4·2i +1. Thus, to reduce computational cost the weighted and unweighted
decomposition of the input signal can be executed in parallel.

These steps are repeated for all I decomposition levels. The resulting details and
the coarse decomposition {d0 , d1 , ..., dI−1 , cI } represent the weighted à-trous wavelet
transform of c0 . The original signal can be reconstructed by adding back all detail
layers di to the coarsest decomposition cI (see Equation 3.1).

3.1 From the Bilateral Filter to Edge Avoiding Wavelets
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(a) Unweighted Wavelet Decomposition

(b) Weighted Wavelet Decomposition

Figure 3.3: Unweighted and weighted à-trous wavelet decompositon. (a) approximates Gaussian blurring with increasing filter size (b) approximates a bilateral filter. The red squares indicates the pixel
sampling. The main differences gets apparent at object contours
where the edge stopping function (w) in (b) prevents strong gradients to be transferred into the detail layers.

1X
hi (q) · w(p, q) · ci (q)
k
q∈Ω
X
k=
hi (q) · w(p, q)

ci+1 (p) =

(3.1a)
(3.1b)

q∈Ω

w(p, q) = e

−

kci (p)−ci (q)k2

(3.1c)

σi

di (p) = ci+1 (p) − ci (p)
c0 = cI +

i=I−1
X
0

di

(3.1d)
(3.1e)
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As a result, the introduced à-trous wavelet transform combines the benefits of a
decimated wavelet decomposition in terms of computational costs with those of the
undecimated transform by maintaining the spatial localization of the details. It
shall be noted that for à-trous wavelets, the memory consumption is increased with
each decomposition layer. However, for the targeted applications, the benefits and
versatility of the proposed undecimating wavelets outweigh the additional memory
consumption.
The prosperity of this approach is founded on the parametrizable edge sensitivity
of the proposed second generation wavelets. The resulting manifoldness of this
mathematical framework is shown by its usage for multilateral filtering (Section 4.1
and 4.2), frequency selective local contrast enhancement (Section 5.3) as well as
multiple scale Gaussian blurring (Section 5.2).

3.2 Color Spaces and Color Perception
Commonly digital images are represented by proportions of red, blue, and green color.
However, to improve the quality for color saturation and local contrast manipulations,
it is beneficial to transform these images into a perceptual color space, which separates
luminance and color information.
The human visual system is sensitive to three different wavelength ranges with
their respective maximum at short (S, blue), medium (M, green) and long (L, red)
wavelengths (see Section 2.2.3). Therefore, it is possible to recreate any perceivable
color by a combination of three primary light sources (red, green, blue) that match
the spectral properties of the human eye. However, displaying devices usually do not
cover the entire perceivable color space but only a part of it (which is called gamut).
Each displaying or capturing device has its own color space with its own primaries.
The color space of any device is described by the three primaries (xR , yR , zR ) (xG , yG , zG )
(xB , yB , zB ) and the white point (Yw , Xw , Zw ). The white point is the color produced
by a display device if all channels have equal values. For a capturing device it’s the
measured color of a diffuse white reflector under the current lighting condition (e.g.
daylight, dawn, fluorescent lamp...).

3.2 Color Spaces and Color Perception
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By solving the Equations 3.2 for SR , SG , SB , the transform is defined by three primaries
and a given white point of the device. The resulting transform allows to convert each
color space into another.

Xw = xR Sr + xG SG + xB SB

(3.2a)

Yw = yR Sr + yG SG + yB SB

(3.2b)

Zw = zR Sr + zG SG + zB SB
  
 
X
xR Sr xG SG xB SB
R
 Y  =  yR Sr yG SG yB SB  G
Z
zR Sr zG SG zB SB
B

(3.2c)
(3.2d)

However, primary color based spaces have two drawbacks. First, their chromaticity
diagram is not uniform, meaning that the same Cartesian differences for different points
in the diagram do not encode the same perceived color and luminance difference for a
human observer. Secondly, color and luminance are highly correlated. A natural image
showing mainly red colors has high values for green and blue as well. Accordingly, the
three color channels contain correlated and redundant information.
Therefore, the human visual system has developed a mechanism to compress the
trichromatic information from L, M and S cones by splitting the RGB values into
luminance and color opponency. These opponencies are transmitted via separated
pathways (see the "Dual Process Theory" by Hurvich & Jameson [HJ57]). The
decomposition is already performed in the first processing stages in the retina (see
Section 2.2.1). This enables the HVS to transmit the large amount of data captured
by the 120 Mio photoreceptors via only 1 Mio nerve fibers.
Hence, to manipulate the perceived spatial frequencies and contrast gradients, solely
the luminance pathway of the HVS shall be affected whereas color opponency shall
not be influenced (see Figure 3.4). To take this into account, the presented image manipulations in Chapter 5 utilize a perceptually motivated luminance/color opponency
LAB color space. This color space separates the perceived chromaticity (A & B) from
the luminance (L).
Additionally, this space provides a perceptual linear color representation where Cartesian and perceived color/luminance distance correlate. To convert the RGB into the
LAB space, the relative (device dependent) values from the camera’s RGB space have
to be converted into absolute color values first (see Equation 3.2).
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Afterwards, the conversion to LAB is computed with respect to the color of the
reference luminant (light source) (Xl , Yl , Zl ) (see Equations 3.3).


Y
− 16
L = 116 · f
Yl
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a = 500 · f
−f
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·
·
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16
for r ≤ 0.0008856
116
27


(a) Sharpening in LAB space

(b) Original Image

(3.3a)
(3.3b)
(3.3c)
(3.3d)

(c) Sharpening in RGB space

Figure 3.4: Local Contrast enhancement as proposed in Section 5.3 in LAB
and RGB space. Image sharpening in a perceptive color space
produces much better results without affecting color perception
strongly.

As depicted in Figure 3.4, local contrast enhancement in the RGB color space induces
color shifts due to the correlation of luminance and chromaticity. It is not feasible
to affect only one of these two separated pathways. However, by applying the same
operation solely to the luminance channel in a LAB representation, the color perception

3.3 Stereo Algorithms

49

is maintained, whereas the luminance contrasts are manipulated. Thus, local contrast
enhancement and rendering of artificial cast shadows as presented in Section 5.3
and 5.4 is performed in the LAB space.
Additionally, the property of color uniformity is utilized by applying a depth dependent
color desaturation (see Section 5.5). It is implemented by reducing the values in the
A and B channel equally, which maintains the perceived luminance contrasts in the
output image.
Hence, for the independent manipulation of luminance and chromaticity, the perceptual
motivated LAB color space is superior to the RGB space. Additionally, it provides a
device independent and linear color representation where manipulations of the specific
channels correlate with the change in perception.

3.3 Stereo Algorithms
The present thesis aims to convey depth information towards the viewer via pictorial
depth cues. One source to gain the required underlying data to perform such renderings
are depth maps generated by a stereo camera system.
Depth estimation based on stereo systems is inspired by the binocularity of the human
visual system. Similar to the physiological setup in humans, a standard stereo system
comprises two cameras with a fixed base-width b that capture the same scenery (see
Section 2.6.1). Accordingly, for a perfect and aligned stereo system the 3D coordinates
(X, Y, Z) of a point (P ) are projected onto the 2D imager plane (U, V ) of each camera
(see Equation 3.4). The points in the 3D scene are mapped on a different u0 , u1
position in each camera (see Figure 3.5). The resulting lateral offset between the pixel
projections is referred as disparity |u0 − u1 | = d.

xp · f
zp
yp · f
vp =
zp

up =

(3.4)
(3.5)
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Figure 3.5: Stereo camera setup seen from above. Disparity d is derived from
the different projection positions u0 and u1 of P in the imager
planes.

3.3.1 Calibration

The mechanical effort to build and mount two cameras which are only shifted in
lateral direction and have exactly the same optical properties is usually too high for a
practical application. Thus, their mechanical and optical differences are corrected in
software. This is performed by determining and correcting the intrinsic and extrinsic
camera parameters. The camera intrinsics describe the distortion of the lens and its
alignment relative to the imager whereas the extrinsics describe the relative camera
positions and orientations to each other.

As initial step of the distance calculation, the cameras’ lens distortion is corrected and
the images are rectified (aligned) to each other. Methods to determine the extrinsic
and intrinsic calibration parameters are evaluated in [Sch98]. After this step, objects
at different depths along the optical axis project onto lateral shifted u positions in the
captured images. Based on these rectified images, the corresponding objects positions
can be matched by comparing features on a single (epipolar) line [HZ03].

3.3 Stereo Algorithms
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3.3.2 Feature Matching
From the lateral shift, the disparity in which the distance and location information is
encoded can be derived. This is implemented by comparing the lateral shift of specific
image features between the left and the right camera image. There is a wide range of
stereo algorithms that match these features and generate dense depth maps [SSZ01].
The most efficient implementations are based on local correlation, and assume constant
disparity within the correlation window [HIG02]. However, this approach leads to
imprecise outlines at object boundaries.
Pixel wise correlation overcomes this problem but is susceptible for ambiguous matching. This requires the application of local smoothness constraint as well [BT98].
Dynamic Programming allows an efficient computation of these constraints for single scanlines. Unfortunately, the line-wise computation introduces streaking artifacts [BT98; VVPV02]. Global approaches overcome this issue by extending the
matching problem into two dimensions [Boy01; JNH03; KZ01]. However, this approach increases memory consumption and computational cost.
Feature correlation is commonly based on intensity differences and is very sensitive to
illumination and sensor deviations. Mutual Information reduces this dependency by
introducing more complex relationships of corresponding intensities [Egn00], which
makes it preferable for stereo correspondence matching.
The applied stereo correspondence matching algorithm within this thesis is Semi Global
Matching (SGM) [HIG02]. SGM combines pixel-wise matching of Mutual Information
with global 2D smoothness constraints by applying multiple 1D constraints.
To increase the performance, the implementation of Gehrig and Rabe et al. [GR10]
was chosen. It replaces the computational intensive calculation of mutual information
as similarity criterion with a faster Census transformation [Ste04]. Thus, matching
cost is represented by the Hamming distance between the Census integer for the left
and right image. Similar to the proposed algorithm of Hirschmueller et al. [HIG02],
the 1D cost constraint is extended to a 2D constraint with 8 cost paths for different
directions. These cost paths include, besides the photo-consistency, an energy term
for slanted surfaces (with small disparity changes) and for depth discontinuities. All
paths are subsequently accumulated and the disparity value is determined by selecting
the value with the minimal energy. A final consistency check ensures that the same
pixel position is not matched twice.
Apparently, stereo feature matching suffers from different systemic deficiencies as
occlusion, repetitive texture, lack of texture, or mirroring surfaces. Occlusions occur
at depth discontinuities which obstruct the view of one camera behind the occluded
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edge, prohibiting a feature matching. Repetitive textures lead to wrong matching
whereas a lack of texture inhibits feature matching.
To enhance the quality and coherence of the generated depth maps, a novel refinement technique to interpolate missing and incorrect disparity values is proposed in
Section 4.1.

dp = u0 − u1
f ·b
zp =
dp
v0 · zp
yp =
f
u0 · zp
b
xp =
+
f
2

(3.6a)
(3.6b)
(3.6c)
(3.6d)

The resulting disparity map (see Figure 4.2) encodes a disparity value for each pixel.
This value may be converted back to 3D coordinates by applying the Equations 3.6.
Therefrom, the proposed rendering techniques in this thesis are able to generate depth
depictions in still images and videos (see Section 5).

3.4 Optical Flow
In addition to depth depictions, the present thesis proposes techniques to visually
convey object trajectories and velocities in still images and video streams. The prerequisites of such motion depictions are the extracted trajectories between consecutive
video frames. In computer vision, these trajectories are referred to as optical flow.
Optical flow is the apparent motion of edges, objects and surfaces induced by the
relative motion between the observer (camera) and the scene. For video sequences of
ordered images (video streams) this discrete object displacement between consecutive
frames can be estimated. Fleet and Weiss [FW06] presented an overview of gradient
flow techniques whereas Barron et al. [BFB94] evaluated the performance of various
flow techniques with respect to density and accuracy. Their results will be summarized
in the following sections.

3.4 Optical Flow
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3.4.1 Gradient Constraint Equation
Algorithms to estimate optical flow approximate the motion-field from time-varying
image intensities or colors. Therefore, two assumptions have to be made:
• The intensity (and color) of a moving object remains constant in-between frames.
• The intensity is differentiable and continuous.
Restated as formula, this yields the Equation 3.7 where S(~x, t) is the intensity at the
position ~x = (x, y)T for the time step t. Horn and Schunk [HS81] have proposed a first
order Taylor expansion to solve this constraint (see Equation 3.7) where ∇S ≡ (Sx , Sy )
and St is the spatial and temporal partial derivative of the intensity of the image S,
and ~u = (ux , uy ) is the 2D velocity.
This yields the Gradient Constraint Equation 3.9. If only two frames are available or
St cannot be estimated, it can be substituted by a closely related gradient constraint
as shown in Equation 3.10.

S(~x, t) = S(~x + ~u, t + 1)
S(~x + ~u, t + 1) ≈ S(~x, t) + ~u · ∇S(~x, t) + St (~x, t)
0 = ∇S(~x, t) · ~u + St (~x, t) = 0
St (~x, t) = δS(~x, t) ≡ S(~x + ~u, t + 1) − S(~x, t)

(3.7)
(3.8)
(3.9)
(3.10)

From equation 3.9 it follows that ~u cannot be recovered from a single constraint and
therefore has to be estimated. This might cause erroneous results which becomes
apparent as the aperture and correspondence problem.

3.4.2 Contradictions in Optical Flow Calculation
Aperture Problems occur if only a part of the moving object is taken into account for
the local correspondence matching. As depicted in Figure 3.6, the confined radius
(aperture) for the estimated calculation of ~u is not able to reconstruct the correct
motion vector since it cannot distinguish between horizontal or orthogonal movement
of an equiluminant edge. However, the gradient constraint equation confines the
possible solutions to a constraint line (see Figure 3.7a).
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A similar inherit issue is the Correspondence Problem. If repetitive patterns of
the same luminance (and color) recur inside the aperture, a correct assignment of
correspondences is not possible (see Figure 3.7b).

(a) Correct motion vector

(b) Aperture problem

Figure 3.6: Aperture Problem: A too small aperture due to local neighborhood
sampling might lead to incorrect correspondence matches, which
results in incorrect flow vectors (b).

(a) Equiluminant
edge

(b) Repetitive
structures

Figure 3.7: Contradicting gradient constraint results for an equiluminant edge
(a) and repetitive structures (b).

3.4.3 Estimation Methods

To resolve these contradictions, several estimating algorithms have been proposed which
yield conclusive flow vectors ~u for consecutive video frames. Barron et al. [BFB94]
defined the three following optical flow algorithm categories

3.4 Optical Flow
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Differential or Variational Methods

Variational methods tackle the problem of correspondence mismatch by solving the
optimization problem (global or local) by adding a secondary constraint to the Gradient
Constraint Equation 3.9. By minimizing the energy in the resulting equation system,
the flow map estimate is gained. One of the first global methods was presented by
Horn and Schunck [HS81]. They proposed to minimize the term:

JHS

ZΩ
= ((∇S)T ω + St )2 + α((∇vx )2 + (∇vy )2 )dxdy

(3.11)

in the whole image domain Ω. This criterion adds the assumption that adjoining velocities are similar. More recent approaches use different regularization operators [WZ11].
However, these methods still show a high resemblance to the initial approach. The
drawback of these global methods is the implied expectation of a global movement,
which makes these techniques imprecise for local displacements. Therefore, these
techniques are not well suited for renderings which require edge coherence.
The most commonly known technique for a local variational method is the algorithm
by Lucas and Kanade [LK81]:
X
JLK =
(∇S · ω + St )2 ,
(3.12)
ΩROI

The proposed algorithm minimizes the least square estimate for a small neighborhood
ΩROI , which implies the assumption of homogeneous velocity. This method is more
robust and less sensitive to noise. Accordingly, it is well suited to resolve small
displacements. A visual comparison of the results of Horn & Schunk and the approach
by Lukas & Kanade is shown in Figure 3.8.

Energy-Based or Frequency-Based Methods

Frequency-based methods are inspired by the motion neurons of the visual system
(see Section 2.2.3). Accordingly, these techniques rely on the output energy of velocitytuned filters in the Fourier domain [FJ90; WKCL98]. The Fourier transform of a
translated two dimensional pattern is given by:
Ŝ(k, ω) = Ŝ0 (k) · δ(ω + v T k)

(3.13)
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(a) Horn and Schunk

(b) Lukas and Kanade

Figure 3.8: Comparison of flow maps generated with the approach by Lukas
& Kanade and Horn & Schunk. Images extracted from the Middlebury dataset [BSL+ 07].
Ŝ0 (k) is the Fourier transform of S(x, 0), k = (kx , ky ) denotes the spatial frequency,
ω the temporal frequency, and δ(k) is a Dirac delta function. These methods are able
to find correlations in the spatio-temporal Fourier transform.
However, the resulting flow maps are only sparse whereas for the targeted application
a dense flow map is required.

Region-Based Matching Methods
Local flow correspondence matching methods are the most commonly used approaches
for fast flow estimations. The main concept of these methods is to initially define a
Region Of Interest (ROI) which is usually the local pixel neighborhood of a central
pixel ~x = (x0 , y0 )T . Afterwards, a correspondence search within the defined ROI is
performed in the subsequent frame.
The resulting most probable displacement vector ~u(x0 , y0 ) is the optical flow estimate
at the position ~x. However, the pixel values of the same object in two consecutive
frames are usually not absolute identically. Hence, a correlation score is build up for
an entire surrounding Ω around ~x.

3.5 Summary
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The mainly used local correlation criteria are Sum of Squared Differences (SSD) and
the Sum of Absolute Differences (SAD):

. X
SSD =
(S(~x, t) − S(~x + ~u, t + 1))2

(3.14)

ΩROI

. X
SAD =
|S(~x, t) − S(~x + ~u, t + 1)|

(3.15)

ΩROI

In consequence, these algorithms grow in computational cost with an increased size
of Ω. The latter is required to support longer displacement vectors caused by fast
movements. Therefore, optimized exploration techniques have been introduced to
speed up the correspondence matching [HCT+ 06]. However, the performance of these
methods is still insufficient for real-time applications.
To tackle this issue, within this thesis a novel region-based technique for optical
flow matching is proposed (see Section 4.2). It is founded on fast edge avoiding
à-trous wavelets and designed to compute an edge coherent dense optical flow map
for real-time video manipulations.

3.5 Summary
The previous Section introduced the edge avoiding à-trous wavelets and discussed
their benefits in spatial edge localization, computational cost, and versatility.
Furthermore, it was shown that rendering quality of wavelet based fast image sharpening gratefully benefits from utilizing the perceptual LAB colorspace. It allows to
preserve color appearance whereas the perceived sharpness is increased.
Subsequently, computer vision algorithms for depth and motion estimation are evaluated. As a result, the best fitting methods for the targeted application of fast
perceptual motivated rendering have been identified. For the depth map computation,
the algorithm proposed by Gehrig and Rabe et al. [GR10] was chosen as it is able to
generate dense depth maps and has a short runtime.
For the estimation of the optical flow, region matching methods offer a fast estimate
of the apparent motion in consecutive video images. However, the available algorithms
do not show the required performance. Based on this understanding, a novel region
based flow method is introduced in the following chapter.

Chapter 4
Temporal and Spatial Environment
Reconstruction
The main goal of this thesis is to present an entire framework which is able to estimate
and depict distance as well as motion with perceptually motivated renderings.
Therefore, the proposed techniques shall not be confined to the mediation of pictorial
cues alone but to reconstruction and conditioning of the input data as well. Thus, the
following chapter introduces novel methods for the refinement and computation of
sensory input from stereo and mono cameras for depth and motion reconstruction.
Accordingly, the first section describes a novel technique for image based disparity
map refinement and the second section introduces a new dense optical flow. Both
algorithms utilize the in Section 3.1.1 introduced fast à-trous wavelets to achieve a
real-time performance on the Graphics Processing Unit (GPU).
Whereas depth and optical flow estimation can be seen as generic computer vision
tools, the last section proposes a solution for the special application to traffic scene
reconstruction. A monocular vehicle mounted camera setup is utilized to estimate the
road course, the vehicle distances, and their trajectories. Again, the output data is
the prerequisite for the perceptual motivated rendering to enrich the rear-view camera
video stream with motion and distance cues.

4.1 À-Trous Wavelet Multilateral Disparity Map
Enhancement
To convey additional depth information with rendered or enhanced pictorial cues,
the underlying distance data has to be generated first. Thus, the following section
describes the extraction and refinement of depth information from a stereo camera
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system. As laid out in Chapter 3.3, a well suited algorithm for real-time computation
of an initial depth map is Semi Global Matching (SGM). Obviously, the quality of
depth dependent rendering techniques strongly relies on the coherence between the
depth map and the input image (see Figure 4.1). Unfortunately, even the dense depth
maps generated with SGM are usually noisy and inherit artifacts like gaps and boarder
bleeding.

(a) Original depth map

(b) Refined depth map

(c) 2x Zoom

(d) DOF rendered with (a)

(e) DOF rendered with (b)

(f) 2x Zoom

Figure 4.1: Depth-of-field rendering based on input disparity map (a) and
disparity map refined with the proposed approach (b). Stereo
shadows in the original disparity map cause rendering artifacts in
the rendering output.
Gaps are induced by ambiguous or missing stereo correspondences. In particular, for
regions inside the two input images in which foreground objects occlude different parts
of the background scenery, the stereo correspondence cannot be matched. This causes
the artifact of “stereo shadows” (see Figure 4.2). Especially in stereo shadows the
smoothness constraint of the SGM algorithm causes boarder bleeding. The attempt of

4.1 À-Trous Wavelet Multilateral Disparity Map Enhancement
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SGM to fill these gaps manifests in an incorrect contour expansion of the foreground
structure [GRU11](see Figure 4.2). This results in too broad and imprecise object
outlines causing visible rendering artifacts in the manipulated output image.

(a) Input Image

(b) Disparity Map

Figure 4.2: Disparity map calculated with SGM. Red shows the missing correspondences. Additionally, stereo bleeding artifacts resulting in
imprecise outlines get most apparent at the tree trunk.

These artifacts are addressed by the novel technique of à-trous wavelet based multilateral disparity map enhancement. Due to the property of the standard EAAW
decomposition to move features with high and medium spatial frequency to the detail
layers, the depth map is smoothed while strong edges are preserved. Furthermore,
a modification to the standard algorithm interpolates the occurring stereo shadows
(see Figure 4.2). A second extension tackles the boarder bleeding artifacts by a cross
plausibility check between image and depth map edge locations.
Thus, the proposed extension of the weighted à-trous wavelet decomposition applies
three different techniques in parallel: The edge-aware decomposition reduces noise,
the stereo shadow interpolation removes occurring gaps, and the image edge gradient
supported interpolation refines the object contours. Beneficially, due to the property
of preserving the spatial resolution during the à-trous wavelet transform, the coarsest
decomposition of the depth map can be directly used as input for all further rendering
steps. These processing stages will be discussed in more detail in the following sections.
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4.1.1 Disparity Map Smoothing
Previous to the introduction of the extensions to the weighted à-trous wavelet decomposition, a standard EAAW transform of the input depth map D is proposed. This
decomposition yields a bilateral filtered smoothed output to reduce the low and mid
frequency noise (see Equations 3.1). Therefore, the initial coarse decomposition level
c0 is set to D.
Dc (p) = cI (p)
Ddi (p)

|c0 = D

= di (p)

(4.1)
(4.2)

After executing the EAAW algorithm for I levels, D is decomposed into the final
coarse level Dc and I detail layers Ddi (p). Due to the properties of the EAAW, noise is
reduced and edges are kept sharp in the coarse output of the disparity map Dc . The
parameter σi controls smoothing in relation to edge sensitivity and has to be adapted
to the input disparity map noise level. To allow smoothing across larger depth map
regions, σi is doubled for each level i. The detail coefficients Ddi are discarded since
no reconstruction of the original signal is required for the rendering stage.
Due to the fact that this algorithm is not able to interpolate gaps, an extension to
the EAAW transform is proposed in the following section.

(a) Smoothing

(b) Gap Interpolation

Figure 4.3: (a) Standard smoothing sampling: The blue arrow indicates that
a zero weight is applied to a gap pixel and is therefore ignored. (b)
Gap Interpolation: background pixels (green) get a high weighting
whereas foreground (black) gets a low and gaps (blue) get a zero
weighting.

4.1 À-Trous Wavelet Multilateral Disparity Map Enhancement

63

4.1.2 Stereo Shadow Interpolation
In case SGM might not be able to find a valid correspondence, the pixel in the input
disparity map is marked to be missing (ci (p) = missing). For plausible rendering
results in the visualization stage, these gaps have to be closed. Mainly, these are
caused by stereo shadows where a foreground object occludes the background in the
associated stereo image pair. Accordingly, these gaps have to be interpolated with
neighboring background values. Therefore, the interpolation behavior of the EAAW
transform is manipulated by setting c0i (p) = 0 and the filter kernel at the location p to
h0i (p) = 0:
c0i (p) = 0

|if ci (p) = missing

(4.3)

h0i (p)

|if ci (p) = missing

(4.4)

=0

As a consequence, the value at position p is interpolated with the closest to 0 and
therefore the most distant disparity values in its neighborhood. However, the incorrect center pixel value (c0i (p) = 0) has to be discarded. This is implemented by
setting h0i (p) = 0 whereby it is automatically replaced by the interpolation result
of the neighbors with the smallest disparity values (see Figure 4.3). Hence, missing
correspondences are interpolated to refine the output disparity map for improved
rendering results (see Figure 4.6b).

4.1.3 Boarder Bleeding Compensation
Although the gaps are interpolated, rendering quality may still be impaired by boarder
bleeding artifacts. Following the assertion by Bleyer [Ble05], regions of smooth color
deviation can be assumed to be smooth in disparity as well. Thus, depth edges in the
disparity map should correlate with a contrast gradient in the input image (which is
not commutative). This assertion is enforced in a second extension to the standard
EAAW transform of the disparity map.
Whereas the first extension could be implemented with a simple manipulation of edge
weighting, the second extension relies on a comparison of image and disparity map
edge locations and profiles. Thus, it is proposed to perform an EAAW transform
on the input image Q in parallel. Since the edge gradient information is encoded
in the bilateral weighting factors of the input disparity map wD and image wQ , a
cross-comparison of these values indicates discrepancies in their locations. Hence, to
gain this data, the image is decomposed in parallel by:
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|c0 = Q

Bc (p) = cI (p)
Bdi (p)

= di (p)

(4.5)
(4.6)

The sum of differences of the computed weights wD and wQ can now be utilized as
an indicator for a mismatch in edge locations between image and disparity map (see
Figure 4.4). However, it is proposed to detect and interpolate this artifact with a
third parallel decomposition which incorporates a specialized weighting function:
0
wD
(p, q) = (1 − wD (p, q)) · wQ (p, q)
X
k0 =
hi (q) · wD 0 (p, q)

(4.7)
(4.8)

q∈Ω

c0i+1 (p) =

1 X
hi (q) · w0 (p, q) · c0i (q)
k0

(4.9)

q∈Ω

(a) Weighting in Image

(b) Weighting in Disparity Map

Figure 4.4: The weighting in the image (a) and the disparity map (b) shown
in color coded arrows. Green indicates high weights, red indicates
low weights. The strong mismatch of weighting indicates a stereo
bleeding artifact.
In case that in the disparity map and the image a similar edge profile is present at the
0
same location it follows that wD (p, q) ≈ wQ (p, q). As a result, the weight |wD
(p, q)|
0
is expected to be low. Otherwise, wD (p, q) will be high and as consequence k 0 is
increased. Accordingly, the value k 0 is an indicator for boarder bleeding artifacts. Its
detection sensitivity is controlled by the acceptance threshold  for k 0 .
To compensate for these boarder bleeding artifacts, the current disparity value has
to be interpolated in accordance to the edges in the input image. However, one has
to assume that similar artifacts are present in the near surrounding. Therefore, the

4.1 À-Trous Wavelet Multilateral Disparity Map Enhancement

65

Figure 4.5: Combined decomposition of image Q and disparity map D. Stereo
bleeding artifacts are identified by the indicator k 0 and compen0
sated by performing a decomposition based on wD
if required.

proposed weighting for interpolation is not only derived from the input image weights
wQ (p, q) alone but discards all similar neighboring disparity values (1 − wD (p, q)) as
well.
0
As a result, in c0i+1 (p) an alternative decomposition based on wD
(p, q) is calculated.
0
It replaces ci+1 (p) if the indicator k >  is triggered (see Figure 4.5). Hence, the
0
proposed new weighting function wD
(p, q) enables the detection and interpolation of
boarder bleeding artifacts as well.

This approach refined the object contours in the disparity map and increases the
edge coherence with the input image. Beneficially, only a single additional parallel
decomposition is required, which keeps the computational cost for this filter operation
low.

4.1.4 Summary
As a result, the coarsest decomposition layer cI represents a smoothed, dense and
contour refined disparity map (see Figure 4.6c). It satisfies the requirements on density
and edge coherence for the in Section 5 proposed perceptual renderings (see Figure 4.1).
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(a) Difference to Exact Contour

(b) Stereo Shadow Interpolation Result

(c) After Boarder Bleeding
Compensation

Figure 4.6: (a) difference between input disparity map and image shown in
blue. (b) Disparity map after stereo shadow interpolation. (c)
Disparity map after outline refinement.

Especially due to the reusage of the image decomposition (see Section 5.2), the
executed parallel transform of the disparity map and the input image reduces memory
access and computational cost. The latter enables a real-time refinement of disparity
maps up to a resolution of 2 MP at a frame-rate of 30 fps, including the rendering of
the proposed additional pictorial depth cue (see Section 5.9).

4.2 Dense Optical À-Trous Flow
The technique described in the last sections provides a spatial representation of the
captured scene. To extend the reconstruction in the temporal domain, the apparent
motion and trajectories of the visible objects have to be estimated. Methods that
extract the apparent motion between two consecutive frames are summed under the
term optical flow algorithms (see Section 3.4).
Furthermore, the gathered motion information is a prerequisite to a subsequent
rendering stage which embeds pictorial motion cues in still images and video streams
(see Chapter 6). Hence, both perceptually motivated rendering techniques are able to
support human visual scene assessment.
To allow a realistic and contour precise rendering of the striven motion depictions, the
flow has to be dense. This implies that for each pixel location in the image a valid flow
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vector has to be available. Additionally, spatial coherence between edge locations in
the image and the flow map is crucial for high quality rendering results (similar to the
requirements for the depth map described in Section 4.1). As a consequence, spatial
coherence and processing speed have the highest priority for the targeted application
whereas high precision of flow direction and length is not mainly required.
A review of existing optical flow approaches has already been presented in Section 3.4.
As a result, region-matching based algorithms have been identified as to show a high
performance with a reasonable accuracy and edge coherence. A representative of this
class of algorithms is the SimpleFlow which has been presented by Tao et al. [TBKP12].
It is optimized for fast execution and video editing applications. Although it seems
that this optical flow approach is consistent with the goals for the targeted application,
its runtime and edge coherency still not fulfill the required performance for the
perceptually motivated rendering of motion cues.
Therefore, the novel À-Trous Flow (ATF) is proposed for this application. It provides
a dense and edge coherent computation of the flow map in real-time. This algorithm
is a further development of the SimpleFlow wherefore this method is introduced in
detail in the following sections first.

4.2.1 Simple Flow
The SimpleFlow algorithm is a region-matching based optical flow method. Thus,
the probability that a pixel in consecutive frames has moved along a given motion
vector is derived from the local structure resemblance in its neighborhood. This
property is embedded in the first two stages of the five staged SimpleFlow pipeline
(see Figure 4.7).

Figure 4.7: SimpleFlow pipeline. Reprint from Tao et al. [TBKP12].
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In the first stage, for each pixel in the current frame Ft (x, y) the likelihood probabilities
that the pixel has moved to a new position in the subsequent frame Ft+1 are evaluated
within a neighborhood Ω.
In the second stage, all the gathered probabilities are stored and summed for each
possible motion vector within a local neighborhood N0 . Based on the assumption
of a local smooth flow map, the minimum of these sums is expected to be the most
probable flow vector at Ft (x, y), which is calculated in the third stage. These steps
are repeated for the forward and backward flow (where Ft (x, y) and Ft+1 (x, y) are
swapped).
One would expect that forward and backward flow lead to the same results if the
directions are inversed. However, at occlusions, background gets visible for the first
time in subsequent frames. Thus, a correct flow estimate cannot be performed and
the forward and backward flow contradict regarding their estimates. This comparison
is performed in the fourth, stage and its result is stored in the occlusion map.
In the last stage, noise and the detected occlusions are removed by applying a
multilateral filter incorporating the occlusion map as well as the image edge information.
As a result, a dense and smooth flow map is generated.
Since the SimpleFlow lays the foundation for the newly presented À-Trous Flow, the
single stages will be explained in more detail in the following sections.

Stage 1: Simple Likelihood Model
In contrast to flow methods that rely on global optimization to propagate local
information across the image (see Section 3.4), SimpleFlow averages local probability
distributions which are generated by a trivial energy function. The energy term e
evaluates the cue of color difference of the spatial neighborhood in two consecutive
frames:
e(x, y, u, v) = kFt (x, y) − Ft+1 (x + u, y + v)k2

(4.10)

This term corresponds to the likelihood probability p ∝ exp(−e) [RW97] which
encodes information of the local structure of the video as well as the reliability of this
correspondence. If p is uniform, the reliability is low whereas peaked distributions
indicate a high reliability. Accordingly, a low value for e(x, y, u, v) represents a high
likelihood that the pixel has moved along (u, v) from frame Ft to Ft+1 .
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Due to the point-wise calculation, directly selecting the minimum entry inside Ω
naturally yields a noisy or even ambiguous flow estimate (see Figure 4.8b). To smooth
this estimate, a combination of the e-vector in a local neighborhood is proposed.
Therefore, the energy terms e are pooled in a n x n neighborhood Ω0 for each pixel
location Ft (x0 , y0 ) and buffered for the next processing stage (see Figure 4.9a).

(a) Frame t1

(b) Stage 1: without smoothing

(c) Stage 2: with
flow
vector
smoothing

(d) Stage 5: with bilateral filtering

Figure 4.8: (b) e-Vector based flow map. (c) With local neighborhood e-Vector
smoothing. (d) With bilateral filtering. Images reprinted from
Tao et al. [TBKP12].

Stage 2 and 3: Local Validity as Smoothness Prior
It is assumed that optical flow is locally smooth. Following this assertion, the estimated
flow vectors inside a neighborhood N0 should be homogeneous and similar in direction
(see Figure 4.9b). This generates a dependency on all previously calculated e-vector
probabilities which are stored for each position inside N0 . Therefore, all probabilities
of each possible flow vector covered by Ω are summed for each pixel location inside the
neighborhood N0 (see Figure 4.9c). The result is a probability map (E-Vector map)
with the dimensions of Ω for all possible (u, v) vectors. This smoothness constraint is
expressed by:


X
(u0 , v0 ) = argmin 
e(x, y, u, v)
(4.11)
(u,v)∈Ω

(x,y)∈N0

By pooling the probabilities of all sets of Ω in the neighborhood N0 separately, the
smoothing can be performed independently for each pixel. This allows a parallel
execution which yields a higher performance (see Section 4.2.4).
The local smoothness assumption of flow vectors obviously does not hold at object
edges and across large neighborhoods N0 . Therefore, Tao et al. proposed weighting
functions adapted from the bilateral filter [Bur81] to prevent smoothing across edges
in the input image, and to diminish the influence of far distant flow vectors as well
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(see Figure 4.9d). It shall be noted that similar weighting functions are used for the
Edge Avoiding À-Trous Wavelets (see Section 3.1.1). The introduced weighting wd
dampens influence based on distance on the central pixels whereas color based edge
sensitivity is encoded in wc :
X
E(x0 , y0 , u, v) =
wd · wc · e(x, y, u, v)
(4.12)
(x,y)∈N0

with wd = exp −k(x0 , y0 ) − (x, y)k2 /2σd



2

with wc = exp −kFt (x0 , y0 ) − Ft (x, y)k /2σc

(4.13)


(4.14)

The resulting probability map E(x0 , y0 , u, v) expresses the pooled probabilities inside
N0 for all possible flow vectors covered by Ω. As a consequence, the minimum entry
inside E(x0 , y0 , u, v) is expected to be the most probable solution for the flow vector
at the location x0 , y0 (see Figure 4.9e and 4.9f).
To rate the reliability of the resulting flow vector, its variance with respect to the
remaining values of the E-vector field Ei,l (x, y) is computed. This variance is stored
along with the resulting flow vector in the weighting factor wr which is utilized later
on in the multilateral filtering stage:
wr (x, y) = mean e(x, y, u, v) − min e(x, y, u, v)
(u,v)∈Ω

(4.15)

(u,v)∈Ω

Stage 4 and 5: Occlusion Detection and Bilateral Filtering
The last two stages have the main purpose of large scale occlusion and noise compensation whereas edge coherence has to be kept. This is implemented by performing a
joint-bilateral filtering of the resulting flow map.
However, previous to the filtering, the occurring occlusion artifacts have to be detected.
Therefore, in the fourth stage the Euclidean distance of the forward (uf , vf ) and
inverse backward (ub , vb ) flow is compared to generate the occlusion weight wo :
wo = k(uf , vf ) − (−ub , vb )k

(4.16)

In the last stage, all available weights are utilized for a joint-bilateral filtering of the
output flow map. The sources for these weights are color wc , distance wd , reliability
wr , and the detected occlusions wo . The resulting filtered output flow map is shown
in Figure 4.8d.
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(a) Stage 1: e-Vector Sampling Inside Ω

(b) Stage 2: Neighborhood
Sampling

(c) Stage 2: Summing evectors for Each Neighbor

(d) Stage 2: Edge Weighting

(e) Stage 3: Minimum EVector Identification

(f) Stage 3: Resulting Flow
Vector

Figure 4.9: SimpleFlow computation: (a) For the neighborhood Ω (white
pixels), the e-Vectors are evaluated and stored. (b) e-vectors are
pooled for a neighborhood N0 (purple). (c) Exemplary pooling of
two e-vector fields inside N0 (yellow; blue). (d) Weighting based
on image edges (red/green) excludes single neighbors (red). (e)
Resulting E-Vector map; highest probability entry is marked. (f)
Resulting local smoothed flow inside N0 ; due to weighting the
inconsistent flow direction on the other side of the image, edge is
discarded.
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4.2.2 À-Trous Flow
Although the SimpleFlow method has already been designed to shorten runtime by
supporting parallel execution, computational expense grows rapidly by expanding
the search region Ω and the smoothing neighborhood N0 . Additionally, the proposed
common joint-bilateral/multilateral filtering is resource hungry for large kernel sizes.
SimpleFlow proposes a multi-scale approach to tackle this issue. However, this induces
additional computational cost, and spatial localization as well as edge coherence might
suffer by this approach. Hence, a novel flow method is proposed, which provides a
real-time flow computation for larger displacements at minimum noise and high edge
coherence for large resolutions.

Figure 4.10: À-Trous Flow pipeline. Flow vector probabilities are calculated
in stage 1 (e-Vector maps) and locally smoothed in stage 2 (Evector maps). Stage 3 identifies the most probable flow vector.
Stage 4 compares the forward and backward flow to detect
occlusions. Stage 5 performs multilateral filtering to remove
noise and occlusion artifacts.
Having the concepts of à-trous wavelets in mind, it lies nearby to examine the
SimpleFlow pipeline for potentials to introduce sparse sampling concepts and replace
the joint-bilateral filtering with a much faster à-trous wavelet based method (see
Figure 4.10).
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Therefore, the sampling scheme of the first two stages (simply likelihood model and
local smoothness prior) are substituted by sparse à-trous sampling schemes. This
allows a larger coverage for vector sampling and neighborhood smoothing at constant
computational cost per filter growth. Whereas the third and fourth filtering stages
are quite similar, the fifth stage is replaced by the fast à-trous joint-bilateral filtering
method introduced in Section 4.1. The result is a dense, edge coherent and very fast
optical flow method. The specific extensions of the À-Trous Flow to the SimpleFlow
method will be described in the following sections.

Stage 1: Sparse e-vector Sampling
By analyzing the first stage of the SimpleFlow algorithm, it becomes clear that the
maximum reconstructable flow length in u and v direction is restricted by the size of
the neighborhood n x n which is covered by Ω. Increasing n has a large drawback
since calculating the e-vector maps as proposed by Tao et al. [TBKP12] leads to
quadratic growth of memory consumption and computational cost. To overcome this
issue, it is proposed to sample the e-vectors sparsely following an à-trous scheme (see
Figure 4.11) (for comparison see the SimpleFlow sampling scheme in Figure 4.9a).

(a) ATF level 1

(b) ATF level 2

(c) ATF level 3

Figure 4.11: Stage 1 À-Trous Flow sampling scheme for Ω = (3, 3) and l =
3. The sparse sampling covers more distant correspondences
allowing larger displacements with less computational effort.
However, it might cause incorrect or missed correspondences
which have to be compensated later on.
Therefore, the distance between sample points at level i is increased to d = 2i . This
yields a reduced memory consumption and computational cost. As consequence, faster
motions which require larger kernel sizes and longer flow vectors can be processed.
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The resulting e-vectors are stored in e-vector maps e0 to eI , where I denotes the
highest decomposition level.
Although this approach supports longer flow vectors, it might introduce errors in
the flow calculation due to missed correspondences. This issue is similar to the
errors induced by the correspondence problem depicted in Section 3.4. It describes
that similar structures in the moving object might lead to no or a slightly incorrect
correspondence matching for the flow estimate.
As consequence, the hit rate for correct matchings is lower, than for a dense sampling.
However, if a possible match was found one can expect that the estimated flow vector
will at least point roughly towards the correct direction (with slightly incorrect length
or angle) even if the wrong correspondence is chosen (see Figure 4.12). Taking this
consideration into account, a sparse sampling may yield an incorrect match, however,
the rough motion direction and length is approximated.

Figure 4.12: Correspondence missmatch due to ATF sampling (white dots):
Correct correspondence match is indicated by yellow dotted
line; ATF results in blue correspondence matching with slightly
incorrect length and angle.
Since moving objects in natural video sequences usually show flow vectors of slight
different length and angle, at least some neighboring matching operations should yield
a correct correlation match. The latter is reflected in a high probability weight, whereas
mismatches yield low weights. Therefore, similar to the SimpleFlow, a subsequent
local neighborhood probability smoothing is performed. Hence, the large scale crosscomparison of probabilities during the E-Vector map calculation in the following stage
is able to compensate for incorrect flow estimates.

Stage 2 and 3: À-Trous Scheme for Local Validity Smoothness Prior
Beneficially, the described sparse scheme for calculating the e-vector reduces the
amount of computations for the first stage. However, this approach generates only
sparse sampled information as input for the second stage. Specifically, the e-vector
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maps (e0...I ) computed at each scale i for all pixels have a different sampling density
of d = 2i . Thus, these probabilities cannot be locally smoothed in a N0 neighborhood
in a trivial way.
Additionally, it has to be considered that for the ATF the N0 neighborhood is only
sparsely sampled as well. Its sampling is similar to the previous e-vector calculation
by increasing the step-size with each scale l by a factor of 2. This allows smoothing of
local flow information across large neighborhoods. The proposed method guarantees
constant computation effort per scale without the need of down-sampling the input
material.
In consequence, the pooling of the probability maps Ei,l is more complex as for the
SimpleFlow computation. The E-vectors derived from equivalent sampling frequencies
i and across different neighborhood sampling frequencies l are merged to I x L
combined E-vector maps (Ei,1 , Ei,2 ...Ei,L )(see Figure 4.13).
To maintain the edge coherency with the input image, the same weighting functions
wd and wc as proposed for the SimpleFlow are utilized for summation of the E-vectors
(see Equation 4.12).
As a result, I x L E-vector maps with the dimension of Ω are derived. From those,
the global minimum entry of all summed probability maps (Ei,l ) is selected in stage 3.
This entry represents the most probable flow vector (u, v) at the position x0 , y0 . It
shall be noted that the respective sampling frequency 2i of the originating E-vector
map has to be taken into account to derive the correct flow vector length.
The introduced new sparse à-trous sampling allows a large scale smoothing of e-vectors
with constant computational cost per iteration. The prosperity of this approach
depends on the assumption that large image areas contribute to the same motion and
fulfill the local validity assumption. This assumption does hold for most of the cases.
However, disambiguities in correspondences or no suitable flow match in the (sparse)
sampled neighborhood still cause noisy or incorrect flow estimates.
In stage 5 of the flow computation, the flow map is bilinear interpolated. To allow
for an interpolation in accordance to the reliability of the flow values, the weighting
wr is calculated as described in Section 4.2.1. These weights encode the deviation
from the mean value of the underlying probability E-vector map. Following the
equation p ∝ exp(−e) from Section 4.2.1, the reliability of the resulting flow vector
is proportional to wr . A peaked probability of the selected e-vector indicates a high
reliability whereas a uniform E-vector map indicates a low reliability. Hence, during
bilateral filtering unreliable vectors are interpolated with more reliable neighboring
vectors.
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(a) ATF i = 0 l = 1

(b) ATF i = 0 l = 2

(c) ATF i = 0 l = 3

(d) ATF i = 1 l = 1

(e) ATF i = 1 l = 2

(f) ATF i = 1 l = 3

(g) ATF i = 1 l = 2

Figure 4.13: Stage 2 and 3 of the À-Trous Flow computation. (a) to (f)
e-vector pooling for the sampling frequencies i = 0, 1 and the
smoothing neighborhood frequencies l = 1, 2, 3 for Ω = (3, 3).
The e-vectors of each neighbor are merged with weighted sums
(wd and wc ) which are derived from the image edges to a combined E-vector field Ei,l . (g) identification of the most probable
flow vector (u, v) over all Ei,l (darker equals a higher probability).
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Besides uncertain flow matchings, errors in the flow map may be induced by occlusion
artifacts. These occur if an image region was not visible in the previous frame. To
identify these occlusions, a forward and backward flow computation as proposed by
the SimpleFlow is executed in the fourth stage of the processing pipeline. Regions
which contradict in their flow estimate are marked as occlusion artifacts.
To smoothen the flow map and to correct these occlusion and matching errors, a two
staged multilateral à-trous based filtering of the resulting flow map is executed as last
step.

Stage 4 and 5: À-Trous Joint-Bilateral Filtering
Although the output flow vectors are already smoothed in their local neighborhood,
occlusion artifacts and noise might still be present. To correct these artifacts, a large
scale joint-bilateral smoothing is proposed by the SimpleFlow method in Stage 5.
The newly introduced À-Trous Flow algorithm executes a similar filtering operation,
however, faster à-trous wavelets are utilized to increase the processing speed.
Bilateral and multilateral filters in their common implementation are quite slow.
However, it has been shown that edge avoiding à-trous wavelets are well suited for
fast approximations of multilateral filtering in various applications [DSHL10] [HDL11]
(see Section 3.1.1). Therefore, a two staged EAAW filtering process is proposed.
The first stage fixes occlusions with a similar approach as the previously presented
techniques to remove stereo shadows (see Section 4.1). The second stage implements
a EAAW multilateral filter to dampen the noise even further by interpolating the
flow map dependent on the calculated weights. These weights are derived from the
flow gradients, the color gradients inside the input image, the flow reliability, and the
occlusion map (see Figure 4.14).

Figure 4.14: Filtering stages of the ATF to interpolate occlusion artifacts and
to smoothen the flow map based on the reliability of the vectors
and the image contrast edges.
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Color Gradient Weight Computation
For both edge avoiding à-trous wavelet filtering stages of the flow map M refinement,
the weights defined by the image contrast edges wc have to be computed. These
weights are generated once in the first stage and stored for the second. Additionally,
the image decomposition is kept and used later on for the rendering of the À-Trous
Motion Blur (Section 6.3.4). The reuse of the intermediate results of the image
decompositions increases the efficiency for the targeted real-time rendering of motion
cues which includes the required optical flow computation.

Occlusion Interpolation
In video sequences, one has to expect that objects might appear or get occluded during
frames. To identify these image regions in which no correct flow can be estimated, an
occlusion map O is calculated. One common approach is to calculate the flow twice,
first from Ft to Ft+1 and then vice versa. If the flow is valid, these vectors should be
reverted to each other (see Equation 4.17). Hence, the difference of the forward and
backward flow vectors is an indicator for an apparent occlusion (see Figure 4.15).
Additionally to this approach, the assumption of color constancy is made. Both
correspondences matched by the flow estimation method should have similar colors.
Otherwise, this indicates a flow mismatch caused by a faulty E-vector smoothing.
This color based error map is calculated following Equation 4.18. Both error maps
are thresholded by βf receptively βc and subsequently merged. An entry in this map
indicates an error in flow computation that has to be corrected.
k(uf , vf ) − (−ub , −ub ) > βf k

(4.17)

kFt (x, y) − Ft+1 (x + u, y + v) > βc k

(4.18)

For each pixel position marked in this map an EAAW based interpolation is performed. Therefore, to each invalid flow vector a zero weight w = 0 is assigned. Thus,
during EAAW decomposition these flow vectors are discarded. In consequence, all
positions that hold such an invalid flow vector are replaced by their bilateral weighted
neighborhood interpolation which follows the weighting from the input image edges
wc .
With each stage, further distant flow results are taken into account whereas strong
edges in the flow map and the input image prevent bleeding across edges. An example
for the step-wise interpolation of the flow map is given in Figure 4.16.
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(a) Occlusion Map
flow (βf = 2.65)

from

(b) Occlusion map from
Color (βc = 0.02)

(c) Occlusion map combined

Figure 4.15: Flow based occlusion map is computed by comparing forward and
backward flow. Color based occlusion is generated by comparing
the colors at the corresponding pixel positions in consecutive
frames.

Edge Aware Multilateral Filtering
After the occlusion interpolation, an additional edge aware à-trous filtering of the
forward flow is performed to generate a smooth but edge coherent flow map. The
weights are derived from the color gradients in the input image wc , the gradients
from the flow map wf , and the flow reliability wr (see Figure 4.14). The gradient
weights’ sensitivities are parameterized by σf and σc . These parameters are set by
user preference based on the expected reliability of the input data. As a result, in
the coarsest decomposition output noise is reduced whereas flow edges are kept sharp
and coherent with the edges inside the image. The amount of decomposition levels
for the occlusion interpolation and the multilateral filter are dependent on input
resolution and expected noise level. Typical values are listed in Section 4.2.4. To
conclude, EAAW based multilateral interpolation is much faster, however, it yields
similar results as the proposed joint-bilateral filter from the SimpleFlow algorithm
(see Figure 4.17).

4.2.3 Benefits of the À-Trous Flow
The À-Trous Flow method is an evolutionary advancement to the SimpleFlow. By
replacing computationally expensive stages with the à-trous approaches of sparse
sampling and à-trous wavelet based edge-aware filtering, a higher performance with
similar or better flow accuracy is achieved (see Section 4.2.4).
In consequence, the ATF allows large scale smoothing of e-vectors while covering
strong displacements with constant computational cost per iteration. The results of
this method can be tuned by adapting its sampling behavior with the three parameters
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(a) À-trous level: 0

(b) À-trous level: 1

(c) À-trous level: 2

(d) À-trous level: 0

(e) À-trous level: 1

(f) À-trous level: 2

Figure 4.16: EAAW based multilateral occlusion interpolation. The top row
shows the occlusion map after each interpolation stage. The
bottom row shows the output flow map for each stage. Already
after 3 stages, most occlusions are interpolated.

I, Ω and L. Increasing the number of scales for the e-vector sampling (I + +) expands
the reconstructable flow length. Enlarging the size of Ω elevates the sampling density
of the flow vectors. By increasing the highest neighborhood sampling level (L + +),
the smoothing region N0 is expanded, which yields a better noise reduction.
Additionally, by tuning σc , more weight can be laid on the color edges which are derived
from the input image. These edges are respected during the large scale multilateral
smoothing. The result of the filter operation is an interpolation of unreliable or
incorrect flow vectors with more reliable neighboring values to achieve a correct
estimate.
All filtering operations are performed at full scale with sparse sampling kernels.
Therefore, downscaling of the input material is not required and aliasing is avoided. In
combination with the edge aware filtering the flow edges are highly correlated with the
image edges. As a result, the generated flow maps enable the rendering of physically
plausible motion visualizations (see Section 6.1).
A further benefit comes from the combination of the highly parallelizable SimpleFlow
algorithm with the à-trous principles which enable an efficient implementation on the

81

4.2 Dense Optical À-Trous Flow

(a) Bilateral filter width: 10px

(b) Bilateral filter width: 20px

(c) Bilateral filter width: 30px

(d) À-trous scale: 1

(e) À-trous scale: 2

(f) À-trous scale: 3

Figure 4.17: Comparison of bilateral-filtering (top row) and the proposed
Edge Aware À-Trous Wavelet filtering (bottom row). The results
are comparable, however, EAAW has a much higher performance
allowing a real-time computation.

GPU. This yields a high performance which makes the À-Trous Flow to one of the
fastest dense flow methods currently known (see Section 4.2.4).

4.2.4 Evaluation of the À-Trous Flow
The following section evaluates the quantitative and qualitative accuracy as well
as the computational performance of the À-Trous Flow. To perform a quantitative
flow accuracy comparison, the À-Trous Flow results have been submitted to the
MPI-Sintel [BWSB12] optical flow benchmark.
Visual quality and usability for rendering purposes of the presented ATF are compared
with results from various algorithms submitted to the MPI-Sintel and the Middlebury [BSL+ 07] benchmark. Finally, the runtimes of the relevant competing algorithms
are evaluated in the last section of this chapter. Upfront to the comparison, the
configuration and setup of the À-Trous Flow is presented.
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À-Trous Flow Parameterization and Setup

The following results of the ATF have been computed on an Intel Core i7 x980, 6 cores
@ 3.33Ghz with 14GB of main memory. The flow computation itself was performed
in Compute Unified Device Architecture (CUDA) on a NVIDIA Tesla K20 with 2496
cores and 5GB onboard memory.
To fulfill the real-time requirements of this application, the ATF algorithm was
configured to perform 30 flow calculations on a 1024x436 resolution within one second.
Therefore, the e-vector matching was configured to calculate flow probabilities in a
neighborhood of Ω = (3, 3) at I = 6 layers for the Sintel and I = 3 layers for the
Middlebury benchmark. This enabled the algorithm to recover a maximum flow length
of 45, respective 11, pixels. The E-vector neighborhood sampling density was set to
N0 = 3 with only a single layer L = 1 for multiscale smoothing. In the final stage,
the multilateral filtering was performed on 7 layers for the Sintel and 5 levels for the
Middlebury benchmark with a color weighting parameter of σc = 0.008, respective
σc = 0.033, enabling smoothing in the highest layer across 517 respective 133 pixels.

Quantitative Flow Evaluation

The flow accuracy of various algorithms is usually benchmarked by comparing their
endpoint errors with reference to a ground truth. A perfect reconstruction would
yield the same results as the provided ground truth. First, the results from the Sintel
benchmark are evaluated which is followed by the available data for a flow comparison
from the Middlebury dataset.

MPI-Sintel Flow Benchmark
The MPI-Sintel Flow dataset [BWSB12] is derived from the open source computer
generated imagery movie Sintel. In contrast to the Middlebury dataset, the raw
material is synthetically generated allowing a very precise ground truth computation.
Although the images are computer generated, image degradations as motion blur,
defocus blur, large velocities, and atmospheric effects are generated artificially by the
renderer. The dataset contains 35 different scenes with a length between 20 and 50
frames at a resolution of 1024x436 pixels at 24 frames per second. The benchmark
data comprise different scenes with various motion velocities, lighting conditions and
environments.
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Error Measures
To compare the accuracy of the different algorithms, the Euclidean distance between
the ground truth and computed flow vector endpoints is evaluated as error measure:

EP =

p

(u0 − u1 )2 + (v0 − v1 )2

(4.19)

The Flow Endpoint Error (EPE) is evaluated separately for visible (matched) and
invisible (unmatched) correspondences as well as for different distances to occluded
areas (d0-d140), and different velocities/displacements (s0-s40+). Based on these
error measures, the ranking for the submitted algorithms is evaluated. The result is
presented in Table 4.1.

Ground Truth
DeepFlow
IVANN
S2D-Matching
FC-2Layer-FF
Classic+NLP
EP-PM
MDP-Flow2
LDOF
Classic+NL
Horn+Schunck
Classic++
Classic+NL
AnisoHuber.L1
SimpleFlow
Atrous Flow

EPE
all
0.00
7.21
7.25
7.87
8.14
8.29
8.38
8.45
9.12
9.15
9.61
9.96
10.09
11.93
13.36
14.17

EPE
matched
0.00
3.34
2.97
3.92
4.26
4.29
4.29
4.15
5.04
4.81
5.42
5.41
5.66
7.32
8.62
9.57

EPE unmatched
0.00
38.78
42.09
40.09
39.72
40.93
41.70
43.43
42.34
44.51
43.73
47.00
46.15
49.37
51.95
51.55

d0-10
0.00
5.65
4.90
5.97
6.54
6.52
6.56
5.70
6.85
7.22
7.95
8.07
8.01
9.46
10.87
11.51

d60
-140
0.00
2.21
2.22
2.85
2.95
2.98
3.32
3.41
4.00
3.43
3.98
3.75
4.16
5.93
7.17
8.09

s0-10

s40+

0.00
1.28
1.16
1.17
1.03
1.21
1.83
1.42
1.49
1.11
1.88
1.40
1.09
1.16
1.48
2.01

0.00
44.12
44.87
48.78
51.35
51.16
49.08
50.51
57.30
60.29
58.27
64.14
67.80
74.80
81.35
79.48

Table 4.1: MPI Sintel Benchmark ranking from 03.Nov 13 [BWSB12]. ATF
is last in the overall ranking. However, it shall be noted that it is
at least 40 times faster than all compared algorithms. Its quality
score is comparable to the SimpleFlow results, however, ATF yields
a better matching for large displacements (s40+).
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Results
The accuracy of the ATF was ranked last with a nearly similar performance as the
SimpleFlow. However, the errors in both are about a factor of 2 worse than for the
best method.
One of the main reasons for the large endpoint errors of ATF is due to the sparse
à-trous sampling. The ATF sampling usually induces small offset errors in vector
calculations (see Section 4.2.2) causing inherent endpoint matching errors.

(a) Ground Truth

(b) Deep Flow

(c) SimpleFlow

(d) À-Trous Flow

Figure 4.18: Results from Deep Flow, SimpleFlow and À-Trous Flow from the
Sintel Benchmark for scene Temple [BWSB12]. Deep Flow has
the best overall ranking; however, the object contour coherence
with the image is quite low. Edge coherence is improved with
SimpleFlow and ATF, but flow estimate differs from ground
truth, especially in small, fast moving image regions.
However, the sampling of ATF allows a matching of further distant correspondences
than the SimpleFlow. This manifests in an improved accuracy for fast object movements
with large displacements (see Figure 4.18). Accordingly, this is underpinned by the
error values of the s40+ matching (see Table 4.1).
Both algorithms struggle with natural image degradations as motion blur and defocus
blur. To compensate for this, ATF would require a scene dependent color weight
sensitivity optimization of σc for the multilateral filter. Unfortunately, such a scenewise adaption is not permitted for the Sintel benchmark. An automatic tuning
approach might resolve this issue.
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Additionally, the self-imposed constraint of the proposed ATF of real-time execution
(33 ms per frame) of the input material gives this approach an disadvantage. All
competing algorithms require much longer runtimes (see Section 4.2.4). If the realtime constraint is relaxed for the ATF and the runtime is prolonged to 50 ms, ATF
performs even slightly better than AnsioHuber.L1 [WTPW09] for scenes with small
displacements (Endpoint Error improvement for scene "Perturbed Shaman": 1.66).
However, real-time requirements have to be met for the goals of this thesis. Therefore,
optimizations by the cost of higher runtimes have not been applied.

Middlebury Dataset
In contrast to the MPI-Sintel benchmark, the Middlebury dataset [BSL+ 07] was
captured with a standard camera. The underlying ground truth is calculated out of a
hidden fluorescent pattern only visible under ultraviolet light. Due to the random high
frequency pattern of fluorescent spatters, a nearly perfect correspondence matching
and ground-truth calculation was derived. The images have been taken with a stop
motion method, by freezing the object movement after each frame and taking a picture
at ultraviolet and standard illumination. The reference material has a resolution of
640x480 pixels.
An endpoint matching evaluation with the compared algorithms could not be conducted
since ATF algorithm was not submitted for publication yet. The latter is required by
the Middlebbry benchmark to be admitted. However, the available color coded flow
visualization results show the flow estimates of all submitted flow benchmarks. These
are utilized for the proposed quantitative error comparison in this section. Therefore,
the Root Mean Squared Error (RMSE) between the ground truth flow output image
and the three fastest flow algorithms as well as the SimpleFlow have been computed:

v
u
M
u 1 X
t
RMSE =
(vj − v̂j )2
M j=1

(4.20)

M is the number of pixels, vj is the color value at the location j, and v̂j is the color
value for the ground truth.
The results in Table 4.2 show that the accuracy of ATF is similar to the four fastest
algorithms including the SimpleFow. However, the ATF performance is still ≈ 8 times
higher than the fastest compared algorithm in the Middleburry benchmark.
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Algorithm
Bartels [BH10]
SimpleFlow [TBKP12]
FastOF [Ano13]
À-Trous Flow
Rannacher [Ran09]

RMSE rank
1
2
3
4
5

RMSE
25.93
26.19
26.57
27.14
27.31

Table 4.2: RMSE to the Ground Truth of the different algorithms for the
Army Scene in the Middleburry dataset.
Visual Evaluation of the À-Trous Flow
Quantitative error measures are well suited to evaluate the overall precision of the
flow map. However, one of the main requirements for the rendering of high quality
motion effects is a high coherence between object and flow map edges. Many fast flow
methods show good overall results in flow deviation although their edge accuracy is
quite low. This becomes apparent in the Sintel benchmark results as well as in the
Midlebury benchmark (see Figure 4.18 and 4.2). In comparison with the fastest flow
algorithms, ATF yields worse matching rankings, however, visual edge coherence is
significantly higher.
ATF has deficiencies in large areas with only small or no apparent movement, which
gets apparent in Figure 4.19 below the grid and on the right side of the soldiers.
Additionally, some irregularities show up on the shell at the bottom center and the
soldiers on the bottom left. The first artifact can be explained by the small number of
valid flow vectors which are used for the neighborhood interpolation during multilateral
sampling. The latter is caused by weak edge information leading to bleeding of flow
vectors across contrast edges in the image.
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(a) Input image

(b) Ground truth

(c) À-Trous Flow

(d) Rannacher

(e) Bartels

(f) FastOF

Figure 4.19: By comparing ATF to the fastest flow algorithms in the Midleburry dataset, it becomes apparent that ATF shows a high
edge coherency and resolves small details very well. However,
the overall flow error is best in Bartels and worst for ATF and
Rannacher. Images taken from Midleburry flow results [BSL+ 07].
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However, edges in theATF output are considerably sharper and show a higher correlation with the input image in comparison with the evaluated algorithms. This can be
evaluated exemplary at the contours around the soldiers at the right bottom in the
result images in Figure 4.19 or in the Ambush scene of the Sintel benchmark shown in
Figure 4.20. Hence, although the quantitative error measures are much worse for the
ATF, the edge characteristic of this novel algorithm is considerably superior to the
compared algorithms.

(a) Ground Truth

(b) Deep Flow

(c) SimpleFlow

(d) À-Trous Flow

Figure 4.20: Results from DeepFlow, SimpleFlow and À-Trous Flow from
the Sintel Benchmark for scene Ambush [BWSB12]. DeepFlow
has the smallest overall EPM error although the contours of the
warrior with his weapon are nearly not recognizable. SimpleFlow
tends to create local spots of optical flow whereas À-Trous Flow
shows a precise outline, however, flow vectors are slightly off in
their direction and angle.

Performance Evaluation of À-Trous Flow

The previous sections demonstrated that the À-Trous Flow is ranked low with respect
to endpoint matching but edge coherence and visual quality of the generated flow
maps are comparable to its competitors. However, one of the main goals of the ATF
is the design of a novel real-time capable dense optical flow. Therefore, multiple
techniques to optimize and to speed up the execution of the ATF have been applied.
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This section evaluates the performance with respect to the fastest algorithms that
showed similar or better results in the previous comparisons. If the timing was not
stated in the benchmark, it was taken from the respective papers. If the depicted
resolution was not explicitly mentioned, it was interpolated linearly.
Algorithm

Runtime in [ms]

À-TrousFlow
SimpleFlow
AnisoHuber.L1
DeepFlow
LDOF
AnisoHuber
Classic+NL
MDP-Flow 2
S2D-Matching

30
1200
1230
1900
3000
8300
30100
70900
200000

Table 4.3: Runtimes of the fastest flow algorithms of the Sintel benchmark
(1024x436px) [BSL+ 07]. ATF is clearly the fastest algorithm with
a factor of 40 in performance increase in comparison to the SimpleFlow which has similar error ratings. Runtimes extracted from the
respective papers.
Algorithm

Runtime in [ms]

À-Trous Flow
Rannacher
Bartels
PGam+lk
ComplOF-FED-GPU

15
120
150
370
970

Table 4.4: Runtimes of the fastest flow algorithms of the Midleburry benchmark (640x580px). ATF is the fastest algorithm with at least a
factor of 8 in performance increase whereas error rates are similar
to Rannacher [Ran09] (see Table 4.2). Runtimes extracted from
the respective papers.
The timings in Table 4.3 and 4.4 clearly show that the introduced À-Trous Flow
method’s performance is superior to all other flow methods by at least a factor of
8. This includes GPU as well as Central Processing Unit (CPU) implementations
for a large variety of flow methods with similar or higher flow estimate precision.
Thus, solely ATF allows a real-time computation of dense flow maps for videos with a
resolution of ≈ 0.5 Mpix @30 fps.
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Summary on the À-Trous Flow
The evaluation of the À-Trous Flow shows three main results. First, due to the
constant offset errors in flow calculation caused by sparse à-trous sampling, ATF does
not provide a precise flow estimate.
Second, ATF shows high edge coherence between the input image and the flow map.
However, image degradations as blur and low contrast edges require a scene-wise
adaption of color gradient weighting functions to avoid bleeding artifacts during
multilateral filtering.
And third, ATF is superior in performance to all state-of-the-art dense flow algorithms
reviewed in the Middlebury and Sintel dataset at this point in time.
The low accuracy makes the ATF inapplicable for machine vision purposes targeting
automatic machine operation (e.g. autonomous driving). However, the edge coherence
and fast runtime qualify the newly presented ATF to generate input flow maps for
real-time visualization applications.
Therefore, the presented flow algorithm suits best for perceptual motivated real-time
motion cue renderings as it is targeted within this thesis (see Section 6.3). The main
requirement for the proposed depictions is a dense and edge coherent flow map to
generate plausible visualizations. The accuracy of the flow information is of low
priority as long as the motion cue rendering is plausible and supportive.
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4.3 Monocular Spatial and Temporal Scene
Reconstruction on Highways
Semi Global Matching and À-Trous Flow are powerful computer vision algorithms for
the general purpose of spatial and temporal scene reconstruction. However, they both
do not provide a classification of the visible objects in the scene. For applications
in which it is crucial to depict or emphasize, respectively, the motion or distance of
specific critical objects to the viewer a different approach has to be taken.
Thus, a specialized solution for supporting drivers during their assessment of the
rearward traffic on highways is proposed. A rear-view camera feed that is displayed
to the driver is manipulated to depict motion, distance, and risk potential of trailing
vehicles (see Section 6.4). This application has three mayor constrains which account
against the usage of stereo or optical flow methods. First, due to the vehicle design, a
stereo camera pair with the required base-width for large distances can either not be
integrated or has large occlusions due to the vehicle structure itself. Second, optical
flow on a rear-view camera image shows the largest displacements towards the focus of
expansion whereas the critical objects (trailing vehicles) have only small displacements
due to their low relative speed. Thus, separating the optical flow induced by the
ego from the motion of the trailing vehicles is a challenging task [KVR+ 09]. Third,
the computational effort for stereo and optical flow calculations may be handled in
automotive applications [GR10], however, the hardware expenses are very high.
Therefore, in this section, a monocular camera sensor based approach for motion and
distance estimates of trailing vehicles as well as road course reconstruction is proposed.
The vehicle mounted sensor setup is shown in Figure 4.21. A forward-looking camera
is utilized to reconstruct the road course ahead whereas the odometry sensors are
used to propagate this previously captured lane information behind the vehicle.
The backward-looking camera image is initially fed into a vehicle detector to segment
the trailing vehicle contours and positions inside the image. To build up a combined
environment model M = [sl , sd , ...] which unites the road course sl and the position
sensor data of the vehicles sd , the output of both detection algorithms is translated
and rotated according to the ego-motion estimation. This model is updated in each
time-step t to keep it in sync with the current vehicle surrounding.
It shall be noted that the utilized approach does imply a flat world assumption which
clearly does not hold for all real-world scenes. However, for highway reconstruction
scenarios, this is a commonly made assertion. If an extension to 3D models is required,
the proposed approach can be extended with the methods introduced in [NSG+ 04].
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Figure 4.21: Vehicle Sensor setup: A forward-looking camera is detecting the
road course which is translated in accordance to the estimated
ego motion and projected back into the backward camera image.
Subsequent, the trailing vehicles are detected and merged into
the combined environment model M .

The environmental model provides all information that is required for a subsequent
rendering to enrich the image with perceptual motivated depictions of motion and
distance. These renderings aim to subconsciously influence the driver’s perception to
support him during his assessment of the current traffic situation (see Section 6.4).

4.3.1 Related Work
There is a vast set of computer vision algorithms available for the targeted application.
The following section gives a brief overview and selects the most appropriate algorithms
for the posed challenges.

Lane Recognition
Road coarse estimation is the foundation for the proposed traffic scene analysis on
highways. The forward-looking camera image is processed to detect any lane markings.
For this purpose, multiple techniques have been introduced [FLK07; Ger05; GH99;
Mys90; RKKE98].
They all commonly suggest to place search windows with a width w(D) and height
h(D) in dependence on their estimated distance D along the predicted path of the
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lane. Afterwards, the fit rate between search window hypothesis and image data is
analyzed. To increase the detection rate, the search windows are slanted on the basis
of the expected curvature of the lane marking (see Figure 4.22).

Figure 4.22: Lane recognition with slanted and scaled search window segments.
The lane is summed up line-wise to generate the integration signal.
Afterwards, the differential signal shows the beginning and the
end of the road marking. Re-plotted from [Ger05].
Subsequently, noise is filtered by integrating the grayscale values inside the search
window line-wise. To identify the inner and outer boarder of the lane marking, the
integrated signal is differentiated and a parabolic curve fit is applied.
By evaluating multiple hypotheses (search window configurations) at different locations
with different slants and distances, the best fitting window configuration for the current
position is identified.
To transfer the detection results in a lane prediction model, Dickmanns et al. proposed
a clothoide curve description [DZ87]. Based on the detection results, the parameters
for the lateral shift yshift , the lane width w, vehicle orientation ψlane as well as the
clothoide parameters y0 and y1 , which describe the curvature, are estimated (see
Figure 4.23).

1
1
ylane (x) = ±0.5w − yshif t − ψlane x + y0 x2 + y1 x3
2
6

(4.21)

The resulting clothoide model encodes road course, vehicle orientation, and relative
position. The model is updated iteratively with each timestep t. Naturally, the
accuracy of the estimated lane marking position increases from the most distant points
towards the position directly next to the vehicle. In consequence, only the latter will
be utilized to perform the back-propagation of the road course into the rear-view
camera image.
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Figure 4.23: Vehicle coordinate system and parameters of the lane describing
clothides generated by the lane detector.

Vehicle Detection and Verification
The road course estimation already yields a static representation of the current vehicle
surrounding on a highway. To populate this static model with the dynamic objects, a
vehicle detection is proposed. Due to its importance for autonomous driving functions,
vehicle detection has been a topic of intense research for several years [GLW+ 13;
ST13].
Initial proposals for identification methods to detect vehicle structures in images
were based on hand-crafted features such as contours [HKT+ 00], symmetry [BCA04],
corners [BBC97], or edges [SMBD02]. However, these algorithms never achieved
the detection rates of automatically trained detectors which use a sliding window
scheme for hypothesis generation [CVT+ 12; FGM10; GLOH11; YZS+ 11]. Most of
the learned sliding window schemes use cascades of increasingly complex AdaBoost
classifiers [SS99; VJ01] to speed up the detection.
To further increase detector performance, several techniques to optimize the exhaustive
sliding window search with improved search patterns have been proposed. These
utilize pre-knowledge of the scene [EKG08] or local classifier responses [LBH08].
The applied detector for the results generated within this thesis is adopted from
Gabb et al. [GLW+ 13]. It combines several optimizations: It confines the search
to vehicles on an assumed ground plane, uses a boosted cascade with inter-stage
information transfer, distance dependent feature sampling and an advanced classifier
architecture.
Initially, the hypotheses for the cascaded detection have to be generated. A trivial
approach is an exhaustive search based on sliding windows. Following the proposed

4.3 Monocular Spatial and Temporal Scene Reconstruction on Highways

95

optimization stated in the previous paragraph, the detector by Gabb et al. reduces
the number of hypotheses by assuming a flat ground plane.
Although the number of search windows is reduced, there is still a vast amount of
hypotheses to test. Thus, the proposed detector implements a Boosted Cascade [VJ01]
using Haar [OPS+ 97] and Edge Oriented Histograms [LW04] as features to reject
non-vehicle hypothesis as early as possible in the detection cascade. To further speed
up the search, Activation History Features [GPL11] is used to transfer information
between the cascade stages.
To reduce the number of hypothesis even further, a multiscale coarse-to-fine search
is proposed by Gabb et al.. Therefore, the ground plane assumption is extended by
taking the effect of foreshortening (see Section 2.6.2) into account. Accordingly, the
vehicle frontal structures are expected to shrink proportional to their distance and
therefore proportional to the vehicle position in relation to the image height. This
property is utilized by an image height dependent re-sampling of the detector input.
Lower image regions are downsampled whereas image regions showing far objects are
processed at full resolution. This approach reduces the number of processed pixels by
≈ 50% and yields a speed-up in detector performance by roughly the same factor.
Usually, the detector output confirms multiple nearby hypothesis windows for a single
vehicle. As a consequence, in a standard traffic scene there are still a few hundred
windows which have to be merged to a single verified detection per vehicle. The
state-of-the art algorithms for this post-processing step of vehicle verification are
reviewed in [EKG08].
As proposed by Gabb et al., the applied classification is based on Local Receptive
Fields with feed-forward Neural Networks which have been proven to have a good
performance [GWG+ 12]. They bring the benefit of a more precise object localization.
However, the bounding box enclosing the vehicle is still temporal unstable with respect
to its location and size in consecutive video frames.
Thus, the vehicle position and contour have to be refined even further. The following
section introduces segmentation techniques which are proposed to gain a stable track
and a precise vehicle contour, which is required for the targeted application.

Object Segmentation
Image segmentation is the process of partitioning an image into two or multiple
segments of pixel groups. Within this thesis, it is applied to separate detected vehicles
from the image background. The known algorithms for this task can be divided into
two categories.
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The majority of segmenting algorithms rely on contrasts and local contour information
at the boundaries of the object to be segmented [KTW88; MB98]. Thus, for these
algorithms, the information in the segment is disregarded.
The second category are region based techniques which found their segmentation on
the information in the object region [HS92]. Usually, this is implemented by growing
a region from "seeds" by iteratively adding similar neighboring pixels to the segment.
These algorithms usually suffer from "leaking" in which their greediness leads to a
crossing of the object contour.
The Graph Cut algorithm [BJ01] combines both properties by applying a global graph
cut based cost reduction method. Therefore, a graph with two terminals is build up.
The "object" terminal (source) and the "background" terminal (sink) are connected to
the marked foreground or background nodes, respectively. These marks have to be
generated previously by user interaction (e.g. inpainting). Additionally, the pixels
(nodes) are interconnected among themselves with weighted joints.
The weights are derived based on the similarity between the pixels (e.g. intensity,
gradient, or color). The weight between object and background terminals and the
previously defined foreground and background pixels are set to infinity.
The actual segmentation is performed subsequently by determining a cut that separates
the source from the sink with the minimum accumulated edge weight (cost) (see
Figure 4.24).

Figure 4.24: Image segmentation via Graph Cut. The inter pixel weight is
encoded in the arrow thickness (green). The nodes initially
marked as foreground or background are connected with infinite
weight to the source (s) or sink (t). The segmentation is given
by the mincut of the graph (dotted line).
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Rother et al. [RKB04] extended the Graph Cuts to the iterative color sensitive
GrabCut algorithm. One of the main benefits of this approach is its simplified user
interaction. In contrast to the Graph Cub which requires to mark multiple foreground
and background seeds in the input image, for the GrabCut it is sufficient to draw a
singular rectangle which encloses the foreground object (see Figure 4.25). Thus, the
information supplied by the user only describes a clearly defined background and an
uncertain region covering foreground and background pixels.

(a) Graph Cut

(b) GrabCut

(c) Segmentation

Figure 4.25: User interaction with Graph Cut (a) and with GrabCut (b). The
segmentation result (c) is nearly the same for both algorithms.
Reprint from [RKB04].
Therefore, the edge weights between the object terminals are no longer infinite since
no clearly defined foreground pixels are available from the user input. For this
approach, these weights are derived from a color similarity criterion. It generates
the initial color signature from the center of the rectangular region and starts an
iterative process in which the colors of the object pixels are used to update the
signature. Subsequent, a new mincut is performed which results in additional pixels
to be identified as foreground. In the next iteration, those pixels are added to the
input for the computation of the color signature and the segmentation is repeated.
This iterative mincut algorithm guarantees a proper convergence to at least a local
energy minimum for the graph segmentation. The main benefit of this approach lies
in the simplified user interaction which does no longer require a precise inpainting
of foreground and background segments to achieve a similar quality of segmentation
results as Graph Cuts.
Hence, the input from the vehicle detection algorithm can be used to automatically
segment vehicles from the image background by utilizing Graph Cuts. Such a method
for automatic vehicle detection, segmentation and tracking is proposed in the following
sections.
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4.3.2 Road Course Reconstruction
The road course is reconstructed via an extrinsically and intrinsically calibrated
forward-looking camera (see Section 4.3.1). One could argue that the road course
can be reconstructed with the backward-looking camera as well. However, a forwardlooking orientation enables the algorithms to reconstruct the road course in advance,
to build up a stable representation which has its highest accuracy at the vehicles
front axis. Due to the ego-motion based translation performed in each timestep t, the
highly reliable lane information is propagated behind the vehicle. Beneficially, this
translated lane data is not negatively affected by occlusions due to trailing vehicles.
Environment reconstruction is performed by adding the detected lane coordinates
next to the front axis ylane (0) to the environment model M in each update step t. An
odometry filter estimates the vehicle movement in x direction (∆x) and the rotation
around the z axis (ψv ) for the next time step (t + 1). Accordingly, the environment
model M has to be translated in x (Tx ) and rotated in z (Rz ) inverse to the ego-motion
of the vehicle (see Equation 4.23). This approach ensures that the environment model
is kept consistent with the relative position of the vehicle for the next time step
M (t + 1).

Figure 4.26: Rear-view camera image with re-projected road course detected
by the forward-looking camera.
By applying the projection matrix P to the environment model M , the lane data is
projected into the rear-view camera image. The matrix P is built
 up of the extrinsic
3D translation (~v ) and roll (φc ), yaw (ψc ), pitch (θc ), angles , and intrinsic center
of distortion u0 , v0 and focal length f0 camera calibration data (see Equation 4.24).
To visually inspect the coherence, the single re-projected roadway markings may be
connected to a closed surface and overlaid to the rear-view camera image (see Figure 4.26). This depiction is utilized as well as basis for the time-to-impact visualization
presented in Section 6.4.2.
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(4.22)

(4.23)

(4.24)

extrinsic

4.3.3 Vehicle Detection and Segmentation
The visualization of the road course in the rear-view camera image is able to support
the driver to assess the relative position of the trailing vehicles. Based on this
information, some rough estimates of the spatial scene arrangement can be already
performed (e.g. road course trajectory, relative position of the own vehicle to the lanes,
etc.). However, without any information on position and velocity of the following
vehicles, the most important data to assess the current traffic situation is still missing.
The presented framework tackles this problem by extracting the relevant information
from the rear-view camera video stream. Therefore, a robust classifier based vehicle
detection algorithm as presented in Section 4.3.1 is utilized. To generate precise contours of the detected vehicles and to refine the detection results, the GrabCut [RKB04]
segmentation algorithm is applied to the bounding box output of the detector (see
Section 4.3.1). Besides vehicle position refinement, the precise contour is the basis for
the proposed perceptual motivated depictions of the vehicle motion and distance (see
Section 6.4).

Vehicle Detection
As first step, the rear-view camera video stream is fed into the proposed vehicle
detector by Gabb et al. [GLW+ 13]. To suppress incorrect detections besides the
road and to speed up the classifier, the processed image region is restricted to the
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re-projected road course. The detector output roughly frames each frontal structure of
the vehicle with a single bounding box (ROI). Unfortunately, as stated in Section 4.3.1,
the ROI is temporally unstable with respect to location and size (see red boxes in
Figure 4.27).
To stabilize the temporal progression of the vehicle detections, the bounding box
locations and sizes are smoothed throughout time. This is implemented by associating
each subsequent detection at nearly the same location (25% overlap) with the previous
detection from the last frame. Afterwards, an exponential moving average [MR04] of
the associated boxes in width w, height h, and location u, v with a smoothing factor
δ = 0.3 is performed:
~bdet = [u v w h]T
~b0 (t) = δ · ~bdet (t) + (1 − δ) · ~bdet (t − 1)
det

(4.25)
(4.26)

As a result, the association and temporal smoothing of the detections has the additional
benefit that a temporal track of vehicle detentions is built up (see blue boxes in
Figure 4.27). This 2D track is utilized for the linear motion estimate which is required
for the interpolation of single missing detections, and for plausibility checks of the
segmentation results (see next section).

(a) Frame 1

(b) Frame 2

(c) Frame 3

Figure 4.27: Unsmoothened vehicle detections (red) and temporal smoothed
bounding boxes (blue). The temporal smoothed boxes are more
temporal stable and accurate.
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Vehicle Segmentation
To perform a natural rendering of supportive visual effects, the precise outline of the
detected vehicles has to be estimated. This outline is computed with a segmentation
algorithm which separates the vehicle pixels from the background. Additionally, the
segmentation is used to achieve a more precise tracking and to determine the exact
groundmark of the vehicle on the road surface.
The GrabCut algorithm introduced in Section 4.3.1 requires a coarse mask enclosing
the entire object to be segmented. This mask defines a predefined background area
and an uncertain region containing both foreground and background pixels (bimap).
The GrabCut algorithm shrinks this initial segmentation box to a precise contour of
the vehicle. Therefore, it is crucial that the initial bounding box encloses the whole
vehicle structure. However, the ROI generated by the detector usually covers only a
part of the entire vehicle (see Figure 4.27). To compensate for this, the ROI has to
be enlarged first. The 2D projection of a vehicle in the rear-view camera resembles
a trapezoid shape. Thus, the bounding box is morphed accordingly and its size is
increased by 54% (see red trapezoid in Figure 4.28). Finally, the new trapezoid
shaped box is used as input for the GrabCut algorithm, which performs a separate
segmentation for each vehicle (see Figure 4.28).

Figure 4.28: GrabCut input bimap derived from detector results (red) and
segmentation result (green)
To gain precise vehicle contours for the subsequent rendering, the segmentation has to
be repeated for each new frame. This iterative execution of the segmenting algorithm
is utilized to interpolate missing detections. By exploiting the high sample rate of
our setup (30 frames per second) the vehicle position does not shift dramatically
even if ego- and vehicle-motion is taken into account. Accordingly, the new bimap is
generated out of the segment from the previous frame. This is performed by enlarging

102

Temporal and Spatial Environment Reconstruction

the previous segment about 30%. Afterwards, segmentation is repeated to obtain the
new contour of the tracked vehicle (see Figure 4.28).
In some cases, the algorithm fails either by segmenting the whole masked region as
foreground, or by segmenting only a small part of the vehicle. These failure cases
can be easily detected by comparing the covered area of the initial bimap and the
segmentation result. A coverage below 60% or above 90% is considered to be invalid.
In this case, a second segmentation pass with a new bimap is executed.
The new map is generated out of the vehicle detection result. If there is no detection
available, the enlarged bounding box result from the previous frame is used as input
bimap. If the second pass fails as well, the previous outline is propagated out of the
2D track generated during the detection. The new position is interpolating based on
the averaged 2D shift ∆~b0det (t) extracted from the track in image space.
Since the tracking is performed based on iterative GrabCut segmentation of the same
vehicle in subsequent frames, it has to be verified that these segments still contain the
target vehicle. This validation is performed by associating detections to segments. In
case a sequence of segments is not associated with a detection within 10 consecutive
frames, the segment is deleted. In case a detection cannot be associated with an
existing segmentation, a new track is initialized.
Thus, the presented GrabCut boosted detection method is simple but very effective
to track vehicles in video streams. Furthermore, the precise contour segmentation is
an essential prerequisite for the plausible rendering of motion and distance cues (see
Section 6.4). Additionally, a precise vehicle ground mark is provided, which is utilized
for an improved distance and velocity estimate.

4.3.4 Distance and Velocity Estimation
With the precise vehicle contour available, the ground mark can be assumed to be
the undermost pixel of the mask. Based on the flat world assumption (z = 0) and
the intrinsic and extrinsic camera calibration (see Section 4.3.2), the 3D coordinates
(xg , yg , zg ) of the ground mark in image space (ug , vg ) are calculated:


z0
  
  + x0
v −v
xg
tan arctan gf 0 +θ
0

 yg  = 
 ug −u0 · (xg − x0 ) + y0 
f0
zg
0

(4.27)
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The reconstructed distance of the vehicle in combination with the 2D track in image
space and the sampling interval ∆ti are utilized to estimate relative speed v̂t and
time-to-impact ∆Ti of the trailing vehicles. To smooth this estimate, an alpha-betafiltering of consecutive ground mark locations is performed (α = 0.5, β = 0.1) (see
Equations 4.28 to 4.31).
x̂t = x̂t−1 + ∆ti · v̂t−1
x̂t = x̂t + α · r̂t
kr̂t = xt − x̂t
β
v̂t = v̂t−1 +
· r̂t
∆ti
x̂t
∆Ti =
v̂t

(4.28)
(4.29)
(4.30)
(4.31)

As last step, vehicle tracks and velocity as well as the distance estimate are merged
with the current environment model M . This meta-data is attached to each frame
and fed into the subsequent rendering pipeline (see Section 6.4). This combined data
does not only provide the spatial and temporal reconstruction of the rear-ward traffic
scene but with the time-to-impact the risk potential of a collision for each trailing
vehicle is given as well.

4.3.5 Monocular Scene Reconstruction Results and Evaluation
The accuracy of the provided risk potential assessment and depth reconstruction relies
on the precision of the estimated vehicle distance and road course estimate. Therefore,
it is proposed to compare the estimated depth with the distances measured by a
stereo camera system. To allow a direct comparison, a similar secondary camera was
mounted besides the monocular backward-looking camera. The resulting reference
stereo system had a base-width of 25 cm. The left camera of this system was fed into
the monocular processing pipeline whereas the stereo pair has been processed with
the presented Semi Global Matching algorithm (see Section 3.3).
For the monocular toolchain, depth maps have been estimated based on the reconstructed environment model M . The depth for pixels marked as road have been
computed in accordance to formula 4.27. For pixels that were part of a segmented
vehicle, the distance value of the ground mark was assigned. All other pixels were
set to infinite distance (see Figure 4.29). However, this approach implicitly adds the
erroneous assumption of an invariant depth for the visible vehicle structures. Although
this results in slightly wrong estimates, the generated depth map is suitable to render
plausible visual effects (see Figure 6.18b).
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The proposed depth reconstruction methods processed 60 frames from three different
highway sequences. For both approaches, the left camera was chosen as origin of the
coordinate frame for the depth calculations.
As error measure the absolute mean distance between the reconstructed disparity
map generated by the presented approach and the disparity map from the stereo
system was calculated. If one of the two evaluated methods had no valid data at
the compared position, the values were discarded. The resulting mean absolute error
across all evaluated scenes was xerr = 1, 95m.
The incorrect depth estimates have various sources. The largest errors in monocular
reconstruction are induced by pitching and rolling of the vehicle. Additionally, uneven
surfaces violate the flat world assumption and induce further mismatches. Smaller
but perceivable errors are induced by the simplification of plane vehicle structures
(see Figure 4.29).

(a) Monocular Reconstruction

(b) Stereo Reconstruction

Figure 4.29: (a) Depth map reconstructed from mono camera based environment reconstruction. (b) depth map computed with SGM

These errors and the missing distance information for unknown objects (e.g. objects
next to the road or unclassified objects) disqualify this technique for most computer
vision applications supporting automatic driving functions. Nonetheless, the obtained
distance and edge accuracy of the depth map are sufficient to produce high quality renderings for intuitive distance, velocity and risk potential visualizations (see
Section 6.4).
Due to the fact that many modern upper-class vehicles are already equipped with
forward and backward-looking cameras, the implementation of the proposed traffic
analysis is a logical next step. The resulting system enables to assess risk potential,
time-to-impact, relative position with respect to the track, and velocity of all trailing
vehicles. This cumulative information on the traffic situation is a rich basis for multiple
rendering techniques which are able convey these critical information to the driver in
a natural but distinctive way (see Section 6.4).
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4.4 Conclusion on Temporal and Spatial
Environment Reconstruction
The previous chapter presented three novel computer vision methods to reconstruct
depth or motion information on the captured scene. Furthermore, all approaches
are designed to provide a real-time performance for video streams. The underlying
accelerating mathematical framework for most of these operations is the presented
fast edge avoiding à-trous wavelet transform.
Accordingly the first section introduced an extended edge avoiding à-trous wavelet
multilateral filtering approach to refine a given disparity map and improve its edge
coherence with the input image. These depth maps lay the foundation for the
perceptually motivated depth cue rendering which is introduced in the following
chapter.
The second section presented a novel dense flow method which is founded on the
edge avoiding à-trous wavelets as well. The À-Trous Flow is an advancement to
the SimpleFlow method. It is able to provide a dense and edge coherent flow map
in real-time. The generated flow maps are utilized to depict motion cues in still
images and video sequences. Again, edge coherency is the most important property
to generate believable motion cue renderings, which is shown in Chapter 6.
The first two approaches can be seen as generic tools for motion and depth reconstruction. However, the third method addresses a specialized application of reconstructing
the rearward traffic situation on a highway. The results are utilized to support the
driver with perceptual enriched renderings in a rear-view camera image (see Chapter 6).
Whereas the previous chapter introduced several techniques to reconstruct the captured
scene, the following chapters propose novel rendering methods to subconsciously convey
the gathered information to the viewer.

Chapter 5
Real-Time Monocular Depth Cue
Enhancement
Reconstruction methods introduced in Chapter 4 provide a contour coherent depth
map of the captured scene. However, to support the distance assessment of the scene,
this information has to be transported to the viewer. Unfortunately, the 3D imaging
techniques are still quite limited [RHFL10].

Stereoscopic Displays
Most common 3D displaying devices exploit the binocularity of the human visual
system (see Section 2.6.1) by providing two different images for the left and right eye.
The lateral shift of the objects in the respective images encode the gathered depth
resulting in perceived disparity (see Section 2.6). These techniques divide themselves
into temporal and spatial methods:
The Shutter Glass technique exploits the human visual inertia by showing temporally
interlaced images which are presented consecutively to each eye while blackening the
1
other one synchronously for 120
of a second (shutter glasses). The high frequency
exceeds the temporal sensitivity of the HVS and therefore the blackening is undetectable
for the observer. Spatial interlacing is commonly realized with Polarizing Glasses
which filter 90 deg phase-shifted light for each eye. A special displaying device, as a
monitor with different polarizers for each adjoining pixel or two projectors overlaying
phase-shifted images, are presented to the viewer. For this technique, the different
polarizers in front of each eye allow to address each eye independently [RHFL10].
A third upcoming technique are Lenticular Lens Systems laminated on top of the
displaying panel. These lenses direct every second pixel row into slightly different
spatial directions towards the viewer. Thus, in a narrow spatial spot in front of the
screen (sweetspot) the viewer is able to see two different images for the left and right
eye, which yields stereopsis without the requirement of wearing special glasses.
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Although these techniques create a compelling sensation of depth, they all have
systemic deficiencies due to the used technology and the mismatch between distance
to the displaying device and binocular disparity. Additionally, all methods have
technical shortcomings either in flickering, image separation for the left and right eye,
resolution, or brightness. In combination with the systemic problem that vergence
and accommodation do not fit to the emulated distance these systems cause visual
discomfort and fatigue [LFIH09]. Whereas these limitations may be still acceptable for
cinematography and consumer electronics, a distraction or annoyance of the operator
of heavy machinery (e.g. a driver) is prohibited.
Hence, a novel rendering method is proposed which conveys the previously acquired
depth information via multiple pictorial depth cues to the viewer. In contrast to the
previously presented approaches, this technique requires no specialized displaying
hardware to create an immersive sensation of depth.

Pictorial Depth Cue Rendering
As shown in Section 2.6.2, it is evident that the human perception of depth is strongly
influenced by pictorial cues. Thus, it is proposed to convey the acquired distance
information by manipulating and introducing monocular depth cues into images and
video streams to support the human assessment of depth and distance. Several depth
map (D) based operators (P) are proposed which manipulate the input image Q to
yield an output image O that contains additional or enhanced pictorial depth cues.

P(D)

Q ====⇒ O

(5.1)

These operators are combined in a single edge sensitive à-trous wavelet boosted
processing pipeline which is able to render multiple pictorial depth cues based on a
supplemental disparity or depth map.
The addressed cues are local contrast PLCE , depth-of-field PDOF , artificial shading
PU SM , and distance-adaptive desaturation PSAT . Each of these cues is motivated by
the presented findings on monocular depth perception. The detailed implementation
of the proposed operators will be discussed in the following sections.
The rendering results are able to induce a compelling sensation of depth and scene
layering. In addition, depth cues are suspected to affect human attention. Therefore,
this effect is evaluated for automotive camera footage which is enhanced with monocular
depth cue depictions. A comparative study shows the impact of these depth depictions
on guided human attention (see Section 2.5.1) in search-and-find tasks.

5.1 Edge Avoiding À-Trous Wavelet Transform
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5.1 Edge Avoiding À-Trous Wavelet Transform
Two of the proposed four operators (Distance-Adaptive Local Contrast Manipulation
and Artificial Depth-of-Field Rendering) rely on spatial frequency, respectively, and
contrast manipulations inside the image. The first rendering requires edge-sensitive
bilateral filtering whereas the latter requires unweighted Gaussian filtering of the input
image. Both can be realized with the previously introduced edge avoiding à-trous
wavelets EAAW (see Section 3.1.1). In consequence, it is required to decompose the
image with a weighted (bilateral) and an unweighted (Gaussian) EAAW transform.
As aforementioned in Section 4.1, the disparity map refinement is required as a
post-processing stage of the SGM stereo calculation to improve the quality of the
depth maps. As part of this refinement, a parallel weighted EAAW decomposition of
the input image is performed. Thus, it is convenient to reuse these results of image
decomposition to spare an additional transform of the input image in the rendering
stage. To create an even greater synergy, the unweighted decomposition of the input
image is performed in parallel as well (see Figure 5.1). Hence, the gained results of
the combined EAAW decomposition stage are a refined disparity map, a Gaussian
decomposition of the input image which is utilized for the depth-of-field rendering,
and a bilateral decomposition which is required for the Local Contrast Enhancement
(LCE).
To allow specific manipulations of luminance and color, the entire processing is
performed in the perceptual CIELAB color space (see Section 3.2). For decomposition
and synthesis, the processing in LAB is the same as for the RGB case. To achieve
more pleasant rendering results, boosting of the local contrast is only applied to the
luminance channel. This avoids color shifts whereas the perceived sharpness can be
manipulated. For saturation modulations, the A and B channels have to be treated
equally (see Section 5.5).
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Figure 5.1: Edge avoiding à-trous wavelet decomposition pipeline. The input
image and the disparity map are decomposed with edge avoiding àtrous wavelets in parallel. Additionally, a second unweighted image
decomposition is performed to approximate Gaussian blurring with
various blur kernel sizes. This decomposition is used later on to
render pictorial depth cues.

5.1.1 Computation of the EAAW Transform
The decomposition of the input image follows the algorithm described in Section 3.1.1.
As aforementioned, it is performed in parallel to disparity map enhancement (see
Section 4.1). The input image Q is decomposed into coarse output Bc and I levels of
details stored in Bdi :
Bc (p) = cI (p)
Bdi (p)

= di (p)

|c0 = Q

(5.2)
(5.3)

The number of decomposition layers I defines the kernel size. Edge sensitivity for
the bilateral filtering is parameterized by σi . Lowering σi towards 0 results in a pixel
weight w(p, q) ≈ 1 which equals an approximation of a Gaussian filter. Thus, for
small σi , strong edge gradients are moved to the details and amplified during local
contrast enhancement. This introduces haloing artifacts in the output rendering (see
Section 5.3.2). The parameter σi is selected dependent on the input material to move
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as many as possible scale shading cues to the detail layers Bdi and to preserve strong
object edges in the coarse layer. If σi tuned correctly, boosting of the details in Bdi
does not cause any unwanted haloing artifacts at object edges (see Section 5.3). In
consequence, the shading cues can be enhanced without affecting the other parts of
the image.
To render an artificial depth-of-field, an additional unweighted Gaussian decomposition
at multiple scales is required. Therefore, a secondary decomposition with w(p, q) = 1
is performed in parallel:
Gc (p) = cI (p)

|w(p, q) = 1, c0 = Q

(5.4)

Gid (p)

|w(p, q) = 1

(5.5)

= di (p)

Gc (p) is an approximation of Gaussian blurring with a filter radius r = 2I+1 . To
reconstruct the original image, the detail layers Gid (p) have to be added back to
the coarsest decomposition layer Gc . However, a partial restoration of the details
approximates Gaussian filter radii between 0 < r < 2I+1 . This beneficial property is
utilized in the following section to render an artificial defocus blur.

5.2 Artificial Depth-of-Field Rendering

Most small consumer (e.g. for cell phones) as well as automotive cameras are built up
of small image sensors and compact lenses with a very small aperture and short focal
length. Images captured with such cameras usually do not show any defocus blur for
larger distances than several centimeters to meters. From this it follows that these
images render a nearly uniform sharpness within the entire image.
Thus, with a disparity map and a Gaussian image decomposition available, it is feasible
to render an artificial depth-of-field into these overall sharp input images. Apparently,
this requires a valid distance value for each image pixel. Accordingly, a dense depth
map with a high coherence of edge locations with the image is required. Beneficially,
both properties are provided by the techniques introduced in Section 4.1 and 4.3.
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5.2.1 Mathematical Description of Approximated Defocus
Blur
To introduce a plausible depth-of-field into a sharp input image, the underlying optical
effects of defocus blur have to be considered. An ideal thin lens focuses incoming
parallel rays to a single point on the opposite side of the optics. The distance between
lens and the point of collineation is called focal length f . If the distance between
image plane and lens equals s0 , light emanating from the focal distance z0 will focus
on the image plane. Objects at other distances will not collineate at a single point.
Therefore, light emanating from out of focus distances zx are widened to a spot, which
is defined as Blur Circle r(z) (see Figure 5.2).

r(z1 ) = A

s0
z0



z0
1−
z1

(5.6)

The increase in the blur circle diameter is gradual but not symmetrical for farther and
closer distances than z0 (see Figure 5.3). The lower threshold for the distance rendered
with acceptable sharpness shall be zl whereas the outer boarder shall be zu . The
depth-of-field describes this blur spectrum between zl and zu in which the image still
appears to be sharp due to the limited optical resolution of the eye and/or displaying
device. Thus, the upper limit is not a fix value but is related to the resolution of the
capturing and displacing device as well as the viewing distance and the human visual
acuity (see Section 2.4).

Figure 5.2: Lens Projection: Objects at distance z0 are projected sharply onto
the imager plane P . Objects at other distances are projected as
blurred circles with a diameter size of r(z).
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r(z1 ) in Pixel

Due to the same physiological limitations, deviation in sharpness of objects above a
distance of z∞ is not perceivable as well. From this it follows that if zu >= z∞ , the
deviations in sharpness for distances above zl cannot be perceived. This effect can be
used to tune an optical system to show a uniform sharpness for distances above zl .

zl

z0

zu

z∞

z1 in m

Figure 5.3: Blur radius r(z1) in dependency of object distance z1 with the
focus distance z0 . At distances above z∞ the image appears to
have a uniform sharpness.
To give a numerical example, a typical automotive camera has an imager width
of ≈ 0.85 cm with a lens aperture A of f /2 at a focal length f of 4 mm focused
at 6 m. This setup generates from 1.5 m up to infinity a nearly uniform sharpness.
On the upside, this removes the requirement of any mechanical parts for refocusing
inside the camera. On the downside, the very supportive monocular depth cue of
blur-from-defocus as described in Section 2.6.2 is not present.
However, with the underlying depth map available, the required blur radii r(z1) for
any focus distance z0 can be calculated and used to emulate lenses with various
apertures. Based on these models, a novel rendering method to reintroduce artificial
defocus blur as depth cue is presented in the following section.

5.2.2 Real-Time Rendering of a Natural Defocus Blur
This section introduces a new rendering technique to approximate defocus blur based
on an unweighted à-trous wavelet decomposition. As input data, a sharp rendered
image and a supplemental dense and edge coherent depth map are required.
To emulate a natural depth-of-field, that supports the viewer in his assessment of inter
scene distances, the optical parameters of a human eye have to be replicated. Following
the properties described in Section 2.1, the average eye aperture is A ≈ 4.6 mm with
a focal distance of s0 ≈ 24 mm.
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Based on the mathematical model presented in the last section, any lens or aperture
can be emulated by the proposed method.
To render an approximation of a physically correct defocus blur, each pixel in the input
image has to be convoluted with a Gaussian kernel of the size r(z1 ). For example,
to emulate the human eye depth-of-field for a camera with a pixel size of 4.2 µm for
z0 = 0.5 m and z1 = 10 m requires blur kernel sizes between 0 and 25 pixels.
Convolutions with such large kernels are computationally expensive. Fortunately, the
unweighted à-trous wavelet decomposition of the input image as described in Section 5.1
can be utilized for fast approximations of large scale Gaussian blurring. The blur
radius in the output Gc is increased with each decomposition layer (r = 2i+1 ) towards
the coarsest decomposition Gc with a blur radius of r = 2I+1 . Thus, 5 decomposition
levels are sufficient to approximate blur radii up to 32 pixels. If such a decomposition
of the input image has not already been performed during the refinement of the
disparity map, it has to be executed upfront to the following rendering stage. The
amount of required decomposition layers is determined by the maximum blur radius
√
(I = rmax + 1).
In the rendering stage, the depth dependent Gaussian blurring is approximated by a
partial re-systhetisation of the wavelet transform of the input image. If the required
blur radius at the current pixel position
equals one of the discrete decomposition

results r(z1 ) = 2i+1 with i = 0, 1..I , all higher level details Gid are added back to
the coarse layer Gc . To reduce the computational cost, the intermediate blur radii
are linearly interpolated between the detail layers which are approximating the next
smaller and larger blur sizes. Hence, any blur radius between 0 and 2I+1 can be
approximated with this approach (see Equation 5.7).
ODOF (p) = Gc (p) +

0
X

Gid (p) · βi (z1 )

(5.7)

i=I−1



0.0
βi (z1 ) = η(p) − bη(p)c


1.0
η(p) = log2 (r(p))

for i < bη(p)c
for i = bη(p)c
for i > bη(p)c

(5.8)
(5.9)

This newly introduced fast approximation of Gaussian blurring with various kernel
sizes allows an interactive computation of depth-of-field effects in real-time. As a
result, a plausible depiction of an artificial depth-of-field is rendered, which adds the
strong depth cue of blur-from-defocus (see Section 2.6.2) to the sharp input image
(see Figure 5.4).
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(a) Original Bridge

(b) Depth-of-field rendering

(c) Original Vent

(d) Depth-of-field rendering

Figure 5.4: Real-Time depth-of-field renderings performed with à-trous
wavelets.
The focal distance z0 can be set manually (e.g. mouse click onto the object that shall
be in focus; see Figures 5.5) or automatically based on the detected image contend.
Input for such automatic focal distance setting algorithms could be, for instance,
the distance to the closest detected vehicle (see Section 4.3.3) or the closest elevated
structure in the depth map.
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(a) Original

(b) Near Focus

(c) Medium Focus

(d) Far Focus

Figure 5.5: Three different focal distances emulated with the proposed artificial depth-of-field rendering. Shot was taken with a Fuji W1
consumer stereo camera.
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Smoothing of Blur Discontinuities
If the focal distance z0 is much larger than those of a foreground object (z1  z0 ),
the limitations of the proposed screen space approximation of defocus blur rendering
gets most apparent. Due to the steep blur gradient between unfocused foreground
and sharp background area an unnatural blur discontinuance becomes visible (see
Figure 5.6a). A correct rendering would separately convolve the light emanating
from foreground and background with different blur kernel sizes to achieve physically
correct results.
To keep the computational cost low, a fast rendering method is proposed: For image
pixels with a supplemental distance values closer than the focal distance (z1 > z0 ), the
blur radius for the DOF rendering r(z1 ) is calculated based on a smoothed version Uc
of the disparity map Dc . As a result, steep spatial frequency gradients in the output
image are smoothed, which yields more plausible renderings (see Figure 5.6).

(a) Blur Gradient

(b) Smoothed Blur Gradient

Figure 5.6: (a) Steep blur gradient between foreground and background generates unnatural look. (b) To generate a smooth gradient, a blurred
depth map is used for objects closer than z0 .
To avoid computational overhead, the decomposition details Udi computed by the
unweighted transform of the disparity map are stored as well. This data is reused
later in the pipeline as high-pass signal to generate artificial drop shadows at depth
discontinuities (see Section 5.4).

Summary
The proposed rendering technique fits quite elegant into the existing image decomposing
and depth map enhancing pipeline. However, if accuracy of the depth map is already
sufficient, the presented algorithm can be directly applied to any input image with

118

Real-Time Monocular Depth Cue Enhancement

a supplemental depth map. The only prerequisite that has to be generated upfront
is an unweighted à-trous wavelet transform of the input image. Thus, the depth
information estimated by the monocular depth reconstruction for highway traffic
scenes (see Section 4.3.5) is suitable as input for the proposed renderings as well (see
Figure 5.7).

The resulting renderings are only a fast approximation defocus blur. To achieve a
physically correct rendering, the 3D data of the scene is required and a complete
lens model has to be simulated (e.g. [HSJS09]). The latter is computationally too
expensive for real-time applications. However, the proposed method generates plausible
depth-of-field renderings which induce an immersive sensation of spatiality.

(a) Original

(b) Depth Map from Monocular Scene Reconstruction

(c) Depth-of-field rendering

Figure 5.7: Depth-of-field rendering is based on the reconstructed disparity
map derived from lane and vehicle detection (see Section 4.3).

Furthermore, the manipulated images look more pleasant to the viewers which was
underpinned by the study by Hillaire et al. [HLCC08]. Additionally, findings in
perceptual science indicate that the viewer’s attention is drawn by high frequency
edges of any focused object . Therefore, the perceptual impact of the proposed
rendering method on the HVS is evaluated in Section 5.8.

The last section addressed the dampening of edge frequencies by partially blurring
the input image. The following sections propose a technique to manipulate edge
frequencies without blurring the image.

5.3 Local Contrast Enhancement
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5.3 Local Contrast Enhancement
Human assessment of shape is strongly influenced by the cue of shading which arises
from cast or attached shadows (see Section 2.6.2). The latter is caused by selfocclusions of the object or the object’s surface. These shading cues are represented by
edge gradients in the luminance channel, which have to be dampened or amplified to
modulate their perceptual evocativeness.
Hence, a novel real-time algorithm to modulate shading by frequency selective manipulations of local contrast in the luminance channel is presented. Additionally, the
benefits of the usage of weighted vs. unweighted à-trous wavelets for this application
are evaluated. This evaluation is followed by a discussion of the perceptual impact of
LCE on the HVS.
As last step, a novel technique of distance-adaptive local contrast manipulation is
introduced. This approach enhances the perception of shading in the focused image
region and supports the foreground/background separation.

5.3.1 EAAW Based Local Contrast Enhancement
The suitability of edge avoiding à-trous wavelets for local contrast enhancement has
been shown by Hannika et al. [HDL11] (see Section 3.1.1). Frequency selective LCE
based on an EAAW decomposition is quite simple. The gradients of specific edge
frequencies are moved from the input image to the details Bdi . As a result, the input
image is decomposed into several frequency layers which contain the shading cues
whereas the coarse output Bc loses with each layer its texture. However, the strong
object edges are preserved throughout the entire decomposition (see Figure 5.8).
To enhance these separated cues in the output image, the detail layers have to be
multiplied with a level dependent amplification factor γi [HDL11] (see Equation 5.10).
By adding back the boosted detail layers to the coarsest decomposition Bc , the image
is resynthetisized in OBiLat .
OBiLat (p) = Bc (p) +

0
X

γi · Bdi (p)

(5.10)

i=I−1

In relation to the per level- defined amplification γi , smaller or larger scale details
are enhanced. As a result, the intensity gradients for a specific spatial frequency are
amplified.
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(a) Original

(b) Coarse Image

(c) Detail Layers

(d) Local Contrast Enhanced

Figure 5.8: Edge avoiding wavelet decomposition. (b) The coarsest (4th)
decomposition level Bc shows no textures or shading cues. (c)
Detail layers Bdi .(d) By boosting the detail layers, the apparent
texture and shading cues are enhanced.

Perceptual Impact on Human Vision
Dependent on the scale this rendering has two impacts on human vision:
In case the boosted edge gradient projects into a single receptive field, inhibition
and excitation of the bipolar cells is amplified. Additionally, the neuronal output
of frequency and orientation tuned neurons is increased (see Section 2.2.3). As a
result, the image is perceived to be sharper and the textures get more apparent (see
Figure 5.9).
Boosting on larger scales enhances the perceived shading. The intensity of dark image
regions is lowered whereas the intensity of bright image regions is elevated. This effect
addresses the subconscious processing of monocular depth cues by supporting the
perception of shape from shading (see Figure 5.9 and Section 2.6.2).

5.3 Local Contrast Enhancement

(a) Original

(b) Boosting on small (c) Boosting on large
detail levels
detail levels
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(d) Boosting on all
scales

Figure 5.9: Local contrast enhancement on small scales enhances the perception of texture of the material and fine structures (texture)
whereas boosting on larger scales enhances the perception of shading. Combining both scales enhances the overall spatial sensation
of the image. Image of Comtesse de Sabran; Photograph from
Martin Dürrschnabel.

To give a numerical example: A monitor with a pixel size of 0, 27 mm2 , viewed at
px
a distance of 90 cm results in a resolution of ≈ 1 arcmin
. Accordingly, each pixel
addresses a single photoreceptor. The kernel radius on the scale i = 0 is r = 3 px
whereas for i = 1 → r = 5 px. Thus, perceptive fields sensitive to high frequency
details and sharp edges are addressed by the first two scales.

Shading usually has a feature size of 30 px to 100 px which is addressed by local
contrast amplification in the layers i = 2 → r = 9 px to i = 5 → r = 65 px and higher.
From this it follows that texture features are enhanced by boosting the first two scales
(i < 2) whereas shading cues with larger extend address higher neuronal processing
levels (i ≥ 2). The latter are capable of evaluating more complex cues than shading
or cast shadows whereas lower levels are sensitive to modulations in the texture of the
object surface.

Besides enhanced perception of the objects surface structure, this rendering supports
the assessment of texture gradient on the ground as well. This cue is facilitated by
the HVS to estimate distances based on the increase of contrast amplitude on ground
textures for growing distances due to foreshortening (see Section 2.6.2).
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Summary
The presented technique is capable of performing a frequency selective local contrast
enhancement. The resulting rendering manipulates the monocular depth cues of
texture gradients and shading. This extends the field of application of the proposed
EAAW from disparity map refinement, optical flow computation, and depth-of-field
rendering to LCE.
In case of a previous disparity map refinement, the prerequisites of this rendering are
already given by a EAAW transform of the input image. Accordingly, the additional
computation cost to implement this rendering is minimal, which enables a real-time
computation. However, the following section discusses why the prerequisite of this
rendering has to be an edge sensitive wavelet transform and not a much simpler
unweighted decomposition.

5.3.2 Gaussian vs. Bilateral Based Local Contrast
Enhancement
The proposed renderings are based on the edge sensitive image decomposition which
approximates a bilateral filter. By removing the edge weighting term in the decomposition stage, the transform gets simpler and may be executed with less computational
effort (see Section 3.1.1). Therefore, this section discusses the benefits of an edge
weighted vs. an unweighted decomposition as basis for the local contrast enhancement.
Due to the Gaussian approximation of the unweighted transform an enhcement based
on this transform equals the commonly known technique of Unsharp Masking. This
method is part of most consumer photo editing tools to sharpen images. It is calculated
by blurring the input image and subtracting this result from the original. This equals
an high-pass filter to derive the edge gradients which are amplified and subsequently
accumulated to the input image. In consequence, this technique is not able to
differentiate between strong and smooth gradients (see Figure 3.3).
This standard method can be efficiently implemented with à-trous wavelets as well.
Therefore, the high frequency components are gained by extracting the details of
an unweighted à-trous decomposition. To boost the high frequencies, the details
are amplified upfront to the subsequent reconstruction. However, without an edge
stopping function all gradients are affected equally.
As a result, a sharper rendering of smooth gradients is achieved which emphasizes
the encoded shading cues. However, at steep gradients, a broad overshoot is induced
which is perceived as haloing artifact (see Figure 5.10(b), 5.11(a), 5.12(a), and 5.13(c)).

5.3 Local Contrast Enhancement

(a) Original
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(b) Unsharp Masking

(c) EEAW

Figure 5.10: Introduced haloing by local contrast enhancement based on unweighted/Gaussian wavelet decomposition (b) vs. edge avoiding
à-trous wavelet decomposition (c).

Quantized Luminance

The benefit of utilizing edge avoiding à-trous wavelets becomes apparent when comparing the LCE results performed in Figure 5.12. At strong color and luminance contrasts
the unweighted decomposition introduces severe haloing artifacts and overshoots.
The edge stopping function in the EAAW decomposition prevents a shift of steep
gradients across strong contrasts to the details. Thus, by amplifying the details during
recomposition, fine textures are boosted equally with both techniques whereas strong
contrast edges are preserved only for the EAAW based local contrast enhancement
(see Figure 5.11(c), 5.12(b), 5.10(c), and 5.13(b)).

200

200

100

100

0
0

20

40

60

X coordinate in pixels
(a) Unsharp Masking

80

0

20

40

60

80

X coordinate in pixels
(b) Edge Avoiding Wavelets

Figure 5.11: Line plot along the black stripe in Figure 5.12. Whereas standard
unsharp masking generates severe overshoots, edge avoiding local
contrast enhancements preserves the sharp edges and boosts local
contrasts. Dotted line represents the original contrast gradient.
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(a) À-trous
wavelets

(b) Original

(c) Unsharp
Masking

Figure 5.12: Test pattern for comparison of local contrast enhancement with
à-trous wavelets and standard unsharp masking. The dim texture
is boosted equally in both images, however, at strong edges USM
generates artifacts whereas à-trous wavelets avoid this artifact.
From a perceptual perspective both techniques are equal if the contrast enhancement
addresses only the smallest receptive fields .Accordingly, the gradient falls into the
differentiated inner/outer receptor region, which elevates the neural output, leading
to a increase in perceived sharpness (see Figure 2.6). However, if the manipulation
induces much broader gradients, multiple receptive fields are addressed. In this case,
the elevation is detected by the higher resolution receptive fields, which results in the
haloing artifact. Hence, haloing is viewing distance dependent. If the gradient feature
size equals the visual acuity, the elevation remains undetected.
Amplification based on an EAAW decomposition prevents the haloing artifacts by
ignoring steep gradients on larger scales. However, smooth changes arising from
shading cues are still amplified. The latter are not detected by the HVS, as well since
the EAAW based LCE only smoothly elevates the luminance gradients, which does not
introduce new steep gratings that can be detected by smaller receptive fields. Hence,
local contrast enhancement based on edge avoiding à-trous wavelets is preferable since
it is much less susceptible to introduce haloing artifacts.

5.3 Local Contrast Enhancement
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(a) Original

(b) EAAW

(c) Unsharp Masking

(d) Strong Unsharp Masking

Figure 5.13: Local contrast enhancement: Texture and shading are boosted
to enhance the perceived sharpness and spatiality. (c) Standard
Unsharp Masking induces overshoots and haloing.(b) Edge Avoiding À-Trous Wavelets achieve similar results but prevent haloing
artifacts. (d) Haloing depends on the viewing-distance. If the
distance is increased (≈ 1.5 m), only a single receptive field is
addressed and haloing is no longer perceivable.
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5.3.3 Distance-Adaptive Local Contrast Enhancement

The last sections discussed the usage of the EAAW transform to amplify the local
contrast for specific edge frequencies. This enhances the local monocular depth cues
of texture, shading, and texture gradient. However, this enhancement technique may
lead to contrast saturation where the global cue of texture gradient gets lost. In this
case the missing frequency gradient impairs the separation and the scene layering (see
Figure 5.14b). Similar conclusions have been drawn by Hubona et al. [Hub04] who
have shown that strongly textured backgrounds disturb the sensation of scene layering
and arrangement (see Section 2.4.2).

Thus, a novel depth controlled LCE rendering method is proposed. This focus
distance-adaptive operator (PLCE (D)) amplifies texture and shading cues in the
focused distance z0 and dampens them in proportion to kz1 − z0 k for all other
distances z1 .

The rendering is implemented analogous to the method proposed for the artificial depthof-field simulation (see Section 5.2). However, the input data differs. Whereas the
depth-of-field rendering is based on an unweighted Gaussian decomposition (Gc ; Bdi ),
the distance-adaptive LCE utilizes the weighted bilateral decomposition of the input
image (Bc ; Bdi ). The boosting factor βi (z1) is calculated analogous to the depth-of-field
rendering (see Equation 5.7).

OLCE (p) = Bc (p) +

0
X

γi · βi (z1 ) · Bdi (p)

(5.11)

i=I−1

As a result, the out-of-focus regions are rendered without any texture and appear
dull. However, in contrast to the DOF rendering these regions are not blurred, which
preserves their perceptibility. All in-focus regions are rendered with boosted textures,
which enhances shading. Thus, a new frequency gradient is introduced which supports
the inter object separation whereas the local spatiality of the focused objects is
enhanced. The latter increases the salience of the boosted objects, which draws visual
attention. (see Figure 5.14). The benefits of this particular rendering property are
evaluated in the user study in Section 5.8.5.

5.3 Local Contrast Enhancement

(a) Original

(b) Local Contrast Enhancement
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(c) Distance-Adaptive Local
Contrast Enhancement

Figure 5.14: Comparison between LCE and Distance-Adaptive LCE: (a) Overall enhancement supports shading cues and texture but scene
layering is impaired. (b) Distance-adaptive LCE introduces a
depth related frequency gradient. Thus, the focused objects
become more salient whereas the background appears dull.

5.3.4 Summary
Frequency specific local contrast enhancement is able to support the perception
of texture and shading. However exaggerated sharpening might mask the cue of
frequency gradient which is utilized for object and foreground/background separation.
To overcome this issue, it is proposed to apply the LCE based on the depth dependent
operator PLCE (D).
As a result, the distance related frequency gradient is elevated and re-introduced.
Additionally, texture and therefore salience of the "focused" object is enhanced whereas
texture of the background objects is removed, whereby their perceptibility is preserved.
Hence, the proposed rendering enhances the pictorial depth cues of distance related
texture density gradient, object separation, and shading (see Section 2.6.2). The latter
is manipulated by modulating existing contrast gradients. In comparison to the depthof-field rendering for the distance-adaptive LCE the perceived global spatiality is lower,
however the assessment of enhanced surface textures is improved. Furthermore, the
dampened textures reduce the evocativeness of the the background objects, whereas
their contours can still be perceived. The latter property shows some benefits to guide
the viewers attention, without blurring parts of the input image (see Section 5.8).
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5.4 Unsharp Masking the Depth Buffer

The previously described techniques of local contrast and artificial depth-of-field
renderings affect the existing cues to enhance the sensation of depth. In the following
section, a depiction to enrich the input image with additional cast shadows is proposed.

In Computer Generated Imagery (CGI) similar renderings (screen spaced ambient
occlusion) have been presented. Thereby it was shown that these depictions generate
more pleasant images [LCD05] and support the human assessment of scene layering
and object separation. This supportive effect emerges from subconscious analysis
of cast shadows (see Section 2.6.2). In consequence, even the proposed physically
incorrect shadows have an impact on depth assessment.
Motivated by these findings, a depth dependent operator PUSM is introduced which
adopts this technique from computer generated imaging to real footage.

Accordingly, the input depth map is filtered with a high-pass and added to the
luminance channel of the input image. Therefore, the disparity map passes through a
second unweighted à-trous wavelet decomposition stage. This approximates a Gaussian
blurring Uc of the refined disparity map Dc . The difference to the input image is
represented by the detail layers Udi . The sum of these details represents the high-pass
signal or unsharp mask of the depth buffer. By adding the unsharp mask to the
luminance channel of the input image QL , the artificial cast shadows are introduced
in the output image OUSM . The scaling factor ρ controls the intensity of the shadows
whereas the maximum decomposition level (i = 1...I) controls the maximum width of
the shadows.

OUSM = QL (p) +

0
X

Udi (p) · ρ

(5.12)

i=I−1

The added artificial shadows emphasize intersections, which enhances object separation
and the assessment of scene layering (see Figure 5.18d). Hence, although the shadow
depiction in the output image is physically incorrect, the introduced cast shadows are
a supportive ordinal monocular depth cue .

5.5 Distance-Adaptive Desaturation
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5.5 Distance-Adaptive Desaturation
Besides the previously proposed luminance modulations, manipulations of color can
be utilized to induce depth sensation as well.
The human visual system extracts depth information from various physical effects
which manifest as pictorial depth cues. One of these effects is atmospheric haze
which has been discussed in Section 2.6.2. Furthermore, the findings of Troscianko et
al. [TML+ 91] indicate that depth encoded in color (de-)saturation influences human
depth perception in general. These results point towards a subconscious interpretation
of relative color saturation in the viewed image. This effect is associated with
the weak ordinal depth cues which support the assessment of scene layering and
foreground/background separation process (see Section 2.4.2).
Thus, a depth dependent color saturation manipulation (PSAT ) of the input image
Q is proposed. The implementation utilizes the LAB color domain in which the
entire pipeline for pictorial cue enhancement is executed. Dampening the A and B
color channels equally decreases saturation. Due to the perceptual uniformity of the
LAB space, the desaturation can be applied homogeneously and proportionally to the
according depth information. Since only the background behind the focused object
(z1 > z0 ) shall be gradually desaturated, for all pixels with z1 ≤ z0 the saturation is
preserved:
(
ς
for z1 > z0
QAB (p) · 1+z
1
OSAT,AB (p) =
(5.13)
QAB (p)
else
OSAT,L (p) = QL (p)

(5.14)

As a result, objects in focus distance or closer are rendered with their original saturation.
The remaining image regions are de-saturated proportional to their distance. The
strength of this effect is controlled by the parameter ς. This depiction emulates
atmospheric haze and increases the saliency of foreground objects. Thereby it encodes
distance in color saturation which supports the assessment of scene arrangement (see
Figure 5.15).
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(a) Input Image

(b) Distance-Adaptive Desaturation

Figure 5.15: The distance-adaptive desaturation (b) improves the foreground/background separation. To enhance this effect, it is
combined with a DOF rendering and a slight foreground saturation boosting.

5.6 Pictorial Depth Cue Combination
The previous sections introduced four depth dependent rendering operators (P)
which depict distance information by modulating or introducing pictorial depth cues:
Distance-Adaptive LCE (PLCE ) manipulates shading whereas Artificial Depth-ofField Rendering (PDOF ), Unsharp Masking the Depth Buffer (PU SM ), and DistanceAdaptive Desaturation (PSAT ) add additional cues to the output image.
Findings in perceptional research underpin the assumption that human vision integrates
all available depth cues to one combined sensation of distance (see Section 2.6.3).
Thereby, it is assumed that the reliability ratio between the monocular depth cues for
the considered distance are encoded into the neuronal structures of the visual system
themselves (see Section 2.6.3). Thus, weak depth cues could be overruled by strong
cues to create a consistent distance estimation.
Based on these findings, it is proposed to enhance the mediation of supplemental
distance information by merging multiple accordant monocular depth cue renderings
into a combined visualization (see Figure 5.16).

5.6 Pictorial Depth Cue Combination
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Figure 5.16: Rendering pipeline for monocular depth cues: Distance-adaptive
LCE is based on the bilateral image decomposition. The Gaussian
decomposition is used for the artificial depth-of-field rendering.
Distance-adaptive desaturation and unsharp masking of the
depth buffer are applied subsequently.
Combining Distance-Adaptive LCE and DOF renderings

Whereas a DOF rendering enhances the overall scene depth impression, distanceadaptive LCE amplifies the spatiality of the focused object. Thus, merging both depth
depictions achieves an enhanced local and global depth sensation.
Furthermore, the high edge frequencies of the focused object are elevated whereas the
out-of-focus regions are dampened. The latter increases the salience of the focused
object, which draws the visual attention (see Section 2.5).
A trivial implementation of a combined rendering would be a two-staged rendering of
distance-adaptive LCE followed by a DOF rendering. This would require two complete
EAAW decompositions of the input images. Thus, to yield a real-time performance, it
is proposed to perform both renderings in parallel and to combine the results (ODOF
and OLCE ) with a blur-radius r(p, z1 , z0 ) controlled alpha-blending (see Equation 5.7).
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To generate a smooth, however, locally confined transitions between the local contrast
enhanced focused foreground and the gradually blurred background, a steep hyperbolic
tangential profile (see Figure 5.17) has been selected. For radii r ≤ 5, the blending
factor θ is calculated as following:

ODOF,LCE (p) = (1 − θ) · OLCE (p) + θ · ODOF (p)
!
 

1
1 + tanh 5 r(z1 ) − 0.5
θ=
2
θ=1

(5.15)
for r(z1 ) ≤ 5

(5.16)

for r(z1 ) > 5

(5.17)

For radii r > 5, the DOF rendering is used to generate the output image. Due to
the smooth transitions between the two visualization techniques, plausible image
manipulations are rendered (see Figure 5.18c). As a result, the global distance
information is depicted with the defocus blur gradient whereas shape, shading, and
texture of focused object perception are enhanced as well.
1

θ(r)

0.8
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2
4
r(z1 ) in Pixel

Figure 5.17: Blur radius controlled hyperbolic blending profile θ(r) to fade
between local contrast enhanced foreground and depth-of-field
rendered background.
The additional depth depiction operators PSAT and PUSM are not affected by each
other and can be applied to subsequent rendering stages (see Figure 5.16). Finally,
an immersive depth impression is induced in the HVS which supports the distance
assessment in 2D images (see Figure 5.18). However, if the rendered pictorial cues are
not in accordance with the existing cues in the image, misleading judgments of the
scene may occur.

5.7 The Power of Pictorial Depth Cues
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(a) Original

(b) Depth-of-Field Rendering

(c) Depth-of-Field Rendering and Local Contrast Enhacement

(d) Depth-of-field Rendering, Local
Contrast Enhancement, and Unsharp Masking the Depth Buffer

Figure 5.18: Rendering of multiple monocular cues at slightly different focal
distances. Whereas the input image lacks spatial and depth information, DOF rendering adds the cue of defocus blur. Enhancing
the local contrast in the focused image regions improves small
scale spatial perception of 3D texture. Adding artificial shadows
at depth discontinuities improves scene layering perception.

5.7 The Power of Pictorial Depth Cues
Each of the presented depth cue renderings for itself has already been confirmed
to have weak (Distance-Adaptive Desaturation [TML+ 91], Unsharp Masking the
Depth Buffer [LCD05]) or strong (Artificial Depth-of-Field [HCOB10], Local Contrast
Enhancement [RHM11]) impact on human depth perception. By accumulating these
artificial and enhanced pictorial cues into a single image, a strong sensation of depth
and distance is induced. Furthermore, for renderings synthesized with the optical
parameters of the human eye the viewer’s assessment of distances, shapes, and
arrangement of the presented scene is supported.
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However, the aforementioned findings (see Section 2.6.2) imply that the monocular
depth assessment is performed subconsciously. Thus, the HVS is susceptible for
manipulations induced by exaggerated artificial pictorial cues.
The encoded weighting of strong monocular cues can be used to overrule weaker
cues, which leads to erroneous distance and size estimations. This has been shown by
Held et al. [HCOB10] who have evaluated physically incorrect artificial depth-of-field
renderings with extreme large apertures in aerial perspective images. Their findings
indicate that this induces a miniaturization effect on e.g. skyscraper or landscape
scenes even if the relative size of the objects is known. As a result, the DOF assessment
conflicts weaker cues (e.g. known sizes). Consequently, the HVS regains plausibility
by altering the assessed properties of the mental representation which are found in
weak cues. For the sample images shown in Figure 5.19 and 5.20, this leads to a
miniaturization effect in the mental scene model. Hence, defocus-blur represents a
more reliable cue for the HVS than known sizes.

(a) Input Image

(b) Input Depth Map

(c) DOF Rendering

Figure 5.19: (c) Tilt shift effect induced by artificial exaggerated depth-of-field
rendering with large aperture. Even if the size of a skyscraper is
known, the exaggerated DOF rendering overrules this cue. Input
material extracted from Google Earth.
These mental manipulations affect all viewers equally, which supports the assumption
of an unconscious low-level neuronal processing of monocular depth cues. Additionally,
this indicates that these low-level processes have a strong influence on the higher
level representation of the assessed scene. Accordingly, the proposed renderings
affect the neural texture of the perceived image, wherefore color or spatial frequency
manipulations are able to push out specific objects or image regions. The latter was
shown to have a strong influence on visual attention (see Section 2.4.3 and 2.5.2).

5.8 Perceptual Study: Impact of Pictorial Depth Cues on Human Perception

(a) Original

(b) Depth Map
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(c) Tilt Shift Effect

Figure 5.20: The rendering shows a tilt-shift effect induced by an emulated
large aperture, which causes the HVS to assume close distances
to miniaturized objects. Input material extracted from Google
Earth.

Hence, the additional aspect of human frequency sensitivity in the context of visual
attention shall be evaluated in the following section.

5.8 Perceptual Study: Impact of Pictorial Depth
Cues on Human Perception
The insight gained in the last section illustrates the strong effects of defocus blur on
human depth perception. Among others, this effect has already been described and
examined by Held et al. [HCOB10]. Similar findings show an improved assessment of
object shape for an enhancement of local contrast related to shading [RHM11] and for
scene layering through color/saturation [TML+ 91] as well as cast shadows generated
by the unsharp masking of the depth buffer [PSL99]. Therefrom one can deduce that
the support of these renderings for the human depth assessment is given. However,
another aspect that is affected by these renderings is human visual attention.
Treisman and Gelade have developed a model to explain visual attention by classifying
different types of discriminators which trigger orientation and frequency as well as
color tuned neurons. This causes a subconscious or preattentive identification of
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salient objects [TG80]. The specifics of this model of "Feature Integration" and the
modifications towards "Guided Search" [Wol94] have been introduced in Section 2.5.
The key assumption of both models is that selectively tuned neurons are subconsciously
activated in a very early stage of visual processing. This either leads to a "pop-out"
effect if only a single discriminating object is present or to a containment of the scope
for conscious search. This manifests in response times: In the first case the response
is below 200ms - independent of the amount of distractors. Deeper and hence longer
processing indicates a task that requires a serial search in which the response time is
prolonged proportional to the number of resembling distractors.
Some of the identified discriminators in the underpinning perceptual studies of both
models were spatial frequency and edge orientation. Therefore it is plausible to suspect
the proposed contrast amplitude manipulations induced by the pictorial depth cue
renderings to affect visual attention as well.
The findings of Kosara and Tscheligi [KT02] are consistent with this assumption.
They have shown that the frequency gradient due to artificial depth-of-field renderings
supports search-and-find tasks.
Following this, the amplified edge frequencies in the combined rendering with LCE
should lead to even shorter response times for visual search. From this one can
deduce that supportive monocular depth cue enhancement does not only convey depth
information but also draws visual attention towards the enhanced objects. To verify
this hypothesis, a comparative study based on a search-and-find task was conducted
which evaluated the impact on the response times for different supportive depth
depictions.

5.8.1 Study Outline

In a standard traffic scene it could be hard to identify a small object like a ball rolling
onto the street. However, a dangerous situation could emerge from this event. To aid
the viewer to asses this scene, different supportive monocular depth cue depictions
were examined. The evaluated depictions within this study were artificial depth-offield rendering, distance adaptive local contrast enhancement, and their combination.
The resulting depictions were presented to the participants and their response time
to detect the target object was compared to the values of the unaltered footage.
This method allowed drawing up conclusions about saliency elevation induced by the
renderings.

5.8 Perceptual Study: Impact of Pictorial Depth Cues on Human Perception

137

5.8.2 Study Design
In the context of this study, a series of response time evaluations of the depicted
renderings and the original input image were conducted. To avoid the interference
of color as discriminator, all images were converted to grayscale. The task for the
participants was to detect a ball located in the scenery as fast as possible and to
signal this via an interface device. The images were extracted from a video stream
which captured a scene showing a flying or rolling ball located in one of the four image
quadrants.

5.8.3 Study Setup
A stereo video stream was captured with a 2 x 1 MPix rig and subsequently processed
with the SGM stereo algorithm [GR10] (see Section 3.3). Single frames selected out
of the stream were enhanced with the presented processing pipeline. The following
parameters were chosen for the rendering: A = 11.5mm; v0 = 60mm; γ = 3; σI = 1;
σD = 0.1. The focal distance z0 was set manually to the distance of the target object
for each frame.
The images were presented on a Dell 3008WFP monitor at a viewing distance of
≈ 60cm with a brightness of 200cd at ambient lighting conditions. The images were
not scaled and had a resolution of 1288 x 964 pixels. The stimulus was surrounded
by a black frame filling the remaining area of the display. The participant’s response
times were captured via key press on a low latency (Razer Arctosa) keyboard. The
framework for the image presentation and response time capturing was the Matlab
Psych-Toolbox [Bra97].
To build up a control statistics for the evaluation, for each scene with a ball a scene
without one was displayed to the participant. Thus, random guessing manifests in
high error-rates and can therefore be detected. Three scenes (dwelling zone I, dwelling
zone II, and dirt road) were included into the study. The target object (ball) was
moved to various positions on or above ground at a distance of 10 m to 20 m.
To prevent learning effects, the ball was positioned at arbitrary locations in the image.
The scenes were randomly mixed upfront to each run. To allow preparation and
re-fixation for the next image, a white screen with a centered 2 second countdown
was shown after each image. The participants were told to immediately press a key
if they detected a ball in the scene and to press another key if they did not find the
target object. All participants had to pass a training of 16 different images and scenes
to become familiar with the interface.
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5.8.4 Experiment 1

The design of the first experiment evaluated the impact of supportive monocular
depth cue renderings on search-and-find tasks. 13 participants (2 female) between
22 and 32 years with normal or corrected vision took part in the experiment. They
were not aware of the purpose of the experiment. To induce a guided top-down search
all participants received the additional information that the object to be found was
a ball and that it had to be found within sharp image regions. To allow exhaustive
search they were instructed that the presence of the target object should be indicated
as fast as possible but in case they could not find the target they could take as much
time as they required to indicate this.
Subsequent to the training phase, 5 different images out of the 3 chosen scenes
containing the target object which was enhanced by one of the proposed renderings
were shown (see Figure 5.21). The location of the target object was presented at least
once in all four image quadrants for each scene. The same number of images with
and without the target object was shown. All participants had to perform two sets
resulting in 260 captured stimuli. To prevent a repetition of the same scenery the
images were shuffled randomly and subsequently resorted.

(a) Original

(b) DOF + LCE

Figure 5.21: Enlarged region of Experiment 1, Scene Dwelling Zone I. (b)
Depth-of-field rendering combined with distance-adaptive local
contrast enhancement. The images were rendered in grayscale to
avoid any color interference.
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Evaluation

First, to identify if participants acted randomly the error-rate was calculated. 2.5%
to 17.0% (mean 7.9%) answers were wrong which indicates that all subjects did not
act randomly. However, some had more difficulties to detect the target . Response
times for incorrect answers were not included in statistical analyses.
A Bartlett’s [Bar37] test and a Kolmogorow-Smirnow [NIS12] test confirmed normal
distribution and homogeneity of variances. A one-way ANOVA [Zöf03, p.205] was
performed to analyze response times. The ANOVA revealed a statistically significant
dependence of response times on the chosen rendering (F (3.1344) = 12.01, p < .001).
To reveal which of the renderings induced significantly shorter response times than
the reference Tukey’s Honestly Significant Difference criterion [Zöf03, p.133] with a
probability level of p < 0.05 was applied the response time means. The mean response
time for detecting the target in the original image was 2.46s whereas all enhanced
images showed a statistically significant lower mean response time (depth-of-field:
1.95s, distance-adaptive local contrast enhancement: 2.09s and the combination of
both: 1.69s)(see Figure 5.22).

(a) Experiment 1

(b) Experiment 2

Figure 5.22: Box plots of the experiments. The red bar indicates the median.
(a) Shows a decrease in response times by adding monocular
depth cues. (b) Shows that Distance-Adaptive LCE rendering
should be preferred, if it may occur that the focus distance is set
incorrectly.
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5.8.5 Experiment 2
If the focus distance z0 is set by an automatic algorithm, it might occur that it is
set to an incorrect value. Therefore, the second experiment evaluated the impact on
search-and-find tasks of non-supportive artificial Depth-of-Field and Distance-Adaptive
LCE renderings where the object to be found is not located in the focused or enhanced
image region.
Five new images rendered with the evaluated algorithms of the same scene set were
presented. The focal distance z0 was set to 100m whereas the target object (ball)
was located at ≈ 10m. The close distance to the target was chosen to reduce the
amount of wrong answers (see Figure 5.23). 13 participants (2 female) with normal
or corrected vision between 22 and 32 years took part in the second experiment. 7
participants had already passed the first experiment. All subjects were unaware of the
purpose of the experiment. As an additional instruction the participants were told to
search for the target in the entire image since it might not be located in the sharp
image regions.

(a) LCE Rendering

(b) DOF Rendering

Figure 5.23: Enlarged region of Experiment 2, Scene 3. (a) Distance-Adaptive
LCE. (b) Depth-of-field rendering. The shape of the target is
still good perceivable in (a) whereas it is strongly blurred in (b).

Evaluation
To simplify the task for the presented unsupported renderings the target object was
presented closer in the scene. Accordingly, this resulted in lower error rates between
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1.6% and 8.1% (mean 4.9%). Wrong answers were disregarded for statistical analyses.
No irregularities were identified with respect to normal distribution and homogeneity
of variances. An ANOVA showed a significant difference of response times of the
distance-adaptive LCE and DOF rendered images (F (1.752) = 10.99, p < 0.001).
The Tukey’s Honestly Significant Difference criterion revealed significant lower mean
response times (p < 0.05) for the distance-adaptive LCE rendering. For comparison,
the means for LCE (0.91s) and DOF (1.0s) have been calculated (see Figure 5.22).

5.8.6 Discussion
The evaluation of the perceptual study indicates that each of the renderings has a
positive effect on response times. An average response time of 770ms in comparison
with the original and the combined rendering clearly shows the major impact of
monocular depth cue enhancement on detection performance. The staggered response
times of the examined renderings suggest that adding multiple monocular cues is
beneficial for search-and-find tasks.
These findings are underpinned by the perceptual as well as the physiological aspect
of research (see Section 2.5.1): Increasing the contrast amplitudes in specific image
regions elevates the neuronal output of frequency and orientation tuned neurons
responsible for specific image regions (see Section 2.2.3). The perceptual models of
Guided Search and Feature Integration (see Section 2.5) build up on these findings
with their identification of the related discriminators. Thus, monocular depth cues
amplify the discriminator of contrast and speed up the search task. It shall be
noted that response times are still above 200 ms which indicates that no "pop-out
effect" is triggered but an accelerated and therefore guided search is executed by the
participants.
The empiric results connect monocular depth cues resulting in contrast or frequency
amplifications with the definition of a discriminator in perceptual science resulting in
pictorial depth cues being a new kind of (high-level) discriminator for search-and-find
tasks.
The second experiment evaluated the failure case of the focal distance selection.
Although a DOF rendering is superior to the distance-adaptive LCE with respect to
response times, it is inferior if the target is not in focus. Hence, for critical applications
where the focal distance might be set incorrectly by an automatic algorithm it is
recommended to apply the LCE. This guarantees that the target object can still be
found within an acceptable time frame even if the cue is not supportive.
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5.9 Implementation and Benchmark of Pictorial
Depth Cue Rendering
One of the main benefits of the à-trous algorithm is its pixel-wise calculation with no
dependencies to the results of neighboring computations and without any branches
during calculation. Thus, this algorithm can be efficiently implemented on a GPU.
Besides the large amount of computing kernels GPUs have accelerating structures
for calculating e-functions and 2D memory access patterns. Both result in a major
speedup for the decomposition and recomposition stages of the presented pipeline.
The execution time of the algorithm scales linearly with image size and piece-wise
linearly with kernel size (number of decomposition layers). The latter effect is due to
the caching structures implemented on GPU level which boosts local memory access
patterns whereas far distant pixel positions are not cached automatically.
The entire pipeline was implemented in a NVIDIATM Geforce GTX 580 GPU in
C++ for CUDA1 . The LAB conversion was implemented in CPU level and performed
upfront and subsequently to the up- and download to the GPU.
The image material for the presented renderings were captured with a hand-held
consumer 3D camera (FujifilmTM W1) with a resolution of 3.648x2.736 px and a
basewidth of 77 mm. The depth maps were calculated with the proposed SGM
algorithm (see Section 3.3).
Module
EAAW Decomp
Unweighted Decomp
DOF
Dist.-Adapt. LCE
Alpha Blend
Saturation
Unsharp Masking
Sum

0.5 MPix
6.2 ms
1.3 ms
0.2 ms
0.2 ms
0.8 ms
0.1 ms
0.4 ms
9.2 ms

1 MPix
12.8 ms
2.6 ms
0.4 ms
0.5 ms
1.7 ms
0.2 ms
1.0 ms
19.2 ms

2 MPix
25.6 ms
5.1 ms
0.9 ms
0.8 ms
3.0 ms
0.4 ms
1.8 ms
37.6 ms

Percentage
67.4%
13.7%
2.2%
2.3%
8.5%
1.1%
4.8%
100.0%

Table 5.1: Averaged runtimes over 5 runs broken down to the individual
modules of the monocular depth cue enhancing pipeline (I = 5
wavelet decomposition levels)
The runtime analysis shows that most computational effort lies in the edge avoiding
wavelet decomposition module which processes the disparity map and image at the
1 Compute

Unified Device Architecture
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same time. The resulting slowdown is mainly caused by memory accesses which do not
follow a coalescent pattern and are spread depending on the kernel size respectively
wavelet layer across larger image regions. Further caching optimization might increase
performance if required. However, with a framerate of ≈ 26 frames per second for
resolutions up to 2 MPix the overall performance of the pipeline is very high. Hence,
this qualifies the presented approach for real-time video applications.

5.10 Contribution of Monocular Depth Cue
Rendering Pipeline
The previous chapter showed that the depiction and enhancement of monocular
depth cues in 2D images enriches the output images with additional information on
scene layering, distance, and saliency. Throughout the entire pipeline design the
rendering techniques have been motivated by the perceptual findings on monocular
depth perception with respect to shading, texture gradient, blur from defocus, distanceadaptive desaturation, and cast shadows, which have been introduced in Section 2.6.2.
Thus, the perceptual manipulations yield compelling renderings of monocular depth
cues in 2D images.
Besides the perceptual aspects, the main contribution of the presented pipeline is given
by the combination of the refinement of depth maps with the artificial depth-of-field
rendering, and frequency based saliency enhancement. All the presented techniques
strongly utilize the fast edge avoiding à-trous wavelets to achieve high performance.
Hence, the commonly known techniques in pictorial depth cue rendering are extended
and fused into a novel real-time rendering pipeline.
The resulting still and video images are able to subconsciously transport depth, scene
layering, and saliency information without disrupting the natural appearance of the
input image. The impact of enhanced saliency on human perception is explicitly
shown in the presented study. It links the findings in visual attention and search with
the neuronal activation due to frequency boosting in specific image regions.
Following the perceptual motivation, the proposed renderings generate an immerse
spatial sensation of the presented scene. However, any temporal depiction inside
the presented image is still missing. Therefore, the following chapter presents new
approaches for the depiction of motion and trajectory.

Chapter 6
Real-Time Motion and Risk
Potential Visualization
The last chapter presented a highly efficient framework to enhance and introduce
pictorial depth cues into an overall sharp input image. These depictions are able
to subconsciously convey depth information, which is generated by an underlying
computer vision algorithm.
A similar approach is presented to visualize velocity and trajectory of moving objects to
support the viewer in his temporal scene assessment. The perceptual findings evaluated
in Section 2.3, show that motion blur in still or video images can be facilitated to
induce a sensation of movement in human perception.
Therefore, a novel approach for optical flow based motion visualization is introduced.
Similar to the depth depiction pipeline, the underlying motion information is estimated
by one of the previously proposed computer vision algorithms (see Section 4.2 and 4.3).
The associated perceptual motivated rendering stage is presented in Section 6.3. It
depicts motion and trajectory information by introducing natural or exaggerated
motion blur in still images or video frames. To enable a real-time processing, the
reconstruction of motion trajectory and its visualization is merged into a single pipeline.
This facilitates the re-usage of byproducts which are generated during the optical flow
computation.
Close attention is paid to the application of supportive motion cue renderings to
improve the driver’s rearward traffic scene awareness on highways. Since the separation
of ego- and object-motion induced optical flow is a computational challenging task,
the monocular camera based distance and velocity estimating method introduced in
Section 4.3 is utilized. The subsequent perceptual motivated image manipulation stage
provides, besides depth and velocity depictions, a visualization of the time-to-impact
with trailing vehicles (see Section 6.4). These proposed manipulations are designed
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to mitigate the risk of a collision during lane change, and to increase the driver’s
awareness of the rearward traffic situation. The impact of these specific visualizations
on the driver’s velocity assessment is evaluated in a user study which is presented in
Section 6.4.3.
However, upfront to the presentation of the novel rendering pipelines, the state-of-the
art motion cue visualization techniques are reviewed and evaluated with respect to
their suitability for the targeted perceptual manipulations.

6.1 Artificial Motion Blur Rendering
In our daily live static motion depictions get most apparent in photographs which
capture a fast moving object with a long-term exposure. In the resulting picture the
object is blurred along the motion trajectory (see Figure 6.1). This motion blur arises
from the integrating characteristic of an image sensor. As long as it is exposed to light
it converts and accumulates radiant energy to charge. In the event that during the
exposure a bright light source passes the image sensor not only a single but multiple
sensor cells accumulate charge. This manifests in the resulting image as directed
Gaussian blurring [BRM86]. Hence, this rendering is a result of the deficiency of the
image sensors’ sensitivity to gather enough charge within a very short exposure time.

(a) Timestep 1

(b) Timestep 2

(c) Timestep 3

Figure 6.1: Accumulated charge after three discrete time steps of an exposed
photo array which is excited with a moving (left) and a static
(right) light source.
Although motion blur is an image artifact, it is often used as stylistic element in
photographs and arts to depict the dynamics inside the scene [Lan82]. This is
motivated by the phototransduction process in the receptor cells of the human eye
which has an integration characteristic as well. As a result, the HVS experiences the
same motion blur as a photograph taken with an exposure time of 120 ms [BRM86].
Thereby, this sensation is solely induced by the presence of the motion blur, not by
the temporal progression of the neuronal signal. In consequence, this perception is
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even induced by still images (see Section 2.3.2). Furthermore, Burr and Ross [BR02]
found evidence that even unnatural and exaggerated motion blur depictions (speed
lines) have a similar impact on motion assessment (see Section 2.3). In summary,
motion blur in any manifestation is well suited to convey movement and trajectory in
still images and video sequences.
However, in computer generated as well as stop-motion1 captured videos, motion blur
is usually absent . Thus, CGI artists began quite early to develop algorithms for the
artificial emulation of motion blur for CGI and stop-motion animated videos.

6.1.1 Related Work
The seminal publication on artificial motion blur was introduced by Korein and
Badler[KB83] and Potmesil and Chakravarty [PC81] in 1983. Korein and Badler
superimposed the output rendering with multiple renderings of a dimmed version of
the moving object along its trajectory. This approximates multiple exposures in the
output video (similar to stroboscopic images shown in Figure 6.3a), which is only a
coarse approximation of physically correct motion blur.
Haeberli and Akeley [AH90] proposed an accumulating buffer to superimpose a higher
number of translated renderings which are normalized afterwards to emulate a directed
box filter. If sampling density is high, a plausible motion blur is rendered. However,
both approaches require a manifold supersampling of the scene.
Potmesil and Chakravarty proposed a more sophisticated model by accumulating the
sample points of the moving object in time during their traversal along the motion
path. Subsequently, each point is convolved along this path to generate plausible
renderings.
The demand for realistic motion-blur in CGI animations leads researchers to various
additional approaches which all operate on the 2D projection in the image plane [Cat84;
Gra85; MK90; ML85]. All these techniques have the common prerequisite that the
source material has to be generated in a computer aided modeling environment which
allows perfect flow estimation. Thus, these techniques are not directly applicable to
real captured videos since the motion trajectories of the objects have to be calculated
first.
Due to the inherited physical properties of video cameras, motion blur is always present
and therefore, the demand for artificial motion blur for real video sequences is quite low.
1 Stop-motion

rendering creates the illusion of motion by playing a sequence of single shots showing
only slight posture changes of the captured objects
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However, one special application are stop-motion videos in which consecutive static
pictures with only small changes in the scenery are taken and afterwards played at film
speed to create the illusion of motion. Accordingly, there is no motion blur present
(as in CGI renderings). Brostow and Essa [BE01] considered such input material
to introduce artificial motion blur for fast moving objects (e.g. a spinning wheel).
To reconstruct the apparent movements, they proposed the usage of blob tracking
based optical flow [TC02]. The final rendering of motion blur was implemented by
convolving the pixels of the moving object along the reconstructed trajectories. As a
result, the video sequences appear to be smoother and the dynamic of the scene is
conveyed to the viewer (see Figure 6.2).

(a) Original

(b) Motion Blur Rendering

Figure 6.2: Artificial motion blur rendering in stop-motion videos which induce
a sensation of movement in the still image. Image reprinted
from [BE01].
The presented techniques for realistic motion blur rendering in computer generated
animations and stop-motion videos increase smoothness and show additional motion
cues to the viewer. To create more prominent renderings of motion, the cures have
to be exaggerated beyond the physical plausibility. Such depictions are referred as
"Expressive Motion Visualizations".

6.2 Expressive Motion Visualization
James Cutting [Cut02] examined static motion depictions in art, science, and popular
culture. He identified five categories that describe the vast majority of motion
visualization techniques: photographic/natural blur, stroboscopic images, speed lines,
shearing, and dynamic balance.
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Whereas the latter describes the inherent dynamics of e.g. a sculpture showing a
man who performs sports, the other effects are related to natural motion blur. In
contrast to physically correct motion blur in photographs and videos, depictions in
comics, drawings and cartoons usually aim for exaggerated or simplified visualizations
of motion.
One of the most commonly know example of such a depiction is the Vitruvian Man by
Leonardo da Vinci (≈ 1494) (see Figure 6.3a) which shows the technique of multiple or
Stroboscopic Images - long before cameras were introduced. The graphic visualizes the
freedom of human movement within a single image. Nowadays, this effect is generated
by taking multiple stroboscopic exposed photographs of a moving object to depict the
temporal progression within the captured scene.

(a) Vitruvian Man

(b) Le Pneu Michelin

Figure 6.3: (a) Stop motion visualization by Leonardo da Vinci shown in the
Vitruvian Man (≈1490). (b)Commercial from Ernest Montaut
showing one of the first exaggerated motion depictions in still
images.
Other commonly used visualizations are "Speed Lines" or "Motion Lines" which have
been initially introduced by the illustrator Ernest Montaut (see Figure 6.3b). This
illustration imitates extreme motion blur by smearing distinctive features of the
moving object along its trajectory (see Figure 6.4a). A variation of this method are
"Temporal-Flares" which push the colors of the entire trailing edge in the reverse
direction of the motion to create a color advection towards the moving object. Shearing
emulates a line-wise readout of an image sensors resulting in a slanted representation
of a straight edge of the moving object (see Figure 6.4b). Due to their catchiness
and the intuitive understanding by the viewer, these motion depiction techniques are
taught comic book artists [Hul86] and animators [Gol08] [HW09].
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(a) Action Lines

(b) Affine Shear

Figure 6.4: Examples of exaggerated motion in arts: (a) Action lines photograph Poseidon from Eric Staller (1980). (b) Affine shear from
Jacques-Henri Lartigue’s photograph Grand Prix of the Automobile Club of France (1911).

6.2.1 Related Work
With the uprising of CGI imaging and animation, the expressive motion depiction
techniques from arts have been adopted. Masuch et al. [MSS99] have presented a
framework for 3D graphics post-processing to render speed lines (as well as Lake et
al. [LMHB00]) and stroboscopic images. Haller et al. [HHD04] have applied these
techniques to computer games. Expressive motion depiction in 2D computer generated
cartoons have been presented by Hsu and Lee [HL94] and Kawagishi et al. [KHK03]
and cartoon animations by Collomosse et al. [CRH05].
Although these techniques are used to describe motion in still images, they could
be used to emphasize motion in animations as well. Previous work on rendering of
exaggerated and cartoony motions [CPIS02; CWAD06; NT07] in 3D animations led
to the framework of "Programmable Motion" presented by Schmid et al. [SSBG10].
It is capable of rendering four out of five available categories of depicted motion:
photographic blur, stroboscopic exposures, speed lines, and shearing.
Whereas expressive visualization of motion is commonly taught and used for computer
generated 2D and 3D animation, applying these depictions in video sequences is still
rare and unusual. However, some techniques for exaggerated motion rendering for
video streams have been presented.
To introduce supportive motion cues in real video renderings, the supplemental motion
trajectory information has to be computed first. Based on the optical flow algorithm
by Lucas and Kanade [LK81], Freeman et al. [FAH91] presented in the early 90s one of
the initial publications on video based "Motion without Movement" renderings. With
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improved dense flow information available, the leading and trailing edge as well as
precise object contours can be used to generate more sophisticated visualizations. With
the "Painterly Renderings" technique optical flow and motion based directed stroke
visualizations have been introduced [HE04; KSFC02]. These renderings visualize
movement with directed strokes and therefore could be counted to the category of
speed line and shear visualizations. However, these renderings convert the entire video
into a comic or painterly look (see Figure 6.5b).
Bennet and McMillan [BM07] generated computational time-lapse video sequences
using artificial stroboscopic exposure effects to avoid spontaneous popping of a moving
object in between time-lapse video frames (see Figure 6.5c). Usually, such videos
are generated by simply selecting every nth frame out of a continuous video stream
and paste this into a new stream. Unfortunately, this results in a reduced temporal
resolution. As a consequence, moving objects in the output video seem to jump through
the static scenery. Bennet and McMillan’s approach solves this issue by adapting
the supersampling technique from CGI. The moving object in between frames is
extracted and subsequently blended into the selected key frame of the time-lapse
video. As a result, the objects in motion are displayed as if they had been exposed
with a stroboscopic multiple exposure procedure. This conveys the motion trajectory
information - even if temporal sampling is too sparse. However, this technique relies
on a static background and is only applicable to post-production applications.

(a) Input
Painterly
Rendering

(b) Output
Painterly
Rendering

(c) Time-Lapse

Figure 6.5: (b) Painterly Rendering based on optical flow. (c) Time-lapse
image generated with the technique by Bennet and McMillan.
(Images reprinted from [HE04] and [BM07])
Kim and Essa [KE05] introduced a framework for real video sequences. Initially, the
moving object is segmented and the motion vector is reconstructed (similar to the
proposed approach in Section 4.3). Afterwards, stroboscopic exposures, speed lines
and an approximation of photographic motion blur (temporal-flare) is rendered in the
output video.
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In summary, the presented publications on expressive motion visualization are primarily
designed for computer generated 2D or 3D videos which automatically provide the flow
map. This data is not available for real video sequences which require a computational
expensive motion vector reconstruction by an optical flow algorithm. The latter
usually confines such renderings for video-post processing applications. However, the
introduced fast ATF method (see Section 4.2) is capable of estimating the optical
flow in real-time. By complementing this pipeline with a highly performant rendering
pipeline, real-time performance for reconstruction and depiction of motion can be
achieved.

6.3 Optical Flow Based Motion Visualizations
The following sections introduce a novel pipeline to render natural and exaggerated
motion depictions in real video sequences. The main prerequisite for such image
manipulations is a dense optical flow map. As evaluated in Section 4.2.4, ATF
provides the required dense flow information with a high edge coherence. The latter
increases the output quality and facilitates plausible motion renderings. Hence, the
introduced À-Trous Flow is suited best for the targeted application.
As aforementioned, motion in still images can be visualized in different ways. However,
they all have in common that the chronological progression is visualized by expanding
the moving object along its trajectory in image space. Accordingly, this enables the
viewer to reconstruct the temporal progression of the scene. Usually, for professional
movie productions, such visualizations are generated semi-automatically in a postproduction process by visual artists. In contrast to this manual approach, the
present thesis proposes a powerful automatic pipeline that combines the novel ATF
algorithm with the reviewed expressive motion visualizations (see Section 6.3). Both
pipeline stages utilize à-trous wavelets to yield real-time performance in optical flow
reconstruction and rendering of perceptual motivated motion cues (see Section 6.3.5).

6.3.1 Color Encoded Motion
Upfront to the rendering of physically correct motion blur, techniques for unnatural
and exaggerated motion depictions is presented. A very distinctive but unnatural
motion rendering is the color encoded flow overlay. It depicts motion in video sequences
by superimposing a trailing color flare onto the output video frame. The colors encode
the flow field of the moving object from purple to red in relation to its temporal
progression (see Figure 6.6).
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Figure 6.6: Video processing stages to render the Color Encoded Motion effect.
Initially, masks from the flow field of the recent image are created.
Afterwards, those masks are colored in relation to their time lag
and overlaid onto the input image.

The GPU based rendering algorithm utilizes the flow map calculated by ATF. Initially,
based on the flow map, a mask (Mt−N ) is build up for each time step t. It marks all
positions with a minimum flow length of |~u| > βSL . The resulting masks are lined up
in a queue with the length of N time steps. The subsequent coloring is performed in
the LAB color space (see Section 3.2). Dependent on the time step t, the color value
A and luminance value L for the masked pixel positions are calculated in accordance
to the Equations 6.1. The second color axis B is set to +500.
Mt−N (x0 , y0 ) = 1

for ~u(x0 , y0 ) > βSL
N −t
N

(6.1b)

t
− 200
N

(6.1c)

LM (t) = 100 ·
AM (t) = 400

(6.1a)

BM (t) = 500
P
LABM
O(x0 , y0 ) =
N
O0 (x0 , y0 ) = 0

(6.1d)
(6.1e)
for ~u(x0 , y0 ) 6= 0

(6.1f)

P
LABM are blended onto the
The normalized sum O(x0 , y0 ) of the color masks
input image. The resulting color coded overlays are rough and edged (as shown
in Figure 6.7a). Thus, a subsequent à-trous wavelet based Gaussian blurring (see
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Section 3.1.1) is applied to the overlaid color masks (see Figure 6.7b). As last step, color
overlays on top of the moving foreground object are removed, which is implemented
by setting the hue of the color map (O0 (x0 , y0 )) for all moving pixels (~u(x0 , y0 ) 6= 0)
to 0.
Figure 6.7 and 6.8 show three exemplary scenes with the resulting rendering. Despite
the unnatural character of this visualization, the depiction of apparent motion in the
video stream is very prominent and understood intuitively by the viewer. However,
dependent on the application, more natural renderings might be required.

(a)

(b)

(c)

(d)

Figure 6.7: Different versions of the Rainbow-effect. (a) Shows the unsmoothed
version. (b) Shows the smoothed version where the current moving
region is not cut out of the masks. (c) and (d) show this effect if
the current flow is cut out of the masks in a waving hand scene
and walking people.
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(b) Failure Case Color Coded Motion

Figure 6.8: (a) Color coded motion for a moving vehicle on a crossroad. The
color depiction supports the assessment of the vehicle trajectory.
(b) Failure-case of Color Coded Motion. Due to the extensive
movement in the entire scene, the rendered motion cues are rather
distracting than supportive.

6.3.2 Speed-Lines and Temporal Flare
Natural motion renderings are variations of physically correct motion blur. One of
these depictions are temporal flares and speed lines. These effects describe a directed
blurring of the corner pixels of the object in motion. The blur direction is inverted to
the movement and fades with growing distance. Speed lines characterize the blurring
of distinct edges and corners whereas temporal flares describe an extensive blurring of
the entire object edge.
The implementation of the proposed visualization is straight forward. Initially, all
short flow vectors encoding a slow movement are filtered out (|~u| < βSL ). Afterwards,
the remaining vectors are prolonged to increase the evocativeness of the resulting
speed lines. These lines are to be rendered only for pixels at edges of the moving
objects. Thus, initially it is checked if the current prolonged flow vector originates
from a border region with similar flow. Therefore, the variance s(x0 , y0 ) in the local
neighborhood Ω with the size of N pixels is calculated. Afterwards, the boarder flow
vectors are identified by evaluating the variance of the current flow vector with respect
to the local neighborhood (s > SL ).
As a result, the rendering is only applied to flow vectors which originate from edges
of the moving object and not from entire image patches. By tuning the parameter
SL , the visualization appearance can be altered. Small values lead to temporal flares
whereas large values lead to speed lines.
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The final rendering is performed by traversing the vector ~u0 originating from p(x0 , y0 )
with the Bresenham’s algorithm [PW80]. Each pixel q(xd , yd ) at the distance d is
blended with the pixel value at the position p(x0 , y0 ). To create a directed blur
pattern, the intensity of this value is faded out in dependence on the distance d (see
Equation 6.6):
~u = ~0

for |~u| < βSL

0

~u = ~u · αSL
~u(x0 , y0 ) =

1
N
sΩ

Ω
X

(6.2)
(6.3)

~u

(6.4)
Ω

X
1
|(~u − ~u)|
NΩ − 1

d 
q 0 (xd , yd ) = q(xd , yd ) + 1 − 0 · p(x0 , y0 )
|~u |
s(x0 , y0 ) =

(6.5)
(6.6)

The rendering results are shown in Figure 6.9. Whereas the original image does
not induce any sensation of motion, the output image clearly visualizes the previous
movement in the scene .

(a) Original

(b) ATF Flow Map

(c) Speed Line Rendering

Figure 6.9: Speed-lines rendering applied to Alley 1 scene from the Sintel
Benchmark [BWSB12]. Flow-map was calculated with the proposed À-Trous Flow method.
Despite the natural character of the proposed depiction, the approach of prolonging
the flow vectors and smearing the object edges along the trajectory may induce severe
rendering errors (see Figure 6.10). These errors disrupt the plausibility of the resulting
image, which motivates the implementation of additional rendering techniques.
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(a) Incorrect Flow Directions
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(b) Movement in the Entire Scene

Figure 6.10: Failure case of Speed Line motion renderings due to incorrect
flow reconstruction and extensive movement in the entire scene.

6.3.3 Artificial Stroboscopic Exposure
Artificial stroboscopic exposure renders a layered stack of sequential transparent
snapshots of a moving object. A similar effect is achieved by a stroboscopic illumination
of an object in motion at discrete time-steps during a long-term exposure (time-lapse).
Such renderings depict the temporal progression of the scene and support the viewer
to assess the previous movements (see Section 6.1).
Bennet and McMilan [BM07] have implemented a time-lapse visualization based on
background subtraction. Accordingly, the frame-wise masks of the moving object are
gathered based on the difference between averaged and current frames. Due to this
implementation, static background scenery is required.
For the present thesis, a ATF based object masking method for the rendering of
stroboscopic exposures is proposed, which does not necessarily require an absolute
static background. To improve performance, the transparent snapshots are generated
by an à-trous wavelet transform. The previously faded object poses are gained by
extracting the à-trous details M i at all scales i ≤ I for all objects in motion (|~u(p)| =
6 0)
(see Equation 6.7). These detail layers are stored at separate locations Mti for each
time-step t. Similar to the color encoded flow 6.3.1, these masks are queued for N
time-steps resulting in I · N buffered overlay-masks (see Figure 6.11).

158

Real-Time Motion and Risk Potential Visualization

Figure 6.11: Necessary steps for the artificial stroboscopic exposure effect.
The I à-trous detail levels are stored for the last N time-steps
and subsequently added back to the current image.

The rendering is performed by blending the I · N detail layers into the output
image. To fade the object trail in time, the reconstruction is dependent on the
time-step t. The I detail layers which represent different image frequencies are
partially reconstructed based on their position in the cue. The most recent detail
levels are reconstructed entirely whereas the older layers are dampened (similar to
the DOF rendering introduced in Section 5.2, see Equation 6.8). Thus, the edge
frequencies of the overlaid details decrease with growing distance to the originating
object. Dependent on the application, the proposed temporal fading effect may be
reduced. Strong fading resembles natural motion blur whereas no fading approximates
the initially described stroboscopic exposure effect (see Figure 6.12).

i
Mt−N
(p) = Gid (p)


0.0
βi (t) = η(t) − bη(t)c


1.0

η(t) = t ·

for |~u(p)| =
6 0
for i < bη(t)c
for i = bη(t)c
for i > bη(t)c

I
N −t

O(p) = O(p) +

(6.7)
(6.8)

(6.9)
0
X

0
X

t=N −1 i=I−1

i
Mt−N
(p) · βi (t)

(6.10)
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(a)

(b)

(c)

(d)

Figure 6.12: The à-trous wavelet approximation of stroboscopic image rendering. Based on the optical flow, detail layers from the image
decomposition are added back to visualize the motion trajectory.
The edge frequencies decrease with growing temporal and spatial
distance.
In comparison with Bennet and McMilan the proposed method utilizes high frequency
details instead of transparent cut-out image regions. The advantage of the presented
approach lies in the robustness for incorrect cut-outs. The detail overlays do not
generate strong edges but a faint trail. Therefore, the plausibility of the resulting
rendering is facilitated.
Beneficially, the prerequisites for this visualizations are gained as byproduct of the
required ATF computation. During the decomposition of the input frame in the
multilateral filtering stage the I detail levels are stored in a separate memory location.
The cut-out of the moving object is performed subsequently based on the computed
flow map (see Figure 4.14). Thus, the generation of the fading trail rendering causes
nearly no computational overhead (see Section 6.3.5).
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However, the memory consumption for the queue of I detail layers for N time-steps is
quite large. Furthermore, due to the detail based rendering, the resulting image does
not yield a natural appearance. Hence, a third method to perform a fast approximation
of natural motion blur is proposed.

6.3.4 À-Trous Motion Blur
Motion blur rendering is commonly implemented by convoluting the pixels-in-motion
along the path of their trajectory (see Section 6.1). Accordingly, this technique
requires no queue of previous frames and therefore no additional memory. However,
the computational cost for large scale Gaussian convolution is quite high. Hence, a
novel fast à-trous wavelet based approximation of directed motion blur with various
length is proposed.

Directed À-Trous Wavelets
The à-trous wavelet decomposition approximates undirected radial Gaussian blur (see
Section 5.1). The extension with edge stopping functions to EAAW confines the blur
kernel to regions with similar color or luminance. Thus, the Gaussian blur kernel can
be oriented with the same mechanism by implementing directed weighting functions.
To render motion blur for different orientations, the decomposition is performed with
kernels for 0◦ , 45◦ , 90◦ and 135◦ in parallel (see Equation 6.11). If processed with these
◦
◦
◦
90◦
weights, the coarsest decompositions c0I , c45
and c135
after I decomposition
I , cI
I
steps renders motion blur in the entire image with the according orientation and a
width of 2I · 4 pixels (see Figure 6.14). To render shorter blur lengths, the method
for approximating intermediate kernel radii for the DOF rendering is applied (see
Section 5.2). Accordingly, to decrease the kernel size, the detail layers are partially
reconstructed in the output image.
To render motion blur in accordance to the flow map, it is required to confine the
convolution to specific image areas and to support different lengths and directions.
This can be implemented by either performing all transforms in parallel followed
by a subsequent merging step, or by directly decomposing the image in accordance
to the flow directions. The latter approach is much more efficient and less memory
consuming.
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It is implemented by analyzing the flow vectors for the accessed pixels during the
directed wavelet transform (see Figure 6.13). If one of the fetched pixels q is moving
(~u =
6 ~0), its motion direction (]~u) is calculated (see Equation 6.12). Accordingly, this
information is only available after the decomposition has taken place. In consequence,
for each supported discrete motion blur orientation a separate wavelet transform has
to be executed in parallel. Subsequent to the transformation, the closest matching
◦
◦
◦
90◦
decomposition (c0I , c45
or c135
) is selected and its result is stored in the course
i , cI
I
output image cI . The other decompositions are discarded. Hence, within a single
decomposition run, multiple discrete motion blur directions are approximated.
To increase the performance, the blur length adjustment is directly implemented in
the decomposition stage as well. Therefore, based on the flow vector length |~u|, the
details di (p) are partially reconstructed in the last step of the decomposition (see
Equation 6.12 and Figure 6.14c).
Thus, the pipeline is able to render motion blur with different orientations and
lengths (see Figure 6.14). Beneficially, the result is directly available in the coarsest
decomposition layer and requires no additional merging or post processing step.




0 0 0 0 0
0 0 0 0 1
0 0 0 0 0
0 0 0 1 0







w0◦ (p) = 1 1 1 1 1 , w45◦ (p) = 
(6.11)
0 0 1 0 0
0 0 0 0 0
0 1 0 0 0
0 0 0 0 0
1 0 0 0 0
q
(6.12)
|~u| = u2x + u2y
 
uy
]~u = arctan
(6.13)
ux
However, the drawbacks of this fast approximation technique become apparent in a
deeper analysis of the algorithm. First, due to the pre-calculation of discrete blur
orientations, the trajectory in the flow map and the motion blur might differ. This issue
could be tackled by a linear interpolation between the discrete oriented decompositions
to approximate intermediate angles.
However, for most applications, a granularity of 45◦ is sufficient to render a plausible
motion blur. Second, the motion blur can only be applied in one orientation - complex
shapes or trajectories cannot be rendered with this technique. Third, the sparse
multiscale sampling of flow vectors might cause rendering artifacts. In particular, this
is the case for long blur vectors where the far distant originating pixels are not covered
by the kernel at small scales. In consequence, these pixels are only blurred at higher
scales (see Figure 6.13).
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(a) Sampling at Scale 0

(b) Sampling at Scale 1

Figure 6.13: The moving pixels in the left corner (orange arrow) are only
sampled for scales ≥ 1. Thus, motion blur is only rendered on
larger scales, inducing undersampling rendering artifacts at the
central pixel position.

(a) Original Image

(b) Entire Image blurred in
45◦ direction

(c) Objects blurred in 0◦ direction with different blur
lengths

Figure 6.14: (b) Entire image blurred with a 45◦ blur orientation. (c) Scene
with different motion blur lengths. The output image was rendered in a single decomposition run. Input image extracted from
Middleburry benchmark [BSL+ 07]
.

This restriction induces a deviation from the correct Gaussian approximation which
might cause rendering artifacts. However, the difference between a correct rendering
and the proposed approximation is usually barely noticeable (see Figure 6.15 with a
RMSE of 2.59)
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(a) Fast EAAW Approximation

(b) Correct Motion Blur
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(c) normalized RMSE

Figure 6.15: (a) À-Trous wavelet based fast approximation of motion blur. (b)
Gaussian convolution based motion blur rendering. (c) RMSE
(2.59) between (a) and (b). The main errors occur in the outer
regions of the blurred region. This is conclusive with the sparse
multiscale sampling of the wavelet transform. Raw image material extracted from Middleburry benchmark [BSL+ 07].
The tremendous advantage of this approach is its real-time capability to visualize
motion blur in various lengths and directions. However, if a complex path or precise
orientations of motion blur shall be rendered, the common approach of a discrete
Gaussian convolution along the trajectory is preferred (see Section 6.1.1). In conclusion,
the proposed technique is superior to the standard Gaussian convolution if run-time
is critical and the limitations in rendering quality are acceptable.
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6.3.5 Benchmark of the Motion Cue Rendering Pipeline
The main endeavor of the present thesis is to yield a real-time performance for
environment reconstruction and subsequent perceptual motivated renderings. In
accordance, the computational expenses of the proposed motion cue visualizations
will be evaluated. Apparently, the algorithm runtime strongly depends on the used
hardware as well as on the algorithm configuration. Therefore, previous to the
presentation of the benchmark results the relevant parameters are listed in the
following section.

Hardware Setup
All the presented results and timings were calculated on an Intel Core i7 x980 CPU
with 14 GB main memory and a NVIDIA Tesla K20 GPU with 2496 cores and 5 GB
onboard memory. The image date was acquired with an IDS uEye RE camera.

Renderer Configuration
The following section enumerates the parameterization of the utilized rendering
algorithms throughout the benchmark.
• Color Coded Motion: The performance-critical factor for this visualization is
the queue length of the stored masks throughout time (N = 20).
• Speed-Lines and Temporal Flare: The parameter with most impact on performance is αSL which defines the factor for flow vector ~u(x0 , y0 ) prolongation.
This algorithm has minor performance dependencies on flow amount as well.
However, due to the minimal computation effort of the entire visualization, these
differences are hardly measurable.
• Artificial Stroboscopic Exposure: Critical parameters for this rendering are the
number of stored details (N = 20) and the computed à-trous detail levels for
the stored masks (I = 3).
• EAAW Motion-Blur. The rendering requires no additional memory. However,
for the discrete kernel orientations, it has to perform 4 wavelet decompositions
in parallel. Beneficially, the required edge weights a preset in accordance to their
orientation and cause no computational overhead. Thus, the highest impact
on runtime has the amount of decomposition layers (I = 5) which define the
maximum filter extend (64 px).
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Figure 6.16: Algorithm runtimes in ms of the different motion visualizations
for different image resolutions. Even for À-Trous Motion-Blur
23 fps at a resolution of 1280x720 pixels can be processed.
Benchmark Results
Figure 6.16 shows the result of the rendering runtimes for each visualization at
various resolutions which increase proportional to the pixel count. As expected,
artificial EAAW based motion-blur had the longest runtime since additional wavelet
decompositions have to be executed in parallel.
Visualizations with a queued history ("Color Encoded Motion" and "Artificial Stroboscopic Exposure") had prolonged runtimes, which is attributed to their increase in
memory accesses. The speed line algorithm had the shortest runtime which accounts
for the lower number on involved pixels for the blurring.
However, up to a resolution of 1280x720 pixels all visualizations are real-time capable.
If the runtime for the flow computation with the presented ATF is added (ΩN = 3,
l = 3, N0E = 3, lE = 1, 5 à-trous filtering levels), still a framerate of 30 fps is
achieved for resolutions up to 640x480 pixels. To summarize, the presented pipeline
has real-time capabilities for the rendering of motion cues in various manifestations.
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6.4 Motion Visualization for Rear-View Camera
Applications
The trajectory and relative velocity of trailing vehicles is very essential information
to assess the traffic situation on a highway. To accommodate for this, a supportive
enrichment with motion and distance cues of a rear-view camera video stream is
proposed.
A trivial implementation to convey this information to the driver could be a simple
overlay which shows speed, distance, and fast approaching vehicles as textural information and highlighting frames (see Figure 6.17). However, such visualizations lead to
numerous overlayed data which might overextend the viewer. Especially while driving
on a highway, an intuitive visualization of the critical information is preferable.

Figure 6.17: Rear-view camera image with distance and velocity overlays.
The information display may confuse the driver.
Videos captured with a vehicle mounted camera usually show large displacements
within the entire scene. Thus, applying the optical flow based intuitive motion
visualizations presented in the last section would result in unsupportive failure case
renderings as shown in Figure 6.8b and 6.10b.
To solve this issue, the optical flow originating from the camera’s ego-motion has to be
separated from the flow induced by the motion of the trailing vehicles. Unfortunately,
this is a computational challenging task [KVR+ 09].
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A more efficient but specialized method for the traffic scene reconstruction is provided
by the algorithm presented in in Section 4.3. Although it is confined to highway
scenarios and implies a flat world, the edge coherence for the segmented vehicles is high
and its distance accuracy is adequate for visualization applications (see Section 4.3.5).

Three depictions to support the driver’s assessment of the scene are proposed. To
convey the distance information, the previously presented artificial depth-of-field
rendering is applied. Additionally, to emphasize a high approaching speed of trailing
vehicles, exaggerated artificial motion blur is rendered. Furthermore, the new visualization of color coded risk potential is proposed. The latter depiction visualizes the
risk potential of an imminent collision with an approaching vehicle by color-coding
the lane in relation to the time-to-impact (see Figure 6.18b).

(a) Original

(b) Combined Rendering of Motion Blur,
Depth-of-Field and Risk Potential

Figure 6.18: (b) Shows a combination of motion blur, depth-of-field and
time-to-impact visualization. Therefore, within a single image
supplemental information on approaching speed, distance and
time-to-impact is conveyed.

Novel techniques for the rendering of an artificial depth-of-field have already been
evaluated in Section 5.2. The implementation of the further visualizations will be
presented in the following two sections.
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6.4.1 Exaggerated Artificial Motion Blur Rendering
Fast approximation techniques for the rendering of natural motion blur have been
introduced in Section 6.3.4. However, the targeted application requires no natural
but exaggerated depictions of motion. Therefore, the method by Potmesil and
Chakravarty [PC81] was adopted for the following visualizations.
To execute the algorithm, the following steps are taken. Initially, the apparent shift
between two frames m
~ d (t) of the detection box center coordinates (ud ,vd ) is calculated
(see Equation 6.14). To create an exaggerated motion blur, the flow vector m
~ b (t) is
prolonged by the factor γ which was set to γ = 2.0 for all presented renderings.
Subsequently, the motion vector is assigned to all pixels (p(x0 , y0 )) which are elements
of the segmented vehicle (see Equation 6.16). Afterwards, the segmented pixels are
copied into a new image q and translated along the motion trajectory. The parameter
K controls for the granularity of the rendering (for the presented results K = 15).
k
The intensity of the multiple copies is faded linearly with growing distance ( K
) (see
Equation 6.17).
Finally, the multiple copies of the moving vehicle are convoluted with a discrete
Gaussian kernel along the motion trajectory (q ∗g) with σ = 1. In the output image the
motion trail rendered in q is blended on p whereby pixel positions segmented as vehicle
are excluded (see Figure 6.18b and Figure 6.19). The resulting rendering introduces an
exaggerated motion blur of the trailing vehicles to depict their approaching speed in
an intuitive manner. Unfortunately, the utilized implementation prolongs the runtime
of the rendering for a resolution of 640x480 pixel from 15 ms (GPU) (see Section 6.3.5)
to 1.44 s (CPU).


m
~ d (t) =

 

ud (t)
ud (t − 1)
−
vd (t)
vd (t − 1)

m
~ d 0 (t) = γ · m
~ dd (t)
0

m(x
~ 0 , y0 ) = m
~ d (t) | p(x0 , y0 ) ∈ segment
 
k
k
k
|m
~ 0 (t, x0 , y0 ) 6= 0
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Figure 6.19: Artificial exaggerated motion blur rendering to support the
driver’s assessment of the approaching speed and trajectory
of the trailing vehicle.

6.4.2 Risk Potential Visualization

The presented depictions of depth (see Section 5.2) and velocity enrich the output
image with subconscious cues to convey critical information on the current traffic
situation to the viewer. However, the risk of a collision during lane change shall be
illustrated as well. Due to the urgency of this information, the visualization has to be
prominent and yet intuitively understandable.

The findings of Karowski et al. [Kar06] indicate that a large amount of red colors
in an image induces higher neuronal activity and therefore the strongest response
for human perception (see Section 2.2.1). Their studies show that level of arousal
gradually decreases from red with the colors orange through green to white. Based on
these findings, a hazard-potential controlled color-coding is introduced.

The proposed algorithm blends signal colors onto the lane of the approaching vehicle
to intuitively convey the time-to-impact ∆Ti . The rendering is implemented by
determining distance and track of the trailing vehicle. Afterwards, the associated
lane overlay is calculated as described in Section 4.3.1 and shortened to the distance
of the vehicle’s groundmark. The color of the blended overlay is set as proposed by
Karowski et al. to colors which are gradually faded from red through orange to green
(see Figure 6.20). As a result, the manipulated image supports the driver to assess
the risk potential of a collision while changing lanes on a highway.
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(a)

(b)

Figure 6.20: Time-to-impact dependent color-encoded lane overlay to intuitively visualize the risk potential of a lane change to the driver

6.4.3 Perceptual Study on Exaggerated Motion Blur

Within this thesis, several techniques for rendering motion blur have been proposed
(see Sections 6.3 and 6.4). Burr and Ross [BRM86] have found evidence that exaggerated motion blur (speed-lines) has a direct influence on human velocity assessment.
Additionally, the perceptual findings reviewed in Section 2.3 as well as the physiological
properties of the photoreceptor cells (see Section 2.3.1) support the hypothesis that
human vision subconsciously processes motion blur. To evaluate if these findings
apply to the proposed enrichment of rear-view camera streams, a comparative study
was performed.

The main goal was to assess the feasibility of inducing the sensation of a high relative
vehicle velocity by introducing exaggerated motion blur. Conclusively, the hypothesis
was proposed that vehicles rendered with artificial motion blur are overestimated in
their velocity - independent from their actual relative speed. Therefore, the study
evaluated the velocity assessment for video sequences with artificial motion blur
and color encoded risk potential renderings in comparison to the original sequence.
The latter rendering was added to examine the correlation between color-coding
visualization and the viewer’s velocity assessment.
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Study Design
Short video sequences (1 s) captured with a vehicle mounted rear-view camera were
shown to the participants. The carrying vehicle was driving at constant speed on
the right highway lane. To avoid any interference with color or brand of the vehicle,
all sequences showed the same trailing car (blue Mercedes-Benz B-class). The short
duration of the video sequence limited the influence of conscious processing by the user.
Each scenery was only presented once to each participant to eliminate the influence of
previous knowledge or learning effects.
After each sequence the user had to decide if the trailing vehicle’s relative velocity was
lower, the same, higher, or much higher. The users were allowed to skip the question
if they were uncertain regarding their answer.

Study Setup
As stimulus data, 52 scenes 8 slower (≈ −20 km/h), 17 ofthe same speed (≈ ±0 km/h),
25 faster (≈ +20 km/h), 2 much faster (≈ +40 km/h) were captured. All scenes,
including those showing a decelerating car, were rendered with the color-coded timeto-impact, or with the artificial motion blur depiction, respectively. The latter had the
main goal to induce a strong sensation of high approaching speed independent from
the actual occurrence. The resulting renderings and the original scene were added to
a sequence pool (53 x 3 scenes). Out of this pool 6 or 7 scenes were randomly chosen
without repetition and presented to one of the 70 participants.
To familiarize the participants with the system, they were shown 4 different scenes
with each of the 4 different velocities of trailing vehicles. The training results were
excluded from the evaluation of the study.
In summary, 477 sequences were shown, 446 answers were valid. Skipped answers (31
in total, 1 original, 26 motion blur, 4 risk potential) were excluded from the evaluation.

Evaluation
A Pearson chi square analysis [Pea00] was performed to evaluate the answers. The
postulated null hypothesis was "The perceived approaching speed is not influenced
by adding additional motion cues". The answers were classified in three categories.
The perceived relative speed of the following vehicle was underestimated, correctly
estimated, or overestimated. The statistic test for significance
P 2 (see Table 6.1) is
r with the value for a
performed by comparing the sum over all residues χ2 =
χ2 (df, p) distribution with the
same
degree
of
freedom
(df
=
4)
and a high significance
P 2
(p = 0.01) level. The sum
r = 14.34 exceeds χ2 (4, 0.01) = 13.2 and therefore
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the null hypothesis has to be rejected. From this one can deduce that the applied
visualization has an impact on perception of velocity. For values for which r2 > 3.84
is true the observed frequency differs significantly from the expected frequency. From
this it follows that the perceived speed in the original videos was not overestimated
by a significant number of participants (9 out of 156) whereas the artificial motion
blur visualization led to a significant overestimation of the approaching speed (28 out
of 151). The risk potential visualization showed no significance.

Visualization
Original
(fe ) r2
Motion Blur
(fe ) r2
Risk Potential
(fe ) r2
P
j

underestimated
24
(23) 0.01
17
(23) 1.42
26
(21) 1.25
67

correctly
estimated
123
(114) 0.70
106
(110) 0.17
97
(102) 0.21
326

overestimated
9
(19) 4.90
28
(18) 5.63
16
(17) 0.01
53

P

i

156
151
139
446

Table 6.1: Chi square analysis of the perceived relative speed of a following
vehicle. The first row of every category indicates the observed
frequency (fo ). The second row indicates the expected frequency
(fe ) and the quadratic residue r2 . Blue colored frequencies show
significantly (p = 0.05) lower speed estimation. Red colored frequencies show a significantly (p = 0.05) higher estimation. Thus, it
is shown that the perceived velocity is manipulated by the motion
blur rendering and is therefore suited to convey the information of
a fast approaching vehicle.

From the results one can conclude the following: First, it shall be noted that the
participants were quite reliable in the correct assessment of the vehicle’s relative
speed. The results show that a significant number of participants did not tend to
overestimate velocity. Furthermore, the study shows that a significant number of
users overestimated the speed of the vehicles rendered with artificial motion blur (see
Figure 6.21). From this it follows that artificial motion blur is able to induce an
overestimation of the assessed velocity of vehicles in video streams.
Additionally, it is shown that the risk potential rendering has no impact on the
assessment of velocity in video sequences. Thus, this rendering has only an alerting
character but does not influence the driver’s velocity estimation.

6.5 Contribution of the Motion and Risk Potential Visualization Pipeline
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Figure 6.21: Relative probands velocity estimation results. The study shows
that artificial motion blur induces a statistically significant overestimation of velocity, whereas the lane overlay does not show a
statistical relevant deviation from a normal distribution.

6.5 Contribution of the Motion and Risk Potential
Visualization Pipeline
Motion depiction is an often utilized tool to convey information on dynamics and
movements in still images. Thus, it is used in arts, pop culture and computer generated
imaging to induce the perception of velocity, trajectory, and motion. The last chapter
reviewed the state-of-the art algorithms for the depiction of motion and introduced
novel realistic and exaggerated renderings for still images and video sequences.
The main contribution of the presented motion cue rendering pipeline is a physiological
motivated image manipulation based on perceptual findings to induce the sensation of
motion. Additionally to the implementation of the state-of-the art motion rendering
techniques, a new à-trous wavelet based method is introduced.
As a result, the pipeline provides a real-time rendering of motion blur with large kernel
sizes and various exaggerated motion depictions. These visualizations are founded on
the optical flow map which is calculated by the proposed dense À-Trous Flow.
Additionally, a secondary pipeline is introduced which is specialized for the monocular
camera based temporal and spatial scene reconstruction for a traffic situation analysis
on highways. The resulting motion and distance data is post-processed to render
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an artificial exaggerated motion blur for approaching trailing vehicles in a rear-view
camera image.
The related perceptual study reveals that vehicles rendered with artificial motion
blur induce the sensation of a high approaching speed - independent from their
actual relative velocity. Thus, it is shown that these depictions are able to alter the
mental representation of the viewed scene. If such renderings are only applied to
fast approaching vehicles, the driver’s awareness of a current traffic situation can be
increased.
Hence, founded on the perceptual motivated rendering techniques, the presented
pipeline is able to convey distance, velocity and risk potential to the driver. These
depictions support him to assess the traffic situation faster, which could mitigate
collisions while minimizing driver distraction.

Chapter 7
Conclusion
The present thesis elaborated the properties of the human visual system in the
context of motion and depth assessment and how these properties can be utilized
to subconsciously convey supplemental information to the viewer. Thereby, it was
evaluated that the HVS is not a simple light-to-neural signal converter but a complex
multi-staged information processor in which the signals gain complexity while ascending
the optical path. Therefrom it got evident that the output of simple frequency,
wavelength, or motion sensitive neurons influences the high level processing stages
which form the mental representation of the perceived scene. Thus, with the aid of
specific image manipulations it is feasible to modulate the neuronal output, which
results in a modification of the mental scene representation.

Spatial Perceptual Rendering
Furthermore, the strong physical limitations of the human binocular stereo system
have been shown. Among other findings, this indicates that pictorial depth cues
play a much larger role in human distance assessment than it is commonly assumed.
Pictorial cues are utilized to induce an immersive sensation of depth and distance
without requiring specialized stereoscopic displaying hardware. In particular, the
global depth impression is conveyed by an artificial depth-of-field rendering whereas
the spatiality of the focused object is improved by a distance-adaptive local contrast
enhancement. Besides contrast amplitude, color saturation is modulated in relation
to distance as well. As a result, the illusion of spatiality is boosted to create an
immersive sensation of depth and distance. Whereas the other depictions modify
existing cues, the technique of unsharp-masking the depth buffer introduces additional
cues to support the assessment of object separation and scene layering.
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Supporting Search-and-Find Tasks
The proposed techniques yield a more aesthetic and pleasant rendering. However, the
frequency-specific elevation of contrast gradients causes a localized increase in the
neuronal output as well. The latter draws the visual attention towards the origin of
this excitation. This effect has been confirmed in a comparative user study which
examined the impact of monocular depth cue renderings on the latency to detect a
critical target object (a ball presented in a traffic scene). This result indicates that
the feature set of perceptual search-and-find models (color, orientation, binocular
disparity,etc.) have to be extended by the examined pictorial depth cues.
Temporal Perceptual Rendering
Whereas spatial frequency gradients have been identified to be one of the leading
cues for the assessment of depth in 2D images, motion blur is its equivalent for
the depiction of motion cues. The most remarkable property behind this cue has
been revealed by neuroscience which shows that its assessment is independent from
the temporal progression of the neuronal signal. Thus, static depictions of motion
blur induce similar neuronal outputs as apparent object motion in a video sequence.
Motivated by these findings, novel techniques for the visualization of physically correct
and incorrect motion blur (speed-lines and artificial stroboscopic exposure) have been
presented. Furthermore, unnatural color encoded renderings have been introduced
which support the assessment of the trajectory of the moving object (color encoded
motion) or the risk-potential arising from a fast approaching vehicle while changing
lanes on a highway.
Driver Support by Perceptual Rendering
Due to its significance, the latter scenario was considered further in the context
of supportive motion cue depiction in automotive rear-view camera streams. A
comparative study showed that each vehicle rendered with artificial motion blur was
overestimated in its approaching speed. Hence, artificial motion blur rendering is a
potential tool to alert the driver and to convey the information of a high relative velocity.
The benefit of such a visualization is its subconscious and intuitive interpretation by
the HVS. It enables the driver to assess the scene quicker which mitigates the risk of
a collision.
Real-Time Computation
To gain the required supplemental depth and motion information as input for the
proposed renderings, existing computer vision methods had to be extended. All basic
algorithms have been selected or designed in consideration of their computational
performance, density, and edge coherence. The latter criterion has been shown to be
crucial for the generation of plausible renderings whereas accuracy was of secondary
interest since the information extracted by the viewer is only of qualitative nature.
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Based on these requirements, edge avoiding à-trous wavelets have been identified as
mathematical tool for the preparation and visualization of the supplemental motion
and depth information. This algorithm provides frequency selective and edge sensitive
filter operations at a constant computational cost per iteration. Furthermore, its
GPU friendly implementation yields a high performance without the necessity of
down-sampling the input material. The latter is the key property to gain the required
high edge coherency.
For the pictorial depth cue rendering pipeline, EAAW have been utilized in a postprocessing stage to increase the edge coherence of the disparity map generated by
a SGM stereo algorithm. Beneficially, the weighted and unweighted image decompositions for the pictorial depth cue renderings are generated as byproduct. As
a consequence, based on the proposed wavelets, a high efficient real-time capable
pictorial depth cue enhancement pipeline has been presented.
A similar approach has been introduced for the depiction of motion cues. In this
case, the apparent optical flow is extracted with a novel à-trous wavelet based flow
algorithm. The evaluation of this new À-Trous Flow method indicated a low flow
vector accuracy. However, in comparison with the state-of-the-art algorithms it was
shown that ATF has a superior edge coherence and computational performance.
Similar to the depth enhancement pipeline byproducts from the flow computation are
utilized in the visualization stage, which further reduces the computational effort. As
a result, a rendering pipeline for the depiction of motion cues in real-time has been
introduced.

Monocular Scene Reconstruction
Additionally, a third spatial and temporal scene reconstruction technique has been
proposed. This monocular approach is specialized for the analysis of rearward traffic
on a highway. Therefore, a lane recognition and segmentation supported vehicle
detector is utilized to assign the visible vehicles in a rear-view camera image to a
specific lane, and to assess their velocity and distance. Beneficially, the tracking
algorithm extracts the precise vehicle contour which is employed for the subsequent
rendering stages.

Summary
In conclusion, a set of novel techniques for the perceptual motivated depth and motion
cue manipulation of images and video streams have been presented and evaluated.
Additionally, their impact on mental scene representation, has been analyzed by two
conducted comparative studies. Furthermore, it has been shown that the introduced
pipelines are able to process video data on a GPU in real-time, which might represent
the largest practical benefit for future applications.
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7.1 Future Work
Perceptual motivated computer generated rendering is an old and new research topic at
the same time. Whereas several techniques have been known for many decades, there
is still a vast set of optical effects and illusions that are still not entirely understood.
Even though many methods to subconsciously influence the human perception are
known, they are usually not exploited. Especially with automotive applications in
mind, artificial pictorial cues might be not only generated to enhance the aesthetic
properties of the image but to support the human scene assessment as well.
Hence, one of the main goals arising from this thesis is to increase the robustness
of the proposed reconstruction methods. Furthermore, the computations have to be
optimized to allow an execution on embedded hardware.
The latter could open the field of perceptually motivated image manipulation for
consumer electronics as well. With such techniques available, users would be able to
render pictorial depth cues based on a supplemental disparity map or to increase the
dynamics in a picture by adding artificial motion blur.
It could be even envisaged to introduce pictorial depth and motion cues based on
depth estimates computed from stereoscopic image material. Such a method would
increase the spatiality and dynamics of 2D film or image material. The resulting
rendering could induce an immersive and vivid image impression without the need of
special displaying hardware.

7.1 Future Work
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