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Abstract
This thesis is concerned with the mathematical analysis of Probabilistic Multi-
Hypothesis Tracking (PMHT), which represents an approach how multi-target
tracking (MTT) can be modeled mathematically and state estimates for tracked
objects can be calculated. First of all, we examine the tracking model itself and
its placement into the different standard MTT model approaches. We continue
the work with the more practical aspects, namely the development of a totally
automatic track management system that is based on PMHT and investigate how
the different tasks involved can effectively be realized especially for situations of
‘closely-spaced’ targets. The practical considerations are supplemented by a the-
oretical analysis of the Expectation-Maximization (EM) algorithm, the standard
numerical optimization method employed to solve the state estimation problem
of PMHT. We derive statements concerning the connection of EM to other well-
known iterative schemes as well as its convergence rate and apply this to the PMHT
model. It is shown that for ‘well-separated’ targets EM already reaches Newton-
convergence. For other scenarios, alternatives and acceleration techniques are con-
sidered to improve convergence. A specially designed hybrid Newton-EM combin-
ation turns out to be robust and most efficient in cases of ‘closely-spaced’ targets.
Furthermore, a second approach to accelerate the PMHT computations is inves-
tigated. This approach consists in the application of model reduction methods.
We derive a reduced order model for PMHT based on Proper Orthogonal Decom-
position (POD) together with corresponding stability, approximation error and
convergence results. Numerical examples show that the established reduced order
PMHT algorithm is even able to speed up the calculations for ‘well-separated’
targets without taking a noticeable tracking performance loss.





Zusammenfassung
Diese Arbeit befasst sich mit der mathematischen Analyse des Probabilistic Multi-
Hypothesis Tracking (PMHT), das ein Verfahren zur mathematischen Modellie-
rung und Zustandsschätzung mehrerer Objekte bei der Zielverfolgung darstellt.
Zunächst wird hierfür das Tracking-Modell selbst sowie seine Einordnung in die
verschiedenen Standard-Tracking Modellierungsansätze analysiert. Dies wird mit
der Betrachtung praktischer Aspekte in Form der Entwicklung eines vollständig
automatischen Trackingsystems fortgesetzt, das auf PMHT basiert. Dabei wer-
den Lösungsansätze für die einzelnen notwendigen Teilaufgaben entwickelt, die
sich auch speziell für Situationen eng zueinander befindlicher Objekte eignen. Die
praktischen Überlegungen werden durch theoretische Untersuchungen des EM Al-
gorithmuses ergänzt, der die numerische Standard-Optimierungsmethode zur Lö-
sung der Zustandsschätzung bei PMHT darstellt. Aussagen über die Beziehungen
des EM Algorithmuses zu anderen bekannten Iterationsverfahren sowie über seine
Konvergenzrate werden hergeleitet und auf das PMHT Modell angewandt. Es wird
zudem gezeigt, dass der EM Algorithmus bei deutlich voneinander getrennten Ob-
jekten Newton-Konvergenzgeschwindigkeit erreicht. Für andere Szenarien werden
Alternativverfahren und Beschleunigungstechniken betrachtet, um die Konvergenz
zu verbessern. Eine speziell entworfene Kombination aus Newtonverfahren und EM
Algorithmus stellt sich dabei als robust und am effizientesten für eng beieinander
befindliche Objekte heraus. Außerdem wird ein zweiter Ansatz zur Beschleunigung
der PMHT-Berechnungen verfolgt. Dieser Ansatz besteht aus der Verwendung von
Modell-Reduktions-Methoden. Ein reduziertes Modell für PMHT basierend auf
POD wird zusammen mit Aussagen über die Stabilität, den Approximationsfeh-
ler und die Konvergenz des Modells entwickelt. Numerische Beispiele zeigen, dass
der erstellte reduzierte PMHT Algorithmus sogar in der Lage ist, die Berechnung
für deutlich getrennte Objekte zu beschleunigen, ohne einen merklichen Tracking-
Qualitätsverlust in Kauf nehmen zu müssen.
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Glossaries

0.1 Nomenclature

α Weighting factor of the labeling error in the OSPA metric for
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cN Coefficients used for the representation of a vector in the POD
basis

CPOD Correlation matrix for POD
D The parameter domain for POD
D Complete data space: D := {X(ω) : ω ∈ Ω} ⊂ Rm

εPOD
N Mean POD snapshot approximation error
η Variable used to denote the step size within an ascent algo-

rithm
f(Π,X)(Z,K) See P(Π)(X,Z,K)

F t
s Motion matrix of target s at time t for the linear Gaussian

PMHT
Fmiss(φ) Expected FIM of the missing data likelihood: Fmiss(φ) :=

Var[∇`miss(·|y;φ)|y, φ]

F(O) RFS multi-target observation space
F(φ) Expected FIM of the observed data likelihood: F(φ) :=

Var[∇L(φ)|φ]

fXφ (x) Density function for the “complete data” x of the EM algo-
rithm (the superscript X is sometimes omitted)

ft|t−1(X t|X t−1) RFS multi-target transition density at time t, t ≥ 1

F(X ) RFS multi-target state space
g(Π,X)(Z) See P(Π)(X,Z)

gYφ (y) Density function for the observed (“incomplete”) data y of the
EM algorithm (the superscript Y is sometimes omitted)

xi



xii Nomenclature

gt(Z
t|X t) RFS multi-target observation likelihood conditioned on the

target states at time t, t ≥ 1

H(·, ·) Auxiliary function defined by the EM algorithm: H(φ, ψ) :=

IE(`miss(·|y;φ)|y, ψ) =
∫
`−1(y)

log h
X|Y
φ (x|y)h

X|Y
ψ (x|y)dx

h
X|Y
φ (x|y) Conditional density of X on `−1(y) := {x | y = `(x)}, i.e. of

the “missing data”
h(Π,X)(Z,K|Z) Conditional PDF of the discrete assignments K and the ran-

dom parameter X conditioned on the measurements Z (sub-
script Π is sometimes omitted)

H t
s Measurement matrix of target s at time t for the linear Gaus-

sian PMHT
I Identity matrix (if in doubt, the dimension is indicated by a

subscript)
i Used as an index of the PMHT algorithm, to denote the com-

ponent of a vector and for other enumerations
Ifull(φ) Observed FIM of the complete data likelihood: Ifull(φ) :=

IE[(∇`full(·;φ))2|y, φ] =
∫
`−1(y)

( ∂
∂φ

log fXφ (x))2h
X|Y
φ (x|y)dx

Iobs(φ) Observed FIM of the observed data likelihood: Iobs(φ) :=

−∇2L(φ)

j Used as an index to denote the component of a vector and
other enumerations

K Discrete random vector of measurement assignments (“missing
data” for PMHT)

k Used as an index of iterations for iterative algorithms and for
other enumerations

K PMHT assignment space: K :=×T
t=1{1, . . . ,M}nt

ktr Single assignment variable for measurement r at time t, where
ktr ∈ {0, 1, . . . ,M} for r = 1, . . . , nt and 1 ≤ t ≤ T

y = `(x) Relation between “complete” and “incomplete” data within the
EM algorithm

λ Expected number of clutter per unit volume
λPOD,k k-th POD eigenvalue
`full(x;φ) Log-likelihood of the complete data: `full(x;φ) := log fXφ (x)

`miss(x|y;φ) Log-likelihood of the missing data: `miss(x|y;φ) :=

log h
X|Y
φ (x|y)

`obs(y;φ) Log-likelihood of the observed data: `obs(y;φ) := log gYφ (y)



Nomenclature xiii

L(φ) ≡ Lmd(φ) Log-likelihood function for parameter φ (in the missing data
context): L(φ) := log(gYφ (y))

M Total number of targets assumed by PMHT
M Low - dimensional parametrically induced manifold M =

{u(µ) | µ ∈ D}
M Missing data space
M(φ) Used to denote a fixpoint iteration of parameter φ
µ Parameter for the POD context or

mean number of false alarms usually defined by µ = λV

µntrain n-th training parameter of the “training” sample Ξ

N Dimension of the POD reduced-order approximation space
n Used as an index for enumerations and to denote the dimen-

sion of a vector
NK Dimension of K: NK := NT

NΠ Dimension of �: NΠ := T ·M
NT Number of measurements within a batch: NT :=

∑T
t=1 nt

NX Dimension of X: NX := (T + 1) ·M · nx
NZ Dimension of Z: NZ := NT · nz
N Dimension of the “truth”-approximation space for POD
N (x;µ,Σ) Gaussian density in variable x, with mean µ and covariance

Σ: N (x;µ,Σ) = (2π)−n/2 det Σ−1/2e−1/2(x−µ)Σ+(x−µ).
nt Number of measurements in scan t, nt ≥ 1 for t ≥ 1

ntrain Number of training samples for POD
nx State dimension of a target at a single time step
nz Dimension of a single measurement
O Single observation space
O Observed data space: O := {Y (ω) : ω ∈ Ω} ⊂ Rn

p Used as the dimension of the POD parameter, the order of
convergence rate or the order of a distance measure

PF (·) False alarm cardinality distribution in the surveillance volume
V

pG Gating probability
P(Π)(X,Z) Joint density of measurement batch Z and target states X

with dependence on parameter Π explicitly indicated; objec-
tive function of PMHT (≡ P(X,Z) ≡ g(Π,X)(Z))
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P(Π)(X,Z,K) Batch joint density on the variables Z,X and K with depen-
dence on parameter Π explicitly indicated (≡ P(X,Z,K) ≡
f(Π,X)(Z,K))

pD Detection probability for real targets: pD ∈ ( 0, 1 ]

pFA(·) False alarm density on the surveillance volume V
φ, ψ Variables used to denote the parameter of the EM algorithm
ϕ0
s(x

0
s) Prior PDF for the target state of target s at time t = 0

ϕts(x
t
s|xt−1

s ) Process model PDF of target s at time t, t ≥ 1

Π Combined assignment probabilities (non-random parameter of
PMHT)

πts Probability that a measurement in scan Zt, 1 ≤ t ≤ T , is
assigned to the target model s, 0 ≤ s ≤M

Πt “Within-scan” assignment probability vector for scan t, 1 ≤
t ≤ T

P (φ) Projection matrix of the EM step
� PMHT assignment probability space: � := ×T

t=1×M
m=1[0, 1]

= [0, 1]TM

(Ω,A,P) Probability space
ΨPOD,k k-th POD eigenfunction
ψPOD,k k-th POD eigenvector
Q(·, ·) Auxiliary function defined by the EM algorithm: Q(φ, ψ) :=

IE(`full(·;φ)|y, ψ) =
∫
`−1(y)

log fXφ (x)h
X|Y
ψ (x|y)dx

Qt
s Process noise covariance matrix of target s at time t for the

linear Gaussian PMHT
QΠt Part of the PMHT auxiliary function due to Πt

q̃ Process noise intensity
QXs Part of the PMHT auxiliary function due to Xs

r Index used for measurements within a scan
Rt
s Measurement noise covariance matrix of target s at time t for

the linear Gaussian PMHT
s̄max
D Maximal number of target detections assuming at least one

false alarm: s̄max
D := min {nt − 1,M}

smax
D Maximal number of target detections: smax

D := min {nt,M}
s,m, ν Indices used for target states
T Batch length (number of scans processed together)
t Index used for discrete time instants
τ Variable used for continuous time instants
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u(µntrain) Solution for training parameter µntrain

V Surveillance volume
vts White Gaussian process noise of target s at time t for the

linear Gaussian PMHT
wts,r Assignment weight: a posteriori probability that measure-

ment ztr is assigned to target model s conditioned on the mea-
surements Z and the target states X

wts White Gaussian measurement noise of target s at time t for
the linear Gaussian PMHT

X Continuous random vector of combined target states (random
parameter of PMHT)

x̄0
s, Σ̄

0
s Parameters of the prior PDF of target s for the linear Gaussian

PMHT
X Single target state space
Ξ “Training” sample for POD
XPOD
N POD approximation space

Xs Target state sequence for t = 0, 1, . . . , T of a specific target s,
1 ≤ s ≤M

xts Single state of target s at time t, where 0 ≤ t ≤ T and
1 ≤ s ≤M

Xtrain Space built by linear combination of all solutions for training
parameters: Xtrain := span {u(µntrain) : 1 ≤ n ≤ ntrain}

X PMHT state space: X :=×T
t=0×M

k=1X = X (T+1)M ⊂ RNX

X, Y Random vectors for the “complete” and “incomplete” data,
resp., within the EM algorithm:

x, y Realizations of X and Y , resp.
Z ≡ ZT Aggregate batch measurement (observed data for PMHT)
0 Zero matrix (if in doubt, the dimension is indicated by a sub-

script)
ζts(z

t
r|xts) Single measurement PDF conditioned on the state of target s

at time t, t ≥ 1

ZN POD basis matrix, ZN ∈ RNX×N

ztr Single measurement r in scan t for t ≥ 1

Zt Measurement scan at time t, 1 ≤ t ≤ T

Z PMHT measurement space: Z := ×T
t=1×nt

r=1O = ONT ⊂
RNZ
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0.2 Acronyms

AEE Averaged Euclidean Error
AHE Averaged Harmonic Error
BFGS Broyden-Fletcher-Goldfarb-Shanno
BIN Bayesian Inference Network
BT Balanced Truncation
CDF cumulative distribution function
cf. confer (compare)
CG conjugate gradient
CPHD Cardinalized Probability Hypothesis Density
CPU central processing unit
d.f. degree of freedom
DAE differential-algebraic equation
DFP Davidon-Fletcher-Powell
e.g. exempli gratia (for example)
EAP Expected A Posteriori
ECG Expectation-Conjugate-Gradient
EIM Empirical Interpolation Method
EM Expectation-Maximization
EMDA Expectation-Maximization Data Association
EMER estimate-measurement error ratio
et al. et alii (and others)
FIM Fisher information matrix
FISST finite set statistic
FSA Fisher Scoring Algorithm
G-MOSPA Generalized MOSPA
GAE Geometric Average Error
GCG generalized conjugate gradient
GEM Generalized Expectation-Maximization
GLR generalized likelihood ratio
GMPHD Gaussian-Mixture Probability Hypothesis Density
GNN Global Nearest Neighbor
HMM Hidden Markov Model
i.e. id est (that is)
i.i.d. independent and identically distributed
IMM Interacting Multiple Model
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IPDA Integrated Probabilistic Data Association
JoM Joint Multi-Target
JPDAF Joint Probabilistic Data Association Filter
LCHS locally compact, Hausdorff and separable
LS least square
MaM Marginal Multi-Target
MAP maximum a posteriori
MC Monte Carlo
MERF measurement error reduction factor
MHT Multi-Hypothesis Tracking
ML maximum likelihood
MM Majorize-Minimize or Minorize-Maximize
MMOSPA Minimum Mean Optimal Subpattern Assignment
MMSE Minimum Mean Square Error
MoE Measure of Effectiveness
MOSPA mean OSPA
MSE Mean Square Error
MTT multi-target tracking
NEES Normalized Estimation Error Squared
NIS Normalized Innovation Squared
NN Nearest Neighbor
OSPA Optimal Subpattern Assignment
p.d. positive definite
PDE partial differential equation
PDF probability density function
PHD Probability Hypothesis Density
PMHT Probabilistic Multi-Hypothesis Tracking
POD Proper Orthogonal Decomposition
QN Quasi-Newton
RB Reduced Basis
resp. respectively
RFS random finite set
RMSE Root Mean Square Error
RTS Rauch-Tung-Striebel
s.p.d. symmetric positive definite
SDA S-D Assignment
SDAE stochastic differential-algebraic equation
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SE Square Error
SR1 Davidon’s symmetric rank-one
SVD Singular Value Decomposition
w.l.o.g. without loss of generality
w.r.t. with respect to

0.3 Definitions and Notations

C10(Φ) Set of partial differentiable functions w.r.t. the first parameter:
C10(Φ) := {F ∈ C(Φ× Φ) : D10F ∈ C(Φ× Φ)}

κ(·) The condition number of a square matrix: κ(A) = ||A|| ||A−1||.
Cov(·) Covariance operator.
D10F Partial derivative w.r.t. the first parameter of a scalar function

F : Φ × Φ → R with F (·, ψ) ∈ C1(Φ), ψ ∈ Φ: D10F (φ̃, ψ) :=
∂
∂φ
F (φ, ψ)|φ=φ̃, φ, ψ, φ̃ ∈ Φ. The derivative is defined as a column

vector.
D11F Second order partial derivative of a scalar function F : Φ×Φ→ R

with F ∈ C2(Φ× Φ): D11F (φ̃, ψ̃) := ∂
∂ψ

∂
∂φ
F (φ, ψ)|φ=φ̃,ψ=ψ̃

d(c)(·, ·) Cut-off distance measure defined for c > 0 and a distance metric
d(·, ·): d(c)(x, y) = min{c, d(x, y)}.

δx(·) The indicator function δx(A) equals 1 if x ∈ A and 0 otherwise.
δi,j Kronecker delta: equals 1 if i = j and 0 otherwise.
∂
∂x
f Partial derivative of a scalar function f w.r.t. x. If x is a vector of

dimension n, the derivative is defined as an n× 1 column vector.
d̄

(c)
p (·, ·) OSPA measure of order p with cut-off at c > 0.
d̄

(c,α)
p (·, ·) OSPA measure for tracks of order p with cut-off at c > 0 and

label weighting factor α > 0.
ẋ The dot denotes the differentiation of x with respect to time.
IE(·) Expected value operator.
IE(·|·) Conditional expectation operator.
F(·) Collection of all finite subsets of a given set.
∇B Tensor derivative of a matrix function B w.r.t. its argument:

∇B(x) := dB(x)
dx
∈ Rl×m×n for x ∈ Rn and B : Rn → Rl×m.

∇B(·)∇f(·) Product of the tensor derivative∇B(x) with B(x) ∈ Rl×n, x ∈ Rn

and the gradient ∇f(x) ∈ Rn, defined by (∇B(x)∇f(x))ij :=∑n
k=1

∂
∂xj
Bik(x) · ∂

∂xk
f(x), for i = 1, . . . , l, j = 1, . . . , n.
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∇f Gradient of a scalar function f w.r.t. its argument: ∇f(x) :=
∂
∂x
f(x) ∈ Rn×1, for x ∈ Rn.

∇2f Hessian of a scalar function f w.r.t. its argument: ∇2f(x) :=

( ∂2f
∂xi ∂xj

)i,j=1...n ∈ Rn×n, for x ∈ Rn.
Jf Jacobian of a function f w.r.t. its argument: Jf (x) :=

( ∂
∂xj
fi(x))i=1...m,j=1...n ∈ Rm×n, for x ∈ Rn and f : Rn → Rm.

λ(·) The unitless Lebesgue measure on X .
λi(·) The i-st eigenvalue of a given square matrix.
λmax(·) The eigenvalue of a square matrix with the largest absolute value:

λmax(A) := maxi∈{1,...,n} |λi(A)|, for A ∈ Rn×n.
λmin(·) The eigenvalue of a square matrix with the smallest absolute

value: λmin(A) := mini∈{1,...,n} |λi(A)|, for A ∈ Rn×n.
λr(·) The r-th product measure of λ(·).
|| · || A vector norm on Rn or an induced matrix norm on Rm×n.
O(·) The Landau symbol “big Oh” denotes an asymptotic upper

bound: f(x) ∈ O(g(x)) in the neighborhood of x0 if 0 ≤
lim supx→x0

∣∣∣f(x)
g(x)

∣∣∣ <∞.

o(·) The Landau symbol “little oh” denotes that a function is negli-
gible compared to a given function: f(x) ∈ o(g(x)) in the neigh-
borhood of x0 if limx→x0

∣∣∣f(x)
g(x)

∣∣∣ = 0.

P(·) Probability measure for a given event.
P(·|·) Conditional probability measure for two given events.
ρ(·) The spectral norm of a square matrix given by the eigenvalue

with the largest absolute value: ρ(A) := maxi∈{1,...,n} |λi(A)|,
for A ∈ Rn×n.

∝ ‘∝’ is used to denote proportionality. For two variables x and y
the relation ‘y ∝ x’ holds, if there exists a non-zero constant C
such that y = Cx.

� ‘�’ is used to refer to the Loewner ordering of two matrices:
A � 0 means that the matrix A is hermitian and positive definite,
analogously A � B if A−B � 0.

·(k) A superscript in parentheses denotes the iteration index of an
algorithm. The parentheses are used to distinguish more clearly
between the iteration index and the components of a vector.

(·)T Matrix/vector transpose operator.
〈·, ·〉A The weighted inner product defined by 〈x, y〉A = xTAy, for x, y ∈

Rn, A ∈ Rn×n.
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Chapter 1

Introduction

1.1 Motivation

The duty of a surveillance system is to give a detailed description of an environ-
ment available. A single or several sensors are generally employed by a surveillance
system to provide data that is evaluated through the application of a statistical
model. The term multi-target tracking is used in this context to describe the pro-
cess of simultaneous estimation of the states of multiple objects and the assignment
of noisy observations with uncertain origin to the objects that have caused them.
It serves to follow moving objects to extract information on the course of their
movement and to reduce measuring errors. The state estimation is usually per-
formed by the optimization of model parameters to best fit the observed data to
an underlying model assumption. Of course the availability of an adequate model
is therefore essential. Deficiencies of the sensor that yield missed detections or
the existence of false alarms, i.e. signals whose origin is not one of the observed
targets, provide an additional challenge. If data is mistakenly employed for the
state estimation of an object that is not its source, this can seriously degrade the
tracking results. Thus, as the measurements are usually unlabeled, the choice of
the assignment algorithm plays an important role in multi-target tracking. One
tries to determine a so-called track for each object that accumulates the available
information up to a given time instant. In this way, besides answering the ques-
tions about the current state of a target, e.g. its position and velocity, tracking can
also provide a state prediction for an instant of time in the future. This enables
the avoidance of an imminent collision, for example.

1
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1.2 Objectives of the Work

There are many different choices for data association which typically distinguish
the different multi-target tracking algorithms. This thesis is concerned with the
PMHT algorithm developed by Streit and Luginbuhl in [119]. The PMHT algo-
rithm represents an exceptional case among the standard tracking algorithms. It
modifies the measurement model by posing an independence assumption across
the observations. Instead of using the standard tracking assumption that allows
one measurement per target and scan at most, each measurement is hence allowed
to independently of the others originate from any of the tracked objects. This
generally ‘incorrect’ assumption gives rise to an otherwise optimal tracker. The
complexity of the PMHT algorithm is basically linear in the parameters: number of
targets, number of measurements and batch length, i.e. number of simultaneously
processed data scans. This linear complexity is opposed to an estimation based on
the standard tracking assumption which yields an NP-hard combinatorial problem
that has to be solved suboptimally. Furthermore, it renders the processing over an
increased batch length possible, enhancing the responsiveness and accuracy of the
tracking system. A measurement batch can consist of both measurement scans of
a single sensor over a temporal period and data scans of several different sensors.

The first topic of this dissertation is to explore the PMHT in practical appli-
cations of several ‘closely-spaced’ targets and to enable its inclusion into a to-
tally automatic target tracking system. This involves an analysis and adequate
modification of the PMHT model and the investigation on how individual track
management tasks can be realized that are required for pre- and post-processing
procedures. The track management tasks encompass the determination of residual
measurements, track extraction and track deletion among several others.

The second topic of the thesis is to analyze different ways of how to accelerate
the PMHT computations. MTT is usually performed as a real-time operation. An
algorithm that works as fast as possible is thus required. This topic is divided
into two advances: The original PMHT algorithm solves the data association and
state estimation problem by the employment of the EM algorithm. Thus, as a
start, the convergence rate of the EM algorithm, its connections to other known
iterative schemes and possible acceleration techniques are investigated. The study
is of course conducted with the PMHT problem in mind and with a special focus
on the inherent problem characteristics such as smoothness prerequisites. Parts of
the results of this research have also been summarized in the publication [117].
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The other approach to accelerate the PMHT calculations follows a totally dif-
ferent line of action. Instead of considering a modification or replacement of the
implemented numerical optimization method, it relies on model reduction methods
applied to the PMHT problem. There are two problem characteristics of MTT
that make it favorable for the application of model reduction methods. On the
one hand, MTT is performed as a real-time operation. On the other hand, the
same optimization problem with differing measurements scans, i.e. parameter val-
ues, is solved over and over again, whenever new data arrives from one of the
installed sensors. Real-time and many-query contexts are the predestined fields of
application to investigate the model reduction potential of a problem.

1.3 Structure of the Work

The present thesis can be segmented into four parts related to Probabilistic Multi-
Hypothesis Tracking:

1. Theoretical foundation for the main subject matters (Chapters 2–4).

2. Practical considerations for the inclusion of PMHT into an automatic track
management system (Chapter 5).

3. Connections of the EM algorithm to alternative iterative schemes, conver-
gence rate analysis, acceleration techniques and their application to the
PMHT problem (Chapters 6 and 7).

4. Model reduction methods in the PMHT context (Chapter 8).

The first part basically serves to give an introduction into the main subject mat-
ters and a theoretical foundation for the following research topics. Nevertheless, it
does not exclusively provide an overview on the facts known from literature, but
also already presents new features and research on our own behalf. This is espe-
cially true for the model analysis of Section 4.3 which deals with the PMHT model
assumptions and their placement into the different MTT modeling approaches.
The second part is of special interest for the implementation of an operational
system. Both the third and the fourth part of this thesis aim at the acceleration
of the processing time of PMHT. They constitute two totally different advances
to realize this goal and, as we will see later in this thesis, achieve different degrees
of success in different situations and in terms of different criteria.

In more detail Chapter 2 establishes the principles of MTT modeling. It covers
both approaches commonly used in literature the traditional association-based
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one and the more recent one of random finite sets. Additionally, measures for
performance evaluations of MTT results are presented and discussed.

Chapter 3 serves to give an introduction to the EM algorithm. Its properties,
mostly well-known ones from literature, are summarized and general assumptions
are collected that are important for further studies on the EM algorithm in Chap-
ter 6.

The reader is made familiar with the PMHT algorithm in Chapter 4. Existing
difficulties that have to be addressed in order to establish a totally automatic target
tracking system based on the PMHT algorithm are pointed out. Furthermore, the
placement of the PMHT algorithm into the context of the different MTT modeling
approaches as mentioned before is dealt with.

After this theoretical analysis of the PMHT model, the more practical issues are
focused in Chapter 5. They include the derivation of formulas for the prior assign-
ment probabilities in the standard tracking scenario that are rather calculated than
estimated in practice. Moreover, the general flow of a track management system
is described. Existing approaches in literature for the realization of the individual
tasks involved are critically discussed, with a special view to their applicability for
tracking situations of ‘closely-spaced’ targets. Tasks for which nothing suitable
has been found in literature are analyzed in more detail and new approaches that
solve the problem are suggested. The chapter finishes with the presentation of an
automatic multi-target tracking system that is based on the PMHT algorithm and
has been implemented as a Java-program.

Chapter 6 is concerned with the comparison of the EM algorithm with alter-
native iterative schemes. It investigates their similarities and differences, their
convergence rates and acceleration techniques. Diverse relationships of the EM
algorithm to standard optimization methods are established.

The work of Chapter 6 is continued with its application to the PMHT context in
Chapter 7. Convergence statements for a particular tracking scenario are derived
and supplemented by numerical simulation results. A specific hybrid Newton-EM
algorithm is developed that is found to be robust and efficient even in cases of
‘closely-spaced’ targets.

The model reduction potential of the PMHT problem is studied in Chapter 8.
A realization of a reduced PMHT algorithm based on POD is derived. Properties
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concerning its stability, the state error involved in the reduction and the conver-
gence to the original solution with increasing basis dimension are examined. The
functionality of the algorithm, the actual approximation error and the time sav-
ings obtained in an online-phase are subsequently evaluated by means of diverse
numerical simulations.

The most important contributions of this thesis are summarized and discussed
in Chapter 9 and directions for further studies are suggested.





Chapter 2

General Modeling of Multi-Target
Tracking

In this chapter the general modeling of MTT is introduced. This is meant to
give some background information on the topic. We start with a rather general
model formulation for individual targets and gradually pass to the more specific
ones that we use later in our numerical examples. The considerations on single
target models will afterwards be extended to the multi-target case. There are two
different approaches on how one can perform the extension. The traditional way
is by inclusion of a data association model that assigns measurements to targets.
The more recently developed approach is association-free and based on random
finite sets (RFSs). We introduce both methods in this chapter as they are needed
in our subsequent analysis of the PMHT model. Finally, in the last section of this
chapter, different measures will be provided for performance evaluations of MTT
results.

The most well-known books that extensively deal with the topic of MTT are the
references [3, 7, 8, 30, 71]. Quite a lot of different multi-target tracking algorithms
can be found there. Among others, they include Nearest Neighbor (NN), Global
Nearest Neighbor (GNN), Joint Probabilistic Data Association Filter (JPDAF),
S-D Assignment (SDA), Probability Hypothesis Density (PHD) and Cardinalized
Probability Hypothesis Density (CPHD) filter. Individual tracking algorithms will
not be discussed here but their common MTT modeling basis will be introduced.
We will pick out one specific MTT algorithm later, namely the PMHT algorithm,
and analyze its properties thoroughly and in detail.

7
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2.1 Traditional Multi-Target Tracking Model

Multi-target tracking considers a group of dynamic objects of interest that are
detected by one or multiple sensors scanning their field of view. In reality, objects
can appear and disappear as they come into and go out of the field of view of
the sensor. Thus, their number is generally variable in time. Nevertheless, many
traditional tracking algorithms assume a constant and a priori known number of
targets denoted by M . This number then has to be determined in a preprocessing
step (see Section 5.2).

At discrete timesa τt, each sensor contributes a set of sensor data Zt to the
relevant information of the tracking problem. The sensor data Zt consists of point
measurements ztr collected at scan t. τt denotes the time of scan t and nt the number
of measurements within Zt. It is assumed that τt > τt−1 for t = 1, . . . , T . The
sensor data Zt includes measurements from real targets, named target detections,
and false alarms caused by various undesired interferences and noise processes,
often referred to as clutter. Furthermore, targets are not always detected such
that Zt may not include a measurement for each object of interest. This event
is termed ‘missed detection’. Let Z denote the batch of sensor data from scan 1

to scan T : Z ≡ ZT := (Z1, . . . , ZT ). The individual data scans of different time
instances are assumed to be independent of each other.

The task of MTT is to estimate the state, e.g. position, speed and heading, of
the moving objects considered from those noisy observations of uncertain origin.
Uncertainty is caused by measurements that are not labeled. If the origin of the
measurements was known, the MTT problem would reduce to a state estimation
problem. To begin with, the state estimation model without measurement un-
certainty, missed detections and false alarms is considered. A good description
of models for dynamic systems is provided in [109]. The description of the next
section is related to that.

2.1.1 Formulation of a General State Estimation Model

The estimation theory used for target tracking is generally model-based. Hence,
the need for an adequate model is fundamental. It has to describe the essential
properties of the system, but should be simple enough to allow for an efficient

aFor notational convenience in the following, where mainly discrete times are considered
and the distinction between other indices should be clear, the notation τt is preferred to the
conventional notation ti.
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estimation algorithm. It is self-evident that a reliable model is substantial to
obtain good estimates.

A general formulation of a continuous-time state model, often referred to as a
motion model in the tracking context, is given by a differential-algebraic equation
(DAE) [109]:

F (ẋ(τ), x(τ), u(τ), v(τ), θ, τ) = 0, (2.1)

where

• x denotes the internal state of the target and the dot differentiation with
respect to (w.r.t.) time,

• u, v denote external signals,

• θ denotes a time invariant parameter vector and

• τ denotes time.

Function F describes the dynamics of the tracking system which is a differential-
algebraic equation. The external signals consist of two different types. The first
type are known input signals, such as control signals or measured disturbances,
which are denoted by u. The second type are unknown input signals denoted by
v. They are typically described using stochastic processes. If so, the DAE will be
referred to as a stochastic differential-algebraic equation (SDAE).

The model for the system’s dynamics is complemented by a model describing
the relations of the noisy measurements to the internal variables x. This model is
referred to as measurement model. Measurements are usually obtained at discrete
time instances τt as described above. Hence, the measurement model can be
defined by

H(zt, x(τt), u(τt), w(τt), θ, τt) = 0, (2.2)

where in addition

• τt denotes the discrete time index,

• zt denotes a measurement made at time τt and

• w denotes the measurement noise.

FunctionH describes how the measurements are obtained from the target states.
Combining (2.1) and (2.2) results in a fairly general tracking model, the stochastic
differential-algebraic equation model (cf. [109]).
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Model 1 (Stochastic Differential-Algebraic Equation (SDAE) Model)
The nonlinear stochastic differential-algebraic equation model is given by

F (ẋ(τ), x(τ), u(τ), v(τ), θ, τ) = 0, (2.3)

H(zt, x(τt), u(τt), w(τt), θ, τt) = 0, (2.4)

where v(τ) and w(τt) are stochastic processes.

In fact, most of the models used in signal processing are special cases of the im-
plicit model stated above. A more specific, but most commonly used model, is the
following explicit model (Model 2). It is commonly referred to as the continuous-
time state-space model, where the internal variable is referred to as the state
variable [109].

Model 2 (Explicit model)
The explicit stochastic differential-algebraic equation model is given by

ẋ(τ) = f(x(τ), u(τ), v(τ), θ, τ), (2.5)

zt = h(x(τt), u(τt), w(τt), θ, τt), (2.6)

where v(τ) and w(τt) are stochastic processes.

Each object that is regarded in the MTT problem is modeled as an independent
dynamic system according to the model formulations given in this section. The
target dynamics are usually estimated for the discrete times τt, corresponding to
the sensor data Zt, t = 1, . . . , T . Following the usual practice, state and measure-
ment values at particular discrete times τt are identified abbreviated using only t.
The state of the s-th target model at time τt is thus denoted by xts. For time τ0,
the state x0

s is initialized using track initiation techniques. Some track initiation
methods will be discussed in Section 5.2.3. The collection of model states over
the batch for a specific model s is defined as Xs = (x0

s, x
1
s, . . . , x

T
s ). The vector

of all states at a particular scan t is defined as X t = (xt1, . . . , x
t
M) and the total

collection of all states is defined as X := (X0, X1, . . . , XT ).

2.1.2 Modeling of Data Association

As previously mentioned, measurements are usually unlabeled and thus their origin
is uncertain. The traditional approach to dissolve this uncertainty uses an assign-
ment of measurements to targets. The process by which an algorithm assigns
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measurements to targets is called data association. For the MTT model the true
but unknown assignments of measurements at scan t to targets and clutter are de-
noted by Kt = (kt1, . . . , k

t
nt), k

t
r ∈ {0, 1, . . . ,M} for r = 1, . . . , nt and t = 1, . . . , T .

Here ktr = s, for s = 1, . . . ,M indicates that the measurement r of scan t originates
from the real target s, while ktr = 0 marks the assignment of the measurement to
clutter. Hence, if ktr = 0, ztr is a state independent spurious measurement. The set
of assignment indices over the whole batch is denoted by K := (K1, . . . , KT ). The
definition of K implicitly assumes that each measurement is caused by only one
object. Usually K is subject to constraints, namely each target is allowed to form
at most one measurement per scan and sensor. Hence, the value of Kt defines the
assignment of all measurements in scan t. The domain of Kt contains all possible
assignment hypotheses for this scan.

Resolving the uncertainty ofK is a key part of multi-target tracking algorithms.
If data from one source object is mistakenly used in the state estimation of a
component representing a different source object, the estimation can seriously be
degraded. The distinguishing features that give rise to different tracking algorithms
are generally the different approaches for data association.

Data association procedures can be grouped into two different types (cf. [18]).
The approaches of the first type are called assignment techniques. They solve
an integer assignment problem by enumerating all possible assignment hypothe-
ses and by choosing the best based on a scoring method. The second type are
Bayesian Data Association methods. They derive estimators using an optimality
criterion based on the probability density of the target states given the received
measurements: P(X t|Zt). The PMHT model that we analyze in this thesis is of
the second type, we thus sketch the basic idea how measurement assignments are
included into the probability density function (PDF) here. The more specific de-
scription defining individual random variables and the probability space in detail
can be found in Section 4.1.2.

Bayesian Data Association approaches first make use of Bayes’ rule to simplify
the target state PDF:

P(X t|Zt) ∝ P(X t, Zt|Zt−1) = P(Zt|X t)P(X t|Zt−1), (2.7)

where sign ‘∝’ is used to denote proportionality.b P(Zt|X t) can then be represented
as a mixture density which sums up the probability functions for given Kt over all

bFor two variables x and y the relation ‘y ∝ x’ holds, if there exists a non-zero constant C
such that y = Cx.
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possible hypotheses of Kt:

P(Zt|X t) =
∑
Kt

P(Zt, Kt|X t) =
∑
Kt

P(Zt|X t, Kt)P(Kt). (2.8)

As we assume that the assignments Kt are independent of the target states X t we
have used the identity P(Kt|X t) = P(Kt) in (2.8). We will take a closer look at
the probabilistic point of view of target tracking in Section 2.1.4 and describe how
explicit formulas for the individual PDFs can be derived.

2.1.3 Combining State Estimation Model and Data Associ-
ation

In the following, the data association is included into the explicit model formulation
(Model 2). Note that the possible existence of known input signals ut is suppressed
for brevity and that we switch to discrete-time models (see [109]). This results in
the formulation of vector difference equations that represent the discrete dynamical
systems of the M targets.

Model 3 (General Discrete-Time Multi-Target State-Space Model)
The general form of a discrete-time multi-target state-space model is given by

xt+1
s = fs

(
xts, v

t
s, θs, t

)
, for s = 1, . . . ,M, (2.9)

ztr =

{
hs (xts, w

t
s, θs, t) |s=ktr , for ktr = 1, . . . ,M,

hFA
(
wt0,r, θ0, t

)
, for ktr = 0,

(2.10)

where vts, wts and wt0,r are independent random vectors and hFA(·) is the measure-
ment model for false alarms which are state independent.

vts and wts are commonly referred to as process noise and measurement noise,
respectively (resp.). In the absence of random input, equation (2.9) is an ordinary
difference equation with xts as its solution. In the presence of random input, it is
the density of xts which is usually of interest, as already indicated with the second
data association possibility introduced in Section 2.1.2. We will thus detail the
probabilistic point of view in the following section.

2.1.4 Probabilistic Point of View

If the unknown input signals are described using stochastic processes, the evolution
of the state variables over time is described by a stochastic process as well. We
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usually assume the process noise vts entering the state equation (2.9) to have zero
mean and to be white, that is vts is independent of vt′s for all t 6= t′. In this case,
the probability density function of the state of some target s at time t conditioned
on the states up to some earlier time t′ only depends on the last value xt′s . This
means that xts possesses the Markov property (cf. [43]).

Definition 2.1. (Markov Property) A discrete-time stochastic process {xt}
possesses the Markov Property if

P
(
xt+1 | x1, . . . , xt

)
= P

(
xt+1 | xt

)
.

Hence, given the present state, the future and the past states are independent.
Thus, within a probabilistic framework using zero mean, white process noise, the
system model of a target s can be described as

xt+1
s ∼ ϕt+1

s (xt+1
s |xts), (2.11)

where ϕt+1
s (xt+1

s |xts) is the state transition density. Further information about the
evolution of the state is indirectly obtained from the observation ztr with ktr = s

according to the measurement model

ztr ∼ ζtktr(z
t
r|xtktr), (2.12)

where ζtktr(z
t
r|xtktr) is the measurement likelihood function. Combining the prob-

abilistic system model (2.11) and the measurement model (2.12) results in the
Hidden Markov Model (HMM), Model 4, for an observed target s (cf. [109]).

Model 4 (Hidden Markov Model)
The Hidden Markov Model is defined by

xt+1
s ∼ ϕt+1

s (xt+1
s |xts), for s = 1, . . . ,M, (2.13)

ztr ∼

{
ζtktr(z

t
r|xtktr), for ktr = 1, . . . ,M,

pFA(ztr), for ktr = 0,
(2.14)

where pFA(·) is the false alarm density.

Suppose the dimensions of xts and vts are equal, equation (2.9) can be solved for
vts (that is for fixed xts, θs and t, fs(xts, ·, θs, t) has an inverse f−1

s ) and both fs and
f−1
s are continuously differentiable. Then the state transition probability density
is given by [43]

ϕt+1
s (xt+1

s |xts) = pvts

(
f−1
s (xts, x

t+1
s , θs, t)

)∥∥∥∥ ∂f−1
s

∂xt+1
s

∥∥∥∥ , (2.15)
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where pvts is the density of the process noise vts and
∥∥∥ ∂f−1

s

∂xt+1
s

∥∥∥ > 0 is the absolute
value of the Jacobian determinant.

Similarly, if the dimensions of ztr and wts are equal, if equation (2.10) can be
solved for wts (that is for fixed xts, θs and t, hs(xts, ·, θs, t) has an inverse h−1

s )
and both hs and h−1

s are continuously differentiable, the measurement probability
density can be given by

ζtktr(z
t
r|xtktr) =

[
pwts

(
h−1
s (xts, z

t
r, θs, t)

)∥∥∥∥∂h−1
s

∂ztr

∥∥∥∥]∣∣∣∣
s=ktr

, (2.16)

where pwts is the density of the measurement noise wts. Further details on the
derivation of transition and measurement PDFs, as well for the case where the
dimension of xts and vts or ztr and wts, resp., are not equal, can be found in [43], but
will not be discussed here.

2.1.5 Linear Gaussian State-Space Model

The most commonly used special case of Model 3 is the linear state-space model
with additive Gaussian noise (Model 5).

Model 5 (Linear State-Space Model with Additive Gaussian Noise)
The linear discrete-time state-space model with additive Gaussian noise is given
byc

xt+1
s = F t

sx
t
s + vts, for s = 1, . . . ,M, (2.17)

ztr = H t
sx

t
s + wts|s=ktr , for ktr = 1, . . . ,M, (2.18)

where {F t
s , H

t
s} are known matrix sequences, vts ∼ N (0, Qt

s) and wts ∼ N (0, Rt
s).

In this case, the functions fs and hs, that describe the evolution of the state
variables and the measurements over time, are all linear functions. The process
noise sequence vts and the measurement noise sequence wts are assumed to be
mutually independent zero-mean, white Gaussian noise processes with covariances
Qt
s and Rt

s, respectively, that contribute additive noise.

cIn literature a slightly differing linear motion model, xt+1
s = F tsx

t
s +Gtsv

t
s, can sometimes be

found. Yet, the explicit mentioning of Gts is superfluous, since it can directly be included into
the covariance Qts of the process noise. For notational simplicity and w.l.o.g. it is omitted here.
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The densities corresponding to Model 5 are given by:

ϕt+1
s (xt+1

s | xts) = N (xt+1
s ;F t

sx
t
s, Q

t
s), (2.19)

ζtktr(z
t
r | xtktr) = N (ztr;H

t
ktr
xtktr , R

t
ktr

),

where N (x;µ,Σ) is the Gaussian density in variable x with mean µ and covariance
Σ.

2.1.6 Bayes Recursive Filtering

The Bayes filter is the most commonly used approach to discrete-time recursive
state estimation. If the state evolution and measurement models of a single target
are given according to the hidden Markov model (cf. Model 4) by

xt+1 ∼ ϕt+1(xt+1|xt), (2.20)

zt ∼ ζt(zt|xt),

the Bayes filter provides a way to calculate the posterior density or filtering density
pt+1(xt+1|Zt+1). This is carried out in two steps that are applied recursively to a
given initial state density p0(x0). First, the one step ahead time-prediction den-
sity pt+1|t(x

t+1|Zt) is computed from the filtering density pt(xt|Zt) of the previous
time step using the Chapman-Kolmogorov equation:

pt+1|t(x
t+1|Zt) =

∫
ϕt+1(xt+1|xt) pt(x|Zt) dx. (2.21)

In the second step, the update with the observation zt+1 is performed. This is
done using Bayes’ rule resulting in the following formula to calculate the filtering
density pt+1(xt+1 | Zt+1):

pt+1(xt+1 | Zt+1) =
ζt(zt+1 | xt+1) pt+1|t(x

t+1 | Zt)∫
ζt(zt+1 | x) pt+1|t(x | Zt) dx

. (2.22)

A derivation of the so-called Bayesian discrete-time recursive nonlinear filtering
equations (2.21) and (2.22) can be found for instance in [43]. If a single target with
linear Gaussian process and measurement models, as given by Model 5 and (2.19)
is considered, the prediction density and the filtering density remain Gaussian
densities. Thus, it is sufficient to know their means and covariances for a complete
description. The Kalman filter equations [46, 116] are explicit formulas that
complete the task of computing these statistics.
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2.1.7 Parameter Estimation

After a model for a given tracking situation has been formulated, the goal of the
tracking problem is to find the optimal state estimate x̂t for each target given
the available information. In general, this is a problem of parameter estimation,
where the unknown parameters can be non-random or random. It is often pos-
sible to determine several optimal state estimates based on different optimality
conditions. Usually optimality conditions are formulated in terms of the poste-
rior probability density function of the state of a target given the observations:
pt(x

t|Zt). Hence, the problem of state estimation consists of firstly calculating
this PDF which contains all available information about the state variable and
then derive point estimates.

The following subsections introduce various methods for parameter estimation.
The parameter xt that has to be estimated from a given set Zt = (Z1, . . . , Zt) of
observations can be modeled in two different ways (cf. [5]):

1. Non-random, i.e., there is an unknown true value xt (Fisher approach).

2. Random, i.e., the parameter is a random variable with an a priori PDF pt(x)

(Bayesian approach).

In the first case one uses the PDF of the assigned measurement zt conditioned
on the parameter xt:

ζt(zt|xt), (2.23)

as a measure of how “likely” a parameter value is for the observations that are
made. The PDF is thus called the likelihood function of the parameter. For the
Bayesian approach one uses the a posteriori PDF

pt(x
t|Zt) (2.24)

to estimate xt. The a posteriori PDF can be obtained from the prior PDF of xt

by using the Bayes filtering equations (2.21) and (2.22).

Maximum Likelihood Estimate

The maximum likelihood (ML) method is a common method for estimating non-
random parameters. It maximizes the likelihood function (2.23) w.r.t. parameter
xt, which yields the maximum likelihood estimator

x̂ML(zt) = arg max
x

ζt(zt|x). (2.25)
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Maximum A Posteriori Estimate

The maximum a posteriori (MAP) estimator is the corresponding estimate for a
random parameter xt. It is obtained by maximizing the a posteriori PDF (2.24)
w.r.t. parameter xt:

x̂MAP(Zt) = arg max
x

pt(x|Zt) = arg max
x

[
ζt(zt|x) pt|t−1(x|Zt−1)

]
. (2.26)

The second equality in (2.26) is due to the Bayes update (2.22) and the fact
that its denominator is only necessary for normalization but does not depend on
xt.

Minimum Mean Square Error Estimate

Another common estimation method for random parameters is the MinimumMean
Square Error (MMSE) method. It chooses the value that minimizes the variance
of the estimation error

x̂MMSE(Zt) = arg min
x̂

IE
[∥∥xt − x̂∥∥2

2
|Zt
]
, (2.27)

where ‖x‖2 = xTx and the expectation is taken w.r.t. the a posteriori PDF (2.24).
The solution of this minimization problem is obtained by setting the gradient of
(2.27) equal to zero

∇x̂IE
[
(xt − x̂)T (xt − x̂)|Zt

]
= −2(IE

[
xt|Zt

]
− x̂) = 0.

As (2.27) is a quadratic form with a positive definite Hessian the MMSE estimator
is hence given by the conditional mean of xt:

x̂MMSE(Zt) = IE
[
xt|Zt

]
=

∫
xt pt(x

t|Zt) dxt. (2.28)

The calculation above explains the name, Expected A Posteriori (EAP) estima-
tor, which is commonly used as an alternative name for the estimate (2.28).

2.2 Random Finite Sets in Multi-Target Tracking

Recently, some researchers have argued that the traditional way of modeling and
solving MTT problems, by treating association hypotheses between measurements
and targets as state variables, is not consistent with the Bayesian paradigm (see e.g.
[69, 126]). One problem addressed in these criticisms of Bayesian association-based
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approaches is the dependence of the association hypothesesK on the measurement
set Z. Hence, an association hypothesis should explicitly be written as K(Z). The
computation of the posterior probability of a hypothesisKt given the measurement
set Zt at scan t using Bayes’ rule should thus be written as

P(Kt(Zt)|Zt) =
P(Zt|Kt(Zt))P(Kt(Zt))

P(Zt)
. (2.29)

The main conceptual issues that arise in (2.29) are the questions whether
P(Kt(Zt)) is a valid prior, as it depends on information that has not been re-
ceived yet, and whether P(Zt|Kt(Zt)) is a valid likelihood for the measurement
set Zt, as it is conditioned on the hypothesis Kt(Zt) that itself depends on Zt.
Furthermore, the meaning of the product P(Zt|Kt(Zt))P(Kt(Zt)) is unclear. If
it was the joint density P(Zt, Kt(Zt)), the marginal P(Kt(Zt)) would result from
integrating the product density over all possible outcomes of the measurement
variable Zt:

P(Kt(Zt)) =

∫
P(Zt|Kt(Zt))P(Kt(Zt)) dZt. (2.30)

In equation (2.30), however, the right-hand side is independent of the measure-
ment variable Zt, since it is marginalized, which is inconsistent with the evident
dependence of Kt(Zt) on Zt on the left-hand side.

The immediate way out of these conceptual inconsistencies are hypotheses with-
out dependencies on the measurements received in scan t. Yet, if hypotheses are
formed over all possible measurement sets Zt, their domain results to be uncount-
ably infinite as the set of all Zt is uncountably infinite and hypothesis formed
from different measurement sets Zt 6= Zt′ are disjoint. Moreover, it is uncertain
whether a probability density and integration can be defined on that domain. A
more detailed discussion on the issues summarized above can be found in [126].

Alternatively, the random finite set approach to multi-object filtering, intro-
duced by Mahler in connection with finite set statistics (FISSTs) [30, 69, 70], is
suggested to overcome the discrepancies already mentioned. This approach re-
sults in an association-free formulation and allows for a mathematically consistent
generalization of the standard Bayes’ filter from the single-object case to the multi-
object case.

2.2.1 Basic Ideas of the Random Finite Set Approach

The main idea of the random finite set approach is to allow for a unified formulation
of data fusion. It includes track initiation and termination into the multi-target
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filtering process, which has been performed separately in traditional tracking al-
gorithms. This avoids the unrealistic assumption that the number of targets is
constant. Furthermore, it conceptually takes the target set as though it were a
single “global target” of a single multi-target state space, and the observations col-
lected at the same time scan as a single “global observation”, taken from a single
multi-target observation space. In this way the multi-target data fusion problem
can be formulated as a single target problem whose observations are varying ran-
dom finite sets of ordinary observations. The traditional assumptions that target
motions are uncorrelated and that each target generates one measurement at most
are no longer needed to be able to solve the problem. Another important fact is
that it considers the tracking problem as a whole such that approximations are
only made when the problem has fully been modeled, not along the way.

The set representation as opposed to a vector representation takes into account
that there is no inherent meaning in ordering the measurements or targets. It
extends the state representation by the ability to permit situations with no targets
present, using empty sets. Furthermore, it can facilitate the notion of error if
the number of estimated targets does not match the number of true targets, by
using distances for sets. Note that in real tracking applications the ordering of
measurements is usually superfluous. An ordering of tracks might, however, be
required if, apart from the target state, one is also interested in the target identity.
Yet, track labels can be assigned after state estimation has already taken place as
a kind of post-processing [62, 88].

2.2.2 Measure Theoretical Formulation

An RFS X is, in general terms, a random element whose values are finite subsets
of a given space X . Space X has to be locally compact, Hausdorff and separable
(LCHS). Examples of such a space with importance to MTT are the Euclidean
space Rd or a hybrid space Rd × C, where C is a finite set.

To describe a random finite set more precisely, the collection of all closed sets
of X are denoted by F and a topology on F , the so-called hit-or-miss topology
[30, 73, 124], can be defined. The smallest σ-algebra that contains this topology is
called the Borel sets of F and denoted by B(F). Hence, the pair (F ,B(F)) forms
a measurable space. Let Ω be a sample space with probability measure P and A

a σ-algebra of subsets of Ω, then (Ω,A,P) is a probability space. An RFS X on
X can now be defined as a measurable (w.r.t. B(F)) mapping X : Ω→ F , where
for all ω ∈ Ω the set X(ω) is finite, i.e. |X(ω)| <∞.
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The probability distribution PX of the RFS X is a measure on B(F) induced
by P:

PX(S) = P(X ∈ S) = P({ω ∈ Ω : X(ω) ∈ S}),

for any S ∈ B(F).

To be able to define a probability density for RFSs, a reference measure µ
on B(F) is essential. To construct µ, first of all, a measure λ on X is needed.
For X = Rd, the unitless Lebesgue measure is used for λ and for Rd × C the
product measure of the unitless Lebesgue measure in Rd together with the counting
measured in C is used. A correspondence between the product spaces X r = ×ri=1X
and the finite sets in F with exactly r elements, F(r), is given by the following
measurable mapping of vectors (x1, . . . , xr) ∈ X r to sets:

χ : { (x1, . . . , xr) ∈ X r, r ≥ 1 } → F ,
χ(x1, . . . , xr) = {x1, . . . , xr} .

Using this correspondence and the measure λ on X , a measure µ for any S ∈
B(F) can be constructed as

µ(S) =
∞∑
r=0

µr(S) = δ∅(S) +
∞∑
r=1

λr
(
χ−1(S ∩ F(r))

)
r!

,

where χ−1(S ∩ F(r)) := {x ∈ X r : χ(x) ∈ S ∩ F(r)} denotes the preimage of the
map χ, λr is the r-th product measure of λ, for r ≥ 1, µr(S) is defined as

µr(S) :=
λr
(
χ−1(S ∩ F(r))

)
r!

,

and µ0 is defined as

µ0(S) := δ∅(S) =

 1, ∅ ∈ S,

0, ∅ /∈ S.

Note that subcollections of F \F(r) are null sets with respect to µr, such that
all infinite sets are null sets with respect to all µr, r ≥ 0, and thus with respect
to µ as well. That is, µ(F \F∗) = 0, where F∗ = ∪∞r=0F(r) is the collection of all
finite sets. The fact that infinite sets are null sets is important for the definition
of set integrals as null sets do not affect the value of an integral. A proof that the

d The counting measure c : P (C) 7→ [0,∞] on a set C is defined as the cardinality: c(A) := |A|,
for A ⊆ C.
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set function µ is a measure on B(F) can be found in [124]. The measurable space
(F ,B(F)) equipped with the measure µ on B(F) results in the measure space
(F ,B(F), µ).

Using measure µ, the set integral of a real-valued set function f : F → R over
any measurable S ∈ B(F) can be defined as∫

S

f(X)δX :=

∫
S

f(X)µ(dX) =

∫
·∪∞r=0Sr

f(X)µ(dX) =
∞∑
r=0

∫
Sr

f(X)µr(dX)

= f(∅)δ∅(S) +
∞∑
r=1

1

r!

∫
χ−1(S∩F(r))

f({x1, . . . , xr})λr(dx1 . . . dxr),

where Sr = S ∩F(r) is the subset of S which contains all sets of S with exactly r
elements, ·∪ denotes a disjoint union, and the identities µ(S) = µ( ·∪∞r=0Sr) as well
as χ−1(Sr ∩ F(r)) = χ−1(S ∩ F(r)) are used.

Having constructed the reference measure µ and introduced the notion of a set
integral, the probability density πX of an RFS X on X can now be given using
the Radon-Nikodým theorem [114, 125, 126].

Theorem 2.2 (Radon-Nikodým). Let (M,Σ) be a measurable space with a σ-
finitee measure µ1 and a measure µ2 which is absolutely continuous with respect
to µ1, i.e. µ1(A) = 0 implies µ2(A) = 0 for all A ∈ Σ. Then there exists a
Σ-measurable function f : M → [0,∞] such that

µ2(A) =

∫
A

f(m)µ1(dm), A ∈ Σ.

Function f is called the Radon-Nikodým derivative or the density of the mea-
sure µ2 with respect to µ1 and denoted by f = dµ2/dµ1.

The probability density πX of an RFS X on X with respect to the reference
measure µ is thus (if it exists, i.e., if PX is absolutely continuous with respect to
µ) given by the Radon-Nikodým derivative of the probability distribution PX :

πX =
dPX
dµ

,

or equivalently for any S ∈ B(F)

PX(S) =

∫
S

πX(X) µ(dX).

eA measure µ on (M,Σ) is said to be σ-finite if M can be represented in the form M =∑∞
n=1Mn, with Mn ∈ Σ and µ(Mn) <∞ for n = 1, 2, . . . [114].
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Alternatively to the probability distribution PX or density πX , the RFS X can
also be characterized by its belief mass function βX [71, 126], defined for any
closed subset K ⊆ X by

βX(K) = P(X ⊆ K) = P({ω ∈ Ω : X(ω) ⊆ K}).

The belief mass function can also be written in the following form which is
particularly useful for its construction in practice:

βX(K) = a0 +
∞∑
r=1

ar qr(K), (2.31)

where the constants ar = P( |X| = r) for r ≥ 0 and thus sum to unity, and qr are
probability measures in X r defined by

qr(K) = P(X ⊆ K
∣∣ |X| = r ).

A proof for the representation (2.31) of the belief mass function can be found
in [124]. The belief mass function was especially used by Goodman and Mahler
[30, 69, 71] in connection with their FISST approach to multi-target filtering. The
advantage of the belief mass function over the probability distribution is the fact
that it operates on closed subsets of X , whereas the latter operates on subsets
of B(F). Thus, it facilitates the construction of multi-target densities from RFS
motion and measurement models defined on the single target space. However,
the belief mass function is non-additive and βX(∅) 6= 0 in general, such that it
is no measure and its Radon-Nikodým derivative or density is not defined. To
overcome this problem, a non-measure theoretical notion of ‘density’ is introduced
in [30] for the FISST formulation of the multi-target filtering problem. To jus-
tify the FISST formulation and especially the usage of Bayes’ rule for FISST set
derivatives of belief mass functions in multi-target filtering, a relationship between
FISST and conventional probabilistic formulations has been established in [125].
The main statement in [125] regarding this relationship is that the unitless FISST
set derivative of the belief mass function of an RFS X on X is its probability
density with respect to the reference measure µ:

dPX
dµ

(X) = πX(X) = K |X|x

δβX
δX

(∅),

where Kx is the unit of volume on X and δ
δX

is used to denote the FISST set
derivative as defined in [30].
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Another important characteristic of RFSs is their first moment. We briefly
introduce the first moment here as it will be used for our later analysis in Sec-
tion 4.3. For further details on the first moment of an RFS we refer the reader to
[70, 125, 126]. The definition of higher moments can be found in [126] for instance.
The first moment or intensity measure V of an RFS X on X is defined by

V (K) = IE[|X ∩K|]

for any K ⊆ X . It describes the expected number of points of X within a region
K [126]. The density of the intensity measure w.r.t. the Lebesgue measure λ, if it
exists, is called intensity function v = dV/dλ and is equivalently described by
the relation

V (K) =

∫
K

v(x) dx. (2.32)

An independent and identically distributed (i.i.d.) cluster RFS can uniquely
be characterized by its cardinality function together with a matching intensity
function. A Poisson RFS, which is a special kind of i.i.d. cluster RFS, is uniquely
described by its intensity function. The derivation of the probability function
of an i.i.d. cluster RFS from its cardinality and intensity functions is given in
Proposition A.11 of Appendix A.2 and will be used in Section 4.3.

2.2.3 Multi-Target System Representation

For the representation of a multi-target system, a scenario where the number of
targets varies in time, caused by the appearance (target birth) and disappearance
(target death) of targets, is considered. Measurements from the targets are re-
ceived by a sensor. Their number may be different from the true target number
due to false alarms and missed detections. Furthermore, it is uncertain which
measurement has originated from which specific target or clutter.

The collections of targets/observations at time t are treated as set-valued state/
observation called multi-target state X t and multi-target observation Zt, respec-
tively. Uncertainties are characterized by modeling these set-valued elements as
RFSs. An RFS is a random variable that takes values as finite sets, whose cardinal-
ity as well as the individual elements are random. Within MTT the cardinality of
|X t| represents the number of targets present and the cardinality of |Zt| the num-
ber of measurements. The elements of X t and Zt represent the individual target
states and measurements. For notational simplicity RFSs and their realizations
are denoted by the same symbol in the following.
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If at time t there are Mt targets present with target states xt1, . . . , xtMt
, taking

values in the state space X ⊆ Rnx , and nt observations zt1, . . . , ztnt , taking values in
the observation space O ⊆ Rnz , they can be represented by the finite random sets

X t =
{
xt1, . . . , x

t
Mt

}
⊂ X , (2.33)

Zt =
{
zt1, . . . , z

t
nt

}
⊂ O. (2.34)

X t and Zt are elements of the multi-target state space F(X ) and multi-target
observation space F(O), respectively, where F(·) denotes the collection of all finite
subsets.

2.2.4 Multi-Target Motion Model

Given a realizationX t−1 of a multi-target state RFS at time t−1, each target xt−1 ∈
X t−1 may either disappear and take the value ∅ with probability 1− pS,t(xt−1) or
continue to exist at time t with probability pS,t(x

t−1) and move to a new state
xt. The evolution from state xt−1 to xt is modeled by the probability density
ft|t−1(xt|xt−1). This behavior of a single target is described by the Bernoulli RFS

St|t−1(xt−1).

The appearance of new targets may either be due to spawning from a target of
X t−1, which is modeled by the RFS

Bt|t−1(xt−1),

or due to spontaneous target birth independently of existing targets. Spontaneous
target birth at time t is modeled by

Γt.

Consequently, the multi-target state at time t is given by the RFS (cf. [70, 126])

X t =

( ⋃
xt−1∈Xt−1

St|t−1(xt−1)

)
∪

( ⋃
xt−1∈Xt−1

Bt|t−1(xt−1)

)
∪ Γt. (2.35)

The RFSs St|t−1(·), Bt|t−1(·) and Γt are assumed independent of each other.

2.2.5 Multi-Target Observation Model

The RFS Zt models the multi-target observation at time t given a realization X t

of the multi-target state. Each object xt ∈ X t is either detected at time t with
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probability pD,t(xt) and thus provides an observation zt with likelihood gt(zt|xt),
or missed with probability 1 − pD,t(xt) which generates value ∅. This behavior is
described by a Bernoulli RFS

Dt(x
t).

The measurements received by the sensor due to clutter are modeled by an RFS

Kt,

which is usually specified as a Poisson RFS. Hence, Zt results from the union of
all Dt(x

t) and Kt (cf. [70, 126]):

Zt =

( ⋃
xt∈Xt

Dt(x
t)

)
∪ Kt. (2.36)

The RFSs Dt(·) and Kt are assumed independent of each other.

The combination of (2.35) and (2.36) results in the following general multi-
target dynamical model using RFSs (Model 6).

Model 6 (Multi-Target Dynamical Model Using RFSs)
The general multi-target dynamical model using RFSs is given by

X t =

( ⋃
xt−1∈Xt−1

St|t−1(xt−1)

)
∪

( ⋃
xt−1∈Xt−1

Bt|t−1(xt−1)

)
∪ Γt, (2.37)

Zt =

( ⋃
xt∈Xt

Dt(x
t)

)
∪ Kt, (2.38)

where the RFSs St|t−1(·), Bt|t−1(·) and Γt are assumed independent of each other
as well as the RFSs Dt(·) and Kt.

2.2.6 Multi-Target Transition Density and Measurement
Likelihood Function

The uncertainties in the transition of X t and the detection and generation of mea-
surements Zt can be described by the multi-target transition density ft|t−1(X t|X t−1)

and the multi-target observation likelihood gt(Zt|X t), respectively. In general, the
derivation of the multi-target transition density and the measurement likelihood
is carried out in the following way: First construct the multi-target motion and
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measurement models, then build the corresponding belief-mass functions and fi-
nally use set derivatives of the belief-mass functions to obtain the multi-target
transition density and the measurement likelihood.

Multi-target motion and measurement models have already been constructed in
the previous sections according to Model 6. As the St|t−1(xt−1) are assumed to be
Bernoulli RFSs that are mutually independent conditional on X t−1, their union
is a multi-Bernoulli RFS Tt|t−1(X t−1) of the transitioned objects defined by the
parameter set {

(pS,t(x
t−1), ft|t−1(·|xt−1)) : xt−1 ∈ X t−1

}
.

The probability density πT,t|t−1(X t|X t−1) of the RFS Tt|t−1(X t−1) is thus given by
[126]

πT,t|t−1(X t|X t−1) = K |X
t|

x (1− pS,t)X
t−1

∑
τ∈T (Xt,Xt−1)

qX
t

S,t,τ ,

where Kx is the unit of volume on X , the notion hX is defined by

hX :=
∏
x∈X

h(x),

where h∅ = 1 by convention,

qS,t,τ (x) :=
pS,t(τ(x))ft|t−1(x|τ(x))

1− pS,t(τ(x))

and T (W,X) denotes the set of all one-to-one functions taking a finite set W to a
finite set X with the convention that the summation over T (W,X) is zero when
|W | > |X| and unity when W = ∅.

For a given probability density πT,t|t−1(X t|X t−1) of the RFS Tt|t−1(X t−1) and a
given probability density πN,t|t−1(X|X t−1) of the RFS

Nt|t−1(X t−1) =

( ⋃
xt−1∈Xt−1

Bt|t−1(xt−1)

)
∪ Γt

of new-born targets, the multi-target transition density ft|t−1(X t|X t−1) can be
derived as follows. By the assumption that the transitioned targets are indepen-
dent of the new-born targets, the belief-mass function βXt(S|X t−1) = P(X t ⊆ S),
which gives the total probability of finding all targets in region S ⊆ X , is com-
posed of a product of two belief-mass functions. One is the belief-mass func-
tion of transitioned targets and the other is the one of the new-born target:
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βXt(S|X t−1) = βTt|t−1
(S|X t−1)βNt(S|X t−1). Using the product rule of set deriva-

tives [30, 69] and the relation of FISST densities to the probability density of an
RFS, established in [125], results in

ft|t−1(X t|X t−1) =
∑
W⊆Xt

πT,t|t−1(W |X t−1) πN,t|t−1(X t −W |X t−1), (2.39)

where the difference operation denotes the set difference.

In the special case, where object spawning is not considered the probability
density of new-born targets equals the probability density of spontaneous birth
πΓ,t(X). If Γt is a Poisson RFS with intensity function γt, πN,t|t−1(X|X t−1) it is
thus given by

πN,t|t−1(X|X t−1) = πΓ,t(X) = e−〈γt,1〉 K |X|s

∏
x∈X

γt(x),

where 〈u, v〉 =
∫
u(x)v(x)dx is the standard notion for inner product. Hence, the

transition density (2.39) simplifies to (cf. [126])

ft|t−1(X t|X t−1) = (1− pS,t)X
t−1 (Ksγt)

Xt

e〈γt,1〉

∑
W⊆Xt

∑
τ∈T (W,Xt−1)

(
qS,t,τ
γt

)W
.

Further examples for different birth RFSs can be found in [126].

Assuming that the Bernoulli RFSs of detections of surviving objects, Dt(x
t),

are mutually independent conditional on X t, their union is a multi-Bernoulli RFS
Θt(X

t) defined by the parameter set{
(pD,t(x

t−1), gt(·|xt)) : xt ∈ X t
}
.

The probability density πΘ,t(Z
t|X t) of the RFS Θt(X

t) is thus given by [126]

πΘ,t(Z
t|X t) = K |Z

t|
o (1− pD,t)X

t
∑

τ∈T (Zt,Xt)

qZ
t

D,t,τ ,

where Ko is the unit of volume on O and

qD,t,τ (z) :=
pD,t(τ(z))gt(z|τ(z))

1− pD,t(τ(z))
.

For the given probability density πΘ,t(Z
t|X t) of the RFS Θt(X

t) and the given
probability density πK,t(X) of the clutter RFS Kt, the multi-target observation
likelihood gt(Zt|X t), which gives the probability density that at time t the multi-
target observation Zt is generated by the multi-target stateX t can be derived along
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the lines of the derivation of equation (2.39). Consider the belief-mass function
βZt(S|X t) = P(Zt ⊆ S), which constitutes the total probability that all observa-
tions of a senor scan will be found in any given region S ⊆ O, if the target has state
X t. The independence assumption of the target and clutter reports results in the
representation of the belief-mass function as a product of two belief-mass functions.
Now, one of these is the belief-mass function of reports due to targets and the other
is the belief-mass function of clutter reports. Thus, βZt(S|X t) = βΘt(S|X t)βKt(S).
Again, by the application of the product rule of set derivatives and their relation
to the probability density of an RFS, it can be shown that

gt(Z
t|X t) =

∑
W⊆Zt

πΘ,t(W |X t) πK,t(Z
t −W ). (2.40)

In the special case, where Kt is modeled by a Poisson RFS with intensity func-
tion κt, its probability density is given by

πK,t(Z) = e−〈κt,1〉 K |Z|o

∏
z∈Z

κt(z).

Hence, the multi-target observation likelihood (2.40) simplifies to (cf. [126])

gt(Z
t|X t) = (1− pD,t)X

t (Koκt)
Zt

e〈κt,1〉

∑
W⊆Zt

∑
τ∈T (W,Xt)

(
qD,t,τ
κt

)W
.

Further examples for different clutter RFSs can again be found in [126]. The gen-
eral Markov transition density (2.39) and the multi-observation likelihood (2.40)
yield a multi-target RFS equivalence to Model 4 which is summarized by Model 7.

Model 7 (Multi-Target Hidden Markov Model Using RFSs)
The Multi-Target Hidden Markov Model Using RFSs is defined by

ft|t−1(X t|X t−1) =
∑
W⊆Xt

πT,t|t−1(W |X t−1) πN,t|t−1(X t −W |X t−1), (2.41)

gt(Z
t|X t) =

∑
W⊆Zt

πΘ,t(W |X t) πK,t(Z
t −W ). (2.42)

2.2.7 Multi-Target Bayes Filtering

The multi-target Bayes recursion based on the RFS densities of Model 7 represents
a solution to the multi-target filtering problem and the inconsistencies in applying
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Bayes’ rule to the traditional MTT models mentioned at the beginning of this
section. The objective of multi-target Bayes filtering in the context of RFS is to
estimate the number of targets and their target states jointly. This is opposed to
the practice of most traditional MTT algorithms that assume a constant number
of targets, then perform data association and finally estimate the target states
applying Bayes’ rule separately to each single target using the previously associated
measurement.

In the RFS approach, the different targets are modeled as a single “global tar-
get” X t of the multi-target state space F(X ) and the observations of a time scan t
as a single “global observation” Zt of the multi-target observation space F(O).
Hence, all available information of the multi-target system at time t is contained
in the posterior density pt(X t|Zt) of the multi-target state X t conditioned on all
observations sets Zt = {Z1, . . . , Zt} received up to time t. Given an appropriate
measure µ and the notion of integration on the state space F(X ) and the obser-
vation space F(O) as described in [125], the multi-target time-prediction density
pt+1|t(X

t+1|Zt), which predicts the posterior density pt(X t|Zt) of time step t to the
next time step t+ 1, can be computed as

pt+1|t(X
t+1|Zt) =

∫
ft+1|t(X

t+1|X) pt(X|Zt) µ(dX), (2.43)

for the given initial state density p0(X0).

The multi-target Bayes update with a new observation set Zt+1 to obtain the
posterior density pt+1(X t+1|Zt+1) of time step t + 1, can then be performed as
follows:

pt+1(X t+1|Zt+1) =
gt+1(Zt+1|X t+1) pt+1|t(X

t+1|Zt)∫
gt+1(Zt+1|X) pt+1|t(X|Zt) µ(dX)

. (2.44)

2.2.8 Multi-Target State Estimation

In the single target case, state estimation can be performed as described in Sec-
tion 2.1.7 using any of the methods mentioned for parameter estimation. Yet, in
the multi-target case using RFSs not all of these classical estimators are applicable.
This is due to the fact that the addition of sets is not defined meaningful nor can
sets of differing cardinalities be compared in a meaningful way due to mismatches
in the units. For further explanations and examples on the failure of the classical
state estimators in the multi-target case see [69, 126].
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For the classical ML estimator, the multi-target likelihood function gt(Z
t|X t)

has to be maximized. As the units of measurements in gt(Zt|X t) are determined
by Zt, which is known and has fixed cardinality, the ML estimator is defined in
the multi-target case as

X̂ML(Zt) = arg max
X

gt(Z
t|X). (2.45)

Another possibility to extract state estimates is by considering the posterior
intensity function. As the value of the intensity function gives the density of
the expected number of targets located at a given point, the local maxima of it
correspond to relatively high probability of target occurrence. Hence, the number
of targets can be estimated using an MAP estimate on the posterior cardinality
distribution ρt(n|Zt) as

n̂ = arg sup
n

ρt(n|Zt), (2.46)

and then, the state estimates x̂t1, . . . , x̂tn̂ can be chosen as the n̂ modes of the
intensity function with the highest values. Thus, X̂ t = {x̂t1, . . . , x̂tn̂}.

Although the classical MAP estimate is not defined in the multi-target case,
similar new multi-target state estimators can be defined based on the posterior
density function pt(X t|Zt). One of them is the Marginal Multi-Target (MaM)
Estimator. Again, the number of targets, n̂, is first estimated from the posterior
cardinality distribution according to (2.46). Then, target states are estimated from
the posterior density pt(X t|Zt) restricted to the fixed cardinality |X t| = n̂ using
an MAP estimate:

X̂MaM(Zt) = arg sup
X: |X|=n̂

pt(X|Zt). (2.47)

A further multi-target estimator is the Joint Multi-Target (JoM) Estima-
tor which is defined as

X̂JoM
c (Zt) = arg sup

X
pt(X|Zt)

c|X|

|X|!
, (2.48)

where c is a dimensionless constant that determines the accuracy for the state
estimate as well as the rate of convergence of the estimator [126]. Further details
on the choice of c can be found in [71].

Only recently another estimator has been introduced in [32], the so-called Min-
imum Mean Optimal Subpattern Assignment (MMOSPA) Estimator.
This estimator is constructed quite similar to the MMSE of Equation (2.27).
Instead of the Square Error (SE), it uses the Optimal Subpattern Assignment
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(OSPA) metric, a metric designed in [111] for the performance evaluation of multi-
target tracking with RFSs. It hence minimizes the expected value of the distance
between the set of estimated target states X̂ t and the set of true target states X t:

X̂MMOSPA(Zt) = arg min
X̂t

IE
[
d̄(c)
p (X t, X̂ t)

∣∣∣ Zt
]
. (2.49)

We introduce the OSPA measure, d̄(c)
p (·, ·), which defines a mathematically rig-

orous metric to evaluate the distance between two sets of point objects, in Sec-
tion 2.3.2.

2.3 Performance Evaluations

For the assessment and comparison of a multi-target tracking system with other
methods, performance metrics are of great importance. In literature a broad range
of different performance measures for single-target as well as multi-target tracking
results can be found. We will thus only pick out the ones that are the most
important for our analysis and give a short review on them in this section. The
interested reader is referred to [7, 8, 14, 15, 31, 36, 60, 61, 97, 99, 110, 111] for
a more extensive study of different kinds of performance evaluation methods for
tracking systems.

We start with the features that can be analyzed if having the tracking results
for a single target together with the true state of this object at hand. This is often
referred to as “filter performance evaluation”. We afterwards proceed with the
aggregated multi-target performance metrics that evaluate all targets of a given
scenario at once. We hereby give the most attention to the recently developed
OSPA metric [111].

2.3.1 Measures Based on Given Track-Truth Combinations

Assuming the availability of the “truth” typically implies that a scenario has been
modeled in the first place for which random signal outputs are generated and
processed in a Monte Carlo (MC) analysis. Systems of performance evaluation
metrics which do not require reference data are proposed in [14, 110]. They are
especially useful when evaluating tracking results for real data. As our analysis is
mainly based on simulated data, we will not consider these approaches any further
here.
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If the quality of a track estimation within a multi-target tracking scenario is
to be analyzed, first of all a truth track has to be assigned to it [99]. As a start
we assume this assignment to be given and discuss how one can find a qualified
assignment later in Section 2.3.2.

Different performance measures, commonly called Measures of Effectiveness
(MoEs), are often classified into three groups [31]: The first consists of cardi-
nality measures that compare the number of estimated tracks with the one of true
targets and determine how many tracks are valid, false or missed. Track identity
errors or label swap measures may also be attached to this group or alternatively
to the next. That group is composed of time metrics which for instance measure
the time needed until a valid track is assigned to a given object or the duration
of this assignment until a track gets lost or changes in the assignment. The fea-
tures mentioned are often summarized by the term “track continuity” measures.
Moreover, the latency time needed by a tracker to detect that a target has van-
ished can also be considered a time measure as well as the computational time
elapsed until a tracker has found its final estimates. The last one is an important
representative of this group especially for the evaluation of real-time application
problems. The third main group of MoEs judges the in-track performance. We
can split this group into track accuracy measures, that are based on the notion of
distance between the true target states and the estimate track states, and track
covariance consistency measures. The most renowned track accuracy measures are
the Root Mean Square Error (RMSE) and the Averaged Euclidean Error
(AEE) which approximate the standard error and the mean error, respectively.
Given the association of the true state xtm of target m at scan t to the estimate
x̂t,ns of track s in the n-th MC run, we can establish the error vector as

et,nm = xtm − x̂t,ns . (2.50)

The error vector can then be used to define:

• Root Mean Square Error

Et,RMSE
m =

√√√√ 1

N t
m

Nt
m∑

n=1

∥∥et,nm ∥∥2

2
, (2.51)

where N t
m denotes the number of MC runs for which in scan t a valid track

is assigned to target m.
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• Averaged Euclidean Error

Et,AEE
m =

1

N t
m

Nt
m∑

n=1

∥∥et,nm ∥∥2
. (2.52)

The errors described above can also be written in the general form of a p-th
order arithmetic-average-based error:

Et,p
m =

 1

N t
m

Nt
m∑

n=1

∥∥et,nm ∥∥p2
1/p

. (2.53)

Hence, p = 1 corresponds to AEE, p = 2 to RMSE and p = −1 would yield
another common error measure, the Averaged Harmonic Error (AHE).

For multi-target tracking, one usually builds the averaged values of these error
measures over all targets with a valid track assignment m = 1, . . . , M̃ t:

Et,p =

 1

M̃ t

M̃t∑
m=1

(
Et,p
m

)p1/p

. (2.54)

A lack of arithmetic-average-based metrics defined above is that all of them are
either not able to balance large errors with small errors or vice versa. To overcome
this deficiency, if one is for instance troubled with few but really large terms, the
usage of the Geometric Average Error (GAE) is suggested in [60]:

log
(
Et,GAE
m

)
=

1

N t
m

Nt
m∑

n=1

log
(∥∥et,nm ∥∥2

)
. (2.55)

Other drawbacks common to all of the yet described track accuracy measures
are their missing invariance w.r.t. units used for the state components and that
‖et,nm ‖

2
2 = (et,nm )T et,nm lacks a physical interpretation. To cope with these flaws,

the error vector is often split into its position, velocity, ... parts and separate
values of e.g. AEE or RMSE are calculated. A discussion on the advantages and
disadvantages in using RMSEs or AEEs can be found in [60]. We will shortly take
up this discussion in Section 7.3.1 when debating which measure to use in our
numerical examples.

The track accuracy measures described so far have all been absolute error mea-
sures. Li and Zhao argue in [61] that apart from the widespread usage of absolute
error measures, “Relative error often reveals the inherent error characteristics of an



34 2. General Modeling of Multi-Target Tracking

estimator better than the absolute error.” Relative errors are especially useful if
one wants to compare the performance of trackers for different tracking scenarios.
We shortly introduce one important representative of the group of relative error
measures here, as we want to use it later and refer the interested reader to [60, 61].

The measurement error reduction factor (MERF)f measures the error reduction
of the track estimates relative to the measurement error. To avoid intricate no-
tation we assume that an assignment of true target state xt, estimated state x̂t

and measurement zt is given but do not notationally indicate this assignment any
further. Moreover, we assume that the relation of the true target state and its
measurement corresponds to the explicit measurement equation (2.6) of Model 2.
The notion of this relation, which maps the target states into the measurement
space, is notationally abbreviated to zt = h(xt, wt) and used to define

h̄(xt) = IE[h(xt, wt)|xt] = IE[zt|xt]. (2.56)

The MERF can then be specified based on the estimates {x̂t,n}, resulting from
the n = 1, . . . , N , MC realizations, as

ρMERF(x̂t) =
EAEE(h̄(x̂t))

EAEE(zt)
=

∑N
n=1

∥∥h̄(xt,n)− h̄(x̂t,n)
∥∥

2∑N
n=1

∥∥h̄(xt,n)− zt,n
∥∥

2

, (2.57)

where EAEE(h̄(x̂t)) and EAEE(zt) are the AEEs on the measurement space of state
estimates and measurements, respectively, defined by

EAEE(h̄(x̂t)) =
1

N

N∑
n=1

∥∥h̄(xt,n)− h̄(x̂t,n)
∥∥

2
,

EAEE(zt) =
1

N

N∑
n=1

∥∥h̄(xt,n)− zt,n
∥∥

2
.

The MERF can also be defined in terms of the RMSE. In [61], one is however
discouraged to do so. Alternatively, the usage of the GAE is suggested. We will not
discuss this matter any further but continue with the track covariance consistency.

The track covariance consistency is an important measure for the evaluation of
the covariance estimates of a tracker, i.e. to check its self-assessment. We introduce
two measures in this regard. For details see [4]:

fIn [61] the term estimate-measurement error ratio (EMER) is used instead of MERF which
is employed in [60].
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• Normalized Estimation Error Squared (NEES)

εtm =
1

N t
m

Nt
m∑

n=1

(et,nm )T (P t,n
s )−1 et,nm , (2.58)

where P t,n
s is the tracker’s covariance estimate for the state estimate x̂t,ns ,

and et,nm is the error vector as defined in (2.50).

• Normalized Innovation Squared (NIS)

ζts =
1

N t
s

Nt
s∑

n=1

(∆zt,nr,s )T (St,ns )−1 ∆zt,nr,s , (2.59)

where ∆zt,nr,s is the innovation for the assignment of measurement zt,nr to track
s, St,ns is the corresponding innovation covariance and N t

s is now redefined
to be the number of MC runs for which track s exists at scan time t.

For the interpretation of εtm and ζts we perform a χ2-test with NEES and NIS
used as test statistics. We therefore postulate the hypothesis H0 that for a lin-
ear Gaussian tracking model the state estimation errors and innovations, respec-
tively, are consistent with the calculated covariances of the given filter. Under
H0, N t

mε
t
m and N t

sζ
t
s are chi-squared distributed with N t

mnx and N t
snz degrees of

freedom, where nx and nz are the dimensions of target states and measurements,
respectively. Hence, after calculating the two-sided confidence intervals for a given
probability p, we can check whether the values of NEES and NIS fall within their
confidence region, to either accept or discard H0. Note that for the evaluation of
NIS no true target states are required whereas NEES requires this knowledge.

While performing covariance consistency evaluations one always has to keep in
mind that a tracker can only be consistent if its model assumptions about e.g.
measurement and process noise match reality.

2.3.2 Unifying and Mathematical Rigorous Metrics for
Multi-Target Filters

The MoEs described in the previous section are commonly exercised in combi-
nation. Yet, the selection of different measures to be employed as well as their
aggregation into a single score often seem quite arbitrary. The same difficulty
arises when a well-founded way to assign true and estimated states has to be cho-
sen. Hence, a unifying approach was tried to be found in [36]. This approach
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attempts to define a mathematically rigorous metric to evaluate the distance be-
tween two sets of point objects. Within tracking, one of these sets is represented
by the true states for a given scan time and the other is the corresponding one
of estimated states. The metric defined in [36] is based on the Hausdorff metric
and called “multi-object Wasserstein distance”. As Schuhmacher et al. [111] found
some deficiencies in that metric, they introduced a new consistent metric for per-
formance evaluations of multi-object filters build on the Wasserstein distance. The
new metric is called “Optimal Subpattern Assignment” metric in [111] and corre-
sponds to the metric introduced in [112] for distributions of point processes. The
OSPA metric includes both an assignment of true and estimated target states tak-
ing cardinality errors into account and the evaluation of distances within the state
space.

For a multi-target state space F(X ), assume a set X t = {xt1, . . . , xtM} ∈ F(X )

of true target states at scan t and a set X̂ t = {x̂t1, . . . , x̂tN} ∈ F(X ) of target state
estimates. Their cardinalities are given as |X t| = M ∈ N0 and |X̂ t| = N ∈ N0,
respectively. Additionally, the existence of a base distance metric d(x, y) for two
elements within the state space, x, y ∈ X , is assumed. A cut-off distance is then
defined by d(c)(x, y) := min(c, d(x, y)) with c > 0. The set of permutations of
length l with elements taken from {1, 2, . . . , k} for any l, k ∈ N, l ≤ k is denoted
by Πk

l . For 1 ≤ p <∞ the OSPA measure d̄(c)
p on F(X ) of order p is defined by

d̄(c)
p (X t, X̂ t) =



[
1
N

(
min
π∈ΠNM

M∑
m=1

(
d(c)(xtm, x̂π(m))

)p
+ cp(N −M)

)]1/p

, if 0 < M ≤ N,

d̄
(c)
p (X̂ t, X t), if M > N > 0,

0, if M = N = 0.

(2.60)

A proof that d̄(c)
p (X t, X̂ t) is indeed a metric can be found in [111]. A discussion

on some theoretical properties of this metric is given in [112]. In practice, the
value of the OSPA measure can be calculated by solving an assignment problem,
e.g. using Munkres’ algorithm [10, 79]. The measure has two design parameters,
p and c. The value of p determines the ‘outlier sensitivity’. The most commonly
used values for p are p = 1 or p = 2. c marks the point at which one does no longer
distinguish whether true and estimated states are paired or declared as unassigned.
For a more thorough discussion on the OSPA metric see [111].

To evaluate the performance of an MTT filter within an MC analysis of N runs,
we build the average of the OSPA measure which approximates the mean OSPA
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(MOSPA):

Et,MOSPA :=
1

N

N∑
n=1

d̄(c)
p (X t,n, X̂ t,n) ≈ IE

[
d̄(c)
p (X t, X̂ t)

∣∣∣Zt
]
. (2.61)

In [97, 98], the OSPA metric is extended by the track identity. Hence, the
tracking results are no longer considered as independent point sets for each data
scan. Instead, the results of the whole tracking scenario are examined as a set of
target trajectories. In this way, a track label error is additionally included into the
OSPA metric which is thereupon referred to as “OSPA for tracks”. A preliminary
formulation for this metric is given in [97] and then refined in [98] ensuring that
the measure remains a metric in the mathematical sense.

For two labeled sets X t =
{

(xt1, l1), ..., (xtMt
, lMt)

}
∈ F(X × N) and X̂ t =

{(x̂t1, l̂1), ..., (x̂nt , l̂nt)} ∈ F(X × N), the base distance has to be altered to the
space X × N. Thus, for x̃ ≡ (x, l), ỹ ≡ (y, s) ∈ X × N the new base metric is
defined as

d(x̃, ỹ) =
(
d1(x, y)p

′
+ d2(l, s)p

′
)1/p′

, (2.62)

where d1(x, y) is an arbitrary distance metric on X , d2(l, s) an arbitrary metric
on N and 1 ≤ p′ < ∞. A reasonable choice for d1 is the distance metric induced
by the p′-norm: d1(x, y) := ‖x− y‖p′ . d2 can be defined as d2(l, s) = α(1 − δls),
where δls is the Kronecker delta and α ∈ [0, c]. It can be shown that using this
choice for d1 and d2, d as defined in (2.62) satisfies the axioms of a metric, i.e.
positive definiteness, symmetry and the triangle inequality [98]. Thus, using d as
base metric for the OSPA metric (2.60) yields a metric on F(X ×N). The metric
is sensitive to the choice of α. α = 0 results in the general OSPA metric ignoring
labeling errors. If a high value for α is chosen, the metric will always choose
the assignment for which the label coincide ignoring the location error almost
completely.

For the performance evaluations of tracking results, the estimated track labels
have to be determined adequately. This is done globally over all data scans in a
preprocessing step solving an assignment problem. The entries of the assignment
cost matrix suggested in [98] for the pairing of a true track s with an estimated
track m are:

c(s,m) =
T∑
t=1

[
est e

m
t min(∆,

∥∥xts − x̂tm∥∥2
) + (1− est) emt ∆ + est (1− emt ) ∆

]
,

=:
T∑
t=1

ct(s,m), (2.63)
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where T is the total number of data scans for a given scenario and elt = 1 if track
l ∈ {s,m} exists at time t and zero otherwise. The assignment λ∗ that results from
solving the assignment problem above meets the following optimality criterion:

λ∗ = arg min
λ∈ΠNM

M∑
s=1

c(s, λ(s)), (2.64)

for M ≤ N , where M , N are the total number of targets and tracks, respectively,
for the whole scenario. ForM < N , λ∗ solves λ∗ = arg minλ∈ΠMN

∑N
m=1 c(λ(m),m).

Estimated tracks that are assigned to a true track are given the label of the
true track, whereas unassigned estimated tracks are given a label different from
all true track labels. Note that for c = ∆ and p = 2, ct(s,m) corresponds to the
OSPA distance between X t

s and X̂ t
m, where

X t
s =

∅, if est = 0,

{(xts, ls)} , if est = 1,
(2.65)

and X̂ t
m is defined in analogy. For further details on the OSPA for tracks and

numerical examples see [98].

In [16] a generalization to the MOSPA metric called Generalized MOSPA (G-
MOSPA) is proposed. This measure also takes track labels into account. Instead
of assigning track labels in a preprocessing step of the metric evaluations as done
in [97, 98], global track labels are assigned in a post-processing step based on the
assignment results of the OSPA metric. Hence, a track always obtains the label
of the target it has mostly been associated with by the OSPA metric. However,
this approach can yield several tracks with the same track label that might even
exist at the same time. Another flaw of the measure described in [16] is that it is
no longer a metric in the mathematical sense. Thus, we will not consider it any
further.

Whether labeling errors play a role in the evaluation of tracking results depends
on the tracking situation at hand. Sometimes only localization and cardinality of
targets are of importance but their identity is not. Actually, the basic concept of
multi-target tracking with RFSs relies on the irrelevance of target identities. In
[32] a tracking example is discussed where track labels are superfluous.



Chapter 3

The Expectation-Maximization
Algorithm

The EM algorithm is the standard numerical optimization method applied to the
PMHT model. We thus first introduce the EM algorithm in general in this chapter
before we start with the description of the PMHT problem, the application of EM
for that context and possible alternatives or accelerations later.

The EM algorithm is introduced in [20] as a general approach to the iterative
computation of ML estimates when the observations can be viewed as incomplete
data. In [38, 58, 59] the EM algorithm is said to be a special case of the more gen-
eral framework of optimization transfer using surrogate objective functions. The
name MM algorithms is given to this class of optimization methods in [37]. MM
stands for “majorize-minimize” or “minorize-maximize” depending on the optimiza-
tion context. These algorithms do not necessarily involve the notion of incomplete
or missing data and rely less on statistical principles. The question whether the
MM framework is really a generalization of EM or in fact any MM algorithm might
be expressed as an EM algorithm is raised in [77] but not finally answered. We will
not discuss this matter any further but introduce the EM algorithm in its original
form as we are especially interested in a statistical application where missing data
is involved.

3.1 ML Estimation for Missing Data

We start with the basic model assumption of ML estimation for missing data as
the EM algorithm is tailored to that context:

39
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• Let (Ω,A,P) be a probability space. Given two random variables X : Ω →
Rm and Y : Ω → Rn, m ≥ n, let D := {X(ω) : ω ∈ Ω} ⊂ Rm, O :=

{Y (ω) : ω ∈ Ω} ⊂ Rn denote the corresponding data and observation space,
respectively.

• We assume that the density functions are given in terms of a parametric
model with parameter space Φ ⊆ Rn. Denote the probability density func-
tions by fXφ and gYφ , respectively.

• We may think of x ∈ D as the complete data and y ∈ O as the observed or
incomplete data. In special cases, this is indicated by writing D = O × M,
x = (y, z), where z ∈ M is interpreted as missing data. This can also be
expressed by a “many-to-one”-mapping ` : D→ O, `(x) := y. More generally,
given the observed data y, the unknown complete data is only known to be
in the subset of D given by {x ∈ D : y = `(x)} =: `−1(y), the preimage of `.
In particular, `−1(y) is assumed to be uniformly bounded for any observation
y ∈ O.

• The relation between observed and complete data (in terms of their PDFs
fXφ and gYφ , respectively) can be written as

gYφ (y) =

∫
`−1(y)

fXφ (x) dx. (3.1)

• Furthermore, let hX|Yφ denote the conditional density of the complete data x
given the observation y, i.e.,

h
X|Y
φ (x|y) :=

fXφ (x)

gYφ (y)
, x ∈ `−1(y), (3.2)

for gYφ (y) 6= 0. Note that by definition we have
∫
`−1(y)

h
X|Y
φ (x|y) dx = 1 and

this normalization will be used frequently in the sequel.

One approach to “fill in” the missing data is to use an estimate φ̂ for the unknown
parameter φ given the observation y and then use φ̂ to retrieve some statistics for
the unknown full data x. One option for φ̂ is a standard ML estimate, i.e.,

φ̂ML = arg sup
φ∈Φ

gYφ (y). (3.3)
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3.2 Basic Ideas of the EM Algorithm

In comparison to other standard methods for solving the maximum likelihood
problem (3.3), such as Newton’s Method, the EM algorithm does not require sec-
ond derivatives to be calculated or approximated. Not even the gradient or the
function value itself of the objective function have to be evaluated explicitly. In-
stead it establishes a relationship of the ML estimation of φ from gYφ (y) to the
ML estimation of φ from the complete data x and its associated family fXφ (x).
Therefore, with each iteration of the algorithm, an expectation step (E-step) and
a maximization step (M-step) is carried out. These two steps are responsible for
the algorithm’s name and consist of the following:

E-step: Find the conditional expectation of the “missing data” given the ob-
served data and parameter estimates from the last iteration.

(The term “missing data” used here does not necessarily refer to missing values
themselves but to their functions appearing in the complete data log-likelihood:
log fXφ (x))

M-step: Perform a maximum likelihood estimation of φ from fXφ (x) just as if
there were no “missing data”, by its expected value calculated in the E-step.

The precise definitions of those two steps as well as the underlying theory are
given in Section 3.3. The following simple example will only illustrate the general
ideas of the algorithm.

Example for the EM Algorithm
Two independent Bernoulli experiments with probabilities p ∈ (0, 1) and q ∈ (0, 1)

for success (value 1) and probabilities 1 − p and 1 − q for failure (value 0) are
carried out n times in a row. This results in 2n independent random variables
X1 = (X1

1 , . . . , X
1
n), X2 = (X2

1 , . . . , X
2
n), with X1

i ∼ Bin(1, p), X2
i ∼ Bin(1, q):

Xj
i : Ω→ {0, 1} ,

Xj
i (ω) =

{
1, for success,
0, for failure.

Thus, a realization x of X decomposes into x = (x1, x2), where xj = (xji )1≤i≤n,
for j = 1, 2. The probabilities p and q are unknown parameters that are to be esti-
mated. The values of these 2n random variables Xj

i can however not be perceived
individually. Only the joint results of the two experiments for each of the n joint
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trials are observed. Hence, the observed data consist of the values of the n random
variables Y = (Y1, . . . , Yn) with

Yi : Ω→ {0, 1, 2} ,

Yi(ω) =


0, both experiments fail,
1, one experiment is successful,
2, both experiments are successful.

Hence, a realization y of Y decomposes into y = (y1, . . . , yn). The incomplete
data specification for the observed data y is

gY(p,q)(y) = P(p,q)(Y = y) = (pq)n
y
2 [(1− p)(1− q)]n

y
0 [p(1− q) + (1− p)q]n

y
1 ,

where nyl = # {yi = l : 1 ≤ i ≤ n} , for l = 0, 1, 2. The complete data consist of the

2n random variables X = (X1, X2) with the following relation to the incomplete
data Y :

` : R2n → Rn

x = (x1, x2) 7→ `(x1, x2) = x1 + x2 = y

The complete data specification is

fX(p,q)(x) = P(p,q)(X = x) = pn1(1− p)n−n1qn2(1− q)n−n2 ,

where nj = #
{
xji = 1 : 1 ≤ i ≤ n

}
, for j = 1, 2. To be able to handle estimates

(xji )
(k) in [0, 1] rather than in {0, 1} we rewrite:

n1 =
n∑
i=1

x1
i , n2 =

n∑
i=1

x2
i =

n∑
i=1

(yi − x1
i ).

The objective of the EM algorithm is to obtain ML estimates of p and q for
a given observation y. Therefore, starting from the initial values (p(0), q(0)) an
expectation step followed by a maximization step are performed iteratively until
convergence is achieved. The expectation step estimates the needed statistics of
the complete data x, given the observed data y. In this example the expectation
step can be considered as an attempt of assigning the individual parts of the n joint
outcomes of y to the variables xji from which they originate. The maximization
step uses these estimated statistics as if they were observed and estimates p and q
by maximum likelihood estimation from the complete data likelihood.

This yields the following definition of the EM iteration (p(k), q(k))→(p(k+1), q(k+1))

for the example of the Bernoulli experiments:
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E-step: for i = 1, . . . , n do

(x1
i )

(k) = IE(p(k),q(k))

[
x1
i |y
]

=


1 , for yi = 2,

0 , for yi = 0,
p(k)(1−q(k))

p(k)(1−q(k))+(1−p(k))q(k) , for yi = 1,

n
(k)
1 =

n∑
i=1

(x1
i )

(k), n
(k)
2 =

n∑
i=1

(yi − (x1
i )

(k)).

M-step:

(p(k+1), q(k+1)) = arg max
(p,q)∈(0,1)2

IE(p(k),q(k))

[
log fX(p,q)(x)

∣∣ y]
= arg max

(p,q)∈(0,1)2

{
n

(k)
1 log p+ (n− n(k)

1 ) log(1− p) + n
(k)
2 log q

+(n− n(k)
2 ) log(1− q)

}

⇒ p(k+1) =
n

(k)
1

n
, q(k+1) =

n
(k)
2

n
.

For varying observed data y the functions gY(·,·)(y) : (0, 1)2 → R can be quite
different with a changing number of maximal points. This influences the conver-
gence of the EM algorithm considerably. For the following examples, n is chosen
to equal 8, i.e., the two Bernoulli experiments are repeated 8 times. The EM al-
gorithm is then used to determine the ML estimates for different observed data y.
The algorithm is stopped, if the parameter changes of p and q in two consecutive
iterations are both less than a given value eps = 1 · 10−5.

Example 3.1. y = (0, 2, 1, 0, 1, 2, 1, 2)

Then: n0 = 2, n1 = 3, n2 = 3.
Figure 3.1(a) shows the graph of the function

h(p, q) := g(p,q)(y) = (pq)3 [(1− p)(1− q)]2 [p(1− q) + (1− p)q]3

on [0, 1]2. gY(p,q)(y) has to be maximized with respect to p and q. As it can already
be guessed from the figure, there is one global maximum at (p∗, q∗) ≈ (0.56, 0.56).
This global maximum is obtained by the algorithm for any initial value (p(0), q(0)) ∈
(0, 1)2. The numbers of iterations needed until convergence is reached are moderate.
They vary slightly dependent on the chosen initial values as shown in Figure 3.1(b).
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(a) Graph of h(p, q) := gY(p,q)(y).
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(b) Number of Iterations for different initial
values and eps = 10−5.

Figure 3.1: EM example for y = (0, 2, 1, 0, 1, 2, 1, 2) and (p, q) ∈ [0, 1]2.

Example 3.2. y = (2, 1, 1, 0, 1, 0, 1, 2)

Thus: n0 = 2, n1 = 4, n2 = 2.
Figure 3.2(a) shows the graph of the function

h(p, q) := gY(p,q)(y) = (pq)2 [(1− p)(1− q)]2 [p(1− q) + (1− p)q]4

on [0, 1]2.

0
0.2

0.4
0.6

0.8
1

0

0.5

1
0

1

2

3

x 10
−4

(a) Graph of h(p, q) := gY(p,q)(y).
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(b) Number of Iterations for different initial
values and eps = 10−5.

Figure 3.2: EM example for y = (2, 1, 1, 0, 1, 0, 1, 2) and (p, q) ∈ [0, 1]2.

Again, there is only one global maximum at (p∗, q∗) = (0.5, 0.5). The EM
algorithm converges to that maximum for any initial value (p(0), q(0)) ∈ (0, 1)2.
However, the convergence is extremely slow for nearly all initial values (see Fig-
ure 3.2(b)). This is due to the very flat region around the maximum which would
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also cause other ascent methods to converge slowly. Furthermore, the slow con-
vergence and the small steps involved cause trouble to the stopping criterion. The
iterations mostly stop being still far away from the optimal point. How far away the
final parameter values remain from to the optimal point depends on eps. For the
value eps = 1 ·10−5 most iterations stop at values around (p, q) ≈ (0.5136, 0.4864).

Example 3.3. y = (1, 0, 1, 1, 1, 2, 1, 1)

Hence: n0 = 1, n1 = 6, n2 = 1.
Figure 3.3(a) shows the graph of the function

h(p, q) := gY(p,q)(y) = (pq) [(1− p)(1− q)] [p(1− q) + (1− p)q]6

on [0, 1]2.
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(a) Graph of h(p, q) := gY(p,q)(y).
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(b) Convergence to the different stationary
points contingent on the initial value.
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values and eps = 10−5.

Figure 3.3: EM example for y = (2, 1, 1, 0, 1, 0, 1, 2) and (p, q) ∈ [0, 1]2.
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There are three stationary points: two global maxima at (p∗, q∗) ≈ (0.85, 0.15)

and (p, q) ≈ (0.15, 0.85) and one saddle point at (p, q) = (0.5, 0.5). Depending on
the initial value (p(0), q(0)) ∈ (0, 1)2 the EM algorithm converges to any of the three
stationary points. Convergence to the saddle point, however, does only happen
rarely for a few special initial values. Figure 3.3(b) illustrates for which initial
points the EM algorithm converges to which stationary points. At this, the EM
algorithm always converges to that stationary point which is marked with the same
color as the initial value of the iterations. The number of iterations needed by
the algorithm until convergence is reached is generally small here, as shown in
Figure 3.3(c).

The symmetry of the maxima in this example is due to the fact, that the labels
of the Bernoulli experiments can be interchanged without altering the value of the
likelihood function. Thus, if (p̂, q̂) are the parameter values for a local maximum
of g(p,q)(y), (q̂, p̂) will as well represent a local maximum. This corresponds to the
identifiability problem of the parameters of finite mixture models, when some com-
ponents belong to the same parametric family (see [75]). The lack of identifiability
of the parameters can easily be overcome by imposing the constraint p ≥ q.

The above example, although quite simple, already shows a lot of important
features of the EM algorithm. For all realizations, the same modeling is assumed,
they only differ in the observed data. Nevertheless, their convergence properties are
quite different as well as the number and characteristics of stationary points. The
example thus hints that in general it is not possible to predict the total number of
maxima of the likelihood function or the convergence speed a priori. Furthermore,
convergence to local maxima is always possible. The example was only meant to
serve as an introductory aside to illustrate the basic ideas of the EM algorithm. Its
properties are thus only touched shortly and will not be discussed in more detail
here. We will consider the general convergence properties of the EM algorithm
in-depth in Section 3.4, compare the properties with alternative algorithms and
acceleration methods in Chapter 6 and analyze the local convergence for the sample
application of PMHT in Section 7.1.2. The following sections will explain the
theoretic basis of the EM algorithm.

3.3 Derivation of the EM Algorithm

For the derivation of the EM algorithm we have a closer look at the density of
the missing data as it is given in (3.2). Taking the logarithm on both sides and
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denoting

`full(x;φ) := log fXφ (x), `obs(y;φ) := log gYφ (y), `miss(x|y;φ) := log h
X|Y
φ (x|y),

after reordering, the Equation (3.2) reads

L(φ) := Lmd(φ) := `obs(y;φ) = `full(x;φ)− `miss(x|y;φ). (3.4)

This decomposition has a useful interpretation. If we aim at maximizing gYφ (y)

(or its log `obs(y;φ), i.e., the log-likelihood Lmd in the missing data-case) w.r.t. φ,
we can hope that `full(x;φ) can relatively easily be maximized w.r.t. φ and can
be used as an approximation for L(φ). Taking expectations on both sides over
the conditional density of the complete data x given the observed data y with an
arbitrary parameter value ψ ∈ Φ, yieldsa

L(φ) = Q(φ, ψ) − H(φ, ψ), (3.5)

where

Q : Φ× Φ→ R, (3.6)

Q(φ, ψ) := IE
(
`full(·;φ)

∣∣y, ψ) =

∫
`−1(y)

(
log fXφ (x)

)
h
X|Y
ψ (x|y) dx

and

H : Φ× Φ→ R, (3.7)

H(φ, ψ) := IE (`miss(·|y;φ)|y, ψ) =

∫
`−1(y)

(log h
X|Y
φ (x|y))h

X|Y
ψ (x|y) dx.

In fact, using the respective definitions and the integral normalization of the
PDF h

X|Y
φ , by (3.4) we get

Q(φ, ψ)−H(φ, ψ) =

∫
`−1(y)

(log fXφ (x)− log h
X|Y
φ (x|y))h

X|Y
ψ (x|y) dx

=

∫
`−1(y)

(log gYφ (y))h
X|Y
ψ (x|y) dx = L(φ)

∫
`−1(y)

h
X|Y
ψ (x|y) dx

= L(φ).

To obtain an iterative procedure for maximizing L(φ) we wish to compute an
updated estimate φ such that

L(φ) > L(φ(k)).

aIn the EM literature, the notation Q(φ|ψ) and H(φ|ψ) is often used. We avoid the vertical
bar here in order to avoid possible misunderstandings with conditional expectations, densities
etc.
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This can be achieved by maximizing the difference

L(φ)− L(φ(k)) =
[
Q(φ, φ(k))−Q(φ(k), φ(k))

]
−
[
H(φ, φ(k))−H(φ(k), φ(k))

]
,

with respect to φ.

Lemma 3.4. For any pair (φ, ψ) in Φ× Φ one has

H(φ, ψ) ≤ H(ψ, ψ),

with equality if and only if hX|Yψ (x|y) = h
X|Y
φ (x|y) almost everywhere.

Proof:

H(φ, ψ)−H(ψ, ψ) = IEψ

(
log

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y)

∣∣∣∣∣ y
)
≤ log

(
IEψ

(
h
X|Y
φ (x|y)

h
X|Y
ψ (x|y)

∣∣∣∣∣ y
))

= log

(∫
`−1(y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y)

· hX|Yψ (x|y) dx

)
= log

(∫
`−1(y)

h
X|Y
φ (x|y) dx

)
= 0,

where we used Jensen’s inequality for the second step and the fact that the integral

of a probability measure equals 1 in the last. Equality holds if and only if
h
X|Y
φ (x|y)

h
X|Y
ψ (x|y)

=

IEψ
(
h
X|Y
φ (x|y)

h
X|Y
ψ (x|y)

∣∣∣∣ y) almost everywhere, but IEψ
(
h
X|Y
φ (x|y)

h
X|Y
ψ (x|y)

∣∣∣∣ y) = 1.

From Lemma 3.4 it follows that

L(φ)− L(φ(k)) ≥ Q(φ, φ(k))−Q(φ(k), φ(k)),

or equivalently

L(φ) ≥ L(φ(k)) +Q(φ, φ(k))−Q(φ(k), φ(k)). (3.8)

Thus, L(φ) is bounded from below by the right-hand side of (3.8). Equality
holds at the current estimate φ = φ(k) so that any φ which increases the right-
hand side of (3.8) increases L(φ). The EM algorithm therefore chooses the next
iterate φ(k+1) such that φ(k+1) = arg maxφ

{
L(φ(k)) +Q(φ, φ(k))−Q(φ(k), φ(k))

}
=

arg maxφQ(φ, φ(k)). This yields the following definition of the EM algorithm:

Algorithm 3.5. (EM algorithm)
Given an initial guess φ(0) ∈ Φ, for k = 0, 1, 2, . . . do

(E) Compute Q(φ, φ(k));
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(M) Update φ(k) by computing a maximizer φ(k+1) of Q(φ, φ(k)) w.r.t. φ, i.e.,

φ(k+1) := arg max
φ∈Φ

Q(φ, φ(k)). (3.9)

The EM iteration φ(k) → φ(k+1) in (3.9) can be written as a fixpoint iteration
φ(k+1) = M(φ(k)) with

M : Φ→ Φ, (3.10)

M(φ) := arg max
ψ∈Φ

Q(ψ, φ).

Remark 3.6. If instead of the maximum likelihood estimate φ̂ML a maximum
a posteriori estimate φ̂MAP is desired, the EM algorithm can easily be modified.
Denoting the prior density of φ by p(φ) and the logarithm of the prior density
by G(φ), the MAP estimate is a parameter value φ̂MAP (y) ∈ Φ which maximizes
gYφ (y) · p(φ) given an observed y:

φ̂MAP (y) = arg max
φ∈Φ

gYφ (y) · p(φ). (3.11)

Hence, the EM algorithm has to maximize Q(φ, φ(k)) + G(φ) in the M-step of the
(k+1)-st iteration.

The described above formulation of the EM algorithm chooses φ(k+1) to max-
imize Q(φ, φ(k)) with respect to φ. If this is relaxed to the requirement of only
increasing Q(φ, φ(k)) such that Q(φ(k+1), φ(k)) ≥ Q(φ(k), φ(k)) one obtains the so
called Generalized Expectation-Maximization (GEM) algorithm. The GEM al-
gorithm is used especially in cases where the maximization step is difficult to
perform.

Definition 3.7. An iterative algorithm with a mapping φ 7→ M(φ) from Φ to Φ

such that each step φ(k) → φ(k+1) is defined by

φ(k+1) = M(φ(k)) where Q(M(φ), φ) ≥ Q(φ, φ)

for every φ in Φ is called a Generalized Expectation-Maximization algo-
rithm.

In order to shorten the notation, we abbreviate for any F : Φ × Φ → R with
F (·, ψ) ∈ C1(Φ), ψ ∈ Φ,

D10F (φ̃, ψ) :=
∂

∂φ
F (φ, ψ)|φ=φ̃, φ, ψ, φ̃ ∈ Φ,
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with obvious extensions to other partial derivatives. Note that we interpretD10F ∈
RP as well as ∂

∂φ
F ∈ RP as a column vector. Moreover, we set

C10(Φ) := {F ∈ C(Φ× Φ) : D10F ∈ C(Φ× Φ)},

again with (almost) obvious extensions to other partial derivatives. As an example,
we just note that D11F (φ̃, ψ̃) := ∂

∂ψ
∂
∂φ
F (φ, ψ)|φ=φ̃,ψ=ψ̃ and C11(Φ) accordingly.

The following theorem states an important property of the EM algorithm, that
can be derived from Equation (3.5) and Lemma 3.4.

Theorem 3.8 (Equality of derivatives of L and Q).
If L(φ) and Q(φ, ψ) are both partially differentiable with respect to φ and ψ is an
interior point of the parameter domain Φ, their partial derivatives in the point
φ = ψ are the same, i.e.

∇L(ψ) = D10Q(ψ, ψ). (3.12)

Proof: As we know from Equation (3.5) that L(φ) = Q(φ, ψ) − H(φ, ψ), for the
partial derivatives w.r.t. φ it holds that

∇L(φ) = D10Q(φ, ψ)−D10H(φ, ψ).

To obtain the Equality (3.12) in the point φ = ψ the partial derivatives of
H(φ, ψ) with respect to its first component thus have to equal zero for that point.
To show that this is true we consider the difference quotients from the right and
from the left for each component φi, i = 1, . . . , n with h > 0 and ψ ± h ei ∈ Φ:

H(ψ, ψ)−H(ψ ± h ei, ψ)

±h
. (3.13)

Since we know from Lemma 3.4 that for any pair (φ, ψ) in Φ × Φ, H(φ, ψ) ≤
H(ψ, ψ) the numerator of (3.13) is always greater or equal zero. In the first case
the difference quotients are hence greater or equal zero and less or equal zero in
the second. Since the differentiabilities of L and Q imply the differentiability of H,
H(φ, ψ) is partially differentiable w.r.t. its first argument. The difference quotients
in the point φ = ψ hence have to converge to the same value for h → 0, which
consequently has to be zero. As this holds true for all components φi, i = 1, . . . , n,
we know that D10H(ψ, ψ) = 0.
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3.4 Properties of the (G)EM Algorithm

In this section general properties and the convergence of the (G)EM algorithm
are analyzed. We therefore summarize the results that have been discussed in
[20, 63, 139] and complement them by our own examinations. Before we start
with the analysis, let us collect some general assumptions. Since we are concerned
with observed data, it is by no means a restriction to assume that X : Ω→ D and
Y : Ω → O, where D ⊂ Rm, O ⊂ Rn are bounded and closed domains (one may
think of an observation window). Consequently, we have that fXφ : D → R+

0 . For
later convenience, let us specify our general assumptions.

Assumption A. Let fXφ : D → R+
0 , D ⊂ Rm compact, be a probability density

function such that

(A1) fXφ (x) > 0 for all x ∈ D;

(A2) fXφ (x) ∈ C1(Φ) for all x ∈ D;

(A3) ∂
∂φ
fXφ ∈ L∞(D).

Remark 3.9. Since D is assumed to be compact, (A1) implies the existence of a
R 3 f−φ > 0 such that

fXφ (x) ≥ f−φ > 0, x ∈ D.

Obviously, Assumption A is a general assumption on the model for the full data.
We will also pose the following assumption on the observations.

Assumption B. For any given observation y = Y (ω), ω ∈ Ω, let `−1(y) ⊂ D ⊂
Rm be a set of positive measure.

Remark 3.10. Assumption B implies that gYφ (y) > 0 for all y ∈ O.

Assumption B excludes such observations that cannot be associated to data in
a meaningful way. Since any data processing includes a pre-selection of meaningful
data, this is no restriction at all in practice. Sometimes we need more regularity
which is reflected by the following assumption.

Assumption C. In addition to Assumptions A and B assume that fXφ (x) ∈ C2(Φ)

for all x ∈ D and ∂2

∂φ2f
X
φ ∈ L∞(D).

Lemma 3.11. Let Assumptions A and B hold true. If fXφ (x) ∈ Ck(Φ), k ∈ N, for
all x ∈ D, then Q ∈ Ckk(Φ), L ∈ Ck(Φ) and H ∈ Ckk(Φ).
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Proof: Firstly, note that

Q(φ, ψ) =
1

gYψ (y)

∫
`−1(y)

fXψ (x) log fXφ (x) dx.

By assumption, we have gYψ (y) 6= 0 and fXφ (x) > 0, by (3.1) and Remark A.2
we have gYψ (y) ∈ Ck(Φ) so that Q is a combination of Ck-functions w.r.t. φ and ψ.
By definition, we have for a given y ∈ O that L(φ) = log gYφ (y). By Assumption
B, it holds that gYφ (y) > 0 so that L inherits its regularity w.r.t. φ from those of
fXφ . With the same reasoning and Assumption B we get hX|Yφ (x|y) 6= 0 so that H
is a combination of Ck-functions.

For later reference, let us collect some basically straightforward facts. We start
by showing some relations for derivatives.

Lemma 3.12. Let φ ∈ Φ and let Assumptions A and B hold true.

(a) ∇L(φ) = D10Q(φ, ψ)−D10H(φ, ψ) for all ψ ∈ Φ.

(b) If in addition fXφ (x) ∈ C2(Φ) for all x ∈ D, we have for all ψ ∈ Φ that
∇2L(φ) = D20Q(φ, ψ)−D20H(φ, ψ).

(c) D01Q(φ, ψ) = D01H(φ, ψ) for all ψ ∈ Φ.

(d) We have ∇L(φ(k+1)) = −D10H(φ(k+1), φ(k)) for the EM iterates φ(k).

(e) D11H(φ, ψ) = D11Q(φ, ψ) for all ψ ∈ Φ.

Proof: (a) and (b) follow directly from Lemma 3.11 and (3.5) by differentiating
w.r.t. φ and (c) by differentiating w.r.t. ψ. By definition of the M-step we have
D10Q(φ(k+1), φ(k)) = 0 so that (d) is a consequence of (a) using φ = φ(k+1) and
ψ = φ(k). Finally, (e) follows from (c).

Lemma 3.13. Let Assumption C hold true, then D11H(φ, φ) = −D20H(φ, φ) for
all φ ∈ Φ.

Proof: By Corollary A.8, we get for φ, ψ ∈ Φ that

D10H(φ, ψ) =
∂

∂φ

∫
`−1(y)

(
log h

X|Y
φ (x|y)

)
h
X|Y
ψ (x|y) dx (3.14)

=

∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y) dx (3.15)
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and consequently by Lemma A.9 with q = ∂
∂φ
h
X|Y
φ (h

X|Y
φ )−1

D11H(φ, ψ) =

∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

( ∂

∂ψ
h
X|Y
ψ (x|y)

)T
dx,

D20H(φ, ψ) =

∫
`−1(y)

(
∂2

∂φ2h
X|Y
φ (x|y)

)
h
X|Y
φ (x|y)−

(
∂
∂φ
h
X|Y
φ (x|y)

)2

(h
X|Y
φ (x|y))2

h
X|Y
ψ (x|y) dx, b

where the second statement is implied by Lemma A.10. This implies by Corollary
A.5 that

D20H(φ, φ) =

∫
`−1(y)

( ∂2

∂φ2
h
X|Y
φ (x|y)

)
dx−

∫
`−1(y)

(
∂
∂φ
h
X|Y
φ (x|y)

)2

h
X|Y
φ (x|y)

dx

=
∂2

∂φ2

∫
`−1(y)

h
X|Y
φ (x|y) dx−D11H(φ, φ) = −D11H(φ, φ)

since
∫
`−1(y)

h
X|Y
φ (x|y) dx = 1.

Corollary 3.14. Under the assumptions of Lemma 3.13, we have D20H(φ, φ) =

−D11Q(φ, φ).

Proof: By Lemma 3.11 we have that Q ∈ C11(Φ). Then the claim follows directly
from Lemma 3.13 and Lemma 3.12 (e).

Lemma 3.15. Let Assumptions A and B hold true. Then, for φ ∈ Φ

(a) D10H(φ, φ) = 0.

(b) If φ(k) → φ∗ and φ∗ is a critical point of L, we have D10Q(φ∗, φ∗) = 0.

Proof: By definition and Corollary A.8, we obtain for φ, ψ ∈ Φ

D10H(φ, ψ) =
∂

∂φ
H(φ, ψ) =

∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y) dx.

This implies by Lemma A.4 D10H(φ, φ) =
∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y) dx = 0. Hence, (a)

is proven. Finally, (b) follows from Remark 3.8 by passing to the limit φ→ φ∗.

We now continue with the convergence results known from literature [20, 63,
139].

bWe use the notation (·)2 := (·)(·)T .
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Theorem 3.16. For every GEM algorithm:

L(M(φ)) ≥ L(φ) for all φ ∈ Φ,

where equality holds if and only if both

Q(M(φ), φ) = Q(φ, φ) and h
X|Y
M(φ)(x|y) = h

X|Y
φ (x|y)

almost everywhere.

Proof:

L(M(φ))− L(φ) = [Q(M(φ), φ)−Q(φ, φ)]︸ ︷︷ ︸
≥0 (Def. 3.7)

+ [H(φ, φ)−H(M(φ), φ)]︸ ︷︷ ︸
≥0 (Lemma 3.4)

≥ 0.

Corollary 3.17. Let Assumptions A and B hold true and fXφ (x) ∈ C1(Φ). If the
EM algorithm reaches a fixpoint for some φ(k), φ(k) must be a stationary point of L.
This follows from (3.8), the differentiability in the point φ = φ(k) of both sides due
to Lemma 3.11 and the fact that equality holds at the current estimate φ = φ(k).

Corollary 3.18. Suppose for some φ∗ ∈ Φ, L(φ∗) ≥ L(φ) ∀φ ∈ Φ. Then for every
GEM algorithm we have

(a) L(M(φ∗)) = L(φ∗),

(b) Q(M(φ∗)|φ∗) = Q(φ∗|φ∗),

(c) hX|YM(φ∗)(x|y) = h
X|Y
φ∗ (x|y) almost everywhere.

Corollary 3.19. Suppose for some φ∗ ∈ Φ, L(φ∗) > L(φ) for all φ ∈ Φ such that
φ 6= φ∗. Then for every GEM algorithm:

M(φ∗) = φ∗.

Remark 3.20. Theorem 3.16 implies that for each iteration of a GEM algorithm
L(φ) is nondecreasing and strictly increasing if Q is strictly increased by M(φ).
For a bounded sequence L(φ(k)) this results in monotone convergence to some L∗.
Corollaries 3.18 and 3.19 imply that an ML estimate of φ is a fixpoint of a GEM
algorithm.

Theorem 3.21. Let Assumptions A and B hold true and fXφ (x) ∈ C1(Φ). Suppose
a sequence of GEM iterates φ(k), k = 0, 1, . . . are such that
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(a) φ(k) converges to φ∗,

(b) ∂
∂φ
Q(φ, φ(k))|φ=φ(k+1) = 0.

Then ∇L(φ∗) = 0, so that if
{
φ(k)
}
k≥0

converges, the sequence converges to a
stationary point of L.

Proof: By Lemma 3.12 (d) we have

∇L(φ(k+1)) = −D10H(φ(k+1), φ(k))

= − ∂

∂φ

∫
`−1(y)

[
log h

X|Y
φ (x|y)

]
h
X|Y
φ(k) (x|y) dx

∣∣∣∣
φ=φ(k+1)

= −
∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y)|φ=φ(k+1)

h
X|Y
φ(k+1)(x|y)

h
X|Y
φ(k) (x|y) dx,

where we used Corollary A.8 to interchange the order of differentiation and inte-
gration in the last step. This term converges to

∇L(φ∗) = −
∫
`−1(y)

∂

∂φ
h
X|Y
φ (x|y)

∣∣
φ=φ∗

dx.

Interchanging the order of integration and differentiation using Lemma A.9, the
right-hand side is zero since

∫
`−1(y)

h
X|Y
φ (x|y) dx = 1.

In [139] a quite extensive analysis for the EM algorithm, especially concerning
its global convergence properties, is conducted. To give a complete overview on
the EM algorithm the main results are stated by the Theorems 3.22 to 3.26. Their
proofs and further discussion of special cases can be found in [139]. The follow-
ing assumptions are made in [139] throughout the convergence analysis. These
assumptions will be made for the rest of this section as well:

1. The parameter space Φ is a subset in Rn.

2. Φφ(0) :=
{
φ ∈ Φ | L(φ) ≥ L(φ(0))

}
is compact for any φ(0) with L(φ(0)) >

−∞.

3. L is continuous in Φ and differentiable in the interior of Φ.

As a consequence of 1. - 3.
{
L(φ(k))

}
k≥0

is bounded from above for any φ(0) ∈ Φ.
Hence, L(φ(k)) converges to some L∗ (see Remark 3.20).

Furthermore, the following sets are defined:

• M := set of local maxima in the interior of Φ.
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• S := set of stationary points in the interior of Φ.

Theorem 3.22. If the continuity condition holds, namely

Q(ψ, φ) is continuous in both ψ and φ, (3.16)

then, for any instance
{
φ(k)
}
k≥0

of an EM algorithm the limit points are stationary
points of L and L(φ(k)) converges monotonically to L∗ = L(φ∗) for some stationary
point φ∗.

Theorem 3.23. If Q(ψ, φ) is continuous in both ψ and φ, and

sup
φ′∈Φ

Q(φ′, φ) > Q(φ, φ) for any φ ∈ S \M , (3.17)

the limit points for any instance
{
φ(k)
}
k≥0

of an EM algorithm are local maxima
of L and L(φ(k)) converges monotonically to L∗ = L(φ∗) for some local maximum
φ∗.

Theorem 3.24. Let
{
φ(k)
}
k≥0

be an instance of a GEM algorithm satisfying

(a) the continuity condition (3.16) and

(b) L(φ(k+1)) > L(φ(k)) for all φ(k) 6∈ S (resp. M ).

If, in addition,
∥∥φ(k+1) − φ(k)

∥∥ → 0 as k → ∞ and the set of stationary points
(local maxima) with a given L value is discrete, φ(k) converges to a stationary point
(local maximum).

The condition (3.17) as well as the conditions of Theorem 3.24 are typically
hard to verify but hold true for some special cases (see [139]).

Theorem 3.25. Let
{
φ(k)
}
k≥0

be an instance of a GEM algorithm satisfying the
conditions (a) and (b) of Theorem 3.24. If, in addition, there exist no two different
stationary points (local maxima) with the same value L, then φ(k) converges to a
stationary point (local maximum).

Theorem 3.26. Let
{
φ(k)
}
k≥0

be an instance of a GEM algorithm with the ad-
ditional property D10Q(φ(k+1), φ(k)) = 0. Suppose D10Q(φ′, φ) is continuous in φ

and φ′. Then φ(k) converges to a stationary point φ∗ with L(φ∗) = L∗, the limit of
L(φ(k)), if either

(a) L (L∗) := {φ ∈ Φ|L(φ) = L∗} = {φ∗}, or

(b)
∥∥φ(k+1) − φ(k)

∥∥→ 0 as k →∞ and L (L∗) is discrete.
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Corollary 3.27. If L(φ) is unimodal in Φ with φ∗ being the only stationary point
and D10Q(φ′, φ) is continuous in φ and φ′, then for any EM sequence

{
φ(k)
}
k≥0

,
φ(k) converges to the unique maximizer φ∗ of L(φ).

We next note an important result concerning the local convergence of EM which
is known from literature [20, Theorem 4] and include a proof since our findings
slightly differ from those in [20].

Proposition 3.28. If Assumption C holds true and φ∗ ∈ Φ is a fixpoint of M ,
then

∇M(φ∗) = (D20Q(φ∗, φ∗))−1D20H(φ∗, φ∗). (3.18)

Proof: We start with the Taylor expansion for φ1, φ2 ∈ Φ, i.e.,

D10Q(φ2, φ1) = D10Q(φ∗, φ∗) +D20Q(φ∗, φ∗)(φ2 − φ∗)
+D11Q(φ∗, φ∗)(φ1 − φ∗) + o(‖φ1 − φ∗‖+ ‖φ2 − φ∗‖).

Let ψ(`) := φ∗ + h(`)e for h(`) ∈ R+, h(`) ↘ 0, ` → ∞, e ∈ Φ, ‖e‖ = 1, be an
arbitrary sequence converging to φ∗. Setting φ1 = ψ(`), φ2 = M(ψ(`)) and recalling
that D10Q(M(ψ(`)), ψ(`)) = 0 as well as D10Q(φ∗, φ∗) = D10Q(M(φ∗), φ∗) = 0 by
definition of the M-step yields

0 = D20Q(φ∗, φ∗)(M(ψ(`))− φ∗) +D11Q(φ∗, φ∗)(ψ(`) − φ∗)
+ o(‖ψ(`) − φ∗‖+ ‖M(ψ(`))− φ∗‖)

= D20Q(φ∗, φ∗)(M(ψ(`))−M(φ∗)) +D11Q(φ∗, φ∗)(ψ(`) − φ∗) + o(‖ψ(`) − φ∗‖).

Dividing by h(`), passing to the limit ` → ∞ and noting that e ∈ Φ, ‖e‖ = 1 can
be chosen arbitrarily yields

0 = D20Q(φ∗, φ∗)∇M(φ∗) +D11Q(φ∗, φ∗)

= D20Q(φ∗, φ∗)∇M(φ∗)−D20H(φ∗, φ∗),

where we have used Corollary 3.14 in the last step.

Remark 3.29. Let us briefly comment on the relationship of the above result to
[20, Theorem 4], which reads in our notation ∇M(φ∗)=D20H(φ∗,φ∗)D20Q(φ∗,φ∗)−1.

Thus, both statements coincide if and only if the two matrices D20H(φ∗, φ∗) and
D20Q(φ∗, φ∗)−1 are normal, which -at least in general- might not be the case.

From (3.18) it is clear that the rate of convergence depends directly on the ratio
of missing information to the complete information near a stationary point.
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General Statements on the EM algorithm
The following general statements on the convergence of the EM algorithm based
on practical experiences can be found in diverse literature on the EM algorithm
(see e.g. [20, 55, 63]):

• An advantage of the EM algorithm is its numerical stability, as the EM
algorithm leads to a steady increase in the likelihood function of the observed
data. Thus, the algorithm avoids wild overshooting or undershooting the
maximum of the likelihood function.

• Under fairly mild assumptions the EM algorithm is guaranteed to converge
to a stationary point of the likelihood function. In practice convergence to a
saddle point happens rarely. Convergence to a local maximum is more likely
to occur. This, however, is a problem common to most maximum likelihood
algorithms.

• The global maximum can usually be reached by starting the parameters
at good but suboptimal estimates or by choosing multiple random starting
points.

• Far away from the maximum likelihood point the EM algorithm typically
performs well.

• In a neighborhood of the optimal point, however, its convergence rate is often
low.

• The rate of convergence of the EM algorithm is closely related to the com-
plete and the missing information. The greater the proportion of missing
information, the slower the rate of convergence.

• If the information loss due to incompleteness is small, the algorithm con-
verges rapidly.

• The rate of convergence, however, can be painfully slow if a lot of data are
missing.

Several methods to speed up the convergence of the EM algorithm have been
proposed in literature, mainly based on direct optimization methods. Furthermore,
hybrid approaches have been suggested, that switch to a Newton or Quasi-Newton
(QN) method after performing several EM iterations or methods that perform
a switch based on estimated quantities that indicate that another algorithm is
more suitable in a given situation. Such alternatives and modifications of the EM
algorithm are discussed in detail in Section 6 and can be found in [55, 106, 107]
and the references therein.



Chapter 4

Probabilistic Multi-Hypothesis
Tracking

In this chapter we introduce the standard Probabilistic Multi-Hypothesis Tracking
approach together with a short analysis of the existing literature in that matter.
We point out some difficulties and problems whose solutions are analyzed thor-
oughly and improved in the subsequent chapters. Furthermore, we set the PMHT
approach into the context of the more recent multi-target tracking approaches
using random finite sets.

As a short annotation, we want to clarify our general language use concerning
PMHT. If we talk about the “PMHT context” or “PMHT problem” in the following
chapters, we refer to the tracking model described in Section 4.1.2, the maximiza-
tion problem (4.1) and their extensions, yet without having a specific algorithm in
mind that numerically solves the problem. Talking about the “PMHT algorithm”
we relate to the application of the EM algorithm to solve the maximization prob-
lem (4.1). We will mostly employ the notation used in the PMHT literature, but
later identify the properties with our notation used in Chapter 3.

4.1 The Original PMHT Algorithm

The original Probabilistic Multi-Hypothesis Tracking model, presented in [118,
119], represents a probabilistic approach to the measurement-to-track assignment
problem. Instead of strictly assigning measurements to tracks the probability that
a measurement belongs to each track is estimated using the method of Expectation-
Maximization. The data association model approach of PMHT thus belongs to
the Bayesian Data Association methods introduced in Section 2.1.2.

59
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In this section, we introduce the basic concept, the specific PMHT model and
the resulting algorithm, if EM is applied as numerical optimization method. Pos-
sible extensions and alternative tracking models that also allow for the application
of EM are discussed in Sections 4.2 and 4.2.6.

4.1.1 Basic Concept of the PMHT Algorithm

The PMHT model is based on a measurement batch, i.e., usually not only a single
measurement scan is used at a time but a finite number of successive measurement
scans. There are no constraints imposed on the number T > 1 of measurements
originated per target in each scan. Claiming an independence assumption across
the measurements on the measurement-target association process, the evaluation
of events with combinatorial complexity is avoided. The PMHT algorithm nei-
ther requires enumeration of measurement-to-track assignments nor pruning and
is hence computationally practical. The modifications made on the measurement
model convert a combinatorial problem into a continuous one and hence makes
ascent-based optimization possible.

The original formulation of PMHT yields a multi-target smoother for updating
tracks. It assumes the absence of clutter and a known and constant number of
targets whose track states have been initialized previously. Essentially, the PMHT
algorithm is a recursive algorithm for estimating assignment interference. This is
done in three interrelated steps:

1. The batch joint probability density function is marginalized (summed) over
the discrete measurement-to-track assignmentsK. This results in the PDF of
the measurements Z. (Dependence on the knowledge of particular outcomes
of K is removed, while the dependence on the distributional parameters of
K remains.)

2. The conditional density for the discrete variable K is computed from Bayes’
theorem by conditioning on the measurements Z and on the PMHT tar-
get state estimates computed in the last iteration. Hence, updated pos-
terior probabilities of measurement-to-track assignments for every pair are
obtained.

3. The target states for each target at each scan are estimated by maximization
of the marginal PDF using the posterior measurement-to-track assignment
probabilities calculated in 2.
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The above is only a vague description of the functioning of the PMHT algorithm.
The mathematical precise tracking model and the application of the EM algorithm
are described in the following.

4.1.2 Modeling of PMHT

The basic ingredients of the PMHT model and the notational conventions used
in this thesis are listed below. For completeness and facility of inspection some
notation that has already been introduced in Chapter 2 is briefly repeated:

• Assume that starting with an initial target state at time t = 0 we are aiming
at tracking M ∈ N objects over T time steps, t = 1, . . . , T . The state of
each object at a given time instance, can be described by an nx-dimensional
vector, nx ∈ N. All state information is collected in a vector

X := (X0, . . . , XT ), X t := (xt1, . . . , x
t
M), xtm ∈ X ⊂ Rnx ,

for 0 ≤ t ≤ T , 1 ≤ m ≤ M , where X ⊂ Rnx is the compact data space for
one object. The corresponding complete state space reads

X :=
T×
t=0

M×
m=1

X = X (T+1)M ⊂ RNX , NX := (T + 1) ·M · nx.

• The observed data is a measurement scan of the form

Z := (Z1, . . . , ZT ), Zt := (zt1, . . . , z
t
nt), ztr ∈ O ⊂ Rnz ,

for 1 ≤ t ≤ T , 1 ≤ r ≤ nt. Note that the number nt ∈ N of observa-
tions (measurements) at time t may differ from the number M of targets.
Moreover, the measurement dimension nz ∈ N may also differ from the state
dimension nx and O ⊂ Rnz is the compact observation window. The mea-
surement space is then given as

Z :=
T×
t=1

nt×
r=1

O = ONT ⊂ RNZ , NT :=
T∑
t=1

nt, NZ := NT · nz.

• Measurement assignments to target models read

K := (K1, . . . , KT ), Kt := (kt1, . . . , k
t
nt), ktr ∈ {1, . . . ,M},

where ktr = m means that the measurement ztr corresponds to object m,
1 ≤ m ≤M , 1 ≤ r ≤ nt, 1 ≤ t ≤ T . The assignment space then reads

K :=
T×
t=1

{1, . . . ,M}nt , NK := NT .
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The target states, measurements and assignments are assumed to be realizations
of the continuous random variables X : Ω 3 ω 7→ X = X(ω), Z : Ω 3 ω 7→ Z =

Z(ω) and the discrete random variable K : Ω 3 ω 7→ K = K(ω) on the probability
space (Ω,A,P). The probabilistic structure of the random variables X,Z and K
is assumed to be as follows:

• The target states of different objects are assumed independent from each
other and independent from the assignments. The assignment components
Kt are assumed to be independent from scan to scan. The measurement
scans Zt only depend on the target states and assignments at the current
time t.

• ϕ0
s denotes the a priori PDF for the initial state of target s. Assuming

independent target initialization
∏M

s=1 ϕ
0
s is the a priori PDF of X0.

• ϕts(x|x̃), 1 ≤ t ≤ T , denotes the transition density of target s at time t to
move from x̃ ∈ X to x ∈ X . The state process is an unobserved (hidden)
Markov process. Information about this process is indirectly obtained from
the measurements. The PDF of X t for t ≥ 1 conditioned on X t−1 under the
assumption of independent targets is P(X t|X t−1) =

∏M
s=1 ϕ

t
s(x

t
s|xt−1

s ).

• ζts(z|x), 1 ≤ t ≤ T , is the measurement PDF that z ∈ O at time t is origi-
nated from object s with state x ∈ X . The measurements within a scan are
assumed to be conditionally independent and identically distributed, when
conditioned on the collection of target states and measurement assignments.
The PMHT scan likelihood function for the measurements in scan Zt is hence
given by P(Zt|X t, Kt) =

∏nt
r=1 ζ

t
s(z

t
r|xts)|s=ktr .

• The probabilistic structure for K is provided as P(ktr(ω) = s) =: πts, πts ∈
[0, 1] for 1 ≤ t ≤ T , 1 ≤ r ≤ nt and 1 ≤ s ≤ M . The ktr are all independent
random variables, where πts denotes the (a priori) probability that a mea-
surement in scan Zt is assigned to target s. Thus, the discrete PDF of Kt

is P(Kt) =
∏nt

r=1 π
t
ktr
. We denote the “within-scan” measurement probability

vector by Πt := (πt1, . . . , π
t
M) and combine all assignment probabilities to

Π := (Π1, . . . ,ΠT ). The assignment probability space is

� :=
T×
t=1

M×
s=1

[0, 1] = [0, 1]TM , NΠ := T ·M.

The goal of the PMHT algorithm is to solve the joint parameter estimation
problem of target states and measurement-to-track assignment probabilities. This
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means that the target measurement probabilities Π and the parameter set X
defining the target and measurement distributions are to be estimated. For the
linear-Gaussian case (see Section 4.1.4), the target states themselves are these
parameters. In general, however, it might be necessary to distinguish between
state parameter estimates and state estimates. In the following, it is assumed
that X is the parameter set defining the target process and measurement PDF.
The optimization parameter X is assumed to be random. The PDFs of the initial
target states together with the Markov motion model PDFs constitute the prior
information P(X). The other optimization parameter Π is assumed non-random.
The randomness of the target state parameters renders the problem to be a hybrid
maximum a posteriori and maximum likelihood estimation which maximizes the
a posteriori PDF of the target state parameters conditioned on the measurement
batch and parametrized by the assignment probabilities:a

(Π̂, X̂) = arg max
(Π,X)∈�×X

P(Π)(X|Z) = arg max
(Π,X)∈�×X

P(Π)(X,Z), (4.1)

where the last equality is due to Bayes’ rule. The derivation of the density
P(Π)(X,Z) based on the above stated PMHT model assumptions is described in
the following. As the assignments K and the target states X are independent and
a conditional independence is assumed for the measurements Z, an appropriate
batch joint density is given in the form

P(Π)(X,Z,K) ≡ P(X,Z,K) = P(X)P(K)P(Z|X,K) (4.2)

=

{
M∏
ν=1

ϕ0
ν(x

0
ν)

}
T∏
t=1

{[
M∏
s=1

ϕts(x
t
s|xt−1

s )

]
nt∏
r=1

[
πtm ζ

t
m(ztr|xtm)

∣∣
m=ktr

]}
.

In [119], insight into the structure of P(X,Z,K) is enhanced by displaying
its conditional independence assumptions in a graphical format using a Bayesian
Inference Network (BIN). The marginal distribution over the discrete component
K of the PMHT likelihood function is then defined by

P(Π)(X,Z) ≡ P(X,Z) =
∑
K∈K

P(X,Z,K).

aA subscript is used whenever the dependence on a parameter is to be made explicit otherwise
it is omitted.
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The summation of the discrete variable K is the sum over all possible values of
K and therefore defined by

∑
K∈K

=
T∑
t=1

∑
Kt

≡
∑
K1

· · ·
∑
KT

,

where
∑
Kt

:=
nt∑
r=1

M∑
ktr=1

≡
M∑
kt1=1

· · ·
M∑

ktnt=1

.

Hence,

P(Π)(X,Z) =

{
M∏
ν=1

ϕ0
ν(x

0
ν)

}
T∏
t=1

{[
M∏
s=1

ϕts(x
t
s|xt−1

s )

]
nt∏
r=1

M∑
m=1

πtm ζ
t
m(ztr|xtm)

}
.

(4.3)

In (4.3) it becomes clear that the underlying conditional measurement inde-
pendence assumptions imply that πtm are the mixing proportions of the mixture
densities,

∑M
m=1 π

t
m ζ

t
m(ztr|xtm), modeling the scan measurements in scan Zt. This

explains the choice of the EM algorithm for calculating the ML estimate. For fur-
ther information on mixture models and the usage of the EM algorithm thereby
see [75].

4.1.3 Derivation of the PMHT Algorithm

For the derivation of the PMHT algorithm using the EM algorithm we have to
identify observed data, missing data, complete data, the relation between observed
and complete data and the parameter to be optimized:

• The observed data is obviously the measurement batch Z: y ≡ Z ∈ O ≡
Z, Y : Ω→ O, n = NZ .

• The missing data is the discrete random variable K: z ≡ K ∈ M ≡ K.

• The complete data hence includes Z and K: x ≡ (Z,K) ∈ D ≡ Z × K, X :

Ω→ D,m = NX .

• The relation between observed and complete data is given by `(Z,K) =

Z, `−1(Z)= {(Z,K) ∈ D : K ∈ K}.

• The parameter to be estimated consists of the random vector X and the
non-random vector Π: φ ≡ (Π,X) ∈ Φ ≡ �× X.
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We can already remark here, that for M > 0 and any observation batch Z with
NT > 0 the set `−1(Z) has positive counting measure. Thus, Assumption B is
met. The restrictions M > 0 and NT > 0 are without relevance in practice since
a multi-target tracking problem without measurements or tracks is irrelevant.

Next, we have to identify the PDFs of complete and observed data as well
as the conditional density of the complete data given the observed data. For a
better understanding and to avoid confusions due to the randomness of X and
the non-randomness of Π, we introduce new function variables for the PDFs that
are in accordance to the notation used for the EM algorithm in Chapter 3. For
convenience we omit the superscripts:

fXφ (x) ≡ f(Π,X)(Z,K) := P(X,Z,K).

We shortly note here that the domain D ≡ Z × K of f(Π,X) is compact as
the observation space O is compact and K is finite. Hence, Assumption A and
C of Chapter 3, Section 3.4 hold true for f(Π,X) whenever they hold true for all
individual initial state, transition and measurement densities. This is e.g. the case
for a linear Gaussian tracking model, where the individual densities are assumed
to be non-degenerated Gaussian PDFs which are restricted to the compact spaces
X ⊂ Rnx and O ⊂ Rnz , resp., and normalized such that their integrals over X or O,
resp., are unity. We consider the linear Gaussian PMHT in detail in Section 4.1.4.
Next, we get

gYφ (y) ≡ g(Π,X)(Z) := P(X,Z) =

∫
`−1(Z)

f(Π,X)(Z,K) d(Z,K) =
∑
K∈K

f(Π,X)(Z,K),

and finally

h
X|Y
φ (x|y) ≡ h(Π,X)(Z,K|Z) =

f(Π,X)(Z,K)

g(Π,X)(Z)
=

T∏
t=1

nt∏
r=1

πtktr ζ
t
ktr

(ztr|xtktr)∑M
m=1 π

t
m ζ

t
m(ztr|xtm)

=
T∏
t=1

nt∏
r=1

wtktr,r,

where the weights

wts,r :=
πts ζ

t
s(z

t
r|xts)∑M

m=1 π
t
mζ

t
m(ztr|xtm)

∈ [0, 1] (4.4)

can be interpreted as the a posteriori probabilities that a measurement ztr is as-
signed to the target s conditioned on all measurements and target states, i.e.,

wts,r = P(ktr(ω) = s|Z,X). (4.5)
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Here ktr(ω) denotes the corresponding component of the random variable K : Ω→
K. The log-likelihood function which is to be optimized with respect to Π and X

is then given by

L(Π,X) ≡ L(φ) = loggYφ (y) =

{
M∑
ν=1

log
(
ϕ0
ν(x

0
ν)
)}

+
T∑
t=1

{[
M∑
s=1

log
(
ϕts(x

t
s|xt−1

s )
)]

+
nt∑
r=1

[
log

(
M∑
m=1

πtmζ
t
m(ztr|xtm)

)]}
. (4.6)

The E- and M-step of the PMHT algorithm can now be written in the following
generic form. Both steps will be given in detail later.

E-step: Compute

Q(Π,X, Π̃, X̃) =

∫
`−1(Z)

(
log f(Π,X)(Z,K)

)
h(Π̃,X̃)(Z,K|Z) d(Z,K)

=
∑
K∈K

(
log f(Π,X)(Z,K)

)
h(Π̃,X̃)(Z,K|Z).

M-step: Find values Π̂ and X̂ for which holds:

(Π̂, X̂) = arg max
(Π,X)∈�×X

Q(Π,X, Π̃, X̃).

As h(Π̃,X̃)(Z,K|Z) is a probability measure for the discrete random variable K,
we have

∑
K∈K h(Π̃,X̃)(Z,K|Z) = 1. By setting the weights in (4.4) and (4.5) for X̃

as w̃ts,r := P(ktr(ω) = s|Z, X̃), we obtain∑
K∈Kts,r

h(Π̃,X̃)(Z,K|Z) = P(ktr(ω) = s|Z, X̃) = w̃ts,r, (4.7)

where Kts,r := {K ∈ K : ktr = s}. Using these identities we arrive at

Q(Π,X, Π̃, X̃) =
T∑
t=1

QΠt +
M∑
s=1

QXs , (4.8)

where

QΠt :=
nt∑
r=1

M∑
s=1

w̃ts,r log πts (4.8a)

QXs := log(ϕ0
s(x

0
s)) +

T∑
t=1

[
log(ϕts(x

t
s|xt−1

s )) +
nt∑
r=1

w̃ts,r log(ζts(z
t
r|xts))

]
. (4.8b)
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Equation (4.8) shows that the maximization problem in the M-step decouples
into T independent maximization problems for the vectors Πt and M independent
maximization problems for the target state sequences Xs = (x0

s, . . . , x
T
s ). Hence,

without knowing the PDFs of the target and the measurement models, one can
already identify

π̂ts =
1

nt

nt∑
r=1

w̃ts,r, for s = 1, . . . ,M, t = 1, . . . , T,

by solving the maximization problems Π̂t = arg maxΠt QΠt with the constraint∑M
s=1π

t
s= 1, for t = 1, . . . , T . The computation of

X̂s = arg max
Xs

QXs , for s = 1, . . . ,M, (4.9)

generally requires the use of an iterative numerical algorithm. This numerical
procedure is conceptually equivalent to a single-target MAP tracker (see [119]).
Details for the linear-Gaussian case are given in the following section.

4.1.4 The PMHT Algorithm for the Linear Gaussian Case

In the linear-Gaussian case there are M targets assumed to be present, the sth

of which moves according to the discrete-time linear target process model:

xt+1
s = F t

sx
t
s + vts, t = 0, 1, . . . , T − 1. (4.10)

In scan Zt there are nt measurements assumed to be given. If the rth is assigned
to target s it holds

ztr = H t
sx

t
s + wts, t = 1, 2, . . . , T. (4.11)

Here, xts represents the trajectory of the sth model at time t, where x0
s is a real-

ization of the a priori PDF ϕ0
s(x

0
s) = 1/cXs,0 · N (x0

s; x̄
0
s, Σ̄

0
s)

b with given mean x̄0
s

and covariance matrix Σ̄0
s. cXs,0 is the normalization constant due to the restric-

tion of the state space to the bounded domain X , i.e. cXs,0 =
∫
X N (x0

s; x̄
0
s, Σ̄

0
s)dx

0
s.

Note that we will need the boundedness of the domain for the analysis of Chap-
ter 7 which is why we already respect it here. ztr represents the rth observa-
tion at time t. The matrix sequences {F t

s , H
t
s} are assumed to be known. The

random sequences {vts, wts} are mutually independent, additive white, zero-mean,

bN (x;µ,Σ) = 1√
det(2πΣ)

e−1/2(x−µ)Σ−1(x−µ) is the Gaussian density in variable x, with mean

µ and covariance Σ.
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Gaussian noise processes, with covariance matrices Qt
s and Rt

s, resp. According
to Sections 2.1.4 and 2.1.5, the above linear Gaussian model assumptions yield
ϕts(x

t
s|xt−1

s ) = 1/cXs,t·N (xts;F
t−1
s xt−1

s , Qt−1
s ) and ζts(ztr|xts) = 1/cOr,s,t·N (ztr;H

t
sx

t
s, R

t
s),

where cXs,t =
∫
X N (xts;F

t−1
s xt−1

s , Qt−1
s )dxts and cOr,s,t =

∫
ON (ztr;H

t
sx

t
s, R

t
s)dz

t
r are

again the normalization constants due to the compact state and observation spaces,
X and O, respectively. The constants cXs,0, cXs,t and cOr,t are introduced here for an
overall correctness, yet, they are generally close to 1 and usually assumed not to
play any role in the optimization. Therefore they will be omitted henceforth.

For the linear-Gaussian case a direct connection with Kalman filtering tech-
niques can be derived [119]. The maximization problem

X̂s = arg max
Xs

QXs

is equivalent to the maximization of the exponential of QXs . Thus, consider
exp(QXs) together with the linear Gaussian measurement model:

exp(QXs) = ϕ0
s(x

0
s)

T∏
t=1

{
ϕts(x

t
s|xt−1

s )
nt∏
r=1

N (ztr;H
t
sx

t
s, R

t
s)
w̃ts,r

}
.

Furthermore, the value of the maximum X̂s stays unchanged if a proportional
expression of exp(QXs) is used for the maximization. Some algebraic transforma-
tions within the exponent of the Gaussian density functions yield these propor-
tional expressions:

nt∏
r=1

N (ztr;H
t
sx

t
s, R

t
s)
w̃ts,r ∝

nt∏
r=1

N (ztr;H
t
sx

t
s, (w̃

t
s,r)
−1Rt

s) ∝ N (z̃ts;H
t
sx

t
s, (ntπ̂

t
s)
−1Rt

s),

where z̃ts is a synthetic measurement defined by

z̃ts ≡
1

ntπ̂ts

nt∑
r=1

w̃ts,rz
t
r,

and the number ntπ̂ts represents the expected number of measurements in scan Zt
that are assigned to target s. The resulting term to be maximized with respect to
the target state sequence Xs

ϕ0
s(x

0
s)

T∏
t=1

{
ϕts(x

t
s|xt−1

s )N (z̃ts;H
t
sx

t
s, (ntπ̂

t
s)
−1Rt

s)

}
,

is the PDF of a Kalman filter without measurement association uncertainty whose
target model is identical to that of target s and whose measurement is the synthetic
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measurement z̃ts with covariance matrix R̃t
s = (ntπ̂

t
s)
−1Rt

s. Hence, Kalman smooth-
ing filter equations (commonly referred to as the Rauch-Tung-Striebel (RTS) for-
mulas, see [1, 95]) can be applied to obtain the estimate X̂s.

The following algorithm summarizes the derivation of the PMHT algorithm for
the linear-Gaussian case (cf. [119]):

Algorithm 4.1. (PMHT Algorithm for the Linear-Gaussian Case)

1. Initialize the target measurement probabilities Π(0) and determine initial val-
ues for the trajectory variables X(0). Set the EM iteration index i = 0.

2. Calculate the posterior association probabilities wt (i+1)
s,r for all target models

s = 1, 2, ...,M and for all times t = 1, 2, ..., T , as well as measurements
r = 1, 2, ..., nt, according to

wt (i+1)
s,r ≡ π

t (i)
s N (ztr;H

t
sx

t (i)
s , Rt

s)∑M
p=1

[
π
t (i)
p N (ztr;H

t
px

t (i)
p , Rt

p)
] .

Update the target measurement probabilities for each target at each scan in
the batch:

πt (i+1)
s ≡ 1

nt

nt∑
r=1

wt (i+1)
s,r .

3. Calculate the synthetic measurements z̃t (i+1)
s and their associated (synthetic)

measurement covariances R̃t (i+1)
s for all target models s = 1, 2, ...,M and

times t = 1, 2, ..., T , according to

z̃t (i+1)
s ≡ 1

ntπ
t (i+1)
s

nt∑
r=1

wt (i+1)
s,r ztr

and
R̃t (i+1)
s ≡

[
ntπ

t (i+1)
s

]−1
Rt
s.

4. For each target model s = 1, 2, . . . ,M, use a Kalman smoothing algorithm to
obtain the estimated trajectory xt (i+1)

s , according to the model of (4.10) and
(4.11), but with the difference that the synthetic measurements and covari-
ances

{
z̃
t (i+1)
s

}
and

{
R̃
t (i+1)
s

}
are used instead of {ztr} and {Rt

r}. These
estimates are computed via a forward and a backward recursion (see [1, 95]):

Initialize variables of the forward recursion by ŷ0|0 ≡ x̄0
s and P0|0 ≡ Σ̄0

s. The
variables used here are dummy variables, so their dependence on model s
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and iteration number i is suppressed for notational simplicity. The forward
recursion is defined for t = 0, 1, . . . , T − 1 by

Pt+1|t = F t
sPt|t(F

t
s)
T +Qt

s,

Wt+1 = Pt+1|t(H
t+1
s )T

{
H t+1
s Pt+1|t(H

t+1
s )T + R̃t+1 (i+1)

s

}−1

,

Pt+1|t+1 = Pt+1|t −Wt+1H
t+1
s Pt+1|t,

ŷt+1|t+1 = F t
s ŷt|t +Wt+1

{
z̃t+1 (i+1)
s −H t+1

s F t
s ŷt|t

}
.

The updated PMHT state estimate for model s at time T is given by xTs
(i+1)

=

ŷT |T , and the updated PMHT state estimates for t = T −1, . . . , 1, 0 are given
by the backward recursion

xt (i+1)
s = ŷt|t + Pt|t(F

t
s)
TP−1

t+1|t
[
xt+1 (i+1)
s − F t

s ŷt|t
]
.

5. Increment i = i + 1, and return to step 2 for the next EM iteration, unless
a stopping criterion is reached.

Note that to eliminate some numerical problems the following modifications are
suggested in [119] for the given steps of the algorithm:

2.: To avoid numerical difficulties associated with small target measurement
probabilities in 3., rewrite the equations in the following way:

w̌
t (i+1)
s,r ≡ N (ztr;H

t
sx
t (i)
s ,Rts)∑M

p=1

[
π
t (i)
p N (ztr;H

t
px
t (i)
p ,Rtp)

] , πt (i+1)
s = w̄

t (i+1)
s π

t (i)
s , where w̄

t (i+1)
s ≡

1
nt

∑nt
r=1 w̌

t (i+1)
s,r .

3.: Using the definitions of w̌t (i+1)
s,r , πt (i+1)

s and w̄t (i+1)
s given above, the implicit

factors πt (i)
s cancel: z̃t (i+1)

s = 1

ntw̄
t (i+1)
s

∑nt
r=1 w̌

t (i+1)
s,r ztr.

4.: The definition of Wt+1 can also be rewritten in an algebraically equiva-
lent form to eliminate numerical difficulties: Wt+1 = nt+1π

t+1 (i+1)
s Pt+1|t

(H t+1
s )T{nt+1π

t+1 (i+1)
s H t+1

s Pt+1|t(H
t+1
s )T +R

t+1 (i+1)
s }−1.

There is a heuristic how associated error covariance estimates can be computed
for the PMHT tracking results (cf. [119]). After convergence of the PMHT algo-
rithm is reached one can perform backward recursion in the following way. Denote
the PMHT error covariance matrix of target s at time t by Σt

s and set ΣT
s = PT |T

for time t = T . The covariances at other times (t = T − 1, . . . , 1, 0) in the batch
are hence recursively obtained as:

Σt
s = Pt|t + Pt|t(F

t
s)
TP−1

t+1|t
[
Σt+1
s − Pt+1|t

]
P−1
t+1|tF

t
sPt|t. (4.12)
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The above given formula for the computation of the error covariance estimates
corresponds to the backward recursion of Kalman-smoothing of a single target (cf.
[95]). The covariances Pt|t and Pt+1|t are the variables computed by the Kalman
smoothing algorithm during the final PMHT iteration. They actually depend on
the target model s and vary with different targets.

4.1.5 Convergence Properties of the PMHT Algorithm
Taken from Literature

The following statements on the convergence of the PMHT algorithm can be found
in [94, 119]:

• By the theory of the EM algorithm, boundedness from above guarantees the
convergence of the PMHT algorithm to either an ML point or a stationary
point of the marginal PDF (4.3). The boundedness is given for the linear
Gaussian PMHT model [119].

• EM methods typically come very closely to the limit point during their first
few iterations. This can be sufficient for MTT considering the various mod-
eling approximation that were made previously.

• It is likely that careful initialization of the starting point of the PMHT
algorithm for each new batch using the solution from the previous batch,
will result in convergence to global ML solutions.

To the best of our knowledge, more theoretically based and more specific exam-
inations of convergence properties especially carried out for the context of PMHT
cannot be found in literature, so far. The existing statements are all taken from
the general convergence theory of the EM algorithm which of course applies to
PMHT as well. One might, however, gain some more detailed insight by analyzing
the special case of PMHT on its own. We will thus analyze some special properties
of the PMHT model and derive convergence results tailored to the PMHT context
in Section 7.1.

4.2 Modifications and Practical Hints for the Im-
plementation

A lot of modifications of the original PMHT and practical hints about an im-
plementation are discussed in literature. These discussions include the following
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subjects.

4.2.1 Prior Assignment Probabilities

In [94] and [119] suggestions to modify the use of the assignment probabilities are
made in the following way:

• An a priori distribution on Π, if available, can be incorporated into the
PMHT algorithm.

• The target measurement probabilities πts might be assumed identically across
the batch, but not assumed known a priori. In this case the QΠt terms in
(4.8a) are modified by substituting πs ≡ π1

s = · · · = πTs for s = 1, . . . ,M .

• Π might be assumed known a priori. Then the a priori specified Π is always
used instead of the estimated Π̃ and the terms QΠt of Q can be omitted in
the M-step.

• The choice πts = 1/M for all t and s or πts = Pd/Mnt (Pd = probability of
detection) is suggested as adequate for the prior probabilities.

We will derive more elaborated formulas for a priori calculation of assignment
probabilities in Section 5.1.

4.2.2 Batch Size and Initialization

The initialization of the batch as well as its size are discussed in [94, 133, 138]:

• To avoid that the algorithm ends up with an unfavorable local maximum,
the trajectories X(0)

s , s = 1, . . . ,M, should be propagated in time to obtain
a proper initial “guess”:

xt (0)
s =

t∏
τ=1

F τ
s x

0 (0)
s t = 1, . . . , T.

• The problem can be segmented into smaller batches where one or several
time-sample overlap. These batches are then processed successively using a
sliding-window approach. The initial states of the current window can then
be set to the final estimates of the preceding window and the corresponding
predictions.

• Batch lengths are suggested between T = 5 and T = 11.
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There are some contrary discussions in literature about problems that occur
when working with a sliding-window in real-time contexts. We will discuss them
in Section 5.2.5 together with an explanatory presentation of our own point of
view on how one should appropriately deal with a sliding-window.

4.2.3 Stopping Criteria

As the PMHT is an iterative algorithm it is necessary to define a criterion when to
stop the iteration. The simplest approach is to iterate a fixed number of times. In
[93] and [138] it was observed that good results are usually obtained if this number
is between 3 and 10. To avoid a waste of computational resources, however, adap-
tive schemes are more appropriate. As the computation of the PMHT likelihood
function (4.3) is expensive, the following alternatives are used in [39] and [138],
resp.:

Calculate the measure

T∑
t=1

M∑
s=1

∣∣πt (i)
s − πt (i−1)

s

∣∣ (4.13)

or
1

T

T∑
t=1

(xt (i)
s − xt (i−1)

s )T
(
Qt
s

)−1
(xt (i)

s − xt (i−1)
s ) (4.14)

and stop when the calculated value falls below a given level.

4.2.4 False Alarms

The most straightforward way to handle background clutter, mentioned in [119], is
by using an (M + 1)st high variance “dummy” target. The covariance of this false
alarm target model needs to be sufficiently large so that the distribution appears
approximately uniform over the surveillance region. Its role is to absorb measure-
ments that are assumed clutter. The trajectory of this target is unimportant and
can thus be assumed stationary.

A similar approach is to assume a uniform clutter model [27, 102]: pFA(z) =

1/V , for all z ∈ O, where V denotes the “volume” of the surveillance region O.
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This results in the following modified a posteriori probability density function:

P(Π)(X,Z) =

{
M∏
ν=1

ϕ0
ν(x

0
ν)

}
T∏
t=1

{[
M∏
s=1

ϕts(x
t
s|xt−1

s )

]

×
nt∏
r=1

[
M∑
m=1

πtm ζtm(ztr|xtm) + πt0
1

V

]}
. (4.15)

Another possibility to deal with false alarms, favored by [94], is gating with
the current innovation covariance (see Section 5.2.5 and Equation (7.25)). The
advantage of this approach is that the gate adjusts its size to the current situation.
In [21] and [39] an additional assignment weight for clutter is introduced. This
weight is defined by using an adjustable parameter.

4.2.5 Multi-Sensor Scenario

The PMHT algorithm can easily be extended to include multiple sensors. If syn-
chronicity among the sensors is assumed, one can perform a direct fusion of the
sensor data by using a combined frame. This is possible within the PMHT frame-
work as there are no constraints on the number of measurements originated per
target. Thus, after calculating assignment weights for each measurement, one com-
bined synthetic measurement is formed using the measurements of all sensors for
a given time (see [94]).

Another approach, followed by [27] and [29], is to form multiple synthetic mea-
surements: one for each sensor, target model and time step. This constitutes a
sequential approach where data from each sensor forms its own scan. The deriva-
tion can be sketched as follows. Suppose that there are S mutually independent
sensors. The measurement model of the PMHT for a single scan, without prior
information on X t can be stated as (cf. [27, 102]):

P(Zt |X t) =
nt∏
r=1

[
M∑
s=1

πts ζ
t
s(z

t
r|xts) + πt0 pFA(ztr)

]
. (4.16)

If each sensor receives a measurement set Zt (s) at time t, the combined batch
measurement likelihood of all sensors is given by (cf. [27, 29]):

P(Z(1), . . . ,Z(S)|X) =
S∏
s=1

T∏
t=1

P(Zt (s)|X t). (4.17)

The measurement likelihood (4.17) can now be used within the likelihood (4.3)
and the EM algorithm can be applied to it along the lines of the description given
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in section 4.1.3 and 4.1.4. This results in the formation of multiple synthetic
measurements per time step and target model. The rest of the algorithm remains
unchanged.

As each scan of data is treated separately, synchronicity among the sensors is
not necessary. The notation of (4.17) must only slightly be changed. Instead of
forming the product over all sensors and time steps, one can enumerate all available
scans independently of their sensor and build the product over all of them. Hence,
in the resulting algorithm one synthetic measurement is formed per data scan
corresponding to its time instance.

4.2.6 Other Approaches to the Measurement-to-Track As-
signment Problem Using EM

In [2] data association is considered as well using an ML algorithm that is based on
the method of EM. The approach is quite similar to that of PMHT. The method
also considers batch measurements, uses discrete random variables for the assign-
ments and assumes scan independence of the association. An independence as-
sumption between different targets or between targets and clutter, however, is not
generally made. Process noise is not discussed. The complete data is chosen as
the associated measurements in the same way as for PMHT. The main difference
to PMHT is that the algorithm is not fully interpreted in the context of MTT,
so that the important relationship between the M-step and a single-target MAP
tracker is not recognized.

Another tracking approach using the EM algorithm is given in [92]. In con-
trast to the state-oriented PMHT the Expectation-Maximization Data Associa-
tion (EMDA) tracker presented in [92] is association-oriented and uses the EM
algorithm to estimate the MAP sequence of measurement-to-model associations.
The estimates for the target state sequence arise as a by-product of this operation.
Thus, the modeling for the use of the EM algorithm is done in a different way. The
incomplete data corresponds to the measurement set again but the missing data
is now chosen to be the target state sequence. The parameters to be estimated by
the EM algorithm consist of the sequence of association events. A further impor-
tant difference is that PMHT is a multi-target tracker, whereas EMDA considers
multiple measurements of a single target that may be cluttered.

A recently developed approach that tracks multiple targets using the EM al-
gorithm similar to PMHT has been developed in [24]. The model is changed



76 4. Probabilistic Multi-Hypothesis Tracking

compared to the one of PMHT so that associations are no longer considered
measurement-oriented but target-oriented. Hence, instead of modeling the assign-
ment of a measurement r to a target s by ktr = s for all measurements r = 1, . . . , nt

of a data scan, the assignment is modeled in a reversed way by kts = r for all tar-
gets s = 1, . . . ,M . In this way it can be assured that a track can at most get
one measurement assigned but not multiple ones which yields so-called hospitality
for clutter. Yet, the model approach of [24] allows that a measurement might be
assigned to several targets which could result in a coalescence of tracks.

4.3 Relationship between Standard PMHT and
RFS Approach for Multi-Target Tracking

As already discussed in Section 2.2, RFSs have been proposed as a unifying ap-
proach to multi-target tracking in [30, 69, 70]. As opposed to traditional multi-
target tracking modeling, the usage of random finite sets results in an association-
free formulation of the MTT problem. In [120], the relationship of the RFS ap-
proach to traditional tracking modeling has been established for the Integrated
Probabilistic Data Association (IPDA) filter, which jointly solves the target exis-
tence and state estimation problems for a single target in clutter. A relationship
to traditional multi-hypothesis correlation approaches has been examined in [71].
The PMHT model as described in Section 4.1.2 is based on the traditional tracking
model approaches. We transfer the PMHT model to the RFS tracking context in
this section. The connections between the measurement models of the traditional
association-based PMHT model and the association-free RFS approach using the
same model assumptions are considered. For a known number of targets without
considering target birth or death and under the assumption of independent mea-
surements that can be represented by a Poisson RFS it can be shown that the
maximum likelihood estimates of the PMHT model and the corresponding RFS
approach are the same.

4.3.1 PMHT Measurement Model Assumptions

To start the analysis, we shortly summarize the relevant model assumptions of
the PMHT model. As most traditional target tracking algorithms, PMHT as-
sumes a fixed and known number M of existing targets. Neither target birth
nor death is considered. The individual states xts of the targets s = 1, . . . ,M at
time t are independent hidden Markov processes modeled by the transition den-
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sity ϕts(xts|xt−1
s ). Target state initialization for time t = 0 is assumed to be known.

Information about the target states at discrete time steps t > 0 are obtained from
the measurements in scan Zt, which consists of target detections and clutter mea-
surements. Although the original formulation of PMHT does not account for false
alarms they are easily incorporated in the measurement model (see Section 4.2.4)
and thus included into our analysis. The measurements in Zt are assumed con-
ditionally independent when conditioned on the target states. Each target can
generate multiple measurements, but each measurement originates from exactly
one target or clutter, i.e. there are no merged measurements. The expected num-
ber of measurements of a target s in scan Zt is here denoted by λD,s,t. This number
usually corresponds to the detection probability of a target. The expected number
of clutter measurements is assumed to be λK . The sensor model is described by
the likelihood function ζts(ztr|xts) for a received measurement ztr generated by target
s with a target state xts.

4.3.2 RFS Measurement Model

Based on the assumptions used for the PMHT modeling and summarized in the
previous section, an RFS measurement model is described and the corresponding
measurement likelihood function is derived in this section. For simplicity in no-
tation the same symbol is used for an RFS and its realizations henceforth. The
collection of measurements obtained at time t is represented as a finite subset Zt

on the measurement space O ⊆ Rnz . Thus, if there are nt observations zt1, . . . , ztnt
made at time t, they are described by the finite random set

Zt =
{
zt1, . . . , z

t
nt

}
∈ F(O), (4.18)

where F(O) is the multi-target observation space and F(·) denotes the collection
of all finite subsets. Suppose that at time t the M targets are in states xt1, . . . , xtM ,
hence their combined “global” target state is represented by the finite random set

X t =
{
xt1, . . . , x

t
M

}
∈ F(X ), (4.19)

where X ⊆ Rnx is the state space and F(X ) is the multi-target state space. The
measurement process is then given by the RFS measurement equation

Zt(X t) =

( ⋃
xt∈Xt

Dt(xt)

)
∪ Kt, (4.20)

where Dt(·) are the RFSs of target-generated measurements and Kt is the RFS
of clutter. All measurement RFSs Dt(·) and Kt are assumed independent of each
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other. Furthermore, it is assumed that they can be modeled each as Poisson RFSs
with intensities

vD,t(z
t
r|xts) = λD,s,t ζ

t
s(z

t
r|xts), for s = 1, . . . ,M, and (4.21)

vK,t(z
t
r) = λK pFA(ztr), (4.22)

where pFA(·) denotes the false alarm distribution in the surveillance volume V .
The clutter model is generally assumed to be uniform in V, i.e. pFA(·) = 1/V .

The cardinality distributions ρD,t(·|xts) of D(xts) for xts ∈ X t and ρK,t(·) of
Kt are Poisson distributed with mean

∫
vD,t(z|xts)dz = λD,s,t and

∫
vK,t(z)dz =

λK , respectively. Thus, the probability that the target xts generates exactly ns

measurements is

ρD,t(ns|xts) =
λnsD,s,t e

−λD,s,t

ns!
, (4.23)

and the probability of nK clutter measurements is

ρK,t(nK) =
λnKK e−λK

nK !
. (4.24)

Since Zt(X t) consists of a union of independent Poisson RFSs, it is itself a
Poisson RFS (see Proposition A.12 of Appendix A.2) with an intensity

vZ,t(z
t|X t) =

∑
xt∈Xt

vD,t(z
t|xt) + vK,t(z

t) (4.25)

and a cardinality distribution

ρZ,t(nt|X t) =
λnt e−λ

nt!
, (4.26)

where λ =
∫
vZ,t(z|X t)dz =

∑M
s=1 λD,s,t + λK is the expected total number of

measurements in scan Zt. Each measurement zt ∈ Zt is thus independent and
identically distributed according to the probability density

ct(z
t|X t) =

vZ,t(z
t|X t)∫

vZ,t(zt|X t)dz
=
vZ,t(z

t|X t)

λ
. (4.27)

Given the RFS measurement model (4.20) and the above stated assumptions
about the distribution of Zt, the probability density gt(Zt|X t) that the “global”
target state X t produces the measurement set Zt is then given by (see Proposi-
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tion A.11 of Appendix A.2)

gt(Z
t|X t) = gt(

{
zt1, . . . , z

t
nt

}
|X t)

= K |Z
t|

o ρZ,t(|Zt| |X t) |Zt|!
∏
zt∈Zt

ct(z
t|X t)

= Knt
o

λnt e−λ

nt!
nt!

nt∏
r=1

∑M
s=1 λD,s,t ζ

t
s(z

t
r|xts) + λK pFA(ztr)

λ

= Knt
o λnt e−λ

nt∏
r=1

[
M∑
s=1

λD,s,t
λ

ζts(z
t
r|xts) +

λK
λ

pFA(ztr)

]
, (4.28)

where Ko is the unit in which a hyper-volume on O is measured.

4.3.3 Relationship of the PMHTMeasurement Model to the
RFS Model

The multi-target measurement probability density (4.28) derived using RFSs and
the assumptions of the PMHT model specified in Section 4.3.1 can now be com-
pared to the measurement model of the PMHT. For a single scan without prior
information on X t it is given as (cf. Section 4.1.2 and 4.2.4):

P(Zt|X t) =
nt∏
r=1

[
M∑
s=1

πts ζ
t
s(z

t
r|xts) + πt0 pFA(ztr)

]
. (4.29)

Here. the measurement assignments in scan t are modeled as discrete random
variables Kt = (kt1, . . . , k

t
nt) and πts = P(ktr(ω) = s) is the probability that a mea-

surement in scan Zt is assigned to target s. Note that in the PMHT formulation of
the measurement likelihood (4.29), the measurements Zt of scan t and the target
states X t are represented by vectors as opposed to sets in the RFS formulation.

Different variants of the PMHT algorithm either estimate the assignment prob-
abilities Πt = (πt0, π

t
1, . . . , π

t
M) along the way of the algorithm (cf. [119]) or employ

a priori known user-defined parameters (cf. [94]). If the second procedure is con-
sidered and the assignment probabilities are set to the values

πts =


λD,s,t
λ
, for s = 1, . . . ,M,

λK
λ
, for s = 0,

(4.30)

the definitions of the measurement likelihoods (4.28) of the RFS approach and
(4.29) of the PMHT algorithm are the same up to a normalizing constant. Thus,
the ML estimate for the target states of the PMHT model

X̂PMHT = arg max
Xt

P(Zt|X t) (4.31)
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and the ML estimate for the RFS approach with a fixed target number

X̂RFS = arg max
Xt: |Xt|=M

gt(Z
t|X t) (4.32)

yield the same results.

4.3.4 Discussion

The choice (4.30) of the assignment probabilities πts makes sense and has a quite
intuitive explanation. λD,s,t and λK are the expected numbers of measurements
originated from a real target s and clutter, respectively. λ =

∑M
s=1 λD,s,t + λK is

thus the expected total number of measurements in scan Zt. Thus, λD,s,t
λ

, for s =

1, . . . ,M, represents the expected proportion of measurements generated by target
s within the measurement scan Zt and λK

λ
represents the expected proportion

of false alarms in Zt. A reasonable algorithm is hence anticipated to assign on
average λD,s,t of the expected λ measurements to a target s and λK measurements
to clutter. This intuition is reflected by the definition (4.30) of the probability
πts that a measurement is assigned to a target s = 1, . . . ,M, or clutter s = 0.
Furthermore, the necessary constraint on Πt that

∑M
s=0 π

t
s = 1 is fulfilled:

M∑
s=0

πts =
λK
λ

+
M∑
s=1

λD,s,t
λ

=
λK +

∑M
s=1 λD,s,t
λ

= 1.

Concluding, it can be stated that the assignment probabilities as defined in
(4.30) are the correct values for πts = P(ktr(ω) = s) if calculated in accordance with
the PMHT model that assumes independence of the measurements within a scan.c

Both models can easily be extended to accommodate multiple sensors. Suppose
that there are S mutually independent sensors. If in the RFS approach each sensor
s = 1, . . . , S is modeled by the likelihood g(s)

t (·|·) according to (4.28) and receives
a measurement set Zt,(s) at time t, the combined measurement likelihood of all
sensors is (cf. [128]):

gt(Z
t,(1), . . . , Zt,(S)|X t) =

S∏
s=1

g
(s)
t (Zt,(s)|X t). (4.33)

Similarly for the PMHT model: if the measurement likelihood for each sensor
s = 1, . . . , S is given by P (s)

t (·|·) according to (4.29), the combined measurement
cNote that the prior assignment probabilities that will be derived later in Section 5.1 are

different in that they do not assume this independence intrinsic to the PMHT model but rely on
the standard tracking assumption that at most one measurement is generated per target.
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likelihood of the S sensors is given by (cf. [27, 29]):

Pt(Z
t,(1), . . . , Zt,(S)|X t) =

S∏
s=1

P
(s)
t (Zt,(s)|X t). (4.34)

Equations (4.33) and (4.34) show that multiple sensors are incorporated in the
traditional measurement model of the PMHT and the model of the RFS approach
in an identical manner such that their above discussed connection remains valid
in the context of multiple sensors.

The assumption made for the RFS measurement model in Section 4.3.2 that
the measurements can be represented as a Poisson RFS is not the only possible
choice which yields the established relationship to the PMHT model. Actually, it
is only important that Zt(X t) is an i.i.d. cluster process whose intensity function
is given by

vZ,t(z
t|X t) =

∑
xt∈Xt

vD,t(z
t|xt) + vK,t(z

t)

=
M∑
s=1

λD,s,t ζ
t
s(z

t|xts) + λK pFA(zt).

Its cardinality distribution ρZ,t(nt|X t) may depend on the total number of targets
M , which is assumed constant, but has to be independent of the target state X t.

4.3.5 Conclusion

In this section the assumptions of the PMHT measurement model have been
adapted to the random finite set formalism and it has been shown that there
is a relationship between the two modeling approaches. Namely, the measure-
ment likelihood derived using RFSs in combination with the assumptions of the
PMHT model is, up to a normalizing constant, the same as the one of the tra-
ditional PMHT model. Thus, the ML estimates of the association-based PMHT
and the association-free RFS approach yield the same state estimates. The stan-
dard PMHT modeling, however, additionally offers an efficient way to calculate
the MAP estimate via the EM algorithm. This is done using the complete data
log-likelihood which includes the assignment variable Kt and the conditional prob-
ability density function of Kt for given Zt. Both PDFs are not defined in the
association-free RFS framework. The RFS modeling approach on the other hand
provides an intuitive way to incorporate varying target numbers due to target
birth or death. Including a target birth processes into the PMHT equivalent RFS
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modeling approach presented here, would hence provide a more natural way to
account for new targets. In contrast, the combination of the standard PMHT with
the Gaussian-Mixture Probability Hypothesis Density (GMPHD) filter suggested
in [132] to find track-seeds represents a rather artificial approach.

The above comparison of tracking model approaches only considers the mea-
surement likelihood and hence the ML estimation but not the motion model and
a posteriori track estimates. This is due to two different philosophies comprised
in the traditional tracking model approach followed by the standard PMHT and
the RFS modeling. For the traditional approach track labels are of importance,
whereas for RFSs the track labels are assumed irrelevant. This is reflected in the
multi-target motion model and renders a direct comparison obsolete.



Chapter 5

Discussion of Practical Issues for
PMHT

In order to be able to implement the PMHT algorithm in practice for an automatic
multi-target tracking system some practical issues have to be taken into account
and modifications as well as extensions have to be carried out. They include some
quite varied aspects concerning both the tracking model and procedures necessary
for pre- or post-processing. We start the analysis with the derivation of a priori
specified assignment probabilities for the standard tracking model. This is followed
by the discussion of diverse track management tasks together with the development
of procedures how they can be undertaken. In doing so we give a thorough overview
on methods existing in literature focusing on their applicability for ‘closely-spaced’
targets and necessary extensions. Finally, we consider different approaches for the
inclusion of target maneuver models into the PMHT model, again discussing their
strengths, weaknesses and possible improvements. The discussion is supplemented
by the results of a simulation of an automatic tracking system.

5.1 Prior Assignment Probabilities

For the PMHT problem there is the possibility to either estimate the assignment
probabilities πts, s = 0, 1, . . . ,M , t = 1, . . . , T , or use a priori specified assignment
probabilities.a In the following, careful consideration is given to the second pos-
sibility, namely on how to specify the assignment probabilities for the standard
tracking situation. In our numerical experiments we have experienced a much bet-

aThe index s = 0 corresponds again to a false alarm model whereas s > 0 represents real
target models.
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ter tracking result when prior assignment weights are calculated in advance rather
than estimated.

5.1.1 Calculation of the Assignment Probabilities Condi-
tioned on the Number of Measurements

The PMHT model itself relaxes the typical tracking assumption that at most one
measurement can be originated per target, allowing that more than one measure-
ment is generated per target in each scan. In this way, the PMHT model does
not totally reflect the “true” situation but yields a continuous tracking formulation
where standard optimization methods can be applied to find an “optimal” solu-
tion. The standard tracking model, however, reflects the “truth” in a better way,
but results in a discrete combinatorial problem for which generally only subopti-
mal optimization can be performed. Although it is not conform with the PMHT
model, for the derivation of the assignment probabilities we use the assumption
that at most one measurement is generated per target and scan. This is done
aiming at better matching reality in situations where the assumption holds true.
Assignment probabilities that are in accordance to the PMHT model assumption
have already been discussed in Section 4.3 and are given by (4.30).

We derive the correct value for the assignment probabilities conditioned on
the number nt of received measurements r = 1, . . . , nt in the current scan t as
has already been suggested in [94]. The πts are consequently fixed a priori to
that value: πts = P(ktr(ω) = s | nt), and are not estimated any longer during the
optimization process. In the original PMHT formulation [119], the knowledge of
how many measurements are obtained in a scan is not included into the assignment
probabilities. Due to the independence assumption of measurements within a scan,
their actual number is irrelevant. Since our derivation is, however, based on the
assumption that each target can generate at most one measurement, the actual
number of received measurements nt does matter and is hence taken into account.

The following analysis includes the possibility of false alarms and missed de-
tections. The detection probability pD ∈ ( 0, 1 ] is assumed to be constant on
the surveillance region and equal for all real targets s = 1, . . . ,M . The number
n of false alarms obtained within a scan is supposed to follow a Poisson distri-
bution with the probability function PF (n) = µn

n!
e−µ, n = 0, 1, . . .. The mean

number of false alarms is usually defined by µ = λV , where V is the volume of
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the surveillance regionb and λ is the expected number of clutter per unit volume.
Furthermore, we assume that each track represents exactly one target. In [138]
prior assignment probabilities for such a scenario are given, yet, for a single target
situation (M = 1) only. We will extend this to a general number (M > 0) of
targets. Such considerations have also been made by [133], but the given formulas
do not coincide with ours and might lead to probabilities that exceed 1 in some
situations.

The assignment probabilities represent the probabilistic structure for assigning
a measurement r at time t to a target s (ktr(ω) = s) a priori, i.e. without taking any
concrete position data into account. From a different point of view one could also
consider them as the probability that a measurement r at time t arises from target
s. The first perception is the one employed in [133]. It implicates to introduce a
fictitious measurement to be able to handle missed detections and requires a special
treatment of the new measurement since it might not ‘take place’ in the case that
‘all is seen’. In our derivation, the second possible perception is pursued since it
seems less intricate and the derivation results in being more straightforward. The
employment of the first perception or a mixture of the two might possibly be the
reason for the defects that we found in the formulas of [133].

Before we start with the derivation of the probabilities, it is important to note
that the assignment variables ktr are only defined for nt > 0. Otherwise, if no
measurement exists, we cannot assign them. Defining ktr hence automatically
implies nt > 0. The event nt = 0 exists nevertheless and should be kept in mind.
It corresponds to the situation that no target generates a measurement and no false
alarms are perceived either. In the following, if not noted otherwise, we assume
that nt > 0.

The probabilities P(ktr(ω) = s | nt) can be calculated using Bayes’ rule as

P(ktr(ω) = s | nt) =
P(ktr(ω) = s, nt)

P(nt)
. (5.1)

Here, P(nt) is the probability to receive nt ∈ {0, 1, 2, ...} measurements in scan
t, assuming that there are M objects that could be detected. P(ktr(ω) = s, nt)

bIf gating is used, the surveillance volume might be difficult to determine as it is built by the
union of the gates which might be ellipsoids or other geometric shapes. In our implementation we
use the maximal gate volume of a single target as an approximation to the surveillance volume.
For a justification see Section 7.3.1.
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is the possibility of nt ∈ {1, 2, ...} measurements being generated in scan t with a
picked measurement r being originated from target s.

The probability of nt measurements is composed of all individual probabilities
for a measurement generation with exactly nt measurements. Hence, we have to
consider all contributing events that form the compound event of nt measurements
being generated. Since we assume M objects being present, disjoint events can
be formed by considering all possible numbers of target detections. Having sD =

0, 1, . . . , smax
D := min {nt,M} detections and nt− sD false alarms produces a whole

of nt measurements. By the law of total probabilityc we have:

P(nt) =

smax
D∑

sD=0

P(nt, sD) =

smax
D∑

sD=0

P(sD) PF (nt − sD). (5.2)

The sD detections in turn can be made up of any combination of sD selected
objects out of the M existing targets where the order of selection is irrelevant.
Hence, we have to use binomial coefficients

(
M
sD

)
= M !

sD! (M−sD)!
to obtain the number

of different events that are comprised in the event sD detection are made. Each
single event of sD specific detections and M − sD missed detections eventuates
with probability psDD (1− pD)(M−sD) so that

P(nt) =

smax
D∑

sD=0

(
M

sD

)
psDD (1− pD)(M−sD) PF (nt − sD). (5.3)

For the calculation of P(ktr(ω) = s, nt) we have to distinguish between s =

1, . . . ,M , i.e. a measurement r is generated by a real target, and s = 0 which
corresponds to a measurement being a false alarm. For s being the index of a real
target, ktr(ω) = s implies that at least one detection is made (sD ≥ 1) and that
one of the nt measurements is that of target s. Again, by application of the law
of total probabilities, considering the sum over all possible numbers of detections,
we can built up a formula for P(ktr(ω) = s, nt):

P(ktr(ω) = s, nt) = P(ktr(ω) = s, nt, sD ≥ 1, s detected) (5.4)

=

smax
D∑

sD=1

P(ktr(ω) = s | nt, sD, s detected) P(nt, sD, s detected).

cIf {Bn : n = 1, 2, . . .} is a finite or a countably infinite partition of a sample space and each
event Bn is measurable, then for any event A of the same probability space holds: P(A) =∑
n P(A ∩Bn) or alternatively P(A) =

∑
n P(A|Bn)P(Bn).
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Under the condition that target s is detected and that there are nt > 0 mea-
surements in total, the probability P(ktr(ω) = s | nt, sD, s detected) that a specific
measurement r is the one of target s equals 1/nt. The probability is simply de-
rived by counting since no concrete position data of the measurements is yet taken
into account. Next, the probability P(nt, sD, sdetected) of nt measurements where
sD are target detections with one of them being the detection of target s has to
be considered. It can be composed of the probabilities for sD detections, whereof
sD−1 are formed by any combination of sD−1 targets out of the remainingM−1,
M − sD missed detections and nt − sD false alarms:

P(nt, sD, s detected) =

(
M − 1

sD − 1

)
psDD (1− pD)(M−sD) PF (nt − sD). (5.5)

For s = 0, ktr(ω) = 0 implies that at least one false alarm is contained in
scan t. The remaining nt − 1 measurements can consist of zero up to s̄max

D :=

min {nt − 1,M} target detections and other false alarms. As for the case s > 0 we
apply the law of total probability using the number of target detections as disjoint
events:

P(ktr(ω) = 0, nt) =

s̄max
D∑

sD=0

P(ktr(ω) = 0 | nt, sD) P(nt, sD). (5.6)

Knowing that there are sD detections, there need to be nt − sD ≥ 1 false alarms.
Hence, the probability P(ktr(ω) = 0 |nt, sD) for a specific measurement r out of the
nt measurements being a false alarm can be derived by counting as nt−sD

nt
. The

probability P(nt, sD) is build up as in (5.2) and (5.3).

Taking equations (5.1)-(5.6) together we can conclude that the formulas for
P(ktr(ω) = s | nt) are given by

P(ktr(ω) = s | nt) =



1
nt

∑smax
D
sD=1 (M−1

sD−1) p
sD
D (1−pD)(M−sD) PF (nt−sD)∑smax

D
sD=0 (MsD) psDD (1−pD)(M−sD) PF (nt−sD)

, for s > 0,

∑s̄max
D
sD=0

nt−sD
nt

(MsD) psDD (1−pD)(M−sD) PF (nt−sD)∑smax
D
sD=0 (MsD) psDD (1−pD)(M−sD) PF (nt−sD)

, for s = 0.

(5.7)

As a check for the correctness of the above formulas we can use the fact that a
measurement can only be generated by one of the M targets (s = 1, . . . ,M) or be
a false alarm (s = 0). Thus, by the application of common identities of binomial
coefficients one can verify that for nt > 0

P(nt) =
M∑
s=0

P(ktr(ω) = s, nt) = P(ktr(ω) = 0, nt) +M · P(ktr(ω) = 1, nt). (5.8)
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Equation (5.8) can also be used to obtain an efficient implementation. It sug-
gests that only P(ktr(ω) = 0|nt) is calculated by equation (5.7) and P(ktr(ω) = s|nt),
for s > 0 is deduced from it as

P(ktr(ω) = s | nt) =
1

M

[
1− P(ktr(ω) = 0 | nt)

]
. (5.9)

5.1.2 Probability for Missed Detection Conditioned on the
Number of Measurements

Another related probability that is needed in some modifications of the PMHT
algorithm is the probability of a target s being missed conditioned on the number
of measurements. Since this corresponds to the case that there is no measurement
index r ∈ {1, . . . , nt} with ktr(ω) = s, we introduce index r = 0 to sustain a
consistent notation. Hence, kt0(ω) = s describes the situation that no measurement
arises from target s. Note that this “assignment” is also defined for nt = 0. The
associated probability, under the condition that nt ∈ {0, 1, . . .} measurements have
been received, is denoted by P(kt0(ω) = s | nt) := P(smissed | nt).

The probability of a target being missed is used for track extraction in [134].
Furthermore, it is employed in [133] to renormalize assignment weights in order
to mitigate the hospitality problem that multiple measurements are interpreted as
one of high accuracy. In [134] the reader is referred to [133] for the calculation of
the probability. Since that calculation does not coincide with ours, however, we
will derive the probability here.

As in the previous paragraphs we start by deriving P(kt0(ω) = s, nt). The fact
that target s is missed leaves a maximum of M − 1 possible target detections.
Hence, defining s̃max

D := min {nt,M − 1} together with the application of the law
of total probabilities yields

P(kt0(ω) = s, nt) =

s̃max
D∑

sD=0

(
M − 1

sD

)
psDD (1− pD)(M−sD) PF (nt − sD). (5.10)

Using Bayes’ rule as in (5.1) results in

P(kt0(ω) = s | nt) =

∑s̃max
D
sD=0

(
M−1
sD

)
psDD (1− pD)(M−sD) PF (nt − sD)∑smax

D
sD=0

(
M
sD

)
psDD (1− pD)(M−sD) PF (nt − sD)

. (5.11)

To check the correctness of (5.11) we use the knowledge that a specific target s
can either be detected or missed but nothing else. A target s is detected if any of



5.2. Track Management 89

the measurements r ∈ {1, . . . , nt} is generated by target s. This yields

P(s detected | nt) =
nt∑
r=1

P(ktr(ω) = s | nt) = nt · P(ktr(ω) = s | nt), (5.12)

with some r > 0. Thus, we can verify that

1 = P(s detected | nt) + P(smissed | nt) =
nt∑
r=0

P(ktr(ω) = s | nt)

= P(kt0(ω) = s | nt) + nt · P(ktr(ω) = s | nt). (5.13)

The verification can again be performed with the help of common identities of
binomial coefficients.

A second possible check for the correctness of (5.11) can be given by removal of
the conditioning on the number of measurements. On the one hand, we know that
without the conditioning on nt, the probability that a target is missed is defined
as: P(kt0(ω) = s) = 1− pD. On the other we can also remove the conditioning by
application of the law of probability. Hence, the equality

∞∑
nt=0

P(kt0(ω) = s, nt) = 1− pD (5.14)

has to hold true. The verification can be performed using the binomial theorem
and the fact that

∑∞
nt=0 PF (nt) = 1.

5.2 Track Management

The original PMHT algorithm [119] assumes a fixed and a priori known number of
target motion models, i.e. tracks. It does not allow for a change of this number and
does not provide any means of track extraction, track deletion or track merging.
In real world situations, however, targets might appear or disappear during the
tracking process as they move into the field of view of a sensor or leave it. Hence,
there is a need for methods to detect such situations. Whenever a new target enters
the surveillance region a track with estimates of the target’s kinematics has to be
extracted and confirmed without much of a delay. Likewise, if the target leaves
the surveillance region, its corresponding track has to be identified as obsolete
and deleted as soon as possible. Furthermore, if targets come so close to each
other that they are unresolvable, their tracks have to be merged kinematically.
Different approaches to do the job in combination with the PMHT algorithm have
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already been described in literature (cf. [18, 19, 68, 81, 134, 132]). Most of the
existing ideas for track management are, however, based on the assumption of
‘well-separated’ targets. In the following, track management for ‘closely-spaced’
targets is considered. Therefore, the existing ideas are described supplemented
by a discussion whether they are already applicable for the processing of ‘closely-
spaced’ target or how we suggest they might be changed to be so. For those tasks
of track management where nothing suitable for our application has been found in
literature a more detailed description of our own approaches is provided.

5.2.1 General Flow of Candidate Track Management

We start with the description of the flow of a candidate track management sys-
tem, i.e. a system that firstly extracts candidate tracks which are confirmed to
established track later on. In general, a candidate track management system can
be built around any tracking algorithm. It has to handle all preprocessing tasks
that are necessary to reach a situation that is conform to the prerequisites of the
considered tracking algorithm. At this stage the association and estimation pro-
cess can be performed and afterwards the track management system takes over
again to care about post-processing tasks. The described process is run through
in a cycle whenever a new data scan arrives from one of the monitoring sensors.

The preprocessing includes candidate track extraction based on unassigned mea-
surements, an optional clustering of tracks and observations and a service that
builds up data scans of the received measurements. It hence provides the tracking
algorithm with a fixed number of tracks and a corresponding batch of data scans.

In the post-processing the track quality is checked and a decision is made
whether established tracks are of poor quality and hence should be deleted or
of sufficient good quality to be retained. Furthermore, if duplicates are detected
they are merged. For candidate tracks a decision is made between deletion, re-
tention as candidate or promotion to become an established track. The test for
track deletion can also be performed separately from the test of track promotion.
It is usually sufficient to only check for deletion once in a while instead of after
every single update step. Additionally, post-processing contains the determina-
tion of residual measurements, i.e. measurements that have not been assigned to
any track at all or only with a negligible small proportion. These measurements
are used in the next preprocessing step for the initiation of new candidate tracks.
The final post-processing task is to slide the batch and remove the irrevocable
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processed data scans. If clustering is performed, the task of removing a data scan
also includes an update of track-measurement correlations which might lead to a
splitting of the processed cluster.

There are two possible basic forms of main processing: Sequential processing
[18, 19, 132], where established tracks are handled first and candidate tracks sub-
sequently, and joint processing of candidate and established tracks [18]. Both
processing types are illustrated by Figures 5.1 and 5.3, respectively, which are
adapted from [18].
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Figure 5.1: Sequential Process Flow Diagram

In the sequential processing (see Figure 5.1), the established tracks are up-
dated and only measurements with low assignment probability are left over for the
update of candidate tracks. Measurements that are assigned once more with low
probability only are used to form new candidates or discarded as false alarms. It is
important to hand over only those measurements with low assignment probability
to avoid candidate tracks being formed on targets for which an established track
already exists. If candidate processing is performed separately from the processing
of established tracks, one can also replace the candidate tracker by any track ini-
tiation method independent of PMHT that works with the remaining unassigned
measurements or other by-products of the tracking algorithm and provides already
confirmed tracks. The changes in the candidate tracker are shown in Figure 5.2.

A problem of the sequential processing is that more than one measurement
might be assigned to an established track restraining the qualities of candidate
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Figure 5.2: Alternative Candidate Tracker

tracks that are left empty handed or prevent new tracks from being formed. The
first problem can be solved by joint processing, which is described next, whereas
the second remains since new candidates are always formed based on residual mea-
surements. Thus, the way how to appropriately determine residual measurements
is quite important and will be discussed in more detail later in Section 5.2.2.

The joint processing (see Figure 5.3) builds up a combined collection of candi-
date and established tracks and performs the update of all of them at the same
time. Doing so, it is however likely to discriminate against established tracks, es-
pecially if maneuvering targets are considered. While the established track might
need some time to detect and follow a performed maneuver, a candidate track
might come up on a left over measurement. Because of its usually larger un-
certainty region, it will adjust itself quickly to the new situation ‘snatching’ all
measurements away from the established track. In this way the established track
will be degraded and might even get lost making it difficult to ensure track con-
tinuity. A joint processing is thus only reasonable if candidate tracks are already
formed with a certain quality and if there are not too many of them being discarded
anyway shortly after they have been built.

Another, yet costly, approach to avoid the above mentioned problems is sug-
gested in [68]. The idea is to first process established tracks then perform track
extraction and reprocess if new tracks have emerged. Subsequently, all tracks are
checked for duplicates and deletion whereat PMHT is reprocessed whenever one
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Figure 5.3: Joint Process Flow Diagram

of the checks leads to a change in the number of tracks.

In our realization of an automatic track management system (see Section 5.4)
we implemented both the sequential and the joint processing. The approach of
[68] has not been implemented as we found it to be too much time consuming for
a real-time application. The sequential approach was observed to work best in our
simulations due to the high number of false candidate tracks that are build up in
consequence of clutter.

5.2.2 Determination of Residual Measurements

It has already been mentioned that the task of residual measurements determi-
nation is quite important. On the one hand, only those measurements with low
assignment probabilities for targets are to be handed over to the candidate tracker
or to track initiation, respectively, to avoid candidate tracks being formed on
targets for which an established track already exists. On the other hand, being
too restrictive while selecting residual measurements can prevent new tracks from
coming up. If a tracking algorithm performs a hard assignment, the extraction of
residual measurements is no problem at all. Any measurement not being assigned
to a target automatically constitutes a residual measurement. This is probably
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the reason why most tracking papers do not consider the problem of how to deter-
mine residual measurements but assume a given method. The PMHT algorithm,
however, makes soft assignments such that multiple measurements can be partially
assigned to each track. Furthermore, the sum of weights

∑nt
r=0 w

t
s,r of the poste-

rior assignments to a specific target can exceed 1. This makes it difficult to decide
whether a measurement is a residual measurement or rather target originated.

In [68], clutter measurements of a data scan t are determined by searching for
measurements r with assignment weight wt0,r ≈ 1. This can be justified since
wts,r ≥ 0 and

∑M
s=0w

t
s,r = 1. Hence, wt0,r ≈ 1 implies that wts,r ≈ 0 for all real tar-

gets s = 1, . . . ,M and thus the measurement has not been assigned to any of them.
Basically the some approach is also suggested in [132], where residual measure-
ments are determined by thresholding. Assuming targets to be ‘well-separated’,
all assignment weights are known to be either close to unity or zero. Thus, exclud-
ing measurements with assignment weights for real targets being greater than a
threshold (e.g. 0.5) removes target measurements. All measurements left over are
the sought residual measurements. Nevertheless, this approach is only useful for
‘well-separated’ targets. Otherwise, choosing a suitable threshold is nearly impos-
sible. A big threshold might ensure that usually not more than one measurement is
removed per target, yet, having several targets ‘closely-spaced’, it is possible that
none of their weights exceeds the threshold and hence all measurements result in
being declared residual measurements. If a small threshold is chosen, more than
one measurement might be removed per target leaving only few residual measure-
ments which impedes the detection of new targets.

In the following, two approaches are presented that attempt to overcome the
mentioned problems. To be able to detect a new target that is ‘closely-spaced’
to an existing one with an established track, it is important to keep the standard
tracking assumption in mind that a target can at most generate one measurement
per scan. Thus, instead of simply removing all measurements within a scan that
have weights greater than a given threshold, we have to be careful that not more
than one measurement is removed per target. Doing so, we are able to choose
much smaller thresholds.

One straightforward way to follow the above mentioned guidelines for the deter-
mination of residual measurements is given by a greedy approach considering each
track one by one. If a track is next in line, it removes the measurement that has
been assigned to it with the biggest final assignment weight. If this measurement
has already been removed by a previous track, it chooses the one with the next
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largest weight and so forth. If the weight of the selected measurement falls below
a chosen threshold, no measurement is removed on behalf of this track. The set
of measurements that remains after all tracks have been considered is declared
residual measurements. The described approach is more appropriate for ‘closely-
spaced’ targets than the one of [132] which has been designed for ‘well-separated’
targets only. Yet, it strongly depends on the order of tracks and might still de-
clare measurements to be residuals although it is more likely that they are target
originated.

Another more elaborated but hence also computationally more costly way to
determine residual measurements is by solving an assignment problem that pro-
vides hard assignments for data scan t. For this purpose, we have to provide a
cost matrix with entries cs,r that define the costs for assigning a measurement r
to a track s. In an assignment problem each column of the cost matrix may only
be assigned once to a row and each row only once to a column. Hence, by solving
an assignment problem, we can ensure that at most one measurement is assigned
to each track. To allow for any observation to possibly be a false alarm, we have
to provide one “false alarm track” for each measurement, i.e. nt additional rows in
the assignment matrix. Assignments that are not to be made obtain the cost value
infinity. The total cost of an assignment is given by the sum of the individual as-
signment costs:

∑nt
r=1 = cktr,r. Table 5.1 shows a cost matrix for which a standard

assignment algorithm (e.g. Munkres’ algorithm [10, 79]) provides a solution that
fulfills our constraints and minimizes the total assignment costs (cf. [7]).

For the definition of the individual assignment costs cs,r we want to reuse our
calculations of the PMHT algorithm. Hence, we consider the probabilistic struc-
ture of PMHT. In the PMHT model, the likelihood of an assignment K for the
whole batch has been defined by

h(Π,X)(Z,K | Z) =
T∏
t=1

nt∏
r=1

wtktr,r. (5.15)

Since we are only interested in the assignments Kt of the irrevocably processed
data scan t of which we are about to determine the residuals, we marginalize this
likelihood to obtain

P(Kt | Z,X) =
∑

K∈K\Kt

h(Π,X)(Z,K|Z) =
∑

K∈K\Kt

T∏
t′=1

nt′∏
r=1

wt
′

kt′r ,r

=
nt∏
r=1

wtktr,r ·
∑

K∈K\Kt

T∏
t′=1
t′ 6=t

nt′∏
r=1

wt
′

kt′r ,r
, (5.16)
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Table 5.1: Cost matrix for the hard assignment of a data scan t.

Observations
1 2 · · · nt

Tracks
1 c1,1 c1,2 · · · c1,nt

2 c2,1 c2,2 · · · c2,nt
...

...
... . . . ...

M cM,1 cM,2 · · · cM,nt

False alarm tracks
1 c0,1 ‘∞’ · · · ‘∞’
2 ‘∞’ c0,2 · · · ‘∞’
... ‘∞’ ‘∞’ . . . ‘∞’
nt ‘∞’ ‘∞’ · · · c0,nt

where K\Kt := {K ∈ K : Kt is fixed}. Looking for an assignment Kt that max-
imizes the likelihood (5.16) we can omit the factor

∑
K∈K\Kt

∏T
t′=1,t′ 6=t

∏nt′
r=1w

t′

kt′r ,r

since it is constant for all Kt ∈ {1, . . . ,M}nt . Thus, we have to solve

K̂t = arg max
Kt

P(Kt | Z,X) = arg max
Kt

nt∏
r=1

wtktr,r = arg max
Kt

nt∑
r=1

log(wtktr,r). (5.17)

Instead of allowing any possible value for Kt ∈ {1, . . . ,M}nt , as it is done in
the PMHT model, we restrict the assignments by the standard tracking assump-
tion. Hence, a real target s = 1, . . . ,M can only be assigned once to any of the
measurements:

∀r1 ∈{1, . . . , nt} :

if ktr1 6= 0 ⇒ @ r2 ∈ {1, . . . , nt} , r2 6= r1 such that ktr1 = ktr2 .
(5.18)

Defining K t := {Kt ∈ {1, . . . ,M}nt |Kt satisfies (5.18)}, we search for the as-
signment Kt ∈ K t with the maximal likelihood:

K̂t = arg max
Kt∈K t

nt∑
r=1

log(wtktr,r) = arg min
Kt∈K t

nt∑
r=1

− log(wtktr,r). (5.19)

Comparing problem (5.19) with the above description of an assignment prob-
lem, we can set the assignment costs to cs,r = − log(wts,r) and apply a standard
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assignment algorithm to the cost matrix in Table 5.1. This yields the sought solu-
tion K̂t. Any measurement that is not assigned to a real target by K̂t is declared
to be a residual measurement. The approach guarantees that at most one mea-
surement is removed per target and avoids the order dependence of the greedy
approach.

Note that as opposed to GNN where an 2D-assignment problem is used to
resolve the data association, this has already been done by the PMHT algorithm
here. The assignment problem is merely employed to deal with the task of residual
determination.

Both methods described above can easily be modified if tracks are allowed to
represent more than one target. In the greedy approach, at the turn of such a
track it simply removes measurements up to the number of targets it represents,
instead of removing only one. In the approach based on the assignment problem,
for each track representing more than one target multiple rows belonging to that
track are included into the cost matrix.

5.2.3 Track Initiation

In the description of the track management process in Section 5.2.1 it reads that
the residual measurements that are determined in Section 5.2.2 are either declared
false alarms or used for the construction of new tracks. This decision is not self-
evident. One can assume that a target is present if there are some measurements in
consecutive scans that ‘fit together well’. However, one should not be too restrictive
with the selection to make sure that a track is initialized even if some detections
are missing. But then being less stringent will obviously lead to occasions where
false tracks are initialized. This is the reason why one often starts to extract
candidate tracks first and waits for their confirmation before they are handed over
to the established tracker (cf. [132]). The definition of residual measurements
enables the usage of any arbitrary track initiation method that works on a set
of measurements. The track extraction task is hence not necessarily specific to
PMHT. There are several ways how candidate tracks can be formed from residual
measurements.

One-point initialization

The simplest approach for track initiation of position-only measurements is the
one-point initialization [4, 72]. It treats every single residual measurement as a
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potential track source. Hence, a candidate track is initialized with the position
data of a residual measurement and zero velocity. To initialize the track’s initial
state error covariance the measurement covariance is used for the position part and
the velocity part is equipped with a standard deviation usually equal to half of
the known maximum speed (cf. [4] and Section 7.3.1: (7.24)). In a scenario with a
lot of clutter measurements, the amount of candidate tracks formed and discarded
shortly after is huge. In this way, a big overhead is produced, since every single
false alarm constitutes a candidate track that has to be processed in each run of
the candidate tracker.

Two-point initialization

An initialization producing only a fractional amount of candidate tracks is a two-
point initialization. It chooses any combination of two measurements from con-
secutive scans that are suitable for producing a candidate track. This decision
can for instance be based on a maximum speed assumption. Having two position
measurements it is possible to estimate the velocity of a potential new target by
two-point differencing. The initial state error covariance is computed assuming no
process noise. For details see [5, 4, 72].

A comparison of the qualities of one-point initialization and two-point differ-
encing for position-only measurements can be found in [72]. Assuming a nearly
constant velocity model the one-point initialization is favored by the authors sup-
ported by analytical and numerical results. The problem mentioned before that
a one-point initialization might produce too many candidate tracks in cluttered
environments can be avoided if one also awaits a suitable second measurement in a
consecutive scan and performs a Kalman update with it before the potential track
is handed over to the candidate tracker.

GMPHD

Another possibility for track extraction based on residual measurements is pursued
by the authors of [132]. They form candidate tracks using the GMPHD filter of
[71, 127]. More precisely, the GMPHD filter is used as a clutter remover to find the
track-seeds. Their decision which seed is given to the candidate tracker follows an
ad-hoc approach: in each run of the candidate tracker, after an GMPHD update
step has been performed, only “the track with the highest weight [is taken] as a
new candidate” [132]. Obviously, this approach can only be applied if the number
of observed targets is very small. Otherwise, allowing only one new candidate
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track per run of the tracker is quite restrictive and might lead to a serious delay
in track confirmation.

Radon and Hough transformations

The approach for track initiation given in [68] is specially designed for the PMHT
algorithm. It extracts new tracks without an explicit determination of residual
measurements. Instead, the influence of measurements from known tracks is im-
plicitly removed from the measurement likelihood function with the help of the
final assignment weights of the PMHT algorithm. Its process flow hence corres-
ponds to the one of Figure 5.2. In more detail, the approach can be sketched as
follows. Using the Hough transformation measurements of the processed batch
that approximately lie on a straight line are collected in bins. The actual num-
ber of measurements in each bin is hence compared with the expected number
of measurements for that bin. This number can be calculated using the Radon
transformation of the measurement PDF which in turn is established based on the
results of the PMHT algorithm. If the actual number of measurements is signifi-
cantly larger than the expected one, a new track is built up. Its initial parameter
estimates can be determined by artificial measurements generated from the center
point of the corresponding bin or by extracting the real contributing measurements
and processing them with a Kalman smoother. The approach described has a few
drawbacks. It is not suitable for the detection of maneuvering targets since only
measurements on a straight line are recognized to fit together. Testing all suppos-
able target trajectories is not possible since they are infinitely many. Using the
final results of the PMHT algorithm, which allows for more than one measurement
to be assigned to a track, the approach is not able to identify a new target that
is ‘closely-spaced’ to an existing one. Furthermore, the memory requirements and
the computational efforts involved in the application of the Hough transformation
are quite intensive.

5.2.4 Track Quality Tests

Quite an important part of a track management system are track quality tests.
They are responsible for the promotion or deletion of candidate tracks as well as for
the recognition of false tracks whose corresponding targets have already vanished
or never existed. A quality test has to manage conflicting objectives. On the
one hand, the probability that a false track is promoted has to be kept as low as
possible. On the other hand, the promotion of a valid track is to be performed as
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soon as possible. Furthermore, tests that recognize when tracks have to be merged
are necessary for a track management system.

Track existence tests using by-products of tracking

Usually track quality tests are designed based on by-products of the tracking al-
gorithm that is executed for data association and track updates. The most basic
approach, if hard assignments are made, is to count the number of updates that
have been performed for each track within a given time period, or directly the
number of measurements assigned, and compare it with the number of data scans
that lie within that time period. If their quotient exceeds a defined promotion
threshold, the candidate can be promoted. If it falls below a deletion threshold,
the track is deleted. Otherwise, if it lies in between the thresholds, the decision is
deferred. The test can be used for both candidate tracks and established tracks.

The idea of the above described quality test can be transfered straightforwardly
to the PMHT algorithm or any other tracking algorithm that performs soft asso-
ciations. For PMHT, the final assignment weights define the proportion of each
measurement with which it contributes to the update of a target. Hence, summing
up all weights of the processed batch corresponding to a given target s we obtain
a quantity comparable to the number of updates:

Ns :=
T∑
t=1

nt∑
r=1

wts,r. (5.20)

Dividing Ns by the batch length T we can employ the same thresholds as before.
The sum of weights, Ns, has been proposed as test statistic for track initiation in
[18] and for track deletion in [68].

Another possible test statistic for the development of a track quality test is a
likelihood ratio. In [133, 134] a formula for the calculation of a likelihood ratio
that is to be used as a sequential track extraction test for PMHT is derived. The
test is based on a sequential track extraction method introduced in [123] for Multi-
Hypothesis Tracking (MHT). The method performs likelihood ratio calculations
to decide whether a batch of data is likely to contain the measurements of a target
or not. Therefore the following hypotheses H1 and H0 are defined:

H1: The measurement batch Zt contains data from a target and possible clutter.

H0: No target exists, all measurements in Zt are false alarms.
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To calculate the likelihood ratio

LRt
1 =

P (Zt | H1)

P (Zt | H0)
, (5.21)

all feasible data interpretations have to be considered similar to the hypotheses
that are formed for MHT. To avoid the big computational load that is implicated
in the inspection of all data interpretations the calculation of the likelihood ratio
is modified by [133, 134] through some heuristic approximations. They enable
the usage of characteristics provided by the PMHT algorithm such as synthetic
measurements instead of all associations with real measurements. In this way,
the resulting formulas consist of by-products from the PMHT algorithm only.
Unfortunately, a lot of questions concerning an algorithmic realization, especially
if more than one target is present and the targets are ‘closely-spaced’, remain
open in [133, 134]. The question how “track-seeds” are defined for which the
PMHT algorithm is performed in order to calculate the likelihood ratio, is not
discussed at all in [134]. At the end of [133] the authors shortly mention that a
spontaneous approach is “to treat every measurement as a potential ‘track-seed’
and start a separate PMHT for it.” If pursued in a cluttered environment, this
approach would result in a big number of candidate tracks. Although a formula
for the likelihood ratio of a target number greater than one is given in [133, 134]
together with a sketch of a heuristic how the actual number of targets might be
estimated, it is not explained how candidates can be chosen for the processing of
the PMHT algorithm. Technically, the likelihood of a hypothesis

HM : Zt contains data from M targets and possible clutter,

is meant to incorporate all combinatorial possibilities of M candidates out of the
maximal assumed Mmax. This is not the case in the given formula. The actually
used hypothesis for the likelihood calculation in [133, 134] does not only postulate
the existence of M targets per se but also includes concrete initial position esti-
mates for the targets. Thus, as a matter of fact, it calculates P (Zt | H1, X̄

0), where
X̄0 are the assumed initial states of the targets used for the PMHT calculations.
If Mmax > M , a likelihood formula for P (Zt | HM) hence has to sum up all the
individual likelihoods for all relevant candidate combinations:

P (Zt | HM) =
∑
X̄0

P (Zt | HM , X̄
0) P (X̄0 | HM). (5.22)

Furthermore, for the estimation of the target number it is necessary to per-
form likelihood calculations for all possible numbers of targets being present:
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M ∈ {1, . . . ,Mmax}. Each single likelihood calculation calls for the results of
the PMHT algorithm performed using the initial states of the candidate tracks
assumed to exist by its corresponding hypothesis. Hence, considering all possibili-
ties how 1 up to Mmax tracks could be composed out of Mmax candidates results in∑Mmax

M=1

(
Mmax

M

)
= 2Mmax − 1 times that the PMHT algorithm has to be processed.

The computational effort would be enormous. The advantage that all ingredients
for the calculation of the likelihood ratio are by-products of the PMHT algorithm
does not totally become clear to us in [133, 134]. The approach itself seems to
enforce to perform the PMHT algorithm several times and does not use the results
of processing that would have been done anyway. Yet, it avoids the numerous
application of an even more time absorbing process to construct all feasible data
association hypotheses and calculate their likelihood. This would be necessary
otherwise in order to account for all possible data interpretations of a given set of
candidates.

The above discussion insinuates that for track extraction of several ‘closely-
spaced’ targets the approach of [133, 134] leaves a lot of questions unanswered for
a practical application with more than one target. The original sequential track
extraction for MHT in [123] that forms the bases for the approach of [133, 134] was
not applicable for several ‘closely-spaced’ targets, yet it was explicitly mentioned
there that the approach was only designed for ‘well-separated’ targets and that the
“Events of uncertain data association among neighboring targets and resolution
conflicts in case of closely spaced targets are excluded.” The likelihood ratio of
[133, 134] might be useful during track maintenance to make sure that the current
hypothesis of M targets being present together with their initial state estimates
X̄0 is still valid or to recognize if a change is in process. For this application, it is
actually the case that the PMHT algorithm would have been processed anyway and
hence the calculation of the likelihood ratio does not produce a lot of extra costs.
The concrete algorithmic realization how the ratio is tested for this application and
what consequences are involved for further processing if the test fails, still have to
be analyzed. Especially, as the likelihood ratio is derived in [133, 134] under the
assumption that either M targets are present in the field of view or none, which
does, however, not really reflect reality in most tracking situations.

In [132] another approximation for the likelihood ratio is derived which is called
generalized likelihood ratio (GLR) approach. The derivation is also based on the
probabilistic structure of PMHT. Its main purpose is the application for track
deletion of incorrect candidate tracks or of established tracks whose targets have
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already vanished. GLR is experimentally found to achieve better results in the
context of track deletion than the approximation of [133, 134]. But then the
approach of [133, 134] has performed better for track extraction. Both comparisons
were performed for a single track situation only. This is due to the likelihood ratio
of [132] only being derived for a single target situation.

In view of the above described difficulties that arise with the likelihood ratio
approaches if several ‘closely-spaced’ targets are to be tracked we decided to simply
use the sum of weights given in (5.20) as test statistic for track initiation in our
simulations.

Built-in tests for track existence

Alternatively to an initiation and promotion process built around an existing track-
ing algorithm based on its outputs, one can also try to modify the algorithm itself
to take track existence into account. This is done in [18, 19], where the so-called
Hysteresis PMHT is introduced. It includes the existence of a target as an ad-
ditional target state into the estimation process using a Markov visibility model
similar to the one applied for the Integrated Probabilistic Data Association filter
in [80]. The tracking algorithm is then rederived which results in a modification
of the assignment probabilities πts. They can hence be considered as indicators
for track existence and are no longer independent of time. Furthermore, their
estimates are smoothed which reduces their originally high variance. A similar
approach modifying the prior assignment probabilities of PMHT to include target
existence has also been developed in [81]. The probability of target existence can
be used to either confirm or terminate tracks according to some thresholds.

Merging test

Another task of track quality tests, not considered yet in this section, is to recognize
that two tracks have to be merged. Merging tracks can be necessary when two
targets come so close to each other that they are unresolvable. Yet, there are
also technical issues that require merging. Namely, if by mistake, a target is
represented by more than one track with nearly identical kinematics. Such tracks
are called duplicates. In [68] a way to detect tracks that have to be merged using
the outputs of PMHT is described as follows: Using the empirical correlation
coefficient between posterior assignment probabilities of two targets, one calculates
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the statistic Csm for targets s and m with s,m ∈ {1, . . . ,M} and s 6= m as:

Csm =

∑T
t=1

∑nt
r=1 w

t
s,r wt

m,r∥∥wt
s,r

∥∥
2

∥∥wt
m,r

∥∥
2

, (5.23)

where wt
s,r = wts,r − w̄ts,r,

w̄ts,r =
1∑T
t=1 nt

T∑
t=1

nt∑
r=1

wts,r, and

∥∥wt
s,r

∥∥
2

=

(
T∑
t=1

nt∑
r=1

(wt
s,r)

2

)1/2

.

If Csm ≈ 1, the probability of assigning measurements to both tracks is nearly
the same which indicates that they are equivalent and are to be merged. Merging
can be performed by a weighted combination of the target states of the involved
tracks using the assignment probabilities πts and πtm. The new assignment prob-
ability of the merged track can be formed as the sum of the individual ones. The
resulting track will hence represent two targets.

5.2.5 Framing

The term framing is used here to refer to all important issues concerning the hand-
ling of incoming measurements. The individual tasks that have to be considered
in this context are discussed one after the other in the following paragraphs.

Gating

Gating is a routine device for target tracking. In general, it is employed before
any data association takes place to prescreen the measurements. In this way,
measurements that are very unlikely to be target-originated are excluded from
the processing and a superfluous computational effort is avoided. The application
of a chi-squared test is one way how gating is often performed in practice (see
Section 7.3.1). Moreover, gating can be used to recognize tracks that share mea-
surements and hence have to be considered as connected components in the data
association process. Tracks that have no common measurements within their gates
can form individual clusters that are processed separately.

The application areas of gating mentioned above are both quite standard in
tracking and very useful to reduce the computational load when employed in a
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preprocessing for the PMHT algorithm. Additionally, gating can be used within
the PMHT algorithm to avoid numerical instabilities. Instabilities can occur when
weights become very small. It is thus reasonable to set a weight equal to zero or
a fixed small value whenever it falls below a given threshold. Weight truncation
can be considered as a special form of gating specific to the PMHT algorithm.

Construction of data scans

Independent of the concrete tracking algorithm that is used for data association,
it is always necessary to build up data scans. There are some simple principles
that should be followed:

• A data scan only contains measurements of one sensor and of maximal one
time step, e.g. of one cycle of this sensor.

• Each measurement can only belong to one data scan, i.e. data scans may not
overlap if they are build from the same sensor.

• Each cluster of tracks has its individual data scans.

• Measurements that do not pass the gating test are discarded, i.e. they are not
included into a data scan but used together with the residual measurements
for track extraction.

Missed detection

In standard tracking situations, it is usually the case that targets are missed once
in a while. To respect such situations, the detection probability pD ∈ ( 0, 1 ] has
to be defined for most tracking algorithms. In the PMHT algorithm the detection
probability is implicitly contained within the prior assignment probabilities. If they
are estimated, one does not have to provide any special arrangements for missed
detections. One only has to account for the detection probability within the PMHT
context if the prior assignment probabilities are to be calculated in advance. Our
approach for the calculation of the assignment probabilities considering missed
detections and false alarms has been discussed in detail in Section 5.1.

If the detection probability is less than one, it can happen that none of the
targets is detected within a scan. If there are no false alarms either, it results into
an empty data scan. Apart from the problem that an empty data scan does of
course not contain any information about the target states at that time instance,
the PMHT model can handle empty scans gracefully. If a scan is empty, i.e. nt = 0,
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an empty product is contained within the likelihood functions (4.2) and (4.3) that
simply yields a factor equal to 1. Within the auxiliary function (4.8) an empty
scan produces an empty sum that vanishes.

Out-of-sequence measurements

The question how to treat out-of-sequence measurements is an important issue in
connection with the construction of data scans that might be different for each
tracking algorithm. Since PMHT is a batch algorithm that does not require to
build up hypotheses trees, the handling is quite easy. Any out-of-sequence mea-
surement belonging to a data scan that has not yet been assigned irreversible,
i.e. the data scan is still contained in the sliding-window, can simply be added to
that data scan. It can hence be processed as all other measurements in the next
processing step of the PMHT algorithm (cf. [17, 22]).

Sensors with different fields of view

If sensors with different fields of view are considered, the probability of detection
is affected. It has to be built by the product of the probability that the target is
within the field of view of a sensor and the probability that the target is detected
conditioned on it being in the field of view. Fortunately, the detection probabilities
only play a role within the PMHT algorithm if the prior assignment probabilities
are calculated in advance, not estimated. Including the probability of a target
to be in the field of view of a sensor, however, precludes the possibility to as-
sume that the detection probability is the same for all targets and constant on the
whole surveillance region. Thus, our derivation of the assignment probabilities of
Section 5.1 could no longer be used. Instead, assignment probabilities must be de-
rived accounting for all individual detection probabilities of the targets separately.
The resulting formula is combinatorially quite complex (cf. [17]). To avoid this
additional complexity we suggest to alternatively use clustering based on gating
with the innovation covariance to incorporate sensors with different fields of view
into the PMHT algorithm in a more straightforward way. Clustering allows each
processing of the PMHT algorithm to only work with a subset consisting of tracks
that are positioned relatively close to each other. For targets that are within the
same region, which is not too big, the assumption that they are all in the field
of view of the relevant sensors is justifiable, just as assuming that their detection
probability is constant within that region and the same for all targets. Hence,
each cluster can omit the inclusion of the probability that its targets are within
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the field of view of a sensor, assuming simply that they are. This again enables the
usage of the formulas given in Section 5.1 for the a priori calculation of assignment
probabilities.

Sliding-window

If tracking is performed in a real-time context where constantly new measurements
arrive and are to be processed, a sliding-window approach is necessary. This
means that one increases the batch until it reaches a desired size. Then, after
each processing of the batch, it is shifted by one scan and a new data scan can be
awaited. As soon as this is complete the processing is started anew.

One problem of a sliding-window approach within the PMHT context, often
remarked in literature (e.g. [17, 138]), is that “data incest” might be produced if
after sliding the batch “future” information (relative to the starting point of the new
batch) is used for the initial track estimates {x̄0

s},
{

Σ̄0
s

}
of the new batch. If one

does not use the results from the processing of the previous data window, however,
the algorithm forgets that these target states and corresponding covariances have
already been estimated. The predictions that might be used instead comprise
much more uncertainty than necessary resulting in initial estimates of less quality.
This is an important issue since the PMHT algorithm is an optimization algorithm
that might converge to local optima depending on the initial guesses it has been
started with. A way proposed in [138] to avoid “data incest” is to only perform
track updates in the last iteration of the PMHT algorithm for that part of the
batch that is skipped afterwards when sliding the batch.

In our opinion, the main problem within the discussion in literature is that most
authors do not strictly distinguish between the initialization of the algorithm with
initial guesses

{
x
t (0)
s

}
and the initial track estimates {x̄0

s},
{

Σ̄0
s

}
, that are model

parameters of the likelihood function. The initial track estimates may not change
during the iterations of the algorithm. It is thus recommendable for an implemen-
tation to either save these values separately or omit the last smoothing step that
updates

{
x

0 (i+1)
s

}
. This is possible since these values do not influence the conver-

gence of the algorithm anyway. When sliding the batch, it is important that the
initial track estimates {x̄0

s},
{

Σ̄0
s

}
, used to build up the likelihood function of the

new batch, do not contain future information. They should hence be chosen as the
corresponding Kalman updates of the last iteration instead of using smoothed esti-
mates. But then the initial guesses

{
x
t (0)
s

}
are only important for the convergence

of the algorithm to local maxima and do not produce “data incest”. Thus, they
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should be chosen in the best possible way using as much information as available.
We hence recommend using the smoothed results of the algorithm for all track
estimates that have been included in the previous batch and Kalman predictions
for those that correspond to new data scans.

Another advice that can sometimes be found in literature [133, 135, 137, 138]
is that batches do not overlap for more than one time step or that the sliding-
window is shifted forward for more than one data scan, respectively. In [133] this
is found to avoid the PMHT’s problem of “narcissism”. The term “narcissism” is
used to describe the problem that a single false alarm in combination with missed
detections influences the whole batch adjusting it completely to the false alarm.
Yet, sliding the batch over multiple scans compromises a problem for real-time
applications. Instead of being able to constantly output some provisional results,
one has to wait for several data scans until processing is started again and results
for the new data scans become available. Furthermore, sliding the batch for more
than one scan implies that for several new data scans initial guesses for the PMHT
algorithm are only available as predictions from the last data scan of the old batch.
Prediction over multiple data scans without any additional information usually
results in quite imprecise estimates that might be far away from the true target
position. This in turn increases the chance that the PMHT algorithm converges
to a worse local maximum due to bad initialization.

As insinuated by the above discussion, there is a conflict of objectives whether to
rather shift the data window for only one time step or multiple. The choice which
approach is pursued greatly depends on the problem at hand and the requirements
on how results are to be output to an operator. In our opinion one cannot generally
favor one or the other.

5.3 Maneuvering Targets

In this section the inclusion of maneuvering targets into the PMHT model is
treated. Different ways how this problem can be tackled are present in literature
[65, 91, 100, 101, 136, 141]. We will review these approaches from a critical point
of view discussing their strengths and weaknesses and give hints for improvements.
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5.3.1 Inclusion of a Markovian Switching Process as Missing
Data

The first approach for maneuvering targets within the context of PMHT was given
in [65]. It includes an unknown control input ut ∈ {u1, . . . , uP}d into the linear
motion model of a target. This yields the new motion model:

xt+1 = F txt +Btut+1 + vt, (5.24)

where F t and Bt are known matrices and vt is the zero-mean, white Gaussian
process noise sequence with known covariance Qt. If a target does not perform
any maneuver, ut equals zero. A non-zero value of ut corresponds to an input
acceleration. To be able to estimate ut, the transition between the finite states
of ut are modeled to obey a discrete time hidden Markov chain with known ini-
tial and transition probabilities. For the application of the EM algorithm, the
activeness of control inputs is considered as missing data together with the data
association variable K. Hence, apart from the calculation of the posterior as-
sociation weights in the E-step, one also has to compute posterior input control
probabilities. This can be done by the application of a forward-backward recur-
sion of a hidden Markov smoother. The M-step performs an update of the target
state estimates via a Kalman smoother that works with synthetic control inputs
additionally to the synthetic measurements and measurement noise covariances of
the standard PMHT algorithm. In this way, all control process realizations are
weighted by their posterior probabilities and their effects are included into the
estimation of the targets’ trajectories accordingly.

Another similar approach to include target maneuvers into the PMHT model
has been pursued in [101, 136] with the multiple-model PMHT. Instead of modeling
the maneuver using an additional input control, it is now modeled as an increase
in the process noise. Consequently, assuming linear Gaussian target motion, the
covariance matrices Qt

s of the process noise vts may vary. The switch between
different process noise models is described again by a Markov chain with known
initial and transition probabilities. The switching process is incorporated into
the PMHT model using the additional variable K2 ≡ (K2

1 , K
2
2 , . . . , K

2
M), where

K2
s = (k0,2

s , . . . , kT,2s ) for s = 1, . . . ,M with kt,2s ∈ {1, . . . , P}. kt,2s = l denotes
which process noise covariance matrix Qt

s,l ∈
{
Qt
s,l

}P
l=1

is the currently active one.
All appearances of densities concerning target motions within the PMHT joint

dThe target index s is omitted for notational simplicity. Nevertheless, the approach can be
applied to multi-target tracking.
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likelihood P(X,Z,K) are then changed to include the conditioning on the active
process noise model and its probability of being active. The changes are performed
as:

ϕ0
s(x

0
s)→ ϕ0

s(x
0
s)·p(k0,2

s ), ϕts(x
t
s|xt−1
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where p(k0,2
s ) is the initial probability and p(kt,2s | kt−1,2

s ) the transition probability
of the Markov chain. This results in the new joint likelihood
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The marginal distribution for Z is derived as

P(X,Z) =
∑
K∈K

∑
K2∈K2

P(X,Z,K,K2), (5.27)

where K2 = ×Tt=0 ×Ms=1 {1, . . . , P}. The next step is to maximize P(X,Z) with
respect to X. This is done by application of the EM algorithm, where the variable
K2 is considered as missing data together with the measurement assignments K.
Analogue to the approach of [65], posterior probabilities γts,l for K

2 need to be
calculated within the E-step. They can again be obtained by the application of
a forward-backward recursion of a hidden Markov chain, where the innovations
(xts − F t

sx
t−1
s ) are regarded as “observations”. The realization of the M-step differs

somewhat to the one of [65]. Assuming Qt
s,l = σ2

s,lQ
t
s,0, synthetic process noise

covariance matrices can be built up as

Q̃t
s =

Qt
s,0∑P

l=1(γts,l/σ
2
s,l)
. (5.28)

They are then inserted into a Kalman smoother replacing the fixed Qt
s that are

used for the standard PMHT update.

One has to note that distinguishing motion models through the process noise
covariances with the restriction Qt

s,l =2 Qt
s,0 contains only little flexibility for

different types of target maneuvers. Yet, it was observed in [136] that the inclusion
of several process noise models can improve the performance for non-maneuvering
targets, as well. This improvement can presumable be attributed to a reduced
degree of narcissism that otherwise troubles the standard PMHT.
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5.3.2 Control Inputs Used as Optimization Parameter

A further approach usually mentioned when target maneuvers are considered
within the context of PMHT is the one derived in [91]. Similar to the practice
in [65], maneuvers are modeled by means of unknown control inputs entering the
linear motion model as an additional term. Moreover, the switch between different
control input models is also dealt with by using a discrete-time Markov chain. The
remnant of the estimation process, however, is quite different. The only similarity
to the above mentioned approaches consists in the application of the EM algorithm
per se with a different focus, though. Instead of looking for an ML estimate of
the target state sequence, an ML estimate of the control input-sequence U ∈ U is
sought in [91]. Thus, the following problem has to be solved:

Û = arg max
U∈U

P(U | Z), (5.29)

where P(U | Z) is the a posteriori density of U. Furthermore, the classification
of the data, required by the EM algorithm, is performed diverging from the con-
ventions of the PMHT algorithm. The incomplete data is still embodied in the
observations. The target state sequence, however, that has been the parameter
for the ML estimation of PMHT is now demoted to play the role of missing data.
This classification is similar to the one pursued for the EM tracker in [92]. The
data association of different measurements which constitutes the missing data for
PMHT is not handled at all in [91], assuming that no false alarms or missed de-
tections are made and that only one target is present. The parameter estimated
by the EM algorithm is the control input sequence as can be seen in the problem
formulation (5.29). The maximization in the M-step with respect to the control
input is accomplished by the Viterbi algorithm.

Having its main focus on the maneuver, the algorithm is found to exhibit good
competence in capturing model changes [100]. The characteristic of the PMHT
model, assuming measurement independence within each data scan, is not sus-
tained in [92] since no data ambiguity is dealt with. Furthermore, the specific
classification of the PMHT algorithm concerning which data is considered missing
is not maintained either. Thus, the approach of [91] does not have a lot in com-
mon with the PMHT algorithm apart from using the EM algorithm in one way or
another. One should hence rather consider it an extension or modification of the
EM tracker of [92] than one of the PMHT algorithm.
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5.3.3 Combination of PMHT with IMM

A blending of the PMHT algorithm with an Interacting Multiple Model (IMM)
[9], that accounts for maneuvering targets, is suggested in [100] as well as in [141].
The question how the IMM is combined with the PMHT model is dealt with quite
differently in both papers. In [141] each target model of IMM is included inde-
pendently into the PMHT model. Thus, for each target there exists a collection
of target states, one for each IMM model, which are initialized with their individ-
ual model conditional state estimates and model probabilities. The application of
the EM algorithm to the new likelihood model results in the need of individual
assignment weights, synthetic measurements and measurement covariance matri-
ces for each single IMM model of a target. After calculating them in the E-step,
all target state estimates of the IMM models are updated in the M-step, using
Kalman filter equations with the corresponding synthetic measurement and mea-
surement covariance. The combination of E- and M-steps is called PMHT step in
[141] and repeated until convergence. Since the model of [141] does not consider
a whole batch, but only one new data scan at a time, the PMHT part can be
separated from the IMM part. An IMM step is carried out after convergence of
the PMHT step is reached. The IMM step is started with an actualization of the
model probabilities. Based on them a combined state and state covariance update
is executed which can be output. Afterwards, model conditional initializations
are built up for each individual IMM model, which form the basis of state and
state covariance predictions for the next time step. Furthermore, combined state
and state covariance predictions can be computed that might be used for gating.
The IMM step is performed with the standard formulas of IMM, yet with slight
modifications. Whenever the IMM algorithm calls for the measurement assigned
to the target at hand, instead of a single real measurement, the appropriate syn-
thetic measurement and covariance of the model for which a characteristic is to
be calculated is used. One can consider the IMM step as a post-processing of the
optimization algorithm that provides a method how results can be output to an
operator and how initializations for the next processing cycle can be formed using
pruning methods.

The above described algorithm is termed PMHT+IMM algorithm in [141]. It
is important to note that the algorithm cannot be extended straightforwardly to
be processed in a batch mode considering several data scans at once. For the
processing of a whole batch, the Markovian switching process of IMM has to be
included into the batch likelihood function. Hence, the PMHT step and the IMM
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step would not decouple anymore and the suboptimality of IMM would affect the
convergence of the EM algorithm which can no longer be guaranteed.

In [100] the so-called IMM-PMHT approach for maneuvering targets is intro-
duced. Contrary to PMHT+IMM, it does not include the IMM models indepen-
dently into the likelihood model of PMHT. Instead, the target motion model of
each target is designated to follow a Markovian switching process. This yields a
change of the PMHT likelihood analogous to the one conducted for the multiple-
model PMHT (cf. (5.25), (5.26)). The calculations of the posterior assignment
weights in the E-step are not performed for each individual IMM model but are
based on the combined IMM state. Only a single synthetic measurement per tar-
get is formed together with its synthetic measurement covariance, which are used
by an IMM-Kalman smoother as though they were a real measurement with a
corresponding covariance matrix. Thus, the changes in the algorithmic procedure
of PMHT are limited to the replacement of the M-step by an IMM step. Unfortu-
nately, the IMM-PMHT approach is only described vaguely in [100]. A justification
or derivation for the described algorithmic procedure is not given. The reader is
referred to [136] for details, but the IMM-PMHT approach is not even touched
there.

The approach of [100], although only sketched loosely, seems quite appealing for
practical applications if some refinements are carried out and detailed explanations
are supplemented. Using the IMM procedure to capture target maneuvers, one is
able to possibly track any arbitrary trajectory which might be difficult if only an
increase in the process noise level is allowed (cf. [141]). For the PMHT+IMM
algorithm the data association process is strongly entangled within the IMM filter
update and a batch processing is not possible. This is not the case for IMM-
PMHT. The data association and update processes are only connected by the
synthetic measurement. Having existing software at hand that performs track
updates using IMM, one can simply feed it with synthetic measurements instead
of real ones and does not have to carry out any other modifications. Hence, it
allows for an object-oriented implementation that decouples data association and
target update procedures. Furthermore, IMM-PMHT has a reduced complexity
compared to the PMHT+IMM algorithm: While performing weight calculations
in the E-step, it does not explore all possible target model associations for each
individual IMM model, but only processes the associations of measurements with
the combined IMM state. To fill the gap left by [100], we will give a motivation
why the procedure of the IMM-PMHT seems reasonable if a Gaussian measurement



114 5. Discussion of Practical Issues for PMHT

model is assumed. At the same time, its inconsistency and theoretical troubles are
highlighted.

Considering the standard PMHT model of [119], we are allowed to use arbitrary
probability densities P(Xs) for the targets s = 1, . . . ,M , that describe the assumed
a priori distribution of the target states and their motion processes. For the
measurement model, independence of the target motion model is assumed. It may
only depend on the current target state and is disturbed by additive Gaussian
measurement noise. Hence, the density of a measurement ztr conditioned on the
target state at time t is given by:

ζtm(ztr | xts) = N (ztr;h
t
s(x

t
s), R

t
s), (5.30)

with mean hts(xts) and measurement noise covariance Rt
s. The PMHT batch joint

density is thus given as
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The problem solved by the PMHT algorithm ise

X̂ = arg max
X∈X

P(X,Z) = arg max
X∈X

∑
K∈K

P(X,Z,K). (5.32)

This is done by application of the EM algorithm, defining the measurements Z
as incomplete data and the measurement assignments K as missing data. Hence,
the M-step of the PMHT algorithm requires to solve

X̂s = arg max
Xs

QXs , (5.33)

for all targets s = 1, . . . ,M with
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︸ ︷︷ ︸
measurement part

, (5.34)

where w̃ts,r are the a posteriori assignment weights that are calculated in the E-step.

Since we know the concrete formulation of a Gaussian density, we can perform
some algebraic transformations on the measurement part of (5.34) that yield an

eThe estimation of the a priori assignment probabilities is omitted here, since the focus is
on target motions. They can be regarded as a priori known. An extension to include their
estimation is nevertheless straightforward.
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equivalent maximization problem. Moreover, we can consider the exponential of
QXs without changing the result of the problem (5.33) (cf. [119]). Consequently,
the following maximization is equivalent to (5.33), where z̃ts is a synthetic mea-
surement and R̃t

s its associated synthetic measurement covariance that are built
based on the weights w̃ts,r:

X̂s = arg max
Xs

P(Xs)
T∏
t=1

N
(
z̃ts;h

t
s(x

t
s), R̃

t
s

)
= arg max

Xs

P(Xs, Z̃s). (5.35)

The transformations performed to arrive at (5.35) do not affect the target state
probability and hence do not require any specific knowledge about P(Xs). It is
sufficient to know that the measurement likelihood is Gaussian and only depends on
the current target state, but not on its evolution. Thus, the target state probability
density might be constructed based on Markovian switching systems as well as
they could simply be composed of a product of Gaussian densities as in the linear
Gaussian PMHT. For Markovian switching systems P(Xs) is formed using the law
of total probability by summing up probabilities over all possible target motion
models (kt,2s ∈ {1, . . . , P} for all t = 0, 1, . . . , T ):
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∑
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The batch likelihood given in (5.35) is proportional to the batch a posteri-
ori density P(X|Z) that is used for tracking applications of single targets with
Gaussian-distributed measurements and without measurement association uncer-
tainty. Accordingly, any standard MAP-tracker that solves a maximization prob-
lem of the form

X̂ = arg max
X

P(X|Z), (5.37)

for real measurements with Gaussian measurement noise distribution, can likewise
be used in the PMHT algorithm to perform the M-step with the synthetic measure-
ment and measurement covariance. This analysis provides the basis why simply
combining any standard MAP-tracker with the PMHT algorithm by performing
the M-step with a synthetic measurement is a justified approach.

At this point, one can also see the inconsistency in applying the IMM proce-
dures to perform the M-step for maneuvering targets. An IMM-Kalman smoother
[33, 47, 48, 82] is not an MAP-tracker that solves the maximization problem (5.37)
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for a motion model of Markovian switching systems. The idea of IMM is based
on the approximation of the smoothing density which is a mixture of model con-
ditioned densities by a single Gaussian density at each time step. The approx-
imation is performed via moment matching and with the objective of reducing
exponentially growing complexity. Assuming that the individual model densities
are Gaussian, the smoothed target state estimates are built as weighted sums of
the model conditioned smoothed estimates. The combined IMM state estimates
of the whole batch, that are the output of the IMM-Kalman smoothing process,
hence provide an approximation to the minimum mean square estimator. For a
multi-modal likelihood function, as is the one in (5.35), the minimum mean square
estimator and the MAP estimator are not the same.

The IMM-Kalman smoother has proven good performance in practical applica-
tions when tracking maneuvering targets using MHT [47]. It is thus understand-
able that one tries to use it as well in combination with PMHT, especially when
having the previously mentioned implementational advantages in mind. Yet, one
should always remember that IMM at most yields a suboptimal approximation to
the MAP estimate. An increase of the observed data likelihood in each iteration
of the EM algorithm can hence no longer be guaranteed offhand. Even though
the result of the IMM-PMHT algorithm might turn out to be useful for practical
tracking applications, it might not maximize the observed data likelihood P(X,Z).

To be able to check whether the IMM step produces an increase in the observed
data likelihood, one can resort to [67]. In that paper, the observed data likelihood
function for IMM-PMHT and multiple-model PMHT is derived in detail and an
efficient method for its computation is presented based on the definition of forward
probabilities for the target state densities. More important, an alternative to the
application of IMM to approximate the M-step for target states being modeled with
a Markovian switching system, under more general conditions than the ones used
by [65, 101, 136], is suggested in [67]. They provide an exact MAP estimation
algorithm for the problem (5.35) where the target state probability is defined
by (5.36) using differing linear Gaussian motion models. The algorithm itself
is derived in [64] using an EM algorithm, with K2 as missing data, and shown
to be equivalent to a Kalman smoother operating on an averaged state space
system. Applying it to perform the M-step represents the mathematically correct
way and can hence conserve the convergence of the EM algorithm to a stationary
point of the observed data likelihood. Furthermore, the MAP approach of [64] is
less computationally demanding than the conditional mean state estimate, which
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requires exponentially growing costs and is generally infeasible. In contrast to most
IMM variants, where the Kalman smoothing has to be performed once for each
maneuver model, the MAP estimation algorithm only needs to perform Kalman
smoothing once per target.

The above described approach of [67] basically applies an EM algorithm within
the M-step of another EM algorithm. It is thus called a nested algorithm. For the
first application of EM, the measurement assignments K are considered as missing
data. For the inner application the missing data is represented by the variable
K2 that defines the active motion model. The parameter to be optimized and
the incomplete data are embodied by the target states X and the observations Z,
respectively, in both EM algorithms. A more straightforward processing can be
achieved by only applying the EM algorithm once, consideringK andK2 jointly as
missing data. This corresponds to the approaches of [65] and [101, 136], described
at the beginning of this section, but with more general motion models that are
allowed to differ in more characteristics than only their control inputs or an process
noise inflation. Deriving the M-step for the joint missing data (K,K2) assuming
linear Gaussian motion and measurement models results in the same maximization
problem as has to be solved by the inner EM algorithm of the nested approach (cf.
[67]). Thus, the M-step can again be solved by a Kalman smoother operating on
the averaged state space system of [64]. The averaged state space system has to
be built up in the E-step based on posterior measurement assignment probabilities
wts,r and posterior motion model probabilities γts,l.

The above approach avoids the suboptimality problem of IMM and, as already
mentioned, it is more flexible in the employed motion models than the methods
described at the beginning of this section. Nevertheless, the most flexibility is still
provided by an IMM approach, yet, on the expense of suboptimality.

5.4 Realization

The above discussed practical issues are of importance for the realization of an
automatic tracking system. They have been implemented as a Java program and
integrated into existing software for operational service. The implementation is
currently in a process of development and restructuring due to major alterations of
the software in which the tracking system is embedded. Nevertheless, preliminary
results that consider the functionality of the individual tracking parts as well as
their interplay already exist.
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For the assessment of the PMHT tracking system, a specific test scenario has
been simulated that involves several conflict situations. The conflict situations
arise from multiple objects that enter the field of view of a sensor, move closely
to each other for some time, jointly undertake some maneuvers before they finally
separate and exit the surveillance region. The sensor is placed in the middle of
the surveillance region, revolves around its own axis and provides measurements
whenever an object finds itself in the direction the sensor is watching. In the
process of measurement generation, the event of a missed detection is accounted
for just as randomly emerging false alarms. Track extraction and deletion are
accomplished completely automatically without the intervention of an operator.

Figure 5.4: Simulated test scenario for the evaluation of the functionality of an
automatic PMHT track management system.

Figure 5.4 shows the results of the implemented PMHT track management
system employed to the simulated data and exemplifies the test scenario. The
tracking results and the measurements are displayed in an accumulated way over
the whole surveillance time. The measurements are illustrated by green crosses,
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the tracking results are shown using black lines and covariance ellipses, and the
measurement assignments are indicated by gray lines connecting a measurement
and a track position. The black boxes notify where the zoomed-in extracts for the
following Figures 5.5 and 5.6 are taken from.

Figure 5.5: Zoomed-in extract of the simulated test scenario showing the situation
of track loss.

The implemented track management system processes the simulated data by a
sliding-window approach and relies on the assignment algorithm developed in Sec-
tion 5.2.2 for the determination of residual measurements. It employs the IMM-
PMHT approach discussed in Section 5.3.3 to be able to follow target maneuvers
and due to implementational reasons inherent to the already existing software.
Candidate tracks are built up as soon as two suitable measurements are found.
This is done by a one-point initialization as described in Section 5.2.3 using the
first measurement and a Kalman update that is subsequently performed with the
second one. Candidates are confirmed to established tracks if the sum of weights
given by (5.20) exceeds a predefined threshold. The automatic PMHT track man-
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Figure 5.6: Zoomed-in extract of the simulated test scenario showing parallel
routed tracks.

agement system is able to build up the required number of tracks and to follow
the maneuvers of the targets, too. The formulas derived in Section 5.1 for the
prior assignment probabilities of a standard tracking scenario were employed and
found to yield much better results than an estimation of the probabilities. For the
displayed run, the system loses two tracks only once during the processing of the
scenario and that is at the point of separation of the maneuvering targets. This
is shown in more detail in the zoomed-in extract given by Figure 5.5. At first the
system has some problems with the extraction of a new track. As the objects are
still within the maneuver one of the newly built up tracks (highlighted red) is lost
immediately. Nevertheless, a new one is built up soon afterwards. In Figure 5.6
another zoomed-in extract is shown to be able to inspect the actual tracking results
in more detail. One can observe that the tracking algorithm manages to establish
tracks that nicely run in parallel in spite of missed detections and false alarms.

The quality of the tracking outputs has only been assessed optically here. A
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numerical analysis of the individual track management tasks has not been under-
taken within the scope of this research. This is due to the main focus of the chapter
being on the discussion and development of possibilities how the different tasks
could at all be realized for ‘closely-spaced’ targets. Numerical analyses concerning
the performance of the PMHT algorithm are conducted for the research of the
following Chapters 6 to 8 in Sections 7.3 and 8.5, respectively.





Chapter 6

Alternatives and Accelerations of
the EM Algorithm

The EM algorithm is a method of maximum likelihood estimation. ML estimation
is a wide-spread tool in parametric statistics. In many cases of practical interest,
an analytical computation of an ML estimator is not possible so that one has
to resort to numerical approximation methods. These methods need to be fast
(efficient), robust and accurate, at which efficiency is particularly important for
large data sets, robustness is a key issue in cases of perturbed data and accuracy
is crucial when decisions need to be based upon numerical simulations. Hence,
the choice of a numerical method for ML estimation is an important issue for a
problem at hand. The intention of this chapter is to analyze some widely used
computational schemes in the particular case of missing data with respect to the
three criteria mentioned and to establish similarities and differences that can guide
the choice.

Assume a probability space (Ω,A,P) and an (observable) random variable Y :

Ω→ Rn, n ∈ N to be given. The associated probability density function gYφ : Rn →
R+

0 := [0,∞) is to be parameter-dependent with some parameter φ ∈ Φ ⊆ RP ,
P ∈ N. The likelihood function L : Φ→ R+

0 for an observed realization y = Y (ω)

of a (fixed) event ω ∈ Ω is then defined as L(φ) := gYφ (y), φ ∈ Φ. The ML
estimator is usually computed for the log-likelihood function L := log L and reads

φ̂ML = arg sup
φ∈Φ

L(φ). (6.1)

As long as L is explicitly known, the computation of φ̂ML reduces to an op-
timization problem which can be solved numerically by any scheme known from
numerical optimization.

123
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We are particularly interested in the context of missing data (cf. Section 3.1),
where the particular form of L might not be known (since the full data x = X(ω)

may not be observable) or at least not be efficiently computable in general. In this
framework, the EM algorithm is a widely used scheme. The main reason is that
EM neither requires the analytic expression of the log-likelihood function nor of
the gradient, the function L does not even need to be differentiable. This makes
EM a good “black box” method.

Nevertheless, in many applications, there is some knowledge on L, its gradient
or smoothness properties, even though it might be cumbersome to retrieve this
information at a first glance. In terms of the properties efficiency, robustness
and accuracy, however, it might pay off to use this information so that numerical
methods other then EM (and possibly superior ones) could in principle be used.

This is the motivation for a theoretical analysis of the relationship of EM to
other numerical optimization schemes. Similar comparisons of the performance of
the EM algorithm with unconstrained optimization methods have been performed
e.g. in [104, 106, 107, 140]. We will detail the relations of our results to existing
ones in literature later on in Section 6.1.2. Bigger parts of the analyses performed
in this chapter and their application to the PMHT problem in the following one
have also been submitted for publication in a paper (cf. [117]).

6.1 EM Algorithm and Ascent as well as Quasi-
Newton Methods

The precise form of the target function Q(φ, φ̃) in the optimization of the M-step
(3.9) obviously depends on the specific form of the log-likelihood function `full.
This, in turns, implies the precise form of the EM algorithm. It is well-known that
convergence properties of the EM algorithm depend on properties of the (fixpoint)
function M given by (3.10). It is obvious that statements in the most general case
are difficult if not impossible. In many cases, however, the EM iteration turns out
to coincide with iterative schemes that are well-investigated in numerical analysis.
The aim of this section is to show some of these similarities and relationships.

6.1.1 Ascent Methods

The most commonly used methods for solving the problem (6.1) belong to the
so-called ascent methods. Their idea is quite basic. Starting at an initial estimate
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φ(0) one iteratively searches in a direction d(k) that increments the function value
until some stopping criterion is reached.

Definition 6.1. For L : Rn → R and φ ∈ Rn a vector d ∈ Rn is called ascent
direction of L at the point φ if there exists a η̄ > 0 such that

L(φ+ η d) > L(φ) for all η ∈ (0, η̄ ].

It is important to note that although the length of d does not have to be specified
for the above definition, the magnitude of η̄ will depend on it. Hence, it is often
useful to only consider normalized vectors where ‖d‖ = 1.

An ascent method can be described by the following generalized algorithm.

Algorithm 6.2. (Ascent Method)

1. Choose a starting point φ(0), k = 0.

2. If φ(k) satisfies a stopping criterion: STOP.

3. Specify an ascent direction d(k) satisfying ∇L(φ(k))Td(k) > 0.

4. Set ηk to the value of a fixed step size parameter η > 0 or determine a step
size ηk > 0 with L(φ(k) + ηk d

(k)) > L(φ(k)).

5. Set φ(k+1) = φ(k) + ηk d
(k), k = k + 1, go to 2.

Common choices used as ascent directions are:

• The gradient of the function L at the current estimate φ ∈ Rn:

d = ∇L(φ) :=

(
∂L

∂φ1

(φ), . . . ,
∂L

∂φn
(φ)

)T

. (6.2)

This results in the method of Steepest Ascent or Gradient method.

• The choice
d = −

(
∇2 L(φ)

)−1 ∇L(φ) (6.3)

in points where the Hessian

∇2 L(φ) :=

(
∂2L

∂φi ∂φj

)
i,j=1...n

is negative definite constitutes the application of the Newton direction.
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• In the context of maximum likelihood estimation an additional option is the
direction

d = F−1(φ)∇L(φ), (6.4)

where F(φ) is the Fisher information matrix (FIM): F(φ) = Var[∇L(φ)|φ].
The resultant method is called Fisher scoringa.

• In general, if
d = B(φ)∇L(φ) (6.5)

is chosen, where B(φ) ∈ Rn×n is an appropriate positive definite (p.d.) ma-
trix, one talks about Quasi-Newton or Preconditioned Gradient Ascent meth-
ods dependent on the way how B is actually constructed.

The following two theorems justify the contemplated selection of ascent direc-
tions.

Theorem 6.3. If L ∈ C1 and ∇L(φ)Td > 0 then d ∈ Rn is an ascent direction of
L at the point φ.

Proof: Define Φ(η) := L(φ + ηd), then it holds true that Φ ∈ C1 and Φ
′
(0) =

∇L(φ)Td > 0 and the proposition follows immediately.

Theorem 6.4. For positive definite B ∈ Rn×n the direction d = B ∇L(φ) is an
ascent direction of L at the point φ, if ∇L(φ) 6= 0.

Proof: ∇L(φ)Td = ∇L(φ)TB ∇L(φ) > 0 since B is p.d. and ∇L(φ) 6= 0.

In Algorithm 6.2 at Step 4. either a fixed step size parameter is used or a step
size is sought that sufficiently increases the function value of L. This procedure is
usually referred to as line search. An immediate approach to find a step size ηk is
to choose it maximizing the function L in the direction d(k):

ηk = ηk(φ
(k), d(k)) := arg max

η∈R+

L(φ(k) + η d(k)). (6.6)

In general, the strategy (6.6) is impractical since it is too expensive. Further-
more, an inexact line search is usually sufficient. For these reasons, there are
several rules for an inexact line search. They comprise the Armijo rule, the Gold-
stein condition or the Wolfe-Powell step size rule. For details see [28, 83, 84, 131].

aThe algorithm considered in [51] under the name natural gradient descent is exactly the
same as scoring. We come back to scoring with some more details in Section 6.1.3
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A detailed and perspicuous description of general optimization methods can also
be found there. in the lecture notes [84, 131] or the books [28, 83].

In some cases, the EM iteration can be written as an updating procedure, i.e.,

φ(k+1) = φ(k) + d(k), (6.7)

where the update d(k) is a projection applied to the gradient of the log-likelihood
function, i.e.,

d(k) = η P (φ(k))∇L(φ(k)), (6.8)

η > 0 is a fixed step size parameter and P (φ) ∈ Rn×n is some matrix uniformly
bounded in the parameter φ ∈ Φ, i.e. ‖P (φ)‖ ≤ C for all φ ∈ Φ. The specific
form of the EM algorithm in this case depends on the particular choices of P and
η. If the EM algorithm takes the form (6.7), the scheme is an ascent method
with ascent direction d(k). If in addition (6.8) is true, then the EM algorithm is a
Quasi-Newton method at which P (φ) acts as an approximation of the inverse of
the Hessian ∇2L of the log-likelihood function and can thus be interpreted as a
preconditioner. The step size is up to the choice of the user.

6.1.2 Preconditioning Ascent Methods

In order to study the convergence properties of (6.7, 6.8), one needs to ensure that
P (φ) is s.p.d. – at least acting on the current gradient (see also Proposition 6.21
below). The following result in that regard is well-known. Since a proof of the
theorem is only sketched in [107], we give a detailed proof here.

Theorem 6.5 ([107, §2]). Let the Assumptions A and B (see Section 3.4) hold
true. Assume for (6.7) and (6.8) that φ(k) 6= φ(k+1), k ∈ N, holds and that
D10Q(φ, φ(k)) = 0 if and only if φ = φ(k+1). Then,

∇L(φ(k))T P (φ(k))∇L(φ(k)) > 0 ∀φ(k) ∈ Φ, (6.9)

i.e., P (φ(k)) is positive definite along the direction ∇L(φ(k)).

Proof: We start by considering the directional derivative D10Q(φ(k), φ(k))(φ(k+1)−
φ(k)) and show by contradiction that it is positive. For this purpose we define F :

R 7→ R, F (η) := Q
(
φ(k) +η (φ(k+1)−φ(k)), φ(k)

)
. Since Q ∈ C10(Φ) by Lemma 3.11

it follows that F ∈ C1(R) and hence f(η) := F ′(η) = D10Q(φ(k) + η(φ(k+1) −
φ(k)), φ(k))(φ(k+1) − φ(k)) is continuous. Furthermore, F (1) = Q(φ(k+1), φ(k)) >

Q(φ(k), φ(k)) = F (0) and as D10Q(φ, φ(k)) = 0 if and only if φ = φ(k+1) and
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φ(k) 6= φ(k+1) we know that f(0) 6= 0. Assuming that f(0) < 0 there is some
η1 ∈ (0, 1) with F (η1) < F (0). Using the intermediate value theorem and F (η1) <

F (0) < F (1) we can now find some η2 ∈ (η1, 1) with F (η2) = F (0). The mean
value theorem in turn yields a point η3 ∈ (0, η2) with

F ′(η3) = f(η3) =
F (η2)− F (0)

η2 − 0
= 0.

Hence, φ = φ(k)+η3(φ(k+1)−φ(k)) represents a critical point ofQ along the direction
φ(k+1) − φ(k) other than φ(k+1) which contradicts the assumptions. Thus, f(0) =

D10Q(φ(k), φ(k))(φ(k+1)−φ(k)) has to be positive. Since we know by Lemma 3.11 and
Theorem 3.8 that D10Q(φ(k), φ(k)) = ∇L(φ(k)) and φ(k+1)−φ(k) = P (φ(k))∇L(φ(k))

this yields the claim.

Let us briefly recall from literature under which circumstances (6.7) and (6.8)
hold true. The explicit form of the matrix P (φ(k)) for the EM algorithm is given in
[104, 106, 140] for some specific cases. These are in [140, Theorem 1] the Gaussian
Mixtures model, in [106, Appendix] and [104, §2] the Mixture of Factor Analyzers
model and moreover in [104, §§2,3] the Factor Analysis model, the Hidden Markov
model and the Exponential Family models. Yet, a uniform derivation of P (φ(k))

for more general cases is not given in literature. Furthermore, the existence of
an EM preconditioner P (φ(k)) is postulated in these papers without statements
under which circumstances this assumption can actually be justified. Hence, we
generalize the statements on existence, derivation and special properties of the
projection matrix for all problems where the M-step consists in solving a linear
system of equations. In addition, the given derivation of P (φ(k)) will identify a
connection between the EM scheme and the FIM of the complete data which in
turns establishes a relation to scoring algorithms, see Section 6.1.3 below.

Let us start with the particular situation where the M-step amounts solving a
linear system. This case, however, will be important also for a general understand-
ing.

Theorem 6.6. Let Assumptions A and B hold and Q(·, ψ) is assumed to have a
unique local maximum. If

D10Q(φ, ψ) = −A(ψ)φ+ b(ψ) (6.10)

with a regular A(ψ) ∈ Rn×n and b(ψ) ∈ Rn. Then, the EM algorithm can be written
in the form (6.7), (6.8) with

P (φ(k)) =
[
ηA(φ(k))

]−1
= [−ηD20Q(φ(k), φ(k))]−1. (6.11)
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Moreover, P (φ(k)) is s.p.d. provided that in addition fXφ (x) ∈ C2(Φ) for all x ∈ D.

Proof: By Remark 3.8 we have that

∇L(ψ) = D10Q(ψ, ψ) = −A(ψ) ψ + b(ψ), ψ ∈ Φ. (6.12)

For the EM iterates φ(k), we hence get that

φ(k+1) − φ(k) =
[
A(φ(k))

]−1
b(φ(k))− φ(k) =

[
A(φ(k))

]−1 (
b(φ(k))− A(φ(k)) φ(k)

)
=
[
A(φ(k))

]−1 ∇L(φ(k)), (6.13)

i.e., ηP (φ(k)) =
[
A(φ(k))

]−1. From assumption (6.10), we immediately obtain

D20Q(φ, ψ) =
∂

∂φ

(
−A(ψ) φ+ b(ψ)

)
= −A(ψ), (6.14)

so that (6.11) is proven.

If in addition fXφ (x) ∈ C2(Φ) for all x ∈ D, we obtain Q ∈ C20(Φ) by Lemma
3.11, such that the Hessian D20Q(φ, ψ) is symmetric and so is P (φ(k)). Note
that the Hessian in (6.14) does not depend on φ which means that −A(ψ) also
corresponds to the Hessian at the unique local maximum of Q(·, ψ), where the
Hessian is symmetric and negative semidefinite. Since A(ψ) is assumed to be
regular, we deduce that A(ψ) is s.p.d. which by (6.11) implies that P (φ(k)) is
s.p.d.

Of course, the assumption (6.10) is very specific and will not hold true in general.
There are two separate issues. First, (6.10) may not be true at all and second,
(6.10) may not be valid for all ψ ∈ Φ. The latter one is not serious since a closer
look to the proof shows that we only need (6.10) for the specific choice ψ = φ(k)

and arbitrary φ ∈ Φ, i.e.,

D10Q(φ, φ(k)) = −A(φ(k))φ+ b(φ(k)). (6.15)

Obviously, such an assumption is delicate to check a priori since the iterates φ(k)

are unknown, which is the reason for the general formulation (6.10). However, even
if (6.15) is not true, we get at least an approximation as the following statement
shows.

Proposition 6.7. Let Assumption C (see Section 3.4) hold and ‖(D20Q(φ,φ))−1‖
<∞ uniformly for φ ∈ Φ. Then, the EM iteration satisfies

φ(k+1) = φ(k) − [D20Q(φ(k), φ(k))]−1∇L(φ(k)) + o(‖φ(k+1) − φ(k)‖),

i.e., P (φ(k)) ≈ [−ηD20Q(φ(k), φ(k))]−1.
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Proof: We use Taylor’s expansion (e.g. [54, XVI, §6]), i.e.

D10Q(φ, ψ) = D10(φ0, ψ) +D20Q(φ0, ψ)(φ− φ0) + o(‖φ− φ0‖).

The assertion follows using φ0 = φ(k), φ = φ(k+1) and ψ = φ(k) recalling that the
M-step implies D10Q(φ(k+1), φ(k)) = 0 and that D10Q(φ(k), φ(k)) = ∇L(φ(k)).

This latter statement shows that the EM iteration asymptotically behaves like
an EM algorithm for the specific case in Theorem 6.6. Furthermore, Theorem 6.6
and Proposition 6.7 also justify the EM gradient algorithm of Lange [56] without
resorting to Newton’s method (see Section 6.3.3).

We continue with some statements on the matrix P . Additionally, the remaining
part of this section is meant to serve as an overview on similarities and differences
to existing literature. We start by a well-known short-hand notation.

Definition 6.8. The Loewner ordering of symmetric matrices, i.e. A � B, for
A,B ∈ Rn×n symmetric, means that A−B is positive definite.

Lemma 6.9. Let Assumptions A and B hold and fXφ (x) ∈ C2(Φ) for all x ∈ D. If
the series {φ(k)}k∈N of EM iterates for which (6.7), (6.8) hold converges towards
some φ∗ ∈ Φ such that D10Q(φ(k+1), φ(k)) = 0 and D20Q(φ, φ(k)) ≺ 0, then

P (φ∗) = −(ηD20Q(φ∗, φ∗))−1.

Proof: For φ ∈ Φ, we have M(φ) − φ = ηP (φ)∇L(φ) and due to differentiability
of M , P and ∇L (at least locally) we have

∇M(φ)− I = η∇P (φ)∇L(φ) + ηP (φ)∇2L(φ).

By assumption the iteration converges, i.e., ∇L(φ∗) = 0 and by passing to
the limit φ → φ∗, we obtain ∇M(φ∗) = I + ηP (φ∗)∇2L(φ∗), so that P (φ∗) =

(∇M(φ∗)− I)(η∇2L(φ∗))−1. Using Proposition 3.28, we arrive at

P (φ∗) = [(D20Q(φ∗, φ∗))−1D20H(φ∗, φ∗)− I](η∇2L(φ∗))−1. (6.16)

Now we use Lemma 3.12 (b) and get D20H(φ, ψ) = D20Q(φ, ψ)−∇2L(φ) so that

P (φ∗) = [(D20Q(φ∗, φ∗))−1(D20Q(φ∗, φ∗)−∇2L(φ∗))− I](η∇2L(φ∗))−1

= [−(D20Q(φ∗, φ∗))−1∇2L(φ∗)](η∇2L(φ∗))−1 = −(ηD20Q(φ∗, φ∗))−1.

This proves the lemma.
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Remark 6.10. Equation (6.16) should also be valid at least approximately by
replacing the fixpoint φ∗ by φ(k) for a sufficiently large k. If this is the case, then the
result is the same as in the affine case in Theorem 6.6, (6.11). The interpretation
of (6.16) in [107] reads: “When the missing information is small compared to the
complete information, EM exhibits approximate Newton behavior and enjoys fast,
typically superlinear convergence in the neighborhood of φ∗”. It should be noted,
however, that our derivation differs from [107] in two ways. First, [20, Theorem 4]
was used there, so that the comments in Remark 3.29 apply. Second, the derivation
in [107] is done basically along the lines described above, with φ∗ replaced by φ(k),
however. Since ∇L(φ(k)) 6= 0 and [20, Theorem 4] is only given for φ = φ∗, the
substitution cannot be performed straightforwardly. In [107] no justification to use
[20, Theorem 4] for φ = φ(k) and no approximation quality for their result is given.
Yet, we will see within the proof of the next Proposition that given some additional
assumptions on ∇2L and ∇L we can derive a similar approximation for P (φ(k))

with approximation quality o(1).

We are now going to make the approximate representation of Proposition 6.7
rigorous.

Proposition 6.11. Let Assumption C hold true. Let M(φ) := φ+ ηP (φ)∇L(φ),
P ∈ C1(Φ) be the fixpoint scheme of an EM algorithm. Moreover, assume the
estimates ‖∇2L(φ(k))−1‖ = O(1) and ‖∇L(φ(k))‖ = o(1), k → ∞. Then, as
k →∞

P (φ(k)) = −
(
ηD20Q(φ∗, φ∗)

)−1
+ o(1).

Proof: By assumption, we have ∇M(φ) = I + η∇P (φ)∇L(φ) + ηP (φ)∇2L(φ) for
all φ ∈ Φ, ‖∇M(φ∗)−∇M(φ)‖ = o(1) as φ→ φ∗ and in particular

ηP (φ(k))∇2L(φ(k))−
(
∇M(φ∗)− I

)
= −η∇P (φ(k))∇L(φ(k)) + o(1) = o(1)

which finally leads to P (φ(k)) = (∇M(φ∗)− I)(η∇2L(φ(k)))−1 + o(1). Now, we use
Proposition 3.28 so that the first term on the right-hand side reads

(∇M(φ∗)− I)(η∇2L(φ(k)))−1 =

=
(

(D20Q(φ∗, φ∗))−1D20H(φ∗, φ∗)− I
)

(η∇2L(φ(k)))−1

=
(

(D20Q(φ∗, φ∗)−1[D20Q(φ∗, φ∗)−∇2L(φ∗)]− I)
)

(η∇2L(φ(k)))−1

= −(D20Q(φ∗, φ∗))−1∇2L(φ∗) (η∇2L(φ(k)))−1,

where we have used Lemma 3.12. Since L ∈ C2(Φ) by assumption, we finally get
∇2L(φ∗)∇L(φ(k))−1 = I + o(1) so that the claim is proven.
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This now allows for the following convergence statements:

Theorem 6.12. Under the assumptions of Proposition 6.11, we have

(a) φ(k+1) − φ(k) = −(D20Q(φ∗, φ∗))−1∇L(φ(k)) + o(1)

(b) φ(k+1) − φ∗ = [I − (D20Q(φ∗, φ∗))−1∇2L(φ∗)](φ(k) − φ∗) + o(||φ(k) − φ∗||).

Proof: Using the above definitions and Proposition 6.11, it holds

φ(k+1) − φ(k) = ηP (φ(k))∇L(φ(k)) = −(D20Q(φ∗, φ∗))−1∇L(φ(k)) + o(1),

which is (a). As for (b), we have by Taylor’s expansion that

φ(k+1) − φ∗ = φ(k) − φ∗ + ηP (φ(k))∇L(φ(k))

= φ(k) − φ∗ + ηP (φ(k))∇2L(φ∗)(φ∗ − φ(k)) + o(‖φ(k) − φ∗‖)
=
(
I − (D20Q(φ∗, φ∗))−1∇2L(φ∗)

)
(φ(k) − φ∗) + o(‖φ(k) − φ∗‖),

where we have used Proposition 6.11 in the last step.

Remark 6.13. The approximation of Theorem 6.12 (a) can even be improved
yielding an approximation quality of o(‖φ(k) − φ∗‖) instead of o(1). A proof for
this is given in [41, Appendix A.1]. The approximation is used in [41] to show
that the EM step can approximately be viewed as a generalized gradient of the
log-likelihood L(φ) which is hence employed for conjugate gradient acceleration
of the EM Algorithm. A corresponding approximate representation of (b) using
FIMs instead of Hessians can also be found in [76, (12)]. Yet, without a rigorous
statement or proof on the approximation quality.

6.1.3 Fisher Scoring Algorithm

The Fisher Scoring Algorithm (FSA) is a Newton-type method to compute a nu-
merical approximation of an ML estimate in terms of a root of the score which
is typically defined as V := ∇L, the parametric derivative of the log-likelihood
function [55, 58]. The basic idea is to replace the Hessian ∇2L(φ(k)) in Newton’s
method (i.e., the observed information) by the expected information.

We start by describing the FSA in the general case of observed data and will
then detail the connections to the EM algorithm in the case of missing data. The
variance of the score, also known as the Fisher information matrix,

F(φ) := Var[∇L(φ)|φ], (6.17)
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replaces the negative Hessian. The FSA then reads

φ(k+1) = φ(k) + F−1(φ(k))∇L(φ(k)). (6.18)

This construction obviously offers two advantages from a numerical point of
view. First, F(φ) is positive semidefinite by construction and second it avoids
possibly cumbersome computations of second derivatives (as required in Newton’s
method).

Lemma 6.14. If Assumption A holds, if gYφ (y) ∈ C2(Φ) for all y ∈ O and ∂
∂φ
gYφ ∈

L∞(O), then we have

F(φ) = Var[∇L(φ)|φ] = IE[(∇L(φ))2|φ] = −IE[∇2L(φ)|φ].b (6.19)

Proof: First, note that (recalling that O ⊂ Rn is the observed data space)

IE[∇L(φ)|φ] =

∫
O

( ∂
∂φ

log gYφ (y)
)
gYφ (y) dy =

∫
O

∂
∂φ
gYφ (y)

gYφ (y)
gYφ (y) dy

=

∫
O

∂

∂φ
gYφ (y) dy =

∂

∂φ

∫
O
gYφ (y) dy = 0

by Remark A.2. This means that the score has vanishing expectation. Then,

F(φ) = IE[(∇L(φ))2|φ]− IE[∇L(φ)|φ]2 = IE[(∇L(φ))2|φ]

= − ∂

∂φ

∫
O

∂

∂φ
gYφ (y) dy + IE[(∇L(φ))2|φ]

= −
∫
O

∂2

∂φ2
gYφ (y) dy +

∫
O

( ∂
∂φ

log gYφ (y)
)2

gYφ (y) dy

= −
∫
O

( ∂2

∂φ2
log gYφ (y)

)
gYφ (y) dy = −IE[∇2L(φ)|φ],

which proves the claim by Remark A.2 and Lemma A.3.

Lemma 6.14 shows that the Jacobian in Newton’s method is replaced by the
expectation of the Jacobian of the score, i.e., the expectation of the Hessian of
the log-likelihood [58]. This is the reason why F in (6.17) is sometimes called
expected FIM as opposed to the negative Hessian I = −∇2L of the log-likelihood
(i.e., standard Newton’s method) which is called observed FIM [23]. We use the
letter F for expected and I for observed information matrices.

Let us now establish the connection of the above definitions to the case of
missing data and the EM algorithm. In a missing data model we have only access

bWe use the notation (·)2 := (·)(·)T .
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to the observed data y and know that there is a relation to the complete data x
which can, however, not be observed. We can thus fabricate a kind of mixture of
the observed and expected FIMs. This is done building the FIM of the complete
data likelihood conditioned on the observed data y. Hence, it seems appropriate
to replace F by

Ifull(φ) := IE
[(
∇`full(·;φ)

)2∣∣∣y, φ] =

∫
`−1(y)

( ∂
∂φ

log fXφ (x)
)2

h
X|Y
φ (x|y) dx. (6.20)

Note that Ifull(φ) contains both expected and observed information. The use
of the conditioned expectation implies that the available observed information is
used, whereas the expectation is performed for the missing information. Thus, we
use the letter I to indicate observed information. A very similar reasoning as for
proving Lemma 6.14 yields

Ifull(φ) = −IE
[ ∂2

∂φ2
log fXφ (·)

∣∣∣y, φ] (6.21)

and the variant of FSA reads

φ(k+1) = φ(k) + Ifull(φ
(k))−1∇Lmd(φ(k)).

Interchanging expectation and differentiation (Lemma A.6 and Corollary A.7)
in (6.21) together with (3.6) results in

Ifull(φ) = −D20Q(φ, φ). (6.22)

In view of (6.8) and Theorem 6.6, the FSA variant hence coincides with the
EM algorithm for the particular choice P (φ(k)) = [ηIfull(φ

(k))]−1. This motivates
a closer look at the properties of Ifull.

Lemma 6.15. Let Assumption C hold true. Then, the observed FIM for the
complete data likelihood Ifull reads

Ifull = Fmiss + Iobs,

where Fmiss(φ) := Var[∇`miss(·|y;φ)|y, φ] = IE
[
−∇2`miss(·|y;φ)

∣∣y, φ] is the expected
FIM of the missing data likelihood (cf. Lemma 6.14).

Proof: First we note that fXφ ∈ C2(Φ) implies that gYφ , h
X|Y
φ ∈ C2(Φ). This, in

turns, ensures that `full(x; ·), `obs(y; ·), `miss(x|y; ·) ∈ C2(Φ). From (3.4), we then
deduce

∂2

∂φ2
`full(x;φ) =

∂2

∂φ2
`obs(y;φ) +

∂2

∂φ2
`miss(x|y;φ).
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Now, we form the expectation on both sides to obtain

Ifull(φ) =−
∫
`−1(y)

( ∂2

∂φ2
log fXφ (x)

)
h
X|Y
φ (x|y) dx

=−
∫
`−1(y)

( ∂2

∂φ2
log gYφ (y)

)
h
X|Y
φ (x|y) dx

−
∫
`−1(y)

( ∂2

∂φ2
log h

X|Y
φ (x)

)
h
X|Y
φ (x|y) dx

=− ∂2

∂φ2

(
log gYφ (y)

)
+ IE

[
− ∂2

∂φ2
log h

X|Y
φ (x|y)

∣∣∣y, φ]
= Iobs(φ) + Fmiss(φ),

which proves the claim.

It is well-known that the convergence-properties of an iteration of the form (6.7,
6.8) crucially depend on the positivity properties of the matrix P (φ), φ ∈ Φ, i.e.,
in the FSA variant of EM we have to investigate the positivity of Ifull.

Remark 6.16. Let Assumption C hold. Then, Ifull(φ) is positive definite for some
φ ∈ Φ provided that (recall Definition 6.8)

Fmiss(φ) � −Iobs(φ). (6.23)

Note that (6.23) is satisfied if Iobs(φ) is s.p.d. since Fmiss is s.p.d. as a covariance
matrix in view (6.17).

Remark 6.16 gives a hint at why the global convergence properties of the EM
algorithm are better than the ones of Newton’s method.

Proposition 6.17. Let Assumption C hold and let φ∗ ∈ Φ be a non-degenerate
local maximal point of L. Then, the matrix Ifull(φ

∗) is s.p.d.

Proof: Under the above assumptions, the Hessian ∇2L(φ∗) is negative definite.
Hence, the matrix Iobs(φ

∗) = −∇2L(φ∗) is s.p.d. so that (6.23) holds true which
proves the claim.

6.1.4 A Linearized Fixpoint Scheme for the Euler-Lagrange
Equation

If the log-likelihood function L is smooth, i.e., L ∈ C1(Φ), the ML estimate φ̂ML

is a critical point of L, i.e.,
∇L(φ̂ML) = 0.
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In other words, φ∗ = φ̂ML is a root of the Euler-Lagrange equation (first-order
necessary condition).

Let us consider the case in which the assumption of Theorem 6.6 holds, i.e., the
affine assumption on D10Q(φ, ψ) in (6.10). Then, we are looking for a root φ∗ of
the function

F (φ) := ∇L(φ) = D10Q(φ, φ) = b(φ)− A(φ)φ,

i.e., A(φ∗)φ∗ = b(φ∗). Since A and b in general depend in a nonlinear way on
the argument, the latter equation is nonlinear. A simple numerical scheme is a
linearized fixpoint-type method, where φ(k+1) is determined as the solution of the
linear system

A(φ(k))φ(k+1) = b(φ(k)), k = 0, 1, 2, . . . (6.24)

given some initial guess φ(0) ∈ Φ. The approach can be specified by the following
algorithm.

Algorithm 6.18. (Fixpoint scheme of linearized system of equations)

1. Choose a starting point φ(0), k = 0.

2. Calculate the values of the nonlinear components of the system of equations
in the point φ(k), i.e. A(φ(k)) and b(φ(k)).

3. Solve the linearized system for φ(k+1):

A(φ(k)) φ(k+1) = b(φ(k)).

4. If φ(k) satisfies a stopping criterion: STOP, else set k = k + 1, go to 2.

If the iteration (φ(k))k∈N0 converges towards some φ∗, this φ∗ is a root of F = ∇L
and hence coincides with the limit of the EM algorithm. According to Theorem 6.6,
the EM iteration reads (under the corresponding assumptions) −A(φ(k))φ(k+1) +

b(φ(k)) = D10Q(φ(k+1), φ(k)) = 0, so that in fact the two schemes coincide. We may
summarize these observations as follows.

Proposition 6.19. Let the assumptions of Theorem 6.6 hold. Then, the EM
iteration coincides with the linearized fixpoint scheme (6.24) for the Euler-Lagrange
equation.

6.1.5 Advantages and Disadvantages of the EM Algorithm
over its Alternatives

The EM algorithm has a number of decent features which makes it a graceful
algorithm that can be applied and implemented easily in practice. It does not
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need a lot of modifications to handle special cases or to guarantee convergence. In
more detail, the advantages of the EM algorithm over its alternatives are listed in
the following.

The most important peculiarity of the EM algorithm is that it guarantees to
increase the likelihood in each iteration. The steady increase is achieved without
any step-size modification or line search which require additional computational
costs. Even if started far away from the maximum likelihood estimate, the EM
algorithm usually performs well and rapidly reaches the neighborhood close to the
maximum point. Hence, a very convenient and frequently praised property of the
EM algorithm is its numerical stability. Furthermore, it can handle probabilistic
constraints straightforwardly without the necessity of reparameterization or the
employment of penalty functions. This property is due to the fact that constraints
are directly embedded into the definition of the M-step. The resulting advantages
can especially be experienced in the context of mixture models.

As already briefly mentioned, while considering the connections of EM to its
alternatives, the EM algorithm can employ superlinear convergence under certain
circumstances. If the proportion of missing information to the complete informa-
tion is, however, high, the convergence can be rather slow, which has already been
commented on by several authors in the discussion on the original EM paper of
Dempster et al. [20]. Redner and Walker doubt in [96] “that the unadorned EM al-
gorithm can be competitive as a general tool with well-designed general optimiza-
tion algorithms such as those implemented in good currently available software
library routines.” They thus suggest to incorporate procedures for accelerating
convergence or to construct hybrid algorithms. Yet, based on their experiments
for the learning of Gaussian mixtures, Xu and Jordan declare in [140] that they
“feel that in the mixture setting the slowness of EM has been overstated. Although
EM can indeed converge slowly for problems in which the mixture components are
not ‘well-separated’, the Hessian is poorly conditioned for such problems and thus
other gradient-based algorithms (including Newton’s method) are also likely to
perform poorly”.

In [57] Lange recommends to employ methods for the acceleration of the EM
algorithm if slow convergence is experienced, however with the remark that “it
should be borne in mind that on many problems the EM algorithm converges
quickly, and no acceleration technique will produce orders of magnitude improve-
ment. It is also likely that no accelerated version of the EM algorithm can match
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the stability and simplicity of the unadorned EM algorithm.” Hence, it is possi-
ble that the employed acceleration cannot improve convergence enough to make
up for its own additional costs needed for example to perform line search in each
iteration.

With the above discussion in mind, the next two sections first analyze the
convergence of the EM algorithm and ascent methods in general and afterwards
introduce possible acceleration methods.

6.2 Convergence

We found several statements in literature concerning convergence properties of
the EM algorithm somehow incomplete since mostly only very specific cases have
been investigated or the statements themselves seem to be somewhat vague as
can be reproduced by the summary given in Section 6.1.5. With the results of
Section 6.1 at hand, we can derive statements concerning convergence and rate
of convergence of the EM algorithm. In fact, if we know that the EM algorithm
coincides with a particular iterative scheme (under certain assumptions), we can
use convergence properties of these schemes in order to derive corresponding results
for the EM algorithm. We start by reviewing some more or less well-known general
considerations concerning convergence and convergence rates of iterative schemes
and will then apply these results to the EM algorithm.

6.2.1 Rate of Convergence

One of the key aspects when considering local convergence properties of a sequence
is the rate of convergence. It describes the speed at which the sequence approaches
its limit. Before we start our analysis of local convergence properties of optimiza-
tion algorithms, we will thus shortly define the technical terms used to refer to
different types of convergence. As the analysis of convergence rates is concerned
with the limit of a sequence, only the final part of the sequence is important, i.e. a
finite number of iterates at the beginning of the sequence can be omitted. In later
sections, we often refer to this fact using the remark “for sufficiently large k ...”.

Suppose that
{
φ(k)
}
is a sequence in Rn that converges to φ∗. We say that this

sequence converges linearly to φ∗, if there is a constant % ∈ (0, 1) such that

lim sup
k→∞

∥∥φ(k+1) − φ∗
∥∥

‖φ(k) − φ∗‖
= %, (6.25)
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with φ(k) 6= φ∗ for all but finitely many k. The number % is called the rate of
convergence or error reduction factor. It describes the factor with which the
distance to the limit is decreased in each iteration. If the sequences converges, and

• % = 0 or φ(k) = φ∗ for all but finitely many k, the sequence is said to converge
superlinearly.

• % = 1, the sequence is said to converge sublinearly.

Different forms of superlinear rates of convergence can be distinguished. We
say that the sequence converges with order p to φ∗ for p > 1 if

lim sup
k→∞

∥∥φ(k+1) − φ∗
∥∥

‖φ(k) − φ∗‖p
= %, (6.26)

with 0 < % < ∞ and φ(k) 6= φ∗ for all but finitely many k or φ(k) = φ∗ for all but
finitely many k. In particular, if a sequence convergences with order 2 one speaks
about quadratic convergence, with order 3 about cubic convergence, etc.

The above definition of convergence is sometimes also called Q-linear conver-
gence, Q-quadratic convergence, etc. This is done to distinguish it from other
convergence concepts that we will not discuss any further here. The prefix “Q”
stands for “quotient” as the definition uses the quotients of successive errors [83].
More detailed definitions and discussions on the rate of convergence can be found
e.g. in [28, 83, 86].

6.2.2 Convergence of Iterative Schemes

Fixpoint Schemes

Let M ∈ C1(Φ), φ(0) ∈ Φ, and consider the fixpoint iteration

φ(k+1) := M(φ(k)), k = 0, 1, 2, . . . (6.27)

It is well-known that the convergence properties of (6.27) crucially depend on
properties of the fixpoint function M . If M ∈ Cp+1(Φ), p ≥ 1, and

∇`M(φ∗) = 0, 1 ≤ ` ≤ p, ∇p+1M(φ∗) 6= 0,

then (6.27) converges locally with order p + 1. If M ∈ C1(Φ), ∇M(φ∗) 6= 0,
‖∇M(φ∗)‖ < 1, then the iteration (6.27) is locally linear convergent. In this case,
the speed of convergence is also influenced by the error reduction factor %, i.e.,

‖φ(k+1) − φ∗‖ ≤ %‖φ(k) − φ∗||, k ≥ K0. (6.28)
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In the above framework, the error reduction factor is hence % = ‖∇M(φ∗)‖. Since
this situation is particularly important for the EM algorithm, let us formulate the
above observations.

Proposition 6.20. Let M ∈ C1(Φ) with ∇M(φ∗) 6= 0. If the spectral radius sat-
isfies ρ(∇M(φ∗)) < 1, then (6.27) is locally linear convergent with % = ρ(∇M(φ∗))

(cf. [87]).

Proof: By Taylor’s expansion, we have

φ(k+1) − φ∗ = M(φ(k))−M(φ∗) = ∇M(φ∗)(φ(k) − φ∗) + o(‖φ(k) − φ∗‖).

Hence, for sufficiently large k, ‖φ(k+1) − φ∗‖ ≤ ‖∇M(φ∗)‖ ‖φ(k) − φ∗‖ for any
norm. Choosing an appropriate norm, we get ‖∇M(φ∗)‖ = % so that convergence
is proven in this particular norm. Finally, the claim follows from the equivalence
of all norms on a finite-dimensional space.

Quasi-Newton Methods

The convergence analysis of Quasi-Newton methods is well-established and can
be found in several text books. One way to establish corresponding results is to
rewrite Quasi-Newton schemes as fixpoint iteration and to use the statements of
the previous section. Usually, full Newton exhibits (at least) locally quadratic
convergence, Quasi-Newton locally linear.

Preconditioned Gradient Ascent Methods

Let us consider a preconditioned gradient ascent scheme with fixed step size η > 0

and some preconditioner B, i.e.,

φ(k+1) = Mη(φ
(k)) := φ(k) + η B(φ(k))∇L(φ(k)), (6.29)

i.e., Mη(φ) := φ+ η B(φ)∇L(φ), ∇Mη(φ) = I + η∇B(φ)∇L(φ) + η B(φ)∇2L(φ).

As an aside, we note here that for an iteration of the form (6.29), where one
assumes that the step size η 6= 0 and B(φ) is positive definite, any fixed point of
M coincides with a point for which the gradient of the objective function L equals
zero. Thus, if the fixed point iteration converges, we know that its limit φ∗ has to
be a stationary point of L. This is quite an important fact for optimization.

In general, we expect locally linear convergence for the iteration (6.29) so that
we have to ensure error reduction, i.e.,

%η := %η(φ
∗) < 1, where %η(φ) := ρ(∇Mη(φ)).
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The following statement shows the optimal choice of the step size η.

Proposition 6.21. Let L ∈ C2(Φ), φ∗ ∈ Φ be a non-degenerate maximal point
of L and H := ∇2L(φ∗) the Hessian of L at φ∗. Moreover, let B ∈ C1(Φ) be
s.p.d. on Φ. Then, the preconditioned gradient ascent method (6.29) is locally
linear convergent with an optimal step size ηopt and corresponding optimal error
reduction %opt given by

ηopt =
2

|r|+ |R|
, %opt =

κ− 1

κ+ 1
, (6.30)

where r := λmin(B(φ∗)H), R := λmax(B(φ∗)H) are minimal and maximal eigen-
values of B(φ∗)H, respectively, and κ := |r|

|R| , which corresponds to the condition
number κ2(B(φ∗)H) provided that the product B(φ∗)H is normal.

Proof: SinceH is symmetric negative definite and B(φ) symmetric positive definite
by assumption, the eigenvalues of the product B(φ∗)H are all real and negative,
so that −∞ < r < R < 0 (see Remark 6.22 below). Since ∇L(φ∗) = 0, we have
∇Mη(φ

∗) = I + η B(φ∗)∇2L(φ∗). The spectral radius of ∇Mη(φ
∗) is hence given

by %η = max{|1 + ηr|, |1 + ηR|}. It can readily be seen that 0 < η < 2
|r| =: η∞

ensures %η < 1. It can also readily be seen that

%η = (1− η|R|)χ(0,ηopt) + (η|r| − 1)χ[ηopt,η∞)

is convex and piecewise linear so that it takes its minimum at ηopt given by 1 −
ηopt|R| = ηopt|r| − 1, which shows the first formula in (6.30). Finally,

%opt = %ηopt = 1− ηopt|R| =
|r| − |R|
|r|+ |R|

=
κ− 1

κ+ 1
,

since κ = |r|
|R| .

Remark 6.22. The product of two symmetric positive definite matrices A,B ∈
Rn×n has only real and positive eigenvalues.

Proof: Since A is s.p.d., its inverse A−1 is also s.p.d. Hence, for the Cholesky
decomposition A−1 = LLT , the matrix L is lower triangular with strictly positive
diagonal entries. Thus, A = L−TL−1. Similarly, B = RRT , where R is also a lower
triangular matrix with strictly positive diagonal entries.

Note that AB and L−1BL−T have the same eigenvalues, which can be seen as
follows: Let v be an eigenvector ofAB with eigenvalue λ, then LTv is an eigenvector
of L−1BL−T with eigenvalue λ: (L−1BL−T )(LTv) = L−1Bv = LTL−TL−1Bv =

LTABv = λLTv.
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Since B is s.p.d., also L−1BL−T is s.p.d., since (L−1BL−T )T = L−1BTL−T =

L−1BL−T and thus for all x 6= 0

xTL−1BL−Tx = xTL−1RRTL−Tx = (RTL−Tx)T (RTL−Tx) = ‖RTL−Tx‖2 > 0.

The eigenvalues of L−1BL−T are hence all real and positive just as those of AB.

Remark 6.23.

(a) The above convergence statements rely on the optimal step size choice in
(6.30) and are only true in this case.

(b) One expects improvements if the step size is adapted in each iteration which
corresponds to an exact line search. In this case, all convergence-statements
concerning steepest descent methods apply.

(c) Proposition 6.21 sets the framework for numerical comparisons of different
methods by computing eigenvalues of B(φ∗)H for different choices of B —
as long as φ∗ is known, of course.

6.2.3 The EM Algorithm

We conclude this section with some remarks concerning the convergence of the
EM algorithm in (6.7, 6.8). In the framework of Theorem 6.5, we can interpret the
EM algorithm as a Quasi-Newton method. This means by Proposition 6.20 that
(6.7, 6.8) converges at least locally linear. If P (φ) = −∇2L(φ)−1 (i.e. the Hessian
is used), EM coincides with Newton’s method being at least locally quadratical
convergent. Moreover, the experiments for Gaussian mixture densities in [140] as
well as our own analysis and experiments for the tracking context in Sections 7.1.2
and 7.3.2 below show that the multiplication of ∇2L with P in (6.11) significantly
reduces the condition number. In the special cases considered, this makes the
EM algorithm similar to a superlinear method. For details on preconditioners for
gradient descent methods see [113].

6.3 Accelerations of the EM Algorithm

As we have seen in the discussion in Section 6.1.5, the EM algorithm has advantages
and disadvantages which might advise methods of acceleration or not. Discussions
in literature are quite lively and the decision whether to use an alternative to the
EM algorithm, an altered form of it or simply the EM algorithm itself always
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depends on the precise situation at hand and has to be given a try. Hence, in this
section diverse methods to possibly accelerate the EM algorithm are presented.

In [42] the different methods to accelerate the EM algorithm have been catego-
rized into three groups: pure, hybrid and EM-type accelerators. The first group,
the pure accelerators, only require the EM operator M(φ) with φ(k+1)

EM = M(φ(k))

and the EM step g̃(φ(k)) = M(φ(k))−φ(k) = φ
(k+1)
EM −φ(k), respectively. The hybrid

accelerators employ the EM algorithm on the one hand but also make use of other
problem specific quantities such as the log-likelihood, its gradient or Hessian. The
last category of accelerators, the EM-type accelerators might also be considered
alternatives to the EM algorithm. They do not use the EM algorithm de facto but
use related ideas such as the expected complete log-likelihood Q(φ, φ(k)).

We will not strictly follow this classification since the distinction is somehow
difficult to maintain. If one includes a line search or a check on the ascent, which
both require to evaluate the log-likelihood function, nearly any algorithm ends up
being of the hybrid type. These devices are, however, quite essential if one wants
to guarantee convergence. Moreover, the below described acceleration algorithms
do not strictly follow those given in literature. Minor modifications necessary
with regard to their application to the PMHT problem are performed. These
modifications especially include provisions to obtain global convergence and an
efficient implementation.

6.3.1 Step Lengthening and Aitken Acceleration

The probably easiest approach to accelerate the EM algorithm, which belongs to
the first type of accelerators, is to increase the step length by a fixed factor η. This
results in the following iteration:

φ(k+1) = φ(k) + η (φ
(k+1)
EM − φ(k)). (6.31)

The idea is due to the fact that slow convergence of the EM algorithm usually
corresponds to small step sizes [42, 105]. In [56] a step length η = 2 is proposed
and said to often work well for problems with a high proportion of missing data.
Furthermore, it is shown that for 0 < η < 2 the modified iteration (6.31) has the
property of being locally monotone.

An a little more elaborated choice for η is defined by the Adaptive Overre-
laxed EM algorithm in [105]. The step size η is chosen in a way that guarantees
that the log-likelihood function is not decreased in any iteration. This triggers
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some additional costs since the function value of the new iterate has to be calcu-
lated. Yet, the evaluation of L(φ) usually does not produce that so overhead if
one has already performed an E-step for the parameter value φ, or will perform
the E-step in the next iteration. Needless to say that this is only true if the im-
plementation takes into account that certain statistics can be reused if calculated
once.

For applications in which all parameter changes are approximately proportional,
that is, if

(φ(k) − φ(k−1)) ≈ λ̂ (φ(k−1) − φ(k−2)) (6.32)

the so-called λ-method is suggested in [52]. Having an estimate λ̂ ≈ λmax(∇M(φ))

of the largest eigenvalue of ∇M(φ) at hand, with λ̂ between 0 and 1, one can speed
the convergence by application of the step size 1/(1− λ̂):

φ(k+1) = φ(k) +
1

1− λ̂
(
φ

(k+1)
EM − φ(k)

)
. (6.33)

λ̂ can be estimated as

λ̂ =
n∑
i=1

φ
(k)
i − φ

(k−1)
i

n (φ
(k−1)
i − φ(k−2)

i )
, (6.34)

where n is the dimension of the parameter φ and φi is its ith-component. Hence,
the step length at each iteration is based on the two previous steps. Equation (6.33)
is similar to applying a univariate Aitken acceleration to each of the parameters
being estimated. This can especially be seen if the parameter φ is assumed to be
only one-dimensional. The estimation of λ̂ hence reduces to

λ̂ =
φ(k) − φ(k−1)

φ(k−1) − φ(k−2)
. (6.35)

Substitution of (6.35) into (6.33) yields the so-called Steffensen method ap-
plied to the fixpoint iteration φ

(k+1)
EM = M(φ(k)) of the EM algorithm. The ap-

plication of Aitken acceleration to parameters φ that have only one component
has already been proposed by Dempster et al. in [20]. If the parameter φ has
more than one dimension and parameter changes are not proportional, a simple
extension is to apply the Steffensen method componentwise to φ. A check whether
φ(k+1) actually increases the likelihood over φ(k+1)

EM would be advisable to guarantee
convergence. However, it requires the additional evaluation of the log-likelihood
function twice per iteration.
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A mathematically more elaborated extension to parameters φ that are more
than one-dimensional can be found in the Multivariate Aitken’s Acceleration
methods. Multivariate Aitken’s Acceleration methods have been applied to the
EM algorithm by several authors in different forms. Their basic concept can be
described as follows (cf. [52, 66, 74]).

Suppose that a sequence
{
φ(k)
}∞
k=1

is generated by the EM operator φ(k+1) =

M(φ(k)) with Jacobian ∇M(φ(k)). If φ(k) → φ∗ as k →∞, we have

φ∗ = φ(k) +
∞∑
l=1

(φ(l+k) − φ(l+k−1)). (6.36)

The differences on the right-hand side can be rewritten as

φ(l+k) − φ(l+k−1) = M(φ(l+k−1))−M(φ(l+k−2)).

Using a first-order Taylor series approximation yields:

M(φ(l+k−1))−M(φ(l+k−2)) ≈ ∇M(φ(l+k−2)) (φ(l+k−1) − φ(l+k−2)).

For large k and l ≥ 2 we can further approximate ∇M(φ(l+k−2)) ≈ ∇M(φ∗) and
hence by repeated application of the mentioned approximations we obtain from
(6.36)

φ∗ ≈ φ(k) +
∞∑
l=0

∇M(φ∗)l (φ(k+1) − φ(k)). (6.37)

Since we know that ∇M(φ∗) has all its eigenvalues between 0 and 1, the power
series

∑∞
l=0∇M(φ∗)l converges to (I −∇M(φ∗))−1. Thus, an accelerated version

of the EM algorithm reads

φ(k+1) = φ(k) +
(
I −∇M(φ∗)

)−1 (
φ

(k+1)
EM − φ(k)

)
. (6.38)

Having a closer look at (6.38) we see that it corresponds to a modified version of
Newton’s method applied for finding the zero of the EM step g̃(φ(k)) = M(φ(k))−
φ(k) = φ

(k+1)
EM −φ(k). This cognition is based on I−∇M(φ∗) being an approximation

to the negative Jacobian of g̃(φ(k)).

To apply (6.38) in practice an estimation of (I − ∇M(φ∗))−1 is needed. The
different approaches to perform this estimation distinguish the Aitken acceleration
methods proposed in literature. In [52] it is suggested to use a generalized secant
approximation to ∇M(φ∗) using the past history of the iterations:

∇M(φ∗) ≈ Φk
n

[
Φk−1
n

]−1
, (6.39)



146 6. Alternatives and Accelerations of the EM Algorithm

where n is the dimension of φ and

Φk
n =

[
φ(k) − φ(k−1), φ(k−1) − φ(k−2), . . . , φ(k) − φ(k−1)

]
. (6.40)

Since the approximation (6.40) only requires previous EM steps the proposed
acceleration belongs to the pure accelerators. Unfortunately, this method can
become unstable as k approaches infinity and requires a lot of storage capacity.
According to [42] the described Aitken acceleration has thus been given mixed
reviews by several authors.

Another way to approximate ∇M(φ∗) or in fact (I −∇M(φ∗))−1 was proposed
by Louis in [66]. If the Assumption A, B and C of Section 3.4 hold, one can use the
formula for∇M(φ∗) given by Proposition 3.28 which together with Lemma 3.12 (b)
results in

∇M(φ∗) = D20Q(φ∗, φ∗))−1D20H(φ∗, φ∗)

= D20Q(φ∗, φ∗))−1
(
D20Q(φ∗, φ∗)−∇2L(φ∗)

)
= I −D20Q(φ∗, φ∗))−1∇2L(φ∗) (6.41)

and hence(
I−∇M(φ∗)

)−1
=
(
D20Q(φ∗, φ∗))−1 ∇2L(φ∗)

)−1 ≈ Iobs(φ
(k))−1Ifull(φ

(k)), (6.42)

where Iobs(φ
(k)) and Ifull(φ

(k)) are the observed Fisher information matrices of the
observed data likelihood and the complete data likelihood, respectively, as defined
in Section 6.1.3. The FIMs Iobs(φ

(k)) and Ifull(φ
(k)) either have to be known exactly

or need an approximation. The application of (6.42) to (6.38) yields

φ
(k+1)
Louis = φ(k) + Iobs(φ

(k))−1 Ifull(φ
(k))
(
φ

(k+1)
EM − φ(k)

)
, (6.43)

which, in accordance with [76], we call Louis’ method in the following. Since
in equation (6.43), in addition to the EM step, the information matrices Iobs and
Ifull are required Louis’ method belongs to the group of hybrid accelerators.

In Section 6.1.2, Proposition 6.7, we have shown that the EM step can usually be
approximated by φ(k+1)

EM − φ(k) = −D20Q(φ(k), φ(k))−1∇L(φ(k)) + o(‖φ(k+1) − φ(k)‖)
and that under certain assumptions (cf. Theorem 6.6) this approximation is even
exact, i.e. the term o(‖φ(k+1) − φ(k)‖) vanishes. Hence, under the assumptions of
Proposition 6.7 and with ‖∇2L(φ)−1‖ < ∞ for φ ∈ Φ, Louis’ method results in
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being approximately or even exactly the same as Newton’s method applied to the
maximization of L(φ):

φ
(k+1)
Louis = φ(k) +∇2L(φ(k))−1D20Q(φ(k), φ(k))

(
−D20Q(φ(k), φ(k))−1 ∇L(φ(k))

+ o(‖φ(k+1) − φ(k)‖)
)

= φ(k) −∇2L(φ(k))−1 ∇L(φ(k)) + o(‖φ(k+1) − φ(k)‖). (6.44)

A disadvantage of Louis’ method, apart from the fact that there might be no
difference at all to the application of Newton’s method, is that it also requires the
evaluation of the Hessian −∇2L(φ(k)) = Iobs(φ

(k)). Hence, it can only be applied
if a way to calculate the Hessian is available and the effort to do so is not out of
scale. Actually, the intended purpose of the paper [66] was to provide a method
for the calculation of the observed information matrix and hence for the Hessian
of L. The algorithm was probably just intended as an example for the application
of the proposed method.

6.3.2 Conjugate Gradient Algorithms

According to [42] “step lengthening seems to give only small gains over the EM
compared with methods that account for both step length and direction”. This is
the reason why a conjugate gradient acceleration for the EM algorithm was
proposed by the same authors in [41]. Each iteration of the suggested algorithm
starts with an EM step, modifies its direction and then chooses an adequate step
length.

Instead of considering the Euclidean norm for a vector φ ∈ Rn: ‖φ‖ =
√
φTφ

and the corresponding gradient ∇L(φ) of the function L : Rn → R we could
also employ a generalized norm. For an arbitrary positive definite matrix W the
generalized norm ‖φ‖W is defined as ‖φ‖W :=

√
φTWφ. The gradient of the

function L with respect to that norm, the so-called generalized gradient ∇̃L(φ),
can be obtained from the gradient ∇L(φ) as

∇̃L(φ) = W−1 ∇L(φ). (6.45)

The usage of an appropriately chosen generalized gradient for example within
the steepest ascent method described in Section 6.1.1 can considerably improve
the performance of an optimization method.

As already mentioned in Remark 6.13 in Section 6.1.2, close to φ∗, the EM step
can approximately be viewed as a generalized gradient. This can be motivated as
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follows. Having a look at Theorem 6.12 (a) we know that:

g̃(φ(k)) = φ
(k+1)
EM − φ(k) ≈ −D20Q(φ∗, φ∗)−1 ∇L(φ(k)). (6.46)

Under the Assumptions A, B and C of Section 3.4, we get by (6.22) together with
Proposition 6.17, that −D20Q(φ∗, φ∗) = Ifull(φ

∗) is positive definite and can hence
correspond to the matrixW of equation (6.45). Thus, g̃(φ(k)) is approximately the
generalized gradient of the log-likelihood function L in the point φ(k) with respect
to the generalized norm defined by W := −D20Q(φ∗, φ∗).

Generalized conjugate gradient (GCG) methods can hence be applied to modify
the search direction in order to accelerate the EM algorithm. They can be obtained
using a conjugate gradient formula and replacing the gradient by the generalized
gradient (6.45). The following algorithm describes a generalized conjugate gradient
algorithm in its elementary form.

Algorithm 6.24. (Generalized Conjugate Gradient Algorithm)

1. Choose a starting point φ(0), k = 0.

2. Identify the generalized norm to be used, compute g0 := ∇L(φ(0)), g̃0 :=

W−1g0 and set d(0) := g̃0.

3. Determine a step size ηk > 0 with L(φ(k) + ηk d
(k)) > L(φ(k)), set φ(k+1) =

φ(k) + ηk d
(k).

4. If φ(k+1) satisfies a stopping criterion: STOP.

5. Compute the gradient gk+1 := ∇L(φ(k+1)) and the generalized gradient w.r.t.
the chosen generalized norm: g̃k+1 := W−1gk+1.

6. Modify the search direction by d(k+1) = g̃k+1 − βk d
(k) using a conjugate

gradient formula for the calculation of βk, where the gradient is substituted
for the generalized gradient and the norm ‖·‖W and inner product 〈·, ·〉W are
used.

7. Set k = k + 1, go to 3.

In [41] at Step 6. of Algorithm 6.24 the Hestens-Stiefel formula [34] to update
the conjugate gradient (CG) direction is used:

βk =
〈g̃k+1, g̃k+1 − g̃k〉W
〈d(k), g̃k+1 − g̃k〉W

. (6.47)
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The choice is, however, somewhat arbitrary. Other update formulas such as
those of Fletcher-Reeves [25]:

βk =
‖g̃k+1‖W
‖g̃k‖W

, (6.48)

or Polak-Ribiére [90]:

βk = max

{
〈g̃k+1, g̃k+1 − g̃k〉W

‖g̃k‖W
, 0

}
, (6.49)

can be used as well. One can get around expensive matrix-vector multiplications
by noting that

‖g̃k‖W = g̃Tk Wg̃k = g̃Tk W W−1gk = g̃Tk gk (6.50)

and
〈v, g̃k〉W = vT Wg̃k = vT W W−1gk = vTgk, (6.51)

for any vector v.

In an n-dimensional space it is possible to generate at most n conjugate vectors.
Hence, it is advisable to restart the CG algorithm at least every n steps. The
restart of the CG algorithm is performed by setting the search direction to the
direction of steepest descent d(k) = g̃k.

Note that whether we call the Algorithm 6.24 a generalized conjugate gradient
algorithm [41], a natural conjugate gradient algorithm [51], or a preconditioned
conjugate gradient algorithm [113], it is basically all the same. The differences
only lie in their derivation, the individual perception, the used terms, or how the
matrix W that defines the generalized norm or the preconditioner, respectively, is
ultimately chosen.

The generalized conjugate gradient algorithm employed to accelerate the EM
algorithm can now be established by simply replacing the generalized gradient g̃k
in Algorithm 6.24 by the EM step g̃(φ(k)). Since we usually neither know φ∗ nor
−D20Q(φ∗, φ∗) in advance it is important to use a CG update formula that can be
rewritten such that it only depends on the gradients gk, the generalized gradients
g̃k and the search directions d(k) but not on an explicit form of W . As an example,
we can, in an analogous manner to the equations (6.50) and (6.51), rewrite the
formula of Hestens-Stiefel using the EM step:

βk =
〈g̃k+1, g̃k+1 − g̃k〉W
〈d(k), g̃k+1 − g̃k〉W

=
g̃Tk+1WW−1(g̃k+1 − g̃k)

(d(k))TWW−1(g̃k+1 − g̃k)
=

g̃Tk+1(g̃k+1 − g̃k)
(d(k))T (g̃k+1 − g̃k)

.
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The fraction on the right does not require φ∗ or W = −D20Q(φ∗, φ∗) anymore
and hence βk can be evaluated. Since the EM step is only approximately equal
to a generalized gradient, the resulting algorithm is only an approximated version
of Algorithm 6.24. The use of the gradient ∇L(φ) in the CG formula and the
function value of L in the line search makes it a hybrid accelerator of the EM
algorithm.

Problems having many parameters can be handled conveniently and, especially
compared to the multivariate Aitken accelerations described in the last section,
there are only few storage requirements. In [41] Jamshidian and Jennrich report
their experience that a simple line search is usually sufficient for Step 3. of the
generalized conjugate gradient algorithm.

6.3.3 Quasi-Newton Accelerations

We have shown in Section 6.1.2, Theorem 6.6, that if the M-step of the EM algo-
rithm can be solved exactly and certain conditions are met, the EM step can be
written as

φ
(k+1)
EM − φ(k) = −

[
D20Q(φ(k), φ(k))

]−1

∇L(φ(k)). (6.52)

If the M-step of the EM algorithm cannot be solved exactly, Lange proposed in
[56] to approximate it by performing one step of Newton’s method on Q(φ, φ(k)).
Hence, instead of solving

φ
(k+1)
EM = arg max

φ∈Φ
Q(φ, φ(k)), (6.53)

we can set

φ(k+1) = φ(k) −
[
D20Q(φ(k), φ(k))

]−1

D10Q(φ(k), φ(k)). (6.54)

In [56] the resulting algorithm was called EM gradient algorithm. Demand-
ing that D20Q(φ(k), φ(k)) is negative definite guarantees that, if line search methods
are applied, the EM gradient algorithm is an ascent algorithm (see Section 6.1.1).
It enjoys the same rate of convergence as the EM algorithm approaching the ML
point φ∗. Furthermore, it is shown in [56] that in the neighborhood of φ∗, the EM
gradient algorithm monotonically increases the log-likelihood L(φ(k+1)) > L(φ(k))

for φ(k+1) 6= φ(k) and arbitrary step length η ∈ (0, 2). Using Theorem 3.8, we know
that if L(φ) and Q(φ, φ(k)) are both partially differentiable w.r.t. φ and φ(k) is an
interior point of the parameter domain Φ,

D10Q(φ(k), φ(k)) = ∇ L(φ(k)). (6.55)
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The EM gradient step (6.54) is hence equivalent to Equation (6.52) which was
used by Lange in [57] as the basis for a Quasi-Newton acceleration. The usage
of Equation (6.52), as approximation to the EM step, can also be justified by
Proposition 6.7 without resorting to Newton’s method.

Acceleration method of Lange

The idea of the Quasi-Newton acceleration of Lange [57] is quite basic: The EM
(gradient) step (6.52) is to be altered such that it resembles a Newton step. Com-
paring equation (6.3) and (6.52) we see that the discrepancy between Newton’s
method and the EM (gradient) algorithm consists in the difference between the
matrices ∇2L(φ(k)) and D20Q(φ(k), φ(k)). Hence, in order to make the EM algo-
rithm similar to Newton’s method we can estimate this difference and add it to
D20Q(φ(k), φ(k)). Since we know from Lemma 3.12 (b) that

∇2L(φ)−D20Q(φ, φ(k)) = −D20H(φ, φ(k)), (6.56)

we can search for an approximation Bk to the Hessian of H with respect to its
first component. Bk can then be subtracted from the Hessian of Q. This equation
results in the search direction

d(k) = −
(
D20Q(φ(k), φ(k))−Bk

)−1

∇ L(φ(k)). (6.57)

To avoid high computational costs for the evaluation of the matrix Bk, a low
rank update formula for Bk would be desirable. Inasmuch as Bk is to approximate
a Hessian, a Quasi-Newton formula based on the derivatives D10H(φ, φ(k)) can be
used to establish Bk. Hence, one could start with an initial value B0 = 0, which
results in the first step being a pure EM (gradient) step, and then gradually update
Bk to generate a better approximation to D20H(φ(k), φ(k)). The update should be
performed in accordance with the secant condition for the Hessian of H:

Bk+1 ∆φk = ∆gk, (6.58)

where ∆φk = φ(k+1) − φ(k), and

∆gk = D10H(φ(k+1), φ(k+1))−D10H(φ(k), φ(k+1)).

Knowing from Theorem 3.8 that ∇L(φ(k)) = D10Q(φ(k), φ(k)) for any φ(k) ∈ Φ

and D10H(φ(k+1), φ(k+1)) = 0 together with D10H(φ, φ(k+1)) = D10Q(φ, φ(k+1)) −
∇L(φ) by Lemma 3.12 (a), ∆gk can be rewritten in terms of Q as

∆gk = −D10H(φ(k), φ(k+1)) = −D10Q(φ(k), φ(k+1)) +D10Q(φ(k), φ(k)). (6.59)
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In [57], Davidon’s symmetric rank-one (SR1) update is recommended to com-
plete the task. This yields the following update formula

Bk+1 = Bk + ckvk(vk)T , (6.60)

where ck =
1

(∆gk −Bk∆φk)T∆φk
,

vk = ∆gk −Bk∆φk.

Alternatives to the application of the SR1 update are the Davidon-Fletcher-
Powell (DFP) formula or the Broyden-Fletcher-Goldfarb-Shanno (BFGS) method.
To guarantee that the described algorithm is an ascent algorithm the matrix Hk =

−(D20Q(φ(k), φ(k)) − Bk) has to be positive definite. This is very important for
d(k) being an ascent direction. Assuming D20Q(φ(k), φ(k)) to be negative definite,
Hk is guaranteed to be positive definite if Bk is so. The DFP and BFGS updates
ensure that Bk is symmetric positive definite (s.p.d.). The SR1 update, however,
maintains symmetry of the matrix but does not guarantee the update to be positive
definite. Lange hence suggests to replace the matrix by

Hk = −
[
D20Q(φ(k), φ(k))−

(1

2

)m
Bk

]
, (6.61)

where m is the smallest nonnegative integer to ensure positive definiteness. Fur-
thermore, the step size ηk = 1 might not lead to an increase in L(φ). If this
is the case one should resort to some method of line search. A last concern are
numerical instabilities that might occur at the update of Bk if the denomina-
tor of ck is small. Hence, as a precaution, the update of Bk should be omitted,
i.e. set Bk = Bk−1, whenever

∣∣(∆gk −Bk−1∆φk)T∆φk
∣∣ is small compared to∥∥∆gk −Bk−1∆φk

∥∥ · ∥∥∆φk
∥∥. The complete Algorithm of Lange to accelerate the

EM algorithm reads:

Algorithm 6.25. (Quasi-Newton Acceleration Algorithm of Lange)

1. Choose a starting point φ(0), set Bk = 0, k = 0.

2. Compute the gradient of L: gk := ∇L(φ(k)) and the Hessian of Q:
D20Q(φ(k), φ(k)).

3. Find the smallest nonnegative integer m such that Hk as defined in (6.61) is
positive definite.

4. Set d(k) = (Hk)−1gk and determine a step size ηk > 0 with L(φ(k) +ηk d
(k)) >

L(φ(k)).
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5. Set ∆φk = ηk d
(k), φ(k+1) = φ(k) + ∆φk.

6. If φ(k+1) satisfies a stopping criterion: STOP.

7. Compute the derivative of Q: qk+1 := D10Q(φ(k), φ(k+1)) and set ∆gk =

−qk+1 + gk.

8. Perform the SR1 update (6.60) to obtain Bk+1.

9. Set k = k + 1, go to 2.

As mentioned above, the algorithm starts as a pure EM (gradient) algorithm and
gradually assembles Newton’s method. Hence, it neatly combines the numerical
stability and fast progress, which characterize the EM algorithm at the beginning
of its iterations, with the superlinear convergence of Newton’s method close to the
ML estimate φ∗. The algorithm can be considered an EM-type accelerator since it
does not explicitly use the EM step but is based on EM ideas. Furthermore, the
acceleration method of Lange constitutes a Quasi-Newton algorithm of the form
(6.5) with the matrix B(φ(k)) := (Hk)−1. B(φ(k)) is symmetric positive definite
given that −D20Q(φ(k), φ(k)) is so for the iterates φ(k).

Acceleration methods of Jamshidian and Jennrich

Jamshidian and Jennrich propose two acceleration methods for the EM algorithm
in [42]. Both can be considered Quasi-Newton methods. The first was called QN1
and belongs to the category of pure accelerators. The second, QN2, is a hybrid
accelerator. We start describing the functioning of QN1. In Section 6.3.1, we
have mentioned that the concept of the multivariate Aitken acceleration (6.38)
corresponds to a modified version of Newton’s method for finding the zero of the
EM step g̃(φ(k)). The concept of QN1 coincides with this idea. Instead of exact
calculation of the inverse of the Jacobian of g̃(φ(k)), which might be costly, a Quasi-
Newton method is used to approximate it. The approximation of the inverse of
a Jacobian, which compared to a Hessian is usually not symmetric, is generally
performed by Broyden’s asymmetric method. It iteratively updates the estimate
for the inverse of the Jacobian of g̃ using the function values g̃(φ(k)) at the iteration
points φ(k) and the parameter changes ∆φk. A common initial estimate for the
inverse of the Jacobian is H0 = −I. Then, Broyden’s method proceeds as

Hk+1 = Hk +
(∆φk −Hk∆g̃k)(∆φ

k)THk

(∆φk)THk∆g̃k
, (6.62)

where ∆φk = φ(k+1) − φ(k), and

∆g̃k = g̃(φ(k+1))− g̃(φ(k)).
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Similar to Lange’s algorithm, QN1 also starts with a pure EM step if H0 = −I
is employed. The QN1 algorithm is summarized by the following algorithm.

Algorithm 6.26. (QN1)

1. Choose a starting point φ(0), set H0 = −I, k = 0.

2. Perform an EM step to calculate g̃0 = g̃(φ(0)), set ∆φ0 = g̃0.

3. Set φ(k+1) = φ(k) + ∆φk.

4. If φ(k+1) satisfies a stopping criterion: STOP.

5. Perform an EM step to calculate g̃k+1 = g̃(φ(k+1)), set ∆g̃k = g̃k+1 − g̃k.

6. Update the approximation of the inverse of the Jacobian using Broyden’s
method (6.62) to obtain Hk+1.

7. Compute ∆φk+1 = −Hk+1 g̃k+1.

8. Set k = k + 1, go to 3.

Unfortunately, no global convergence guarantees can be made in general for a
root finding algorithm using Quasi-Newton methods. In [42] this was accepted as
a deficit of QN1. However, since we use the root finding algorithm in the context
of accelerating the EM algorithm at which we are originally interested in a ML
estimate, not actually in the zero of the EM step, we have a resort. Instead of
directly using ∆φk to determine φ(k+1) in Step 3., we could also use it as a search
direction d(k) = ∆φk for the optimization of L(φ) and perform a line search. This
results in a step size ηk which we employ to redefine ∆φk as ∆φk = ηk d

(k). Now
we can resume the algorithm. Note that the line search will only be successful if
d(k) is an ascent direction of L. If this is not the case one can restart the algorithm
by setting Hk = −I and ∆φk = g̃k. Hence, an increment of the log-likelihood is
assured for that step being a pure EM step and the whole algorithm is guaranteed
to monotonically increase the log-likelihood. The mentioned modifications only
affect Step 3. of QN1. The altered description of that step is:

3.’ Set d(k) = ∆φk. If d(k) is an ascent direction determine a step size ηk > 0

with L(φ(k) +ηk d
(k)) > L(φ(k)) and set ∆φk = ηk d

(k). Otherwise restart with
Hk = −I and ∆φk = g̃k. Set φ(k+1) = φ(k) + ∆φk.

The QN1 algorithm is a Quasi-Newton algorithm of the form (6.5), given that
the EM algorithm can be written in the form (6.7, 6.8). The matrix B(φ(k)) is
defined by B(φ(k)) = −Hk+1P (φ(k)). Unfortunately, even if two matrices are both
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s.p.d. their product cannot be ensured neither to be positive definite nor symmet-
ric. The search direction of QN1 can therefore cede to be an ascent direction. For
a global convergence guarantee we have thus employed additional remedies.

Instead of applying Quasi-Newton methods to solve for a zero of the EM step,
QN2 applies a Quasi-Newton method directly for the optimization of the log-
likelihood L(φ). The concept of QN2 is similar to Lange’s. Again, D20Q(φ, ψ)

is considered to provide a basic approximation to ∇2L(φ). However, instead of
monitoring the difference between ∇2L(φ) and D20Q(φ, ψ) the QN2 algorithm
approximates the difference between the inverses ∇2L(φ)−1 and D20Q(φ, ψ)−1 to
circumvent the inversion required by Step 4. of Algorithm 6.25.

The derivation of QN2 can be described in the following way. The starting point
is a general Quasi-Newton method for maximizing a scalar function L(φ) of the
form (6.5). In each step such an algorithm requires an approximation Bk of the
Hessian of L or an approximation Hk of its inverse. In [42] the use of the BFGS
symmetric rank 2 update for the inverse of the Hessian is suggested to iteratively
update Hk:

Hk+1 = Hk + ∆Hk,

where

∆Hk =

(
1+

∆gTkH
k∆gk

∆gTk ∆φk

)
∆φk(∆φk)T

∆gTk ∆φk
− Hk∆gk(∆φ

k)T +(Hk∆gk(∆φ
k)T )T

∆gTk ∆φk
,

(6.63)

∆φk = φ(k+1) − φ(k), and

∆gk = g(φ(k+1))− g(φ(k)) = ∇L(φ(k+1))−∇L(φ(k)).

The update formula has to be started with an initial approximation for Hk. The
idea of QN2 is to useH0 = D20Q(φ∗, φ∗) and split the matrixHk intoHk = H0+Sk

with S0 = 0. Since H0 is constant the updates of Hk and Sk are identical:

∆Hk = Hk+1 −Hk = H0 + Sk+1 −H0 − Sk = ∆Sk. (6.64)

Hence, equation (6.63) can also be used as update formula for Sk. The choice
of H0 may seem weird since φ∗ and hence D20Q(φ∗, φ∗) are usually not known in
advance. It becomes clear, however, if we remember approximation (6.46) for the
EM step near φ∗:

g̃(φ(k)) ≈ −
(
D20Q(φ∗, φ∗)

)−1

∇L(φ(k)). (6.65)
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In the update formula (6.63), Hk always appears in connection with the term
Hk∆gk. We can approximate this term with the help of (6.65) and

Hkgk = H0gk + Skgk ≈ −g̃(φ(k)) + Skgk.

Hence,

Hk∆gk = Hkgk+1 −Hkgk ≈ −g̃(φ(k+1)) + Skgk+1 + g̃(φ(k))− Skgk
= −∆g̃k + Sk∆gk.

Thus, we actually do not need to know φ∗ or an explicit form of H0. Concluding
the QN2 algorithm can be stated as follows.

Algorithm 6.27. (QN2)

1. Choose a starting point φ(0), set Sk = 0, k = 0.

2. Perform an EM step to obtain g̃0 := g̃(φ(0)) and calculate the gradient g0 :=

∇L(φ(0)).

3. Compute the search direction d(k) := g̃k − Skgk.

4. Determine a step size ηk > 0 with L(φ(k) + ηk d
(k)) > L(φ(k)), set ∆φk =

ηk d
(k), φ(k+1) = φ(k) + ∆φk.

5. If φ(k+1) satisfies a stopping criterion: STOP.

6. Perform an EM step to obtain g̃k+1 = g̃(φ(k+1)) and calculate the gradient
gk+1 := ∇L(φ(k+1)).

7. Set ∆gk = gk+1 − gk and ∆g̃k = g̃k+1 − g̃k.

8. Approximate Hk∆gk ≈ −∆g̃k+Sk∆gk and use it in equation (6.63) to obtain
the BFGS update ∆Sk.

9. Set Sk+1 = Sk + ∆Sk, k = k + 1, go to 3.

Step 3. shows that QN2 accelerates the EM algorithm by modification of the
search direction of the EM step. If H0 is negative definite, if Hk∆gk could be
calculated exactly and if the chosen step size satisfies the Wolfe-Powell condition,
the updated matrix Hk+1 would be guaranteed to be symmetric negative definite
and thus the search direction

d(k+1) = −Hk+1gk+1 (6.66)

could be assured to be an ascent direction. Hence, the QN2 algorithm would be
warranted to be globally convergent like the EM algorithm. By Proposition 6.17
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we know that H0 = −Ifull(φ
∗) is usually negative definite. Since, however, Hk∆gk

is only approximated, it might happen that d(k+1) = g̃k+1 − Sk+1gk+1 is no ascent
direction. If this is the case, the line search in Step 4. will probably fail. To avoid
such failure it is advisable to restart the QN2 algorithm whenever d(k) is no ascent
direction. Similar to a restart of QN1 we set Sk to its initial value Sk := 0 and
the search direction to equal the EM step d(k) := g̃k. In that way we can recover
global convergence.

Given that the EM algorithm can be written in the form (6.7, 6.8), the QN2
algorithm is actually a Quasi-Newton algorithm of the form (6.5) with the matrix
B(φ(k)) = P (φ(k))− Sk.

6.3.4 Expectation-Conjugate-Gradient: A Method to Cal-
culate ∇L(φ) in Practice

To avoid slow convergence of the EM algorithm the papers [85, 106] suggest em-
ploying efficient (conjugate) gradient based optimization software combined with
components of the EM algorithm. The approach is called Expectation-Conjugate-
Gradient (ECG) in [106] and constitutes an EM-type acceleration which might as
well be seen as an alternative to EM. In more detail, the concept of ECG is the
following: If the derivative of the complete data log-likelihood ∂

∂φ
log fXφ (x) can

easily be computed, it can be used together with the conditional density hX|Yφ (x|y)

to calculate the gradient of the log-likelihood as

∇L(φ) =

∫
`−1(y)

∂

∂φ
log fXφ (x) · hX|Yφ (x|y) dx . (6.67)

The formula can be justified by a switch of integration and differentiation due to
Lemma A.6 and the equality of the gradient of the log-likelihood and the derivative
of Q with respect to its first variable when first and second variable of Q are equal
(Theorem 3.8):

∇L(φ) = D10Q(φ|φ) =
∂

∂ψ

∫
`−1(y)

log fXψ (x) · hX|Yφ (x|y) dx
∣∣∣
ψ=φ

. (6.68)

As the derivation of (6.67) indicates, one might as well just use the derivative of
Q with respect to its first variable whenever a standard optimization tool requests
∇L(φ). This is technically what is suggested in [85]. Usually the derivative of Q
with respect to its first variable is already required to solve the M-step of the EM
algorithm and easily derived.
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The above description demonstrates that the ECG method of [106] as well as
the method of [85] basically just provide an approach on how to calculate the exact
gradient of the log-likelihood whenever the naive computation of ∇L(φ) might be
complicated. Yet, they do not actually represent algorithms themselves. Further-
more, the authors of both papers already allude that the benefit of a standard
gradient based algorithm depends on the task at hand. The EM algorithm is only
outperformed in certain cases. Thus, an important issue for its practical applica-
tion is the knowledge whether the considered problem favors EM or the gradient
based algorithm. In [107] a hybrid algorithm, the so called EM-ECG algorithm,
is hence introduced that switches between EM and a conjugate gradient method,
controlled by an estimated quantity that indicates whether missing information is
high or low.

Similar considerations as the ones carried out for the calculation of ∇L(φ) can
also be used to possibly simplify the calculation of the Hessian ∇2L(φ). As we
have already seen in Lemma 3.12 (b), the following equation holds true for the
Hessian:

∇2L(φ) = D20Q(φ, ψ)−D20H(φ, ψ). (6.69)

Thus, if the direct derivation of ∇2L(φ) is complicated, we can try to derive
formulas for the Hessians of Q and H with respect to their first variable and
use them instead. Analogous to the preceding discussion, Q and H can either
be differentiated directly or their definitions on the basis of expectations can be
used together with a switch of the order of differentiation and integration due to
Lemma A.6 and Corollary A.7 or Lemma A.8 and Corollary A.10, resp., to obtain:

D20Q(φ, ψ) =

∫
`−1(y)

∂2

∂φ2
log fXφ (x) · hX|Yψ (x|y) dx, (6.70)

D20H(φ, ψ) =

∫
`−1(y)

∂2

∂φ2
log h

X|Y
φ (x|y) · hX|Yψ (x|y) dx. (6.71)

Being able to derive an explicit formula for the Hessian ∇2L(φ) we cannot only
use standard optimization software for algorithms that require the gradient but
also for the ones that depend on the Hessian such as exact Newton’s method.



Chapter 7

Application of EM’s Alternatives
and Acceleration Methods to the
PMHT Problem

The principal purpose of the preceding discussion in Chapter 6 on alternatives
and accelerations of the EM algorithm as well as their relationships is the appli-
cation to tracking. Different optimization methods are to be analyzed and their
performance compared aiming at accelerating calculations for the PMHT prob-
lem. Thus, the considerations turned to that field now. We start this chapter
with the more theoretical aspects. We then continue with practical arrangements
and considerations needed in the PMHT context for the implementation of differ-
ent optimization algorithms. Finally, we experimentally validate our analysis with
some numerical examples.

7.1 Theoretical Aspects

To facilitate the comparisons between different optimization methods we restrict
our analysis to the case where the measurement probabilities Π are known a pri-
ori. They can hence be omitted as parameters and standard unconstrained op-
timization methods, such as Newton’s method, can be applied without intricate
modifications to guarantee that the single measurement probabilities πts are posi-
tive and sum up to one in each data scan. The true prior assignment probabilities
for the PMHT measurement model are given in Section 4.3, (4.30). The calcula-
tion of prior assignment probabilities for the standard tracking situation has been
derived in Section 5.1. In order to still estimate the measurement probabilities,
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but avoid constraints, one could alternatively consider a reparameterization using
the “softmax” function πts = exp(γts)

(∑M
m=1 exp(γtm)

)−1 with parameters γtm ∈ R.
The abolition of Π as optimization parameter is perceivable in the notation by the
elimination of the corresponding subscript within the likelihood functions.

7.1.1 Special Property of the Linear PMHT

Before we perform a convergence rate analysis for the application of the EM algo-
rithm to the general form of PMHT, we briefly introduce an important property
of the linear Gaussian PMHT model (see Section 4.1.4).

Proposition 7.1. In the linear Gaussian PMHT, using an a priori calculated Π,
the derivative of the EM auxiliary function Q w.r.t. its first component is linear
in X:

D10Q(X, X̃) = −Ã(X̃) X + b̃(X̃), (7.1)

with Ã(X̃) = A+ E(X̃) ∈ RNX×NX and b̃(X̃) = b+ f(X̃) ∈ RNX .

The matrix A ∈ RNX×NX and the vector b ∈ RNX are constant w.r.t. X and X̃,
whereas the matrix E(X̃) ∈ RNX×NX and the vector f(X̃) ∈ RNX are constant
w.r.t. X but depend nonlinearly on X̃.

Proof: The proposition can be verified by a straightforward differentiation of
Q(X, X̃) w.r.t. X. The formulas for the matrices A and E(X̃) as well as the
vectors b and f(X̃) can be found in Appendix A.3.

In the analysis of the EM algorithm in Section 6.1, we assumed repeatedly that
the above assumption be fulfilled. This is done e.g. in Theorem 6.6 and Proposi-
tion 6.19. They can consequently be applied to the linear Gaussian PMHT if their
remaining assumptions are also met. Yet, they are not so demanding. The differen-
tiability conditions are valid for the linear Gaussian PMHT due to the smoothness
of a Gaussian density. Problems might occur if any of the Gaussian densities is
degenerated, i.e. if a covariance matrix does not have full rank. Actually, this
problem can already be dealt with when the tracking model is established. Hence,
if any covariance matrix does not have full rank one should reconsider the tracking
model, determine the linear subspace to which target states and measurements
are confined and perform a reparameterization before the parameter estimation
process is started. Details on how such a reparameterization can be accomplished
are given in [43, p. 87ff]. Postulating that the covariance matrices of the motion
and measurement models, Σ̄0

s, Qt
s and Rt

s for 1 ≤ s ≤ M , 0 ≤ t ≤ T , are all
regular matrices is hence no major restriction and ensures both the regularity of
Ã(X̃) and the boundedness of the log-likelihood function L(X) from above.
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7.1.2 Convergence Rate Analysis for a Specific Tracking
Scenario

We come back to the general PMHT now and investigate the convergence of the
EM algorithm for the PMHT problem in a specific tracking scenario. It will turn
out that EM converges fast, if the observed targets are ‘well-separated’, whereas
the convergence of gradient ascent might be rather slow. This corresponds to
observations in [140] for the parameter estimation of Gaussian mixtures. The fol-
lowing analysis as well as the corresponding numerical experiments of Section 7.3.2
can also be found in the reference [117] which has been submitted for publication.

As we have already remarked before, Assumption B of Section 3.4 is always
met in the PMHT context and the Assumptions A and C hold true whenever
they hold true for the individual initial, transition and measurement densities of
a tracking model which is e.g. the case for the linear Gaussian PMHT. We thus
generally assume in the following analysis that the Assumptions A, B and C are
met whenever needed to apply the results of Chapter 6. Moreover, we restrict
our tracking model to those cases where the second assumption of Proposition 6.7
is also met, i.e. ‖(D20Q(X,X))−1‖ < ∞. Hence, the EM algorithm reads in the
PMHT context

X(k+1) = X(k) + ηP (X(k))∇L(X(k)) + o(‖X(k+1) −X(k)‖), (7.2)

where P (X(k)) = −
(
ηD20Q(X(k),X(k))

)−1

. Using a linear Gaussian motion and
measurement model for PMHT, the assumptions of Theorem 6.6 are met (see
Section 7.1.1) and (7.2) is exact, i.e.

X(k+1) = X(k) + ηP (X(k))∇L(X(k)).

From (6.22), we know that P (X∗) = (ηIfull(X
∗))−1 which is s.p.d. by Propo-

sition 6.17 and we can apply the convergence analysis of Section 6.2. Thus, we
consider the ratio of biggest and smallest eigenvalues of −P (X∗)∇2L(X∗) in order
to investigate the convergence speed. Since we know by Lemma 3.12 (b) that

P (X∗) = −η−1
(
D20Q(X∗,X∗)

)−1
= −η−1

(
∇2L(X∗) +D20H(X∗,X∗)

)−1

, (7.3)

we will take a closer look at D20H(X∗,X∗).
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H(X, X̃) is defined as

H(X, X̃) =

∫
`−1(Z)

(
log hX(Z,K)

)
hX̃(Z,K|Z) d(Z,K)

=
∑
K∈K

(
log hX(Z,K)

)
hX̃(Z,K|Z)

=
∑
K∈K

( T∑
t=1

nt∑
r=1

log(wtktr,r)
)
hX̃(Z,K|Z).

Similar to the derivation of Q in [119], we rearrange the sum over K ∈ K as follows

H(X, X̃) =
T∑
t=1

nt∑
r=1

∑
K∈K

log(wtktr,r)hX̃(Z,K|Z)

=
T∑
t=1

nt∑
r=1

M∑
s=1

log(wts,r)
∑

K∈Kts,r

hX̃(Z,K|Z),

so that using the identity (4.7) we obtain

H(X, X̃) =
M∑
s=1

T∑
t=1

nt∑
r=1

w̃ts,r log(wts,r). (7.4)

Now, we are going to determine the derivatives. Recall the notation given in
Section 4.1.2.

Proposition 7.2. (a) If ζts(z|·) ∈ C1(X ), then ∂
∂x0
s
H(X, X̃) = 0 and for t > 0

we have ∂
∂xts

H(X, X̃) =
∑nt

r=1

{(
−wts,r + w̃ts,r

)
· ∂
∂xts

log (ζts (ztr|xts))
}
.

(b) If ζts(z|·) ∈ C2(X ), then

D20H(X, X̃) =


H1,1 H1,2 · · · H1,M

H2,1 H2,2 · · · H2,M

...
... . . . ...

HM,1 HM,2 · · · HM,M

 , (7.5)

with Hs,m = diag(Hs,m;0, . . . , Hs,m;T ), where Hs,m;0 = 0nx×nx and Hs,m;t, for
t = 1, . . . , T , are (nx × nx)-matrices given by

Hs,m;t =
nt∑
r=1

{
− wts,r

(
δs,m − wtm,r

)
·
[
∂

∂xts
log
(
ζts
(
ztr|xts

))]
(7.6)

×
[
∂

∂xtm
log
(
ζtm
(
ztr|xtm

))]T
+ δs,m · (w̃ts,r − wts,r) ·

∂2

∂xts ∂x
t
s

log
(
ζts
(
ztr|xts

))}
.
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Proof: (a) Obviously, we have D10H(X, X̃) =
∑M

s=1

∑T
t=1

∑nt
r=1 w̃

t
s,r · d

dX log
(
wts,r

)
and

∂

∂xt
′
s′

log
(
wts,r

)
=

∂

∂xt
′
s′

log

(
πts ζ

t
s (ztr|xts)∑M

m=1 π
t
m ζ

t
m (ztr|xtm)

)
. (7.7)

Since wts,r only depends on the values of xts′ for s′ = 1, . . . ,M , all partial derivatives
∂

∂xt
′
s′

log
(
wts,r

)
with t′ = 0 or t′ 6= t vanish. For the partial derivatives with t′ =

t 6= 0, we have to distinguish between the cases s′ = s and s′ 6= s which is done by
means of the Kronecker delta δs′,s:

∂

∂xts′
log
(
wts,r

)
=

1

wts,r

δs′,s · πts
(

∂
∂xts
ζts (ztr|xts)

)
·
(∑M

m=1 π
t
m ζ

t
m (ztr|xtm)

)
(∑M

m=1 π
t
m ζ

t
m (ztr|xtm)

)2

−
πts ζ

t
s (ztr|xts) · πts′

(
∂

∂xt
s′
ζts′ (z

t
r|xts′)

)
(∑M

m=1 π
t
m ζ

t
m (ztr|xtm)

)2


=
(
δs′,s − wts′,r

)
· ∂

∂xts′
log
(
ζts′
(
ztr|xts′

))
.

This results in the following expression for t > 0:

∂

∂xts′
H(X, X̃) =

M∑
s=1

nt∑
r=1

[
w̃ts,r

(
δs′s − wts′,r

)
· ∂

∂xts′
log
(
ζts′
(
ztr|xts′

))]

=
nt∑
r=1

{
∂

∂xts′
log
(
ζts′
(
ztr|xts′

)) [
−wts′,r

M∑
s=1

w̃ts,r + w̃ts′,r

]}

=
nt∑
r=1

{(
−wts′,r + w̃ts′,r

)
· ∂

∂xts′
log
(
ζts′
(
ztr|xts′

))}
, (7.8)

since
∑M

s=1 w̃
t
s,r = 1. For t = 0 holds ∂

∂x0
s′
H(X, X̃) = 0.

(b) Again, all second order partial derivatives with t′ = 0 or t′ 6= t vanish. Next,

∂2

∂xts ∂x
t
s′
H(X, X̃) =

(
nt∑
r=1

∂

∂xts

{(
−wts′,r + w̃ts′,r

)
·
[
∂

∂xts′
log
(
ζts′
(
ztr|xts′

))]})T

=
nt∑
r=1

{
− ∂

∂xts
wts′,r ·

[
∂

∂xts′
log
(
ζts′
(
ztr|xts′

))]T
+
(
−wts′,r + w̃ts′,r

)
· ∂2

∂xts ∂x
t
s′

log
(
ζts′
(
ztr|xts′

))}
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=
nt∑
r=1

{
−wts,r

(
δs,s′ − wts′,r

)
·
[
∂

∂xts
log
(
ζts
(
ztr|xts

))]
×
[
∂

∂xts′
log
(
ζts′
(
ztr|xts′

))]T
+ δss′ · (w̃ts,r − wts,r)

· ∂2

∂xts ∂x
t
s

log
(
ζts
(
ztr|xts

))}
.

(7.9)

This proves our claim.

First of all, we note that since we have X = X̃ ≡ X∗, the second term ofHs,m;t in
(7.6) vanishes as w̃ts,r = wts,r ≡ wt∗s,r. Furthermore, we consider a tracking scenario
withM ‘well-separated’ targets and without clutter. Note that to some extent, the
notion ‘well-separated’ is somewhat vague since it depends on the tracking model,
the measurement model and an appropriate distance measure. We will report a
quantitative investigation in Section 7.3.2 below. In the specified situation, we can
assume that each measurement obtained can easily be assigned to one particular
target. Thus, since the assignment weight wt∗s,r is the a posteriori probability of
assigning observation r of scan t to target s, we can assume that for every index
combination (r, t) there exists exactly one index s such that wt∗s,r ≈ 1 and for all
other indices m 6= s, wt∗m,r ≈ 0. Consequently, the products −wt∗s,r

(
1− wt∗s,r

)
and

−wt∗s,rwt∗m,r, for m 6= s, are both approximately zero and the Hessian D20H(X∗,X∗)
is approximately a zero matrix. This, in turn, leads to P (X∗) being approximately
equal to the negative inverse of the Hessian of the log-likelihood multiplied by η−1

(cf. (7.3)). The product P (X∗) ∇2L(X∗) is thus approximately equal to −η−1

times the identity matrix and

λmax (−P (X∗)∇2L(X∗))
λmin (−P (X∗)∇2L(X∗))

≈ λmax (η−1I)

λmin (η−1I)
= 1. (7.10)

The first ratio being close to one implies superlinear convergence if the step size
of each iteration is chosen in an optimal way corresponding to ηopt of (6.30). Yet,
since

ηopt =
2

λmin (−P (X∗)∇2L(X∗)) + λmax (−P (X∗)∇2L(X∗))
(7.11)

≈ 2

λmin (η−1I) + λmax (η−1I)
= η

for the described tracking situation, the step size of the EM algorithm is close to
the optimal choice. Thus, the EM algorithm resembles Newton’s method for such
a scenario and possesses locally quadratic convergence.
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For gradient ascent by contrast, the convergence speed depends on the condition
number of ∇2L(X∗) which can be pretty large, resulting in slow convergence even
for unambiguous situations of ‘well-separated’ targets. This disqualifies gradient
ascent form practical appliance. A more detailed discussion on gradient ascent
methods for the context of PMHT can be found in Section 7.2.3. The theoretical
analysis which indicates that gradient ascent methods are not good options for
PMHT is confirmed by the numerical examples in Section 7.3.

7.2 Arrangements and Considerations for the
PMHT Context

Before we start to give some numerical examples comparing the performance of
the EM algorithm with its alternatives and acceleration methods, we consider
some of the alternative algorithms with regard to necessary modifications for their
application in practice. The arrangements that are discussed in the following
sections are mostly tailored to the PMHT context but some also apply in general.
The acceleration methods described in Section 6.3 will not be discussed anymore as
they have already been introduced slightly differing from literature to account for
their practical appliance. In particular provisions for an efficient implementation
and to obtain global convergence have already been taken for all of these methods.
Numerical experiments follow this analysis in Section 7.3.

7.2.1 Provisions for the Global Convergence of Newton’s
Method

It has already been insinuated that Newton’s method is one of the most impor-
tant methods for direct optimization. This is due to its convergence speed. Using
quadratic approximations to the function to be optimized, it can attain second or-
der convergence in a neighborhood of the optimal point. Hence, Newton’s method
may not be omitted when considering alternatives to the EM algorithm.

So far, the emphasis has mainly been put on theoretical aspects such as design
and local convergence speed of different optimization algorithms. We will now
address practical issues that are important to ensure global convergence and an
efficient implementation. They include a way to guarantee that the employed
search direction is an ascent direction and a line search to obtain an increase of
the likelihood.
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To calculate the Newton direction (6.3), the gradient ∇L(X) and the Hessian
∇2L(X) of the log-likelihood function L(X) = log gX(Z) are required. Hence,
the application of Newton’s method is restricted to cases where the log-likelihood
function is twice differentiable and a way to compute the gradient and the Hessian
needs to be provided. For this purpose, the considerations of Section 6.3.4 can be
consulted. It is mentioned there, that the derivation of the EM algorithm already
includes the derivation of the gradient ∇L(X). Thus, it remains to derive the
Hessian ∇2L(X) for PMHT. Since a formula for the Hessian of H(X, X̃) has been
derived in Section 7.1.2, Proposition 7.2, we only need to derive a formula for
the Hessian of Q(X, X̃) to complete the derivation of the Hessian ∇2L(X) using
equation (6.69).

Proposition 7.3. If ϕ0
s and ζts(z|·) ∈ C2(X ) and ϕts ∈ C2(X × X ), then

D20Q(X, X̃) = diag(Q1, . . . , QM),

where

Qs =


Q0,0;s Q0,1;s 0

Q1,0;s Q1,1;s
. . .

. . . . . . QT−1,T ;s

0 QT,T−1;s QT,T ;s

 , s = 1, . . . ,M,

with

Qt,t;s =
∂2

∂xts∂x
t
s

Q(X, X̃), t = 0, . . . , T,

= δt0
∂2

∂x0
s∂x

0
s

logϕ0
s(x

0
s) +

∂2

∂xts∂x
t
s

logϕts(x
t
s|xt−1

s )

+ (1− δtT )
∂2

∂xts∂x
t
s

logϕt+1
s (xt+1

s |xts) +
nt∑
r=1

w̃ts,r
∂2

∂xts∂x
t
s

log ζts(z
t
r|xts),

Qt,t+1;s =
∂2

∂xts∂x
t+1
s

Q(X, X̃) =
∂2

∂xts∂x
t+1
s

logϕt+1
s (xt+1

s |xts), t = 0, . . . , T−1,

Qt+1,t;s =
∂2

∂xt+1
s ∂xts

Q(X, X̃) =
∂2

∂xt+1
s ∂xts

logϕt+1
s (xt+1

s |xts) = (Qt,t+1;s)
T ,

t = 0, . . . , T−1.
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Proof: Since Q(X, X̃) is defined as

Q(X, X̃) =
T∑
t=1

nt∑
r=1

M∑
s=1

w̃ts,r log πts +
M∑
s=1

{
logϕ0

s(x
0
s) +

T∑
t=1

[
logϕts(x

t
s|xt−1

s )

+
nt∑
r=1

w̃ts,r log ζts(z
t
r|xts)

]}
.

and all terms w̃ts,r log πts do not depend on X, we have

D20Q(X, X̃) =
M∑
s=1

{
d2

dX2 logϕ0
s(x

0
s) +

T∑
t=1

[
d2

dX2 logϕts(x
t
s|xt−1

s )

+
nt∑
r=1

w̃ts,r
d2

dX2 log ζts(z
t
r|xts)

]}
. (7.12)

All second order derivatives ∂2

∂xts∂x
t′
s′
Q(X, X̃) with either s 6= s′ or s = s′ but

|t−t′| > 1 vanish completely. Furthermore, ∂2

∂xts∂x
t′
s

logϕ0
s(x

0
s) 6= 0 only for t = t′ = 0

and ∂2

∂xts∂x
t′
s

log ζts(z
t
r|xts) = 0 for t 6= t′. This proves our claim.

In contrast to the EM algorithm, Newton’s method is not an ascent algo-
rithm per se. Far away from the optimal point the Newton direction d(k) =

−∇2L(X(k))−1 ∇L(X(k)), at the current iterate X(k), can likewise point uphill
or downhill and the Newton step X(k+1) = X(k) + d(k) might not lead to an in-
crease. If we know that −∇2L(X(k))−1 is positive definite and ∇L(X(k)) 6= 0, we
can at least be sure that d(k) has to be an ascent direction by Theorem 6.4. Resort-
ing to a line search method can hence guarantee an ascent and even the quadratic
convergence speed can be saved if we make sure that the step size ηk = 1 is chosen
whenever possible [84].

Yet, in the context of PMHT, our experiments have shown that for a lot of
starting points X(0) that are appropriate for the convergence of the EM algorithm
the negative Hessian and consequently its inverse are not positive definite. If
this is the case, we do not know whether d(k) is an ascent direction and a line
search might fail. Thus, we are forced to find an alternative search direction. In
literature (e.g. [28]), it is often suggested to check positive definiteness of the
negative Hessian using the Cholesky decomposition and, if it fails, switch to the
gradient which is assured to be an ascent direction as long as it does not equal zero.
Since a Cholesky decomposition can be used anyway when solving the system of
linear equations −∇2L(X(k))d(k) = ∇L(X(k)) to obtain the Newton direction, this
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test does not produce any additional computational costs. Unfortunately, in our
PMHT examples we have often experienced a dramatic loss of convergence speed
with this approach, caused by frequent switches to the gradient. Consequently,
the proposed algorithm had no chance at all to compete with the EM algorithm.

An alternative way to generate an ascent direction, whenever the negative Hes-
sian is not positive definite, is to approximate it by a positive definite matrix and
use that one instead. Levenberg’s approach (cf. [86]) represents a possibility to find
such an approximation. Yet, apart from the additional costs that are implicated
by the search for the positive definite matrix, a line search to find an appropriate
step size is still required. For an EM step in turn, we know that no additional
checks, modifications or a line search are necessary to obtain an increase of the
log-likelihood function. Thus, we try to benefit from both the fast convergence
of Newton’s method and the stability and simplicity of the EM algorithm. This
leads to the idea of building a hybrid Newton-EM method which has also been
adumbrated in [119]. Our resulting algorithm performs a Newton step together
with a line search whenever the negative Hessian is positive definite and an EM
step if it is not. Our experiments show that this is an effective approach to avoid
the dramatic loss of convergence speed that we experienced before. Furthermore,
we have noticed that in the first few steps of the algorithm, the negative Hessian
fails to be positive definite very often. To avoid the effort required to build the
Hessian just to recognize that it fails the test for positive definiteness subsequently,
we decided to start the algorithm with a fixed number of EM steps and begin with
the test for a Newton step afterwards when it is more likely to be passed.

In Section 6.3.1 we have discovered, that under the assumptions of Theorem 6.6
the Aitken acceleration method of Louis applied to the EM algorithm is theoret-
ically the same as Newton’s method for the maximization of the log-likelihood
function. For an implementation there might, however, be some differences that
favor one method or the other. To compare both methods we recall that the
iteration step of Louis’ method applied to PMHT is given as

X(k+1)
Louis = X(k) + Iobs(X(k))−1 Ifull(X(k))

(
X(k+1)

EM −X(k)
)
,

where Iobs(X(k)) is the observed Fisher information matrix of the observed data
likelihood which is defined to be the negative of the Hessian of the log-likelihood
function. Thus, the implementational difference between both methods consists
only in the way how to build the right-hand side of the linear system of equations
that has to be solved in order to obtain the search direction d(k). For Newton’s
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method we solve
−∇2L(X(k)) d(k) = ∇L(X(k)), (7.13)

and for Louis’ method

−∇2 L(X(k)) d(k) = Ifull(X(k))
(
X(k+1)

EM −X(k)
)
. (7.14)

To obtain X(k+1)
EM , we have to perform an EM step. The statistics calculated in

the E-step are usually also required for the calculation of the gradient ∇L(X(k))

and to build the information matrix Ifull(X(k)). The costs to perform the M-step
are, however, additional ones. The M-step usually requires to apply a single-target
MAP tracker to each target. Thus, Newton’s recursion definitely provides a more
efficient implementation than Louis’ method, which will hence not be considered
any further.

The above discussion is summarized by the following algorithm which can be
used to compete against the EM algorithm in the PMHT context.

Algorithm 7.4. (Newton-EM)

1. Choose a starting point X(0), k = 0, and a fixed number itEM ≥ 0 of EM
iterations performed at the beginning.

2. If X(k) satisfies a stopping criterion: STOP.

3. If k < itEM perform an EM step to obtain X(k+1), k = k + 1, go to 2.

4. Calculate the Hessian ∇2L(X(k)) and perform a Cholesky decomposition of
−∇2L(X(k)).

5. If −∇2L(X(k)) is not positive definite, perform an EM step to obtain X(k+1),
k = k + 1, go to 2.

6. Compute the gradient ∇L(X(k)) and solve the linear system of equations
−∇2L(X(k)) d(k) = ∇L(X(k)) to obtain the Newton direction d(k).

7. Starting with ηk = 1 determine a step size ηk > 0 with L(X(k) + ηk d
(k)) >

L(X(k)).

8. Set X(k+1) = X(k) + ηk d
(k), k = k + 1, go to 2.

7.2.2 Considerations on the Usage of Scoring as an Alter-
native to EM

In oder to apply the scoring algorithm (see Section 6.1.3) in the context of PMHT
it is necessary to compute the expected FIM for the observed data likelihood. Since
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the parameter X of PMHT is a random vector, we have to build the expectation
with respect to Z and X to obtain the correct FIM:

F = IE
[
−∇2L(X)

]
=

∫
X

∫
Z
−∇2L(X) · gX(Z) dZ dX.

The derivation of the FIM is quite cumbersome. In [40] a derivation is partly
given for theoretical purposes, ignoring the state estimation bias between different
targets. This derivation already indicates that the evaluation of the FIM does not
suit a practical use since its computational costs are prohibitively expensive. In
[76] and [96] the usage of an empirical Fisher information matrix is suggested for
such cases. This, however, applies for the case of i.i.d. measurements only. In
the PMHT context the measurements within one data scan are assumed to be
i.i.d. The measurements within different data scans are coupled by the a priori
information on X, namely by the density of the target motion model. In the
special case of a linear target motion model, its corresponding part in the Hessian
of the log-likelihood does not depend on X or Z anymore and can thus be taken
out of the integral of the calculated expectation. It hence only influences the
FIM as an additive component which can be computed easily. As a consequence,
only the part of the measurement likelihood remains under the integrals. The
integral over Z could hence be approximated in the fashion described by Redner
and Walker in [96]. Yet, even for the linear case of PMHT, there still remain some
problems with using an empirical Fisher information matrix in practice. On the
one hand, the computational costs for its calculation are nearly the same as those
for the Hessian. On the other hand, we usually assume for tracking that only one
observation is generated per target in each scan. Hence, the sampling size is pretty
small which leads to the problem that the zero expectation assumption used for
the approximation in [96] might be valid in theory and for large sample sizes but
cannot even get close to be true in the tracking context. Thus, the approximation
quality of the empirical Fisher information is fairly bad.

Another possible scoring variant could be established based on the statements
of Efron and Hinkel in [23]. They comment that the considerations of the expected
Fisher information should be due to the emphasis on a priori comparisons among
estimators. If, however, a specific data set is already given and one is interested
in the interpretation of the data, the usage of the observed information is strongly
recommended. In the context of missing data we have two possible observed
information matrices that could be applied. One is the observed Fisher information
matrix for the observed data likelihood Iobs(X). Since it is defined as the negative
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of the Hessian of the observed data log-likelihood:

Iobs(X) = −∇2L(X), (7.15)

we see by substitution of (7.15) into equation (6.18) that the corresponding scoring
algorithm reduces to Newton’s method. The second possibility is the employment
of the observed Fisher information matrix for the complete data likelihood. If
Assumptions A, B and C hold for fX(Z,K) and gX(Z), resp., it can be defined as:

Ifull(X) = IE
[
− ∂2

∂X2 log fX(Z,K)
∣∣∣ Z,X

]
= −D20Q (X, X). (7.16)

In Section 6 we have seen that the resulting scoring algorithm is approximately
equal to the EM algorithm. Under the assumptions of Theorem 6.6, which hold
true for the linear Gaussian PMHT, there is no difference at all between the EM
algorithm and that scoring variant. Hence, scoring with an observed information
matrix leads to no additional alternative of the EM algorithm.

The above considerations lead to the omission of scoring algorithms as alterna-
tives to EM in further analyses for PMHT.

7.2.3 Gradient Methods and EM-ECG

In Section 6.2 we have analyzed and compared the local convergence properties of
gradient ascent and the EM algorithm. For tracking scenarios of ‘well-separated’
targets, we have seen in Section 7.1.2 that the condition number, which is respon-
sible for the convergence speed, can be very high for gradient ascent whereas the
one of the EM algorithm is close to 1. Thus, the convergence of gradient ascent is
pretty slow whereas the EM algorithm possesses superlinear convergence. Gradi-
ent ascent hence has no change at all to compete with the EM algorithm in these
situations.

Furthermore, we have already mentioned in Section 7.2.1 that the combination
of Newton’s method with the gradient method often leads to a desperately slow
convergence in our numerical examples. This is experienced even more if we omit
Newton’s method and examine the gradient method all by itself. The usage of
conjugate gradient directions could not overcome that problem, either. The cases
described in [85, 106, 107] where the gradient method or the conjugate gradient
method is faster than the EM algorithm could not be found at all in our PMHT
examples. Test examples with a high value of missing information did not show
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any superiority of the gradient methods either. Quite the contrary, the gradient
methods where excruciatingly slow in these cases.

In [107] a special quantity H̄k is recommended to be responsible for a switch
between EM and gradient methods which yields the so-called EM-ECG algorithm.
For PMHT, H̄k can be defined as

H̄k =
−1∑T

t=1 nt · logM

T∑
t=1

nt∑
r=1

M∑
s=1

wt (k+1)
s,r · log(wt (k+1)

s,r ). (7.17)

The quantity is proposed in [107] for its supposed ability to estimate the local
missing information ratio. However, in our PMHT examples we have observed
that the calculated value of H̄k does not even come close to the largest eigenvalue
of the local missing information ratio and we could not reproduce why it should do
so either. It could only be verified that they possess the same range, namely (0, 1)

and that H̄k ∝ −H(X(k),X(k)) (cf. (7.4)). Maybe one could say that the largest
eigenvalue of the missing information ratio and H̄k follow a similar tendency for
high or small values, but this is not really significant either.

The above mentioned problems explain why for the PMHT context the gradient
ascent method is not a good choice and the hybrid EM-ECG algorithm of [107] is
not even applicable.

7.2.4 Covariance Calculation

In the multi-target tracking application, estimates of the error covariances Σt
s, s =

1, . . . ,M, t = 0, . . . , T, corresponding to the individual target state estimates x̂ts
are usually important. They are used for the initialization of a new batch after
sliding the window and for gating, to eliminate false alarms and perform clustering.
Furthermore, if the covariance estimates are consistent, they provide a valuable
quantification for the confidence that one can put into the tracking results. The
heuristic suggested for the original linear PMHT algorithm in [119] can also be used
for the computation of the covariance matrices if any of the described alternatives
or acceleration algorithms is employed to solve the linear Gaussian PMHT problem.
After convergence is reached, i.e. when the data association problem is solved, one
can perform Kalman-smoothing recursions (cf. [95]) based on the weights w̄ts, s =

1, . . . ,M, t = 1, . . . , T calculated in the final iteration and on the a priori specified
values for Π. Hence, for all targets s = 1, ...,M one has to run through the
following iteration:
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R̃t
s = [nt w̄

t
s π

t
s]
−1
Rs,

P0|0 = Σ̄0
s,

Forward Recursion:
for t = 0, 1, . . . , T − 1

Pt+1|t = F t
sPt|t(F

t
s)
T +Qt

s,

Wt+1 = Pt+1|t(H
t+1
s )T

{
H t+1
s Pt+1|t(H

t+1
s )T + R̃t+1

s

}−1

,

Pt+1|t+1 = Pt+1|t −Wt+1H
t+1
s Pt+1|t,

ΣT
s = PT |T ,

Backward Recursion:
for t = T − 1, . . . , 0

Σt
s = Pt|t + Pt|t(F

t
s)
TP−1

t+1|t
[
Σt+1
s − Pt+1|t

]
P−1
t+1|tF

t
sPt|t.

Note that assignment weights are calculated no matter which of the described
alternatives or acceleration algorithms is used to solve the PMHT problem. They
form quite a basic characteristic of the problem which is always required, e.g. for
the calculation of ∇L(X), not only to derive the auxiliary function Q.

If an algorithm is employed that requires the calculation or approximation of
the Hessian ∇2L(X), such as Newton’s method, an alternative possibility exists
to obtain covariance estimates. In this case, one could also compute the inverse of
the Hessian or its approximation for the final parameter estimates and use it for
the covariance estimates of the tracking results.

7.3 Numerical Examples

In this section some of our numerical experiments are presented and discussed that
concern and support the theoretical analysis of Chapter 6 as well as Sections 7.1
and 7.2 in the PMHT context. We start with a general description of the scenario
framework and the filter model which form the basis for our simulations in this
section and in Section 8.5. We will afterwards describe how the primal PMHT
algorithm is implemented for this setting referring to the previously discussed
practical issues of Section 4.2 and Chapter 5. Then different performance measures
taken from the ones described in Section 2.3 that are used to evaluate the results,
are detailed. Thereafter, the individual numerical experiments are discussed one
after the other. The computations of this section and Section 8.5 are all done in
Matlab R© (R2010b).
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7.3.1 Standard Scenario and Algorithm Description

Filter Model and Scenario Generation

For the numerical simulations to come, we assume that all targets follow a linear
discrete-time kinematic model with additive Gaussian noise as given by Model 5
in Chapter 2. The discrete target states consist of two-dimensional Cartesian
position data, (x, y), and velocity data, (ẋ, ẏ). The elements of a target’s state
are ordered as xts = (x, ẋ, y, ẏ)T ∈ Rnx with nx = 4. The deterministic part of
the filter’s motion model assumes constant velocity. The motion model of a target
s ∈ {1, . . . ,M} is thus described by

xt+1
s = F t

s x
t
s + vts, (7.18)

with the transition matrix

F t
s ≡ F =


1 ∆t 0 0

0 1 0 0

0 0 1 ∆t

0 0 0 1

 , (7.19)

where ∆t = τt+1 − τt > 0 is the time difference between two consecutive scans
which is taken to be constant. The process noise vts is assumed to reflect white
noise acceleration. The covariance matrix Qt

s of the process noise vts is hence given
by [5]

Qt
s ≡ Q = q̃ ·


∆t3

3
∆t2

2
0 0

∆t2

2
∆t 0 0

0 0 ∆t3

3
∆t2

2

0 0 ∆t2

2
∆t

 , (7.20)

As already indicated above, the state transition and process noise covariance ma-
trices are assumed to be the same for all targets and time instances. The factor q̃
is due to the process noise intensity. A small q̃ results in a nearly constant velocity
model. As noted in [8], based on Singer’s analysis [115], q̃ can be identified as
q̃ = 2σ2

mτm, where τm and σm are the target maneuver time constant and standard
deviation. As τm is often unknown to the filter process, the choice of q̃ is usually
considered a tuning process. In [8] it is suggested to employ q̃ = 10s · σ2

m, justi-
fied by the analysis performed in [7]. We will follow this recommendation in our
numerical experiments. Note that the regularity of the above given matrix Q can
easily be verified.
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The sensor data of each scan consists of position-only measurements, i.e. ztr ∈
Rnz with nz = 2. The measurement model is thus described by

ztr = H t
s x

t
s + wts, (7.21)

with the measurement matrix

H t
s ≡ H =

(
1 0 0 0

0 0 1 0

)
. (7.22)

The measurement covariance matrix is chosen to be

Rt
s ≡ R =

(
σ2
x

1
2
σxσy

1
2
σxσy σ2

y

)
, (7.23)

with standard derivations σx, σy > 0, which ensures its regularity.

As a situation where the observed targets move parallel to each other is usually
quite challenging for a multi-target tracking filter, our numerical examples are
based on such a scenario and we describe its generation here. For a given number
M of targets moving parallel to each other with a constant distance, dist, and the
same velocity, the trajectories are established by the following method:

• The initial position of the first target is set into the origin, the other M − 1

targets are placed each with a distance, dist, to the previous one on the
positive part of the y-axis. The initial velocity is set to the same value v0 for
all targets pointing in the direction parallel to the x-axis.

• The motion of the targets is described by a sequence of maneuvers including
straight line movement and coordinated turns with a given turn rate and
duration. No extra process noise is added.

The targets are detected in each scan with a probability pD. Target detections
are independent from scan to scan. The measurement data is generated from a
normal distribution with the true target state as mean and with covariance matrix
R. Additionally, in each scan, false alarms may occur. The number of false alarms
within a scan is generated according to a Poisson distribution with mean µ = λV ,
where V is the volume of the surveillance region and λ is the expected number of
clutter per unit volume. If pD < 1, empty scans may occur, but they cause no
trouble to PMHT.

Two such typical tracking scenarios are shown in Figure 7.1. Track initiations
are indicated in red showing the initial track positions for each track, extracted
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Figure 7.1: Measurements and track initiation of two typical tracking scenarios.

from {x̄0
s}, and the predictions to the next scan time. The initial covariances of

the track positions are displayed by the 90% confidence ellipses defined based on{
Σ̄0
s

}
. The measurements are illustrated using black stars. In the first scenario

three objects perform a straight line motion with a distance of dist = 0.7km to each
other. The recorded scenario has a length of 15 km. The detection probability
is pD = 0.9 and the expected number of clutter is λ = 10−6 m−2 per scan. In
the second scenario two objects with a distance of dist = 0.5 km start moving
straightforwardly for about 8 km. They then perform a right turn of 20◦ with a
radial acceleration of 0.2 g, where g ≈ 9.81 m/s2 is the value of the gravitational
acceleration. After the right turn they move again straightforwardly for 3 km

and turn −20◦ back to the left with the same radial acceleration as before. In
the end they move another 3 km straightforwardly. The detection probability is
set to pD = 0.95 in this scenario and the expected numbe of clutter per scan is
chosen to be quite moderate with λ = 0.2 · 10−6 m−2. For both scenarios the time
period between two consecutive scans is ∆t = 2 s and the initial speed of the
targets is set to v0 = 200 m/s. The measurements are shown accumulated over
the whole surveillance period. For the sake of clarity, only the false alarms within
the neighborhood of the true target positions are plotted in Figure 7.1 but not
all of them in the whole surveillance region. The measurement noise covariance R
used to generate the random measurements is specified as in (7.23) with the values
σx = 30m and σy = 100m.
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To initialize track estimates for both scenarios we used the measurements of the
first four scans in the following way: The measurements of the first scan are taken
as initial position data for each track and the initial velocity is, as a start, set to
zero. The tracks’ state covariance matrices are initialized with P0 which is built
up by the components Rij, i, j = 1, . . . , nz of the measurement noise covariance
matrix R and an assumed maximal speed vmax = (vmax

1 , vmax
2 )T as

P0 =


R11 0 R12 0

0 (
vmax
1

2
)2 0 0

R21 0 R22 0

0 0 0 (
vmax
2

2
)2

 . (7.24)

This initialization corresponds to the one-point initialization described in Sec-
tion 5.2.3. To improve track quality we then perform Kalman updates with the
correctly assigned measurements of the next three scans where no missed detec-
tions or false alarms were generated. The resulting state and covariance estimates
{x̄0

s},
{

Σ̄0
s

}
are then used as initial tracks for which the data association process

is started. The a priori PDF for the initial state x0
s of a target s is herewith given

by ϕ0
s(x

0
s) = N (x0

s; x̄
0
s, Σ̄

0
s), where the covariance matrix Σ̄0

s is guaranteed to be
regular. The measurements that have been used for track initialization are left out
in Figure 7.1.

In the described numerical simulations we do not distinguish between candidate
tracks and established tracks as suggested in Section 5.2.1 but treat all of them as
established tracks. The distinction is not important here as the number of objects
does not change during the observation period and no automatic track extraction
is employed.

PMHT Algorithm Implementation

For the processing of the simulated observations using PMHT we employ a sliding-
window approach as described in Section 5.2.5 with a batch length of T = 3. The
window is shifted one time step forward after convergence of the PMHT algorithm
is reached. For each new batch, the values of {x̄0

s},
{

Σ̄0
s

}
and

{
x
t (0)
s

}
are initialized

as described in Section 5.2.5.

Before the data association process is started, the measurements of each scan
within the processed batch are gated (see Section 5.2.5) using a chi-squared test.
The gating test relies on the predicted innovation covariances

{
St,pred
s

}
and the

corresponding initial track estimates
{
x
t (0)
s

}
. Hence, for each combination of a
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measurement ztr, t = 1, . . . , T , r = 1, . . . , nt and a track s = 1, . . . ,M we check
whether

(ztr −Hxt (0)
s )T (St,pred

s )−1 (ztr −Hxt (0)
s ) < c, (7.25)

where St,pred
s = HPt|t−1 H

T +R, for t = 1, . . . , T

Pt+1|t = FPt|t−1 F
T +Q, for t = 1, . . . , T − 1

P1|0 = F Σ̄0
s F

T +Q,

and c = quantil for the probability pG of the χ2 − distribution with

2 degrees of freedom.

Measurements that do not pass the test for any track s ∈ {1, . . . ,M} are assumed
to be false alarms and are therefore excluded from further processing. The gating
probability was fixed to pG = 0.95 in our simulations.

For the first scenario in which the targets move on a straight line the filter
process noise intensity q̃ of the covariance (7.20) is defined as described above
using the value σm ≈ 0.045 g. For the second scenario, where the targets perform
moderate right and left turns, the value is chosen a little bigger as σm ≈ 0.22 g.
Additional provision for maneuvering targets as described in Section 5.3 are not
made in this example.

Performing numerical experiments with the simulated data, we know that the
measurements are generated according to the standard tracking assumption, i.e.
there is at most one measurement per target which is detected with a probability
pD. Additionally, there might be false alarms that follow a Poisson distribution.
The assignment probabilities are thus not estimated as in the original PMHT
algorithm but set to the a priori known values. The formulas for the calculation
of the assignment probabilities are derived in Section 5.1.1. As we perform gating
at the beginning of our processing, the surveillance volume that is needed in the
formulas for the assignment probabilities is built by the union of the gates. Yet
since the gates are ellipsoids, it is quite difficult to compute the volume. As already
mentioned, we therefore use the maximal gate volume of a single target as an
approximation to the surveillance volume in our implementation. This represents
a lower bound to the actual value. Since an exact calculation of the surveillance
volume is most important in situation where targets are ‘closely-spaced’ and the
gates hence overlap a lot, this is a reasonable approximation.

The iterations of the algorithm are stopped in our simulations if either
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• the stopping criterion (4.14) averaged over all targets is less than a given
tolerance ε1:

1

TM

M∑
s=1

T∑
t=1

(xt (k)
s − xt (k−1)

s )T (Qt
s)
−1(xt (k)

s − xt (k−1)
s ) < ε1, (7.26)

or if

• the Euclidean norm of the gradient of the log-likelihood at the current iterate
falls below a given threshold ε2:∥∥∇L(X(k))

∥∥
2
< ε2. (7.27)

If none of the stopping criterion is fulfilled within a maximal number of itera-
tions, the algorithm is stopped anyway. However, this number is chosen quite big
and does usually not apply. In numerical experiments where the maximal number
of iterations is exceeded we will mention it explicitly.
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Figure 7.2: Results of the PMHT algorithm for two typical tracking scenarios.

Figure 7.2 shows the result of the PMHT processing for the data of Figure 7.1,
where the thresholds of the stopping criteria are chosen as ε1 = 10−5 and ε2 = 10−2.

Performance Evaluations

To evaluate the performance of a tracker for a given scenario different random
measurements are generated from the simulated trajectories and the tracker is
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applied to them, i.e. an MC analysis is performed. In Figure 7.2 for both scenarios,
a run of the PMHT tracker is shown where no tracks are lost. This is not necessarily
the case for all runs. Thus, an important statistic to determine the quality of a
tracker is the percentage of lost tracks. A lost track is a “once valid track that
became spurious” [99]. In our simulations we declare a track to be lost, similar to
[138], if we cannot find a true trajectory such that∥∥H (x̂ts − xt,truth

s

)∥∥2

2
< 10 · max

i=1,...,nz
{Rii} , (7.28)

where the x̂ts are the estimates of the final iteration of the tracker and the xt,truth
s

are the true target states. While determining lost tracks, it is important that only
a single track is associated to each true trajectory. In Figure 7.3 we analyze at
which point the first track gets lost in the test runs for our two scenarios. The
vertical dashed lines indicate maneuver changes in the scenario, i.e. the changeover
from straight-line motion to a turn and vice versa.
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Figure 7.3: Fraction of test runs without any track being lost.

For all MC runs without losses, we analyze the in-track performance, i.e. the
track accuracy. Our decision whether a track is lost during a simulation is based
on the test given in (7.28) performed with t being the index of the first scan of the
final batch. As we consider a multi-target scenario it is important to respect which
track has to be compared with which of the true trajectories. Paper [111] deals
with this problem and defines the so-called OSPA metric that jointly incorporates
the assignment of true and estimated tracks and the error in the estimated states
for a given data scan. The OSPA metric for a given tracking result of the whole
scenario that also includes track labeling is an extension of the OSPA metric which
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is presented in [97, 98]. These metrics are introduced in Section 2.3.2. For the
evaluation of our MC simulations we compute the OSPA error for tracks averaged
over all runs without track losses. The design parameters of the OSPA metric for
tracks are set to p = p′ = 2, c = ∆ =∞ and α = 0.1. The value c =∞ is chosen
since the detection of new targets or the disappearance of objects is not part of the
PMHT algorithm. In the performance evaluations we hence only consider MC runs
where no track has yet been lost. Thus, the number of estimated targets always
matches the number of true targets and a cardinality error does not exist. The
label, however, might be erroneous for PMHT. The value of α is chosen moderately
in order not to emphasize the labeling error too much.

The OSPA metric is quite useful to compare the results of different multi-target
tracking algorithms in a mathematically rigorous way, yet, it does not have a strong
physical meaning. Thus, we additionally calculate the AEEs of position and veloc-
ity data for all track-trajectory associations found in the OSPA calculations. We
prefer the AEE to the widely used RMSE following the recommendation of [60].
This is due to the AEE being a finite-sample approximation of the mean error
IE[||xt,truth

s − x̂ts||2]. It can thus be interpreted as the average Euclidean distance be-
tween the track estimate and the true target position. On the contrary, the RMSE

approximates the standard error
√

IE[(xt,truth
s − x̂ts)T (xt,truth

s − x̂ts)]. Standard er-
rors are more valuable for theoretical purposes and for a probabilistic analysis
rather than for practical inspection of numerical results. For more details on per-
formance measures and their merits see Section 2.3 or [60].

In Figures 7.4 and 7.5 the results of 100 MC runs performed for the two scenarios
of Figure 7.1 are evaluated by the just described measures averaged over all targets
and MC runs. Their values for the PMHT algorithm’s results are colored green.
The vertical dashed lines in Figure 7.5 again indicate the maneuver changes in the
scenario. For a better assessment of the error measures of the tracker some refer-
ence values are included into the plot. For the interpretation of the position error
we examine the averaged measurement error. If no data association uncertainty
is present, if each target can always be detected and if there are no false alarms,
a tracker should always be able to yield improved results compared to the mea-
surement error, i.e. the measurement error can be considered an upper bound in
these situations. Obviously, the listed conditions cannot be met in our simulation,
nevertheless the measurement error serves as an indicator for the quality of the
tracker. To evaluate the measurement error, we use the simulated measurements
with their known origin and before false alarms and missed detections are added.
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Figure 7.4: Evaluation of the results of the PMHT algorithm for the first tracking
scenario.
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Figure 7.5: Evaluation of the results of the PMHT algorithm for the second track-
ing scenario.
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The values are plotted into the figure using a red-colored dotted line. The quotient
of a tracker’s AEE and the measurement AEE, called MERF (see Section 2.3.1
and [60]), is often considered an efficiency measure of a tracker and should be less
than one. The values of the MERFs of the PMHT algorithm averaged over the
whole scenario are approximately 0.41 for both of our two MC simulations.

The PMHT tracker has to solve both the data association and the estimation
problem. If the data association were known, the estimation problem itself would
only consist of fixed interval smoothing based on a linear tracking model. As
mentioned before, this problem can be solved with the help of the RTS formulas
[1, 95]. We hence expect that the best possible performance of the PMHT tracker
should be limited by the error of the retrodiction with RTS formulas and known
data association. These values are also plotted with a red-colored dotted line into
the graphic. The calculation is performed again before false alarms and missed
detections are added to the simulated scenario. Furthermore, the values of the
MERFs for the retrodiction can be calculated to obtain a lower bound for the
MERF of a given scenario. In our two sample MC simulations the average MERF
values of the retrodiction without data uncertainty are 0.34 and 0.38, respectively.

As the measurement error can only be evaluated for the position part but not for
the velocity part of target states, we use a third reference measure. This is given
by the Kalman filter results produced without measurement uncertainty, missed
detections or false alarms. We cannot predict in advance whether the performance
of the PMHT algorithm, which yields smoothed results, will possibly be better or
worse than the one of a Kalman filter with known data association. Observing
that the lines of the PMHT results lie well below the dashed black ones of Kalman
filtering is, however, a favorable achievement.

As no data association uncertainty exists for the reference measures, the labeling
of the corresponding tracking results is always correct. The OSPA metric of the
reference measure does hence not include a label error.

7.3.2 Convergence Subject to Target Distances

First of all, we want to quantify the analysis of Section 7.1.2 by some numerical
experiments. In order to do so, we consider the number of iterations until conver-
gence for a tracking scenario of several objects moving parallel to each other with a
fixed distance and the same velocity as described above. The distance varies from
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100m to 1 km in order to quantify the notion of ‘well-separated targets’. The tar-
gets move with a constant speed of v0 = 200m/s and the time period between two
consecutive scans is set to ∆t = 2 s. Furthermore, we use q̃ = 0.5 sg2, σx = 30 m

and σy = 100 m in our simulations and process a measurement batch of length
T = 3. The measurements in each scan are generated from the true target states
of M = 4 targets using the measurement model described in the previous section
together with a detection probability of pD = 0.9. False alarms are not assumed
to be present as this assumption has been made by the theoretical convergence
analysis. The values of the prior assignment probabilities are hence set to πts ≡ 1

M

for all targets s = 1, . . . ,M . The iterations of the algorithm are stopped using
the stopping criteria (7.26) and (7.27) with values ε1 = 10−5 and ε2 = 10−2. For
gradient ascent or Newton’s method, the gradient has to be computed anyway.
A check of its magnitude is important to avoid numerical instabilities. For the
EM algorithm, the gradient can also be obtained easily as a by-product of the
E-step. A check of the second stopping criterion hence does not produce extra
costs but might recognize convergence at an early stage avoiding superfluous it-
erations. We only consider the processing of a single batch, namely the first of a
tracking scenario generated as described in Section 7.3.1, and do not perform any
sliding-window operations.

For the evaluation of the number of iterations we simulate data for 100 Monte
Carlo runs for each scenario with a different target distance. The input data are
then processed by (a) the standard PMHT algorithm using the EM algorithm, (b)
by the hybrid Newton-EM method given by Algorithm 7.4 and (c) by a conjugate-
gradient ascent algorithm. For Newton’s method and the conjugate-gradient ascent
algorithm, a line search is performed in order to find a step size that ensures
an increase in the log-likelihood. The EM step is known to always increase the
likelihood. For stability reasons, the Newton-EM method is started with two
iterations of the EM algorithm and switches to an EM step whenever the Hessian
is not negative definite. A combination of Newton’s method with gradient ascent
was also investigated, but showed a desperately slow convergence due to frequent
switches to gradient ascent at the beginning.

Figure 7.6 shows the results of the described simulations. The mean iteration
number of each of the above mentioned algorithms is plotted as a function of target
distances. Note that in the left plot a logarithmic scale is used for the numbers
of iterations to give a better overview whereas a linear scale is used for the right
plot. It becomes evident that the number of iterations of the conjugate-gradient
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Figure 7.6: Mean iteration number as a function of target distances.

ascent algorithm is by far larger than for the other two algorithms even for ‘well-
separated’ targets. For a better comparison of the EM algorithm with Newton’s
method we show an excerpt of these two methods in the right plot. For large
target distances, the iteration numbers required by both methods are small and
nearly the same. With decreasing distance the number of iterations increases for
both methods but a larger increase is observed for the EM algorithm as compared
with Newton’s method.

In Figures 7.7 and 7.8, two MC runs are compared in more detail. The first is
a simulation with target distance 0.3 km, the second with 0.6 km. The plots in
the upper row of both figures illustrate the learning curves and the convergence
of the estimated parameter. For the convergence plot the parameter estimate
of the last iteration of each algorithm is used as reference value for X∗. In the
lower row on the left, we examine the eigenvalue ratios of B(X(k)) ∇2L(X(k)) at
the iteration points of the EM algorithm. In that product, B(X(k)) corresponds
to the preconditioner of a preconditioned gradient ascent method of the form
(6.29). For Newton’s method, the preconditioner B corresponds to the inverse
Hessian of L. The product thus corresponds to the identity matrix so that the
eigenvalue ratio always equals 1. For gradient ascent there is no preconditioner,
i.e. B(X(k)) ≡ I. We thus analyze the eigenvalues of the Hessian of L. Finally, for
the EM algorithm it has been shown that under the assumptions of Theorem 6.6
we have B(X(k)) =

[
−ηD20Q(X(k),X(k))

]−1. In our example, the assumptions of
Theorem 6.6 are met. Proposition 6.21 shows that the closer this eigenvalue ratio
gets to 1 for a given algorithm, the smaller the error reduction factor which should
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Figure 7.7: Single MC run with target distance 0.3 km.

0 50 100 150 200 250 300 350 400
−65

−60

−55

−50

−45

−40

−35

−30

−25

−20
Learning Curves

# Iterations

Lo
g−

Li
ke

lih
oo

d 
+

 C
on

st

 

 

PMHT
Newton
GradientAscent

0 50 100 150 200 250 300 350 400
10

−7

10
−6

10
−5

10
−4

10
−3

10
−2

10
−1

10
0

Convergence Plot

# Iterations

||X
k −

X
* ||

 

 

PMHT
Newton
GradientAscent

1 2 3 4 5 6 7 8 9 10 11

10
0

10
1

10
2

10
3

10
4

# Iterations

th
e 

ei
ge

nv
al

ue
 r

at
io

 

 

original Hessian
EM−equivalent Hessian
Newton−equivalent Hessian

1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8
−1

−0.5

0

0.5

1

1.5

2

2.5

y/
km

x/km

green: PMHT (ll=−24.79), blue: Newton (ll=−24.79), 
cyan: GradientAscent (ll=−24.79)

Figure 7.8: Single MC run with target distance 0.6 km.
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yield faster local convergence. Our numerical examples agree with that. The
large eigenvalue ratios of the gradient ascent algorithm correspond to extremely
slow convergence of that algorithm. The values of the eigenvalue ratio of the EM
algorithm, however, come close to 1 and the algorithm is observed to converge fast.

The plots in the lower right corners of Figure 7.7 and 7.8, respectively, visual-
ize the tracking results. The a priori target state predictions are shown as red-
colored crosses together with their also red-colored 90% confidence ellipses and
the black-colored innovation covariance ellipses. The black stars are the simulated
measurements. The tracking results of the three analyzed algorithms are plot-
ted in green, blue and cyan, respectively. As all algorithms converge to the same
maximum, their tracking results coincide. Note that for all of the considered al-
gorithms (as for most optimization algorithms) convergence to a global maximum
is not guaranteed. Yet, in the 1000 MC runs that were performed for the gener-
ation of Figure 7.6, the maxima found by PMHT and Newton’s method differed
only once. The results for the second tracking scenario depict the truth of parallel
moving objects quite well, whereas the tracking results of the first scenario seem
to not match reality that clearly. This is, however, not a problem of the employed
algorithm but rather due to an erroneous model or insufficient data.

Discussion
Even for unambiguous situations of ‘well-separated’ targets, extremely slow con-
vergence has been observed for the conjugate-gradient method. This disqualifies
gradient ascent for practical appliance.

Comparing the EM algorithm with Newton’s method by only looking at the
number of iterations, Newton’s method converges faster. Yet, the computational
costs of each iteration are higher compared to those of the EM algorithm due to
the calculation of the Hessian. Thus, for ‘well-separated’ targets the application of
Newton’s method does not pay off since the difference in the total number of itera-
tions is not significant. For ‘closely-spaced’ targets, however, a switch to Newton’s
method after some EM iterations might be advisable. Yet, at the beginning and
whenever the Hessian is not negative definite, one should resort to EM because
the global convergence properties of EM are much better. Figure 7.9 compares the
actual central processing unit (CPU) times spent by both algorithms for the pro-
cessing of the above described simulation and emphasizes the strategy mentioned.
As it is quite often the case, the actual gain of one of these methods over the other
depends on the specific problem at hand. Furthermore, implementational issues
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Figure 7.9: CPU time as a function of target distances.

may also influence the choice whether to prefer the pure EM algorithm or a hy-
brid Newton-EM algorithm. In the PMHT context, for example, a parallelization
can easily be implemented for the EM algorithm since the M-step decouples into
smaller independent maximization problems (cf. (4.9)). This is not the case for
Newton’s method.

The above derived convergence results might be relevant for automatic tracking
and data association. One might argue that for ‘well-separated’ targets without
clutter, data association is usually not a problem and can be performed with much
simpler modeling and algorithms than PMHT. Albeit this might be true, one first
has to automatically recognize that the targets are separated well enough to employ
these simpler methods. If targets come closer, one has to detect the change and
switch back to a more elaborated data association algorithm. This automatic
recognition of the adequate algorithm for the current situation can be performed
using clustering, for instance, but requires additional routines and hence involves
extra computational costs. With the above derived convergence result, we know,
however, that if targets are ‘well-separated’, the EM algorithm is very fast and does
not produce much overhead. Nothing is lost by still applying it. Furthermore, we
can omit the routines mentioned for analyzing the type of the current tracking
situation and avoid additional computational efforts. The situation can quickly
be captured and there is no need to make provisions for recognizing situations
where alternative algorithms are sufficient. Yet, it is important to implement a
good adaptive stopping criterion to identify convergence as fast as possible and
stop further processing. Otherwise nothing would be gained.
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7.3.3 Comparison with Standard Software Library Routine

In Section 6.1.5, it has already been mentioned that Redner and Walker doubt
in [96] “that the unadorned EM algorithm can be competitive as a general tool
with well-designed general optimization algorithms such as those implemented in
good currently available software library routines.” The next numerical example
is meant to dispel these doubts at least for the linear PMHT context. As standard
library routine the MATLAB function fminunc is used. To give it a fair chance to
compete with the EM algorithm we provide it with a routine that knows how to
calculate the function value, the gradient and also the Hessian for a given iteration
point. Otherwise, if the Hessian has to be approximated, this requires a huge time
amount. The algorithm carried into execution by fminunc hence consists of a
trust-region Newton’s method. The same stopping criteria as used for the EM
algorithm are also implemented for fminunc.

As we found the convergence to be scenario-dependent and the target distance
to have a great influence on the convergence of different optimization algorithms,
the numerical examples are still performed with varying target distances. Addi-
tionally, we now include clutter into our simulations which has been omitted in
the preceding example to be conform with the assumptions of Section 7.1.2. The
mean clutter intensity in the following example is set to λ = 2 · 10−6 m−2. All
other scenario determining variables remain the same as in the example performed
in Section 7.3.2. The prior assignment probabilities πts are calculated as given by
(5.7).

We have performed a total of 200 MC runs and show the required number of
iterations and the CPU times for (a) the EM algorithm and (b) the MATLAB
routine fminunc in Figure 7.10. The sharp bend in the plot on the left for a
target distance of 0.2 km is due to singular outliers that require significantly more
iterations than the rest of the MC runs.

In the numerical simulations performed, convergence to different maxima hap-
pens, but the times that one or the other method finds the better maximum are
more or less balanced with a tendency to the standard MATLAB routine converg-
ing to the better ones slightly more often. Although fminunc usually requires fewer
iterations until convergence than the EM algorithm, it consumes a lot more time
per iteration such that the total CPU time sums up to 2.0 − 2.8 times the CPU
time required by our EM implementation. As standard library routines generally
do not know any inside details about the objective function, they cannot reuse
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Figure 7.10: Comparison of the EM algorithm against a standard library routine.

specific characteristics that have already been calculated for different tasks such
as the line search operations. In this way they are disadvantaged compared to
an implementation especially designed for a given objective function. This is the
reason why in the given example the standard library routine cannot compete with
our implementation of the EM algorithm. To make it competitive it would need
a lot of special refinement which already justifies to implement the optimization
routine totally anew.

7.3.4 Performance of Acceleration Methods of the EM al-
gorithm

In the numerical simulations of Section 7.3.2 we have seen that the hybrid Newton-
EM method given by Algorithm 7.4 requires fewer iterations than the pure EM
algorithm but might consume more overall CPU time. An inspection of the im-
plementation by means of the MATLAB Profiler confirmed the suspect that the
construction of the Hessian and the function evaluations due to the line search are
the procedures that consume most of the time. Thus, we now inspect the per-
formance of the different acceleration methods introduced in Section 6.3 in more
detail. Especially the Quasi-Newton accelerations of Section 6.3.3 try to avoid the
time consuming construction of the Hessian by an approximation that takes up
less expensive operations. Nevertheless, using only an approximation, not the Hes-
sian itself, might reduce the computational time of a single iteration but hamper
convergence in such a way that the overall number of iterations increases again.

Figures 7.11 and 7.12 both show the numbers of iterations run through by
the individual algorithms and the consumed CPU times for a scenario of parallel
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moving targets with varying target distances. The setup of the numerical exper-
iments remains the same as in the two previous examples. For the measurement
generation we first assumed no clutter to be present and used a high mean num-
ber of false alarms, λ = 2 · 10−6m−2, afterwards. The input data is processed
by (a) the standard PMHT algorithm using EM, (b) the EM algorithm with a
componentwise applied Steffensen method (see Section 6.3.1), (c) the generalized
conjugate gradient algorithm applied to the EM step (see Section 6.3.2) denoted
by “PMHTCG”, (d) the QN1 Algorithm 6.26, (e) the QN2 Algorithm 6.27, (f)
Lange’s Quasi-Newton acceleration algorithm given by Algorithm 6.25 and finally
(g) the hybrid Newton-EM method described by Algorithm 7.4.
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Figure 7.11: Comparison of the EM algorithm with acceleration methods for sce-
narios without clutter.
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Figure 7.12: Comparison of the EM algorithm with acceleration methods for clut-
tered environments.

For all methods applied, we experienced convergence to local maxima differing
from the ones attained by the pure EM algorithm in only less than 2.2% of the
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performed MC runs. In particular, Steffensen’s method has always been observed
to converge to the same local maximum as the EM algorithm. The Newton-EM
method, QN2 and Lange’s method converged extremely rarely to different maxima,
within only about 0.5% of the runs. QN1 headed for differing maxima a little more
often, but still in less than 1% of the cases. Most deviating maxima were found
by the EM algorithm with conjugate directions summing up to 2.2% of the runs.
The algorithms considered attained both better and worse maxima. Convergence
to saddle points did not happen at all.

The average numbers of iterations of the individual algorithms behave very
much the same as expected with the ones of the acceleration methods lying in
between the ones of the EM algorithm and the hybrid Newton-EM method. In
scenarios without false alarms we observe that all algorithms converge extremely
fast for ‘well-separated’ targets. This is due to the superlinear convergence prop-
erty derived in Section 7.1.2. For such situations it was shown that the difference
between the Hessian of the log-likelihood function and the projection matrix of the
EM algorithm vanishes. The acceleration methods mostly try to approximate this
difference to enhance the convergence of the EM algorithm to become superlinear
or even similar to the one of Newton’s method. As for ‘well-separated’ targets, the
EM algorithm already resembles Newton’s method, no extra gain is obtained by
the acceleration methods. On the contrary, the extra costs required by each iter-
ation result in all the algorithms being slower than the EM algorithm. The com-
ponentwise employed Steffensen method and the conjugate directions approach
still do not yield so much convergence improvements to actually accelerate the
EM algorithm neither for ‘closely-spaced’ targets nor for cluttered environments.
The Quasi-Newton accelerations QN1, QN2 and Lange’s acceleration, however,
can make up for their additional costs per iteration by their improvements on the
convergence. All three algorithms require approximately the same number of iter-
ations, i.e. they improve the convergence rate by more or less the same amount.
The QN1 algorithm, however, seems to require some more time per iteration so
that its overall savings are fewer than those of the other two algorithms. In clut-
tered environments, these two are able to compete with the hybrid Newton-EM
which requires fewer iterations but has to build up the Hessian in each one. Yet,
they cannot beat the hybrid Newton-EM in requiring less processing time. As
a conclusion, we can state that none of the acceleration methods pays off in the
application to the linear Gaussian PMHT problem. As we are able to compute
the exact Hessian, the best choices remain the pure EM algorithm or the hybrid
Newton-EM method depending on how adverse the tracking scenario considered
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is.

7.3.5 Integration into the Sliding-Window Process

The integration of the different algorithms into the sliding-window tracking pro-
cedure is realized for all methods in exactly the same way as done for the original
PMHT algorithm. As mentioned before, convergence to differing local maxima
happens only extremely rarely. The mean overall tracking performance for a whole
tracking scenario as given in Section 7.3.1, measured by the OSPA metric, for ex-
ample, is thus not significantly influenced by the different choices of optimization
methods. There is consequently no need to further consider the tracking perfor-
mance of the different algorithms within a sliding-window process here.



Chapter 8

Model Reduction Methods Applied
to PMHT

Model reduction methods constitute an approach of how time-consuming numer-
ical computations can be accelerated in the real-time or the many-query context.
In multi-target tracking, calculations need to be performed in real-time, other-
wise their results are generally useless. Furthermore, the same calculations are
repeated over and over again, whenever new data arrives. This is the motivation
to investigate the applicability of model reduction methods to the PMHT problem.

We start the chapter with the model reduction theory of POD which is subse-
quently applied to the PMHT problem. At this, a reduced model for the PMHT
optimization is derived and its properties are analyzed in detail with a special focus
on the error involved within the reduction, the stability of the reduced system and
a practical implementation of the resulting estimation algorithm. In addition, we
append a short analysis and discussion on the applicability and usefulness of the
Empirical Interpolation Method and Balanced Truncation for the PMHT context
realizing that they are probably the wrong choices for our field of application. The
acceleration obtained by the application of POD in an online phase of MTT is
quantified by numerical examples.

8.1 Proper Orthogonal Decomposition

In this work model reduction in form of POD is to be applied within a parametric
framework. We thus shortly introduce the corresponding theory for input-output
relationships of the following type (cf. [89]):

195
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• An input-parameter, on which the system parametrically depends, charac-
terizes the geometric configuration or physical properties of an underlying
model among others. The parameter domain is denoted by D ∈ Rp and the
parameter itself by µ = (µ1, µ2, . . . , µp).

• The output of interest is some characteristic which is evaluated as a func-
tional of the input-parametrized system. The system contemplated is re-
ferred to as u : D → X, where X is some linear space. The system for a
specific parameter value µ ∈ D is hence identified by u(µ).

If the input-output relationship has to be examined within a real-time and/or
a many-query context, it challenges the efficiency of numerical techniques. Model
reduction techniques try to face that challenge by taking advantage of the following
ideas (cf. [89]):

• If a parametric framework is considered, typically only a smooth and rather
low-dimensional parametrically induced manifoldM = {u(µ) | µ ∈ D} is of
interest. Hence, standard universal approximation spaces are unnecessarily
capacious.

• In the many-query or real-time context it might be fortunate to spend ex-
panded attention to pre-processing or “offline” calculations in order to sig-
nificantly decrease the “online” calculations which have to be performed for
every new input-parameter.

Model reduction methods are usually built upon and measured, with regard to
accuracy, relative to “classical” numerical techniques taken as the “truth”. They try
to reduce the dimension N of the “truth”-approximation space XN by inspection
of the manifold MN =

{
uN (µ) |µ ∈ D

}
, where uN (µ) is an approximation of

u(µ) in XN . Hence, a quite basic approach is to precompute N � N solutions
or “snapshots” u1 := uN (µ1), . . . , uN := uN (µN) and then approximate u(µ) for
any µ ∈ D, µ 6= µi, i = 1, . . . , N, by solving the original problem on the space
XN := span

{
u1, . . . , uN

}
or a subspace of XN . One question that arises with this

approach is how to choose the parameter points µn, 1 ≤ n ≤ N , in order to find
the most representative snapshots onM, or more generally how to find the best
N -dimensional subspace of XN . This question can be addressed with different
kinds of sampling strategies. Another question is how to determine the ‘best’
approximation within XN , the so-called reduced-order model. This can be solved
based on different interpolation or projection methods.
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8.1.1 POD Spaces

POD is a well-known sampling strategy which can be applied to the parametric
context. To introduce POD spaces we first of all need a “training” sample Ξ :=

{µ1
train, . . . , µ

ntrain
train } ⊂ D consisting of ntrain distinct parameter points in D, which

serves as a surrogate for D. As the corresponding snapshots
{
uN (µ1

train), . . . ,

uN (µntrain
train )

}
usually contain redundancies some post-processing is needed to obtain

a proper reduced-order space. POD is a way to perform this post-processing. Note
that to avoid dense notation the superscript N is omitted in the following when
referring to the truth-approximation uN .

The POD spaces XPOD
N of dimension N can be defined via the following opti-

mization problem (cf. [122]), where ‖·‖X =
√

(·, ·)X denotes the induced norm of
an appropriate inner product on space X.

Definition 8.1. A POD space XPOD
N is defined as

XPOD
N := arg inf

XN⊂Xtrain,
dimXN=N

{
1

ntrain

∑
µ∈Ξ

inf
wN∈XN

‖u(µ)− wN‖2
X

}
, (8.1)

where Xtrain := span{u(µntrain) : 1 ≤ n ≤ ntrain} ,

εPOD
N :=

(
1

ntrain

∑
µ∈Ξ

inf
wN∈XPOD

N

‖u(µ)− wN‖2
X

) 1
2

. (8.2)

The resulting spaces are Reduced Basis (RB) spaces defined on span{M}. The
POD optimization (8.1) searches for an N -dimensional space being optimal in the
sense of representing the “snapshots” in the mean. It yields hierarchical spaces at
non-combinatorial (offline) cost [89].

The POD spaces can be constructed through an equivalent symmetric positive
semidefinite eigenproblem [130]. For that purpose the correlation matrix CPOD ∈
Rntrain×ntrain has to be assembled as

CPOD
ij =

1

ntrain

(
u(µitrain), u(µjtrain)

)
X
, 1 ≤ i, j ≤ ntrain. (8.3)

CPOD is a real-valued ntrain × ntrain matrix of rank d ≤ min {dim(XN ), ntrain}.
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The next step is to find eigenpairs

(ψPOD,k, λPOD,k) ∈ Rntrain × R≥0, 1 ≤ k ≤ ntrain,

satisfying

CPODψPOD,k = λPOD,kψPOD,k, (8.4)

(ψPOD,k)TψPOD,k = 1. (8.5)

Without loss of generality (w.l.o.g.), λPOD,1 ≥ λPOD,2 ≥ . . . ≥ λPOD,ntrain ≥ 0.
The eigenfunctions ΨPOD,k are now identified as

ΨPOD,k :=
1√

ntrain λPOD,k

ntrain∑
l=1

ψPOD,k
l u(µltrain), 1 ≤ k ≤ d. (8.6)

Lemma 8.2. The POD basis is orthonormal.

Proof: The orthogonality of the POD basis is due to the orthogonality proper-
ties of symmetric eigenproblems, the normalization (8.5) and the definition of the
eigenfunctions (8.6). In particular, with the successive help of (8.6), (8.3), (8.4)
and (8.5) we get

(ΨPOD,i,ΨPOD,j)X =

=
1

ntrain

√
λPOD,i λPOD,j

ntrain∑
m=1

ntrain∑
l=1

ψPOD,i
m ψPOD,l

j (u(µmtrain), u(µltrain))X

=
ntrain

ntrain

√
λPOD,i λPOD,j

(ψPOD,i)TCPODψPOD,j

=
1√

λPOD,i λPOD,j
λPOD,i (ψPOD,i)TψPOD,j

=
λPOD,i

√
λPOD,i λPOD,j

δi,j = δi,j, 1 ≤ i, j ≤ d.

The orthogonality is imperative in ensuring a well-conditioned reduced basis.
The POD spaces XPOD

N can then be established as

XPOD
N = span

{
ΨPOD,n : 1 ≤ n ≤ N

}
, 1 ≤ N ≤ Nmax, (8.7)

where Nmax is an upper limit to the maximum dimension of the POD spaces.
Solving the eigenproblem we obtain information about the magnitude of εPOD

N

along the way.



8.1. Proper Orthogonal Decomposition 199

Lemma 8.3. For 1 ≤ N ≤ ntrain it holds

εPOD
N =

√√√√ d∑
k=N+1

λPOD,k (8.8)

Proof: For µ ∈ Ξ it holds that

u(µ) =
d∑

k=1

uk(µ) ΨPOD,k (8.9)

with the coefficients uk(µ) = (u(µ),ΨPOD,k)X ∈ R. Similarly for any wN ∈ XPOD
N

there are wN,k ∈ R, k = 1, . . . , N such that:

wN =
N∑
k=1

wN,k ΨPOD,k. (8.10)

Since (ΨPOD,i,ΨPOD,j)X = δi,j it follows by (8.9) and (8.10) that

inf
wN ∈XPOD

N

‖u(µ)− wN‖2
X = inf

wN,k∈R,
k=1,...,N

N∑
k=1

(uk(µ)− wN,k)2 +
d∑

k=N+1

(uk(µ))2

=
d∑

k=N+1

(uk(µ))2. (8.11)

Furthermore, for 1 ≤ i ≤ ntrain it holds by (8.6), (8.3) and (8.4) that

uk(µ
i
train) = (u(µitrain),ΨPOD,k)X =

1√
ntrainλPOD,k

(
u(µitrain),

ntrain∑
j=1

ψPOD,k
j u(µjtrain)

)
X

=
1√

ntrain λPOD,k

ntrain∑
j=1

(
u(µitrain), u(µjtrain)

)
X
ψPOD,k
j

=
1√

ntrain λPOD,k

ntrain∑
j=1

ntrain C
POD
ij ψPOD,k

j =

√
ntrain√
λPOD,k

(CPOD ψPOD,k)i

=
√
ntrain λPOD,k ψPOD,k

i . (8.12)

Hence, the employment of (8.11), (8.12) and finally (8.5) yields

1

ntrain

ntrain∑
i=1

inf
wN∈XPOD

N

∥∥u(µitrain)− wN
∥∥2

X
=

1

ntrain

ntrain∑
i=1

d∑
k=N+1

(uk(µ
i
train))2

=
1

ntrain

d∑
k=N+1

ntrain λ
POD,k

ntrain∑
i=1

(ψPOD,k
i )2 =

d∑
k=N+1

λPOD,k.

By extraction of the root together with the definition (8.2) we end up with (8.8).
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Nmax can thus be defined as

Nmax := min

{
N ∈ N : (εPOD

N )2 =
d∑

k=N+1

λPOD,k ≤ ε2
tol,min

}
, (8.13)

where εtol,min is an anticipated error tolerance. The eigenvalues, λPOD,k, and the
eigenfunctions, ΨPOD,k, certainly depend on the choice of the training sample Ξ.

The method described to construct XPOD
N is known as snapshot method and

commonly used if m := dim(X) > ntrain. In the case that m ≤ ntrain and
the Euclidean space X ⊆ Rm is studied, the POD basis can be obtained di-
rectly, by slightly modifying the eigenproblem (cf. [130]). As X ⊆ Rm, the snap-
shots u(µntrain), 1 ≤ n ≤ ntrain are real valued vectors of dimension m. Hence,
Rm×ntrain 3 Y := (u(µ1

train), . . . , u(µntrain
train )) defines a real valued m×ntrain matrix of

rank d ≤ min {m,ntrain}. Using the Euclidean inner product in Rm, the correlation
matrix CPOD would thus be constructed as CPOD = 1

ntrain
Y TY ∈ Rntrain×ntrain . The

dimension of the eigenproblem can be reduced by using C̃POD = 1
ntrain

Y Y T ∈ Rm×m

instead. Thus, eigenpairs

(ψ̃POD,k, λ̃POD,k) ∈ Rm × R≥0, 1 ≤ k ≤ m.

are sought, where

C̃PODψ̃POD,k = λ̃POD,kψ̃POD,k, (8.14)

(ψ̃POD,k)T ψ̃POD,k = 1, (8.15)

and w.l.o.g. λ̃POD,1 ≥ λ̃POD,2 ≥ . . . ≥ λ̃POD,m ≥ 0.

From the Singular Value Decomposition (SVD) it is known that the positive
eigenvalues {λ̃POD,k}dk=1 of C̃POD and {λPOD,k}dk=1 of CPOD are the same. Their
eigenvectors {ψ̃POD,k}dk=1 and {ψPOD,k}dk=1 satisfy

1
√
ntrain

Y ψPOD,k =
√
λPOD,k ψ̃POD,k. (8.16)

Since the POD basis functions ΨPOD,k, 1 ≤ k ≤ d, are defined by (8.6), we get
by (8.16)

ΨPOD,k =
1√

ntrain λPOD,k

ntrain∑
l=1

ψPOD,k
l u(µltrain) =

1√
ntrain λPOD,k

Y ψPOD,k = ψ̃POD,k.

The POD spaces XPOD
N of (8.7) are hence given by

XPOD
N = span

{
ψ̃POD,n : 1 ≤ n ≤ N

}
, 1 ≤ N ≤ Nmax. (8.17)
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8.1.2 Reduced-Order Modeling

After computing a POD basis, it can be used to derive a reduced-order model for
the original problem which is of lower dimension than the “truth”-approximation.
Computing a solution for a given parameter using the reduced-order model is
usually much faster than using the original model. The standard approach of
reduced order modeling, as it can be found in [89], is based on Galerkin projections.
In [89] a reduced-order model is developed for parametric bilinear forms with an
affine dependence on the parameter that arise when using the weak form for solving
partial differential equations (PDEs). As we deal with optimization problems that
do not necessarily include a PDE we need a slightly different approach. Kunisch
and Volkwein describe how to properly apply POD to optimization in [50, 129].
Yet, in their application field the parameter to be optimized and the one of the
reduced model are always the same. This is not the case for our application. To
the best of our knowledge, no literature currently exists on POD for optimization
where the parameter of the reduced order model differs from the one of parameter
estimation. We will thus not consider the theory of existing approaches in more
detail here but refer the interested reader to [11, 13, 50, 89, 129]. We will come
back to this topic in Section 8.2.4 where we directly explain our approach for
reduced-order modeling in connection with the PMHT problem. Subsequently,
the similarities and differences to other approaches are analyzed in Section 8.2.5.

8.2 POD and PMHT

Our problem at hand is that of multi-target tracking. In the following, the appli-
cation of POD is to be considered for this context. As mentioned in Section 2.1.2,
most MTT algorithms solve the data association problem using a discrete combi-
natorial problem formulation. The PMHT algorithm (see Chapter 4) is special as
it makes same additional model assumptions that allow for a continuous tracking
formulation where decent-based optimization can be applied. The PMHT model
is thus used in the following inspection and the primal PMHT algorithm based on
EM is used as “truth”-approximation.

The idea to apply POD to MTT relies on two factors. On the one hand, MTT
has to be performed in real-time. Thus, an algorithm that works as fast as possible
is needed. On the other hand, the same optimization problem is solved over and
over again for every new scan of data, i.e., the many-query context is fulfilled as
well.



202 8. Model Reduction Methods Applied to PMHT

8.2.1 Problem Formulation

We shortly repeat the relevant aspects of the PMHT modeling here before we start
with the analysis on how to apply POD methods to it. A detailed description of
PMHT can be found in Chapter 4.

For a given batch of measurements Z, the PMHT algorithm solves the param-
eter estimation problem of target states X and measurement-to-track assignment
probabilities Π. For this purpose, the following maximum a posteriori problem is
considered:

(Π̂, X̂) = arg max
(Π,X)

g(Π,X)(Z), (8.18)

where

• g(Π,X)(Z) =
{∏M

ν=1 ϕ
0
ν(x

0
ν)
}∏T

t=1

{[∏M
s=1 ϕ

t
s(x

t
s|xt−1

s )
]

×
∏nt

r=1

[∑M
m=1 π

t
m ζm(ztr|xtm)

]}
.

• M ≥ 1 denotes the assumed number of independent target motion models,

• T is the measurement batch size and

• nt is the number of measurements in scan Zt.

• ϕ0
s(x

0
s) denotes the a priori probability density function for the initial state

x0
s ∈ Rnx of target s,

• ϕts(xts|xt−1
s ) denotes the transition density of the process model for target s

with xts ∈ Rnx and

• ζts(ztr|xts) denotes the measurement PDF for the measurement ztr ∈ Rnz being
originated from target s, for s = 1, . . . ,M , t = 1, . . . , T and r = 1, . . . , nt.

• πts, for s = 1, . . . ,M , t = 1, . . . , T , denotes the probability that a measure-
ment in scan Zt is assigned to target s with the condition that

∑M
s=1 π

t
s = 1.

At every call of the PMHT algorithm, a different measurement set Z is pro-
cessed. Furthermore, the initial states of the targets and hence the parameters of
the probability densities ϕ0

s(x
0
s) vary. The number of targets and their correspond-

ing target motion and measurement models are assumed to be known and fixed. We
therefore identify the measurements and the parameters of ϕ0

s(x
0
s), s = 1, . . . ,M ,

as input-parameters for the POD inspection. The output of interest are the MAP
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estimates of target states X̂ and the target measurement probabilities Π̂. If Π is
assumed to be known a priori, only target states X are to be estimated.

In the following analysis we restrict the PMHT algorithm to the linear Gaussian
case with fixed time intervals ∆t = τt− τt−1. Hence, the a priori PDFs ϕ0

s(x
0
s) are

defined as
ϕ0
s(x

0
s) = N (x0

s; x̄
0
s, Σ̄

0
s), (8.19)

with given mean x̄0
s ∈ Rnx and covariance matrix Σ̄0

s ∈ Rnx×nx . The considered
motion model is a discrete-time linear target process with additive Gaussian noise
vts ∈ Rnx , where we assume that the motion model does not change with time:

xts = Fs x
t−1
s + vts.

Thus, the target transition densities ϕts(xts|xt−1
s ) are defined as

ϕts(x
t
s|xt−1

s ) = N (xts;Fs x
t−1
s , Qs), (8.20)

with known transition matrix Fs ∈ Rnx×nx and known process noise covariance
matrix Qs ∈ Rnx×nx . For the measurement generation a linear measurement model
with additive Gaussian noise wts ∈ Rnz is assumed, where the measurement matrix
is fixed during surveillance time:

ztr = Hs x
t
s + wts.

This results in the measurement PDF

ζts(z
t
r|xts) = N (ztr;Hs x

t
s, Rs), (8.21)

with known observation matrix Hs ∈ Rnz×nx and known measurement noise co-
variance matrix Rs ∈ Rnz×nz .

8.2.2 Generation of Training Sample

The first step in the application of POD to PMHT is to define the training sample
Ξ := {µ1

train, . . . , µ
ntrain
train } ⊂ D for a given parameter domain D. As Ξ is to serve

as a surrogate for D, the samples µntrain have to be chosen in a representative way
covering the whole space D. In the linear Gaussian case the input-parameter µ
consists of the measurements Z and the parameters x̄0

s and Σ̄0
s of the initial PDFs

ϕ0
s(x

0
s), for s = 1, . . . ,M . Thus, µ ∈ D ⊂ RNZ × RM ·nx × RM ·(nx×nx), where NZ

is the dimension of the measurement batch and nx is the dimension of the target
state xts for a single target at a given time instance.
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Means and Covariances for the A Priori PDFs ϕ0
s(x

0
s)

In the MAP estimation it is not the absolute values of the target states that
determine the solution, but rather the relative positions and velocities of the targets
to each other. Hence, the problem can be transformed to a reference system which
is necessary for the generation of a training sample. The reference system fixes
the mean of the initial state of one target at the origin, i.e. x̄0

s∗ ≡ 0nx , and chooses
initial positions of the other targets in a neighborhood of the first. Targets that
are too far away from the first target do not need to be regarded, as in that case
the data association problem is self-evident and there is no need for a multi-target
tracking algorithm.

For example if M = 2 and the target states consist of 2D positions and veloc-
ities, samples for the means x̄0

s, s=1,2, of the initial states of the two targets can
be chosen as

• x̄0
1 ≡ 0nx ,

• x̄0
2 = (y1, v1, y2, v2)T , where

y1 ∈ [0, ymax
1 ], y2 ∈ [−ymax

2 , ymax
2 ], v1 ∈ [−2vmax, 2vmax], v2 ∈ [−2vmax, 2vmax].

In that example, ymax
1 and ymax

2 determine the neighborhood of the first target
where another target is accounted for. The assumed maximal velocity of the targets
in one coordinate direction is given by vmax.

In order not to choose just any possible covariance matrices Σ̄0
s but some that

are realistic for the tracking context, Kalman Filtering matrices can be used. Thus,
we start with the covariance matrix P0 used to initialize new tracks (see (7.24))
and iteratively perform Kalman updates [46] until convergence is reached.

More precisely, for k = 1, 2, . . .

Pk = Pk|k−1 −Ks(HsPk|k−1H
T
s +Rs)K

T
s , (8.22)

where Pk|k−1 = FsPk−1F
T
s +Qs,

Ks = Pk|k−1H
T
s Ss

−1,

Ss = HsPk|k−1H
T
s +Rs.

Samples for Σ̄0
s are then picked out of the set of matrices: Σ̄0

s ∈ {P0, P1, P2, . . .}.
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Generation of Measurements

There are different possibilities to choose measurement samples for a given initial
density of target states. As the samples should cover the space of possibly observed
measurements, one way is to generate measurements on an equidistant grid within
the innovation confidence ellipse around predicted positions.

2.3 2.4 2.5 2.6 2.7 2.8 2.9 3
−0.3
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0.2

0.3

0.4

0.5
Method 1, 2704 measurement sets

km

km

Figure 8.1: Generation of measurement samples. Red: initial and predicted posi-
tions of 2 targets with 90% confidence ellipse. Black: 90% innovation covariance
ellipse. ‘∗’: one marked measurement sample, ‘o’: measurements for 1st target,
‘×’: measurements for 2nd target.

Figure 8.1 illustrates this idea for a test scenario where two targets (M = 2),
two measurements (nt = 2) and one time step (T = 1) are considered. One
measurement sample Z consists of any combination of a “green” (zt1) and a “blue”
(zt2) measurement. This results in 2704 measurement samples for the illustrated
example. In Figure 8.1 one such measurement sample is marked by ‘∗’.

Another possibility is to generate random measurements according to the as-
sumed measurement model, i.e. for each target generate measurements ztr according
to ztr ∼ N (zt,pred

s , Sts), where zt,pred
s is the predicted measurement of target s:

zt,pred
s = Hsx

t,pred
s , (8.23)

with x0
s := x̄0

s, xts = xt,pred
s = Fsx

t−1
s
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and Sts is the innovation covariance of target s:

Sts = HsP
t,pred
s HT

s +Rs, (8.24)

P t,pred
s = FsP

t−1
s F T

s +Qs,

with P 0
s := Σ̄0

s, P t
s = P t,pred

s .

Figure 8.2 illustrates that method for the same test scenario considered in Fig-
ure 8.1. Again one measurement sample consists of a “green” and a “blue” mea-
surement.
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Figure 8.2: Generation of measurement samples. Red: initial and predicted posi-
tions of 2 targets with 90% confidence ellipse. Black: 90% innovation covariance
ellipse. ‘∗’: one marked measurement sample, ‘o’: measurements for 1st target,
‘×’: measurements for 2nd target.

For the training sample it is not necessary to consider measurements outside
the innovation confidence ellipse defined by the gating probability. In practical
applications, such measurements are usually excluded from further processing due
to the gating which is performed in a preprocessing step when data scans are
built up (see Sections 5.2.5 and 7.3.1). Furthermore, missed detections and false
alarms are unwanted deficiencies of a sensor that hamper multi-target tracking
and might yield undesired results. In order not to disturb our reduced basis with
such solutions missed detections and false alarms are hence not included into the
measurement scans of our training sample.
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8.2.3 Construction of the POD Basis

In order to reduce the PMHT algorithm we construct a POD basis for the target
states X. The target measurement probabilities Π are often assumed known a
priori and hence do not need to be estimated. If they are estimated, they are
obtained without additional effort along the way of the estimation ofX as described
in Section 8.2.4. This is the reason why it does not make sense to construct a
reduced basis that includes Π.

The construction of the POD basis is performed by solving the POD eigenprob-
lem. Hence, the following steps are carried out:

• Choose the training sample Ξ := {µ1
train, . . . , µ

ntrain
train } ⊂ D according to the

description of Section 8.2.2.

• Calculate Xi = X̂(µitrain) for all µitrain ∈ Ξ using the PMHT algorithm.

• Assemble the correlation matrix CPOD ∈ Rm×m as:

CPOD =
1

ntrain

Y Y T , Y = (X1, . . . ,Xntrain)

since m := dim(X) = NX < ntrain.

• Identify the eigenpairs

(ψPOD,k, λPOD,k) ∈ Rm × R≥0, 1 ≤ k ≤ m

as in (8.14) and (8.15).

POD spaces of dimension N can then be defined according to (8.17) as

XPOD
N = span

{
ψPOD,n : 1 ≤ n ≤ N

}
, 1 ≤ N ≤ Nmax.

A POD basis matrix ZN ∈ Rm×N is given by

ZN = (ψPOD,1, . . . , ψPOD,N). (8.25)

Hence, each XN ∈ XPOD
N has a unique representation

XN =
N∑
n=1

cN,n ψ
POD,n = ZNcN , (8.26)

where cN,n = (XN , ψ
POD,n)RN ∈ R and cN = (cN,1, . . . , cN,N)T ∈ RN .

In literature they sometimes suggest to subtract the mean value of all snapshots
before the correlation matrix is assembled (see e.g. [12]). This might lead to the
need of less POD basis function. Yet, as we already use a reference system which is
built around the origin of the target state space, in our application no advantages
are experienced with this approach.
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8.2.4 Reduced PMHT Modeling

After computing a POD basis, it is used to derive a reduced-order model which is
of lower dimension than the original problem. We describe our approach to derive
a reduced model for the PMHT problem in the following and subsequently detail
its properties concerning the error of the state estimates and its stability using
connections to the projection of a system of equations.

Instead of performing an MAP estimation on the original target state space
it is now performed on the reduced space XPOD

N . Thus, instead of solving the
parameter estimation (8.18) the following optimization is performed for every new
measurement set Z:

(Π̂, ĉN) = arg max
(Π, cN )∈�×RN

g(Π,X)(Z), (8.27)

NB: X = ZNcN ,
M∑
s=1

πts = 1.

The optimization on the reduced space XPOD
N changes the parameterization of

g(Π,X)(Z), but keeps its structure the same. Thus, the problem still consists of
the parameter estimation of a mixture density which motivates to reapply the EM
algorithm.

The application of the EM algorithm to the reduced problem (8.27) leaves the
E-step more or less the same. Similar to the PMHT algorithm, Q has to be
computed in each iteration i = 0, 1, 2, . . . as

Q(Π, cN ,Π
(i), c

(i)
N ) = IE

[
log f(Π,X)(Z,K) | Z,Π(i), c

(i)
N

]
=
∑
K∈K

{
log f(Π,X)(Z,K)

}
h(Π(i), X(i))(Z,K | Z)

=
T∑
t=1

QΠt +
M∑
s=1

QXs ,

where

X = ZNcN , X(i) = ZNc(i)
N ,

M∑
s=1

πts = 1,

QΠt :=
nt∑
r=1

M∑
s=1

wt (i+1)
s,r log πts, (8.28)

QXs := logϕ0
s(x

0
s) +

T∑
t=1

[
logϕts(x

t
s|xt−1

s ) +
nt∑
r=1

wt (i+1)
s,r log ζts(z

t
r|xts)

]
. (8.29)
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Hence, the posterior association probabilities wt (i+1)
s,r have to be calculated for all

target models s = 1, 2, . . . ,M , for all times t = 1, 2, . . . , T , as well as measurements
r = 1, 2, . . . , nt. This is done according to

wt (i+1)
s,r =

π
t (i)
s N (ztr;Est c

(i)
N , Rs)∑M

p=1

[
π
t (i)
p N (ztr;Ept c

(i)
N , Rp)

] ,
with

Est = Hs Z
N
s,t , (8.30)

where ZNs,t, s = 1, 2, . . . ,M , t = 0, 1, . . . , T , are the rows of the POD basis matrix
ZN corresponding to the target state xts, i.e. ZNs,t is extracted from ZN such that
xts = ZNs,tcN . The matrices Est ∈ Rnz×N can already be computed offline.

To avoid numerical problems associated with small target measurement proba-
bilities, analogous to the original PMHT, w̌t (i+1)

s,r and w̄t (i+1)
s can be used instead

of wt (i+1)
s,r :

w̌t (i+1)
s,r =

N (ztr;Est c
(i)
N , Rs)∑M

p=1

[
π
t (i)
p N (ztr;Ept c

(i)
N , Rp)

] , (8.31)

w̄t (i+1)
s =

1

nt

nt∑
r=1

w̌t (i+1)
s,r . (8.32)

Using these posterior association probabilities as weights synthetic measure-
ments can be constructed as

z̃t (i+1)
s =

1

ntw̄
t (i+1)
s

nt∑
r=1

w̌t (i+1)
s,r ztr. (8.33)

In theM-step, Q(Π, cN ,Π
(i), c

(i)
N ) has to be maximized with respect to (Π, cN).

This maximization decouples into T independent maximization problems for the
vectors Πt:

Πt (i+1) = arg max
Πt∈[0,1]M

QΠt ,
M∑
s=1

πts = 1,

and a maximization problem for the coefficients cN of the target states on the
reduced space:

c
(i+1)
N = arg max

cN∈RN

M∑
s=1

QXs , X = ZNcN .

The maximization problems for the vectors Πt are the same as those of the
PMHT algorithm, thus they are solved by

πt (i+1)
s = πt (i)

s w̄t (i+1)
s . (8.34)
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This shows that to estimate πt (i+1)
s only one product has to be calculated which

is needed later on anyway (see (8.36) and (8.37)). Hence, no additional effort has
to be dedicated to the estimation of Π which is the reason why it is not included
into the reduced basis in Section 8.2.3.

The maximization problem for the coefficients of the target states cN is dealt
with by taking the gradient of

∑M
s=1QXs w.r.t. cN . Setting the gradient equal to

zero results in the following system of linear equation which has to be solved:

A c
(i+1)
N = d. (8.35)

The system matrix A ∈ RN×N can be assembled as

A =
M∑
s=1

T∑
t=1

Ast +
M∑
s=1

As0 +
M∑
s=1

T∑
t=1

nt π
t (i)
s w̄t (i+1)

s Bst (8.36)

and d ∈ RN as

d =
M∑
s=1

ds0 +
M∑
s=1

T∑
t=1

nt π
t (i)
s w̄t (i+1)

s Dstz̃
t (i+1)
s . (8.37)

The matrices Ast ∈ RN×N , Bst ∈ RN×N and Dst ∈ RN×nz for s = 1, 2, . . . ,M ,
t = 1, 2, . . . , T can already be constructed offline as

Ast =
[
ZNs,t − FsZNs,t−1

]T
Q−1
s

[
ZNs,t − FsZNs,t−1

]
,

Bst = ET
stR

−1
s Est, (8.38)

Dst = ET
stR

−1
s .

The matrices As0 ∈ RN×N and the vectors ds0 ∈ RN for s = 1, 2, . . . ,M can be
put together as soon as the parameters x̄0

s and Σ̄0
s of the initial state distributions

are known. Hence, they are composed once before the EM iterations start as

As0 = (ZNs,0)T (Σ̄0
s)
−1ZNs,0, (8.39)

ds0 = (ZNs,0)T (Σ̄0
s)
−1x̄0

s.

If Π is assumed to be known a priori, the terms {QΠt} of Q can be omitted
as they are constant w.r.t. cN . Hence, the M-step reduces to the maximization
of
∑M

s=1QXs w.r.t. cN . For the calculation of the weights in the E-step and to
assemble A and d in the M-step, the a priori specified Π is used instead of the
estimated Π(i).
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The error covariance estimates Σt
s, s = 1, . . . ,M, t = 0, 1, . . . , T, can be ob-

tained, analogous to the original linear PMHT algorithm, after convergence is
reached, i.e. when the data association problem is solved. Therefore, the weights
w̄
t (i+1)
s , s = 1, . . . ,M, t = 1, . . . , T, calculated in the E-step of the final iteration

and the measurement probabilities πt (i)
s of the previous iteration or the a priori

specified values for Π are used in Kalman-smoothing recursions that are performed
as described in Section 7.2.4.

8.2.5 Property Analysis of the Reduced Model

As the reduced-order model for PMHT is derived using the EM algorithm, its
convergence properties obviously still apply. Thus, convergence of the reduced
order PMHT algorithm to either an ML point or a stationary point is still assured
due to the boundedness of the log-likelihood function and the guaranteed increase
in each iteration step. Furthermore, the convergence rate analysis of Sections 6.2
and 7.1.2 can easily be adopted. One should, however, inspect the relation of
the reduced model to the original model to be able to specify statements on the
approximation error involved in the reduction. For a better understanding of
the reduced order PMHT model, we derive connection to reduced order models
obtained by projecting a system of equations. This connection enables an error
analysis of the state estimate of the M-step and hence a stability statement on the
reduced model. The following analysis is related to the one of [11], yet, with a quite
different problem at hand yielding differing conclusions due to divergent problem
characteristics. In the analysis we omit the maximization w.r.t. Π concentrating
on the maximization w.r.t. X since only this part has been reduced.

If we take a closer look at the above stated reduced order modeling, we realize
that the E-step has basically not changed. Actually, Q(cN , c

(i)
N ) ≡ Q(X,X(i)) for

X = ZNcN ,X(i) = ZNc(i)
N .a But the M-step has changed of course. Instead of

solving the original system of equations

D10Q(X,X(i)) = 0, (8.40)

we now solve the reduced system of equations (8.35). A general form of the reduced
system can be derived by using the connection of the auxiliary function Q of the
reduced problem to the original one together with the application of the chain rule

aThe argument Π is omitted in the function Q as we only consider X or cN , resp., as param-
eters to be maximized by EM here.
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which has just been mentioned:

∂

∂cN
Q(cN , c

(i)
N ) =

∂

∂cN
Q(ZNcN ,Z

Nc
(i)
N ) =

(
d

dcN
ZNcN

)T
D10Q(ZNcN ,Z

Nc
(i)
N )

= (ZN)TD10Q(ZNcN ,Z
Nc

(i)
N ),

yielding the following reduced M-step system

(ZN)TD10Q(ZNcN ,Z
Nc

(i)
N ) = 0. (8.41)

A reduced system of equations could also have been obtained via a projection
of the original M-step onto the POD subspace. For a so-called Petrov-Galerkin
projection of the system of equations (8.40), a basis matrix Ψ ∈ RNX×N for the
test space is required which, together with the POD matrix ZN as basis matrix
for the trial space, results in (cf. [11])

ΨTD10Q(ZNcN ,Z
Nc

(i)
N ) = ΨT0NX×1 = 0N×1. (8.42)

We can now establish the connection of the reduced M-step to the projection
of a system of equations.

Theorem 8.4. The M-step of the reduced PMHT system corresponds to the
Galerkin projection of the M-step of the original system onto the POD space XPOD

N .

Proof: The Galerkin projection is a special projection where the same subspace is
used as test and trial space. The basis matrix of XPOD

N is ZN . Hence, substitution
of Ψ = ZN in (8.42) yields the same system as (8.41) which constitutes the M-step
of the reduced system.

Alternatively to the Galerkin projection one could try to find a basis matrix Ψ

for the test space that fulfills a given optimality criterion but does not necessarily
coincide with the one of the trial space. A reasonable optimality criterion for a
reduced order system is to postulate that the residual of the original system of
equations is to be minimized by the solution of the projected system.

For the linear Gaussian PMHT model that we use in this model reduction
analysis, we have already seen (see Proposition 7.1) that the derivative of Q w.r.t.
its first argument is affine linear in X:

D10Q(X,X(i)) = −Ã(X(i)) X + b̃(X(i)). (8.43)

Thus, we solve the linear system Ã(X(i))X = b̃(X(i)) in the M-step. Moreover,
we know by Theorem 6.6 and the discussion of Section 7.1.1 that the matrix Ã is
s.p.d. This is quite an important fact for our subsequent analysis.
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To simplify notation and to be able to conduct the following analysis in a more
general framework we write the M-step in the common generic form of a linear
system of equations as Ax = b, where A is s.p.d. The corresponding residual is
then defined by R(x) := b−Ax and the Petrov-Galerkin projection results in the
following system for xr ∈ RN :

ΨTAZNxr = ΨT b. (8.44)

Hence, the above stated minimization of the residual by the reduced solution
x̃ = ZN x̃r corresponds to

x̃r = arg min
x′r∈RN

∥∥R(ZNx′r)
∥∥

2
,

with the optimality criterion

d

dxr

∥∥R(ZNxr)
∥∥2

2
= 0 ⇔ d

dxr
(b− AZNxr)T (b− AZNxr) = 0,

⇔ (AZN)TAZNxr = (AZN)T b. (8.45)

Comparing (8.45) with (8.44), we see that the minimum-residual approach yields
Ψ = AZN as basis matrix of the test space.

The minimum-residual optimality criterion can be transferred back to the notion
of our original optimization problem:∥∥R(ZNcN)

∥∥
2

=
∥∥∥b̃(ZNc(i)

N )− Ã(ZNc(i)
N )ZNcN

∥∥∥
2

cN∈RN−→ min

⇔
∥∥∥D10Q(ZNcN ,Z

Nc
(i)
N )
∥∥∥

2

cN∈RN−→ min .

That is, the optimality criterion produces a minimization of the norm of the
gradient of the original objective function of the M-step restricted to the POD
subspace. We can hope that if the norm of the gradient is small, we are close
to the optimal point. Yet, there is no guarantee at this stage. Furthermore, our
primal concern is not solving the M-step using a reduced system but finding an
ML estimate for the target states. A modification of the M-step might offset the
convergence of the EM algorithm as an increase in each iteration can no longer
be guaranteed. Hence, for further considerations, we prefer the originally derived
reduced system (8.41), which focuses on the ML estimation and is equivalent to the
application of a Galerkin projection on the M-step. This decision is additionally
backed by the upcoming Theorem 8.7 and Corollary 8.8. Since the system matrix
of the linear system of equations which is to be reduced is s.p.d. in our field of
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application, we can show that the Galerkin projection yields a stable reduced model
that is optimal in the A-norm. The Petrov Galerkin projection with Ψ = AZN ,
however, is quite useful for applications where a linear system of equations has to
be reduced but A is not s.p.d., as is the case in an example given in [11]. In [11]
stability guarantees for that reduced order system are provided.

Knowing that the M-step of our reduced PMHT algorithm corresponds to the
Galerkin projection of a linear system of equations, we can now transfer well-
known properties of a projected linear system of equations (see for instance [103])
to the reduced PMHT algorithm and derive new properties based on the projected
system. We start by considering properties of the matrix (ZN)TAZN of the reduced
system based on the properties of A and some statements on the residual.

Proposition 8.5. If A is symmetric positive definite, so is (ZN)TAZN , which
yields the boundedness of its condition number w.r.t. the spectral norm.

Proof: Symmetry: ((ZN)TAZN)T = (ZN)TATZN = (ZN)TAZN by the symmetry
of A. Positivity: Given A is s.p.d., ∀x ∈ Rm, x 6= 0: xTAx > 0. Since ZN has full
rank, it holds that x := ZNxr 6= 0, ∀xr ∈ RN , xr 6= 0 and thus xTr (ZN)TAZNxr =

xTAx > 0. The boundedness of the condition number w.r.t. the spectral norm
follows from its definition for normal matrices as κ2(·) =

∣∣∣λmax(·)
λmin(·)

∣∣∣ , and the strict
positivity of the eigenvalues of a s.p.d. matrix.

Proposition 8.6. The residual of the reduced M-step is orthogonal to the reduced
space XPOD

N .

Proof: As ZN is the basis matrix of the reduced space XPOD
N , for any vector x′ ∈

XPOD
N there exists some x′r ∈ RN such that x′ = ZNx′r. Furthermore, for the

reduced solution x̂ = ZN x̂r, where x̂r is, by Theorem 8.4, obtained solving the
projected system

(ZN)TAZNxr = (ZN)T b (8.46)

it holds that (ZN)TR(x̂) = (ZN)T b− (ZN)TAZN x̂r = 0.

Hence, 〈x′, R(x̂)〉 = (x′r)
T (ZN)TR(x̂) = 0.

Moreover, we can relate the state error e = x− x̂, where x is the solution of the
original linear system of equations, to the residual of the reduced solution R(x̂)

(cf. [11]):

R(x̂) = b− AZN x̂r = b− Ax+ Ax− AZN x̂r = A(x− x̂) = Ae.
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It hence follows immediately that

‖R‖2 = ‖e‖ATA . (8.47)

Next, we can prove an important optimality property for the reduced model
(8.46) of the M-step, which guarantees stability. Namely, considering the state
error of the linear system of equation, the Galerkin projection is optimal in the
A-norm if A is s.p.d. This statement is detailed by the following theorem.

Theorem 8.7. For a linear system of equations of the form Ax = b, the Galerkin
projection, where test and trial space are the same, is optimal in the A-norm w.r.t.
the state error, if A is s.p.d.

Proof: Given A is s.p.d., we can find a lower triangular matrix L such that A =

LLT by the Cholesky decomposition. Any x′ ∈ XN can again be written as
x′ = ZNx′r and the corresponding error vector is given by e = x − x′. For the
minimization of the A-norm of e we have:

‖e‖2
A = eTAe = eTLLT e = ‖LT e‖2

2 = ‖LTx− LTZNx′r‖2
2

x′r∈RN−→ min . (8.48)

We hence obtain the optimality criterion

d

dx′r

∥∥LTx− LTZNx′r∥∥2

2
= 0 ⇔ (LTZN)T (LTZN)x′r = (LTZN)TLTx

⇔ (ZN)TAZNx′r = (ZN)TAx ⇔ (ZN)TAZNx′r = (ZN)T b,

which is exactly the reduced system (8.46), obtained by the Galerkin projection,
and hence solved by the reduced solution x̂r. Solving this equation is necessary
and sufficient for a minimizer since the objective function is a quadratic function
with system matrix (ZN)TAZN which is s.p.d. by Proposition 8.5.

Corollary 8.8. The reduced model (8.46) is stable in the sense that the state error
is bounded if A is s.p.d. and the norm of the original solution x is bounded. In
particular, the following bound holds

‖e‖A ≤
√
λmax(A) ‖x‖2. (8.49)

Proof: By Theorem 8.7 and the compatibility of the 2-norm we have ‖e‖A =

minx′r∈RN ‖L
Tx − LTZNx′r‖2 ≤ ‖LTx − LTZN0‖2 = ‖LTx‖2 ≤ ‖LT‖2 ‖x‖2 =√

λmax(A) ‖x‖2 <∞.
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Apart from stability guarantees of a reduced system, a priori convergence re-
sults are quite relevant in the model reduction context. The next two theorems
are hence given in this regard.

Theorem 8.9. Given the assumptions of Theorem 8.7, as the reduced basis matrix
ZN is enriched, the approximate solution, and hence the reduced model, is improved
in the sense that the A-norm of the state error is a non-increasing function of the
number of reduced basis vectors.

Proof: Assume ZN ∈ Rm×N is the current reduced basis matrix. Adding a basis
vector ψPOD,N+1 the new basis matrix ofXPOD

N+1 is given as ZN+1 =
[
ZN , ψPOD,N+1

]
∈

Rm×(N+1). By Theorem 8.7 the A-norm of the state error of the new reduced
solution x̂N+1 = ZN+1x̂N+1

r is given by the minimization

‖eN+1‖A = min
xN+1
r ∈RN+1

‖LTx− LTZN+1xN+1
r ‖2,

where we used the notation eN+1 = x − x̂N+1. As the reduced spaces are hier-
archical, i.e. XPOD

N ⊂ XPOD
N+1 , for any xN = ZNxNr ∈ XPOD

N , we can find xN+1
r ∈

RN+1 : xN = ZN+1xN+1
r . In particular, xN+1

r = [(xNr )T , 0]T . Thus, the A-norm of
the state error is minimized in a larger space and is hence non-increasing.

The next theorem refers to our original ML estimation problem and does not
only concern the reduction of the linear system of equation solved in the M-step
when the EM algorithm is applied as numerical optimization method. It can be
proved easily with an analogous argument as the one above.

Theorem 8.10. As the reduced basis matrix ZN is enriched, the approximate solu-
tion is improved in the sense that the likelihood of the solution is a non-decreasing
function of the number of reduced basis vectors:

max
(Π, cN )∈�×RN

g(Π,ZN cN )(Z) ≤ max
(Π, cN+1)∈�×RN+1

g(Π,ZN+1cN+1)(Z). (8.50)

Of course the value of the last theorem is more theoretical since it depends on the
assumption that the maximization problem can be solved exactly and convergence
to a local maxima is not considered. Nevertheless, in the numerical experiments
of Section 8.5 we will see that the above mentioned increase is nearly always
experienced as convergence to different local maxima happens only rarely.
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8.2.6 Transformations to and from the Reference System

In order to use the reduced order PMHT model in connection with the POD space
of Section 8.2.3, a transformation of the data has to be performed in advance. The
transformation is necessary since the training sample Ξ only covers the parameter
space of a reference system with one initial target state being fixed at the origin.
The transformation is accomplished as follows. First, a reference target s∗ is chosen
whose initial state x̄0

s∗ is transposed to the origin. Then, a translation of the initial
states of the other targets is performed accordingly:

x̄0 new
s = x̄0

s − x̄0
s∗ , for s = 1, . . . ,M.

Finally, the targets are renumbered such that target s∗ is the new target number
one. The whole translation and renumbering process has to be carried out in
accordance with the sampling of Section 8.2.2. That means, it has to be performed
in such a way that the new initial states of the targets are covered by the training
samples. Furthermore, target numbers may only be exchanged if the corresponding
targets obey the same motion and measurement models.

When translations of random variables are performed, covariances remain un-
changed. Hence, for the covariance matrices Σ̄0

s, s = 1, . . . ,M, of the initial target
state densities ϕ0

s(x
0
s) only a reordering process, corresponding to that of the target

states, has to be accomplished.

The processed measurements Z have to be adjusted to the reference system as
well. If the state transition matrix and the measurement matrix are the same for
all target models (Fs ≡ F , Hs ≡ H, for s = 1, . . . ,M), this can be done as

zt,new
r = ztr −Hx

t,pred
s∗ r = 1, . . . , nt, t = 1, . . . , T,

with xt,pred
s∗ = Fxt−1,pred

s∗ , t = 2, . . . , T,

and x1,pred
s∗ = Fx̄0

s∗ .

Otherwise the adjustment has to be done separately for each target-measure-
ment combination. To calculate the measurement likelihood ζts(ztr|xts) of measure-
ment r being generated from target s, the value of ztr is changed to

zt,new
r,s = ztr −Hs x

t,pred
s∗,s ,

where xt,pred
s∗,s is the prediction of the initial state x̄0

s∗ to time t using the motion
model of target s:

x1,pred
s∗,s = Fs x̄

0
s∗ , xt,pred

s∗,s = Fs x
t−1,pred
s∗,s , for t = 2, . . . , T.
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Hence,

ζts(z
t
r|xts) = N (ztr;Hsx

t
s, Rs) = N (ztr;Hs(Z

N
s,tcN + xt,pred

s∗,s ), Rs)

= N (zt,new
r,s ;HsZ

N
s,tcN , Rs).

After having performed the reduced MAP estimation for the target states, the
result can be transformed back to the original system. For this purpose, the renum-
bering of the targets has to be reversed and the estimated states are transposed
as:

x̂0
s = ZNs,0 ĉN + x̄0

s∗ , x̂ts = ZNs,t ĉN + xt,pred
s∗,s , for t = 1, . . . , T.

8.2.7 Reduced PMHT Algorithm

The whole procedure for the reduction of the PMHT algorithm using POD can be
summarized as follows.

Algorithm 8.11. (Reduced PMHT Algorithm)

Offline Calculations:

• Generation of training sample and calculation of snapshots

• Construction of POD basis matrix ZN (8.25)

• Assembling of Ast, Bst, Dst and Est for s = 1, 2, . . . ,M , t = 1, 2, . . . , T

according to (8.30) and (8.38)

Online Calculations:

• Transformation of initial target states x̄0
s, initial covariances Σ̄0

s, for s =

1, . . . ,M, and measurements Z to the reference system

• Assembling of As0 and ds0 for s = 1, 2, . . . ,M according to (8.39)

• Reduced MAP estimation:

1. Initialization of c(0)
N , i:=0

2. E-Step: Calculation of weights w̌t (i+1)
s,r , w̄

t (i+1)
s and synthetic measure-

ments z̃t (i+1)
s for s = 1, 2, . . . ,M , t = 1, 2, . . . , T and r = 1, 2, . . . , nt

according to (8.31), (8.32) and (8.33)

3. M-Step:

– Update of assignment probabilities (if estimated):
π
t (i+1)
s = π

t (i)
s w̄

t (i+1)
s , for s = 1, 2, . . . ,M and t = 1, 2, . . . , T
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– Assemble A and d according to (8.36) and (8.37) and solve
A c

(i+1)
N = d.

4. Increment i = i + 1, and return to step 2 for the next EM iteration,
unless a stopping criterion is reached.

• Calculation of the error covariances Σt
s, s = 1, . . . ,M, t = 0, 1, . . . , T, if re-

quired

• Transformation of the MAP estimation results, and as the case may be the
corresponding covariances, back to the original system

Initialization and Stopping of the Algorithm

Using the reduced PMHT algorithm within a sliding-window tracking approach,
transformation matrices can be derived such that the initialization of c(0)

N can be
calculated from the final MAP estimate for cN of the last data window. This
allows for an initialization without first building up the whole state vector and
then project it to the reduced space. Alternatively, if no data from a previous
window is available, the initialization can be based on the prediction of the initial
state. As the prediction of the state estimates correspond to a Kalman-update
without measurements, we can simply use the linear system of the M-step without
the measurement part to obtain an initialization for c(0)

N . In particular, solve

Ã c
(0)
N = d̃,

where

Ã =
M∑
s=1

T∑
t=1

Ast +
M∑
s=1

As0, and d̃ =
M∑
s=1

ds0.

A stopping criterion equivalent to (7.26), used for the original system, can easily
be derived as well for the reduced system:

(c
(i)
N − c

(i−1)
N )T Q̃ (c

(i)
N − c

(i−1)
N ) < ε, (8.51)

where

Q̃ =
1

TM

M∑
s=1

T∑
t=1

ZNs,t Q
−1
s ZNs,t

can already be constructed offline. Furthermore, it is important to note that the
stopping criterion (8.51) can be evaluated efficiently without building up the state
vector X in each iteration.
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8.3 Empirical Interpolation Method

The application of POD to PMHT discussed so far is only able to archive a re-
duction in the M-step of the EM algorithm. The E-step could not be reduced
as it implies the evaluation of a nonlinear function. The nonlinear function is
represented by the posterior association weights which have to be evaluated for
all target-to-measurement combinations. A common approach within the reduced
basis context that enables an efficient approximate evaluation of a nonlinear pa-
rameter function is the application of the Empirical Interpolation Method (EIM)
[6]. For a function g(·, µ) : Ω → R, with g(·, µ) ∈ L∞(Ω) and parametric de-
pendency on µ, it tries to derive an affine approximation. The approximation
separates the dependence on the parameter and the state variable as

g(·, µ) ≈ gK(·, µ) =
K∑
k=1

βk(µ) qk(·). (8.52)

The idea of this approach is to calculate the function qk(·) in an offline pro-
cedure such that in the online phase it suffices to evaluate the βk(µ) for a given
parameter value µ. The efficiency of the EIM procedure strongly depends on the
numberK of terms within the affine approximation. If too many terms are required
for an acceptable approximation quality, the efficiency of the EIM suffers and its
application does no longer pay off. Hence, it is reasonable to first check the dimen-
sionality of the function space to be approximated before further considerations
are made. For PMHT this implies to evaluate the association weights for several
different parameter configurations µi, i = 1, . . . , ntrain and build a snapshot matrix:
W := (w(µ1), . . . , w(µntrain

)). The w(µi) are the weight vectors composed of all
individual assignment weights wts,r,s = 1, . . . ,M , t = 1, . . . , T and r = 1, . . . , nt for
a given parameter vector µi. Note that in this context not only the measurements
and the means and covariances of the a priori PDFs ϕ0

s(x
0
s) are considered part

of the parameter vector for the EIM, but also the current target state iterates for
which association weights have to be evaluated. The magnitude of the parameter
space already indicates that a reduction of the evaluation costs for the weight cal-
culation might not be possible. Our numerical experiments for some test examples
confirm this presentiment. The application of the EIM algorithm described in [6]
yields an affine decomposition where the number of terms is so big that a direct
evaluation of the association weights is faster than performing the calculations
needed for the approximation. An application of POD to the snapshot matrix
of association weights lets us draw the same conclusion. There is no notable de-
crease of the eigenvalues which implies that a reduction of the function space is
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not possible.

To conclude, in the PMHT context we have to resign ourselves with the com-
putational cost reductions that we archive in the M-step with the application of
POD. Yet, we are not able to further reduce the cost of the E-step.

8.4 Balanced Truncation

Balanced Truncation (BT) [78] is a standard method for model reduction used for
control problems. Its idea is to preserve those states of a system that are most
controllable and observable and to truncate less important ones. Doing so one
tries to optimally approximate the relevant input-output behavior of a system.
Balanced Truncation is often said to capture the characteristics of time dependent
systems better than POD, which does not take input-output behavior into account.
As there exists a duality between state estimation and control problems (cf. [45, 46,
121]) the application of BT to multi-target tracking is examined in the following.

Originally, BT was applied to linear input-output models of the form

ẋ(τ) = Ax(τ) +Bu(τ),

y(τ) = Cx(τ),

with state x(τ) ∈ Rn, input signal u(τ) ∈ Rm, output signal y(τ) ∈ Rr and time
τ ∈ [0, T ] (cf. [78]). The extension of BT to nonlinear input-output systems was
examined later on by Scherpen [108]. Scherpen presents an elegant theory, which
is however hard to compute for large systems. To overcome this problem Lall
et al. [53] developed a computationally feasible approach, the so-called empirical
balanced truncation. It combines the data-based approach of POD with the input-
output focus of BT. In [53] a nonlinear input-output model of the form

ẋ(τ) = f(x(τ), u(τ)), y(τ) = h(x(τ)), (8.53)

is considered, where f : Rn × Rm 7→ Rn and h : Rn 7→ Rr are both nonlinear
functions.

In the multi-target tracking application with M targets a single target s, s =

1, . . . ,M, can usually be described by an explicit state estimation problem of the
form

ẋs(τ) = fs(xs(τ), us(τ), vs(τ)), zs(τt) = hs(xs(τt), ws(τt)), (8.54)
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where τt denotes a discrete time instance, xs(τ) is the target state of target s, us(τ)

is a control input, vs(τ) and ws(τt) are stochastic processes, that describe process
noise and measurement noise, resp., and zs(τt) denotes a measurement generated
by target s (cf. Model 2, Chapter 2).

While the dynamics of different targets are generally assumed independent, the
measurement generation is usually not. If measurement origin uncertainties are
present, we have to consider all targets s = 1, . . . ,M and measurements zr(τt),
r = 1, . . . , nt, collectively in one system. This is done by including the data
association into the model (see Section 2.1.2). The measurement equations in
(8.54) for the single measurements zr(τt), r = 1, . . . , nt, thus change to

zr(τt) = hs(xs(τt), ws(τt))|s=ktr , r = 1, . . . , nt. (8.55)

The assignments Kt = (kt1, . . . , k
t
nt), of measurements and targets depend on

the target statesX t = (x1(τt), . . . , xM(τt)) and the measurements Zt = (z1(τt), . . . ,

znt(τt)) of scan t, i.e. Kt = Kt(X t, Zt). Taking all measurement equations and
assignments together hence results in an implicit system for the measurements Zt

of the form

H(Zt, X t,Wt) = 0, (8.56)

where Wt = (w1(τt), . . . , wM(τt)) is the collection of all measurement noises. The
whole MTT model for M targets and nt measurements can therefore be given
according to Model 8, where Uτ = (u1(τ), . . . , uM(τt)) and Vτ = (v1(τ), . . . , vM(τ))

are the collections of control inputs and process noises.

Model 8 (General Multi-Target Tracking Model)
The general form of an MTT model is given by

Ẋτ = F (Xτ , Uτ , Vτ ), (8.57)

H(Zt, X t,Wt) = 0. (8.58)

Since Model 8 is not an explicit model of the form (8.53), the empirical balanced
truncation approach of Lall et al. [53] can unfortunately not be applied to the
MTT application straightforwardly. The implicity cannot be eliminated as long
as association uncertainties are present. Resolving the data association problem
is the key part of MTT.
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8.5 Numerical Examples

In this section the preceding development of a reduced PMHT algorithm (see Al-
gorithm 8.11) is supplemented by numerical examples. They support the property
analysis of Section 8.2.5 and provide a quantification of the acceleration obtained
in an online phase. The employed test scenarios are again based on the descrip-
tion given in Section 7.3.1. All variables that we do not mention explicitly in the
following numerical simulations are set to the values of the standard scenario. The
assignment probabilities are calculated according to the formulas of Section 5.1.
The computations of this section are all done in Matlab R© (R2010b) such as those
of Section 7.3.

8.5.1 Eigenvalues of the POD Correlation Matrix

The generation of training samples follows the approach described in Section 8.2.2.
For demonstration purposes we first use an example of M = 3 targets with
a batch of length T = 3 and generate ntrain = 106 snapshots. Therefore the
initial state of the first target is fixed at the origin. The initial state x̄0

2 of
the second target is randomly chosen using a uniform distribution on the inter-
val [0, ymax

1 ] × [−2vmax
1 , 2vmax

1 ] × [−ymax
2 , ymax

2 ] × [−2vmax
2 , 2vmax

2 ] as already sug-
gested in the example of Section 8.2.2. The limits of the interval are set to
ymax

1 = 1.7 km, ymax
2 = 1.85 km, vmax

1 = vmax
2 = 0.2 km/s. The initial state

of the third target, s = 3, is also randomly generated using a uniform distribu-
tion on the interval [(x̄0

s−1)1, (x̄
0
s−1)1 + ymax

1 ] × [−2vmax
1 , 2vmax

1 ] × [min{(x̄0
s−1)2 −

ymax
2 , as−1},max{(x̄0

s−1)2 + ymax
2 , bs−1}]× [−2vmax

2 , 2vmax
2 ], where as−1 and bs−1 are

the corresponding interval limits of the (s−1)-st initial state, i.e. a2 = −ymax
2

and b2 = ymax
2 . In examples where more than 3 targets are considered, the s-

th initial target state is always randomly chosen within an interval based on the
initial target state of the (s−1)-th target in the same manner as just described
for the 3rd target. The initial covariances are picked randomly out of the first
NCov = 100 Kalman filter covariance matrices computed according to (8.22) based
on P0 as given in (7.24) with vmax = (vmax

1 , vmax
2 )T , defined above. In particular,

a uniformly distributed random number r ∈ [0, 1] is generated which determines
the number of the matrix to be chosen by the largest integer value smaller than
10 r·log10(NCov). Having an initial state and covariance combination at hand, we
generate N = 5 measurement samples based on the second method suggested in
Section 8.2.2 which was illustrated by Figure 8.2 on page 206.
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Figure 8.3: Decay of the eigenvalues of the POD correlation matrix.

After the application of the PMHT algorithm to the training sample the corre-
lation matrix of the snapshots is built up and eigenpairs are calculated. Figure 8.3
shows the decay of the eigenvalues for two different process noise intensities. Due
to illustration reasons eigenvalues smaller than the machine accuracy, ‘eps’, are set
to the value of ‘eps’ in the graphic. As expected, the eigenvalues of the example
with a very small process noise intensity decline much faster than those with the
bigger one.

8.5.2 Processing of a Single Measurement Batch

We now consider the results of the reduced PMHT algorithm with a varying num-
ber of eigenvectors used for the POD basis matrix. At this point, we start analyzing
the processing of a single batch only and visualize tracking outcomes with regard
to Theorem 8.10. That is, the convergence of the reduced PMHT solutions to the
solution of the original PMHT with increasing number of eigenvectors is demon-
strated in Figure 8.4. For the sake of clarity we have used a very simple tracking
scenario where only two targets are present and the batch length equals 1. Fur-
thermore, for the same reason, we have not included target state initializations
and predictions into the plot. We have only visualized the measurements, as black
stars, and the different estimated target states together with their 90% confidence
ellipses. The solutions obtained with 7 (black) or 8 (green) eigenvectors, respec-
tively, still differ a lot from the one computed by the original PMHT, colored red.
Yet, the solution received with a basis matrix consisting of 9 eigenvectors (blue) is
hardly visually distinguishable from the red one. The increase of the log-likelihood
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Figure 8.4: Results of original PMHT compared to reduced PMHT algorithm with
different numbers of basis functions.

value with an increasing number of basis vectors is presented in Table 8.1, for the
same scenario using a larger range for the number of eigenvectors. This increase
is generally observed if all runs converge to the same local maximum.

Table 8.1: Increase of the log-likelihood value with increasing number of basis
functions

PMHT 6 EV 7 EV 8 EV 9 EV 10 EV 11 EV 12 EV
-4.5306 -5.2530 -5.2289 -4.6086 -4.5400 -4.5370 -4.5306 -4.5306

As a single run has only limited reliability, we display the results of a Monte
Carlo simulation next. We therefore choose 100 random parameter points gener-
ated in the same way as for the numerical examples of Section 7.3.2. We hence
apply the original PMHT to all parameter sets first and afterwards we apply the
reduced PMHT with a varying number of basis functions. For this MC analysis
we have used a more complex scenario with 4 parallel moving targets with target
distance dist = 0.3 km and a batch of length T = 3. The detection probability
is set to pD = 0.9, the mean false alarm density to λ = 2 · 10−6 m−2 and the
gating probability to pG = 0.95. The process noise intensity is assumed to be
q̃ = 0.5sg2. To be able to compare the qualities of the approximation spaces with-
out complications due to the stopping criterion, we set the values of ε1 and ε2 of
the stopping criteria (7.26) and (7.27) both to machine accuracy in this compari-
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son. The batch target state space dimension for the described scenario is NX = 64.
We have performed our analysis with the number of basis functions ranging from
16 to 40. This encompasses the relevant sector. Using fewer basis vectors, the
approximation space is too small to capture the relevant features of the problem,
whereas the results using 40 basis functions are already so accurate that a bigger
basis is not required. First of all, we note that although the simulated tracking
scenario is quite adverse, it has only happened in 4 out of 100 MC runs that not all
the reduced PMHT simulation runs have converged to the same local maximum
as the original PMHT algorithm. In all other cases the convergence property of
the reduced PMHT model stated by Theorem 8.10 could be observed, i.e. with
an increasing number of basis functions the log-likelihood values of the tracking
estimates were non-decreasing.
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Figure 8.5: Target state error due to different numbers of basis functions.

Next, the state error has been evaluated using the results of the original PMHT
as “truth approximation”. Figure 8.5(a) shows the mean error (red) and the 0.25

and 0.75 quantiles (blue) of the state error. At the beginning, until the POD basis
reaches the dimension N = 26, it can be noticed that the mean error lies above the
0.75 quantile. This is due to single runs that converged to local maxima different
than the original PMHT. Convergence to local maxima differing from those of the
original PMHT did no longer happen for reduced PMHT runs with POD basis
dimension of N = 26 and higher. For a better insight into the error distribution,
the error histograms for a few selected representative numbers of basis vectors
are shown in Figure 8.6. In the top row, representing the state errors for a basis
matrix with 19 and 25 basis vectors, resp., outliers can be observed which are on



8.5. Numerical Examples 227

10
−3

10
−2

10
−1

10
0

0

5

10

15

Histogram of error for 19 EV

10
−3

10
−2

10
−1

10
0

0

2

4

6

8

10

12

14
Histogram of error for 25 EV

10
−3

10
−2

10
−1

10
0

0

5

10

15

20

25
Histogram of error for 27 EV

10
−10

10
−5

10
0

0

10

20

30

40
Histogram of error for 40 EV

Figure 8.6: Histograms of state errors for different numbers of basis functions.

account of the mentioned convergence to local maxima differing from the “truth
approximation”. The tracking result for the one differing local maximum obtained
by the basis matrix using 25 eigenvectors is visualized in Figure 8.7. The tracking
result of the original PMHT is represented by a solid line in color red whereas
the one of the reduced PMHT is given blue-colored, with a dashed line. Taking
a look at the region where the tracking results differ from each other one realizes
that a lot of false alarms are present that hamper the tracking process. In this
numerical experiment the result of the reduced PMHT is actually the one with
the higher log-likelihood value. To give the reader a sense for the magnitude of
the state error, it is worth mentioning that in the considered scenario a state error
with order of magnitude of 10−2 is hardly visually receivable. The plot in the lower
left corner of Figure 8.6 shows that the state error values of all 100 MC runs with
POD basis dimension N = 27 lie well below that value.

In Section 8.1.1, Lemma 8.3 the mean POD approximation error for the snap-
shots is given as εPOD

N = (
∑d

k=N+1 λ
POD,k)1/2, where d is the rank of the POD

correlation matrix. Thus, εPOD
N is suggested as a reference measure for the choice

of how many basis vectors are needed for a given mean error tolerance. Of course



228 8. Model Reduction Methods Applied to PMHT

1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8
−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

1.2

1.4

y/
km

x/km

red: PMHT (ll=−47.3), blue: 25 EV (ll=−45.86)

Figure 8.7: Results of original PMHT (red) and reduced PMHT (blue) with dif-
ferent local maxima.

this value is only as representative as the snapshots. Plotting the value of εPOD
N

into the same figure as the mean state error of the MC runs (see Figure 8.5(b))
we realize that they follow the same behavior and nearly coincide at most points.
We hence conclude that the generation of snapshots has been appropriate. Fur-
thermore, εPOD

N seems to be a qualified measure for the a priori selection of the
employed number of basis vectors.

After having analyzed the quality of the reduced PMHT modeling concerning
the target state error, we can now consider the actual time savings in an online ap-
plication. We have therefore run the same MC simulation that has been discussed
in Section 7.3.2 and in the followings ones, once again and process it this time
by (a) the standard PMHT algorithm based on the EM algorithm, (b) the hybrid
Newton-EM method given by Algorithm 7.4 and (c) the reduced PMHT algorithm
given by Algorithm 8.11. We choose the standard PMHT and the Newton-EM
method as references for the performance evaluation of the reduced PMHT as al-
ways one of them has been found to provide the best performance in Section 7.3.4
contingent upon the processed scenario. Additional time-consuming calculations
e.g. to evaluate the log-likelihood function value are now omitted, if not required
by the algorithm. Furthermore, the thresholds for the stopping criteria (7.26) and
(7.27) are set back to ε1 = 10−5 and ε2 = 10−2 which has also been used in the nu-
merical examples of Section 7.3. As we found εPOD

N to be a reliable measure for the
actual mean state error, the number of basis functions for the reduced PMHT is
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chosen based on the suggestion given by (8.13). The value of the anticipated error
tolerance is set to εtol,min = 2 · 10−3 yielding a reduced basis dimension of N = 28.
As opposed to Newton’s method, the convergence behavior of the original and the
reduced PMHT algorithms are identical. The number of iterations that they take
until convergence are very often exactly the same. This can be reproduced by the
corresponding plot on the left of Figure 8.8. In rare occasions the original PMHT
algorithm requires one or two iterations more than the reduced PMHT or vice
versa.
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Figure 8.8: Comparison of the reduced PMHT algorithm against the original one
and a hybrid Newton-EM method.

The total CPU times required by the three algorithms are illustrated by the plot
in the middle. For an easier interpretation of the CPU times, their percentages
with regard to the time required by the original PMHT algorithm are shown on
the right. One can realize that the situations where the reduction is less are
the simpler ones with larger target distances. For these, only few iterations are
required until convergence. Hence, other tasks required before the iterations start
or after convergence, that cannot be reduced, such as the calculation of the prior
assignment weights, carry more weight. Nevertheless, the target state estimation
for these situations can be performed quickly as shown in the plot in the middle.
Time reductions are thus not so much important for such scenarios. Compared
to the hybrid Newton-EM method the time reductions of the reduced PMHT
algorithm for adverse situations with small target distances lie within the same
order of magnitude. Yet, for less difficult situations, the reduced PMHT is still
able to accelerate the original PMHT calculations whereas Newton’s method takes
even more time than they do.

We can also observe that the reduced PMHT algorithm sustains the convergence
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properties of the original PMHT algorithm for ‘well-separated’ targets analyzed
in Section 7.1.2. This is hardly surprising as the corresponding theory is readily
derived. By Theorem 6.6 the reduced PMHT iteration can be given as

c
(k+1)
N = c

(k)
N + η P (c

(k)
N )∇cNL(ZNc(k)

N ),

where P (c
(k)
N ) = [−ηD20Q(c

(k)
N , c

(k)
N )]−1 =

[
−η (ZN)TD20Q(ZNc(k)

N ,ZNc(k)
N )ZN

]−1

.

For a sequence obtained by the above definition that converges to a maximal
point c∗N of the log-likelihood L, we can, by Proposition 6.21, consider the ratio
of biggest and smallest eigenvalues of the matrix product −P (c∗N)∇2

cN
L(ZNc∗N)

to achieve a statement on its error reduction and hence its convergence rate. By
means of the chain rule and Lemma 3.12(b) the matrix product can be transformed
to

P (c∗N)∇2
cN
L(ZNc∗N)

= −η−1
[
(ZN)TD20Q(ZNc∗N ,Z

Nc∗N)ZN
]−1

(ZN)T∇2
XL(ZNc∗N)ZN

= −η−1
[
(ZN)T

(
∇2

XL(ZNc∗N) +D20H(ZNc∗N ,Z
Nc∗N)

)
ZN
]−1

(ZN)T∇2
XL(ZNc∗N)ZN.

For ‘well-separated’ targets and a sufficiently accurate reduced basis approxima-
tion space the considerations of Section 7.1.2 apply yielding D20H(ZNc∗N ,Z

Nc∗N) ≈
0. Thus, we again obtain P (c∗N)∇2

cN
L(ZNc∗N) ≈ −η−1I, yielding the following

eigenvalue ratio of the matrix product and optimal step size due to (6.30):

λmax

(
−P (c∗N)∇2

cN
L(ZNc∗N)

)
λmin

(
−P (c∗N)∇2

cN
L(ZNc∗N)

) ≈ 1 and ηopt ≈ η.

This implies in the first place that the step size undertaken by the EM algorithm
is close to the optimal choice for the local convergence rate. Furthermore, the
reduced PMHT algorithm is now known to converge locally superlinear in situ-
ations where targets are ‘well-separated’, such as the original PMHT algorithm
did.

If clutter is comprised into the simulation a similar relative behavior of the
three algorithms as described above is still observed, which can be deduced from
Figure 8.9. The clutter intensity has been set to λ = 10−6 m−2. As the inclusion
of false alarms renders a tracking situation more complex, the total number of
iterations and the CPU times are increased even if targets are ‘well-separated’.
Compared to the previous example, this gives the hybrid Newton-EM method
and the reduced PMHT some more advantages over the original PMHT in these
situations.
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Figure 8.9: Comparison of the reduced PMHT algorithm against the original one
and a hybrid Newton-EM method for cluttered environments.

Unfortunately, the original PMHT algorithm spends most of its time for the
calculations to be performed in the E-step. These calculations cannot be acceler-
ated by the reduced PMHT. The acceleration is thus only due to the reductions
within the M-step and the evaluation of the stopping criteria.

8.5.3 Processing of the whole Tracking Scenario using a
Sliding-Window

The numerical examples discussed so far only considered the processing of a single
batch. In real-world applications the tracking process is usually performed based
on a sliding-window where the results of the previous batch are used for the ini-
tialization of the next. In this process, errors might quickly accumulate degrading
the overall tracking results. To further evaluate the performance of the reduced
PMHT algorithm, we apply it to a whole tracking scenario such as described in
Section 7.3.1. In these simulations we have the true target trajectories at our dis-
posal and are hence not only able to compare the results of the reduced PMHT
with those of the original PMHT algorithm but also with regard to the true target
states. Figure 8.10 shows the tracking results for two exemplary tracking scenarios
processed by (a) the original PMHT algorithm (green) and (b) the reduced PMHT
algorithm (blue). The first scenario simulates three parallel moving targets with a
distance of dist = 0.3km. The targets move straightforward during the whole sce-
nario which has a length of 10 km. A track is detected with probability pD = 0.95

and false alarms are generated with λ = 10−6 m−2. The process noise assumed by
the filter is σm = 0.0045 g. In the second tracking scenario 3 targets move parallel
to each other performing some minor maneuver. That is, after moving straightfor-
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Figure 8.10: Results of the original PMHT and the reduced PMHT algorithms
without track loss for two exemplary tracking scenarios.

ward for about 6 km with a distance of 0.6 km they all turn 20◦ left with a radial
acceleration of 0.1 g and afterwards continue straightforwardly for another 6 km.
A track is detected with probability pD = 0.95 and false alarms are generated
with λ = 0.2 · 10−6 m−2. The process noise assumed by the filter is σm ≈ 0.22 g.
The dimension of the POD basis for the reduced PMHT is determined again by
(8.13) using εtol,min = 2 · 10−3. This yields N = 12 for the first scenario where the
assumed process noise is very low and N = 20 for the second with a higher process
noise. The results of both algorithms are nearly identical and can visually not be
distinguished.

Once again an MC simulation of 100 runs is performed to evaluate the perfor-
mance. Both algorithms lose a track within 22 out of the 100 runs for the first
scenario. In the second scenario the original PMHT loses a track within 22 out of
the 100 runs whereas the reduced PMHT only loses a track within 21 runs. The
track loss is displayed over time in Figure 8.11. For the remainder of the runs,
where none of the two algorithms loses a track, the in-track accuracy is evaluated
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Figure 8.11: Fraction of test runs without any track being lost.

and found to be nearly identical as displayed in Figures 8.12 and 8.13. For the
comparison the same performance measures as described in Section 7.3.1 are again
employed. The overall performance of the different algorithms averaged over the
whole scenario is summarized in Table 8.2. As can be gathered from the presented

Table 8.2: Averaged tracking performance over the whole scenario.

1st scenario 2nd scenario
PMHT reduced (12EV) PMHT reduced (20EV)

runs with track loss: 22 22 22 21
CPU time in %: 100 78.18 100 84.83
position error [m]: 53.2609 53.2612 35.2392 35.1575

velocity error [ms−1]: 4.3627 4.3628 6.5137 6.5830
OSPA: 61.1637 61.1642 40.3649 40.2831
MERF: 0.6209 0.6209 0.4051 0.4041

values, the in-track accuracy of both algorithms is very much alike. Sometimes
the absolute error of PMHT is slightly smaller, but there are also cases where
the error of the reduced PMHT is less. The difference is never very significant.
This is due to the convergence to the same local maxima in most occasions. The
most significant performance difference is that for the second scenario the original
PMHT even loses a track once more often than the reduced PMHT. Although the
in-track accuracy is very similar, the algorithms differ in the elapsed time. The
reduced PMHT generally requires less online processing time than the original
PMHT. In the sliding-window simulations, the overall savings in time are usually
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Figure 8.12: Evaluation of the results of the original PMHT and the reduced
PMHT algorithm for the first tracking scenario.
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Figure 8.13: Evaluation of the results of the original PMHT and the reduced
PMHT algorithm for the second tracking scenario.
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slightly fewer than the ones obtained when the processing of a single batch only
is considered. The reason for it lies in the additional time which is required for
the pre- and post-processing involved in sliding the batch. The time spent on
these operations cannot significantly be decreased by the reduced PMHT model
approach.

8.5.4 Discussion

The performed numerical examples have shown that the model reduction of PMHT
using POD together with the application of the EM algorithm yields a stable
algorithm. The reduction of the approximation space does not usually involve
any substantial additional errors. Significantly deviating results from those of
the original PMHT algorithm only occur if the algorithms converge to different
local maxima. Yet, this happens very rarely and it might even be the case that
the reduced PMHT algorithm finds the local maximum with the major likelihood
value. With higher numbers of eigenvalues convergence of the reduced PMHT to
differing local maxima did no longer happen at all. The state error, measured
with regard to the solution of the original PMHT has continuously been decreased
and the value of the likelihood has been increased with an increasing number of
basis functions. Moreover, the behavior of the mean state error followed the one of
the square root of the sum of the eigenvalues of the POD correlation matrix very
closely yielding an appropriate a priori measure on how big one should choose
the size of the POD basis matrix. The online computational time was reduced by
10− 25%. The actual time savings are scenario-dependent. Nevertheless, we have
observed that the more complex the tracking scenario, the more time reductions
are experienced. In adverse tracking situations, the time savings can compete
very well with the ones of a hybrid Newton-EM algorithm. For less conflict-
filled situations, the reduced PMHT algorithm has even been able to outplay the
Newton-EM method.

Unfortunately, the derived reduced PMHT algorithm is only able to accelerate
the calculations of the M-step. For the linear tracking model employed, the E-
step, however, required a big portion of the computational time. If a tracking
model is used where the M-step carries more weight compared to the E-step,
more time reductions might be possible. Furthermore, the time savings actually
archived strongly depend on the utilized programming language. If for a practical
application a programming language other than MATLAB is used, where matrix
vector operations might are not realized so efficiently, this might shift the weight
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between E- and M-step. This gives rise to a greater reduction potential.

A fine feature of the original PMHT algorithm is that the independence as-
sumption of target motion models yields independent optimization problems for
each target in the M-step. They might hence be solved in parallel. However, this
property is lost when Newton’s method or the derived reduced PMHT algorithm
are applied. But for the reduced PMHT there is a resort to save the decoupling
of the M-step: The generation of snapshots can remain untouched. Yet, instead
of building a single POD basis matrix ZN for the whole target state vector X,
we can build up individual POD basis matrices ZNss for each target s = 1, . . . ,M .
Afterwards, the reduced PMHT model is derived by substitution of Xs = ZNss cNss
within the log-likelihood function g(Π,X)(Z). Instead of performing a maximiza-
tion with respect to cN ∈ RN , the maximization is then performed with respect
to (cN1

1 , cN2
2 , . . . , cNMM ) ∈ R

∑M
s=1 Ns . If one applies the EM algorithm again to nu-

merically solve that problem, this results in individual maximization problems for
every cNss within the M-step. They can be solved again in parallel. The derivation
of the algorithm is along the lines of the one described in Section 8.2.4 without
additional implications.

Alternatively to the reduced PMHT modeling based on the EM algorithm one
could also try to derive a reduced order model based on Newton’s method or a
hybrid Newton-EM method as presented in Section 7.2.1. Yet, our inspection
of the implementation of Newton’s method with the aid of MATLAB Profiler
yielded only little reduction potential. The algorithm spends most of its time
to build up the Hessian or the gradient and on function evaluations required
for the line search. Although the Hessian for the reduced approximation space,
(ZN)T∇2

XL(ZNcN)ZN ∈ RN×N , and the gradient (ZN)T∇XL(ZNcN) ∈ RN , have
smaller dimension than the original ones, the costs for their construction remain
approximately the same. The computation of each entry requires to evaluate the
sums over all targets and time steps. Due to their nonlinear dependence on the
target state iterates and the measurements, it is not possible to already build up
bigger parts of them in an offline phase to significantly save time in the online
processing.





Chapter 9

Conclusion and Outlook

This thesis has dealt with a number of topics concerning the Probabilistic Multi-
Hypothesis Tracking algorithm. We summarize and discuss the main contributions
below.

9.1 Contributions

• First of all, the PMHT tracking model has been considered and analyzed.
The main focus has been on the peculiarity of the PMHT problem namely its
measurement model. Its special independence assumption has been adapted
to the random finite set formalism and a relationship between the two track-
ing model approaches has been established. It could be shown that the ML
estimates of the original association-based PMHT model and the derived
association-free RFS model, that also assumes independence across the mea-
surements, yield exactly the same state estimates.

• Next, practical issues have been investigated and discussed that enable the
inclusion of the PMHT algorithm into a totally automatic tracking system
that still works fine even if targets become ‘closely-spaced’. Apart from
the development of prior assignment probabilities for the standard tracking
scenario, the main contribution of this part represents the construction of a
theoretically well-founded algorithm that solves the problem on how residual
measurements can be determined. The decision on which measurements
are declared residuals is challenging due to the only soft assignments that
are made by PMHT and the possibility of several ‘closely-spaced’ targets.
Nevertheless, a good decision criterion is essential for track extraction. The
derived approach is especially tailored to the PMHT problem and is able to
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reuse already calculated characteristics in form of the posterior assignment
weights. In this way, it does not require any major computational overhead.
The algorithm has been found to work efficiently and reliably in the simulated
tracking scenario processed by our Java-implementation, no matter what
situation has to be dealt with, one of ‘well-separated’ or ‘closely-spaced’
targets.

• The major topic of this thesis is the acceleration of the PMHT computa-
tions. The first approach to deal with this aim was based on the analysis
of the applied numerical optimization algorithm. As the original PMHT al-
gorithm employs the EM algorithm, the EM algorithm has, as a start, been
investigated in depth. Its connections to several alternative iterative meth-
ods have been established and the convergence rate has been examined. A
special convergence result for the application of the EM algorithm to the
PMHT problem has been derived: It has been shown that in situations of
‘well-separated’ targets the EM algorithm reaches Newton convergence. The
analyses of alternatives and acceleration methods yielded a special hybrid
Newton-EM method that turned out to be robust and most efficient in cases
of ‘closely-spaced’ targets. As Newton’s method requires the availability
of the Hessian of the log-likelihood function, it is important that we could
successfully build up the Hessian for the general PMHT model.

• The other advance pursued to reach the goal of an acceleration of the PMHT
computations consisted in the application and examination of model reduc-
tion methods for multi-target tracking. The successfully installed model
reduction method to be found in this thesis is POD. A reduced system has
been derived, its properties have been analyzed and diverse statements on
the state error, stability of the system and convergence to the original so-
lution with increasing basis dimension have been established prosperously.
The theoretical results have been verified in practice by numerical examples
which have also quantified the acceleration actually achieved.

9.2 Discussion

The Java-implementation of a totally automatic tracking system showed that we
can successfully deal with all track management tasks required to implement the
PMHT algorithm in practice. The formulas derived for the prior assignment proba-
bilities have been employed and found to yield much better results for the standard
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tracking scenario than an estimation of the probabilities. Both approaches pur-
sued to produce an acceleration of the PMHT algorithm achieve different degrees of
success in different situations. The modification of the optimization algorithm has
yielded little or no improvement for scenarios of ‘well-separated’ targets. Neverthe-
less, it could be shown that the EM algorithm itself reaches Newton-convergence
in such situations and hence does not require so much acceleration but actually
converges very fast. For ‘closely-spaced’ targets, a hybrid Newton-EM combina-
tion turned out to yield the biggest acceleration potential. An acceleration within
several orders of magnitude was not to be expected but any acceleration of the
computations at all is already a success for the operation of a real-time system. The
time reductions of the developed reduced PMHT algorithm can compete with the
Newton-EM method in adverse situations and even outperform it in less conflict-
filled ones. This superiority is on the expense of offline calculation that have to
be performed in advance. Yet, they do not play a role for the considered real-
time application. The time reductions are always scenario dependent. Hence, the
specific application area should be analyzed in detail before a decision is made
whether the application of the reduction methods pays off. The same is true for
the application of alternatives and accelerations of the EM algorithm.

9.3 Future Work

As with any research, some topics remain that should be addressed by further
work:

With the presentation of the Java-implementation of an automatic track man-
agement system it has already been mentioned that the software into which the
PMHT algorithm has been embedded finds itself in a phase of ongoing develop-
ment. Hence, there is some more work to be done to integrate the PMHT algorithm
into the new environment and restore an executable new version of the software.
Before the software is ready for operational use, intensive performance evaluations
and software tests need to be done that also include the processing of live data in
addition to the simulated one. Furthermore, the adjustment of system parameters
has to be undertaken.

The advances to accelerate the PMHT computations have, so far, only been
implemented as Matlab programs. How they can be included most efficiently
into software for operational use still remains an open question. Moreover, es-
pecially the analysis executed for the reduced order modeling of PMHT has yet
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been restricted to the linear Gaussian PMHT. The application to other, nonlinear,
tracking models has still to be investigated. This does not necessarily represent a
straightforward extension of the procedure conducted in this thesis. For different
tracking models, a different acceleration potential might probably be present that
could be both bigger and smaller than the one we have experienced with the linear
Gaussian model.



Appendix

A.1 Interchanging Integration and Differentiation

In several places we need to exchange differentiation w.r.t. the parameter and
integration over the data. In this appendix, we collect the analytical justification to
do so. We start by reviewing the well-known Leibniz rule adapted to the framework
and notation that we need here (for completeness we include a proof). We will use
the following abbreviation

L1(D)×C1(Φ) := {G : D×Φ→ R : G(·, φ) ∈ L1(D), φ ∈ Φ;G(x, ·) ∈ C1(Φ), x ∈ D}.

Theorem A.1 (Leibniz integral rule). Let D ⊂ Rn be a bounded domain, Φ ⊂ RP

open and F : D×Φ→ R with F ∈ L1(D)×C1(Φ) such that there exists a function
0 ≤ Ψ ∈ L1(D) ∩ C(D) satisfying |D01F (x, φ)| ≤ Ψ(x) for all (x, φ) ∈ D × Φ.
Then, D01F (·, φ) ∈ L1(D),

∫
D F (x, φ) dx ∈ C1(Φ) and

∂

∂φ

∫
D
F (x, φ) dx =

∫
D

∂

∂φ
F (x, φ) dx. (A.1)

Proof: The proof follows the lines of [49, p. 195]. Let φ(0) ∈ Φ and choose r > 0

such that ‖φ − φ(0)‖ < r for all φ ∈ Φ. Next, choose a sequence (h(k))k∈N ⊂ R,
h(k) ↘ 0 and |h(k)| < r, h(k) 6= 0 for all k ∈ N. Denoting by eν , 1 ≤ ν ≤ P , the
ν-th unit vector in RP , set φ(k) := φ(0) + h(k)eν as well as

ϕ(k)(x) :=
1

h(k)

(
F (x, φ(k))− F (x, φ(0))

)
, x ∈ D.

By assumption, we obtain ϕ(k) ∈ L1(D) and limk→∞ ϕ
(k)(x) = ∂

∂φν
F (x, φ(0)), x ∈ D.

By |D01F (x, φ)| ≤ Ψ(x), we conclude that |ϕ(k)(x)| ≤ Ψ(x) for all x ∈ D and hence
∂
∂φν

F (·, φ(0)) ∈ L1(D) as well as

∂

∂φν

∫
D
F (x, φ) dx = lim

k→∞

1

h(k)

∫
D

(
F (x, φ(k))− F (x, φ(0))

)
dx

= lim
k→∞

∫
D
ϕ(k)(x) dx =

∫
D

∂

∂φν
F (x, φ(0)) dx,

which proves the claim.
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Slightly different versions of the Leibniz integral rule can also be found in [26,
35, 44].

Remark A.2. Assume that a parametric probability density function fXφ satisfies
Assumption A. Then,

∂

∂φ

∫
D̃
fXφ (x) dx =

∫
D̃

∂

∂φ
fXφ (x) dx

for any D̃ ⊂ D. In fact, it can easily be seen that Assumption A implies the validity
of the assumptions in Theorem A.1.

Let us now collect several circumstances allowing the above interchange of dif-
ferentiation w.r.t. parameter and integration w.r.t. data.

Lemma A.3. Let Assumption A hold true. If fXφ (x) ∈ C2(Φ) for all x ∈ D and
∂
∂φ
fXφ ∈ L∞(D), then

∂

∂φ

∫
D

∂

∂φ
fXφ (x) dx =

∫
D

∂2

∂φ2
fXφ (x) dx.

Proof: Again, it is straightforward to verify that the assumptions in Theorem A.1
hold for F (x, φ) = ∂

∂φ
fXφ (x).

Lemma A.4. Let Assumptions A and B hold. Then,
∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y) dx = 0.

Proof: We only have to show that
∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y) dx = ∂

∂φ

∫
`−1(y)

h
X|Y
φ (x|y) dx,

since the integral on the right-hand side is unity. First, we have by definition
and assumption that

∫
`−1(y)

|hX|Yφ (x|y)| dx = 1
gYφ (y)

∫
`−1(y)

|fXφ (x)| dx < ∞, since
gYφ (y) > 0 by Assumption B, `−1(y) has positive measure and fXφ ∈ L1(D) by
assumption. By (3.1), Theorem A.1 and (A2), we have that gYφ (y) ∈ C1(Φ) for all
y ∈ O and the same holds for hX|Yφ (x|y), x ∈ `−1(y), as well. Finally ∂

∂φ
h
X|Y
φ (x) =

∂
∂φ
fXφ (x)

gYφ (y)
− fXφ (x) ∂

∂φ
gYφ (y)

(gYφ (y))2 ∈ L∞(`−1(y)) by (A3).

We note an immediate consequence.

Corollary A.5. In addition to Assumption A and B let fXφ ∈ C2(Φ) for all x ∈
D and ∂

∂φ
fXφ ∈ L∞(D). Then, ∂

∂φ

∫
`−1(y)

∂
∂φ
h
X|Y
φ (x) dx =

∫
`−1(y)

∂2

∂φ2h
X|Y
φ (x) dx =

0.

Lemma A.6. If Assumptions A and B hold, we have

∂

∂φ

∫
`−1(y)

(
log fXφ (x)

)
h
X|Y
ψ (x|y) dx =

∫
`−1(y)

∂
∂φ
fXφ (x)

fXφ (x)
h
X|Y
ψ (x|y) dx

for all fixed ψ ∈ Φ.
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Proof: We have to verify the conditions of Theorem A.1 for the specific choice
F (x, φ) =

(
log fXφ (x)

)
h
X|Y
ψ (x|y), ψ ∈ Φ fixed. First,∫

`−1(y)

|F (x, φ)| dx =

∫
`−1(y)

∣∣∣( log fXφ (x)
)fXψ (x)

gYψ (y)

∣∣∣ dx
=

1

gYψ (y)

∫
`−1(y)

|fXψ (x) log fXφ (x)| dx

since gYψ (y) > 0 due to Assumption B. Since fXψ ∈ L∞(D) and log fXφ ∈ L1(`−1(y)),
we obtain that F (·, φ) ∈ L1(D). It is obvious that F (x, ·) ∈ C1(Φ) for x ∈ D by
(A2). Finally,

∂

∂φ
F (x, φ) =

∂
∂φ
fXφ (x)

fXφ (x)

fXψ (x)

gYψ (y)
,

the second term being in L∞(D) and the first in L1(D) so that ∂
∂φ
F (·, φ) ∈ L1(D)

for all φ ∈ Φ.

Corollary A.7. If Assumption C holds, we have

∂

∂φ

∫
`−1(y)

( ∂
∂φ

log fXφ (x)
)
h
X|Y
ψ (x|y) dx =

∫
`−1(y)

∂

∂φ

∂
∂φ
fXφ (x)

fXφ (x)
h
X|Y
ψ (x|y) dx

for all fixed ψ ∈ Φ.

Proof: It suffices to remark that fXφ is bounded away from zero by Remark 3.9
and that Assumption C ensures sufficient regularity.

Corollary A.8. Let Assumptions A and B hold, then

∂

∂φ

∫
`−1(y)

(log h
X|Y
φ (x|y))h

X|Y
ψ (x|y) dx =

∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y) dx.

Proof: We set

F (x, φ) := h
X|Y
ψ (x|y) log h

X|Y
φ (x|y) = h

X|Y
ψ (x|y) (log fXφ (x)− log gYφ (y)).

The first term can be treated by Lemma A.6 and the second is straightforward since
log gYφ (y) is independent of the integration variable and hX|Yψ (x|y) is independent
of φ.

Lemma A.9. In addition to the Assumptions A and B let q ∈ L∞(D), then

∂

∂φ

∫
`−1(y)

h
X|Y
φ (x|y) q(x) dx =

∫
`−1(y)

∂

∂φ
h
X|Y
φ (x|y) q(x) dx.
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Proof: Consider function F (x, φ) := h
X|Y
φ (x|y) q(x). By assumption, we have that

h
X|Y
φ ∈ L1(D) so that F ∈ L1(D)× C1(Φ). Next,

∂

∂φ
h
X|Y
φ (x) =

(
∂
∂φ
fXφ (x)

)
gYφ (y)− fXφ (x) ∂

∂φ
gYφ (y)(

gYφ (y)
)2

=

∂
∂φ
fXφ (x)

gYφ (y)
− fXφ (x)

∂
∂φ
gYφ (y)(

gYφ (y)
)2

which is an L1(D)-function by our assumptions. Thus, all requirements of Theorem
A.1 hold.

Lemma A.10. Let Assumption C hold, then

∂

∂φ

∫
`−1(y)

∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y) dx =

∫
`−1(y)

∂

∂φ

∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y) dx.

Proof: We have to show that F (x, φ) :=
∂
∂φ
h
X|Y
φ (x|y)

h
X|Y
φ (x|y)

h
X|Y
ψ (x|y) satisfies all require-

ments of Theorem A.1. To this end, note that hX|Yφ (x|y) ≥ f−φ · (gYφ (y))−1 > 0 by
Remark 3.9, which implies that F (·, φ) ∈ L1(D) for all φ ∈ Φ. Moreover, it is then
immediate that F ∈ L1(D)× C1(Φ). Next, we have

D01F (x, φ) = h
X|Y
ψ (x|y)

h
X|Y
φ (x|y) ∂2

∂φ2h
X|Y
φ (x|y)−

(
∂
∂φ
h
X|Y
φ (x|y)

)2(
h
X|Y
φ (x|y)

)2 ,

which is also in L1(D) ∩ L∞(D) by the above arguments.

A.2 Characteristics of RFSs

The probability density function πZ of an i.i.d. cluster RFS Z on Z with intensity
function v(·) and cardinality given by ρ(·) is derived in the next proposition.

Proposition A.11. The probability density function πZ of an i.i.d. cluster RFS
Z on Z with intensity function v(·) and cardinality ρ(·) is given by

πZ(Z(ω)) = πZ({z1, . . . , zr}) = Kr
z ρ(r) r!

r∏
j=1

c(zj), (A.2)

where Z(ω) = {z1, . . . , zr} is a realization of Z, Kz denotes the unit of volume
on Z and c(·) = v(·)

N
is the probability density of the individual elements with

N =
∑∞

n=0 nρ(n) =
∫
v(z)dz.
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Proof: Recall that for any Borel subset S ⊆ F(Z), the probability distribution of
Z is

PZ(S) ≡ P(Z(ω) ∈ S).

S can be decomposed into S = ·∪∞r=0Sr, where Sr denotes the disjoint subsets of S
consisting of finite sets with exactly r elements. Thus, any observation set Z(ω) ∈
Sr can explicitly be written as {z1, . . . , zr}. Using the law of total probability
yields:

PZ(S) =
∞∑
r=0

PZ(Sr). (A.3)

To derive an expression for PZ(Sr) = P(Z(ω) ∈ Sr), the event εr = {Z(ω) ∈ F(Z) |
|Z(ω)| = r} is defined. PZ(Sr) can thus be calculated as

PZ(Sr) = PZ(εr)PZ(Sr|εr). (A.4)

The probability of the event εr is given by the cardinality distribution of Z and a
factorial term to account for the r! possible permutations of the measurement set:

PZ(εr) = r! · ρ(r). (A.5)

PZ(Sr|εr) = P(Z(ω) ∈ Sr|εr), for r > 0, is obtained by appropriately integrating
the density

∏r
j=1 c(zj) over Sr:

PZ(Sr|εr) = P(Z(ω) ∈ Sr|εr) =
1

r!

∫
χ−1(Sr)

Kr
z

r∏
j=1

c(zj) λ
r(dz1 . . . dzr), (A.6)

where λr is the rth product (unitless) Lebesgue measure on Zr and χ is a mapping
of vectors to sets given by χ((z1, . . . , zr)) = {zj : j = 1, . . . , r}. For r = 0, it is
obvious that

PZ(S0|ε0) = δ∅(S0) =

 1, ∅ ∈ S0,

0, ∅ /∈ S0.
(A.7)

Noting that Sr = S∩F(r), where F(r) denotes all finite sets in F(Z) with exactly r
elements, the full expression for PZ(S) is obtained by using (A.3) and substituting
(A.5), (A.6) and (A.7) into (A.4):

PZ(S) =
∞∑
r=0

PZ(εr)PZ(Sr|εr)

= ρ(0) 0! δ∅(S) +
∞∑
r=1

1

r!

∫
χ−1(S∩F(r))

Kr
z ρ(r) r!

r∏
j=1

c(zj) λ
r(dz1 . . . dzr).

(A.8)
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The probability density πZ of Z is given by the Radon-Nicodým derivative of its
probability distribution with respect to an appropriate dominating measure µ, i.e.
P(Z(ω) ∈ S) =

∫
S
πZ(Z(ω)) µ(dZ(ω)). The usual choice of dominating measure is

[125]:

µ(S) = δ∅(S) +
∞∑
r=1

λr
(
χ−1(S ∩ F(r))

)
r!

,

such that the integral of a measurable function f : F(Z) 7→ R with respect to µ is
defined as:∫
S

f(Z(ω))µ(dZ(ω)) = f(∅)δ∅(S)+
∞∑
r=1

1

r!

∫
χ−1(S∩F(r))

f({z1, . . . , zr})λr(dz1 . . . dzr).

(A.9)
The formula (A.2) is now obtained by comparison of (A.8) with the integral (A.9).

Suppose there are two independent Poisson RFSs Θ and K on Z with proba-
bility densities πΘ and πK and intensity functions vΘ and vK , respectively. The
RFS Z = Θ ∪ K is the union of these two RFSs. The objective of the following
proposition is to derive the probability density πZ(Z(ω)) of Z.

Proposition A.12. The union Z = Θ ∪K of two independent Poisson RFSs Θ

and K on Z with probability densities πΘ and πK and intensity functions vΘ and
vK, respectively, is a Poisson RFS with mean value of its cardinality distribution
given by λ = λΘ + λK, λΘ =

∫
vΘ(z)dz, λK =

∫
vK(z)dz and intensity function

vZ = vΘ(z) + vK(z).

Proof: The joint probability density of two independent RFSs can be derived using
the product rule of set derivatives [30, 69] and the relation of FISST densities to
the probability density of an RFS, established in [125]. Hence,

πZ(Z(ω)) =
∑

W⊆Z(ω)

πΘ(W ) πK(Z(ω)−W ). (A.10)

Using the definition of the probability density function of an i.i.d. cluster RFS
(A.2) of Proposition A.11 together with the Poisson distribution as cardinality
functions results in the following expressions for πΘ and πK :

πΘ(W ) = K |W |z e−λΘ

∏
z∈W

vΘ(z), (A.11)

πK(Z(ω)−W ) = K |Z(ω)−W |
z e−λK

∏
z∈Z(ω)−W

vK(z). (A.12)
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Substitution of (A.11) and (A.12) into (A.10) together with some algebraic con-
versions yields

πZ(Z(ω)) =
∑
W⊆Z

K |Z(ω)|
z e−(λΘ+λK)

∏
z∈W

vΘ(z)
∏

z∈Z(ω)−W

vK(z)

= K |Z(ω)|
z e−(λΘ+λK)

∏
z∈Z(ω)

(vΘ(z) + vK(z)) =: K |Z(ω)|
z e−λ

∏
z∈Z(ω)

vZ(z),

which is the probability density of a Poisson RFS with λ as mean value of its
cardinality distribution and intensity function vZ .

A.3 Additives for the PMHT Problem

The proof of Proposition 7.1, that is the derivation of the derivative of Q(X, X̃)

for the linear PMHT with respect to its first component is given in the following.

Proposition 7.1. In the linear Gaussian PMHT, using an a priori calculated Π,
the derivative of the EM auxiliary function Q w.r.t. its first component, is linear
in X:

D10Q(X, X̃) = −Ã(X̃) X + b̃(X̃), (A.13)

with Ã(X̃) = A+ E(X̃) ∈ RNX×NX and b̃(X̃) = b+ f(X̃) ∈ RNX .

The matrix A ∈ RNX×NX and the vector b ∈ RNX are constant w.r.t. X and X̃,
whereas the matrix E(X̃) ∈ RNX×NX and the vector f(X̃) ∈ RNX are constant
w.r.t. X but depend nonlinearly on X̃.

Proof: For the linear Gaussian case of PMHT (see Section 4.1.4) the auxiliary
function Q is given as

Q(X, X̃) =
T∑
t=1

nt∑
r=1

M∑
s=1

w̃ts,r log πts +
M∑
s=1

{
log(N (x0

s; x̄
0
s, Σ̄

0
s))

+
T∑
t=1

[
log(N (xts;F

t−1
s xt−1

s , Qt−1
s )) +

nt∑
r=1

w̃ts,r log(N (ztr;H
t
sx

t
s, R

t
s))

]}
+ C,

where w̃ts,r = πtsN (ztr;H
t
sx̃
t
s,R

t
s)∑M

m=1 π
t
mN (ztr;H

t
mx̃

t
m,R

t
m)

and C unites all normalization constants. The
derivative of a multivariate Gaussian density

N (x;µ,Σ) =
1

(2π)n/2
√

det Σ
e−1/2(x−µ)Σ−1(x−µ)
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is derived straightforwardly. It can hence easily be verified that:

A =

A1 0
. . .

0 AM

, Am =


A0m+D0m −B0m 0

−BT
0m

. . . . . .

. . . AT−1m+DT−1m −BT−1m

0 −BT
T−1m ATm

,

E(X̃) =

E1 0
. . .

0 EM

, Em =


0 0

E1m

. . .
0 ETm

,

f(X̃) = (f1, . . . , fM)T ,

fm =
(
0, n1π

1
mw̄

1
m(H1

m)T (R1
m)−1z̃1

m, . . . , nTπ
T
mw̄

T
m(HT

m)T (RT
m)−1z̃Tm

)T
,

b = (A01x̄
0
1, 0, . . . , 0︸ ︷︷ ︸
∈RT ·nx

, A02x̄
0
2, 0, . . . , 0, . . . , A0M x̄

0
M , 0, . . . , 0, )

T ,

A0m =
(
Σ̄0
m

)−1
, Atm =

(
Qt−1
m

)−1
, Dtm = (F t

m)T
(
Qt
m

)−1
F t
m,

Btm = (F t
m)T

(
Qt
m

)−1
, Etm = ntπ

t
mw̄

t
m(H t

m)T (Rt
m)−1H t

m,

w̄tm =
1

nt

nt∑
r=1

w̌tm,r, w̌
t
m,r =

N (ztr;H
t
mx̃

t
m, R

t
m)∑M

p=1 π
t
pN (ztr;H

t
px̃

t
p, R

t
p)
, z̃tm =

1

ntw̄tm

nt∑
r=1

w̌tm,rz
t
r,

for t = 0, 1, . . . T and m = 1, . . . ,M.
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