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Übersicht, Gesamtzusammenfassung und Ausblick
In dieser Arbeit habe ich...
• ... Ergebnisse der Forschung am visuellen System von Säugetieren analysiert und Abstraktionen extrahiert welche geeignet sind für eine Software-Implementation.
• ... einen Überblick geschaffen über das Konzept der Bayes’schen generativen Modellierung und es verwendet um ein Computermodell des Sehens basierend auf diesen
abstractionen zu entwerfen.
• ... effiziente Inferenz- und Lernalgorithmen für unüberwachtes und überwachtes Lernen
für das Modell hergeleitet.
• ... die Performanz dieses Modells in mehreren künstlichen und und echten Anwendungsszenarien demonstriert und anhand dieser den Einfluss verschiedener Variationen
und Regularisierungen der Lernalorithmen demonstriert.
• ... einige wichtige Erweiterungen des Basismodells entwickelt, um explizit Probleme
wie unbekannte Objektgrösse und -Position sowie inter-Objekt-Verdeckungen zu behandeln, sowie hierfür geeignete Lern- und Inferenzalgorithmen hergeleitet.
Die zentrale Motivation für diese Arbeit war, ein generisches Modell zur Bildanalyse zu
entwickeln welches Objekt-Erkennung und Lokalisation in einem breiten Anwendungsspektrum ermöglicht. Die haupt-Inspirationsquelle dieser Arbeit stellen neuro-physiologische
Forschungsergebnisse der letzten Jahrzehnte über das Seh-System von Säugetieren dar, aus
denen ich folgende Abstraktionen abgeleitet habe:
• hierarchische Informationsverarbeitung
• retinotope Informationsrepresentation
• zunehmende räumliche Integration visueller Information in aufeinanderfolgenden hierarchischen Schichten
• Fähigkeit zum unüberwachten Lernen
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Die Hoffnung war, dass ein Model welches diese Konzepte implementiert in der Lage ist,
eine Form von Verständnis von Bildern zu Entwickeln indem es wiederholte lokale Strukturen und den kompositionellen Charakter von Bildern Identifiziert und kodiert, und dadurch
als mächtiges Werkzeug für Objekterkennungs- und Klassifizierungsaufgaben dienen kann.
Um ein Modell mit einer Kapazität konstuieren zu können, welche ausreicht all dies zu implementieren, habe ich mich der Bayes’schen statistischen Modellierung bedient und eine
entsprechende übersicht der verwendeten Konzepte und Techniken erarbeitet. Die Schlüsselkonzepte sind hier generative Modellierung, unüberwachtes Lernen, und graphische Modellierung. Die graphische Modellierung ermöglicht insbesondere die Formulierung von Algorithmen für eine grosse Klasse von Modellen, indem sie auf dem vom Modell induzierten
(Un-) Abhängigkeitsgraphen der Modellvariablen formuliert werden. Als Algorithmus für das
unüberwachte Lernen habe ich mich für die variationelle Näherung an das Bayes’sche Lernen der vollständigen Parameterverteilungen entschieden, im Gegensatz zu dem sonst häufig verwendeten Punktschätzung bekannt als Maximum Likelihood (“maximale Wahrscheinlichkeit”). Diese Art der Parameterschätzung zeigt im Allgemeinen eine grössere Robustheit gegenüber overfitting (etwa: übergenaue Schätzung). Der Bayes’sche Ansatz führt
ausserdem zu einer natürlicheren Representation der Information, welche durch das Lernen
über die Parameter gewonnen wurde, in der Form einer gewichteten Summe der natürlichen
Statistik der Parameterverteilung. Hierzu muss die Parameterverteilung zur Exponentialfamilie gehören und konjugiert ist zur Modellverteilung sein. Diese Form der Repräsentation
der Parameterverteilungen wiederum vereinfachte die Einführung von Regularisierungen der
Parameterschätzung um Informationsverlust durch die Tiefe der Hierarchie sowie Ungleichgewichte in den Trainingsdaten auszugleichen.
Die Methode der graphischen Modellierung ermöglichte ausserdem die Komposition des komplexen Gesamtmodells aus vielen Kopien einfacherer Modelle, und erleichterte so die Konstruktion des Modells und Herleitung der verwendeten Algorithmen. Als einfache Modelle auf
denen das Gesamtmodell aufbaut habe ich mich für faktorisierte multi-variate Mixturmodelle
entschieden, da mit diesen das Lernen auch auf grossen Datensätzen mit relativ geringem
numerischen Aufwand und damit in relativ kurzer Zeit möglich war. Um die Eigenschaften
des Modells zu demonstrieren habe ich es in verschiedenen Variationen auf die Modellierung
handgeschriebener Zahlen aus dem MNIST Datensatz angewandt. Hier konnte ich zeigen,
dass die naive Anwendung des unüberwachten Lernens zu einem Informationsverlust in den
unteren Hierarchieschichten führt, welcher das Modell unbrauchbar für Klassifizierungsaufiii

gaben macht. Um dies zu verhindern habe ich eine die Entropie erhöhende Transformation der Parameterverteilung entwickelt (in dieser Arbeit Renormalisierung genannt), welche
diesen Informationsverlust verhindert wenn sie in den Lernprozess integriert wird.
Die erste Schicht des Modells habe ich konstruiert, indem ich Mixturmodelle auf einem
regelmässigen Gitter angeordnet habe, so dass ihre Eingaberegionen (oder Rezeptive Felder )
überlappten. Jedes dieser Mixturmodelle modelliert also einen eine lokale Nachbarschaft
von Bildpixeln oder lokalen Merkmalen wie z.B. Wavelet-Koeffizienten lokale Gradientenhistogramme. Die Ausgabe dieser Schicht habe ich dann in einer retinotopen, also die BildTopologie bewahrenden, Karte aus latenten Variablen der Mixturmodelle eingetragen. Durch
die Nutzung dieser Karte als Eingabe in die nächste Schicht habe ich hierarchische Modelle
mit bis zu drei Schichten konstruiert. Um alle involvierten Variablen zu schätzen habe ich
Belief Propagation Algorithmus verwendet, welcher die Bildinformation schrittweise in die
tieferen Schichten des Modells propagiert. Zum effizienten unüberwachten Lernen habe ich
variationelles Bayes’sches Lernen verwendet. Um die Effizienz weiter zu steigern, habe ich
die Invarianz der lokalen Statistik von Bildern ausgenutzt, und einen einzigen geteiltem Parametersatz für alle Mixturmodelle auf einer hierarchischen Schicht verwendet.
Um die Leistungsfähigkeit des hierarchischen Modells zu demonstrieren, habe ich Modelle
mit drei Schichten auf zwei komplexen Datensätzen trainiert: Dem INRIA Fusgänger Datensatz, in welchem Bilder von Fussgängern von zufällig ausgewählten Ausschnitten von Photos
unterschieden werden müssen, sowei einem Datensatz mit Bildern von Paketen mit aufgeklebten Etiketten mit Balken-, Raster- und Punkt-Codes, in welchen die Etiketten und vor
allem die codes lokalisiert werden müssen. Die Klassifizierung habe ich durchgeführt, indem
ich zunächst jeder Ausgabe der obersten hierarchischen Schicht ein Label zugeordnet habe,
und dann mittels naiver Bayes Modelle eine Abbildung der Ausgabe auf diese Label gelernt
habe. Bei der Lokalisierung der Etiketten wurde ein Problem des Lernalgorithmus deutlich
welches auftritt, wenn ein starkes Ungleichgewicht zwischen den zu unterscheidenden Klassen
im Datensatz besteht: Da die Etiketten nur einen relativ kleinen Bildbereich einnahmen,
wurden sie schlecht codiert, und Information über sie ging in höheren Schichten zunehmend
verloren. Durch eine entsprechende Umgewichtung der Statistiken welche während dem variationellen Lernen eingesammelt wurden, konnte ich diesen Effekt jedoch ausgleichen. Um
die Leistung des Modells in diesen Aufgaben weiter zu verbessern, führte ich einen weiteren,
diskriminativen Lern-Schritt ein, welcher auf das generative Lernen folgte und die dort gefundenen Parameter spezifisch für die gegebene Aufgabe durch Gradientenabstieg optimierte.
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Dieser zustäzliche Schritt hat vor allem bei der Etikett-Lokalisierung zu einer grossen Leistungssteigerung geführt, aber auch die Fusgängererkennung profitierte von diesem Schritt.
Ausserdem habe ich in einer Serie von Experimenten mit den Handgeschriebenen Zahlen
den Einfluss verschiedener Lern-Schritte und Regularisierungen anschaulich demonstriert.
Während das System die besten publizierten Ergebnisse auf den INRIA und MNIST Datensätzen nicht übertreffen konnte, konnte es doch beide Aufgaben mit einer einheitlichen Architektur lösen, ohne grössere spezifische Anpassungen, und auch in dem Etikettenproblem
zufriedenstellende Leistung zeigen. Die Effektivität des Modells habe ich weiterhin in zwei
Echtzeit-Anwendung demonstriert:
• Einem in Echtzeit operierenden System zur automatischen Videoüberwachung von
Füssängern auf einem U-Bahnsteig welches im Rahmen des SEARISE EU-Projektes
enwickelt wurde. Das Modell wurde hier verwendet, und saliente Regionen mit Fussgängern von solchen ohne Fussgänger zu unterscheiden. Hier wurde vom PC aus eine
Kamerasystem mit zwei PTZ-Kameras und einer festen Weitwinkel-Kamera mit einer
zeitlichen Auflösung von 6 Bildern pro Sekunde zu kontrollieren.
• Einem in Echtzeit operierenden System zum automatischen Lokalisieren und Ablesen
von Etiketten auf Paketen. Das Modell konnte die Lokalisierung in unter 250ms durchführen, was einen grosser Geschwindigkeitsgewinn gegenüber einem vormals benutzten
Template-Matching basierten Ansatz darstellte.
Ein Problem welches die Effektivität des Modells in der bisher dargestellten Form einschränkte, war die Tatsache, dass es nicht wirklich vollständig Verschiebungsinvariant ist.
Während das Teilen der Mixturmodellparameter auf jeder hierarchischen Schicht eine gewisse
Invarianz im Lernprozess mit sich brachte, war das Modell an sich doch hochgradig redundant, da durch die überlappung benachbarter Rezeptiver Felder auf jeder Schicht Objekte
in vielen Verschiebungen gelernt wurden. Dies führte im Endeffekt zu einer relativ groben
Representation, eher vergleichbar mit dem Peripheren Sehen von Menschen und anderen
Säugetieren. Mein erster Ansatz diese Redundanz zu reduzieren war, dem Modell zu erlauben sich dem Ort und der Grösse eines Objektes anzupassen, indem ich diese als Zufallsvariable in den Inferenzprozess mit aufzunahm. Auf diese Art habe ich ein Modell auf
sieben Frontalansichten von Gesichtern vor einem eintönigen Hintergrund trainiert. Die
Gesichter befanden sich an verschiedenen Positionen und wurden in leicht verschiedenen
Grössen aufgenommen. Das Modell konnte diese Gesichter in einem einzigen, skalierungsv

und verschiebungsinvarianten Modell zusammenfassen. Zur weiteren Optimierung benutzte
ich ein Gradientenabstiegsverfahren um nicht benötigte Eingabeverbindungen zu eliminieren,
damit das Modell sich der nicht-rechteckigen Gesichtsform anpassen, und auf gesichtstypische Merkmale konzentrieren konnte. Das so trainierte Modell war dann sehr effizient darin,
Gesichter auch in komplexen Umgebungen zu lokalisieren; in gewissem Sinne führte es also
ein sakkadische Suche aus, wenn auch mit einer relativ einfachen Suchstrategie. Dieses Experiment demonstrierte auch die Robustheit des Lernens gegenüber over-fitting, da ein sehr
generisches Modell von nur sieben Trainingsbildern gelernt werden konnte, ohne dass es zu
spezifisch für genau diese Gesichter wurde.
Um Verschiebungsinvarianz auch mit mehreren Objekten gleichzeitig zu erreichen, inklusive
gegenseitiger Verdeckungen, habe ich eine weitere Abwandlung des Modells entwickelt: Ich
führte für jeden Eingabeort eine weitere Variable ein, deren Zustand anzeigte, welches der
möglichen lokalen Mixturmodellen diesen Ort gerade modellierte. Wenn ich dann die lokalen
Mixturmodelle dicht nebeneinander anordnete, also mit minimaler Verschiebung zwischen
den Rezeptiven Feldern benachbarte Modelle, ergab sich wiederum eine Verschiebungsinvarianz, da immer das Modell mit der passenden Verschiebung ausgewählt werden konnte.
Ausserdem ergab sich, zumindest theoretisch, eine Invarianz gegenüber Verdeckungen, da
lokal nur das verdeckende Objekt modelliert wurde, und ich konnte mit diesem Ansatz
auch eine statistische Inkonsistenz im Inferenzprozess ausräumen, die sonst aufgrund der
gemeinsamen Eingaben zu mehreren lokalen Modellen entstand (in der Literatur ist dieses
Problem bekannt als “explaining away”). Leider machten die zusätzlichen Variablen Inferenz und Lernen sehr viel schwieriger, da die Grösse der Lösungsraum stark anwuchs und
auch viele sinnlose Lösungen zuließ. Ausserdem führten die starken Korrelationen zwischen
den zusätzlichen Variablen und den Mixturmodellen zum Versagen des Belief-PropagationAlgorithmus, welcher grundsätzlich nur paarweise Korrelation korrekt behandelt. Um den
Lösungsraum zu beschränken führte ich einen Spärlichkeits-Prior ein: Durch die hohe Redundanz wird nur ein kleiner Teil der Mixturmodelle tatsächlich zur Modellierung des Bildes
benötigt; der Spärlichkeits-Prior bevorteilt daher Lösungen, in welchen nur relativ wenige
Mixturmodelle zur Modellierung eingesetzt werden, während die anderen effektiv aus dem
Modell entfernt wurden. Dies führte dann zu konsistenten Objekthypothesen, auch wenn
die Objekte sich im Datensatz oft überdeckten, obwohl die Verdeckung und vor allem die
Objektreihenfolge innerhalb der Verdeckungen nicht explizit modelliert wurden. Da zur Abschätzung der internen Variablen der Belief Propagation Algorithmus nicht mehr anwendbar
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war, ersetzte ich ihn durch eine Form von von “blocked Gibbs Sampling”, in welcher sämtliche
Variablen im Rezeptiven Feld eines Mixturmodells zusammengezogen werden. Während
diese Strategie, trotz mehrerer Optimierungen, zu aufwändig für Echtzeitanwendungen war,
konnte ich mit ihr in wenigen Iterationen über den Trainingsdatensatz ein gutes Model lernen.
Die Verschiebungs- und Verdeckungsinvrianz habe ich auf einem relativ einfachen künstlichen
Datensatz demonstriert. Ausserdem konnte ich eine Steigerung der Klassifizierungsrate des
Personendetektors mit dieser Modifikation demonstrieren.
Fazit: Ich habe eine Familie Bayes’scher Modelle konstruiert, welche eine Reihe von Eigenschaften des Sehsystems von Säugetieren nachahmt, und geeignete Lern- und Inferenzalgorithmen hergeleitet. In zwei Echtzeit-Anwendungen habe ich dann die Nützlichkeit dieser
Modelle für industrielle und semi-industrielle Anwendungen demonstriert. Während ich mit
dieser Arbeit nicht die besten publizierten Erkennungsraten auf Benchmark-Datensätzen
übertreffen konnte, habe ich doch gezeigt, wie diese Art von Modellen zu effizienten Werkzeugen für verschiedene Anwengungen führt, wenn die richtigen Lern- und Inferenzalgorithmen
und Regularisierungen verwendet werden. Ausserdem habe ich in prototypischen implementationen gezeigt wie sowohl unbekannte Objekt-Position und Skala, wie auch gegenseitige
Objekt-Verdeckungen in einer komplett unüberwachten Weise effektiv behandelt werden können. Dies wurde möglich durch die Wahl der richtigen Regularisierung während des Lernens
und Erkennens, und geeigneten Adaptionen der Lern- und Inferenzalgorithmen, welche mit
der gesteigerten Komplexität der Modelle umgehen können. In dem Ansatz zur impliziten
Verdeckungsmodellierung habe ich vor allem zeigen können, dass ein einfacher auf Spärlichkeit basierender Prior ausreichend ist, um auch in der Gegenwart von Verschiebung und
gegenseitiger Verdeckung unüberwacht konsistente Objekthypothesen extrahieren zu können.
Während dieses Resultat ermutigend ist, für das Trainieren solcher Modelle im Allgemeinen,
indiziert es doch vor allem, dass kompliziertere Ansätze zur Verdeckungsmodellierung wie
sie zum Beispiel in [13] und [36] beschrieben wurden, nicht unbedingt notwendig sind um
ein Verdeckungsinvariantes Bildmodell zu konstruieren. Ausserdem haben die Experimente
gezeigt, dass diese Art von Modellarchitektur geeignet ist, um ein gewisses Bildverständnis zu erreichen, also auf unüberwachte Weise Objekthypothesen in einer Kodierung relativ
niedriger Komplexität zu kodieren.
Ausblick: Ich glaube, dass hierarchische Bildmodelle eine vielversprechende Richtung im
Bereich des Maschinellen Sehens und Bildverständnisses darstellen. Wichtige Aspekte welche
noch verbessert werden könnten, sind ein Weg die geeignetste Detailstruktur der Hierarchie
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automatisch zu bestimmen, sowie eine effizientere Kodierung auf den Hierarchie-Ebenen mit
vertretbarem numerischen Aufwand zu erreichen. Idealerweise sollten die Hierarchiestruktur durch die Bilder selbst bestimmt sein, und es sollte möglich sein, sie adaptiv einzelnen
Bildern anzupassen. Wenn Lern- und Erkennungsalgorithmen die Fähigkeit solcher dynamischer Adaption erlangen, könnte hierarchische Modellierung vermutlich in vielen BildanalyseAlgorithmen, welche noch immer flache Repräsentationen verwenden, Verbesserungen herbeiführen.
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Overview, Executive Summary, and Outlook
In this thesis I have ...
• ... analyzed findings on mammalian vision and extracted abstractions suitable for
computer implementation.
• ... introduced Bayesian generative modeling and used it to define a computer model
of vision based on those abstractions.
• ... derived efficient inference and learning algorithms for unsupervised and supervised
training of the model.
• ... demonstrated the performance of the model on various artificial and real-world tasks
and demonstrated the impact of variations on the inference and learning algorithms in
this manner.
• ... developed some important extensions to cope with inter-object occlusion and unknown object position in scenes and scale along with suitable extensions to the learning
and inference algorithms.
The central motivation for this thesis was to establish a generic image analysis model useful
for object recognition and localization in a wide field of applications. The main inspiration
was taken from neuro-physiological findings on mammalian visual processing, from which a
set of key abstractions were extracted:
• hierarchical processing
• retinotopic information representation
• increasing spatial information integration on successive hierarchical layers
• unsupervised and supervised learning capability
The hope was that such a model can achieve some form of understanding of natural images
by discovering repeated local structure and the compositional nature of natural images, and
thereby serve as a powerful tool in object discovery and classification tasks. To be able
to construct a model of sufficient capacity that implements all of these, the framework of

ix

Bayesian statistical modeling was introduced. The key concepts here are generative modeling, unsupervised learning algorithms, and graphical modeling. The latter enabled the
generalization of algorithms onto large classes of models, by formulating them in terms of
the (in-) dependency graph over the variables induced by the model. As unsupervised learning algorithm the variational approximation to fully Bayesian inference was chosen over the
more classical point estimate or maximum likelihood solution, due to its robustness against
over-fitting. Fully Bayesian inference also lead to a more natural information representation
as a weighed sum over sufficient statistics, as long as the underlying model and the associated parameter distribution are from the exponential family and conjugate to each other.
This in turn greatly simplified regularization of the learning process to avoid information
loss and performance degradation due to an imbalance in the training set and the depth of
the hierarchy.
Graphical modeling also made it easy to compose a complex model by composing it of copies
of simpler ones. In this thesis I used factorized multivariate mixture models as the basic
building block. I made this choice mainly because most other choices would have made inference and learning very hard, if not infeasible on larger datasets. To show the properties of
this model I applied it to model the distribution of raster images of handwritten characters.
There I have shown that naive application of the unsupervised learning strategy leads to a
loss of information making this model ineffective for classification. Therefore I developed an
entropy increasing transformation into the learning process (herein called renormalization
within this thesis), which prevents much of this information loss.
I built the first layer of the hierarchical model by arranging mixture models on a regular
grid with overlapping input regions or receptive fields. Each of these mixture models then
modeled a local neighborhood of image pixels or local features such as wavelet coefficients
or local gradient histograms. The output of this layer was a retinotopic, i.e. topology preserving, map of latent variables of the individual mixture models. By using this map as
input to another layer the complete hierarchical model was constructed with up to three
layers. To perform inference over all involved hidden variables, belief propagation was used
to propagate information from the image through the whole model. Variational Bayesian
learning was used to efficiently perform unsupervised learning. To further increase the efficiency, I exploited the shift invariant nature of local image statistics by making mixture
models within one hierarchical layer share the same set of parameters.
To demonstrate the performance of such a multi-layer model, setups with three layers were
x

trained on two real-world datasets: The INRIA pedestrian dataset, where random crops
from outdoor scenes are to be differentiated from images of pedestrians, and a dataset with
images of packages with code tags on them which had to be localized. Classification was
performed by determining a label for each top-layer output and learning a mapping from the
output encoding to the labels using a naive Bayes classifier. The bar code task uncovered
another difficulty of the generative learning approach in the presence of a large bias towards
one class: Since the code tags to be localized only occupied a relatively small area in the
images, too much information about them was lost in successive layers, since learning concentrated on the larger background class. Canceling this bias by reweighing the collected
sufficient statistics during variational learning countered this information loss. To further
improve performance an additional discriminative learning step was introduced, in which
the parameters found using generative learning were fine tuned via gradient descent, directly
optimizing the information the output of the network yields about the target labels. This
additional step lead to a great improvement especially on the barcode localization task, but
also on the pedestrian detection task. Furthermore in a series of experiments on the MNIST
handwritten digits dataset the benefit of additional improvements to the learning procedure,
such as initial greedy layer by layer learning was demonstrated. While the complete system
did not significantly out-perform other state of the art methods on either the INRIA or the
MNIST dataset, for which many results are available in publications, it solved both problems
relatively well within a single architecture. It also delivered good results on the bar-code
localization task, even though the dataset is relatively small. The effectiveness of the three
layer model built and trained this way has been proven in two real world applications:
• A real-time autonomous video surveillance prototype developed within the SEARISE
EU-project, where the model distinguished salient regions containing pedestrians from
those that did not. The system was sufficiently fast to operate in a closed loop automated camera control system, at 6 frames per second, on a standard desktop computer.
• A real-time package scanning system where code tags were located on packages for
automatic scanning by a secondary high resolution analysis step. The localization could
be performed in under 250ms, a large improvement over a template based approach
that was otherwise used.
One Problem that limited the effectiveness of the model as outlined so far, was that it is
not truly shift invariant. While parameter sharing introduces some shift invariance into the
xi

learning process the model is still overly redundant. Since each input is modeled by multiple
neighboring models, the objects are, from the point of view of the local models, learned
at multiple shifts. This effectively leads to a relatively rough encoding of the image data,
corresponding more to peripheral human vision. One approach of reducing this redundancy
is to allow the model to align to the object location and scale, and treat the location and
scale as a random variable in the inference process. In this way a model was trained on
faces on a uniform background with large position and slight scale changes, and the model
was able to combine all seen faces (only seven in the training set) into a single model. Some
further optimization was performed by using gradient descent to prune some of the input
connections to better adjust to the non-rectangular shape of the face. This model could
then be used very effectively to locate faces even in clutter, somewhat mimicking the human
saccadic search process, though without any search order optimization. Furthermore the
experiment demonstrated the robustness against over-fitting, by performing very well after
training on only seven positive examples.
To be able to deal with multiple objects at arbitrary positions and inter-object occlusions another modification was developed, where an additional variable for each input implemented
a selector, indicating which of many possible local models should model it. When the models
were placed densely this also lead to shift invariant learning, since the model with the right
alignment could be selected for each input pixel. Besides the invariance to shift and occlusion
this also alleviated a statistical inconsistency that is otherwise present when multiple models
model the same input location, known as “explaining away”. Unfortunately the additional
variables made inference and learning much harder, since the solution space becomes much
larger and includes many non-sensical solutions. Furthermore strong correlations between
the additional variables and the local models are not appropriately captured by belief propagation, which assumes only pairwise inter-variable dependencies. To solve the first problem
a sparsity prior was placed on the local models: Due to the high amount of redundancy not
all local models were needed. The sparsity prior thus encouraged solutions using only few
local models, while the other ones were effectively pruned. This encouraged the formation of
integrated object hypotheses, despite the fact that an occlusion ordering was not explicitly
inferred. The second problem was solved by replacing belief propagation with blocked Gibbs
sampling, where all selector variables and the latent variable as well as the pruning state
were sampled simultaneously. While this strategy was still too computationally demanding
for real-time operation, it was able to draw reasonable samples with only a few sweeps over
xii

all local models, and the shift and occlusion invariance could be demonstrated effectively on
a toy dataset. Furthermore some improvement could also be demonstrated on the pedestrian
localization task.
In conclusion I have constructed a family of Bayesian models mimicking features of the
mammalian visual system and derived suitable learning and inference algorithms for various tasks. I have proven the viability of the models by applying them to real world tasks
under real-time constraints on standard computer hardware. While I have not beaten the
best published object recognition rates on the benchmark datasets with this work I have
shown how this kind of model can be made to work efficiently by choosing the right learning
and inference algorithms and methods. Additionally I have shown in proof of concept implementations how occlusion and unknown object position can be handled in a completely
unsupervised manner. This became possible by choosing the right form of regularization
and adapting learning and inference algorithms to deal with the added complexity. In the
approach for handling occlusion I have especially shown how a simple sparsity based regularization suffices to let the model discover objects under occlusion. This result is encouraging
for unsupervised learning of such models, as it indicates that more elaborate and computationally expensive approaches to occlusion modeling as for example presented in [13] and
[36] may not be necessary to learn an occlusion invariant image model. Also it shows that
this kind of architecture is suitable to achieve image understanding to some degree in that
it enables the unsupervised discovery of objects and leads to a relatively low complexity
encoding suitable for image recognition tasks.
Outlook: I believe that hierarchical image models offer a very promising direction in computer vision and understanding of images. Important aspects that could be improved upon
are how to choose the parameters of the hierarchy, and how to encode information on each
level. Ideally the structure and depth of the hierarchy should be driven by the images themselves, and it should be possible to dynamically adapt them. If learning algorithms become
capable of such dynamic adaptation, hierarchical modeling would probably improve many
image recognition algorithms, that currently still use flat representations.

xiii

Acknowledgements
I wish to thank Professor Palm for taking on the role of Supervisor of this dissertation,
Dominik Endres for endlessly valuable advice on the content and form of this dissertation,
and Marina Kolesnik from the Fraunhofer institute for applied information technology FIT
for hosting me there for five years and giving me the time and freedom as well as the context
in which this dissertation originated. I also wish to thank my family for all their love and
support and their believe in me, without which this dissertation might have never been
finished. Last but not least I wish to thank all the colleagues at Fraunhofer, the MCCOOP
and SEARISE EU-projects I participated in, and at conferences which I visited for the
fruitful discussions and shared insights which took a significant part in the making of this
thesis.

xiv

Contents
1 Introduction

1

1.1

Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

1

1.2

Related own Disseminations . . . . . . . . . . . . . . . . . . . . . . . . . . .

2

1.3

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3

2 Motivation

4

2.1

Inspiration: Human Visual Processing . . . . . . . . . . . . . . . . . . . . . .

4

2.2

Abstraction: Hierarchical Image Analysis . . . . . . . . . . . . . . . . . . . .

6

2.3

Goal: Generic Image Analysis . . . . . . . . . . . . . . . . . . . . . . . . . .

7

2.4

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

7

3 Related Work
3.1

8

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4 Bayesian Probabilistic Modeling

10
11

4.1

Bayesian Probability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

11

4.2

Graphical Modeling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

14

4.3

Explaining Away . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

19

4.4

Generative Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

20

4.5

Discriminative and Hybrid Models . . . . . . . . . . . . . . . . . . . . . . . .

22

4.6

Exponential Family Distributions . . . . . . . . . . . . . . . . . . . . . . . .

23

4.7

Conjugate Exponential Models . . . . . . . . . . . . . . . . . . . . . . . . . .

25

4.8

Parameter Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

26

4.8.1

Optimization Criteria . . . . . . . . . . . . . . . . . . . . . . . . . . .

26

4.8.2

Learning with Unobserved Variables

. . . . . . . . . . . . . . . . . .

26

4.8.3

Variational Posterior Approximation . . . . . . . . . . . . . . . . . .

27

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

29

4.9

5 Modeling Image Patches

31

5.1

Mixture Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

31

5.2

Renormalization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

34

5.3

Non-Parametric Mixture Model . . . . . . . . . . . . . . . . . . . . . . . . .

37

5.4

Classification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

38

xv

5.5

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

6 The Hierarchical Convolutional Image Model

38
40

6.1

Convolutional Layer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

41

6.2

Generative Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

45

6.3

Object Recognition with the Hierarchical Model . . . . . . . . . . . . . . . .

46

6.4

Dealing with Training Set Imbalance . . . . . . . . . . . . . . . . . . . . . .

48

6.5

Layer-Wise Discriminative Bias . . . . . . . . . . . . . . . . . . . . . . . . .

50

6.6

Discriminative Gradient Descent . . . . . . . . . . . . . . . . . . . . . . . . .

51

6.7

Second-Order gradient descent optimization . . . . . . . . . . . . . . . . . .

54

6.8

Transformation invariant Learning/Detection . . . . . . . . . . . . . . . . . .

60

6.9

Embedded Segmentation . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

62

6.10 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

68

7 Applications

69

7.1

Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

69

7.2

Saliency Based Pedestrian Detection and Tracking in Live Video . . . . . . .

69

7.3

Code Tag Localization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

73

7.4

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

77

A Data-sets

78

A.1 MNIST Handwritten Digits . . . . . . . . . . . . . . . . . . . . . . . . . . .

78

A.2 INRIA-LEAR Pedestrian Data-set . . . . . . . . . . . . . . . . . . . . . . . .

79

A.3 Code Tags . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

81

A.4 Occluding Shapes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

83

A.5 Faces . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

85

B Probability Distributions and Conjugate Priors

88

C Inference and Learning with Embedded Segmentation

89

xvi

1

Introduction

The motivation for this thesis is a very practical one, in that I am looking for a generic
framework for image understanding with a strong focus on object recognition. Here understanding means extracting some of the inherent structure that natural images exhibit
without supervision, such as repeating local structure and the composition of natural images
from distinct objects. Even though object recognition may seem like a single well defined
task actual applications reveal a widely differing range of requirements. Objects may appear
always in one spatial configuration (scale and orientation, possibly in 3d) or appear in a wide
variety of perspectives. The background may be uniform or complex and contain many other
objects (often referred to as clutter), and last but not least occlusion can make the task even
more difficult. Additionally the training information may consist of fully labeled images,
or target object examples only, possibly in a priori unknown positions. Faced with this
multitude of problem details on the one hand, and the ease with which humans perform this
task, I turn to neurophysiology in the sense that I am searching for principles of algorithm
construction to solve these problems. On the other hand I use the strong mathematical
founding of Bayesian statistics because it provides a very useful framework for algorithm
construction, many tools for using and analyzing those algorithmic constructs, and a common language and embedding for these algorithms. This latter fact greatly simplifies the
transfer and composition of ideas that have emerged in the last decades. Ideally I wish to
construct a system that can be used in all of the mentioned problem domains without having
to perform lengthy problem specific adaptation. Rather it should adapt automatically to the
problem at hand, or require only rather obvious configuration actions. I do not claim that I
have reached this goal entirely, but that I have brought some light on the possibilities and
important open problems, and made an advance in the right direction.

1.1

Structure

In the structuring of this thesis I try to give the reader a “red thread” to follow, instead of
following a rigid classification of topics. So after the introductory chapters I move first to the
required theoretical background in section 4. After the fundamental mathematical framework has been introduced I introduce the core image analysis components and associated
algorithms in section5, interleaved with intermediate results acquired with these components
1

and algorithms. Next in section 6 I explain the construction of complete image models from
these components in a similar fashion, with relevant results interleaved into the discussion.
In chapter 7. Then, to demonstrate the actual usefulness of the work, I present applications
of the developed image analysis models to two real world problems and also discuss some
details of the software implementation. Finally in section I review the whole thesis briefly,
concentrating on the most important points, draw a conclusion, and sketch possible future
research avenues revealed by this thesis. Details and algorithms that did not fit into the
flow of the discussion, including descriptions of the data-sets used to produce results as well
as algorithmic configuration details of the models used on these data-sets, are available in
section 7.4.

1.2

Related own Disseminations

The beginnings of the research leading towards this thesis took place as part of the MCCOOP
EU-project. There I did not use Bayesian probabilistic models yet, but instead developed a
form of hierarchical vector quantization with a learning algorithm for each stage motivated
by growing neural gas algorithms. This work was documented in [47] and [49]. I do not
revisit those approaches in this thesis, as they use quite different mathematical tools than
those I am focusing on here, but they can be seen as important precursors to the approaches
developed here.
Preliminary work on the Bayesian hierarchical model, which was developed as part of the
follow-up EU-project SEARISE, was presented at the International Conference on Artificial Neural Networks (ICANN) in 2008 [48]. Collaboration with Matthias Hoeffken lead to
a similarly structured Bayesian hierarchical model for motion recognition which employed
mixtures of Markov chains and the work was presented at ICANN 2009 [28]. Further collaboration with Matthias lead to an extension of a Bayesian optical flow estimator and this
work was accepted for presentation at the 2011 Advanced Concepts for Intelligent Vision
Systems (ACIVS) conference.
A more advanced and comprehensive presentation of the Bayesian hierarchical models was
published in the form of a book chapter in the book Object Recognition [46] which includes
nearly all of the topics touched in this thesis, such as discriminative learning, feature selection, translation invariance, and preliminary work on embedded segmentation for handling
occlusion. A short report on an advanced version of the latter was presented at the 2011
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International Conference on Artificial Intelligence (KI-2011)[12].
A real-time implementation of the system was deployed in two real-time operating systems.
One was delivered as part of an industrial cooperation to locate code tags in an incoming
goods department installation as a precursor for automatic reading of these code tags. The
other was part of one of the final demonstrators for the SEARISE EU-project. These two
installations are described in more detail in section 7.

1.3

Summary

In this section I have presented the problem field of understanding and recognizing objects in
arbitrary images, in which this work tries to make a significant contribution. Furthermore, in
section 1.1 I have explained the structure of this thesis in the form of a natural progression of
topics with intermixed experimental results. Finally, in section 1.2 I have given an overview
over relevant publications I was involved in, which, through their individual review processes,
lend credibility to the quality and originality of this work, and also give a glimpse of the
historical development and context of this thesis.

3

2

Motivation

Here I introduce the motivating ideas leading to the approaches developed in the course
this thesis. Starting from physiological findings on the mammalian visual system I extract
some key features for modeling that promise to lead to an efficient image analysis framework. Finally I describe the specific goals I want to reach with the developed structures and
algorithms.

2.1

Inspiration: Human Visual Processing

Vision is probably the most important sense to us humans and most animals for understanding and dealing with the world we are living in. Consequently we have developed a
very powerful apparatus to analyze the images perceived by our eyes. In the recent decades a
vast amount of physiological research has revealed some of the computational structure inside
our brains that is responsible for our remarkable performance in visual tasks. I summarize
here some of the significant structural properties of the discovered human visual analysis
machinery.
After cells in the retina have been stimulated by photons the first stage of processing takes
place right in the retina. From there the optic nerve carries the information to the LGN.
The role of LGN itself is not entirely clear, but from there the information is relayed on to
the area V1 of the visual cortex in the back of the head. Processing at this stage seems
to be concentrated on a kind of wavelet analysis with cells that are sensitive to the local
spatial frequency and orientation of the stimulus including local phase changes through time
indicating motion. Also there seems to be some local integration of information such as
contour integration ref. It is here that Hubel and Wiesel identified the famous simple and
complex cells, i.e. one group of cells responding to localized oriented stimuli of certain phase,
suggesting a kind of wavelet analysis, and another group that was less sensitive to the localization and phase of the stimulus [29]. Information flow from here is split into to spatially
distinct neural pathways: The dorsal and the Ventral pathway ref, of which the Dorsal seems
to be concentrated on processing location and motion specific information, while the Ventral
pathway seems to be more concentrated on analyzing the image content in terms of present
objects.
One main endpoint of visual analysis in the Ventral stream seems to be the area TE of the
inferotemporal cortex. Information reaches area TE after relays via the areas V2, V4, and
4

Figure 2.1: Basic structure of the hierarchical image model: It is build up of several layers.
The lowest layer is the input layer, containing the pixel data or extracted local features.
The following layer consist of units that encode localized regions in the layer below into
a categorical code. The units in these layers are arranged in the same way as their input
regions or receptive fields, a layout which I will in the following, inspired from neurobiology,
retinotopic. The categorical codes generated by these units are then again encoded by the
next layer. This way codes covering increasing receptive fields are built up in a series of
smaller steps, a technique which can also be seen as an instance of dynamic programming.

TEO [55] (this is only the path of the dominating projections, skipping projections also exist,
but they are significantly smaller in number). When the response of cells in the areas along
the visual processing pathway to visual stimuli is measured, one finds that cells deeper along
the processing pathway are responsive to stimuli in a wider field of vision, i.e. they have an
increasing receptive field size ref. TE finally contains cells responsive to certain views of
faces[55, 39]. Cells in TE seem to change their sensitivity properties in response to training
for visual tasks in such a way as to extract the information important for the task more
effectively.
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2.2

Abstraction: Hierarchical Image Analysis

The goal of this work is deriving a powerful image analysis framework from the physiological
and psychophysical results that performs well both in terms of the quality of the analysis
(for example high recognition rates in the object recognition task) as well as in terms of
computational efficiency, so that it will actually be useful in related applications. Thus
instead of turning to detailed modeling of the physiological processes of human or animal
visual cognition and trying to reproduce physiological and psychophysical results I try to
identify abstract concepts that help me construct such a system, and then implement them
in robust and efficient computational algorithms and data structures. The most important
important concept is the topology of the visual information flow:
• Visual areas form retinotopic maps.
• Visual areas are connected mostly serially.
• Visual areas have increasing receptive field size.
• Visual areas have columnar architecture.
The resulting topology is outlined in figure 2.1:
• Visual information flows through a series of layers which encode the visual input.
• The layers are formed by columns of units (depicted exemplarily) which are arranged
on a two dimensional grid.
• Each column is connected to a localized collection of groups in the preceding layers
(their receptive fields).
• The layer-to-layer connectivity is topology-preserving, such that neighboring columns
have neighboring receptive fields.
The topology-preserving connectivity guarantees retinotopy since the retinal topology is
preserved. The increasing retinal receptive field size comes for free, no matter what the
individual receptive field sizes are, which is evident from figure 2.1.
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2.3

Goal: Generic Image Analysis

The motivation for the construction of hierarchical models along neurophysiological inspirations is to construct a generic tool for image understanding. It is clear that human performance will not be reached, nevertheless the hope is that by following principles identified
in human (or more general mammalian) visual processing the end result will be somewhat
generic, and not restricted to any one particular task. In the course of this dissertation I thus
construct a hierarchical image model structure that is able to learn about the distribution
of the images is exposed to. Most of the work here is concentrated on the construction of
a relatively simple hierarchical model, which already proves useful in many real-world applications. Additionally I touch on some possible improvements to the shortcomings of this
model, which indicate important directions of future research.
To fill the developed model structures with live and perform learning I make use of the
tools of Bayesian probability and information processing. The Bayesian framework is the
most sophisticated currently available framework for dealing with information processing in
a generic fashion and allows one to deal with partial knowledge and incremental learning in
a natural fashion. Also the fact that it was developed by humans to deal with uncertainty
in their analysis of the world surrounding them indicates that it at least incorporates some
aspects of human cognition, and is thus a natural choice for this task. This is were I deviate
from the neural modeling route. The goal is to mimic human cognition, not simulate it.

2.4

Summary

In this section I have first (section 2.1) reviewed a series of physiological findings on the
mammalian visual processing system that seem amenable to computational modeling leading
to efficient image analysis algorithms. From these findings I have then (section 2.2) extracted
some key features that I aim to implement and derived abstractions that help transport these
features from physiology into efficient algorithms. Finally (section 2.3) I have detailed the
specific goals I want to reach with the developed algorithms and their implementation and
roughly sketched how I plan to reach these goals, i.e. by discarding many physiological
details and using Bayesian analysis techniques for information processing.
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3

Related Work

Despite many years of research object recognition remains a hard task for automated systems. In contrast, the tasks in object recognition come very easily to us humans. This
has inspired much work in trying to replicate the human abilities by modeling one or more
aspects of the human visual system based on the vast amount of research that has been
carried out on it and related systems (i.e. visual systems of animals that share much of the
brain structure with us, like cats, mice, and monkeys). Bayesian statistics has proven to be
a very powerful too in the design, control, and use of such systems. Also it provides a strong
mathematical tool-set to combine the vast amount of research that has been carried out in
the field of image analysis in particular and pattern recognition in general.
Hierarchical neural neural structures mimicking aspects of the mammalian ventral stream
have been reflected in several schemes for learning and recognition of image patterns. Probably the first such network, called “Neocognitron”, was suggested by Kunihiko Fukushima in
1980 [21]. Neocognitron consists of a series of S- and C-layers (mimicking simple and complex
cell types, respectively) with shared weights for a set of local receptive fields and inhibitory
and excitatory sub-populations of units with interactions resembling neural mechanisms.
Neocognitron learns through a combination of winner-take-all competition and reinforcement
learning, autonomously forms classes for presented characters, and correctly classifies some
slightly distorted and noisy versions of these characters. Neocognitron is to be understood
as a proof of the concept, that neurologically inspired information processing hierarchies
can be used to perform image analysis tasks. In 1989 Yan LeCun et al. [37], introduced
a similar but much more powerful network for written character recognition that generated
local feature descriptors through back-propagation. A later version of this network, now
called “LeNet”, has been shown to act as an efficient framework for nonlinear-dimensionality
reduction of image-sets [22]. “LeNet” is similar in architecture to Neocognitron, but does not
learn autonomously and requires labels to initiate the back-propagation. The latter is not
biologically justified and computationally expensive.
In 2003 Riesenhuber and Poggio (see for example [54]) suggested a computational model
for object recognition in the visual cortex with a similar layout called “hmax”, in which
they put emphasis on the correspondence between model components and cortical areas.
“hmax” employs Gaussian radial basis functions to model the selectivity of simple cells, and
a nonlinear max-function, pooling input from a local population of simple cells, to model
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functionality of complex cells. Learning in “hmax” is constrained to the tuning of simple
cells to random snapshots of local input activity while presenting objects of interest. Despite
of these simplifications, “hmax” and optimizations thereof where successfully applied to the
modeling of V4 and IT neuron responses and also used as an input stage to a classifier for
object and face recognition yielding very good performance [54, 45]. Nevertheless no generic
autonomous learning rule for all the connections in the processing network has been formulated for “hmax” and it thus remains another proof-of-concept implementation of hierarchical
neural architecture.
Another approach that focuses very much on the neural details of neural adaptation and
learning is found in “VisNet”, presented by Deco and Rolls in 2002 [53]. The most interesting ingredient to their model is the fact that it can learn the shift invariance of the feature
detectors autonomously through a temporal learning rule called the trace rule. The work was
one of the first to exploit temporal consistency in image sequences and shows how it might
be exploited by neural systems to learn invariances. Again it remains a proof-of-concept
implementation, that does not aim to lead directly to real-world problem solutions.
Up to 2006 Thomas L. Dean and his research group at Brown University performed some
initial research on a model that is very similar to the ones I construct in this thesis in his
work to build a Bayesian model of the Neocortex (see for example [15]). Unfortunately it
seems this work abruptly stopped in 2006, since no further publications from him or his
group can be found after this date.
Geoffrey Hinton, one of the main forces behind the classical neural networks, pioneered work
with Restricted Boltzmann Machines (RBMs) to model images, trained using Contrastive
Divergence (CD) to construct deep Bayesian Belief Networks (DBNs). A gentle introduction
to his work can be found in [27]. This work is very much ongoing and new approaches within
the framework emerge constantly. Notably Nicolas LeRoux et. al. have begun embedding
segmentation into the RBMs [36], which may be compared to some of the work in this thesis
(see section 6.9). Related work on embedding segmentation in image models, which is similar to the same work on this thesis in different aspects (mainly the interaction with sparsity
constraints), has been presented by Jörg Lücke in [13]. While all of these systems have
shown impressive performance on real world or at least representative data sets, the amount
of computation to perform learning in these systems seems prohibitive. Nevertheless it can
be expected that due to advances in both the learning algorithms as well as computational
hardware some variants of these systems will at some point be used in industrial applica9

tions.
Finally hierarchical modeling is also making an appearance in purely discriminative approaches using Support Vector Machines with notable success [19], though the direction
emerging here is more a loosely coupled object/parts hierarchy instead of a strictly hierarchical information processing architecture such as I am constructing here.

3.1

Summary

In this section I put my work into context in the relevant scientific communities, with a
rough temporal structure starting from older works to the most recent related publications.
I contrasted my approach to these works and show similarities and main differences to each
of the mentioned publications and research endeavors. The key differentiating point here
is that the approach I am taking should lead to a system, in which unsupervised learning
on large datasets is feasible and effective, while supervised training techniques can be used
efficiently to optimize the discriminative performance on a given task after unsupervised
pre-training. Furthermore the system should be ready for real-time video processing, while
still being able to deal with the complexities of real world images.
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4

Bayesian Probabilistic Modeling

In this chapter I collect the mathematical foundations I need to construct the image models.
I do not develop any new approaches in this section, and instead offer a well focused route
though Bayesian theory and algorithms, that equips the reader with a sufficient understanding for the algorithms developed and used in the rest of the thesis, that is otherwise hard
to find in such condensed form in the literature. Furthermore this chapter mirrors my own
learning process as it developed during the work towards this thesis.

4.1

Bayesian Probability

I wish to build systems that are capable of learning the structure of images in an unsupervised
or semi-supervised fashion. Even in the presence of a teacher the systems will have to extract
much of the knowledge needed to cope with the high complexity of images “by themselves”.
Then in the next stage, or already during the stage of learning, the learned structure needs
to be generalized to new images and the appropriate information extracted. I thus need
means to store learned knowledge as part of the system, and a representation about what
the system understands about the currently seen image. Furthermore I can usually not be
sure that a system has discovered the true structure of the images, or the images may be
intrinsically ambiguous and not yield enough information, thus I need a way to deal with
uncertainty in both the representation of learned knowledge and of the information extracted
from currently seen image. The concept of probability is a perfect match for this problem,
especially in the Bayesian interpretation in which it is interpreted as a “measure of a state of
knowledge” [32]. Beyond being a good match for the problem the use of Bayesian probability
enables me to utilize a vast amount of work that has been done in the field. In the following
chapter I quickly review the mathematical foundations of Bayesian probability interleaved
with explanatory examples.
In the following I introduce probability the way that it is needed for this work. While there
is a mathematically rigorous definition of probability I use a more informal one. As a simple
example take a six-sided die. The obvious way to describe the outcomes of a die roll is to
enumerate the sides of the die with the numbers one through six (see figure 4.1). Now given
that the die is perfectly fair one would obviously assign equal probability to all outcomes.
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x( )≡1

x( )≡2

x( )≡3

x( )≡4

x( )≡5

x( )≡6

Figure 4.1: Example of a random variable which enumerates the possible outcomes of a
six-sided die-roll.
Together with the normalization constraint this defines the probability mass function:
p(x) = 1/6; x ∈ {1, 2, 3, 4, 5, 6}.

(4.1)

This means that given 600 rolls of the die on average one expects 100 of those to come down
with the six on top (here “on average” means, that this reasoning, in principle, is exact only in
the limit of infinitely many trials). More formally this is an example of a discrete probability
distribution over a finite set of possible outcomes, which in general can be defined as follows:
p : X → R+
X
p(x) ≡ 1

(4.2)
(4.3)

x∈X

where
X = {x1 , . . . , xn }

(4.4)

is the set of possible outcomes (in the example the six possible sides of the die) and R+ is
the set of positive real numbers. Thus probability assigns a positive value to each possible
outcome, such that the sum over all possible outcomes is one. This latter constraint is
called normalization and expresses the fact, that one and only one of the possible outcomes
ever takes place at any one time. If the outcomes are not discrete but continuous, such as,
for example, the temperature in a weather forecast, probability is stated in the form of a
normalized density:
Z
+
p:D→R
p(x)dx ≡ 1

(4.5)

D

where usually D is some compact subset of Rn . Note that a probability density can take
on values p(x) > 1 for some values of x, as long as the normalization constraint holds. A
12

probability comparable to the discrete probability can be derived from a probability density
by integrating over an arbitrary subset of D, which is the the probability that the outcome
is in this subset:
Z
p(x ∈ S) =

p(x)dx.

(4.6)

S

In more rigorous terms probability is defined as a measure on the set of outcomes, and the
above cases are special cases of this general definition. Since the two cases above suffice for
this work I will not go into detail on the measure-theoretic definition and instead work with
discrete probability functions and continuous probability densities. The following discussion
uses only discrete probability distributions for simplicity. Yet it is applicable also for probability densities, with the difference that the results are again densities, and in general sums
are replaced with integrals.
To illuminate the dynamics of probability of multiple events I consider the probability of
the die coming up six two times in a row. This probability is obviously

1
36

since the first six

will occur in one sixths of the rolls and the second six will occur in one sixth of those rolls.
From this we have the product rule for independent events (independent meaning that the
first die role does not influence or bias the second one):
p(event1 and event2) = p(event1)p(event2)

(4.7)

The property I have used to derive this formula is called independently identically distributed,
or i.i.d. On the other hand the probability of the die to come up with an even number is
obviously

1
2

since halve of the sides carry even numbers. But this is also the sum of the

probabilities of each of the corresponding outcomes. More generally the probability of one
of several outcomes is the sum of the probability of the individual (mutually exclusive)
outcomes is given by the sum rule:
p(event1 or event2) = p(event1) + p(event2)

(4.8)

Events or outcomes in the world are in general not independent of each other, and in fact
probabilistic modeling often consists in modeling dependencies between events and associated
random variables. Dependency between two random variables or events is modeled using
conditional probability:
p(event1 | event2)

(4.9)
13

which is a probability distribution over the possible outcomes of event1 given a specific
outcome of event2. Using conditional probability I can derive another form of the product
rule, which is also the form used in [7]: Consider you wish to know the probability of a roll
coming up one. Given that the roll came up with an odd number (and the die is fair) this
probability is obviously 13 . To arrive at the true value of one sixth we have to multiply this
with the probability that the die came up even in the first place. In general then this gives
the following form of the product rule:
p(event1 and event2) = p(event1 | event2)p(event2)

(4.10)

In order to understand how to deal with incomplete knowledge assume that there are two
dice, one of which has been loaded such that the six will come up twice as often than usual.
Now say I observe a die roll to come up six, but I do not know which of the two die was
rolled. Obviously the fact that it came up six makes it twice as likely that this was the
loaded instead of the fair die, corresponding to a probability of

2
3

that the dice is the loaded

one. The mathematical formula for this kind of inference is given by Bayes’ Formula:
p(B | A) =

p(A | B)p(B)
p(A)

(4.11)

where B is the identity of the die, A is the outcome of the roll, p(B) is the a priori probability
or prior for each die to be used in a roll (which we assumed to be equally 0.5), and p(A) is
the total probability for each outcome. Here the sole task of the divisor p(A) is to ensure
normalization, and a simplified version of the formula can be used:
p(B | A) ∝ p(A | B)p(B)

(4.12)

In this case the right-hand side is usually referred to as a likelihood of B given A, which in
contrast to a probability distribution does not have to be normalized (though it has to be
positive). If we we use conditional distributions to model causality then observing outcomes
of a dependent event yield likelihoods over the possible causes, and Bayes’ law states how to
calculate the probabilities of the causes. In the following I use this kind of inference to gain
knowledge about unobserved variables and parameters of the constructed image models.

4.2

Graphical Modeling

Bayesian Models, in particular those I construct in this work, can contain many hidden and
observed variables, and are specified by defining the joint distribution over all of these. But
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Figure 4.2: One of any possible directed (left), factor (middle, left), and undirected (middle,
right) graphical representations for an arbitrary distribution over the three variables x, y,
and z. Note that the undirected graph is in fact unique and its factor graph can be simplified
to having only a single factor connected to all variables corresponding to the full joint
distribution (right).
this joint distribution is usually composed of many distributions concerning only small subsets of all of the variables. For example in the image models I develop later in this thesis the
variables are arranged in a hierarchy of layers and there are no direct dependencies between
variables from layers that are not neighbors in the hierarchy. In such a case the joint distribution factorizes into factors describing the inter-layer dependencies between neighboring
layers only. Also the latent variables on one level in the hierarchy only directly depend
on small regions of units in the neighboring layers, due to the limited receptive field size.
Furthermore all of the developed models are generative in nature, such that the variables in
the higher layers model hidden causes of the variables in the lower layers. To visualize the
dependencies (or, more importantly form a mathematical standpoint, the in-dependencies)
the model can be represented by several kinds of graphs. Many properties of the model can
be derived directly from such graphs and algorithms can be formulated for the model based
on its graphical form. This kind of operation based on a graphical representation has many
parallels with the use of Feynman graphs in physics.
The directed graph of a model, which captures the causal relationships, is constructed by
factorizing the joint distribution into a number of conditional distributions via the second
form of the product rule (equation 4.10). For example an arbitrary distribution over three
variables p(x, y, z) can be decomposed into the product p(x | z, y)p(y | y)p(z), each of which
only has one dependent variable. The directed graph is then constructed by drawing circular
nodes for each random variable and drawing directed connections to it from each variable it
depends on (see figure 4.2, left). The corresponding factor graph is constructed by drawing
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each factor as a square, and connecting it to all variables it depends on (figure 4.2, middle
left). A third graphical representation is the undirected graph: The undirected graph is constructed from the factor graph by connecting all variables which share a factor into a clique,
i.e. make pairwise connections between each of them (figure 4.2, middle right). Obviously
the factor graph could also have been drawn with a single factor connected to all of the
variables (figure 4.2, right).
The interesting properties captures by the graphical representations are actually the in-
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Figure 4.3: Left: Taking the directed graphical model from figure 4.2 and leaving out the
dependency of x on y leaves us with a Markov Chain, i.e. a chain of variables in which
each variable depends only on its predecessor in the chain. Middle, left: The corresponding
factor graph. Middle, right: An equivalent undirected graph. Right: The directed graph
conditioned on z, making x and y conditionally independent.
dependencies. To illuminate this I will now examine the graphs that appear when one of the
dependencies is removed from the graph in figure 4.2, middle left. If the dependency between
y and x is removed the graph takes the form of a causal chain, also known as a Markov chain,
and the factor and undirected graphs have the same chain structure, though the causality is
no more apparent (see figure 4.3). In this model knowing the value of z obviously renders
x and y independent. One then says that x and y are conditionally independent when conditioned on x. This is obvious from both the directed graph and the factor graph. To read
this property from the directed graph one has to observe that x and y are connected via a
directed path that is blocked by z. On the other hand if z is unknown we may marginalize
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it out leaving:
X

p(x | z)p(z | y)p(y) = p(x | y)p(y)

(4.13)

z

thus x and y are marginally dependent if z is unknown.
Instead removing the dependency between x and z leaves us with the well known naive
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Figure 4.4: Left: Taking the directed graphical model from figure 4.2 and leaving out the
dependency of x on z leaves gives the naive Bayes model. This model has the same independence properties as the 3-variable Markov Chain, though with z and y having exchanged
roles: x on z are marginally dependent but conditionally independent given y.
Bayes model. This kind of model is often used as a simplistic model of multidimensional
data, corresponding to the variables z and x in this case. It is called naive because it ignores
any correlations between the data dimensions, making it easier to use. From the undirected
graph we can see that it has the same independence properties as the Markov chain, just
with the roles of z and y exchanged.
If the dependency between z and y is removed we get an interesting model with different
properties than the two models above: If the distribution does not factorize further the
factor graph contains a factor linking all three factors (top branch in 4.5). If the conditional
dependence factorizes into factors conditional on z and y, respectively we get a factor graph
with three factors, with a separate factor between each pair of variables. Constructing the
undirected graph from the factor graph introduces a connection between the two parent
variables of x, z and y, an effect referred to as marrying the parents or moralization. Due to
this additional link, z and y are not independent given x. From this we can derive the rule
for directed graphs that conditional independence between two variables is not given, if the
variable conditioned on is on the receiving end of the connections in the path between the
two. One says that x is head-to-head in the path. However, as long as there is no information
about x its parents are marginally independent, which is easily seen from the marginalization
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Figure 4.5: bottom: Left: Taking the directed graphical model from figure 4.2 and leaving
out the dependency of x on z leaves gives the graphical model on the left, where x is
simultaneously dependent on both z and y. As long as x is unknown z and y are independent,
i.e. they are marginally independent, corresponding to the graph on the bottom center. But
when conditioning on a certain value of x (or even when any partial knowledge about x
becomes available) they become dependent, corresponding to the graphs at the top right.
This sometimes confusing property is known as explaining away.

of the common factor:
X

p(x | y, z) = 1

(4.14)

x

since p(x | y, z) has to be a probability distribution for all values of y and z. This fact
is lost when converting between the graph forms. This shows that one has to be careful
when working with graphical representations of probabilistic models, as important dependency and factorization properties of the underlying probability distribution can often not
be represented in this notation.
Certain substructures appear repeatedly in a graph. For example when formulating a model
for a set of i.i.d. data points one can formulate the model for a single datum and applies
it to all of the data points. This repetition can be displayed conveniently by grouping the
repeated variables and factors together and surrounding them by a box which is labeled with
the range in which it is repeated. The boxes are referred to as plates and the notation is
called plate notation[7]. A useful extension to this notation when applied to factor graphs
are gates: Gates selectively disable individual factors in the graph depending on the state
of a variable[42]. Many models become easier to understand (and display graphically) with
18

Figure 4.6: An illustrating example for the plate and gate notation: Variable x is modeled
by one of I available factors. Which one is determined by the state of variable c
the introduction of gates. For example the salary of a worker is only directly dependent
on the condition of a particular company if that worker is currently employed there. Gates
are displayed as dashed boxes enclosing the corresponding factors. An example for gate and
plate notation is shown in figure 4.6. Here I separate factors are available to determine the
distribution over the variable x. The gate selects exactly one of these factors, the one whose
index i corresponds to the state of the auxiliary variable c.

4.3

Explaining Away

Here I devote a separate section to an effect that arises in directed graphical models when
multiple causes can be used to explain a single random variable, as in the graph in figure 4.5.
The situation is similar to the product of experts model: The product of experts model is
defined by taking the product of several probability distributions with separate parameters,
and normalizing the result [26, 56]:
N
1Y
p(x | {Θi | i ∈ {1, . . . , N }}) =
p(x | Θi ).
Z i=1

(4.15)

The idea behind the product of experts model is, that each factor, or expert, contributes
a certain constraint on the random variable x. The resulting distribution then represents
the level of agreement between all experts. The normalization constant is given by the
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normalization constraint to exactly cancel the product when marginalized with respect to
Z=

1

X
QN
x

i=1 p(x | Θi )

.

(4.16)

If the experts are modeled as hidden causes zi explaining the data, the normalization constant
depends on the state of the hidden causes:
N
1Y
p(x | {zi | i ∈ {1, . . . , N }}) =
p(x | zi )
Z i=1

Z({zi | i ∈ {1, . . . , N }}) =

N
XY
x

p(x | zi )

(4.17)

(4.18)

i=1

which introduces a dependency between the causes as soon as any non-trivial information
about x enters into the model. The inverse of the normalization factor is the additional factor that appears factor graph in figure 4.5, top. Note that in the absence on any additional
constraints on x this dependency vanishes because the normalization factor exactly cancels
the marginalized product. To understand the effect imagine that a value for x is observed
with probability one, which strongly suggest certain settings for both causes. If now also
one of the causes is observed to have exactly this setting the normalization factor will cancel
part of the evidence for the setting of the other which could also explain the effect, making
it less likely. How much depends on the amount of agreement between the causal predictions. If both causes explain the effect with certainty one, then the evidence will be canceled
exactly, otherwise only partially. Thus one effect can “explain away” the other, i.e. remove
the necessity for the other cause, because the first has already explained the observation.

4.4

Generative Models

The key to unsupervised or semi-supervised learning with statistical methods is to formulate
the system for which parameters are to be learned as a generative model of the data, meaning
a model which induces a probability distribution over the data domain. The task of learning
the parameters then reduces to the analysis of the posterior distribution induced over the
parameters by the data: In order to be a good model it has to encode some knowledge about
the world in such a way, that from all possible configurations of the observable data from the
world it has to be able to tell the probable ones from the improbable ones. Mathematically
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this means the model will encode a distribution p(x) such that p(x) is large whenx is likely
to be produced by the world and small when this is not the case.
Now to really understand the data my model should somehow help me understand how the
data was constructed, that is what the hidden causes are, and how the data depends on these
hidden causes, and possibly the dependencies among the hidden causes. The hope then is
that once I have understood the hidden causes of the data, I will find the objects that we
wished to recognize among them. This means that the probability distribution I want the
model to encode should express the probability of the data conditioned on a set of hidden
variables representing the hidden causes:
p(x, z) = p(x | z).

(4.19)

This kind of distribution is called generative because effectively it enables me to generate
data from the world of possible outcomes by sampling from the distribution, given the hidden
causes. In the context of object recognition this means that given an object label the model
is theoretically able to generate images of this object1 .
Given the generative model and some some data, the resulting distribution over the hidden
causes should tell me something that I am interested in, such as indicating the presence of
certain objects. For this we can again use Bayes’ formula
p(z | x) =

p(x | z)p(z)
.
p(x)

(4.20)

meaning I have to evaluate the likelihood of the data under all of the hidden causes and then
get the distribution over the hidden causes by multiplying with a given prior over z (given
by p(z)), and divided by the probability that x occurred in the first place, or normalizing
directly, depending on which is more convenient.
Usually the model, in order to cope with the complexity of natural images will contain many
more hidden variables than I am interested in, commonly called “nuisance” variables. The
probability distribution over the subset of the hidden variables zi which I am interested in
can be evaluated by marginalizing (i.e. summing over) all the nuisance variables (which I
denote by z\i ):
p(zi | x) =

X

p(z | x)

(4.21)

z\i
1

In the course of this thesis I will not actually be concerned with generating convincing images, but rather

use the generative approach because it leads to effective unsupervised training algorithms.
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Now it might seem intimidating to have to sum over all possible states of potentially very
many hidden variables but luckily there are many algorithms to greatly reduce the computational complexity of this task, usually resulting in approximations that nevertheless yield
useful results. I discuss two of these algorithms in sections 6.1 and C where they are applied
to two versions of the image model developed in this thesis.

4.5

Discriminative and Hybrid Models

If I have a very specific task such as recognizing specific objects I may formulate my model
as one that extracts the information from the data directly. I.e. if the sought information
is encoded in a variable z the model would directly encode a distribution p(z | x), thereby
making it a “discriminative” model because it discriminates certain kinds of data from others
by assigning them different output variables. Though this may seem the same as taking a
generative model and applying Bayes’ law, the learning rules for discriminative models are
very different from those for generative models, since those are focused on modeling the
distribution of the data while discriminative models have a narrowed focus on the task of
generating the right output (for example an object category). Both approaches have their
advantages and disadvantages: Discriminative models have a tendency of focusing on particularities of the training data that help them to generate the right output values, but that
may not be useful in general and thus lead to failures on test data, generally referred to
as “over-fitting” or “over-learning” because some aspects the training data has been learned
more precisely than appropriate. Especially in complex models with many parameters it is
intuitive that discriminative training will have problems because training is driven by the
narrow information channel given by the labels, while much of the information in the data
may be ignored. Generative models on the other hand are usually much too simple to be able
to fully model the data and may thus get confused by its complexity and lose the information
we are interested in in the process.
In [34] an attempt was made to develop principles to combine generative and discriminative
models. The starting observation there is, that there exist two models with the same structure for a discriminative task: a generative one and a discriminative one. The difference
between the two is the direction of causation in the corresponding graphical model. The
approach then is to train both models in parallel on the same data and apply a Gaussian
constraint on the difference in parameters. The reasoning behind the approach is that, while
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being theoretically more powerful, it is hard to formulate and train a generative model because it is hard to model the actual process that creates the data and the data may be
insufficient to learn the complete model. On the other hand a discriminative model may not
generalize well because it concentrates on peculiarities in the training data. But while it was
shown that for some example problems the best performance was achieved somewhere between the generative and the discriminative extreme of the hybrid, no automatic procedure
o determine to determining the right coupling strength parameter could be found
In this work I follow the line of thought often propagated e.g. by Geoffrey Hinton (see for
example [27]) where generative training is used to move the parameter vector into a “sensible”
domain where the model becomes good at representing the data, while the discriminative
model and corresponding learning procedures are good at fine-tuning those parameters to
concentrate on the discriminative task, and thus discriminative learning should used as a
post-processing step to fine-tune the parameters to the task at hand.

4.6

Exponential Family Distributions

So far I have introduced probability distributions (and conditional probability distributions)
purely as arbitrary functions of all involved parameters and variables, besides the normalization constraint that the integral or sum over the data space must be one. But throughout
this thesis I will restrict myself to distributions from the exponential family:
p(x|Θ) = g(Θ)f (x)eφ(Θ)

T u(x)

(4.22)

where φ(Θ) is called the natural parameter vector, u(x) is the vector of sufficient statistics,
which is an arbitrary vector valued function of the data with no additional parameters,
and g(Θ) is a parameter-dependent normalization factor which ensures an integral of one.
f (x) is an arbitrary function of x which does not depend on the parameters and does not
change the normalization. Most of the commonly used probability distributions are from the
exponential family, or are constructed from distributions from the exponential family. For
example the one-dimensional Gaussian distribution
r
τ 0.5τ (x−µ)2
N (x | µ, τ ) ≡
e
2π
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(4.23)

can be expressed in the form of equation 4.22 by the use of the proper sufficient statistics,
natural parameter vector, and functions f and g:
"
#
x
u(x) =
x2
"
#
τµ
φ(τ, µ) =
−0.5τ
r
1
f (x) =
2π
√ −2µ2 τ
g(µ, τ ) = τ e
φ2
p
1
= −2φ2 e 4φ2 .

(4.24)

(4.25)
(4.26)
(4.27)
(4.28)

Functions from the exponential family have the nice property, that their logarithm is linear
in the natural parameters and sufficient statistics, which is why such models are also called
log-linear (note that many distributions which are initially not log-linear can be made such
by proper choice of the functions u(x) and φ(Θ), as was done for the Gaussian distribution
above). Another important property of exponential family distributions is related to their
entropy, which is a probabilistic measure of the uncertainty in the variables: The exponential family distributions are among those with the maximum entropy, i.e. the maximum
uncertainty, which can be achieved by any distribution which preserves the expected values
of the sufficient statistics, also called moments, of the data. This means that the exponential
family distributions are exactly those distributions which include the minimum amount of
additional information beyond those moments of the data (see for example the information
theory lecture of Professor Richard Kleeman [33] for a proof of this property using Lagrange
multipliers). Using maximum entropy distributions thus gives the designer maximal control
over the information which the distribution should preserve, and avoids the inclusion of additional information. This is also in accordance with the principle of “Occam’s Razor” which
states that of all possible models which fulfill the given criteria the simplest one (i.e. the
one containing the least amount of information) should be chosen [1].
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4.7

Conjugate Exponential Models

Since most of the time I wish to learn the exact form of the distribution from the data, I am
concerned with efficiently encoding knowledge obtained from the data about the parameters.
The most natural approach from a Bayesian standpoint is to encode this knowledge in
a distribution over the parameters themselves. To choose the form of this distribution I
further note, that a major motivation for the approach I have chosen is the ability to learn
unsupervised, i.e. I will be calculating or approximating the posterior parameter distribution
after seeing the data, which is proportional to the product of the prior and the data likelihood:
Y
p(Θ | x) ∝ p(Θ)
p(xi | Θ)
(4.29)
i

If I further allow continuous updating of the posterior, i.e. using the posterior from the data
seen so far as prior for the following data, it becomes desirable that the functional form of
the posterior be the same as that of the prior. For some distributions p(x | Θ) from the
exponential family a prior of the form
Tν

p(θ|η, ν) = g(θ)η h(η, ν)eφ(θ)

(4.30)

will lead to a posterior of the same form with parameters
η0 = η + N
ν0 = ν +

N
X

(4.31)
u(xn )

(4.32)

n=1

where N is the number of data points. The prior thus encodes a set of previous observations (or pseudo-observations if no data has actually been seen) where η plays the role of a
counting variable and ν accumulates the observations sufficient statistics. Distributions that
lead to such convenient update rules are referred to as conjugate priors. A comprehensive
list of conjugate priors for commonly used distributions can be found in [20] and a table of
the distributions I use in this thesis together with some important properties can be found
in the section B.
If all parameters of a probabilistic model are equipped with conjugate priors it is collectively
called a conjugate exponential (CE) model. The probabilistic image models I construct in
this thesis are built from model components from the exponential family equipped with conjugate priors and thus in composition always remain conjugate exponential.
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4.8

Parameter Estimation

Here I describe the method I use to estimate parameters from the data, i.e. generatively, in
a generic fashion and put it into historical context.
4.8.1

Optimization Criteria

Generative learning refers to finding a set of parameters for the model that agrees with the
data. The most straight forward way of pursuing this goal is via maximizing the parameter
likelihood, which is the same as maximizing the probability that the data was generated by
the model. For obvious reasons this strategy is known as maximum likelihood (ML) learning
[3].
Since directly maximizing the likelihood can lead to pathological solutions, especially if the
likelihood is not bounded2 one can introduce a distribution over the parameters, called a
prior since it is specified prior to seeing the data. Priors are often used to penalize excessive
precision of the model when modeling few or even just a single data-point. The product
of the prior and the data likelihood gives the posterior parameter distribution (posterior
because it arises after seeing the data). Maximizing this instead of just the likelihood leads
to maximum a posteriori (MAP) learning [16].
The fully Bayesian treatment of the problem is to not chose a single set of parameters but to
use the full posterior distribution over the parameters at all times. Inference then requires
marginalizing out the parameters or performing some kind of approximation. One advantage
of maintaining a parameter distribution at all times is, that, for example, on-line learning,
i.e. a single data-point at a time, becomes straight forward: The posterior after seeing some
of the data becomes the prior for all the future data (see e.g. [41] for a discussion of Bayesian
learning in the context of classical neural networks).

4.8.2

Learning with Unobserved Variables

When the model has unobserved variables then these have to be estimated along with the
parameters. The problem with doing this directly is, that the parameters induce a coupling
of the unobserved variables for all data-points in the data-set, usually making this kind of
2

This is, for example, the case for a normal distribution modeling a single data-point: As the width off

the Gaussian approaches zero the likelihood approaches infinity
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inference intractable. To avoid this problem learning can be performed performed iteratively:
Keeping the parameters fixed distributions over the unobserved variables are estimated individually for each data-point. Since the parameters are fixed during this step the unobserved
variables for individual data-points become independent, usually making this step tractable.
Given those distributions, the parameters are updated. When performing ML learning this
leads to the well known expectation maximization (EM) algorithm [17]:

1:

Choose an initial parameter set Θ0 (usually randomized within reasonable bounds).

2:

while not converged do

4:

Qt (Z) ← p(Z | X, Θt ).
P
QM L (Θt+1 , Θt ) ← Z p(X, Z | Θt )Qt (Z).

5:

Θt+1 ← argmaxΘt+1 QM L (Θt+1 , Θt ))

6:

t←t+1

3:

7:

end while

To perform MAP instead of ML learning one replaces QM L (Θt+1 , Θt ) by QM AP (Θt+1 , Θt ) ≡
QM L (Θt , Θt−1 )p(Θ) where p(Θ) is the prior on the parameters. The maximization step on
line 5 can generally be performed by gradient ascent in Q(Θt+1 , Θt ). However, for many
distributions the solution can be performed analytically by setting the gradient to zero and
solving for the parameters. To estimate the full posterior a more involved approximation
algorithm can be used, which is explained in the next section.
4.8.3

Variational Posterior Approximation

As has been explained in section 4.7 it can be ensured, by making the prior conjugate to the
model distribution, that the posterior has the same form as the prior. Still calculating the
posterior exactly becomes intractable in the presence of unobserved variables, as one would
have to infer about both simultaneously:
p(Θ, Z, X) = p(Θ, Z | X)p(X)

(4.33)

= p(X | Θ, Z)p(Z | Θ)p(Θ).

(4.34)

To resolve this problem I begin by introducing an approximate distribution q(Θ, Z) and
decompose the log-marginal probability of the data into a the expectation given the approx-
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imation and an approximation error term:
ln p(X) = L(q) + KL (q k p)


Z Z
p(Θ, Z, X)
L(q) =
q(Θ, Z) ln
dZdΘ
q(Θ, Z)


Z Z
p(Θ, Z | X)
dZdΘ
KL (q k p) = −
q(Θ, Z) ln
q(Θ, Z)

(4.35)
(4.36)
(4.37)

where L(q) is a lower bound since the error term, given by the Kullbach-Liebler divergence
between the approximation and the true posterior, is always positive. Thus we can minimize
the error indirectly by maximizing the lower bound. Since the main problem in the posterior
estimation is the coupling between unobserved variables for individual data-points via the
parameters, one chooses an approximations q(Θ, Z) which factorize between the parameters
and the hidden variables:
q(Θ, Z) = q(Θ)q(Z).

(4.38)

In this case the lower bound decomposes into:
Z


L(q) = q(Θ) hln p(Θ, Z, X)iq(Z) − ln q(Θ)
Z


− q(Z) hln p(Θ, Z, X)iq(Θ) − ln q(Z)

(4.39)

and we get an EM-algorithm by optimizing each one in turn while keeping the other one
fixed. Note that no further assumptions about the nature of the approximations entered the
derivation. For example in one of the experiments I resort to sampling to approximate the
hidden variable distribution q(Z), which does not change the validity of the optimization,
even though it might affect its quality, and judgment has to be done via experimental results.
When the parameter posterior approximation q(Θ) has the form of a Dirac delta function,
then the variational optimization yields the maximum likelihood and maximum a posteriori
variants described above. The difference between the two then lies in the choice of parameter
prior, which in the case of ML is implicitly uniform

3

When the prior is conjugate to the model, i.e. the model is conjugate exponential, the true
3

A uniform prior can often not be normalized, which is then known as an improper prior. Nevertheless

using an improper prior yields a valid posterior, up to normalization, which has to be done manually and in
hindsight.
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posterior has the same form as the prior. Naturally the approximation should then also have
the same form. In this case the first term in equation 4.39 can be reduced to zero by setting:
q(Θ) = ehln p(Θ,Z,X)iq(Z) 4 .

(4.40)

Since q(Θ) is conjugate to p(Θ, Z, X) this amounts to collecting the expected sufficient
statistics and the prior:
p(Θ) ∝g(Θ)η eφ(Θ)
0

0

Tν

q(Θ) ∝g(Θ)η eφ (Θ)
ν 0 =ν +

N
X

(4.41)

T ν0

(4.42)

hu(Z, X)iq(Z)

(4.43)

i=1
0

η =η + N.

(4.44)

Optimizing the second term by setting:
q(Z) = ehln p(Θ,Z,X)iq(Θ)

(4.45)

amounts to performing inference as if the parameters where fixed to φ = hφiq(Θ) . Alternating
these two optimization steps leads to an algorithm which is very similar to EM-learning and
is generally known as Variational Bayesian Expectation Maximization (VBEM)[7].
Note that in general there is no limitation to the form of the approximating distribution.
Thus further approximations can be introduced if the factorization does not suffice to make
inference over unobserved variables tractable, such as further factorizations over individual
or groups of unobserved variables .

4.9

Summary

In this section I reviewed the required theoretical background for building and training the
probabilistic image models I have developed in this thesis. While none of this theory has
been originally invented by myself, it represents the results of my studies in the field of
Bayesian probabilistic modeling and lays the ground upon which the rest of this thesis is
built. It may also serve readers of this thesis as a very “to the point” introduction to the
4

Obviously this equation is not restricted to parametrization, and is actually a form of message passing

between the factors. This perspective on variational optimization via message passing has been formulated
and analyzed in great detail in John Winn’s work on Variational Message Passing [30].
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required set of concepts that are otherwise rarely found in this concise form in one place.
In section 4.1 I reviewed in a condensed (and simplified) form the concept of Bayesian probability and its mathematical properties, and justified the use of this concept for efficient
encoding of knowledge extracted from data within a given probabilistic model.
In section 4.2 I introduced the important concept of graphical modeling, which is the most
important tool I use in this thesis to build complex probabilistic models of many hidden and
observed random variables by the composition of simpler models of relatively few random
variables. In the course of the section I developed the notation and review the properties of
important local graphical structures.
In section 4.3 I discussed the potentially problematic phenomenon of explaining away that
arises in a certain class of local graphical structures in graphical probabilistic models. This
problem arises in many of the models I develop in the following sections and thus in section
6.9 I show one possible way to avoid this problem entirely.
In section 4.4 I introduced and justified the concept of generative models as a way to use
probabilistic models to try and understand the data, rather than trying to fit a function
to a given input/output relationship as is classically done in image recognition tasks. Here
understanding means unsupervised discovery of repeating local structure in and the compositional nature of natural images and the unsupervised estimation of the associated probability
distributions. In the following section I then pointed out some of the limitations of generative modeling and point to some previous work in which combinations of generative and
discriminative have shown improved performance over each approach alone, which serves as
the justification of such combinations used later in this thesis.
In sections 4.6 and 4.7 I introduced an important class of parameterized models, that allow
closed form estimations of parameter distributions from data, and retain this property under
composition in graphical models. Models from this class form the basic building block of
the models I build in this thesis and their properties are exploited in the algorithms I use to
work with these models.
Finally in section 4.8 I turned to the problem of parameter estimation from data in conjugate
exponential models, and presented variational Bayesian expectation maximization (VBEM)
as a natural development from the classical maximum likelihood and maximum a posteriori
estimation approaches. In the following I always use VBEM for parameter estimation of the
generative models, and only turn to a stochastic version in a more complex model towards
the end of this thesis.
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Figure 5.1: Graphical representation of the multivariate naive Bayes mixture model. Left:
The directed graphical model. Note that there are no inter-dependencies between input
variables. The latent variable z is discrete a one-out-of-k variable that can be thought of as
a k-bit vector with a single active bit. Right: The corresponding factor graph in gate/platenotation. In total there are I · K factors, I of which are active at any one time.

5

Modeling Image Patches

Before I turn to the construction of hierarchical image models I first consider the task of
modeling small image patches. The patch models introduced here form the starting point
and core components of the hierarchical models to implement the receptive field structure
around which the hierarchical model is constructed.
To demonstrate the various algorithms and distributions I interleave the theory in this section
with experiments on the MNIST handwritten digit data-set, which consists of 70.000 digitized
single handwritten digits in the range 0-9. The images in this data-set have a resolution of
28x28 pixels with no discernible fine structure finer than about 4x4 pixels, thus serving as a
good proxy for small local receptive fields. A more detailed description of the data-set can
be found in section A.1.

5.1

Mixture Model

As a patch model I exclusively use the naive Bayes mixture model : A mixture model models
the probability distribution of an observed variable (which may be of any dimensionality)
conditioned on a categorical latent variable z which can take one out of K values. Thus
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effectively there is a separate probability distribution over the data for each state of z, each
with the same functional form, but with different parameters. Adopting a vectorial notation
for z with only one non-zero entry which is one (also known as one-out-of-k-vector ) , the
functional form of the mixture model becomes:
Y
p(x | z) =
p(x | Θk )zk

(5.1)

k

where Θk are the parameters for each state of z. Note that if the p(x | Θk ) are from the
exponential family then so is p(x | z), since its logarithm is the sum of the logarithms
of p(x | Θk ) , multiplied by the corresponding components of z. The functional forms of
p(x | Θk ) I use in experiments and applications are the normal or Gaussian distribution over
unbounded real continuous variables:
τ
2
p(x | µ, τ ) = √ eτ (x−µ)
2π

(5.2)

the binomial distribution over a single binary variables (or bit):
p(x | µ) = µx (1 − µ)1−x

(5.3)

and the multinomial distribution over categorical variables (in one-out-of-k vector notation):
Y x
p(x | π) =
πk k
(5.4)
k

all of which are from the exponential family. The corresponding conjugate priors for Bayesian
learning are the normal-Gamma, Dirichlet, and Beta distributions, respectively (see the Appendix for details and further important properties of these distributions and their conjugate
priors). The naive Bayes construction of multivariate versions of these distributions then
takes place by taking the product of uni-variate distributions of the same form but with
separate parameters. Here the term naive refers to the implicit assumption, that the input
variables are independent and thus the covariances vanish. While this indeed is a naive assumption it simplifies inference considerably, and has been used with great success in many
applications [52].
Given a mixture model the distribution over the latent variable given a data instance is
easily derived using Bayes law:
p(x | Θk )
p(z | x) = P
k p(x | Θk )

(5.5)

32

where the denominator is the probability of the data p(x) given the model and serves as
normalization constant. It can be estimated a posteriori since p(z | x) is a normalized
multinomial distribution. Using a mixture model and Bayes law the data can be encoded
as a multinomial distribution by comparing the likelihood of several data models, which is a
nice example how complex models can be constructed from simpler ones.
When the mixture model is used in isolation, i.e. is not part of a larger graphical model,
the joint distribution of data and latent variable has to be completed by introducing a prior
over the latent variable:
p(x, z) = p(x | z)p(z)

(5.6)

Where the prior p(z) is obviously again a multinomial distribution since z is categorical. To

Figure 5.2: Means of components learned by a Gaussian mixture model from the MNIST
data. Components are arranged on a 6x6 grid. As can be seen only three components model
the data, and no clear separation of the numbers can be discerned.
learn the patch model from image data I use VBEM learning as described in section 4.8.3,
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where the E-step is used to estimate the state of z for each datum:
νk0

=ν +

ηk0 =η +

N
X
i=1
N
X

u(x)p(zk = 1 | x)

(5.7)

p(zk = 1 | x).

(5.8)

i=1

To illustrate this I learn a patch model from the MNIST data. As component model I use a
Gaussian distribution and the mixture model is set to contain 30 components. The means
of the learned components are shown in figure 5.2.

5.2

Renormalization

As can be seen in the MNIST example there is a tendency of VBEM to severely under-fit the
data, even if the model is a perfect fit for the data (see [40] for an illustrating toy example).
In the case of the mixture model this expresses itself in the tendency of VBEM to use to
too few of the available mixture components. In the most extreme version, which is not
unusual in the case of difficult data-sets, VBEM assigns all the data to a single mixture
component, effectively rendering the solution useless for further data analysis. To prevent
this collapse I equalize, or re-normalize, the statistical weights of the components, also called
pseudo-counts, between VBE- and VBM-step:
PI
rkj
0
i=1 rki
rkj =
where rk ≡ PK,I
Krk
k,i=1 rki

(5.9)

where the r stand for the right summand of the right-hand side of equation 5.8. The effect of
this redistribution of pseudo-counts is an increase in the mixture entropy: The entropy of a
P
mixture distribution rkj , k = 1 . . . K, j = 1 . . . N , with component probabilities rk = j rkj
is the sum of the mixture entropy and the component entropies:
H(rkj ) = H(rk ) +

K
X

H(rkj /rk ).

(5.10)

k=1

For the entropy of the normalized distribution we have after some simplifications:
0
H(rkj
)

= log(K) +

K
X

H(rkj /rk )

(5.11)

k=1
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Figure 5.3: Illustration of the intuition behind the renormalization idea: Since the lower
bound is partially made up by the entropy of the approximating distribution increasing this
entropy should increase the likelihood lower bound. The idea has to be applied with care,
however since a decrease in the cross-entropy between true and approximating distribution
may counter the gain.
meaning that the component entropies are identical, but the mixture entropy is maximized.
This modification can be seen as a specialization of the VBEDM approach as developed
in [11]5 . The D in VBEDM stands for diffusion, generally referring to an entropy increasing
transformation step inserted between the E and the M step of VBEM. The argument for
VBEDM is that due to the entropy increase this step must increase the variational lower
bound, as is indicated by the following decomposition of the lower bound:
L(q) = H(Q, P ) + H(Q)

(5.12)

stating that the lower bound is the sum of the entropy of the approximating distribution and
the cross-entropy between the true and approximating distributions (this intuition is further
illustrated in figure 5.3). This is not exactly true, since the cross-entropy may also be affected
by this change and the direction of this change is not known6 . Boccignone et. al. had
5

In fact I developed this approach before I found out about VBEDM, but present VBEDM here, as it

lends more justification to the approach and puts it into a more generic context.
6
intuitively this means that the smoothing introduced by the transformation may loose too much information about the true distribution
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observed empirically that in their applications the lower bound indeed always increased[10].
In my applications I did not find that to be the case: After an initial strong increase of the free
energy there sometimes was a slight decrease before the algorithm converges. Nevertheless
this modification always prevented the collapse of the mixture model and in effect found
solutions with a higher lower bound than in the case of collapse. In theory it should be
possible to detect the decrease in free energy and disable the renormalization, and continue
with normal VBEM afterward. Since the variational optimization cannot decrease the lower
bound the solution should at least be stable. Effectively then the renormalization prevents
VBEM from finding a poor local optimum in the free energy landscape.
When this technique is used to model the MNIST data-set with a single mixture model the

Figure 5.4: Components learned by a Gaussian mixture model using renormalization during
VBEM-learning from the MNIST data. Components are arranged on a 6x6 grid. In this
case nearly all components model the data while none severely over-fit (as can be seen by
the remaining fuzziness). Also many components specialize for certain digits.
model is much more reasonable and uses most of the available components, yet does not overfit, and the resulting mixture should be a good basis for the associated digit classification
task (see figure 5.4).
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5.3

Non-Parametric Mixture Model

To avoid having to specify the number of components up front, the mixture model can be
turned into a Dirichlet process mixture model, where the prior over the cluster assignments is
constructed from the Chinese restaurant construction of the Dirichlet process[2]. Clustering,
i.e. the assignment of multiple observations to the same mixture component, is a natural
property of this construction. In theory the Dirichlet process operates on a countable infinite set of possible assignments (i.e. and infinite number of possible mixture components).
Effectively though the number of components actually used (i.e. receiving any assignments)
always remains finite for a finite number of data points. Thus a reasonable approximation is
to limit the number of allowed components to some fixed number up front, and use this as
a variational approximation. This corresponds to using the truncated stick breaking distribution as a variational approximation to the Dirichlet process, which is explained in detail
in [9]. I briefly summarize here its most important properties.
The prior of the truncated stick breaking distribution is given via:
i−1
Y
p(zi = 1 | v) = vi (1 − vj )

(5.13)

j=1

p(vi<T | α) = Beta(1, α)

(5.14)

p(vT = 1) = 1

(5.15)

where the vi are the stick breaking proportions which are Beta-distributed with concentration
parameter α and the last row implements the truncation by terminating the stick breaking
process at a pre-determined truncation bound T . The posterior over the stick breaking
proportions given sufficient statistics φn,i from n cluster activation observations is:
!
T
X
X X
φn,i , α +
φn,i
p(vi<T | φn,t ) = Beta 1 +
n

n

(5.16)

j=i+1

from which the cluster probabilities are derived as in equation 5.13. In contrast to the symmetric Dirichlet prior the truncated stick breaking prior is not asymmetric by construction,
which makes random initialization unnecessary. Instead it tries to cluster the data into as
few components as necessary. Unfortunately this contradicts the symmetry enforcing renormalization transformation, rendering those two approach is incompatible. Thus I use this
prior only in the context of embedded segmentation when applied to relatively simple toy
data in section 6.9 to speed up learning.
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5.4

Classification

c
z
x1

...

xn

Figure 5.5: Left: The graphical model for classification with the image patch model: To
classify an image (-patch) the latent variable is mapped to a class-label. Right: Classification
results with the mixture model trained on the first 10000 images from the MNIST data-set
on the complete test-set with varying number of mixture components.
The output of the patch model can already be used to perform classification, by using
it as input to a naive Bayes classifier, which is effectively a uni-variate multinomial mixture
model of the cluster assignments performed by the patch model, in which the latent variable
is tied to the image class, resulting in the graphical model in figure 5.5, left. The classifier is
trained on the latent variable distribution estimated from the mixture model using eq. 5.5.
Training the classifier in this way takes a single VBEM iteration, since input and output of
the classifier are fixed. Figure 5.5, right shows the classification rate of this classifier on the
MNIST data when trained on the first 10000 images from the training set. What is evident
is that no sign of performance degradation due to over-fitting can be seen, even as the ratio
of mixture components to the to number of training examples approaches 10%.

5.5

Summary

In this section I proposed a standard multivariate mixture model as a model for image
patches (section 5.1). Noting that using a mixture model with standard training techniques
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leads to sub-optimal representation I then developed an entropy-maximizing transformation
on the latent variables, performed just before the variational statistical update (the VBMstep, equations 4.41–4.44) in section 5.2, and pointed to empirical work by Bocchione et
al.[11] that, curiously was developed parallel to my own work (it was presented on the same
workshop where I first mentioned this technique in public myself). The discussion found
int [11] offers a nice theoretical and empirical justification for such transformations. I then
showed how the introduction of the developed transformation in the learning process prevents
the collapse of the internal representation, and leads to robust classification without any sign
of over-fitting even for a large number of clusters in section 5.4.
In section 5.3 I also shortly reviewed the non-parametric Dirichlet Process Mixture Model
and its variational approximation as a technique to estimate mixture model parameters
without the need for random initialization and pre-determination of the mixture cardinality,
that I use in some of the experiments in this thesis.
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6

The Hierarchical Convolutional Image Model

Equipped with a model of image patches, where the image may be encoded by real, binary,
or categorical values, I now turn towards realizing a hierarchical image analysis network as
outlined conceptually in section 2.2 by providing implementations for the components: A
abstraction

implementation

neural column (input)

random variable (real, binary, or categorical)

receptive field

input to a dedicated mixture model

layer-to-layer connections

predictive distributions of the mixture models

neural column (intermediate/output) latent variable of a local mixture model (categorical)

layer of the hierarchical image model is constructed by arranging receptive fields on a regular
grid such that they cover the input space. As model for each receptive field the mixture model
introduced above is used. Mixture models on the same hierarchical level share all of their
parameters, since in general features are not expected to be dependent on the position in the
image. On the lowest level the receptive fields contain pixels from the image itself or feature
vectors from low-level image processing arranged in a two dimensional grid corresponding
to the feature position in the image. The mixture models for each receptive field then
encodes the data in the receptive field in the form of a distribution over mixture component
assignments, encoded in the latent variable. These latent variable distributions are then
arranged in the same fashion as the receptive fields themselves, resulting in a two dimensional
map of random variables, which is then used as input for the next level. The image or feature
data is modeled by Gaussian mixture models, while the latent variables on higher layers are
modeled using multinomial mixture models. In the simplest case neighboring receptive fields
to not overlap, such that each input feature is modeled by a single model. If however
neighboring receptive fields do overlap it has to be specified how the predictive distributions
from multiple mixture models converging on a single input location are combined, which in
turn determines the dependency of each involved mixture model’s output (the posterior over
the categorical latent variable) on the value of the input at that location.
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6.1

Convolutional Layer
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Figure 6.1: The convolutional layer is constructed from a grid of patch models of overlapping
input patches. The predictive distribution for any particular input location is the product
of the predictive distributions of all parents, meaning all patch models that contain this
location in their input.
The most obvious way to combine predictive distributions of multiple models is to take
their product, corresponding to the graphical model in figure 6.1. Since locally this corresponds to the configuration in figure 4.5 this leads to explaining away. I will mostly neglect
this effect, corresponding to leaving out the additional factor between overlapping receptive
field models, leading to approximate inference. As an alternative solution I discuss an approach to eliminate explaining away directly in the model in section 6.9.
To perform inference in a network composed of convolutional layers I use Belief propagation. Belief propagation is an algorithm that is based on the work of Judea Pearl in the
early eighties [50]. It has the nice property that its computational cost is linear in the size
of the model while actually being exact in the case of tree shaped model graphs, where it is
effectively an application of the dynamic programming paradigm [18] to the marginalization
problem stated in equation 4.21: Consider the factor graphical model in figure 6.2, left. In
order to determine the marginal distribution over x we need to marginalize out all the other
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Figure 6.2: The undirected dependency graph (left) and the corresponding factor graph
(right) of a probabilistic model for which belief propagation is exact.
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variables:
X

p(x) =

p(x, y1 , y2 , z1 , z2 , z3 , z4 ).

(6.1)

y1 ,y2 ,z1 ,z2 ,z3 ,z4

We can do better than that by exploiting the factorization given by the factor graph in figure
6.2, right:
X

p(x) =

p(x, y1 )p(x, y2 )p(y1 , z1 )p(y1 , z2 )p(y2 , z3 )p(y2 , z4 )

(6.2)

y1 ,y2 ,z1 ,z2 ,z3 ,z4

=

"
X

!
p(x, y1 )

X

y1

p(y1 , z1 )

z1

p(y1 , z2 )

!
X

p(x, y2 )

y2

(6.3)

z2

"
×

!#
X

X

p(y2 , z3 )

z3

!#
X

p(y2 , z4 )

z4

where equation 6.3 is the result of rearranging terms by exploiting the associativity of the
real numbers. One can see that the sum decomposes into a hierarchy of sums and products
that reflects the structure of the factor graph. I will now quickly review the general algorithm
in the form found in [7], chapter 8 where, due to the characteristic alternation of sums and
products, it is called the sum-product algorithm:
Consider a variable x in a graphical model. In order to find its marginal distribution we
need to marginalize its adjacent factors with respect to everything else and then take the
product of those marginals:
p(x) =

Y

X

Fs (x, Xs )

(6.4)

s∈neighbors(x) Xs

=

Y

µfs →x (x)

(6.5)

s∈neighbors(x)

where Fs (x, Xs ) denotes the effective factor generated by the whole sub-tree of the graph
connected to x via factor fs and Xs denotes the set of variables in this sub-tree. Equation 6.4
implicitly defines the messages µfs →x (x) from the factor fs to the variable x. To complete
the algorithm I decompose the effective factor Fs (x, Xs ) by moving one step further away
from x in the graph:
Fs (x, Xs ) = f (x, x1 , . . . , xM )

M
Y

Gm (xm , Xsm )

m=1
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(6.6)

where the xm are the variables adjacent to the factor fs except for out root variable x and
the Xsm are the remaining variables in the sub-tree beyond xm . The Gm (xm , Xsm ) are the
contributions by the factors adjacent to xm except for fs :
Y
Gm (xm , Xsm ) =
Fl (xm , Xml ).

(6.7)

l∈neighbors(xm )\fs

Now by substituting this into the definition of µfs →x (x) we get:
µfs →x (x) =

X

f (x, x1 , . . . , xM )

Gm (xm , Xsm )

X

f (x, x1 , . . . , xM )

X

M X
Y

Gm (xm , Xsm )

(6.9)

m=1 Xsm

{x1 ,...,xm }

=

(6.8)

m=1

Xs

=

M
Y

f (x, x1 , . . . , xM )

M
Y

µxm →fs (xm )

(6.10)

m=1

{x1 ,...,xm }

which defines µxm →fs (xm ). By substituting equation 6.7 into this definition we can close the
recursion:
µxm →fs (xm ) =

X

Gm (xm , Xsm )

(6.11)

Xsm

=

Y

µfl →xm (xm )

(6.12)

l∈neighbors(xm )\fs

where the last step again involves the rearrangement of some terms using associativity. Effectively thus calculating the marginals involves two kinds of messages. All of these messages
can then be determined by initializing them with one, and then updating each one in turn.
To avoid unnecessary calculations one starts at some arbitrary node, updates messages moving away from this node until all the leaves are reached, and then updates messages going
all the way back to the starting node. Note that this exactly corresponds to the well known
forward-backward-algorithm for hidden Markov models [51].
If receptive fields in one or all of the layers overlap the tree property no longer holds: The full
factor graph contains loops, even when explaining-away is neglected, making some messages
depend indirectly upon themselves. This may prevent convergence of the algorithm after a
single pass over all messages. Empirically however the algorithm still converges after one or
more iterations and is commonly used in models with loops in their factor graph. In this
domain the algorithm is known as loopy belief propagation (LBP). Some light has been shed
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on this in the Yedidia, Freeman, and Weiss [57] where it has been shown that LBP optimizes
part of the the Kullback-Leibler divergence between the estimated and the true marginals,
while only taking into account pairwise interactions between factors and nodes.

6.2

Generative Learning

Intuitively to train the hierarchical model I would apply the images at the lowest layer, run
inference on the complete model for each image (VBE-step), and use the collected statistics
to update all of the parameters at once. The problem, with this approach is that in the
first iteration the lower layers yield a poor encoding of the data, and the upper layers will
be trained on this encoding. Obviously the resulting parameters are ill suited to modeling
the images since they actually only very little information about the images actually went
into their specification. In the following EM-iteration then the upper layers will provide
a poor prior to the lower layers, and possibly disrupt the learning process in this layer.
On the other hand the encoding of the lower layers changes during training and thus the
distribution seen by the upper layers effectively appears non-stationary, for which the EMlearning is ill suited. To avoid these problems I initially train the network by training each
layer individually, layer-by-layer from bottom (input data) to top:
1:
2:

for each layer (bottom to top) do
for number of desired EM-steps do

3:

(VBE-step)

4:

for each image do

5:

run inference on all layers up to the current layer

6:

collect statistics for the current layer

7:

end for

8:

(VBM-step)

9:

optimize the parameters of the current layer with the collected statistics

10:
11:

end for
end for

Due to the properties of VBEM this still increases the variational lower bound of the complete
model likelihood in every step: Since the parameters of the individual layers are independent
they provide different factors in the lower bound which are updated individually.
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Once layer-by-layer learning is finished and all layers have arrived at sensible parameter
settings I run the VBEM-algorithm on the whole network. Now the upper layers provide
sensible context dependent priors for the lower layers and the lower layers can adapt to better
represent the data given these priors. The upper layers in turn can adapt to these changes.
Non-stationarity should not be a problem at this point, since parameter changes should be
small.

6.3

Object Recognition with the Hierarchical Model

The simplest way to utilize the hierarchical image model for object recognition is to stick
a separate naive Bayes classifiers on each of the output latent variables of top layer of the
hierarchy. The advantage of this approach is that it is conceptually straight forward and
both generative and discriminative learning are straight forward. To train these classifiers a
pixel-level labeling of objects in images is required, which then leads to a patch-wise classification of patches belonging to the object of interest, and tools like connected component
analysis can then be used to extract complete objects. This is the appropriate approach to
the code tag localization problem in the code tags data-set (see section A.3), where code tags
appear in many shapes and sizes but are well described by their local texture. The networks
effectively learns to recognize parts of the code tags by local patterns, mostly bar codes, dot
codes, and writing. The complete tags are then found using connected component analysis
with a manually selected threshold on the code tag classification probability.
If the object shape is known and fixed the network can be constructed so that the effective
receptive field of a top level patch model (i.e. the image region that it indirectly receives information from in a feed-forward belief propagation pass) corresponds to the object shape. In
the simplest form this is obviously the case for the MNIST handwritten digits data-set, where
the digits are pre-centered and -scaled. This is also the case in the INRIA-LEAR pedestrian
data-set (see section A.2) in which pedestrian images have been rescaled to 64x128 pixels.
During learning then the pedestrian images are shown in isolation, so that they are perfectly
aligned with a single effective receptive field of a top layer patch model, while the associated
classifier is given the pedestrian class-label. During the presentation of the negative examples
on the other hand all classifiers are given the background class-label. To be generally useful
in a real world application the objects of interest have to be detected at any possible position in the image and a range of scales. It is therefore important to know how the detection
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Figure 6.3: upper left: The miss rate on the test images from the INRIA-LEAR pedestrian
data-set at a false positive rate of 10−4 as a function of the size of the pedestrian relative
to the size in the training set. upper right: Contour plot of the miss rate as a function of
the displacement of the detector window relative to the target.Bottom: Contour plot of a
two dimensional Gaussian fit to the displacement data. The mean relative error of the fit is
≈ 0.062.
performance reacts to deviations in size and position of the target (rotation is not handled
here, since persons are expected to always remain upright). In the upper left of figure 6.3 I
plot the miss-rate of the network trained on the pedestrian data-set as a function of the size
of the pedestrian in a test image relative to the size in the training set. The other two plots
show contour plots of the miss rate as a function of displacement (in pixels). The plot on the
top right shows a contour plot of the original data, while the bottom plot shows the contours
of a two dimensional Gaussian fit to the data using least squares, which is easier to interpret.
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The mean relative error7 of this fit is 6.2 percent and therefore captures the main properties
of the distribution well. Based on these two plots I choose a grid with a twelve pixel spacing
and scale space search with relative scale distance (the ratio of consecutive scales) of 1.2
should suffice to maintain a miss rate of 25% given a false detection rate of 10−4 . I chose a
twelve pixel spacing because this corresponds to the displacement between two neighboring
receptive fields of the lowest layer of the Bayesian hierarchy. In the implementation I thus
need to evaluate this layer once, while the layers above are evaluated at four relative shifts
to achieve the spatial grid. The scale scan is performed by running the detection on rescaled
versions of the input image (see the network illustration in the dataset description in section
A.2).

6.4

Dealing with Training Set Imbalance

The main application for the hierarchical image model is object recognition in images, i.e.
generalize labels given on training images to unseen images. During unsupervised training,
though, the labels have very little influence on the parameter updates: If the training set
is heavily biased towards one object class it may thus happen that the output layer of
the network does not contain any information about the other classes. Fortunately in the
Bayesian update of the conjugate exponential parameter distributions (equations 4.31 and
4.32) it is very easy to eliminate this bias without modifying the training set by reweighing
the corresponding statistics. The effect is the same as if the training set hat been modified by
showing examples of the under-represented classes multiple times, only that also fractional
factors are allowed too. The approach is somewhat similar to the renormalization described
in the last section, yet simpler because it is defined a priori, whereas renormalization is
dynamically responding to the results of the last VBE-step. To highlight the effect of training
set bias I analyze the selectivity of cluster labels on the second layer for one or the other class.
In figure 6.4 histograms of this selectivity are shown with a naive learning strategy, and one
where the statistics used to update the parameters during the VBM-step where reweighed
to remove the bias. As can be seen the naive strategy results in poorly selective clusters on
the top layer. In this case even discriminative post training can not be expected to yield
7
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Figure 6.4: left and middle:Histogram of cluster selectivities towards the code tags on the
second layer for different bias conditions, illustrating the effect of training set bias. On the
left side the training set bias was left uncorrected, such that background data was effectively
weighed ten times more than the targets. On the right this bias was removed by reweighing
the M-step statistics so that both classes where weighed equally. The x-axis in each case
shows the percentage of code tag patches relative to all input patterns assigned to a certain
cluster. right:Mutual information between the output layer states and the labels for different
settings, normalized with respect to to the label entropy. When the bias in the labels is
removed via reweighing the additional layer helps the network in extracting the relevant
information.
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very good results. On the other hand when the bias is removed the selectivity becomes more
biased towards the target class (the code tags in this example). This can be understood by
noting that most of the background is relatively simple, and can thus be represented by few
clusters. The right-most plot in the same figure further highlights the benefit of de-biasing
by showing the mutual information of cluster labels on the second and third layer with the
target labels. As can be seen with the bias the second layer representation is so poor, that
the third layer fails to build a better representation of the target class than the second layer.
In the un-biased case this effect is gone and the third layer succeeds in extracting additional
information about the code tags.

6.5

Layer-Wise Discriminative Bias

[6] reviews several “tricks” that can be used to increase the discriminative performance of
deep neural networks trained using the restricted Boltzmann machine approach of Hinton
et. al. [27]. One of these is called “greedy layer-wise supervised training”, where a classifier
is attached to each layer while the parameters of this layer are trained using a generative
approach, to bias the learning process and improve discriminative performance. The bias is
implemented by adding the (discriminative) classification error gradient to the (generative)
contrastive divergence gradient while greedily training this layer (see also previous section).
Since I cannot directly apply this technique, since I do not use gradient descent during
generative training, I use a variant: A classifier is attached to each layer while greedily
training and learned together with it. This effectively introduces a class-dependent prior on
the clustering process. The effect of this prior can be understood by looking at the lower
bound which is optimized during VBEM for the trained layer:
L = H(z) + hln p(z | c)i

(6.13)

+ hln p(x | z)i + hln p(Θ)i + H(Θ)
= H(z) + H(z | c)

(6.14)

+ H(x | z) + hln p(Θ)i + H(Θ)
Where the equality is derived using the definition of conditional entropy and Bayes’ theorem.
Compare this to the formula for calculating mutual information between the latent variables
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and the labels:
I(z; c) =

XX
i

p(zi = 1, cj = 1) log

j

p(zi = 1, cj = 1)
p(zi = 1)p(cj = 1)

= H(z) − H(z | c)

(6.15)
(6.16)

the second equality is easily derived again using Bayes’ theorem and shows that the mutual information is equal to the first two terms in the lower bound above, thus increasing
the mutual information between the clustering and the labels becomes part of the VBEM
optimization procedure. Another way to understand the effect is that by learning the classifier simultaneously with the mixture model the classifier effectively tracks and amplifies
the classification-related information in the mixture model: As soon as an asymmetry arises
in the latent variables with respect to the classes this asymmetry is predicted through the
prior, so that the mixture model is encouraged to maintain this asymmetry and thus the
information needed for classification. On the MNIST data-set introducing the discriminative
bias during learning increases the classification rate on the test set from 79.5 % to 82.3 %.

6.6

Discriminative Gradient Descent

To optimize the discriminative performance of the model I can also optimize the classification
performance directly via gradient descent, which corresponds to optimizing the predictive
performance of the corresponding discriminative model (see section 4.5). To do this I first
need an appropriate continuous function expressing the classification performance, generally
referred to as loss function. While many choices for the loss function exist, the most natural
one for classification is the cross-entropy between the predicted and true classification (for a
more detailed discussion of the choice of natural loss functions see [8]):
Ece ≡H (p(c | labels)p(c | x))
=−

N X
L
X

(6.17)

log p(cl = 1 | labels)p(cli = 1 | xi )

(6.18)

i=1 l=1

where i enumerates the data instances, and p(cl = 1 | labels) is the known class distribution
of datum i. Note that here no restriction is placed on the given class distribution, meaning
also uncertain, or fuzzy, labels are allowed. The gradient may be evaluated via use of the
chain rule for differentiation, since p(c = li | xi ) is effectively a series of function applications.
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Figure 6.5: Illustration of error back-propagation through the patch classifier from figure
5.5: The mixture model as well as the classifier are composed of component models. The
component models are effectively functions mapping observed data to a likelihood. These
likelihoods are converted into a multinomial distribution by a soft-max function. Each of
these functions are illustrated as boxes. Propagation through the boxes is performed by
multiplying the incoming gradient vector with the corresponding Jacobian (see text). The
actual gradient descent is performed locally at each component by multiplying the incoming
gradient with the local parameter gradient.
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To simplify handling of the interactions between the mixture components when evaluating
the latent variable posterior I decompose the posterior in the form of a soft-max function of
the component log-likelihoods:
p(zk = 1 | x) = P

elk
, l ≡ ln p(x | zk = 1)
lk0 k
k0 e

(6.19)

which is the same for the classifier after substituting x with z and z with c. For the classifier
I need the derivative of the cross-entropy with respect to the component log-likelihood which
is just:
∂Ece
= p(cli = 1 | xi ) − p(cl = 1 | labels).
∂ll

(6.20)

to get the derivative with respect to the parameters of the mixture model modeling the data
the gradient needs to be propagated through the Jacobians of the classifier components:
∂ll
µlk
=P
∂p(zk = 1 | x)
k0 p(zk0 = 1 | x)µlk0

(6.21)

and that of the soft-max function:
∂p(zk = 1 | x)
= p(zk = 1 | x) − p(zk = 1 | x)p(zk0 = 1 | x)
∂lk0

(6.22)

∂Ece X ∂Ece X
∂p(zk0 = 1 | x)
∂ll
=
.
∂lk
∂l
∂p(z
∂l
l
k0 = 1 | x)
k0
0
l
k

(6.23)

to get

Using these Jacobians, the loss generated at the classifier output is propagated through
the classifier and the mixture model, as illustrated in figure 6.5 (see [7] for a discussion
of this generalized form of error back-propagation). To get the derivatives the gradients
with respect to the component likelihoods of both the classifier and the mixture model
components, as determined through the back-propagation, are multiplied with the gradients
of the respective likelihoods with respect to the component parameters. To actually perform
the gradient descent I have to decide for a parametrization of the component models in
which the effect of a change should be somewhat proportional to the change itself, and also
naturally embeds constraints on the parameters. In the case of the multinomial distribution
I choose a soft-max parametrization:
µm = P

eηm
ηm0
m0 e

(6.24)
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which is more sensible than performing the descent in µm directly because the changes around
0.5 are much less sensible than changes close to 0 or 1. Furthermore this parametrization
preserves the normalization and positivity, independent of the values of ηm . The derivative
with respect to this parametrization then becomes:
X
∂lik
p(xim0 = 1)
P
(∂mm0 πm − πm πm0 )
=
p(x
∂ηm
im = 1)πim
m
0
m


p(xim = 1)
= πm P
−1
m p(xim0 = 1)πim0

(6.25)
(6.26)

For the normal distribution I choose the following parametrization:
η1 =

√

τµ

(6.27)

η2 = log(τ )

(6.28)

η1 is the mean measured in standard deviations. η2 is a measure of the magnitude of the
precision, a parametrization which also naturally embeds the positivity constraint and makes
changes in the precision proportional to the standard deviation and thus to the intrinsic scale
of the data. The derivatives of the component log-likelihood with respect to the parameters
are:
√
∂lk
= τ (x − µ)
∂η1

∂lk
= 0.5 1 − τ (x2 − µ2 )
∂η2

(6.29)
(6.30)

To calculate the gradient for parameters in all layers of the model it is propagated through
the layers by repeatedly applying the chain-rule until the input is reached. Wherever a mixture model receives error gradients from more than one mixture models from the next higher
layer, these errors are accumulated additively, as illustrated in figure 6.6.

6.7

Second-Order gradient descent optimization

A problem with gradient descent methods, besides the fact that they can only find local optima, is the fact that in principle they are only correct when the step taken in the direction
of the gradient is infinitely small, because in principle the gradient can change indefinitely
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Figure 6.6: Illustration of the flow of the error gradient through the hierarchical model. Each
box stands for a local mixture model.
within a small step. To get some control over this uncertainty, one needs to find out about
the change of the gradient, i.e. second derivative, which in general is a tensor of order two, i.e.
a matrix, describing the curvature of the error function landscape, which is equivalent to the
Fischer Information Matrix [38], and thus yields the proper metric of the error function [4].
By projecting the gradient through this metric the anisotropy in the error function landscape
can be eliminated, and the algorithm should become less sensitive to the choice of step size
(see figure 6.7). The diagonal of the Hessian can be approximated in a manner similar to the
evaluation of the gradient itself: Instead of the error function gradient its second derivative
is propagated through the model, where the square of the gradient of the path along which
it is propagates us used in place of the local gradient. This is easily done numerically, so no
detail derivations of the hessian back-propagation are performed here explicitly.
Another approach to exploit second order properties of the gradient is to consider the gradient covariance over the training set. It has been shown that the covariance approximates the
Fisher information matrix of the model around the stationary points and thus also becomes
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Figure 6.7: Left: If the error landscape is highly anisotropic, steepest gradient descent with
non-zero step size can lead to slow convergence or even divergence. Right: If the landscape
is made isotropic by correcting for the curvature, gradient descent directly leads to the local
minimum.
equivalent to the Hessian, and thus is another way to extract the proper metric for gradient descent. The projection of the gradient through this metric is then called the natural
gradient[5]. A nice interpretation of the natural gradient in this context is that one suppresses uncertain directions, in which the gradient derived from different training examples
contradict, and enhances those where they agree; the latter is also reminiscent of using a
momentum term. It has then also been shown that, given sufficient representative training data, that consistently moving in the natural gradient direction minimizes the expected
generalization error, and thus avoids over-fitting, which should be of particular benefit to
discriminative optimization problems[35].
A simpler approach which has a similar effect to using the natural gradient is using a momentum term during learning, by adding some of the gradient of the last iteration or data-point
to the update-step:
∆Θt = 

∂E
+ γ∆Θt−1 .
∂Θ

(6.31)

This has a similar effect as using the natural gradient, in that high variance directions
are suppressed and low variance directions are enhanced, but for the calculation only the
gradient itself is needed, and no additional propagation pass nor the calculation of second
order statistics is needed.
All of the above mostly deal with selecting the right direction of the gradient, i.e. how to
adapt the various dimensions of the step to be taken relative to one another. None of this,
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however, tells us about how large the step should be overall. For this I use the following
simple adaptive learning rate, which is a widely used heuristic:
r ← r0
while not converged do
run gradient descent for one epoch with learning rate r
if error increased then
r ← η− · r0
else
r ← η+ · r0
end if
end while
For the experiments in the following I use η+ = 2 and η− = 0.2 and a momentum term of
0.9. A deeper discussion of both these heuristics can be found for example in [25].
In figure 6.8, top I show the resulting ROC characteristics of this setup on the INRIALEAR pedestrian data-set after generative training and after the subsequent discriminative
refinement in a log-log plot to highlight the important low false positive regime. The results
are comparable to those of kernelized R-HOG as presented in [14], though somewhat weaker
in the very low false positive regime. The discriminative training significantly lowers the miss
rate for false positive rates close to 0.01, but loses precision towards lower false positive rates.
In future work it would be worth investigating how this precision loss may be prevented in
a deep hierarchy such as this for applications that need it. On the bottom I show the ROC
characteristics for the code tag localization task. Here the discriminative fine-tuning makes a
striking difference, lowering the false positive rate for virtually perfect recall from ≈ 60% to
≈ 20%. Running back-propagation on MNIST leads to over-fitting: the error on the training
set nearly vanishes (the recognition rate is 99.5 %) while the recognition rate on the test set
only slightly improves from 82.3 % to 83.6 %.
To give the reader a better feeling for the effect of the various learning strategy components
introduced so far table 1 shows the recognition rates for the most important combinations
on the MNIST data-set when trained on the first 1000 digits from the training set.
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experiment

training set

test set

greedy

53.0 %

52.0 %

greedy & all

66.50 %

64.28 %

greedy, re-norm

82.0 %

78.60 %

greedy & all, re-norm

84.00 %

79.54 %

greedy, discriminative, re-norm

89.00 %

81.00 %

greedy & all, discriminative, re-norm

90.30 %

82.27 %

greedy & all, discriminative, re-norm, gd

99.50 %

83.58 %

Table 1: Recognition performance on the MNIST training and test sets for a range of learning
strategies. Training was performed on the first 1000 digits from the training set.
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Figure 6.8: Top: ROC characteristics of the pedestrian detector after generative training
and after discriminative optimization. Bottom: ROC curves of the code tag detector in the
unbiased setting after generative and discriminative training.
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6.8

Transformation invariant Learning/Detection

In all the above supervised training was always carried out with precisely localized labels,
i.e. regions of the image needed to be explicitly labeled as containing the object of the given
class. By introducing an additional selector variable that has one possible setting for every
allowed shift and scale, it is possible to estimate a distribution of shift and scale for each
training image:
p(x | Θ, s) =

Y

p(x | Θ) =

X

p(Tij (x) | Θ)sijl

(6.32)

p(sijl )p(Tij (x) | Θ)

(6.33)

i,j,l

i,j,l

where Tijk denotes the image transformation, i and j enumerate the allowed shifts, and l
enumerates the allowed scales while s is a selector variable which is one only for one specific
scale and shift. The marginalization over shifts may seem a large computational effort at
first, but it can be sped up considerably by using some tricks. If a one layer hierarchy is
used then the operation on the image at some point amounts to a convolution:
p(x | Θ) =e

P

i0 j 0

u(xi−i0 j−j 0 )φ(Θij )

(6.34)

where i0 j 0 span the receptive field. This operation can be sped up by utilizing the convolution
theorem and a the Fast Fourier Transform (FFT). If a two layer hierarchy is used then I
can restrict the shifts to multiples of the displacements of neighboring receptive fields of the
lower layer. Then I only have to compute lower layer responses once, and can perform the
marginalization on the layers outputs, since all receptive fields have the same parameters. To
avoid missing information about the intermediate shifts I lay out the lowest level receptive
field densely (which again allows evaluation of the lowest layer using the FFT), and perform
pooling to reduce the resolution using the probabilistic logical or:
p(z1 orz2 . . . orzn ) = 1 −

Y
(1 − p(zi ))

(6.35)

i

Since this yields distributions over bit-vectors instead of one-out-of-k vectors I then use a
multivariate binomial as the emission model for the next layer.
To demonstrate the performance of such a detector I train one on a relatively small data-set
in which the faces appear isolated against a white wall (see section A.5). The absence of
complex background clutter should make it possible to localize the faces automatically, as
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the only re-occurring complex pattern in the image. During training I do not tell the model
the location of the faces in the image. As training data I use the frontal views of the faces
in the CBCL faces training data-set. Obviously this is a very small data-set, so correctly
modeling parameter uncertainty is important to avoid over-fitting.
As input I use Gabor features with a bandwidth of one octave at eight orientations and

Figure 6.9: The seven failures when locating faces in the first one hundred images from the
Caltech faces data-set. Obviously the network mostly has problems locating one specific
person.
two scales, where the finest scale has a wavelength of five pixels which are max-pooled by
a factor of four. I use VBEM training to train a shift- and scale-invariant representation of
a frontal face, using the output of the first layer as input. Since the resulting model is a
model just of faces and not of any background that may appear in test images I construct
a detector from the second layer by feeding the log-likelihoods of each input location of the
upper layer into a logistic function:
p(object | Tij (x)) =

1
w0 −

1+e

P

xy

wxy ln p(Tij (xxy )|Θ)

(6.36)

and train the weights using conjugate gradients, using ten percent of the clutter images from
the Caltech 256 data-set as negative examples. The weights then encode a form of feature
selection by giving weight to those parts of the model which encode face-relevant features
and suppresses those which model the background, which in the training examples is mainly
uniform.
To test the model I use it to locate the faces in the first one hundred images from the Caltech
faces database. After feature selection the model correctly locates all but seven of the faces
61

1..K
...
z
1..J

x

k

...

...

...

j

receptive fields

s

1..I

Figure 6.10: The factor graph of the gated categorical layer model in gate/plate-notation
gated left and in the form of a directed graph right. The switch variables s introduce an
additional gate, selecting a single parent per input. This effectively induces a segmentation
and avoids explaining away effects since no two parents have to explain the same data-point.

(see figure 6.9), corresponding to a correct localization rate of 93 %. Six of the mis-localized
faces are from the same person, who seems to be badly represented by the training set.
Without feature selection the localization rate drops to about eighty percent.

6.9

Embedded Segmentation

Here I introduce a modification to the convolutional model that addresses several of its
shortcomings:
1. When receptive fields overlap inputs are explained multiple times (see also section 4.3).
2. Since each parent tries to explain each input (within their RF) shift invariance of the
encoding is only achieved for shifts that are multiples of the RF size. Smaller shifts
cause the model to learn multiple shifted versions of the same patterns
3. There is no concept of object borders/occlusion, forcing the model to learn many
foreground/background combinations.
Here I introduce an approach with which these limitations can be overcome: The redundancy in the explanation of inputs is removed by introducing auxiliary multinomial “switch”
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variables for each input, each of which have a number of allowed states equal to the number of parents converging on this input. The state of the switch variables then determines
which of the parents converging on each input is responsible for explaining it. Obviously this
eliminates explaining away, but it also prevents the model from having to explain multiple
foreground/background combinations. Effectively the model can now “factorize” foreground
and background by automatically segmenting them from each other. Furthermore, if neighboring receptive fields are maximally overlapping (i.e. each neighboring RF is shifted only
by a single input location), then the model can learn a shift invariant representation, since
only a single parent needs to explain an observed pattern, and the model can select the one
with the appropriate shift. The graphical model for a layer with this modification is shown
in figure 6.10. The joint distribution for such a layer is:
Y Y Y

p(x, z, s, Θ) =
p(xi | Θrij k )sij zjk p(Θ)p(s)p(z)
j i∈RF(j) k

(6.37)

In contrast to similar recently developed approaches (see [36, 13]) I do not introduce an
explicit depth ordering of inputs and I also not try to learn the shape of the receptive fields,
but let the segmentation induced by the switch variables be purely input driven. Since
the switch and latent variables are highly interdependent given the data standard belief
propagation (or, as in this case, loopy belief propagation) becomes unstable and I resort to
sampling methods for inference

8

A problem with the introduced modification is the fact, that it introduces many additional
degrees of freedom into the model. Since initially there is no constraint on the setting of
the switch variables, learning can lead to technically optimal solutions, in which the input
image is encoded solely by the switch variables by “cherry-picking” matching pixels from
the receptive fields of available parents. Such a solution learned from the occluding shapes
data-set (see section A.4) with a model with maximally overlapping receptive fields of size
8x8 (corresponding to the size of the shapes) and Gaussian emission model is shown in figure
6.12, left: Learning has produced a single receptive field mixture component containing a
random arrangement of pixels of all colors (red, green, blue, black) appearing in the data.
Using the switch variables the model can perfectly explain the data by picking a parent
which predicts the right color for this input. Thus effectively the model does nothing beyond
a quantization of individual pixels, but it has not learned any spatial patterns whatsoever.
8

Since the details of the inference are somewhat complex and distracting from the core ideas and results

I have moved their discussion to section C in the Appendix.
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To avoid such non-sensical solutions I have experimented with various ways to constrain the
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Figure 6.11: Factor (top) and directed (bottom) graphs of the model after introducing bits to
introduce sparsity. There is a bit for each latent variable. When the bit is off the factor with
which the latent would predict the data is disabled. An additional factor is introduced that
becomes active when a gate variable assigns an input to a latent variable whose bit is off. In
effect I set this factor to zero, making it forbidden to assign inputs to a latent variable whose
bit is off. The bits thus act directly on the gates by constraining the set of their possible
settings, as illustrated in the directed graph on the bottom.
switch variables in such a way that parents either have no inputs assigned to them, or a
relatively large number, comparable to the size of a complete receptive field:
1. Embed the gate variables in arising/Potts-MRF that increases the likelihood of neighboring inputs to be assigned to the same latent z.
2. View the assignment problem of inputs to latent variables as a clustering problem.
By putting a Dirichlet prior on the assignments, latent variables that already have
many inputs assigned to them attract more assignments, as in the Chinese restaurant
construction of the DP.
3. Introduce binomial variables,bits, indicating the availability of latent variables for explaining the data: When the bit associated with a latent variable is ‘off’, gate settings
which assign an input to the latent variable become forbidden. By assigning a low prior
probability to the “on” state of each bit, sparsity of the bits is encouraged, such that
the inputs will be assigned to a small subset of latent variables.
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Approach 1 was my first approach to this problem and I have implemented it and evaluated it
in experiments. It turns out to be not a very good regularization: Depending on the coupling
constant the MRF induces more or less large connected segments, but always allows for many
very small segments as well (this problems has been noted already in more conventional
segmentation work [43]). Also, for large coupling constants the MRF has more influence
than the data.
Approach2 is a more direct approach, as it really encourages the mapping of many inputs
to few latent variables via the clustering property of the Dirichlet process. Approach 3 is
inspired by the idea that assigning many inputs to few latent variables promotes a form of
sparsity, because only a small subset of all latent variables is actually used to explain the
input. The bits then encode this sparsity directly and an appropriately low prior encourages
sparse solutions,leading to clustering of input regions to common latent variables.Moreover,
the bits can then be used to simplify inference of the state of the latent variables, since latent
variables whose bit is off can be ignored. Compared to approach 2 this approach may seem
inferior at first, because there is necessarily a hard transition between a latent variable being
assigned a single input, and no input at all. On the other hand it has the advantage,that
it does not introduce any additional dependencies between the gate variables: They remain
independent given the latent variables, and vice versa, thereby simplifying inference, which
is why this is the approach I implemented and present here.
The joint distribution for a layer with gated mixture models and sparsity encoding bits is:
bj
Y Y Y
sij zjk
(6.38)
p(xi | Θrij k )
p(zj )
p(x, z, s, b, Θ) =
j i∈RF(j) k
Y Y
×
1I [bj ∨ (¬sij ∧ ¬bj )] p(b)p(s)p(Θ).
j i∈RF(j)
The second product with the indicator function ensures that no gate switches to a latent
variable whose bit is off. For p(b) I chose a product of identical binomial distributions for
each bit, the expected values of which are used to control the expected sparsity.
To test this modification I introduced bits with an expected sparsity of 1/256 (corresponding exactly to the redundancy on the model) in the model for the toy data-set, which was
otherwise configured the same as above. After convergence this model learns a separate
component each for the three objects and the background (see figure 6.12). The posterior
mean sparsity in this model (i.e. the average fraction of active latents) is approximately
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Figure 6.12: Left: Without any constraints on the switch variables and after training on
the occluding shapes data-set the model has learned a single component with random arrangements of pixels of all occurring colors. The model encodes no information in the latent
variables (all of them select the same component) and reconstructs the image entirely via the
switch variables. Right: With sparsity constraints the model successfully recovers the shapes
from the occluding shapes data-set in a shift invariant manner, and reserves an additional
component for the uniform background.

0.01 which is a factor of 2.5 higher than the minimal possible value of approximately 0.04,
indicating that on average 40% of a the receptive field of available latent variables are used
simultaneously to explain the data. Further analysis shows that this is due mainly to ambiguities in the assignment of background regions to latent variables, while the objects are
mostly modeled by only a single latent variable each. Since inference even with a relatively
simple switch constraint is still very complex this approach has not been used in the realtime applications. Yet the results show that embedding segmentation in hierarchical image
models significantly increases their power in discovering the underlying objects and should
be pursued, in this or other form, in future image modeling work.
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Figure 6.13: ROC curves of the models with and without gates on the INRIA pedestrian test
set. The gated model outperforms the non gated model significantly for low false positive
rates (highlighted by the red circle in the plot): At a false positive rate of 10−4 the model
without gates yields a miss rate of ≈ 81% while the model with gates has a miss rate of
≈ 60%.
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6.10

Summary

In this section I presented fully developed hierarchical probabilistic image models in various
variants, representing the core result of the work presented in this thesis.
In section 6.1 I introduced the convolutional layer as an efficient way to perform local image analysis by an ensemble of patch models with shared parameters, thereby exploiting
the locally shift invariant nature of local image statistics. Effectively it is a combination of
the discriminative convolutional neural network approach as found in LeNet (see [37]) with
generative Bayesian modeling.
In section 6.2 I explained how using belief propagation and exploiting the conjugate exponential nature of the model, parameter estimation can be performed efficiently using variational
Bayesian expectation maximization on networks composed of the convolutional layers. I
then showed the performance of networks trained in this fashion on two real world datasets
in section 6.3.
In the following sections (6.4–6.7) I showed how the recognition performance can be greatly
improved by compensating training set imbalance and using discriminative learning strategies after the generative learning procedure to refine the parameters.
Finally in sections 6.8 and 6.9 I introduced two powerful extensions to deal with unknown
object position and scale during learning (section 6.8) and mutual object occlusion (section
6.9). The approach taken to model occlusion probably represents the most novel development
of this thesis as occlusion has only been handled rarely explicitly in image models in the literature. It models occlusion in an efficient way without having to infer about the prohibitively
large set of complete orderings of objects in the scene. The central result here is that a
simple sparsity based pruning strategy of receptive fields together with a pixel-wise local
model selection variable can induce an occlusion ordering implicitly in a sufficient manner,
completely avoiding explicit ordering inference. In that section I also derived an appropriate
training algorithm based on blocked Gibbs sampling, since belief propagation cannot handle
the strong mutual correlation induced by the additional variables, and single-variable Gibbs
sampling exhibits inhibitively slow mixing, while the blocked approach delivers good results
with only a few sweeps per image.
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7
7.1

Applications
Implementation

In the context of the SEARISE EU-project the above introduced algorithms were implemented as part of a comprehensive real-time image processing framework, along with many
other image processing algorithms. This framework made it possible to embed the algorithms together with appropriate pre-processing steps and together with other components
like feature extraction, connected component analysis and automatic saliency-based fixation
and tracking into complete, easy to configure real-time solutions for code tag localization
and person detection and tracking tasks, described in more detail below. The established
software framework supports instantiation of arbitrary image processing networks through
text-based configuration files to allow for rapid prototyping. It also features transparent operation on both CPU and GPU and on multiple threads. Multi-threading was implemented
using both OpenMP for fine-grained parallelization, for example by partitioning the image
for convolutional algorithms, and MPI for coarse grained parallelization. The latter allowed
offloading some of the components of the processing network on separate processes. This was
important to hide latency when waiting for GPU operation to finish, and allows for pipelineprocessing. Thus as soon as the GPU finished processing one image the intermediate results
could be handed off to CPU components, while immediately processing the next image. For
easy integration into larger systems the framework features bindings to the .NET run-time
as well as python and socket based interfaces.

7.2

Saliency Based Pedestrian Detection and Tracking in Live Video

The network trained for pedestrian detection on the INRIA pedestrian data-set was used as
part of a saliency based person tracker. For this task the detection network was embedded
in a system where motion based saliency detection was used to identify salient regions in
a real-time video stream acquired from a surveillance camera. The setup of this camera is
illustrated in figure 7.2.The most salient of these regions where then tracked and the person
detector was used to determine if any persons were involved in the attended event, in which
case attention was fixed on the event until either the persons vanished or saliency dropped
below a threshold, at which point the next event was attended. Salient events that were
determined to contain persons were fixated with a pair of PTZ cameras which then provided
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high resolution stereo images of the event. The work-flow is illustrated in figure 7.1.
This saliency based pedestrian tracking setup provided one of the two demonstrators

Figure 7.1: Illustration of the setup of the camera which provided input to the saliency based
pedestrian detection. The oblique camera viewing angle leads to differing apparent sizes of
the pedestrians depending on their position on the ground plane. A fact which was exploited
to constrain the scale space search and thus speed up the detection process.

conv. network
person
detection
tracking of
salient event
involving persons
overview
camera

PTZ
camera pair

motion-based
salient region
identification

Figure 7.2: Work-flow of the saliency based person tracker. Motion analysis in the overview
image is used to identify salient regions in the video stream. Identified salient regions are
scanned for present persons using the convolutional network. Salient regions involving persons are tracked and the position information from the tracking is used to steer a stereo PTZ
camera pair acquiring high resolution stereo video of the event.
for the final review of the SEARISE EU-project as a proof-of-concept implementation of
unsupervised video surveillance. The system performed convincingly with a processing rate
of six frames per second to provide stable tracking of persons on a railway platform with
the pair of active PTZ cameras (examples of detections and tracks are shown in figure 7.3).
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The person detection here was crucial to discriminate the persons from the trains entering
and exiting the station, which would otherwise also appear as salient, since the saliency was
based purely on motion information.
The computational complexity of the complete pedestrian detector is mostly determined by
the region in scale space, i.e. the range of expected pedestrian sizes. By exploiting the known
setup geometry (persons are moving on a flat ground plane) and by limiting analysis to a
region of high motion saliency the scale space scan could be constrained to a limited region
in scale space. With this optimization the complete system, which included motion analysis,
image based tracking, pedestrian detection, and control of the active cameras including
automatic regulation of focus and brightness, runs at an analysis rate of six frames per
second, which proved sufficient for stable detection and tracking performance. To provide a
smooth image acquisition and display/recording took place at twice this rate. The computer
used was the same as for the code tag localization task, an i7 based Desktop machine with
a GTX 280 GPU which performed motion analysis and the initial feature extraction for the
pedestrian detection.
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Figure 7.3: Examples of the saliency based person tracking application. The first two rows
show how a person that just entered the station is being tracked as he walks along. The
bottom row shows tracking of a group of people that arrived at the station from a train.
The irregular image border results from an affine transform that was applied to the image
prior to processing to eliminate perspective distortions
which would cause persons to appear
72
at oblique angles in most of the image otherwise.

7.3

Code Tag Localization

The network trained to locate code tags was used in an integrated system that had the task
of reading code tags on items placed under a camera to register those items in a delivery
environment. The system has an overview camera observing a table on which the items are
placed (see figure 7.4). On the image of this camera the code tags have to be localized. A
second camera is placed behind a movable mirror. After the code tags have been located the
mirror is adjusted so that the second camera can take a high resolution image of the tag,
and the tag can be compared to a database of known tags to identify the item. The task
was to improve the speed of the initial code tag localization. I used a 3-layer convolutional
model for this task, trained first using greedy generative layer-by-layer training, whole model
post-training, and discriminative fine-tuning using error back-propagation. Figure 7.5 shows
the complete processing chain and where the model is placed in this chain.
To generate a list of code tag candidates to be analyzed I extract connected components
from the probability map from the discriminatively training convolutional network using
thresholded region growing. Spurious detections are suppressed by deleting small components.Both thresholds are hand-tuned for the task and the customer. The final detections
are then output as a list of localized moment ellipses. The intermediate steps of this process
are illustrated on an example image in figure 7.6.
The localization of the code tags on the table takes about 0.25 seconds on an Intel i7 based
Desktop computer with an nVidia GTX 280 GPU which was used for the initial feature
extraction.
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Figure 7.4: Illustration of the setup of the camera which provided input to the code tag
localization network. Packages with code tags were placed on a dedicated table. Above this
table a camera was installed such that it could record the packages and the code tags placed
on them. The convolutional network that located the code tags then provided input to more
precise algorithms that identified the particular code tags to identify the source ad content
of the package.
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Figure 7.5: Work-flow of the code tag identification system: Code tags are localized by a
convolutional network from the image of an overview camera which sees the whole area of
the table. The localization information is then used to identify the code tags from a high
resolution image acquired by a PTZ camera steered towards the located tag.
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Figure 7.6: Images illustrating the algorithmic code tag localization process: Top left: Code
tag probability map obtained from the convolutional model after generative training. Top
right: Code tag probability map obtained from the convolutional model after discriminative
fine-tuning. Bottom left: Connected components extracted from the discriminative map.
Bottom right: Final localization output (moment ellipses of the detected connected components) overlaid over the original image.
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7.4

Summary

In this section I presented two real-world applications of the developed image models that
are both capable of real-time operation on standard computer hardware. In section 7.2
I showed how a hierarchical model was used to assist a saliency based autonomous video
surveillance system by indicating the presence or absence of pedestrians in salient regions.
In section 7.3 I presented the use of such a model to construct a set of hypotheses of code
tag localizations, to greatly speed up a scanning appliance in a semi-automated package
reception and registration system. These applications justify the work developed in this
thesis by showing how it enables these relevant applications under real-time constraints.
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A

Data-sets

A.1

MNIST Handwritten Digits

Figure A.1: Examples from the MNIST training (left) and testing (right) data-set. All
images are 28x28 pixels large.

Figure A.2: The two model topologies used on the MNIST data: Left: Initially the MNIST
data is analyzed with a single patch model, corresponding to a one-layer network with the
receptive field of the first layer covering the whole image. Right: Later a three layer network
is applied to the same data-set with halve-overlapping 6x6 and 4x4 receptive fields on the
first two layers and a top layer collecting all layer-two outputs.
The MNIST handwritten digit data-set (see figure A.1 for examples) has been used as
a benchmark for many machine learning algorithms. It consists of samples of handwritten
digits from 0 to 9 which have been binarized, rescaled, and centered to fit into a 28x28
bitmap image. The training set (as published on the web9 ) contains 60000 samples while the
training set consists of 10000 samples, both collected in equal amounts each from Census
Bureau employees and college students. The data is very compact while containing a large
number of samples, which makes it suitable for large scale validations. Thus I use it here
9

http://yann.lecun.com/exdb/mnist/
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mainly because learning can be done quickly while maintaining large sample size, making
experimentation with parameter settings both practical and statistically valid.
This data-set is used with two different network setups. One is a shallow network with the
first layer having a 28x28 receptive field, thus covering the whole image, and the following
layer implementing a naive Bayes classifier. The other is a 3-layer hierarchy with halveoverlapping receptive fields on the lower two layers of size 6x6 and 4x4 respectively, and a
third layer covering all layer-two latent variables with a 3x3 receptive field. Both topologies
are illustrated in figure A.2.

A.2

INRIA-LEAR Pedestrian Data-set

Figure A.3: Positive examples from the INRIA-LEAR pedestrians data-set.

Figure A.4: Negative examples from the INRIA-LEAR pedestrians data-set.













Figure A.5: Processing chain for pedestrian detection. The features are those suggested in
[14].
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Figure A.6: Illustration of the network topology used for pedestrian detection. The first
two layers are shown in a 1D illustration, showing a part of the network converging on two
outputs. Receptive fields always overlap by halve. On the lowest layer receptive fields cover
exactly two RHOG blocks (with a 3x3 block-size). The next layer has 4x4 receptive fields.
Finally the top layer has anisotropic 4x1 receptive fields, respecting the anisotropic mean
shape of pedestrian appearances. On this layer receptive fields overlap maximally.
Pedestrian detection is an important application for object detection algorithms, and
was the primary task in the SEARISE project. As low level features for this task I use
the rectified histograms of oriented gradients (RHOG) as established in [14], and also the
training set introduced in this publication10 (see figures A.3 and A.4 for examples). The
RHOG feature extraction is configure to a cell-size of 6x6 pixels, a block size of 3x3 cells,
and a block-overlap of one cell, which is a setting for which the SVMs used in the original
paper yield good performance.
These features are used as the input features for a classifier based on the hierarchical image
model (see figure A.5): These features are first fed into a 3-layer network. The lowest layer
of this network has receptive fields covering two by two blocks, i.e. four blocks total, with
neighboring fields overlapping by one block. The next layer has receptive fields of four by
four units. The top layer finally has seven by two receptive fields to cover a whole pedestrian
(which in this data-set are standardized to 64x128 pixels). The receptive fields of the last
layer overlap maximally to achieve relatively dense scanning for pedestrians in the input
image the network topology is also illustrated in figure .A.6.
10

http://pascal.inrialpes.fr/data/human/
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A.3

Code Tags

Figure A.7: Examples of images from the code tag localization task. The images vary in
lighting conditions and the tags are either on tape rolls or on packages, some of which are
highly reflective.
This data-set has been established during a cooperation with an industry partner at
Fraunhofer. The images are of packaged and unpacked tape rolls on most of which code
tags have been placed. The tags have white background and contain code tags, dot-codes,
and writing. In the target scenario the packages are put onto a table above which a camera
is stationed. After locating the tags the camera zooms in onto each tag and compares the
codes against a database to identify the package. Usually only one of the tags can actually
be found in the database, while the other tags are irrelevant. The look-up in the database is
relatively slow since the codes are not standardized and need to be looked up via image based
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matching, thus the localization serves as a filtering stage locating candidates. The lighting
conditions vary widely (see figure A.7). Labels to train the hierarchical model for this task
were generated automatically by the look-up procedure operating without localization by
looking for known code tags at each image location and hand-corrected to yield a data-set
of 380 fully labeled images (i.e. labeled at each pixel position).
I pre-process the images by sub-sampling them from the original resolution of 1600x1200
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Figure A.8: Pre-processing chain used in the code tags experiments
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Figure A.9: fig:1D illustration of the network topology used for code tag localization: Receptive fields are always halve overlapping. On the lowest layer their size is 6x6 features, while
on upper layers their size is 4x4. Shown is part of a network converging onto two outputs.
In the application this topology is repeated to cover the whole image convolutionally.
pixels to halve the resolution i.e. 800x600 pixels. Then I calculate two kinds of features on
these:
• The approximate Gabor energy (the Gabor filters are approximated by the least square
fitted separable Laplacian of Gaussian (LoG) filters) at eight evenly distributed orientations and wavelengths of 5 and 10 pixels. As feature the maximum energy from the
two wavelengths is taken to achieve some frequency invariance, since spatial frequency
varies significantly depending on the code content, which we are not interested in. The
resulting features are further down-sampled by a factor of four.
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• The local relative brightness computed by the difference of two circular Gaussian of
standard deviation 2 and 10. The result is also down-sampled by a factor of four to
reach the same resolution as the Gabor energy. The positive and negative parts are
split into separate channels.
The resolution of these features is reduced by local maximum-pooling in each feature channel
and non-overlapping two by two windows. The two feature vectors are then concatenated at
each location leading to feature vectors with ten entries and a resolution of 200x150. The
complete pre-processing chain is illustrated in figure A.8.
The resulting feature map is then first fed in to a layer of Gaussian mixture models with
halve-overlapping 6x6 receptive fields. The latent variables of this layer are then fed into
two stacked layers of multinomial mixture models with the same receptive field setup (halveoverlapping 4x4 receptive fields). The topology is illustrated in figure A.9. For classification
the hierarchy is trained on eighty percent of the images, while the remaining twenty percent
are used for testing.

A.4

Occluding Shapes

.
A toy data-set consisting of an artificially generated RGB image sequence in which three
geometric shapes of red greed and blue color move randomly over a black background, which
occasionally occlude each other, examples are shown in figure A.10. The receptive fields are
laid out densely as illustrated in figureA.11 where neighboring receptive fields are shifted by
a single pixel relative to each other, such that each image pixel is part of 256 receptive fields.
This way the learning process with embedded segmentation can achieve shift invariant shape
learning.
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Figure A.10: Four example frames from the toy sequence. The full sequence is one hundred
frames long, Each frame has a size of 80x80 pixels.

Figure A.11:

Illustration of the receptive field layout on the occluding shapes data-set.

Neighboring receptive fields overlap maximally to achieve shift invariance of the learned
shapes. The illustration is held in 1D to avoid clutter. The layout is the same in both image
dimensions. With a receptive field size of 16x16 pixels this means that each pixel is part of
256 receptive fields.
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A.5

Faces

Figure A.12: Positive examples from the CBCL faces database used for training the face
model.
For the face detection task I used parts of several data-sets. As positive training examples
I used the CBCL faces data-set, which contains faces of seven persons in various controlled
lighting conditions and poses against a white background. The frontal views are shown in
figure A.12. As negative training examples I used the clutter category from the Caltech256

Figure A.13: Some of the negative examples from the clutter category of the Caltech256
data-set used to fine-tune the face detector.
data-set, examples of which are shown in figure A.13. As test set I chose the Caltech faces
data-set which contains 450 face images with a resolution of 896 x 592 pixels taken from
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Figure A.14: Positive examples from the CBCL faces database used for testing the face
model.
27 unique people under with differing illuminations and background and showing differing
expressions, examples of which can be seen in figure A.14. Since in this data-set only frontal
faces are shown, I also only use the frontal views from the CBCL data-set, all of which are
shown here. The pre-processing steps and network topology used on this data-set are shown
in figure A.15.
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Figure A.15: Pre-processing steps (top) and illustration of the network topology (bottom)
for the face localization task. The top layer is marginalized over position. I.e. the model
is such, that only a single top layer receptive field exists, but the position is unknown and
treated as a random variable.
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Inference and Learning with Embedded Segmentation

The most straight forward approach to inference in the layer with embedded segmentation is
to perform belief propagation, or rather loopy belief propagation. An indication against LBP,
however, is the fact that the gated categorical layer has dependency structure which is similar
to that of the QMR-DT model 11 , for which LBP is known to show a tendency to diverge [44].
To fix this [44] suggests to use linear annealing to stabilize LBP, and indeed experiments
show that LBP converges in the presence of embedded segmentation and the solution at
convergence seems reasonable. Yet instabilities remain during parameter estimation, i.e.
when annealed LBP is used as VBE-step in VBEM-learning. The problems during parameter
estimation can be attributed to the fact that while LBP often yields the right assignments
(in the case of discrete variables) the marginals tend to be wrong (see again [44] as well as
references therein).
An alternative way of estimating the required marginals over the hidden variables required
in the VBE-step is via sampling methods, where the marginals are estimated by averaging
over a sufficiently large set of samples of the target distribution. In complex models such as
the convolutional neural network with embedded segmentation, it is infeasible to generate
a sample of all involved variables in one step. Instead I construct a Markov chain, that,
starting from some initial configuration, converges to the target distribution. This sampling
strategy is generally known as Markov chain Monte Carlo (MCMC) sampling. The basis
of MCMC sampling is the Metropolis-Hastings algorithm, which in turn is an extension of
the Metropolis algorithm [23]. The core of an MCMC sampler is a proposal distribution
from which, given the current configuration, the next configuration is sampled, such that the
resulting series of samples forms a Markov chain, hence the name. The Metropolis-Hastings
algorithm then preserves detailed balance by mandating that the proposal is accepted with
a probability that depends on the likelihood ratio of the two states, and the asymmetry of
the proposal distribution:


p(x0t+1 ) q(x0t+1 | xt )
p(accept) = min 1,
p(xt ) q(xt | x0t+1 )

(C.1)

where q(x0t+1 | xt ) is the proposal distribution.
One of the best known MCMC sampling approaches, which often yields efficient that are
11

The QMR-DT model is a noisy-or predictive model constructed to analyze the causal connection between

symptoms and illnesses[24].
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straight forward to implement, is the Gibbs sampler for multivariate distributions:
Pick a variable at random.
Sample a new value for it by conditioning the distribution on all the other variables.
All that is needed to construct a Gibbs sampler is the conditional distribution for each single
variable given all the others, which is usually easy to compute and to sample from. Since
the proposal in this case is based on the true model distribution the acceptance probability
is one and each sample is accepted.
The fact that Gibbs sampling only updates a single variable at a time can become a problem
when strong correlations exist between variables, in which case Gibbs sampling may take
a long time to explore the whole distribution. This problem is known in the context of
MCMC samples as slow mixing. In the case of the gated convolutional layer such strong
correlations obviously exist between the switch variables and the latents. For example, a
particular input will only have a high likelihood to be assigned to a particular latent variable
if that latent variable already has a setting which is compatible with it. But as long as
this input is not assigned to the particular latent the latter will not see it during Gibbs
sampling, meaning the latent is sampled independently of this particular input, making it
less likely that it will acquire a compatible setting. Introducing the possibility to switch off
latents makes the situation worse, since a latent has to be switched on without being able to
evaluate the compatibility of the latent setting with the data. Since these correlations are
limited to a receptive field this problem may be alleviated by updating variables within one
receptive field simultaneously, one receptive field at a time, in random order. This approach
of cycling through blocks of variables instead of single variables is generally known as blocked
Gibbs sampling. Sampling all variables in a receptive field (latent, bits, and switch variables)
may still seem like a lot of work. But since the switch variables are independent given the
latent and the bit of the receptive field, sampling can be performed efficiently by generating
independent samples of the switch variables for each setting of the latent and the bit. The
final sample is then obtained by drawing a sample from this set, according to their relative
likelihoods within the original distribution, which is easy to evaluate. The complete MCMC
algorithm with blocked Gibbs sampling as proposal distribution then is:
for a given number of iterations do
Pick a receptive field j at random.
for each possible (zj , bj ) do
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Sample all gates in the receptive field given this setting based on the likelihood of
each possible parent. for the given input position...
Record the resulting log-likelihoodlkbj = fkbj +

P

i∈RF(j)

fijkbj for all involved vari-

ables where fkbj is given by the priors on the bits and the latent variables and fijkbj are
the likelihoods of the input data locations i in the receptive field for each possible bit and
latent setting given the sampled gate settings.
end for
Sample from the possible settings by normalizing the likelihood vector lkbj and sampling
from the resulting multinomial.
Apply the chosen latent and bit setting and the corresponding proposed gate settings.
end for
Because the proposal is based on the correct probability factors, the acceptance probability
is still one as in ordinary Gibbs sampling and each proposal is accepted. For a more efficient
implementation the algorithm can be sped up considerably by splitting the switch settings
for each input into two sets: one containing the state in which the currently considered parent is assigned to the input, and the one containing all other possible settings. A proposal
from the second set needs to be generated only once for each input, since the corresponding
likelihoods are independent from the latent and bit settings for this receptive field. Then,
when sampling a gate one only needs to sample from the binomial given by the log-likelihood
ratio of these two sets.
Obviously using sampling methods to evaluate the expectations over the hidden variables
is no longer deterministic. Using sampling during the VBE-Step of VBEM amounts to a
stochastic expectation maximization algorithm, where the deterministic approximation of
the hidden variable expectations is replaced by an average over several samples from the
sampler. The situation that inference in a model for which learning should proceed in an
EM-like fashion becomes too hard to perform deterministically is quite common, and an
overview over stochastic EM-approaches can be found in [31]. Here I always use a fixed
sample size, and thus a relatively simple version of stochastic VBEM.
For training the model on the occluding shapes toy data-set I used the truncated stick breaking distribution as mixture prior, such that the mixture becomes an approximation to the
Gaussian Dirichlet Process Mixture Model (DPMM) and does not require random initialization. To speed up training I perform on-line learning by updating the posterior after each
image and decaying it by a factor of e−1/τ with τ equal to ten times the training batch size,
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which yields a posterior based on an exponentially decaying window over the data, covering
approximately ten training epochs. To avoid premature sharpening of the posterior on the
first few images I initialize the stick breaking and normal-gamma posteriors uniformly with
a number of pseudo-counts corresponding to again ten training epochs.
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