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Abstract

In recent years, the amount of digital data which is stored and transmitted for private
and public usage has increased considerably. To allow a save transmission and storage of
data despite of error-prone transmission media, error correcting codes are used. A large
variety of codes has been developed, and in the past decade low-density parity-check
(LDPC) codes which have an excellent error correction performance became more and
more popular. Today, low-density parity-check codes have been adopted for several stan-
dards, and efficient decoder hardware architectures are known for the chosen structured
codes. However, the existing decoder designs lack flexibility as only few structured codes
can be decoded with one decoder chip. In consequence, different codes require a redesign
of the decoder, and few solutions exist for decoding of codes which are not quasi-cyclic or
which are unstructured.

In this thesis, three different approaches are presented for the implementation of fully
programmable LDPC decoders which can decode arbitrary LDPC codes. As a design
study, the first programmable decoder which uses a heuristic mapping algorithm is real-
ized on an field-programmable gate array (FPGA), and error correction curves are mea-
sured to verify the correct functionality. The main contribution of this thesis lies in the
development of the second and the third architecture and an appropriate mapping algo-
rithm. The proposed fully programmable decoder architectures use one-phase message
passing and layered decoding and can decode arbitrary LDPC codes using an optimum
mapping and scheduling algorithm. The presented programmable architectures are in
fact generalized decoder architectures from which the known decoders architectures for
structured LDPC codes can be derived.
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1 Introduction

One of the key technologies of today’s information age is the reliable transmission and
storage of large amounts of data. At the beginning of the last century, this development
started with the introduction of public telephone and audio broadcasting and continued
later with analog television and magnetic tape recording systems. The past fifty years
brought a rapid development of digital integrated circuits and an exponentially increas-
ing number of transistors which can be placed inexpensively on an integrated circuit.
Today, digital communication and digital data storage systems replace more and more
the previous analog systems due to their higher user-friendliness and their higher quality.
The latter one is achieved by employing error correcting coding for error-free informa-
tion retrieval and transmission. Recent examples for this development are communica-
tion with cellphones and wireless internet access, data storage on hard disks, CDs and
DVDs, as well as digital television and audio broadcasting over terrestrial and satellite
infrastructure.

All these communication, broadcast and storage media have in common that digital
data is sent over a channel where transmission errors can occur. The errors can be caused
by a damage to the surface of the CD, interfering signals in wireless transmissions or
a cloudy sky in satellite communications. To retrieve the original data at the receiver
despite of bit errors in the received signal, error correcting codes are used. According to
the definition of the applied error correcting code, an encoder inserts redundancy before
the transmission of the data, and an appropriate decoder at the receiver exploits the
redundancy to detect and correct transmission errors. Shannon proved in 1948 that there
exist error correcting codes which can reduce the transmission errors to any desired value
for code rates below the channel capacity.

In the past decades, a large variety of codes has been developed with different char-
acteristics and capabilities. Within the scope of the invention of turbo codes in the
1990ties, research interest in iterative decoding algorithms rose and led to the rediscovery
of low-density parity-check (LDPC) codes which were originally proposed in the 1960ties
by Gallager. Different from the codes known up to then, the error correction capability
of these codes is only a fraction of a decibel away from the theoretical Shannon limit
while having a decoding complexity which increases linearly with the block length. For
this reason, LDPC codes have been adopted for several standards in recent years as for
example for digital video broadcast in DVB-S2, DVB-T2, in the Chinese standard DTTB
or for the wireless network standards WiMax IEEE 802.16e and WiFi IEEE 802.11. Be-
cause the standards use different LDPC codes, each standard requires the design and the
implementation of a new LDPC decoder core. In this thesis, fully programmable decoder
architectures are proposed which exploit the parallelism of arbitrary LDPC codes in an
optimum way, allowing the realization of multi-standard LDPC decoders.
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Programmable Decoder Design

Currently, all LDPC codes which have been adopted for standards use structured parity-
check matrices, and very efficient hardware decoder architectures exist for each of these
codes. However, every standard uses different structured LDPC codes, and thus every
standard requires the design and the implementation of a new decoder chip, which is a
time consuming and expensive process. The fully programmable LDPC decoder cores pre-
sented in this thesis overcome this drawback as they have the ability to decode arbitrary
LDPC codes including the codes defined in current standards. Furthermore, program-
mable decoders can be reused for new standards or custom applications where the LDPC
codes are not yet defined, reducing financial risks and the time to market.

To speed up the search for new LDPC codes with good error correction performance,
fully programmable decoder chips are an important tool. During code design it is nec-
essary to simulate the error correction performance of many candidate codes. However,
software simulations are slow and therefore it is difficult to detect an error floor at low
block error rates. Hardware accelerators exploit the inherent parallelism of the LDPC
decoding algorithm and therefore significantly reduce the required simulation time. As it
is impracticable to design and synthesize a new hardware decoder for every new code, the
appropriate tool for this task is a fully programmable LDPC decoder chip.

Concerning the high-level architecture, LDPC decoder design can be split into three
major parts: node processing for check and variable nodes, interconnect between memory
and node processors, and memory access scheduling. Several reduced complexity decoding
algorithms for node processing have been developed and presented in the literature. How-
ever, the main challenge in LDPC decoder design lies in the second and third part, which
are closely related. The connections between check and variable nodes in the bipartite
graph representation of an LDPC code are realized by a combination of flexible intercon-
nect and memory access scheduling. While for structured codes a repeating pattern in the
connections between check and variable nodes can be exploited, there is no such pattern
for unstructured codes which have random interconnections. As check and variable node
processing share the same memory but apply different memory access patterns, optimiz-
ing memory access for check node processing usually results in memory access collisions
for variable node processing and vice versa. Most programmable decoder designs which
are presented in the literature use heuristic mapping algorithms to avoid these memory
access collisions. This results in either idle processing units or stall cycles, which both
lower the data throughput. Only one solution is presented in the literature which solves all
memory access collisions without the introduction of stall cycles. However, this solution
uses two-phase message passing, which achieves only half the data throughput compared
to state of the art one-phase message passing.

In this thesis, three different decoder architectures are presented along with appropriate
mapping and scheduling algorithms for collision-free memory access. The first architecture
uses a heuristic mapping algorithm and was implemented on an field-programmable gate
array (FPGA). Compared with existing programmable decoder implementations, LDPC
codes with thirty times longer code word lengths can be decoded with the presented FPGA
decoder implementation. The second architecture uses efficient one-phase message passing
and therefore doubles the data throughput compared with other architectures presented
in the literature which use two-phase message passing. With the third architecture, for the
first time a fully programmable LDPC decoder is presented which uses layered decoding.
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The layered schedule reduces the number of decoding iterations and thus increases the
data throughput with respect to flooding schedule decoding. For the second and third
architecture, an optimum mapping and scheduling algorithm is derived. Thus different
from most programmable decoder designs presented in the literature, the full parallelism
of the architectures is used in every clock cycle. Furthermore, the parallelism of the
architectures is independent of the decoded codes and fully scalable, allowing a flexible
trade-off between hardware cost and data throughput.

Organization of the Thesis

Chapter 2 gives an introduction to channel coding and graph theory. Low-density parity-
check (LDPC) codes are defined and different LDPC code classes are described. Then,
decoding with the belief propagation algorithm as well as with reduced complexity decod-
ing algorithms is discussed. The latter ones accept a loss in error correction performance
while simplifying hardware implementations. In chapter 3 existing LDPC decoder de-
signs are classified, and decoder architectures for structured LDPC codes as well as fully
programmable decoder architectures are analyzed. Chapter 4 discusses hardware im-
plementation aspects of basic decoder building blocks which are used in various LDPC
decoder architectures. Furthermore, the impact of finite wordlengths on the decoding
performance is analyzed for different formulations of the decoding algorithm. In the last
section, the FPGA implementation of a fully programmable LDPC decoder architecture is
described. In chapter 5 two novel fully programmable decoder architectures are presented
together with an optimum mapping and scheduling algorithm. The proposed algorithm
resolves all memory access collisions and allows the design of a fully programmable layered
LDPC decoder. The last section of this chapter discusses application-specific integrated
circuit (ASIC) synthesis results of the programmable LDPC decoders and gives a compar-
ison with other designs in the literature. Chapter 6 introduces a classification scheme
which allows a comparison of the proposed fully programmable decoder architectures us-
ing optimum mapping with decoders for structured codes. Finally, chapter 7 gives the
conclusion.





2 Background

In this chapter, basic principles of channel coding and low-density parity-check (LDPC)
codes are introduced, providing the basis for the classification and development of LDPC
decoder hardware architectures in the subsequent chapters. First, error correcting coding
in a digital communication system is described and the log-likelihood algebra is introduced
as a method for reducing the wordlengths and the complexity of the computations in the
channel decoder. Then, basic definitions and notations from graph theory are introduced,
which are used later in this thesis to develop a collision-free mapping algorithm for memory
access on the proposed programmable decoder architectures. In the third section, LDPC
codes are defined and encoding for different code classes is discussed. Finally, belief
propagation decoding of LDPC codes as well as several reduced complexity decoding
algorithms for simplified hardware implementation are presented.

2.1 Channel Coding

2.1.1 Digital Communication System

Figure 2.1 shows the block diagram of a typical digital communication system [52, 76].
The information source generates an information sequence i, which consists of symbols ik.
The encoder adds redundancy and transforms i to the code sequence c. Each element ck
in the code sequence is called a code symbol. During transmission over the channel the
code symbols are corrupted by noise, resulting in the received sequence r. The decoder
estimates the code sequence ĉ which has most likely been sent and furthermore determines
the corresponding estimate î of the information sequence. Depending on the number of
corrupted code symbols in the channel and the error correction performance of decoder
and code, decoding errors may appear in î. The error correction capability of the applied
code and decoding algorithm for a given transmission system is measured by the error
probability of î.

information
source

data
sink

encoder channel decoder
i c r i

noise n

c

Figure 2.1: Digital communication system.

For linear block codes, the code word length is N and the information length is K.
Thus sequences i, î are vectors of length K, and sequences c, r, and ĉ are vectors of
length N . The code rate is defined as R = K

N
. Each symbol in c is an element of the code

symbol alphabet, in case of binary codes the alphabet is A = {0, 1}. The range of the
received symbols in r depends on the transmission channel, for a Gaussian channel the
received symbols are rk ∈ R.



6 2 Background

Shannon’s noisy channel coding theorem [75] states that codes with code rate below
the channel capacity exist which achieve an arbitrary low decoding error probability using
maximum likelihood decoding. However, the theorem does not indicate how to construct
such codes. Simulations show that the performance of LDPC codes can approach the
Shannon limit within a fraction of a decibel (dB) [22].

Encoding

A linear block code C can be defined by a K ×N generator matrix G. During encoding,
a code word c is formed by adding redundancy to the information sequence i using the
matrix multiplication

c = i · G. (2.1)

Systematic codes copy all information symbols directly to the code word and fill the
remaining places with parity symbols. For non-systematic codes the code word c is
derived from the information i and vice versa using for example a look-up table (LUT).

A linear code C of length N and dimension K also can be defined by the null space
of its M × N parity-check matrix H . In general, the number of rows in H is M ≥
rank(H) = N − K. If the rows in H are linearly independent, then M = N − K. All
valid code words c are defined by

H · cT = 0T . (2.2)

The generator matrix for a systematic code with parity-check matrix in the form H =
(A|I) is determined by G = (I ′|−AT ), where A is an arbitrary (N−K)×K matrix, I is
the (N−K) × (N−K) and I’ is the K ×K identity matrix [11].

Channel Model

A simple memoryless channel model is the binary symmetric channel (BSC). It assumes
binary input values ck ∈ {0, 1} and binary output values rk ∈ {+1,−1}. The error prob-
ability p describes the probability that a symbol ck is corrupted during transmission, thus
P (rk = +1|ck = 1) = P (rk = −1|ck = 0) = p and P (rk = +1|ck = 0) = P (rk = −1|ck = 1)
= 1 − p.

A common continuous, time-invariant and memoryless channel model is the additive
white Gaussian noise (AWGN) channel, which can be used to compare the performance of
different codes. For binary phase shift keying (BPSK) and a binary code symbol alphabet,
the code symbols ck ∈ {0, 1} are first mapped to c̃k ∈ {−1, 1} with 0 → +1 and 1 → −1.
The noise is modeled by the addition of a random variable n with rk = c̃k + nk. The
probability density function (PDF) of n is Gaussian with zero mean (µ = 0) and variance
σ2 = N0

2Es
. Es is the average received symbol energy and N0 is the one-sided noise spectral

density. The received symbols are distributed according to the transition probability
density

p(rk|c̃k) =
1√

2πσ2
· exp

(
−(rk −

√
Esc̃k)

2

2σ2

)
. (2.3)

For a memoryless channel, the probability density function of the received vector r given
that c̃ was sent is given by p(r|c̃) =

∏N−1
i=0 p(rk|c̃k) . Usually, the average received symbol

energy is normalized to Es = 1, so that the variance of the noise is given by σ2 = N0

2
.
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Decoding

Two different ways of optimum decoding can be distinguished: one optimizes the code
word error rate, and the other optimizes the symbol error rate.

Maximum-likelihood decoding (ML) determines the estimate ĉ ∈ C of the code word
which has most likely been sent. ML decoding minimizes the code word error probability
by maximizing the probability P (c|r) that code word c was sent given that r was received.
The estimate ĉ is determined by

ĉ = arg

(
max
c∈C

P (c|r)

)
. (2.4)

The Viterbi algorithm (VA) can be used for equally probable code words to achieve
optimum ML decoding [28, 89]. However, the decoding complexity of the VA increases
exponentially with the code word length, and thus it is feasible only for short code lengths.

Symbol-by-symbol maximum-a-posteriori decoding (s/s MAP) minimizes the symbol er-
ror probability by maximizing the probability P (ĉk = ck|r) with

ĉk = arg

(
max
s∈A

P (ck = s|r)

)
(2.5)

where A is the code symbol alphabet. An efficient algorithm to perform MAP decod-
ing is the Bahl-Cocke-Jelinek-Raviv (BCJR) algorithm [4] which calculates forward and
backward metrics in the code trellis.

Channel decoders can be divided into hard decision and soft decision decoders. During
decoding, hard decision decoders use only elements of the code symbol alphabet whereas
soft decision decoders consider hard values and their reliabilities. In case of a binary
code symbol alphabet, the soft value is represented by sign and absolute value of the
log-likelihood ratio (see section 2.1.3). While soft decision decoders have a higher compu-
tational complexity than hard decision decoders, they achieve also a better error correction
performance.

2.1.2 Performance Measure

Common measures for the performance of error correcting codes are the code word (or
block) error rate and the symbol error rate plotted over the signal-to-noise ratio in dB. For
binary codes, the bit error rate is equal to the symbol error rate. The rate-compensated
signal-to-noise ratio (SNR) is defined as

Eb

N0

=
Es

2σ2R
(2.6)

with the energy per received bit Es, the energy per information bit Eb = Es

R
, the variance

σ2 = N0

2
and the code rate R = K

N
. The signal-to-noise ratio is usually given in decibels

with 10 log10(Eb/N0).
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2.1.3 Log-Likelihood Algebra

Hardware implementations use finite wordlengths to perform the computations of the
decoding algorithm. Using log-likelihood ratios (LLR) or L-values instead of probability
values, the decoding performance for the same wordlength can be improved as the range
of values for the LLRs is smaller than for the probabilities [35]. The L-value corresponding
to the binary random variable x ∈ {0, 1} is defined as

L(x) = ln

(
P (x = 0)

P (x = 1)

)
. (2.7)

The sign of L(x) is called the hard decision value of random variable x. The absolute
value of L(x) represents the reliability of the hard decision.

The conditional L-value L(rk|ck) corresponds to the transmission probability density
function p(rk|ck) and depends on the underlying channel model. Given an AWGN channel
and BPSK modulation as defined in section 2.1.1, the conditional LLR can be expressed
in the following form:

L(rk|ck) = ln

(
p(rk|ck = 0)

p(rk|ck = 1)

)
=

2

σ2
· rk =

4Es

N0

· rk = Lch · rk, (2.8)

with rk ∈ R and the channel L-value Lch = 4Es

N0
. For the BSC channel with transition

probability p, the conditional LLR can be expressed in the following form:

L(rk|ck) = ln

(
1 − p

p

)
· rk = Lch · rk, (2.9)

with rk ∈ {−1,+1} and the channel L-value Lch = ln
(

1−p

p

)
.

The modulo-addition in the Galois field GF(2) is defined as x0⊕x1 := (x0 +x1) mod 2.
Given two independent binary random variables x0, x1 ∈ {0, 1}, using the modulo-addition
and equation (A.4) from page 128 in the appendix, the LLR of L(x0 ⊕ x1) is determined
as

L(x0 ⊕ x1) = L(x0) ⊞ L(x1) = ln

(
1 + exp(L(x0)) exp(L(x1))

exp(L(x0)) + exp(L(x1))

)
(2.10)

= 2 · tanh−1

(
tanh

(
L(x0)

2

)
· tanh

(
L(x1)

2

))
(2.11)

= sign(L(x0)) · sign(L(x1)) · 2

· tanh−1

(
tanh

( |L(x0)|
2

)
· tanh

( |L(x1)|
2

))
(2.12)

= sign(L(x0)) · sign(L(x1)) · min (|L(x0)|, |L(x1)|)
+ ln(1 + exp(−|L(x0) + L(x1)|))
− ln(1 + exp(−|L(x0) − L(x1)|)) (2.13)

≈ sign(L(x0)) · sign(L(x1)) · min (|L(x0)|, |L(x1)|) . (2.14)

The boxplus operator ⊞ is defined by the boxplus addition of two LLRs as given in
equation (2.10). The formula for the boxplus addition of n LLRs is given in the appendix
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in section A.1 on page 127. The result in equations (2.14) and (A.8) is a very simple
approximation for the boxplus addition of LLRs. A better approximation can be achieved
using LUTs or an additional scaler to realize reduced complexity decoding algorithms as
described in section 2.4.4.

2.2 Graph Theory

This section introduces basic definitions and notations from graph theory which are used
for the definition of LDPC codes in section 2.3.1. Furthermore, graph coloring methods
are explained which can be applied to develop memory management algorithms for fully
programmable LDPC decoder architectures as discussed in chapter 5.

2.2.1 Definitions and Notations

A graph G is defined by two sets (V,E) where V = {v0, v1, . . . , vp−1} is a non-empty set
of elements called vertices (or nodes) and E = {e0, e1, . . . , eq−1} is a set of elements called
edges [36]. If both p and q are finite, the graph is said to be finite. Each vertex vi can
be visualized by a point in a plane and each edge ek = (vi, vj) is defined as a connection
between two vertices vi and vj with i 6= j. The two vertices vi and vj are called end
points of the edge ek = (vi, vj). In a graph, all edges in the set E have to be different,
i.e. two vertices are allowed to be connected by at the most one edge. If two vertices are
connected by more than one edge the structure is called a multigraph. In figure 2.2a an
example graph is shown with p = 8 vertices and q = 12 edges.

v0

v2
v3

v1

v5

v7

v4

v6

e0

e1

e2 e3

e4 e5 e6

e7e8
e9e10

e11

(a) (b)

V0 V1

(c)

Figure 2.2: Example graphs: (a) graph with p = 8 vertices vi and q = 12 edges ek, (b) complete
graph K5, (c) bipartite graph.

In a graph, two vertices vi and vj are called neighbors or adjacent if they are connected
by an edge ek. Vertices v0 and v1 are adjacent in figure 2.2a since they are connected
by edge e0. Two edges are adjacent if they share a common vertex, e.g. e0 and e1 are
adjacent. The degree di of a vertex vi is defined by the number of incident edges. If all
vertices are of the same degree k the graph is called k-regular. The graph in the above
example is not regular, because vertex v0 has degree d0 = 3 and v4 has degree d4 = 4. A
graph with n vertices where each vertex is adjacent to every other vertex in the graph is
called complete graph Kn. Kn has n·(n−1)

2
edges and each node is of degree n − 1. The

complete graph K5 is shown in figure 2.2b.
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A path of length n from vertex v0 to vn is defined by a sequence of vertices
v0, v1, v2, . . . , vn where each vertex vi in the sequence is adjacent to its two neighbors
vi−1 and vi+1. A cycle is a path where the first and the last vertex are the same. The
length of the cycle is the number of edges in between. The girth of a graph is the length
of the shortest cycle in the graph. The girth of the example graph in figure 2.2a is 3,
describing the cycle which contains vertices v0, v3 and v4.

A graph is called connected if there is a path between every two vertices. If G is not
connected, its vertices can be partitioned into two sets such that there is no edge which
connects nodes of different sets. A tree is a connected graph containing no cycles. A
subgraph G′ = (V ′, E ′) of G = (V,E) is a graph with V ′ ⊆ V and E ′ ⊆ E. A proper
subgraph G′ of G is a subgraph with G′ 6= G.

A graph G is called bipartite if it is possible to partition the vertices of the graph into
two subsets V0 and V1 such that every edge in G connects a vertex in V0 with a vertex in
V1 as for example in figure 2.2c. A bipartite graph can contain only cycles of even length.
Furthermore, a bipartite graph is called regular if all vertices in subset V0 have the same
degree and all vertices in V1 have the same degree, otherwise the graph is irregular.

Each linear block code can be represented by a bipartite graph. If there are no cycles in
the bipartite graph, the linear block code can be represented by a tree. In section 2.4.2, the
iterative belief propagation decoding algorithm for LDPC codes is explained by message
passing over the edges of a bipartite graph.

2.2.2 Graph Coloring

Vertex Coloring

A (proper) vertex coloring of a graph G is an assignment of colors to the vertices of G such
that adjacent vertices always have different colors. The minimum number of colors which
is necessary for a proper vertex coloring of graph G is called the chromatic number χV (G).

For a proper vertex coloring of the complete graph Kn, at least χV (Kn) = n colors
are required. Figure 2.3 shows two examples for proper vertex coloring. In figure 2.3a
χV (K5) = 5 colors are necessary to color the complete graph K5, whereas in figure 2.3b
only χV (G) = 3 colors are sufficient. It can be easily seen that at least χV (G) = 3 colors
are needed in figure 2.3b since the complete subgraphK3 (gray shaded region) is contained
in G.

r

g

p
y

b

(a)

r

g

g

b

g

r

b

r

K3

(b)

Figure 2.3: Example for vertex coloring: (a) complete graph K5 with chromatic number
χV (K5) = 5 and (b) graph with chromatic number χV (G) = 3.
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Edge Coloring

An edge coloring of graph G is an assignment of colors to the edges in G. A proper
edge coloring is an assignment such that adjacent edges have different colors. The edge
chromatic number χE(G) of a graph G is the minimum required number of colors for a
proper edge coloring. The edge chromatic number χE(G) of a graph G is always equal
to or greater than the maximum degree of any vertex of G. The edge chromatic number
χE(G) of a k-regular graph G is either k or k + 1.

2.3 Low-Density Parity-Check Codes

Low-density parity-check (LDPC) codes are linear error correcting block codes with pow-
erful error correction capabilities close to the Shannon limit. While the basic principle
of LDPC codes and the iterative decoding algorithm were already described by Gallager
in the 1960ties [30, 31], the codes were largely forgotten and subject of few publications
until the early 1990ties. Tanner introduced a graphical representation of LDPC codes
in 1981 [80], which is now called Tanner graph (or bipartite graph). In 1993, Berrou,
Glavieux and Thitimajshima developed turbo codes which have a very high coding gain
and relatively low decoding complexity [5]. Thus interest in iterative decoding algorithms
rose, and two years later MacKay and Neal rediscovered LDPC codes [56, 57]. In the past
ten years, LDPC codes were intensely studied by many researchers.

Both LDPC and turbo codes use iterative decoding algorithms. The decoding com-
plexity of these suboptimum iterative decoding algorithms is very low compared with
optimum decoding algorithms for the same code word lengths. Even though the algo-
rithms are suboptimum, the decoding performance of turbo and LDPC codes is only a
fraction of a decibel away from the Shannon limit. In [22] an LDPC code with block
length 107 is reported which performs within 0.04 dB of the Shannon limit at a bit error
rate of 10−6.

2.3.1 Definition of LDPC Codes

A binary LDPC code is a linear block code with a very sparse parity-check matrix H .
Hence, most entries in H are zero, and the number of ones per column or per row is small
compared to the code word length N . Gallager [31] defined regular LDPC codes with
a constant number of ones in each row and a constant number of ones in each column.
It was shown later that irregular LDPC codes, where the number of ones per row or
column is not constant, have superior error correction performance [53, 54]. LDPC codes
over higher order Galois fields GF(q) with q > 2 were introduced in [24]. While binary
LDPC codes can approach the Shannon limit for very long code word lengths [22, 71],
it was shown that for shorter code word lengths LDPC codes over higher order Gallois
fields have superior error correction performance [39]. However, the decoding complexity
for non-binary LDPC codes is higher and thus most research interest focuses on binary
LDPC codes.

Just like all linear codes, a binary LDPC code can be described by a bipartite graph with
M check nodes Cm corresponding to the rows and N variable nodes Vn corresponding to
the columns of H . A check node Cm is connected to a variable node Vn if matrix element
hmn = 1. The degree dV,n of variable node Vn is defined by the number of ones in the nth
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column of the parity-check matrix or by the number of edges incident to node Vn. The
maximum variable node degree is dV,max = maxN−1

n=0 (dV,n). Equivalently the check node
degree dC,m of node Cm is defined by the number of edges incident to node Cm or the
number of ones in the mth row of H . M(n) is the set of check nodes that are connected
to variable node n and N(m) is the set of variable nodes that are connected to check
node m. E is the number of ones in the parity-check matrix H or the number of edges
in the bipartite graph.

As an example, the parity-check matrix of an irregular LDPC code is defined in fig-
ure 2.4a, and figure 2.4b shows the associated bipartite graph. The variable node degrees
of this code are dV,0 = dV,1 = dV,2 = dV,3 = dV,4 = 3, dV,5 = dV,6 = dV,7 = 2 and the check
node degrees are dC,0 = dC,1 = dC,2 = 4, dC,3 = dC,4 = dC,5 = 3. The total number of
ones in this matrix is E = 21. In the example code, a cycle of length four is formed by
the nodes (C1, V1, C2, V4). The girth of a bipartite graph is defined as the length of the
shortest cycle. In general, LDPC codes with high girth perform better than LDPC codes
with lower girth.

H =




1 0 1 1 0 1 0 0
0 1 0 1 1 0 1 0
1 1 1 0 1 0 0 0
1 0 0 1 0 0 0 1
0 1 0 0 1 1 0 0
0 0 1 0 0 0 1 1




(a)

C0 C1 C2 C3 C4 C5

V0 V1 V2 V3 V4 V5 V6 V7

M check nodes

N variable nodes

E edges

(b)

Figure 2.4: (a) Parity-check matrix and (b) bipartite graph of an irregular LDPC code with
N = 8, M = 6, E = 21.

2.3.2 Classes of LDPC Codes

LDPC codes can be divided into regular and irregular codes. For regular codes, the
number of non-zero entries in each column (resp. row) of the parity-check matrix H is
constant and equal to j (resp. k). Thus all variable nodes in the bipartite graph have
the same degree dV = j, and all check nodes have the same degree dC = k. On the
contrary, the node degrees of irregular codes are not constant and are described by a
degree distribution. In general, irregular LDPC codes are known to outperform regular
LDPC codes [54].

From the point of view of a hardware designer, LDPC codes also can be divided into
codes which show a regular structure in their parity-check matrix and “random” codes
with an unstructured parity-check matrix. Structured codes can be designed under a set
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of constraints to avoid all memory access conflicts in a partly parallel decoder implemen-
tation. A very basic principle to design structured codes is to first divide the parity-check
matrix into Nb ×Mb square submatrices. Each submatrix has size z × z, thus N = z ·Nb

and M = z ·Mb. Then non-zero entries are placed in the submatrices according to a set of
constraints. This basic principle was already described by Gallager in 1963 in appendix C
of [31]. While Gallager’s objective was to find a procedure to construct codes with no
cycles up to a certain length, the same basic principle of decomposition into submatrices
is used today to design quasi-cyclic or protograph LDPC codes with an efficient decoder
hardware realization.

Quasi-Cyclic LDPC Codes

Binary quasi-cyclic (QC) LDPC codes are completely defined by a so-called base matrix B

of size Mb × Nb with entries bk,l ∈ {−1, 0, 1, ..., z − 1} as shown in figure 2.5a and an
expansion factor z. The parity-check matrix H is derived by expanding the base matrix.
Each entry is replaced by a z × z submatrix. All entries bk,l = −1 in B are replaced
by an all-zero matrix and all entries bk,l ≥ 0 are replaced by a cyclically shifted identity
matrix. The offset for the cyclic shift is bk,l as illustrated in figure 2.5b. The resulting
expanded matrix H is of size zNb × zMb and defines the parity-check matrix for a code
of length N = zNb. To design the base matrix, algebraic construction methods based on
finite geometries can be used [49].

B =




b0,0 b0,1 . . . b0,Nb−1

b1,0 b1,1 . . . b1,Nb−1
...

...
. . .

...
bMb−1,0 bMb−1,1 . . . bMb−1,Nb−1




(a)

H =

M
z
M

=
b

z

z

z

z

offset bk,l

replace each > 0 bybk,l

N zN= b

(b)

Figure 2.5: (a) Base matrix B and (b) expanded quasi-cyclic parity-check matrix H with
expansion factor z.

Protograph LDPC Codes

A generalization of QC LDPC codes are LDPC constructed from protographs. Very
similar definitions were introduced under different names in [83] as protograph, in [70]
as projected graph and in [60, 61] as architecture-aware (AA) LDPC code. Using this
method for code construction, at first a bipartite graph with Nb variable nodes and Mb

check nodes is constructed, the so-called protograph. Parallel edges are permitted in this
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graph. Each node in the protograph defines a separate node type. Then the protograph
is copied z times. To connect the z resulting graphs, the end points of edges which belong
to the same node type are permuted and no parallel edges are allowed in the final result.
The resulting bipartite graph with N = zNb variable nodes and M = zMb check nodes
defines a protograph LDPC code.

The parity-check matrix of a protograph code can be decomposed into square z × z
submatrices. Each submatrix either consists of the all-zero matrix or of any row or
column permutation of the identity matrix. Therefore, protograph LDPC codes allow a
higher flexibility during code design than QC LDPC codes.

Irregular Repeat-Accumulate LDPC Codes

Irregular repeat-accumulate (IRA) LDPC codes were first defined in 2000 in [43]. The
structure of the parity-check matrix of a systematic code is shown in figure 2.6. The
matrix can be separated into

H = (H1|H2), (2.15)

where H1 is an arbitrary binary low-density matrix with constant row weight, and H2

consists of two diagonals of ones and zeros in all other positions. Later, also codes which
have no constant row weight in H1 are referred to as IRA codes [46, 97]. An advantage of
IRA codes is that they can be encoded very efficiently using back substitution. Structured
IRA codes can be designed by constraining H1 to quasi-cyclic matrices.

1
1

1
1

1
1

1
1

0

K=N-M M

M

1
1

1
1

1
1

1

0

Figure 2.6: Parity-check matrix for IRA LDPC code.

2.3.3 Encoding of LDPC Codes

As LDPC codes are defined by a sparse parity-check matrix, the most straightforward
way to encode an information vector i is to use Gaussian elimination on H . Assuming
that H has full rank and that it defines a systematic code, the matrix can be transformed
to an equivalent lower triangular form using Gaussian elimination as shown in figure 2.7.
If H does not have full rank, linear dependent rows are removed before the Gaussian
elimination. In the case of a non-systematic code, the columns in H can be permuted
to achieve the lower triangular form. This results in an equivalent code with the same
parameters but different code words.

For encoding of systematic codes, the code word is split into the information i and the
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1
1

1
1

1
1

1
1

0

K=N-M M

M

Figure 2.7: Equivalent lower triangular form of parity-check matrix H.

parity p such that c = (i|p). Back-substitution is used to calculate the M parity bits by

pk =
K−1∑

j=0

hk,j · ij +
k−1∑

j=0

hk,j+K · pj. (2.16)

The main drawback using this scheme is that in general, the lower triangular form of the
parity-check matrix is no longer sparse. Thus encoding involves the multiplication with
a dense matrix and the complexity is quadratic in code word length.

Structured LDPC Codes

Structured codes are usually designed for linear encoding complexity. Quasi-cyclic codes
can be encoded in linear time using cyclic shift registers [51]. For a submatrix of size
z × z, an encoder for a QC systematic code can be implemented using K/z = Kb cyclic
shift registers of length z where the information bits are stored. Multiple-input XOR gates
are used to compute the code bits [67].

Irregular repeat-accumulate codes are encoded by first repeating each information bit ik
dk times, where dk is the column weight of the corresponding kth column in the parity-
check matrix. Then all information bits are scrambled and always dC −2 information bits
are combined using a multiple-input XOR gate. Finally, an accumulator adds the value of
the last parity bit to the current result to generate the value for the current parity bit.
For IRA codes where the first K columns of H have quasi-cyclic structure, the cyclic shift
registers of the QC encoder are combined with an accumulator as shown in [93].

Random LDPC Codes

In [72] a scheme for encoding of LDPC codes with random parity-check matrices is pro-
posed. The scheme allows manageable encoding complexity for most cases and an encod-
ing complexity which grows linearly with the block length for many cases. At first, row
and column permutations are performed to transform the parity-check matrix H to an
approximate lower triangular form with

H ′ =

(
A B T

C D E

)
(2.17)

as illustrated in figure 2.8a. T is a lower triangular matrix, and as only permutations
have been performed, the resulting matrix H ′ is still sparse. The gap g which describes
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1
1

1
1

1

K=N-M M-g

M

A

C

B

D

T

E

g

M-g

g

0

H'  =

(a)

1
1

1
1

1

0

K=N-M M-g

M

A

-ET A+C
-1

B

T

g

M-g

gF 0

H''  =

(b)

Figure 2.8: (a) Approximate lower triangular form H′ of parity-check matrix and (b) equivalent
parity-check matrix H′′ with zeros in the lower right part.

the number of columns in the matrices B and D measures the distance between H ′ and
a lower triangular matrix. Several greedy algorithms are proposed in [72] to bring H to
an approximate lower triangular form with a value for g as small as possible.

The code word is split into c = (i|p1|p2) where i is the systematic information and p1

and p2 denote the parity part of lengths g and M − g. The approximate lower triangular
H ′ in figure 2.8a is then transformed to

H ′′ =

(
I 0

−ET−1 I

)
· H ′ =

(
A B T

(−ET−1A + C) Φ 0

)
. (2.18)

The multiplication results in the equivalent parity-check matrix H ′′ as shown in figure 2.8b
with Φ = −ET−1B+D. The inverse matrix Φ−1 is in general a dense matrix whereas A,
B, C, D, E and the triangular matrix T are sparse. Using back-substitution instead of
multiplication with T−1, only multiplications with sparse matrices and one multiplication
with Φ−1 are necessary to determine the parity bits p = (p1|p2). Thus the encoding
complexity is reduced to order N + g2. For a small gap g << N the encoding complexity
grows almost linearly with N .

2.4 Decoding of LDPC Codes

LDPC codes can be decoded in an efficient way using the iterative belief propagation (BP)
decoding algorithm. Due to its inherent parallelism, the algorithm is suited very well for
decoder hardware implementations, making LDPC codes very attractive for applications
which require a high data throughput. In this section, optimum decoding in a cycle-
free graph is explained as well as practical BP decoding for LDPC codes which usually
do have cycles in their graph representation. Furthermore, the layered schedule for the
node computations is discussed which reduces the number of required decoding iterations
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with respect to the conventional flooding schedule. Finally, reduced complexity decoding
algorithms are presented which allow simplified hardware implementations.

2.4.1 Decoding in a Cycle Free Graph

In this section, Gallager’s probabilistic decoding algorithm is described for optimum
s/s MAP decoding in a cycle-free graph [31]. It is assumed that the transmission of
a 0 and a 1 is equally likely for each transmitted code symbol cn so that the a-priori
LLR La(cn) = 0. Figure 2.9a shows a cycle-free graph (tree) where circles represent
code symbols and squares represent parity checks. Figure 2.9b shows the corresponding
parity-check matrix. In the following the LLR

L(cn|r,C) = ln
P (cn = 0|r,C)

P (cn = 1|r,C)
(2.19)

for code symbol cn is calculated using the hypothesis of a cycle-free graph, given the
received symbols r and given the event C that all parity checks are satisfied on the
transmitted code word c. The decoder estimate is ĉn = 0 for L(cn|r,C) > 0 and ĉn = 1
otherwise. Using Bayes’ theorem and the knowledge that the probability density function
of rn given cn = 0 depends only on the memoryless channel model and not on r 6=n or C,
it follows that

L(cn|r,C) = ln
p(rn|cn = 0)

p(rn|cn = 1)︸ ︷︷ ︸
In

+ ln
P (cn = 0|r 6=n,C)

P (cn = 1|r 6=n,C)︸ ︷︷ ︸
En

. (2.20)

In is the intrinsic information (depends on the channel and the received value rn) and En

is the extrinsic information (depends on the code and all received values except for rn).
The vector r 6=n denotes all elements of r except for element rn.

With the assumption of a cycle-free graph and Bayes’ theorem, the extrinsic part can

0

1 2 3 4 5 6

7 8 9

0 1 2

3 4

iteration 1

iteration 2

iteration 3

(a)

H =




1 1 0 0 0 0 0 0 0 0
1 0 1 1 1 0 0 0 0 0
1 0 0 0 0 1 1 0 0 0
0 0 0 0 1 0 0 1 0 0
0 0 0 0 1 0 0 0 1 1




(b)

Figure 2.9: (a) Cycle-free graph where parity checks are marked as squares and code symbols
as circles with code symbol 0 drawn on top, (b) corresponding parity-check matrix.
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be manipulated into the following form:

En = ln
P (cn = 0|r 6=n,C)

P (cn = 1|r 6=n,C)
=
∑

i∈M(n)

ln
P (Cn,i, cn = 0|r 6=n,C 6=n)

P (Cn,i, cn = 1|r 6=n,C 6=n)︸ ︷︷ ︸
Ri7→n

. (2.21)

Cn,i is the event that parity check i which includes code symbol n is satisfied on the
transmitted code word and C 6=n is the event that all parity checks which do not include
code symbol n are satisfied. The extrinsic value Ri7→n in equation (2.21) represents the
information given by parity check Cn,i about symbol cn. Thus

P (Cn,i, cn = 0|r 6=n,C 6=n) = P






∑

k∈N(i),k 6=n

⊕ ck


 = 0|r 6=nC 6=n


 , (2.22)

where N(i) gives the indices of all code symbols included in parity check i.

Using the above equations and the log-likelihood algebra described in section 2.1.3, the
calculation of L(cn|r,C) in equation (2.19) becomes an iterative process which can be
summarized to

L(cn|r,C) = In +
∑

i∈M(n)

2 · tanh−1




∏

k∈N(i),k 6=n

tanh

(
1

2
· L(ck|r 6=n,C 6=n)

)
 . (2.23)

To calculate L(c0|r,C), the tree is drawn with code symbol c0 on top to the tree as
shown for the example in figure 2.9a. In each iteration, new LLRs are computed for a
set of code symbols by considering all parity-checks and code symbols which are below
in the tree. In the example, the first iteration starts with the leaves of the tree in the
lowest line of figure 2.9a, and the LLRs L(cn|r,C ′) for n = 7, 8, 9 are computed. For
the event C ′ no parity check is considered at all, so that L(cn|r,C ′) is equal to the
intrinsic information In. The second iteration computes LLRs for the variable nodes
in the middle line in figure 2.9a, which means that for L(c4|r, C4,3, C4,4) the two parity
checks 3 and 4 are considered which are below code symbol c4 in the tree. The iterative
process continues until in the final iteration the LLR for code symbol c0 is computed. To
calculate L(c1|r,C), the graph has to be drawn with symbol node c1 on top and the same
computations are performed on the new tree. The cycle-free representation of the graph
leads to a natural termination of the described algorithm after few iterations.

2.4.2 Belief Propagation Decoding

The optimum decoding principle described in the previous section can also be applied
to codes on graphs with cycles. The algorithm is optimum until the first cycle closes
after a given number of half-iterations which is equal to the girth of the code. Then
the independence assumption is broken so that the computed values are not optimum
any more. However, simulation results show that codes with cycles which break the
independence assumption and thus use a decoding algorithm which is not optimum can
have a decoding performance close to the Shannon limit [22].

The iterative BP decoding algorithm for LDPC codes can be formulated in several
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ways, and a formulation for two-phase flooding schedule message passing is given below.
As defined in the previous sections, cn is the code symbol which was sent, rn is the received
code symbol, and ĉn is the decoder estimate for the code symbol. The parity-check matrix
is defined by its entries hij in the ith row and jth column, M(n) is the set of all check
nodes connected to variable node n, and N(m) is the set of all variable nodes connected
to check node m.

BP Decoding Algorithm (Formulation 1)

Step 1: Initialization, l = 0

• intrinsic (channel) values for each n

In = ln
P (cn = 0|rn)

P (cn = 1|rn)
(2.24)

• for each (m,n) ∈ {(i, j)|hij = 1}

S(0)
n→m = In (2.25)

Step 2: Iterations, l = l + 1

• check node update for each (m,n) ∈ {(i, j)|hij = 1}

R(l)
m→n = 2 · tanh−1

∏

j∈N(m),j 6=n

tanh

(
S

(l−1)
j→m

2

)
=

∑

j∈N(m),j 6=n

⊞
(
S

(l−1)
j→m

)
(2.26)

=
∏

j∈N(m),j 6=n

sign(S
(l−1)
j→m) · 2 · tanh−1

∏

j∈N(m),j 6=n

tanh

(
|S(l−1)

j→m |
2

)
(2.27)

• variable node update for each (m,n) ∈ {(i, j)|hij = 1}

S(l)
n→m = In +

∑

i∈M(n),i6=m

R
(l)
i→n (2.28)

Continue with step 2 if l is smaller than the maximum number of iterations

Step 3: Decision: if the maximum number of iterations is reached, decode for each n

S(l)
n = In +

∑

i∈M(n)

R
(l)
i→n (2.29)

ĉn = sign
(
S(l)

n

)
(2.30)

In addition to this formulation 1 of BP decoding, the algorithm can be formulated in
various ways by moving computations from variable node update to check node update and
vice versa. Furthermore, there exist different possibilities for formulating the equation for
check node update. Mathematically there is no difference between all these formulations,
but considering quantization noise, approximation of non-linear functions, and the cost of
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message passing in a hardware decoder implementation, some of the formulations are more
suitable than others. Alternative formulations for BP decoding are given in appendix A
on page 127.

Qualitative Explanation of BP Decoding using Message Passing

The BP decoding algorithm can be best explained using message passing on the bipartite
graph. Every variable node and every check node in the graph in figure 2.4b on page 12
represents a processing element. The processing element receives an input message on
each incident branch from the adjacent nodes, performs internal computations and sends
updated output messages on each branch back to the adjacent nodes.

During initialization, every variable node is loaded with a soft value (the intrinsic
value In in equation (2.24)), which is determined from the received value and the channel
properties. The sign of this soft value gives the hard decision estimate of the corresponding
code bit and the magnitude gives the reliability of the decision. During the following
iterative decoding process, the hard decision estimates and their reliabilities are improved.

In the first half-iteration (check node update according to equation (2.26)), the intrinsic
values are sent from the variable nodes over the edges to the connected check nodes. In
each check node, dC new messages are computed from the dC incident messages. For each
edge, a different output message is determined. Therefore information about the variable
node connected to one edge is collected by questioning the other variable nodes which
are connected to the same check node. The output message is a soft value (hard decision
value and reliability) for the considered variable node from the point of view of all other
variable nodes which are connected to the same check node. If all incoming messages to a
check node are reliable (high absolute values), reliable output messages can be generated.
In the case of only one unreliable input message, the output messages are also unreliable.
It is important to note that for each output message only the other variable nodes are
considered and not the variable node which receives the message. Thus, the collected
information is statistically independent (as long as less half-iterations than the girth of
the code were performed).

In the second half-iteration (variable node update according to equation (2.28)), each
variable node determines dV new output messages from its dV input messages. To compute
the output message for one branch, the hard decision values of all other incoming messages
and the corresponding intrinsic value are weighted with their reliabilities and accumulated.
Thus the output message gives a new estimate by collecting the information from all
connected check nodes. The updated messages are sent over the branches back to the
adjacent check nodes.

After the second half-iteration has been performed, the first half-iteration recommences.
Instead of the intrinsic values, the output values computed in the second half-iteration
are used as inputs for check node update. Decoding is stopped after a given number of
iterations or as soon as a valid code word is detected. To determine a new estimate for the
decoded code word, each variable node accumulates the messages from all its branches
and the intrinsic message according to equation (2.29). The resulting total sum represents
the hard decision value (sign bit) and the reliability of this hard decision (absolute value)
for the corresponding code bit estimate. Depending on the next processing steps in the
communication system, the reliability information can be used or ignored.



2.4 Decoding of LDPC Codes 21

2.4.3 Scheduling for Belief Propagation Decoding

In a cycle-free graph (tree), the sequence in which the messages in the graph are updated
does not influence the convergence of the algorithm. However, practical codes have cycles,
and therefore scheduling influences the convergence speed. Usually either the flooding
schedule or a scheduling called layered decoding is used. The sequence in which the
messages are updated can be best explained using formulation 1 of the BP decoding
algorithm on page 19 and formulation 3 in the appendix on page 129. In figure 2.10 a
segment of a bipartite graph and two different ways for scheduling the node updates are
depicted.

Flooding Schedule Decoding

A decoder which uses the flooding schedule first updates all check nodes in the first half-
iteration and then updates all variable nodes in the second half-iteration as illustrated in
figure 2.10a. Thus in every iteration, each value R

(l)
m→n in equation (2.26) and each value

S
(l)
n→m in equation (2.28) is updated exactly once. The processing of a node does not start

before all incident branches were updated.
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Figure 2.10: Scheduling of node computations: illustration of (a) flooding schedule with al-
ternate parallel updated of check and variable nodes and (b) layered decoding where subsets
of check nodes are updated sequentially and an intermediate partial variable node update is
performed.

Layered Decoding

In contrast to flooding schedule decoding, layered decoding follows a different scheduling
where subsets of check nodes are updated sequentially and passed over to the variable
nodes immediately. As soon as any of the input messages of a variable node changes, a
partial update of all output messages of the variable node is performed. Thus, subsequent
check node subsets in the same iteration already operate on partially updated variable
node messages. One iteration is defined as one complete cycle through the update of all
check nodes. Figure 2.10b shows an example with check node subsets of size two. For
layered decoding, formulation 3 of BP decoding on page 129 in the appendix is modified
by adding S

(0,0)
n = In during initialization and replacing check and variable node updates

in step 2 by:
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• check node update (only check node m): for all n ∈ N(m)

R(l)
m→n = 2 · tanh−1

∏

j∈N(m),j 6=n

tanh

(
S

(l−1,uj)
j −R

(l−1)
m→j

2

)
(2.31)

• partial update of all variable nodes n which are connected to check node m, i.e. for
all n ∈ N(m)

S(l−1,un+1)
n = S(l−1,un)

n +R(l)
m→n −R(l−1)

m→n (2.32)

un = un + 1 (2.33)

S(l,0)
n = S(l−1,dV,n)

n if un = dV,n (2.34)

Parameter un gives the number of partial updates already performed on total sum
value n in iteration l − 1. After dV,n partial updates, an iteration on sum value n is
finished. The updated total sum value is used for initialization of the next iteration with

S
(l,0)
n = S

(l−1,dV,n)
n according to equation (2.34).

For layered decoding, only the current total sum value and no previous total sum values
need to be stored. This modified scheduling was originally proposed as staggered decoding
in [92] together with a simplified decoding algorithm. In [60, 62] the principle is called
turbo-decoding message-passing (TDMP) and the term layered decoding was introduced
in [37]. The modified scheduling benefits from the use of updated check input messages
within the same iteration. This increases the convergence speed of the layered decoding
algorithm compared to the flooding schedule algorithm so that the number of iterations
is reduced by up to 50%.

An inherent constraint for layered decoding is that processing of the next subset of check
nodes may only start when all updated messages from the previously processed variable
nodes were received. Furthermore, the check nodes within one subset are not allowed to
be connected to a common variable node. For enabling uninterrupted processing of check
node subsets, decoder-aware code design was proposed. Partly parallel decoder architec-
tures were developed with less hardware complexity and higher convergence speed than
comparable decoder architectures for non-layered codes as will be shown in section 3.3.2.

2.4.4 Reduced Complexity Decoding

Variable node processing in formulation 1 of the BP decoding algorithm on page 19 con-
sists of simple additions whereas check node processing comprises complex mathematical
operations. Compared with additions, the hardware implementation of multiplications
and the nonlinear functions tanh, tanh−1 which are needed in equation (2.27) is very
expensive. In the literature, many approximations were proposed which simplify in par-
ticular check node processing and at the same time aim at a good error correction per-
formance.
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Min-Sum Approximation

The so-called min-sum or BP-based approximation reduces check node processing to very
simple operations and is the starting point for several more sophisticated approximations.
The complex computation in equation (2.27) is replaced with

R(l)
m→n =

∏

j∈N(m),j 6=n

sign
(
S

(l−1)
j→m

)
· min
j∈N(m),j 6=n

(
|S(l−1)

j→m |
)
. (2.35)

The approximation is derived from the boxplus addition of LLRs as shown in equa-
tions (2.14) and (A.8). The performance loss compared with BP decoding is about
0.5 dB [17].

Normalized BP-Based Approximation

The performance of the min-sum approximation can be improved by multiplying the
result with a constant α smaller than 1. The normalized BP-based approximation replaces
equation (2.27) with

R(l)
m→n =

∏

j∈N(m),j 6=n

sign
(
S

(l−1)
j→m

)
· α · min

j∈N(m),j 6=n

(
|S(l−1)

j→m |
)
. (2.36)

The value of α can be varied for different iterations or different signal-to-noise ratios to op-
timize the performance. However, it is usually kept constant for one code to simplify node
processing. Density evolution can be used to find a good value for α [18, 21]. Normalized
BP-based decoding achieves a significantly better error correction performance than the
simple min-sum decoding with little additional hardware cost. In [17] a performance loss
of less than 0.1 dB compared with BP decoding is reported.

Offset BP-Based Approximation

A different approach to improve the accuracy of the min-sum approximation is offset
BP-based decoding. Here the check node computations are performed using

R(l)
m→n =

∏

j∈N(m),j 6=n

sign
(
S

(l−1)
j→m

)
· max

(
min

j∈N(m),j 6=n

(
|S(l−1)

j→m |
)
− β, 0

)
. (2.37)

The subtraction of β from the minimum value and the maximum operation make sure that
messages with reliability < β are set to zero and make no contribution to the reliability of
the variable nodes. The error correction performance is similar to normalized BP-based
decoding [17].

Boxplus Approximation

In equation (A.12) on page 129 in the appendix it is shown that the computation of R
(l)
m→n

is the boxplus sum of dC − 1 input values. The boxplus sum of two LLRs L0 and L1 can
be expressed with

L0 ⊞ L1 = sign(L0) · sign(L1) · [min (|L0|, |L1|)
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+ ln(1 + exp(−(|L0| + |L1|))) − ln(1 + exp(−||L0| − |L1||))]
= sign(L0 · L1)·(min (|L0|, |L1|)+g(|L0|+|L1|)−g(||L0|−|L1||)) (2.38)

as shown in equation (2.13). Different approximations were developed for the function
g(x) = ln(1 + exp(−x)). In [40] a LUT and a piecewise linear approximation are pro-
posed whereas in [68] a linear approximation for g(x) is suggested. While approximations
for boxplus can come very close to the error correction performance of the original BP
decoding algorithm, the implementation cost is significantly higher than for normalized
BP-based decoding.

λ-Min Approximation

The absolute value |R(l)
m→n| of the boxplus sum of LLRs is dominated by its smallest input

values |Q(l−1)
j→m|. Therefore the authors of [33] suggest replacing equation (2.26) with

R(l)
m→n =

∏

j∈N(m),j 6=n

sign(S
(l−1)
j→m) ·

∑

j∈Nλ(m),j 6=n

⊞ |S(l−1)
j→m |, (2.39)

where Nλ(m) describes the indices of the λ smallest absolute values corresponding to the
indices in the set N(m). The approach is equal to the min-sum approximation for λ = 1
and equal to optimum BP decoding for λ = dC,max. Thus the approximation is scalable:
for higher values of λ, the decoding performance as well as the decoding complexity
increase and vice versa. The approach allows a trade-off between decoding performance
and decoding complexity.



3 Classification of LDPC Decoder
Architectures

This chapter is dedicated to the analysis and classification of LDPC decoder architectures
described in the literature. As the decoding algorithm for LDPC codes is inherently
parallel, it is well suited for hardware implementations and many decoder architectures
have been presented in the past ten years. The decoder architectures can be classified into
fully parallel designs, fully serial designs and partly parallel designs. While fully parallel
designs exploit the inherent parallelism of BP decoding and update all extrinsic messages
in one clock cycle, fully serial designs update only one extrinsic message in every clock
cycle. Fully parallel designs map the randomness of the bipartite graph to a complex
interconnection network between the node functional units [38]. In contrast to this, fully
serial designs map the connections in the bipartite graph to random memory access. For
real applications with long code word lengths, neither the fully parallel nor the fully
serial design approach is suitable as either the complex interconnect can not be realized
(fully parallel) or the data throughput is too low (fully serial). Thus, most published
architectures use a partly parallel approach where the randomness of the bipartite graph
is mapped to flexible interconnect and random memory access.

Partly parallel architectures can be classified into fixed architectures for decoding of a
predetermined set of structured codes and fully programmable architectures for decoding
of arbitrary LDPC codes. The major issue in partly parallel decoder design is to avoid
memory access collisions in order to avoid idle functional units and idle memory ports
which would lower the data throughput. In the literature, various solutions were presented
for fixed architectures, e.g. [19, 65, 87], and programmable architectures, e.g. [1, 44, 82].

A further important classification for partly parallel architectures considers scheduling
of the node computations. Architectures which use two-phase flooding schedule message
passing implement formulation 1 of BP decoding on page 19. Compared with this ap-
proach, the data throughput can be doubled using architectures with one-phase flooding
schedule message passing according to formulation 3 of BP decoding on page 129. Decoder
architectures using layered decoding as described in section 2.4.3 are based on one-phase
flooding schedule decoder architectures. The layered decoding algorithm increases the
convergence speed by using updated values already during the current iteration. This re-
duces the number of required decoding iterations and therefore increases the data through-
put. However, memory access is fundamentally different for the one-phase and two-phase
flooding decoding schedule. Thus different approaches are required for resolving memory
access collisions in the corresponding decoder architectures.

The first section of this chapter introduces basic LDPC decoder building blocks. Based
on these building blocks, a fully parallel architecture and basic partly parallel architecture
types for structured codes are discussed in the next two sections. The last section gives an
overview of existing approaches for fully programmable decoder architectures which can
decode arbitrary LDPC codes using heuristic or optimum mapping algorithms. Finally,
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the alternatives for parallel or sequential implementations on different levels are discussed
for fully programmable decoder architectures.

3.1 Node Processing and Message Routing

This section describes the functional units needed for check node and variable node pro-
cessing as well as the flexible routing hardware needed for message passing. The described
elements form the basic building blocks of the LDPC decoder architectures discussed in
the subsequent sections. A more thorough discussion of these building blocks considering
hardware implementation aspects follows in chapter 4.

3.1.1 Parallel and Sequential Node Processing

Every LDPC decoder performs computations for check and variable nodes for decoding
of the received corrupted code words. Apart from the approximation of the BP decoding
algorithm, two fundamentally different approaches for node processing exist: either a node
is processed in parallel or a node is processed sequentially. Figure 3.1a shows the parallel
accumulation of the total sum according to equation (A.13) for a variable node of degree
dV = 3. All values have a wordlength of w bit, and large values are clipped to the allowed
range. The node degree is directly mapped into hardware and the total sum is available
within one clock cycle. In contrast to this, figure 3.1b shows the sequential approach
where the dV extrinsic input values appear sequentially at the input. The multiplexer
chooses the intrinsic input value in the first clock cycle and the feedback branch in all
other clock cycles. The delay for the total sum accumulation depends on the current node
degree, so that the total sum value is available after dV clock cycles. The functional unit
can be adjusted to a different variable node degree by applying different control signals.
To get the same data throughput as for the parallel approach and assuming the same
clock frequency, dV sequential units are needed.
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Figure 3.1: Parallel (a) and sequential (b) implementation of a variable functional unit to
compute the total sum for a variable node of degree dV = 3.

In partly parallel decoder architectures (see section 3.3), each instantiated node func-
tional unit performs computations for several nodes in every iteration. Irregular codes
require processing of variable nodes with varying degrees from dV,min up to dV,max. Using
a parallel variable node implementation is wasteful as dV,max inputs have to be provided
for each instantiated node but only a fraction of the inputs and related logic are used
if the current node degree is dV < dV,max. It is very likely that different node degrees



3.1 Node Processing and Message Routing 27

have to be processed as in many applications a set of codes with different code rates are
specified. Furthermore, irregular codes are frequently used because of their superior error
correction performance. For example for the codes defined in DVB-S2 [27], the variable
node degrees within one code range from 2 to 36 while the average variable node degree
is only 3.5.

Avoiding idle functional units, the parallel approach for node processing is only suitable
in the following three cases: first, if already considered during code design, second, for
fully parallel LDPC decoders (see section 3.2), and third, for decoders for regular LDPC
codes. Especially for programmable decoder architectures where the node degrees are
not known during decoder design, the sequential approach is more efficient in terms of
flexibility and chip area consumption. It is possible to avoid idle hardware units, so that
the data throughput is constant independent of the node degrees.

The complexity for check node processing is higher than for variable node processing.
Similar as for variable node processing, a parallel and a sequential approach for check node
processing exists. The above considerations for variable node design are also applicable to
check node design when the adder is replaced by a more complex operation. In some de-
coder implementations, check and variable node computations are performed alternately.
Thus, instead of instantiating check functional units (CFU) and variable functional units
(VFU), one combined functional unit (FU) is used that can perform both computations.
A detailed description of the hardware implementation of both CFUs and VFUs is given
in section 4.1.

3.1.2 Message Routing

Partly parallel decoder implementations often need either a barrel shifter or a full per-
mutation network for flexible message routing between processing elements and memory.
Figure 3.2 shows both networks for p = 8 input and p = 8 output values where each gray
circle represents a 2 : 1 multiplexer. In the shifter network in figure 3.2a, any circular shift
can be performed on the p input values by configuring each column of the multiplexers
with one configuration bit. Thus a total of p · ld(p) multiplexers, ld(p) levels and ld(p)
configuration bits is needed.
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Figure 3.2: (a) p × p barrel shifter and (b) p × p full permutation network implemented as a
Beneš network for p = 8. Gray circles represent 2 : 1 multiplexers where the same value is sent
to two outputs.
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In figure 3.2b, a full permutation network is shown which was implemented as a Beneš
network. This flexible routing network can perform arbitrary permutations between inputs
and outputs. Due to the higher interconnect flexibility, the complexity increases to p · (2 ·
ld(p)− 1) multiplexers, 2 · ld(p)− 1 levels and p

2
· (2 · ld(p)− 1) configuration bits. A more

thorough discussion on the flexible routing networks follows in section 4.3.

3.2 Fully Parallel Architecture for one Specific Code

The first published LDPC code decoder implementation [10] is a fully parallel architec-
ture which updates E messages in each clock cycle using two-phase flooding schedule
message passing. The decoder was implemented on an application-specific integrated cir-
cuit (ASIC) with five levels of metal using 0.16-µm 1.5-V CMOS technology. One special
irregular LDPC code of length N = 1, 024, rate R = 0.5 and E = 3, 328 ones in the
parity-check matrix can be decoded with a data throughput of 1 Gb/s performing 64 de-
coding iterations. All nodes in the Tanner graph are instantiated on the chip as variable
functional units (VFU) and check functional units (CFU) using parallel node processing.
For each one in the parity-check matrix a connection from a VFU to a CFU and vice versa
is implemented. The logic needed for the 1,024 VFUs and the 512 CFUs occupies a very
small area on the chip compared to the area needed for the message wires between these
FUs. A wordlength of w = 4 bit was implemented for all messages and different wires are
used for the two directions, so that the total number of messages wires is 4E ·2 = 26, 624.
Thus the main challenge during decoder design was placing the logic in a way that routing
of the messages was feasible.

While the data throughput of this architecture is very high, the wiring for the inter-
connect is very complex. Even for this short code word length of N = 1, 024 and short
wordlength of 4 bit, wiring occupies approximately 50% of the chip area. The architecture
is not scalable and thus not feasible for longer code word lengths as the routing complex-
ity especially for random codes becomes too high. In [64] an algorithm for code design
is suggested which reduces wiring complexity by minimizing the number of ‘tracks’. This
leads to shorter physical lengths of the wires on the decoder chip. In [66] code design is
constrained to reduce the routing congestion for a fully parallel LDPC decoder.

However, fully parallel decoder chips are bound to one specific code and the data
throughput is not scalable. Furthermore, the complex wiring between the node functional
units can not be realized for longer code word lengths. In the next sections, partly parallel
approaches are discussed which are scalable, comprise less routing complexity, and allow
a higher flexibility.

3.3 Partly Parallel Architectures for Structured Codes

Breaking down the parallelism of a fully parallel LDPC decoder so that each half-iteration
is processed in L clock cycles instead of in one clock cycle is not straightforward. Instead
of the parallel update of E extrinsic messages in the fully parallel architecture, only a
fraction of p = E/L messages are updated in each clock cycle in the partly parallel
architecture, where p is called the parallelism of the architecture. While the complex
interconnection network of the fully parallel approach can be avoided, new challenges
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arise through the intermediate storage of the extrinsic messages and different memory
access patterns during check and variable node processing.

A partly parallel hardware decoder with sequential node processing in principle contains
p FUs and p dual-port memory banks. In every clock cycle, every FU reads and writes
one data value and thus processes E

p
edges or E/(p · dav) nodes sequentially before the

next (half-) iteration starts, where dav is the average check or variable node degree. The
challenge is to find a mapping between FUs and memory banks so that in each clock cycle
exactly one value is read from each memory bank.

Figure 3.3 illustrates the problem for p = 3. While each FUi accesses a different memory
bank in figure 3.3a, a collision occurs in figure 3.3b if two or more FUi try to read data
values from the same memory bank at the same instant of time. The difficulty lies in the
different constraints that are posed on the sequence in which the data values are accessed
during variable node and check node processing. A collision-free mapping of data values to
the memory banks for check node processing generally results in collisions during variable
node processing and vice versa if no precautions are taken.
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Figure 3.3: Illustration of memory access for partly parallel decoder architecture with paral-
lelism p = 3 and sequential node processing: (a) without collision, (b) with collision.

A similar collision problem occurs for parallel instead of sequential node processing.
For a regular (j,k) rate R = 0.5 decoder, i CFUs, 2i VFUs and 2ik memory banks are
required (i ∈ N). In each clock cycle 2ik messages are updated, and a collision-free access
is only possible if these messages are located in 2ik different memory banks.

One approach to solve the collision problem is to construct a code under certain con-
straints having in mind the architecture so that no collisions occur. This approach is
called decoder-first code design [12], joint code and decoder [94] design, or decoder-aware
code design [14] and is especially interesting if only one or few codes need to be supported
by the decoder. In general, these decoders can be implemented very efficiently. However,
the drawback is a limited design space for code design, so that especially for very long
code word lengths the excellent error correction performance of LDPC codes can not be
fully exploited.

An alternative approach is to develop a fully programmable and scalable LDPC decoder
architecture [1]. In contrast to decoder-aware code design, the decoder architecture is
capable of decoding arbitrary LDPC codes which were constructed without constraints
during code design. The parallelism of the architecture is scalable so that hardware cost
and throughput can be optimized for arbitrary codes. Due to the programmable approach,
the decoder chip has to be developed only once and no redesign is required for new
codes. Thus, the decoder can be used as a general-purpose decoder, which becomes more
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interesting with each upcoming standard defining a new LDPC code. While arbitrary
codes can be decoded, the drawback of the high flexibility is a more complex decoder
architecture.

In this section, partly parallel decoder designs for structured codes are discussed. The
more general second approach for fully programmable decoder architectures is discussed
in section 3.4.

3.3.1 Decoders for Special Regular LDPC Code Ensembles

A joint code and decoder design methodology was introduced in 2001 for a (3,k) regular
LDPC code with N = L · k2, M = L · k, R ≈ 0.5 by [95, 96]. The first kL rows of H

consist of zeros and k2 identity matrices of size L × L, the next kL rows of zeros and
k2 cyclically shifted identity matrices and the last kL rows are semi-random and defined
by the decoder architecture. The architecture consists of 3k2 extrinsic memory banks,
k2 intrinsic memory banks, and k2 memory banks for the decoded values, each bank is
dual-ported and has a depth of L. Furthermore k2 VFUs and 3k CFUs are instantiated
as well as control logic and a configurable permutation network which allows a subset of
22k permutations out of all possible k2! permutations. CFUs and VFUs use parallel node
processing and in each clock cycle 3k2 messages are updated, yielding 2L clock cycles for
the two half-iterations.

The decoder architecture determines an ensemble of (j,k) regular semi-random codes
where a good one has to be chosen by average cycle length comparison and simulations.
The authors implemented a (3,6) regular code with N = 9, 216 on a Xilinx XCV2600E
field-programmable gate array (FPGA) device and received a data throughput of 54 Mb/s
using 18 decoding iterations at 56 MHz clock frequency [90]. While the design is one of
the first published LDPC decoders on an FPGA, the drawback is a very limited design
space for the codes. The codes are regular, of rate 0.5, and H consists of two deterministic
and one semi-random part.

In 2002 a different partly parallel approach was pursued [68]. The implementation
allows decoding of every (3,6) regular code. The check nodes use sequential node im-
plementation whereas the variable nodes use parallel node implementation. Three CFUs
and two VFUs are instantiated. To avoid memory access collisions, the total sum mem-
ory is doubled so that a total of seven dual-port memory banks is used. The design was
implemented for N = 4, 092 on a Xilinx XCV1000E FGPA device and achieves a data
throughput of 2.2 Mb/s for 20 decoding iterations at 70 MHz clock frequency. While the
data throughput is significantly lower as for the design described in [96], the flexibility is
higher as the same hardware decoder can decode every (3,6) regular code.

3.3.2 Quasi-Cyclic LDPC Codes

The advantages of the structured QC LDPC codes described in section 2.3.2 are linear
time encoding, a simple hardware decoder structure, low memory requirements for storing
the parity-check matrix, and a good error correction performance. The basic idea for QC
LDPC codes was already described in 1963 by Gallager in appendix C of [31]. However,
the objective there was not simplified decoder design but construction of a parity-check
matrix with predictable girth of at least 4m, where m is the number of decoding iterations.
In 2001, the authors of [78, 81] describe a construction method for regular quasi-cyclic
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LDPC codes. They already expected these codes to be very advantageous for encoder
and decoder implementations. Today, all communication standards which use LDPC
codes use QC LDPC codes or codes where most of the parity-check matrix is QC and
the remaining part is built of diagonals of ones. An example are IRA codes as described
in equation (2.15) on page 14 where the first part H1 of the parity-check matrix has a
quasi-cyclic structure.

Partly parallel decoders for QC LDPC codes can be implemented in several straightfor-
ward ways. In the following, four basic decoder architecture types as shown in figure 3.4
are discussed. The width w of the wires between the constituent blocks in the archi-
tectures depends on the code word length and the desired decoding performance and is
usually chosen between w = 4 and w = 10 bit. Table 3.1 lists detailed information about
each of the four architectures. The four architectures exploit the structure of regular or
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Figure 3.4: Basic architecture types of partly parallel QC LDPC code decoders for p = 3.
(a) Sequential node computations with two-phase flooding schedule decoding, (b) sequential node
computations with one-phase flooding schedule decoding, (c) sequential node computations with
layered decoding, (d) parallel node computations with two-phase flooding schedule decoding.
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arch.
EM SM IM

CFUs VFUs shifter
banks depth d/s banks depth d/s banks depth d/s

1 p E/p d - - - p N/p s p†1 p†1 1

2 p E/p d 2p N/p d p N/p s p†2 p†2 2

3 p E/p d p N/p d - - - p†2 p†2 1

4 E/z z d - - - k N/k s M/z†3 N/z†3 -

Table 3.1: Detailed list of building blocks for basic QC LDPC decoder architectures from
figure 3.4. For every memory type the number of required banks, the depth in words, and
the mode (single-port (s) or dual-port (d)) are given (†1sequential node implementation where
check and variable node computations are performed alternately in the same functional unit,
†2sequential node implementation, †3parallel node implementation).

irregular QC LDPC codes to avoid memory access collisions. A detailed description of
the four architectures is given below.

QC Architecture 1

Architecture 1 in figure 3.4 is shown for parallelism p = 3. Each decoding iteration is split
into two sequentially performed half-iterations as defined in equations (2.27) and (2.28)
for formulation 1 of BP decoding on page 19. Thus, two-phase flooding schedule decoding
is performed. The architecture consists of p sequential FUi performing check and variable
node computations alternately, a barrel shifter network (shifter), and an extrinsic dual-
port memory EM. The intrinsic values are stored in the memory IM and the decoded
code word is stored in memory DM. Each of the memories consists of p banks, and the
same address is used for all banks of a memory. Furthermore, a controller and a control
memory for storing the parity-check matrix are needed. Detailed information about the
required hardware is given in table 3.1.

Given a QC LDPC code, the parallelism of architecture 1 in figure 3.4a is chosen
equal to the submatrix size, i.e. p = z. The extrinsic messages which correspond to one
z×z submatrix are stored at the same address in different memory banks in EMi. Always
p intrinsic values which correspond to successive variable nodes are stored at the same
memory address in the p IMi banks. The variable (resp. check) node computations for
p successive columns (resp. rows) in H are performed in parallel within dV (resp. dC)
successive clock cycles.

In each clock cycle, p extrinsic values from one address in the p EMi memory banks
are read in parallel and sent to the shifter network. The configuration for the shifter
network is determined by the entries in the base matrix of the QC code. After the shift
operation was performed, updates of the extrinsic messages are calculated in the functional
units FUi. The updated extrinsic messages are then written back to the extrinsic memory
banks where they replace the old values. To perform all calculations for one half-iteration,
E/p clock cycles are needed1. Thus one complete iteration, which consists of two half-

1Actually E/p + δ clock cycles are needed, where δ & dmax is an additional processing delay due to
pipelining and sequential node operations and dmax is the maximum check or variable node degree.
As the value of δ has no major impact on the comparison of the different QC architectures and usually
δ << E/p, in this section the additional delay δ is neglected.
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iterations, takes approximately 2 · E/p clock cycles. An implementation which is based
on this architecture is given in [46].

QC Architecture 2

A different architecture which uses the one-phase flooding schedule approach is shown in
figure 3.4b and was implemented e.g. in [14]. In contrast to architecture 1, twice the data
throughput can be achieved using dedicated CFUi and VFUi for check and variable node
computations instead of combined functional units FUi. The DM memory is replaced by
two SM memories and a second shifter network shifter-1 is instantiated. The parallelism
p is chosen equal to the submatrix size z and all extrinsic messages which correspond to
one submatrix reside at the same memory address in different banks of EMi. p successive
intrinsic values are stored at the same memory address in the p IMi banks, and p successive
total sum values are stored at the same memory address in the memory banks SMAi and
SMBi. While memory SMA stores the total sum values of the previous iteration, memory
SMB accumulates the total sum values for the current iteration.

Architecture 2 matches formulation 3 of the BP decoding algorithm as described on
page 129. After each decoding iteration, the functionality of the two sum memories SMA

and SMB is exchanged by changing the configuration of the multiplexers and switches
on the ports of the sum memory banks. In the first decoding iteration, p previous total
sum values are read from the SMAi memory banks and routed over the barrel shifter
network shifter to the sequential check functional units. The configuration for the shifter
network is determined by the entries in the base matrix of the current code. The CFUs
which implement equation (A.15) perform the subtraction S

(l−1)
j − R

(l−1)
m7→j and pass the

intermediate result to the CP (core processing) block for the calculation of the updated

extrinsic values R
(l)
m7→n. The updated extrinsic messages are stored in the extrinsic memory

banks and furthermore routed from the CFUs to the VFUs via a barrel shifter network
shifter-1 which performs the inverse permutation of the other shifter network shifter.
However, the extrinsic input messages R

(l)
m7→n for one VFUi do not arrive sequentially but

are spread over the whole decoding iteration. Thus in each clock cycle, the VFUs perform
only a partial update of the total sum by accumulating one extrinsic message according
to equation (A.16). The previous partially updated value S

(l,un−1)
n is read from one of the

SMB banks and the new partially updated value S
(l,un)
n is written back to the same bank

and address. The final update S
(l)
n is received after dV partial updates.

All check node computations for p successive rows in H are performed in parallel within
dC clock cycles. In each clock cycle, p extrinsic check messages are updated in the CFUs,
shifted, and accumulated to p preliminary total sum values in the VFUs. Thus the total
sum for the variable nodes is updated already during the check node computations and
only E/p clock cycles are needed to complete one iteration2.

For architectures 1 and 2 it is necessary to set the parallelism to p = z. However, it
was shown in [26] that a different mapping of data values to memory positions allows to
use the same architectures for QC LDPC codes where p is a divisor of z. A mapping for
data values to memory positions for QC codes where p is not a divisor of z was shown
in [25]. However, the latter approach causes memory access collisions which result in a
lower data throughput caused by idle states as well as a more complex hardware and a
more complex control logic.

2See footnote 1 on page 32.
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QC Architecture 3

For a layered decoding schedule as described in section 2.4.3, a simplified architecture 3 can
be derived from architecture 2 as shown in figure 3.4c [15]. Compared with architecture 2
one shifter network, p intrinsic and p sum memory banks are saved. The assignment of
data values to memory banks and scheduling of node computations is performed in the
same way as for architecture 2. The configuration of the shifter network is determined
by subtracting the corresponding values in the base matrix of the QC code. In addition
to the hardware savings, the modified scheduling is known to increase the convergence
speed of the decoding algorithm, thus less iterations are needed to achieve the same error
correction performance.

QC Architecture 4

In contrast to the other architectures, architecture 4 uses parallel node processing. Its
partly parallel architecture is given in figure 3.4d for a (j, k) regular code with j = 3,
k = 4. Even though the example considers a regular LDPC code, the same principle can
be used for irregular codes. The architecture uses two-phase flooding schedule decoding
according to the BP decoding formulation 1 on page 19. This fourth approach is com-
pletely different from the previously described architectures. For each shifted identity
matrix in H , one extrinsic memory EM is instantiated which can store z values. This
results in a total of E/z extrinsic memories. In the first half-iteration, each of the j
CFUi receives k = 4 extrinsic messages in parallel and works sequentially on z successive
rows in H . Equivalently in the second half-iteration, each VFUi receives k = 3 extrinsic
messages in parallel and works sequentially on z successive columns in H . The address-
ing of the memories is implemented with counters which use different start addresses in
each half-iteration. To complete one decoding iteration, 2z clock cycles are required. The
architecture was implemented in [20].

Comparison

An overview of the four different architecture types is given in table 3.2. Two-phase
flooding schedule decoding (TPF) is used for architectures 1 and 4, one-phase flooding
schedule decoding (OPF) for architecture 2 and layered decoding (LAY) for architecture 3.
While architectures 1 to 3 use sequential node processing, architecture 4 uses parallel
node processing. The data throughput of the architectures is inversely proportional to
the number of required clock cycles for one decoding iteration which are given in the
fourth column in the table. Thus, the data throughput of architectures 2 and 3 doubles
the data throughput of architecture 1. For codes with E/p > 2z, architecture 4 achieves
the highest data throughput as it comprises the highest parallelism.

The total memory size is given in words for the memories EM, IM, and SM. Architec-
ture 2 needs to store a total of E + 3N words, whereas for the other three architectures
a total data memory size of E +N words is sufficient. While for architectures 1 to 3 all
extrinsic (resp. sum) memory banks are addressed with the same address, for architec-
ture 4 in each clock cycle E/z different addresses are needed. Thus the fourth architecture
needs several memory banks to store the extrinsic values whereas the other architectures
could use one wide memory instead. However, addressing for the EM memory banks
in architecture 4 is much simpler than for the other architectures. Only a start address
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arch. decoding nodes clocks p. iter. EM SM IM control bit constraint

1 TPF seq. 2 · E/p E - N E
p
· ldE z = np

2 OPF seq. E/p E 2N N E
p
· ldN z = np

3 LAY seq. E/p E N - E
p
· ldN z = np

4 TPF par. 2z E - N jk · ld(z) B

Table 3.2: Comparison of QC LDPC decoder architectures from figure 3.4.

offset needs to be stored for each memory bank, and a counter is sufficient to generate
all successive addresses. Due to the few addresses which need to be stored and due to
the fact that no shifter networks are needed for architecture 4, a total of only jk · ld(z)
control bit need to be stored. The number of required control bit for the other three
architectures is significantly higher and increases with increasing parity-check matrix size
as can be seen in table 3.2.

The advantage of decoder architectures 1 and 2 is their high flexibility. Every QC
LDPC code can be decoded if its submatrix size z is a multiple of the parallelism p of
the architecture. The same is true for architecture 3 with a restriction to codes that are
suitable for layered decoding. On the contrary, architecture 4 allows flexibility for z but
not for the node degrees as a parallel node implementation was chosen. Only codes which
use a base matrix B with the same degree distribution can be decoded.

3.3.3 Protograph LDPC Codes

QC LDPC codes are a sub class of protograph LDPC codes, and therefore the parity-
check matrices of protograph LDPC codes have similarities to that of QC codes. H

can be decomposed into square submatrices of size z × z, and for protograph codes each
submatrix is either the all-zero matrix or the identity matrix with arbitrarily permuted
rows as defined in section 2.3.2. Thus the same four decoder architectures as for QC codes
can be used with minor modifications. Protograph architectures 1 to 3 are identical to
the QC architectures in figure 3.4 except that the barrel shifter networks are replaced by
full permutation networks. For protograph codes, the parallelism p of the architecture has
to be chosen equal to the submatrix size z. Different from QC architectures, no simple
solution exists to use the same decoder architecture for codes where z is a multiple of p.
Instead of that, the same architecture also can be used for codes with z < p, but this
involves p− z idle CFUi and VFUi in each clock cycle as well as idle memory banks.

For architecture 4, one copy of the protograph is instantiated with all nodes and
edges. All check (resp. variable) nodes of one protograph copy are updated simulta-
neously whereas the copies are processed sequentially [50]. Architecture 4 is identical for
QC and protograph codes, but addressing of the EM memory banks is more complex in
the latter case. While for QC codes a counter with a different initial value for each EM
memory bank is sufficient, the protograph decoder architecture needs to store a different
sequence of z address for each EM memory bank.

The required control memory size for the protograph decoder architectures is signifi-
cantly larger than for the QC decoder architectures. While the same number of address
bits for the extrinsic and sum memories is required for architectures 1 to 3, the number
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of configuration bits for the permutation networks is increased by almost factor p. For
architecture 4, a z times larger control memory size is required for the protograph decoder
architecture as z times as many addresses need to be stored.

3.3.4 LDPC Codes in Communication Standards

Currently, all LDPC codes which have been adopted for standards are based on ar-
chitecture-aware code design, using either QC codes (see section 3.3.2) or codes where
most of the parity-check matrix is QC. The digital video broadcasting standards DVB-S2
(satellite) [27] and DVB-T2 (terrestrial) [69] combine LDPC codes with Bose-Chaudhuri-
Hocquengham (BCH) codes which can correct up to 12 additional bit errors per code
word. The LDPC code word length is restricted to N = 16, 200 and N = 64, 800 with
a maximum node degree of dmax = 30. The maximum number of ones in the parity-
check matrices is E = 285, 199 and the size of the submatrices in DVB-S2 and DVB-T2
is z = 360. The parity-check matrix can be split into two parts where the left part is
quasi-cyclic and the right part has two diagonals of ones.

In the WiMax IEEE 802.16e standard [42] the code word lengths range from N = 576
to N = 2, 304 and the maximum number of ones in the parity-check matrix is E = 8, 448.
Submatrix sizes vary from z = 24 to z = 96. Some of the codes defined in the WiMax
standard can be decoded using layered decoding. Further standards using LDPC codes
are WiFi (IEEE 802.11n) [41], IEEE 802.22, and the Chinese CDVB-T. Many decoder
implementations were presented in the last years, some examples are [13, 34, 86] for
WiMax, and [26, 65, 87] for DVB-S2.

3.4 Fully Programmable Architectures

In the previous sections, decoder architectures which are able to decode one particular
code or one particular class of structured LDPC codes were discussed. All these fixed
architectures have in common that they are limited to one or few LDPC codes. The next
sections give an overview of existing fully programmable LDPC decoder architectures.

3.4.1 Classification of Decoder Architectures

Figure 3.5 shows a classification scheme for LDPC decoder architectures. In contrast
to fixed architectures, fully programmable architectures allow unconstrained code design
as they are capable of decoding every given LDPC code with the same hardware. Fur-
thermore, the parallelism of the programmable architectures can be adjusted to the data
throughput requirements and is independent of the code which is decoded. While pro-
grammable designs have a very high flexibility, a large control memory is required to store
random parity-check matrices.

Two different programmable approaches can be distinguished: the first one uses a fully
serial architecture and the second one a partly parallel architecture. A fully parallel
architecture is not feasible as neither node degrees nor code dimensions are known in
advance. Also the fully serial approach is more of theoretical than of practical interest
as the data throughput is insufficient for real-world applications. Using one extrinsic
dual-port memory and one sequential FU, only one extrinsic value can be updated in
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LDPC decoder architecture

fixed

one chip one or few codes
(decoder-aware code design)

- small memory for storage of
structured parity-check matrix

a

- constrained code design
- few choices for parallelism p

fully programmable

one chip every LDPC code

- large memory for storage of
random parity-check matrix

a

- no constraints for code design
- free choice for parallelism p

fully serial architecture partly parallel architecture
parallelism p

heuristic mapping algorithm:
actual parallelism <

depends on LDPC code

p pa

optimum mapping algorithm:
actual parallelism =

for any LDPC code

p pa

Figure 3.5: Classification of fixed and programmable LDPC decoder architectures.

each clock cycle, resulting in 2E clock cycles for one decoding iteration. As the major
advantage of a hardware decoder compared to a software implementation is to exploit the
inherent parallelism of the decoding algorithm, the fully serial approach is not considered
any further.

The main challenge in partly parallel fully programmable decoder design is the map-
ping of the intermediate result values (extrinsic or sum values) to memory positions and
scheduling of node computations with a minimum number of memory access collisions.
This divides the partly parallel architectures into architectures which use a heuristic al-
gorithm and architectures which use an optimum algorithm for collision-free memory
mapping and scheduling of node computations. In this context, optimum is defined as
a mapping of intermediate result values to memory positions and a scheduling of node
computations such that in every clock cycle all instantiated VFUs (resp. CFUs) and all
memory ports of the design are used3. Hence, optimum decoder designs use the full paral-
lelism of the architecture in each clock cycle. On the other hand suboptimum or heuristic
architectures are defined as designs where part of the VFUs or CFUs are idle in some of
the clock cycles due to unresolved memory access collisions.

The difference between heuristic and optimum architectures lies in the method the
memory mapping and scheduling is achieved which is inherently related to the actual
hardware architecture. While heuristic mapping algorithms achieve only a suboptimal
mapping with an average of 25% to 60% idle FUs (see section 3.4.2), optimum architec-
tures use deterministic mapping methods which result in no idle FUs.

This chapter presents programmable architectures which are described in the literature.
In the next chapters, the FPGA implementation of a fully programmable decoder archi-
tecture with a heuristic mapping algorithm will be presented (section 4.4) as well as two
new fully programmable architectures with an optimum mapping algorithm (chapter 5).

3Only in case that that the E edges in the bipartite graph can not be equally distributed among the
instantiated CFUs or VFUs, some instantiated node functional units are idle for few clock cycles at
the end of a half-iteration. However, this effect is negligible with respect to the high number of idle
functional units that are present using heuristic mapping algorithms.
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The proposed architectures with optimum mapping algorithm double the data throughput
of Tarable’s architecture [82] presented at the end of this chapter.

3.4.2 Programmable Architectures with Heuristic Memory Mapping

In this section, six fully programmable LDPC decoders which use heuristic mapping
algorithms are analyzed and compared. While the decoder architectures in principle are
capable of updating p intermediate result values in each clock cycle, this parallelism can
not be fully exploited due to memory access collisions.

For comparison of the different designs, the actual parallelism pa ≤ p is introduced. In
case of one-phase message passing, it is defined as the number of ones E in the parity-
check matrix divided by the number of clock cycles it takes to actually complete one
iteration. In case of two-phase message passing, it is defined as 2E divided by the number
of clock cycles it takes to actually complete two half-iterations. Thus pa describes the
average parallelism which is actually used during decoding. Five out of the six presented
architectures use two-phase flooding schedule decoding according to formulation 1 of BP
decoding on page 19. The efficiency eact describes the average percentage of the parallelism
actually used in the architecture with

eact =
pa

p
· 100%. (3.1)

Decoder Architecture of Al-Rawi et al. (1)

In [1] a scalable fully programmable decoder architecture is proposed which uses a heuris-
tic mapping algorithm and local buffering to increase the data throughput. For parallelism
p = 3 the architecture is shown in figure 3.6. It consists of two full p × p permutation
networks π0 and π1, p sequential VFUi, p sequential CFUi, 2p single-port extrinsic mem-
ories EMi, p intrinsic IMi and p DMi memories for the decoded code word. The data
buffers Buf in the CFUi and VFUi are optional and can be used to improve the actual
parallelism pa by pre-fetching data and storing it locally. Decoding is performed in two
half-iterations with either the CFUi or the VFUi being active. Due to the two-phase
memory access scheme, single-ported memories can be used for the extrinsic memories as
no simultaneous read/write access is needed.

The mapping of extrinsic values to memory positions is achieved with a heuristic al-
gorithm which colors the nodes. Coloring of check and variable nodes is performed inde-
pendently. During initialization, p different colors are assigned to the N variable nodes
and M check nodes. Then a cost function is determined and colors are exchanged be-
tween nodes. The result is a locally optimized solution. Results are given for a code with
N = 1, 020, M = 510, dC = 7 and dV ∈ {2, 3, 7}. For p = 16 the actual parallelism is
pa = 7.5 for local buffer size zero, pa = 9 for local buffer size four and pa = 12 for local
buffer size ≥ 32. Thus the efficiency eact is between 56% and 75%, and in all cases at
least 25% of the FUi are idle.

Decoder Architecture of Kienle et al. (2)

In [47] a scalable decoder architecture is presented where extrinsic message passing be-
tween check and variable nodes is based on two message distribution networks (MDN).
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Figure 3.6: Decoder architecture proposed by Al-Rawi et al. (1), example for parallelism p = 3.

Figure 3.7 shows the decoder architecture which can decode every regular (3, 6) LDPC
code. The architecture can be extended to every (j, k) regular code and consists of V
parallel VFUi and C CFUi. Each VFUi (CFUi) updates j (k) extrinsic messages in each
clock cycle. The intrinsic input values are stored in the V memory banks IM and the de-
coded values are written to the DM memory banks. For the extrinsic messages 2E values
are stored in the V j + Ck memory banks EM. The V j + Ck address memory banks AM
store the information of the parity-check matrix of the code. When an extrinsic message
was updated, the updated message is annotated with address information from an AM
memory bank. The MDN resolves memory access conflicts at run-time using a through-
put preserving non-blocking concept. The heuristic mapping and scheduling approach is
based on random graph generation [84].
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Figure 3.7: Decoder architecture proposed by Kienle et al. (2).

For irregular LDPC codes, the same approach is suggested. However, varying node
degrees lead to idle in- and outputs at the parallel VFUs and CFUs. To reduce the
number of memory banks and the irregularity in the control flow, the authors suggest
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designing the architecture for codes up to a certain maximum node degree and favoring
codes with a maximum number of occurrences of higher node degrees.

Decoder Architecture of Malema and Liebelt (3)

In [58] a programmable architecture with two-phase flooding schedule is proposed. The
authors make use of the fact that it is possible to find a proper edge coloring for every
bipartite graph using k colors, where k equals the maximum node degree of the graph.
Applying this coloring, every two edges which are incident to the same node have different
colors. Every LDPC code with maximum node degree dmax ≤ k can be decoded, and the
extrinsic values are assigned to the 2k memory banks according to the coloring: extrinsic
messages of the same color are stored in the same extrinsic memory bank.

As shown in figure 3.8, one CFU and one VFU with parallel node processing are used.
Furthermore 2k single-port extrinsic memory banks EMCi and EMVi, one intrinsic memory
IM, and one memory DM for the decoded code word are instantiated. In each clock cycle,
one node in the bipartite graph is processed, which means that the number of updated
extrinsic messages is equal to the current node degree dC,i or dV,i. Hence, N + M clock
cycles are needed to complete one decoding iteration. To increase the data throughput,
the authors of [58] suggest instantiating S CFUs and S VFUs. However, this requires
multi-port memory blocks with S parallel read (resp. write) ports which are large and
slow and thus unfeasible for practical applications.

CFU

EMC0

VFU

EMC1 EMC2 EMCk-1 EMV0 EMV1 EMV2 EMVk-1

IM

DM

Figure 3.8: Decoder architecture proposed by Malema et al. (3) for S = 1 instantiated check
and variable node.

A disadvantage of this architecture is its high number of idle hardware blocks for regular
LDPC codes with small node degrees as well as for irregular LDPC codes. This is due
to the parallel node processing approach. For each node in the LDPC code with degree
di < k, a fraction of (k − di)/k of the extrinsic memory ports are idle. Furthermore, the
same fraction of each of the node functional units is idle. To support a wide range of
codes, the parameter k should be large, which on the other hand results in idle hardware
units for all nodes with degrees di < k.

Decoder Architecture of Cocco et al. (4)

A so-called time folded architecture is presented by the authors of [23]. Their architecture
consists of n tiles for decoding n code words in parallel and is shown in figure 3.9. Each
tile includes four single-port memory banks, a prefetcher and a computational kernel.
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The min-sum approximation as given in equation (2.35) is used. Thus for each check
node only dc sign bits, two minima and the index of the minimum need to be stored
for the previous and the current iteration. In each clock cycle, the extrinsic messages of
one variable node with dV = 3 and the corresponding check nodes are updated in the
computational kernel. To reduce memory access collisions, a buffer and prefetcher are
introduced and the program code which schedules node computations is optimized using
a heuristic algorithm.

While the architecture was synthesized for codes with dV = 3, the same concept can be
applied to other node degrees so that the principle architecture describes a fully program-
mable decoder. The parallelism of the architecture is p = 2dV n. From the numbers given
in the publication, the value for pa can not be determined but it is known that scheduling
is heuristic so that pa < p.

To increase the data throughput, the authors of [23] suggest instantiating n tiles, where
each tile decodes one code word. Although there are some savings due to the shared control
logic of multiple tiles, the design is dominated by the size of the data memories. Hence,
increasing the data throughput results in an unacceptable and almost linear increase of
the required chip area and at the same time can not decrease the decoding latency. These
characteristics make the approach unsuitable for practical applications.

computational
kernel

prefetcher memory
banks

intrinsic
data in

decoded
data out

program code
and control

n tiles

VFU CFU

Figure 3.9: Decoder architecture proposed by Cocco et al. (4).

Decoder Architecture of Masera et al. (5)

The authors of [63] implemented a fully programmable decoder architecture as shown in
figure 3.10. It consists of p FUi which perform alternately sequential check and variable
node computations, a multicast network consisting of p instances of p :1 multiplexers and
a p × p full permutation network. The total memory size for the dual-ported SMi and
EMi memories is 4E consisting of p sum memory banks with depth 2E/p and 2p extrinsic
memory banks with depth E/p. Additionally, p single-ported memory banks IMi with
depth N/p for the intrinsic values and p memory banks DMi with depth N/p for the
decoded code word are required. The required control logic is not shown in the figure.

The authors use graph partitioning to improve the mapping of nodes to functional
units and of messages to memories. A total sum first implementation is used for check
and variable node computations applying the ψ-function from equation (A.19). Only the
total sum values are sent over the multicast network while the extrinsic messages are
stored locally in the memories EMi at each FUi. Due to the fact that the high-level
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Figure 3.10: Decoder architecture proposed by Masera et al. (5), example for parallelism p = 3.

architecture is restricted to the ψ-function BP formulation, the precision of the messages
sent through the multicast network is a very critical design parameter. It is an inherent
disadvantage of the ψ-function and its inverse that the input and output values are prone
to quantization noise and saturation due to its non-linearity [59].

For several codes, result values for the actual parallelism are given. For p = 16 an
example (1728, 864) code achieves pa = 7.6, for p = 32 the same code achieves pa = 14.2.
Two other codes with (1944, 972) (resp. (1024, 506)) achieve pa = 13.4 (resp. pa = 15.4)
for p = 32. Thus for all discussed codes the efficiency eact is below 50%.

Decoder Architecture of Jones et al. (6)

In [3, 44] a universal decoder architecture is presented. The parity-check matrix is divided
into p block columns Vi and p block rows Ui as shown in figure 3.11a. In a preprocessing
step, column and row permutations are performed on H so that the number of edges in
each block column and in each block row is as close to constant as possible.
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Figure 3.11: (a) Parity-check matrix after preprocessing and (b) decoder architecture proposed
by Jones et al. (6), example for parallelism p = 3.

The extrinsic messages corresponding to one block column and one block row are stored
in one memory bank EMVi and EMUi. The corresponding decoder architecture uses two-
phase flooding schedule decoding and is shown in figure 3.11b [45]. It consists of two p×p
permutation networks πC and πV , p sequential VFUi, p sequential CFUi and 4p extrinsic
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memory banks EM. Each of the extrinsic memory banks stores E/p extrinsic messages.
The control memory and memory for the intrinsic values and the decoded code word are
not shown in the figure.

Always two code words are processed in parallel to increase the data throughput and
make efficient use of the computational units. While the CFUs process one code word,
the VFUs process the other code word and vice versa. E/p clock cycles are required for
one half-iteration. In the next E/p clock cycles, the extrinsic values are transformed from
block column storage in the EMV’i banks to block row storage in the EMUi banks. This is
achieved by permuting submatrices with the same label in figure 3.11a in parallel without
collisions using permutation network πC . The same principle is applied to permute the
values from block row storage in EMUi to block column storage in EMVi over permutation
network πV . Due to the four-stage pipelining of the architecture, one iteration of two code
words can be computed in 4E/p clock cycles. The decoder was implemented for p = 16
on a Xilinx Virtex-II XC2V 8000 FPGA and used as a hardware accelerator to simulate
a large set of candidate codes during LDPC code design.

Comparison and Discussion

A comparison of the previously described fully programmable decoder architectures is
given in table 3.3. Except for architecture 4, all architectures use two-phase flooding
schedule (TPF) decoding. The memory size for the extrinsic EM, sum SM, and intrin-
sic IM memories is given in words of wordlength w which need to be stored. All archi-
tectures need an extrinsic memory size of 2E and an intrinsic memory size of N except
for architectures 4 and 6. These architectures need larger memories due to the parallel
decoding of n and two code words, respectively. Architecture 5 has very high data storage
requirements as an additional sum memory of the same size as the extrinsic memory is
required.

arch. decoding EM SM IM cw nodes CFUs VFUs interconnect eact in %

1 Al-Rawi TPF 2E - N 1 seq. p p 2 perm. 47 . . . 75

2 Kienle TPF 2E†1 - N 1 par. C V 2 MDNs not av.

3 Malema TPF 2E - N 1 par. 1 1 - dav/k · 100

4 Cocco OPF 8Mn - nN n p/s†2 n n - not av.

5 Masera TPF 2E 2E N 1 seq. p p MUX, 2 perm. 42 . . . 48

6 Jones TPF 4E - 2N 2 seq. p p 2 perm. not av.

prop. sec. 4.4 TPF E - N 1 seq. p p MUX, 2 perm. 77 . . . 96

Table 3.3: Comparison of fully programmable LDPC decoder architectures with heuristic map-
ping algorithms. The size of the EM, SM and IM memories is given in words of wordlength w
which need to be stored (†1wordlength is longer than w, †2parallel variable node implementation
and sequential check node update).

VFUs and CFUs are implemented in very different ways in the six designs: architectures
1, 5 and 6 use a sequential node implementation, whereas architectures 2 and 3 use
a parallel node implementation, and architecture 4 implements sequential check node
update during parallel variable node update. The number of full p × p permutation
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networks is two for architectures 1 and 6. Architecture 2 needs two specific message
distribution networks, and architectures 3 and 4 have a fixed interconnect and use random
memory access instead of programmable permutation networks. For architecture 5, one
full permutation network and p instances of p : 1 multiplexers are needed. The efficiency
eact is similar for architectures 1 and 5. For architectures 2, 4 and 6 no exact values
could be determined, but it is known that all values are smaller than 100% as heuristic
mapping algorithms are applied. For architecture 3 the efficiency depends on the average
node degree dav and the number of inputs k to the functional units. The last line in
table 3.3 shows the FPGA implementation presented in section 4.4.

The comparison shows that the heuristic approaches of architectures 1 to 6 have an
efficiency significantly below 100%. This means that most of the time, a high percentage
of the hardware is idle to avoid memory access collisions. The data memory required for
the programmable architectures is comparable with the data memory required for the QC
architectures in table 3.2. While twice as many data words are stored in the single-port
extrinsic memories of the programmable architectures, the described QC architectures use
dual-port memories, which require approximately twice the area of single-port memories,
resulting in approximately the same chip area. However, the size of the control memory
which stores the information of a random parity-check matrix is significantly higher for
the programmable architectures and is discussed in section 4.2.1.

3.4.3 Programmable Architecture with Optimum Memory Mapping

In contrast to the heuristic LDPC decoder architectures described in the previous section,
there also exists an optimum solution for a fully programmable LDPC decoder architec-
ture. As defined before, optimum means that the maximum possible parallelism of the
architecture is used all the time during decoding of a code word. The major contribu-
tion of Tarable et al. [82] lies in the derivation of an optimum mapping function. Their
proposed architecture was intended to show the message exchange process and can be
improved by employing strategies known from QC decoder design.

Definition of Mapping Function

The basic idea of the mapping function proposed by Tarable et al. [82] is to define two
partitions P and P ′ on a set V which contains E elements. Each subset in either partition
consists of p elements. Using p colors, it is always possible to color the elements in a way
that every two elements which are in the same subset in P or P ′ have different colors. A
definition of the mapping function T is given below.

Given a set
V = {v0, ..., vE−1} (3.2)

of E elements vi where E can be factorized as E = L · p, two partitions P and P ′ can be
arbitrarily defined with

P = {V0, ..., VL−1} (3.3)

P ′ = {V ′
0 , ..., V

′
L−1} (3.4)

where each subset Vi or V ′
j contains p elements of V . The authors of [82] proof that for
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any partitions P and P ′ it is always possible to find a mapping function

T : {v0, ..., vE−1} 7→ {0, ..., p− 1} (3.5)

such that the following two conditions are fulfilled for every k ∈ {0, ..., L − 1},
i∈{0, ..., E − 1} and every j∈{0, ..., E − 1} with i 6= j:

vi, vj ∈ Vk ⇒ T (vi) 6= T (vj) (condition 1) (3.6)

vi, vj ∈ V ′
k ⇒ T (vi) 6= T (vj) (condition 2). (3.7)

This means that any two values vi and vj which are in the same subset Vk or V ′
k are always

mapped to different values.

An equivalence between the definition of the mapping function and graph coloring is
given in section C.1 in the appendix. Furthermore, the annealing procedure which is used
to find an appropriate mapping function as well as the proof of the annealing procedure
and an example are given in appendix C.

Optimum Message Mapping and Scheduling

An example bipartite graph defining an LDPC code with N = 6, M = 5 is shown in
figure 3.12. The mapping function described in section 3.4.3 is applied to the set of
E = 15 edges of the graph. The decoder architecture consists of p = 3 parallel VFUi

and p CFUi which perform the node computations as indicated in the figure, e.g. VFU0

updates variable nodes 0 and 1. The two partitions are defined on the set of edges with

P = {(0, 2, 4), (5, 3, 7), (8, 11, 9), (1, 6, 12), (10, 13, 14)} (3.8)

P ′ = {(0, 5, 10), (1, 6, 11), (2, 7, 12), (3, 8, 13), (4, 9, 14)}, (3.9)

where P defines the sequence of edge processing for the CFUs and P ′ defines the sequence
for VFU processing. The mapping function T is determined such that any two values in
the same subset are assigned to different numbers. A possible result is the vector

t = (0, 0, 1, 2, 2, 1, 1, 0, 1, 0, 2, 2, 2, 0, 1) (3.10)

which defines the mapping function for edge i as the ith element of vector t with

T (i) = ti. (3.11)

The function values of T represent the numbers of the memory banks where the extrinsic
messages are stored. According to the above example the edges 0, 1, 7, 9, 13 are stored
in memory bank 0, edges 2, 5, 6, 8, 14 are stored in memory bank 1, and the remaining
edges 3, 4, 10, 11, 12 are stored in memory bank 2.

Figure 3.13a shows the practical implementation of the information exchange process
as given in [82] for p = 3. The iterative decoding algorithm updates the extrinsic mes-
sages in two half-iterations according to formulation 1 of BP decoding in equations (2.27)
and (2.28). During the variable node half-iteration the left part in the figure is active and
the right part is idle whereas the opposite is true for check node processing. Sequential
node processing is used for the functional units. The permutation networks πV and πC
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Figure 3.12: Bipartite graph and assignment of nodes to functional units for E = 15, p = 3,
L = 5.

are either used from the left to the right or in the inverse direction. The p interleaver
banks in the middle can be implemented as extrinsic memory banks with different data
access patterns from each side.
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Figure 3.13: (a) Information exchange process proposed by Tarable et al., example with par-
allelism p = 3 and (b) decoder architecture which can be derived from the described memory
access scheme.

According to the example bipartite graph in figure 3.12, each of the VFUi sequentially
works on two variable nodes. The edges which are updated in parallel are the edges
in one subset V ′

i in partition P ′ in equation (3.9). All L = 5 subsets V ′
i are processed

sequentially with increasing subset index order. At first p extrinsic values for V ′
0 are read

from the interleaver banks. According to the mapping function, the extrinsic messages
corresponding to the edges (0, 5, 10) reside in the different interleaver banks (0, 1, 2). The
extrinsic values are permuted in πV (in this case the identity is used) and sent to the
VFUi. After a processing delay of several clock cycles, the updated extrinsic values are
written back to the interleaver banks using the same configuration of the permutation
network as before but the inverse data flow direction.

After the update of all variable nodes, check node computations are started. The
processing scheme is similar to the variable node update: the edges in each subset Vi

in partition P in equation (3.8) are processed in parallel, the subsets Vi are processed
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sequentially with increasing index i. p values are read from the interleaver banks, sent to
permutation network πC , updated messages are computed in the CFUi, and finally the
messages are sent back to the interleaver banks using the permutation network in the
inverse direction.

Decoder architecture derived from Tarable et al.

The intention of figure 3.13a was to show the process of information exchange rather than
defining a real hardware architecture. If implemented in hardware this way, it would
result in at least 50% stall cycles for reading/writing data from/to the interleaver banks
and for processing in the node functional units. The reason is that always one of the
permutation networks is idle while the other one needs to process data in both directions.

A possible solution is to use two additional permutation networks, one for each data
flow direction as shown in figure 3.13b. Furthermore, memory IM for the intrinsic and
DM for the decoded values is added to make it a complete LDPC decoder, and the
interleaver banks are implemented as extrinsic memory banks EMi. Using the above
described mapping function, the architecture allows to update p extrinsic messages in
each clock cycle. However, always two permutation networks and either CFUs or VFUs
are idle.

In figure 3.13b it can be observed that the connectivity for the left part of the ar-
chitecture between VFUi, permutation networks πV,0, πV,1 and extrinsic memory banks
EM is the same as for the right part with the CFUi. During the decoding process al-
ways half of the architecture is idle, thus hardware cost can be reduced by using combined
check/variable functional units and only two permutation networks as shown in figure 3.14.
With the proposed architecture the two half-iterations are performed alternately, and the
FUi perform either variable or check node computations. The architecture still allows
to update p extrinsic messages in each clock cycle. The control signals for the extrinsic
memory banks and the permutation networks are different for the two half-iterations.
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Figure 3.14: Decoder architecture derived from mapping and scheduling algorithm as proposed
by Tarable et al., example for parallelism p = 3.
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It should be noted that the programmable architecture in figure 3.14 is quite similar
to the QC architecture in figure 3.4a while message mapping and scheduling are com-
pletely different for the two architectures. Based on the approach given in [82], more high
performance fully programmable decoder architectures which enable parallel check and
variable node computations as well as layered decoding will be presented in chapter 5.
The new architectures use the same mapping function but a different scheduling and dy-
namic instead of static assignment of values to memory banks. This enables one-phase
message passing and layered decoding for the new architectures and results in twice the
data throughput compared to [82].

3.4.4 Parallelism in Fully Programmable Decoder Architectures

The main challenge in partly parallel fully programmable LDPC decoder design is to avoid
memory access collisions. At the same time, the number of stall cycles and idle hardware
units on the architecture should be minimized to maximize the data throughput. For
partly parallel decoder architectures, the designer can choose between a sequential or
a parallel implementation in four levels of parallelization. Table 3.4 lists the different
levels of parallelization and summarizes the choices made by the heuristic architectures 1
to 6 presented in section 3.4.2 and the optimum approach [82] discussed in section 3.4.3.
Based on this analysis, a recommendation for parallelization in future fully programmable
decoder designs is given in the last column.

architecture 1 2 3 4 5 6 [82] proposed

(1) FU
sequential x x x x x x

parallel x x x

(2) parallel FUs
1 x x

p x x x x x x

(3)
decoding two-phase x x x x x x

schedule one-phase x x

(4) code words
sequential x x x x x x

n parallel x x

Table 3.4: Levels of parallelization for fully programmable LDPC decoder architectures for the
heuristic approaches 1 to 6 from section 3.4.2, the optimum approach from section 3.4.3, and a
recommendation for future decoder designs.

Concerning the implementation of the functional units either sequential or parallel
node processing can be realized. A sequential node implementation is advantageous for
programmable architectures because it allows a high flexibility and at the same time
minimizes idle hardware for varying node degrees. Scalability of the design is achieved
by instantiating p FUs which operate in parallel. In this way, the data throughput of the
architecture can be adjusted to the requirements in a long range with fine granularity. A
further advantage of using p parallel FUs is that a higher parallelism can be achieved by
segmenting the data memory into smaller units without increasing the total data memory
size.
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The decoding schedule offers a third level of parallelization. While most of the an-
alyzed programmable architectures use two-phase flooding schedule decoding, the one-
phase flooding schedule can double the data throughput for implementations which use
separate VFUs and CFUs. Furthermore, a one-phase flooding schedule is a mandatory
requirement for layered decoding with increased convergence speed resulting in a reduced
number of iterations. The data throughput of a decoder design also can be increased by
decoding several code words in parallel. However, the decoder chip area is dominated by
memory. While the same control memory can be used for all code words, the size of the
data memory scales linearly with each additional code word. Hence, the number of code
words which are decoded in parallel should be small.

In summary, the best choice for programmable decoders is a sequential node implemen-
tation allowing arbitrary node degrees, p instantiated FUs to make the design scalable,
decoding using one-phase message passing to increase the data throughput, and sequen-
tial decoding of code words to minimize the data memory size. Parallelism is favorable
in levels (2) and (3), whereas a sequential implementation of levels (1) and (4) is more
suitable. It can be seen that none of the programmable architectures in table 3.4 matches
this choice. A new fully programmable LDPC decoder architecture which meets all these
requirements and in addition uses an optimum mapping and scheduling algorithm will be
presented in chapter 5.





4 Hardware Design for Programmable
LDPC Decoders

In this chapter, the FPGA implementation of a fully programmable LDPC decoder is
presented. Section 4.1 describes the register transfer level (RTL) implementation of check
and variable node functional units for different reduced complexity decoding approxima-
tions and discusses finite word length effects on the error correction performance. In
section 4.2 size and implementation of data and control memories in the programmable
decoder architecture are discussed, and in section 4.3 different approaches to realize the
full permutation networks for the flexible interconnect are presented. In order to explore
the implementation complexity, the previous considerations are applied to the design of
a fully programmable LDPC decoder architecture in section 4.4, and implementation re-
sults are given for a Xilinx Virtex4 FPGA. A heuristic mapping and scheduling algorithm
is developed which achieves an efficiency of 75% to 95% on the proposed architecture.
The decoder architecture and mapping algorithm are verified by the implementation of
a digital communication system on a PC using the FPGA as hardware accelerator for
LDPC decoding. Simulation results for codes with a code word length up to N = 64, 800
are presented.

4.1 Node Computations

For programmable LDPC decoder implementations, the node degrees of the instantiated
functional units need to be adjustable. In current communication standards, check node
degrees vary from 4 to 30 and variable node degrees from 2 to 13 [27, 41, 42]. As dis-
cussed in section 3.1.1, sequential node functional units are more suitable than parallel
node functional units as they can be used for arbitrary node degrees without efficiency
losses due to idle arithmetic units. In this section the implementation of node functional
units is described in detail. Furthermore, the impact of reduced complexity decoding ap-
proximations and quantization effects on the error correction performance are discussed.

4.1.1 Variable Node Functional Unit

The operations in the variable nodes are rather simple. According to formulation 2 of BP
decoding on page 128, all input values are accumulated to a total sum as described by

S(l)
n = In +

∑

i∈M(n)

R
(l)
i→n. (4.1)

For binary addition, the most convenient number representation is two’s complement
(2’sC). The RTL design for a parallel and a sequential variable node implementation was
already shown in figure 3.1. However, it depends on the decoder architecture whether the
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branches of one variable node arrive in successive clock cycles at the input of a sequential
VFU as for the decoder architecture in figure 3.4a, or whether the branches arrive in
some “random” order distributed over the whole decoding iteration as for the decoder
architecture in figure 3.4b. In the latter case, in each clock cycle a previously computed
partial total sum value S

(l,un−1)
n is retrieved from the memory and only one value R

(l)
m→n

is accumulated according to formulation 3 of BP decoding on page 129 with

S(l,un)
n =

{
In +R

(l)
m→n for un = 0

S
(l,un−1)
n +R

(l)
m→n for un > 0

(4.2)

The index un+1 describes the number of extrinsic messages that were already accumulated
to the partial total sum S

(l,un)
n . For un = dV,n−1, all partial updates have been performed

and the total sum is determined by S
(l)
n = S

(l,dV,n−1)
n , where dV,n is the variable node

degree. Figure 4.1a gives a detailed view of a sequential variable node functional unit
implementing equation (4.2). For un = 0 in the first clock cycle the multiplexer chooses
the intrinsic value In, whereas for all subsequent updates the partial total sum value
S

(l,un−1)
n is chosen.
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Figure 4.1: (a) RTL description of sequential VFU with partial update of total sum and (b)
sequential VFU which performs variable node computations according to equation (2.28) for a
two-phase flooding schedule decoder.

In the sequential VFU in figure 4.1b the computations for formulation 1 of BP decoding
on page 19 are implemented. In this case, not only one total sum value S

(l)
n but dV,n

different extrinsic values S
(l)
n→m are computed at the output of each variable node. The

number of additions is minimized by the implementation in figure 4.1b where first the
total sum S

(l)
n is computed and then the dV,n extrinsic messages S

(l)
n→m are computed by

subtracting always one value R
(l)
i→n. The dV,n extrinsic input values R

(l)
i→n for variable

node n are expected in successive clock cycles. Together with the first extrinsic value the
intrinsic value In is chosen at the multiplexer input, in all successive cycles the feedback
input is chosen. After dV,n cycles the total sum S

(l)
n of all input values is computed and

the value is saved by enabling register R2 for one clock cycle. In the next dV,n clock
cycles always one extrinsic value which was stored in the shift register is subtracted from
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the total sum so that dV,n different extrinsic output messages S
(l)
n→m are calculated. The

length of the shift register is adjusted to the current variable node degree and can be
implemented as shown in figure B.4. The processing of the next variable node can start in
parallel in the upper part of the circuit while performing the subtractions for the current
variable node in the lower part.

4.1.2 Check Node Functional Unit

In partly parallel decoder implementations, each instantiated CFU sequentially works on
several check nodes. The computations for check node processing with the hyperbolic
tangent function and its inverse in equation (2.27) are not feasible in hardware. Various
approximations as described in section 2.4.4 were developed, and their hardware imple-
mentations are discussed in this section. All approximations require processing of the
magnitudes of the incoming values, thus sign-magnitude (SM) number representation is
more convenient than two’s complement. As variable nodes are processed using two’s
complement number representation, the values are converted between check and variable
processing.

CFU with Min-Sum Approximation

The most simple approximation for check node processing is the min-sum algorithm with
the representation in equation (2.35) or alternatively with

R(l)
m→n =




∏

j∈N(m),j 6=n

sign
(
S

(l−1)
j −R

(l−1)
m→j

)

︸ ︷︷ ︸
S

(l−1)
j→m


 · min

j∈N(m),j 6=n




∣∣∣S(l−1)
j −R

(l−1)
m→j

∣∣∣
︸ ︷︷ ︸

|S
(l−1)
j→m |


 (4.3)

which replaces equation (A.11) of formulation 2 of BP decoding on page 128. Figure 4.2

gives a possible RTL design for a sequential CFU. In each clock cycle, one extrinsic R
(l−1)
m→j

and one total sum S
(l−1)
j input value are expected for check node m. While the order of

the dC,m branches for check node m can be chosen arbitrarily, it has to be assured that
all dC,m extrinsic and sum values arrive within dC,m successive clock cycles. Input and
output values of the CFU have a wordlength of w bit and are in two’s complement number
representation, whereas the internal computations use SM number representation. The
number conversion is performed in the boxes 2’sC→SM and SM→2’sC and each conversion
is assumed to take one clock cycle. After a delay of dC,m + 3 clock cycles, the updated

extrinsic values R
(l)
m→n appear sequentially at the output during the next dC,m clock cycles.

Equation (4.3) can be split into two parts: the right part determines the minimum

of the absolute values |S(l−1)
j→m |, whereas the left part performs an XOR operation on the

sign of S
(l−1)
j→m for j ∈ N(m), j 6= n. In the left part of figure 4.2, the branch on the

left side performs the XOR operation on all dC,m incoming sign bits, computing the value
for sign tot. The box in the middle determines the two smallest values min1 and min2
of |S(l−1)

j→m | for j ∈ N(m). The branch on the right side temporarily stores the input

values S
(l−1)
j→m in a variable length shift register which is adjusted to the current check node
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Figure 4.2: RTL description of sequential CFU performing the min-sum approximation.

degree plus one by setting shift = dC,m + 1. When the first input value of a check node is
processed, the value of the control signal first val is high.

As soon as all input values for one check node were read and sign tot, min1 and min2
were determined, registers R1, R2 and R3 are enabled for one clock cycle with the control
signal last val1. Thus processing of the next check node can start in the upper part while
the final outputs for the current check node are computed in the lower part. In the
following dC,m clock cycles, the logic in the lower part successively outputs the updated

extrinsic values R
(l)
m→n by computing the sign bit and choosing either the first or the second

minimum for the absolute value.

In case that the node degree of the next check node is smaller than the one of the current
node, wait cycles have to be inserted before the input of new values S

(l−1)
j→m . However, since

the sequence in which the check nodes are processed can be freely chosen, a minimum
total check node processing delay is achieved by processing the check nodes with either
increasing or decreasing node degrees.

The CFU implementation shown in figure 4.2 requires a shift register of variable length
and width w where all input messages S

(l−1)
j→m are stored. The shift register is implemented

in different ways in FGPA and ASIC technology and is shown in figure B.4. As the shift
register consumes a significant amount of area, a different approach for the CFU which
requires only a shift register of width 1 is shown in the appendix in figure B.2 on page 134.
The input messages are numbered and only the index of the smallest input messages is
stored, resulting in a significantly lower area especially for the ASIC implementation.
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CFU with Normalized BP-based Approximation

Compared to min-sum decoding, a CFU implementing normalized BP-based decoding as
in equation (2.36) requires an additional multiplication. The CFU in figure 4.2 is extended
by a multiplier with factor α as shown in figure 4.3.
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Figure 4.3: RTL description of sequential CFU using the normalized BP-based approximation.
The check processing box CP is replaced by the RTL in figure 4.2 or figure B.2.

CFU with Boxplus and Boxminus Operator

Figure 4.4a shows a sequential CFU using the boxplus operator ⊞ as defined in equa-
tion (2.38) on page 24. The boxplus operator includes sign processing, finding of the
minimum, two additions, and the approximation of the function g(x) = ln(1 + exp(−x)).
To start the computations for a new output value, the register is reset to the maximum
positive value. Independent of the approximation chosen for g(x), the main drawback
is that dC − 1 clock cycles are needed to compute the result for one output branch. To
compute all extrinsic output messages of the check node in dC − 1 clock cycles, dC CFUs
have to be instantiated.

The number of CFUs can be significantly reduced if also the inverse of the boxplus
operation is used, the boxminus operation ⊟ as shown in figure 4.4b. First all dC extrinsic
input messages are “accumulated” using the boxplus operation in the feedback loop, then
register R2 is enabled for one clock cycle and the total sum value is stored. In the next dC

clock cycles always one value is “subtracted” from sum tot using the boxminus operation.
Only one CFU is needed to compute all extrinsic output messages of one check node in
dC clock cycles. Instead of dC · (dC − 1) additions and dC · (dC − 1) boxplus operations
only dC additions, dC boxplus, and dC boxminus operations are needed to compute the
dC output values for one check node. The boxminus operator implements the operation

L0 ⊟ L1 = ln
1 − exp(L0 + L1)

exp(L0) − exp(L1)

= sign(L0) · sign(L1)

· [|L0|+ln(|1 − exp(−||L0|+|L1||))−ln(|1 − exp(−||L0|−|L1||)|)] (4.4)

such that (L0 ⊞ L1) ⊟ L1 = L0. A LUT can be used to approximate the function
m(x) = ln(1 − exp(x)). However, the implementation with the boxminus operator is
not feasible when quantization and finite wordlengths are used as will be examined in
detail in section 4.1.3.
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Figure 4.4: RTL description of sequential CFU using (a) boxplus, (b) boxplus and boxminus
operation or (c) the function ψ(x). Using finite word lengths and quantization, only the imple-
mentation in (a) achieves a good decoding performance for reasonable word lengths as will be
discussed in section 4.1.3.

CFU with Function ψ(x)

Formulation 4 of BP decoding in appendix A performs check node update using

R(l)
m→n =

∏

j∈N(m),j 6=n

sign(S
(l−1)
j −R

(l−1)
m→j) · ψ−1




∑

j∈N(m),j 6=n

ψ
(
|S(l−1)

j −R
(l−1)
m→j |

)

 (4.5)

with function ψ(x) = ψ−1(x) = ln ((ex + 1)/(ex − 1)) = − ln (tanh(x/2)). Sign and mag-
nitude are processed separately in the hardware, and an efficient hardware implementation
exists which first computes the “total sum” over all j ∈ N(m) and then always subtracts
one value as shown in figure 4.4c. The function ψ(x) is implemented using a LUT or
a piecewise linear approximation. Although the implementation with the function ψ(x)
looks quite convenient, the detailed analysis of quantization and finite word length effects
in section 4.1.3 shows that this approximation can not be realized with reasonable word
lengths.

4.1.3 Quantization and Reduced Complexity Decoding

The error correction performance of an LDPC code is strongly affected by approximations
of the BP decoding algorithm which are necessary to make the hardware implementation
of the decoder feasible. In this section, the impact of finite wordlengths and decoding
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approximations on the error correction performance of a code are examined.

Analytical results for the quantization error can be derived for simple operations on
statistical independent signals as shown in [73] for multiplication and the dot product.
In case of LDPC decoding, an analytical analysis of the quantization error is not feasible
due to the broken independence assumption in the iterative decoding process. Therefore,
Monte Carlo simulations are used to analyze different decoding approximations and neces-
sary wordlengths. In the following, an LDPC code adopted for the WiMax [42] standard
with N = 2, 304 and R = 0.5 is used as example with an AWGN channel and BPSK
modulation scheme. Decoding is performed with a maximum number of 30 iterations and
the simplest form of quantization is used, which is truncation. The quantization scheme
is noted as i:f for a total wordlength of w = i+ f bit. i defines the number of bits for the
integer part including the sign bit, and f defines the number of bits for the fractional part.

Message Quantization

The code word error rate (CER) for simulations with different wordlengths and BP de-
coding as in equations (2.27) and (2.28) is shown over the signal to noise ratio in dB in
figure 4.5. In this simulation, only the intrinsic values In and the messages Rm→n and
Sn→m were quantized while the internal node computations were performed using floating
point precision. The red curve shows a simulation with floating point precision for all
values and is given as reference. It can be seen that the blue curve with quantization
5:3 yields an error correction performance which is close to the floating point implemen-
tation. The black curve in the figure shows that using the same wordlength of w = 8
but a different partitioning for integer and fractional part with 7:1 yields about 0.4 dB
performance loss, and the green curve shows that quantization with a shorter wordlength
of w = 6 and 4:2 results in a high error floor.
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Figure 4.5: Code word error rate for BP decoding with different quantization schemes for the
messages for a code with N = 2, 304, R = 0.5.
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CFU and VFU Quantization

Due to the simplicity of VFU calculations, VFU quantization effects are negligible if
the same quantization scheme is used as for the message passes. In contrast to this,
quantization in the CFUs has a significant impact on the error correction performance. In
figure 4.6 the simulation results for normalized BP-based approximation with hardware
implementation of the CFUs as in figure 4.3 are shown. In the simulations, both the
messages and the internal computations were quantized, and the code word error rates for
α = 0.85 are shown for different quantization schemes. As reference also the floating point
implementation of BP and the performance of quantized min-sum decoding according to
equation (2.35) are given.
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Figure 4.6: Code word error rate for quantization and normalized BP-based decoding with
α = 0.85 for a code with N = 2, 304, R = 0.5.

Concerning the required wordlength for normalized BP-based decoding, it can be seen
that using 5:3 or 5:2 quantization is sufficient to achieve less than 0.1 dB performance
loss compared to floating point precision. A shorter wordlength with 4:2 quantization
results in a high error floor. The comparison of the min-sum and normalized BP-based
decoding scheme for 5:2 quantization clearly shows that the additional multiplier required
for the normalized BP-based approximation achieves a significantly better error correction
performance than the simple min-sum approximation.

For the simulations in figure 4.7 the boxplus operator with CFU implementation as
shown in figure 4.4a was used. The messages as well as the internal check node computa-
tions were quantized to the given precision as denoted by the operator Q[.] with

L0 ⊞ L1 = sign(L0) · sign(L1) · (min(|L0|, |L1|)
+Q

[
ln(1 + e−(|L0|+|L1|))

]
−Q

[
ln(1 + e−||L0|−|L1||)

])
. (4.6)

Quantization of the node computations with i :f is equivalent to using a LUT with 2i+f−1

entries of i+f bit for the evaluation of the function g(x) = ln(1 + exp(−x)). Comparing
the results in figure 4.7 and figure 4.5 it can be seen that the decoding performance for
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boxplus and quantization is only slightly worse than for the case where only the messages
are quantized. Although these results look promising, it turns out that a feasible solution
based on the boxminus operation as illustrated in figure 4.4b has inferior error correction
performance when quantization is applied with

L0 ⊟ L1 = sign(L0) · sign(L1)

· (|L0| +Q
[
ln |1 − e−(|L0|+|L1|)|

]
−Q

[
ln |1 − e−||L0|−|L1|||

])
. (4.7)

The simulations in figure 4.8 show that wordlengths of more than 20 bit are necessary
to achieve an acceptable error correction performance. Although linear approximations
were suggested [40, 85] for the function m(x) = ln(1−exp(x)) in the boxminus operation,
it can not be recommended when finite wordlengths are required for high performance
hardware implementations.
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Figure 4.7: Code word error rate for quantization and implementation of BP with boxplus
operation for a code with N = 2, 304, R = 0.5.

Similarly, the implementation with the ψ-function in equation (4.5) is disadvantageous
when finite wordlengths are used [59]. For the simulations in figure 4.9 quantized check
node processing was implemented with

R(l)
m→n =

∏

j∈N(m),j 6=n

sign(S
(l−1)
j→m ) ·Q


ψ−1





∑

j∈N(m)

Q
[
ψ
(
|S(l−1)

j→m |
)]

−Q

[
ψ
(
|S(l−1)

n→m|
)]



 .

(4.8)
It can be seen that even for wordlengths of 20 and more bit, the error correction perfor-
mance for higher signal-to-noise ratios is worse than for normalized BP-based decoding
with quantization 5:2 in figure 4.6.
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Figure 4.8: Code word error rate for quantization and implementation of BP with boxplus and
boxminus operation for a code with N = 2, 304, R = 0.5.
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Figure 4.9: Code word error rate for quantization and implementation of BP with ψ-function
and subtraction from the total sum for a code with N = 2, 304, R = 0.5.
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Results

The above simulations show that it is important to consider quantization and finite word-
length effects when an approximation for check node processing is chosen. The imple-
mentation with the ψ-function or with the boxminus operator ⊟ are very disadvantageous
for quantization because wordlengths of more than 20 bit are required. Using normalized
BP-based decoding, quantization with a wordlength of only 7 bit is sufficient. While
simulations where shown for a special code with length N = 2, 304 and R = 0.5, similar
results apply to all LDPC codes. A detailed analysis on why quantization leads to a
severe performance loss when the ψ-function or the boxminus operator are used is given
in section A.3 in the appendix on page 130.

4.2 Memory Requirements

In a programmable LDPC decoder, two different types of memory are needed: one
large control memory to store the parity-check matrix of the code and several smaller
data memories to store the extrinsic, intrinsic, sum, and decoded values during decoding.
In the next sections, the required memory size for both memory types is discussed.

4.2.1 Control Memory for Parity-Check Matrix

The necessary memory size to store the parity-check matrix H depends on the LDPC code
and the decoder architecture. In case of a fully parallel decoder where the connections of
the bipartite graph are directly mapped to wiring in hardware, no memory at all is needed
for storing the parity-check matrix (see section 3.2). On the contrary, a decoder which
supports arbitrary LDPC codes needs to store the complete information of a possibly
random parity-check matrix. A lower bound for the memory size to store a random H is
the entropy H(D) of a one in H multiplied with the total number of ones in H , which is

H(D) · E. (4.9)

To determine the entropy, the non-zero entries hij in the parity-check matrix are numbered
according to their position with D′ = i+jM with a value between 0 and M ·N−1. Then,
the random variable D is introduced which describes the distance between two successive
non-zero entries in H , which is the difference between two successive D′ values. With
these definitions, the entropy is

H(D) = −
M ·N∑

i=1

P (D = i) · ld(P (D = i)). (4.10)

H(D) gives the average number of bits needed to store the position of one ’1’ in H if
a perfect entropy encoder is used. The necessary memory size to store H for a perfect
entropy encoder was determined in kbit for a set of LDPC codes in the column labeled
“entropy” in table 4.3 on page 69. From the numbers determined in the table, a very
rough estimate for the entropy is

H(D) ≈ 10. (4.11)
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The value H(D) · E determined by the entropy and the number of ones in H is a lower
bound for the size of the control memory to store a random parity-check matrix. In
general, a single-port memory with sufficient port width can be used for the control
memory. The memory contents are read with linearly increasing addresses which are
generated by a simple counter.

While the information of a random parity-check matrix can not be stored with less bits
than the entropy, this is different for structured matrices. The formula which determines
the entropy in equation (4.10) is based on the probability distribution of the random
variableD. Considering structured parity-check matrices (e.g. QC), it is known in advance
that a specific pattern is repeated every ith line. Exploiting this structure, a smaller
control memory is sufficient for dedicated decoders which support only special classes of
structured codes.

4.2.2 Data Memory

Depending on the formulation of the decoding algorithm and the decoder architecture,
different amounts of memory for the intrinsic, extrinsic, sum, and decoded data values
are needed. The wordlength of each entry in the first three memories is usually between
w = 4 and w = 10 bit, whereas only one bit is needed for each entry in the memory
with the decoded values. Table 4.1 summarizes the necessary memory size for the data
memories in bit for different formulations of the decoding algorithm and thereof derived
decoder architectures. In the last column, the total size of the data memory is given for
parity-check matrices with an average variable node degree of dV,av = E/N = 3.5.

The total data memory size of a two-phase flooding schedule decoder is dominated by
the extrinsic memories, which account for approximately 75% of the total memory size
of (4.5w + 1)N bits. The doubled data throughput of a flooding schedule decoder using
one-phase message passing comes at the price of a larger memory size of 6.5wN bit, which
is an increase by approximately 45%. Finally, for layered decoding the memory size is
reduced to 4.5wN bit while an even higher data throughput as for one-phase message
passing is achieved.

decoding algorithm intr. sum extr. dec. total size

flooding, two-phase (BP 1, p. 19) wN - wE N (4.5w + 1)N

flooding, one-phase (BP 3, p. 129) wN 2wN wE - 6.5wN

layered decoding (p. 22) - wN wE - 4.5wN

Table 4.1: Size of data memories in bit for LDPC decoders using different decoding schedules.
The last column gives the total memory size for a parity-check matrix with average variable
node degree dV,av = E/N = 3.5.

In practical implementations, usually (w + 1)N bit of additional memory are provided
for all three architecture types to allow the input of the received values of the next code
word and the output of the result of the previous code word while decoding the current
code word. Furthermore, depending on the approximation of the decoding algorithm, it is
possible to reduce the number of data values which are stored in the extrinsic memory [32].
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In partly parallel decoder architectures, each of the data memories is split into several
dual-port memory banks so that previous values can be read and updated values can be
written at the same time. Depending on the decoder architecture, some of the memories
can be accessed in linear order so that a simple counter is sufficient to generate the
addresses. For the other memories, addressing in a “random” order is necessary. The
randomness depends on the current code and results in a higher number of control bit
which are stored in the control memory.

4.3 Flexible Interconnect

The random interconnections between check and variable nodes in the bipartite graph can
be realized either by random memory access or by configurable interconnection networks
or by a combination of both (see chapter 3 on page 25). Depending on the desired paral-
lelism and the programmability of the partly parallel decoder architecture, configurable
interconnection networks of different complexity are required. For some structured codes,
the dynamic interconnection network can even be replaced by a static interconnection net-
work as shown for the QC decoder architecture in figure 3.4d. In the following, different
implementations of configurable interconnection networks are described.

A network is called blocking if it can realize only a subset of all possible permutations
between its inputs and outputs. In contrast to this, it is called nonblocking if every permu-
tation can be performed. Changing an existing connection in a rearrangeably nonblocking
network may require a reconfiguration of all existing connections, whereas in a strict-sense
nonblocking network only the connections between the affected inputs and outputs need
to be reconfigured [74].

4.3.1 Permutation Network

Permutation networks can realize every of the p! permutations of their p inputs to their
p outputs and thus are either strict-sense or rearrangeably nonblocking. In this section,
the crossbar, the Beneš, and the Clos network are discussed.

Crossbar Network

Figure 4.10a shows a p×p crossbar network for p = 8 input values xi and output values yi.
At each intersection of an xi and yj line, a multiplexer is placed which allows flexible
interconnect from the inputs to the outputs. Depending on the configurations of the
multiplexers, any permutation can be realized. A total number of p(p−1) 2:1 multiplexers
is needed to select the signals for the bottom outputs of the nodes in the graph. The
number of control bits also is p(p − 1) but can be reduced to ld(p)(p − 1) if a simple
address decoder is provided for each crossbar row. The crossbar network is strict-sense
nonblocking, which means that any unused input can be connected to any unused output
without having to rearrange existing connections.

Beneš Network

A Beneš network as shown in figure 3.2b on page 27 can realize every permutation of
its p inputs to its p outputs. It is rearrangeable and nonblocking. The network can
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Figure 4.10: (a) Crossbar and (b) Beneš network for p = 8 inputs and outputs, see also
figure 3.2b. Gray nodes represent 2:1 multiplexers.

be recursively decomposed into two columns of butterflies and two p/2-input Beneš net-
works by replacing the middle columns with the smaller Beneš networks as illustrated in
figure 4.10b. The smallest block is a 2-input Beneš network, which is a simple butter-
fly. Always two multiplexers which belong to the same butterfly share one select signal,
e.g. the multiplexers with inputs x0 and x4. The Beneš network consists of 2ld(p) − 1
columns (levels) of multiplexers, thus a total number of p(2ld(p) − 1) multiplexers and
p/2 · (2ld(p) − 1) bit to configure the multiplexers are necessary.

To perform the inverse permutation of a given configuration C(k) at time k, the control
bits for the levels are applied in reverse order, i.e. the control bits for the first and the
last level are swapped, the control bits for the second and second last level are swapped,
etc. The configuration for the inverse permutation is denoted as C−1(k). This property
of the network is helpful for LDPC decoder implementations where inverse permutations
are needed.

Clos Network

A symmetric three stage Clos network with p = n · r inputs and outputs is shown in
figure 4.11. The boxes labeled n×q represent full permutation networks with n inputs and
q outputs. The outputs of a box are connected to all boxes of the subsequent stage. The
three stage Clos network is rearrangeable and nonblocking for q ≥ n, which means that
every of the p! possible permutations from inputs to outputs can be realized. Assuming a
crossbar switch in each of the boxes, a total number of rn · (2n+ r− 3) = p · (2n+ r− 3)
multiplexers and configuration bits is necessary for q = n.

4.3.2 Barrel Shifter

A barrel shifter can perform cyclic shift operations on its p inputs and is shown in fig-
ure 3.2a on page 27. The network is blocking as only a subset of p distinct permutations
out of all p! permutations can be performed. The number of multiplexers is p · ld(p) and
the number of required bits to control the multiplexers is ld(p). This hardware is used in
decoders for structured LDPC codes where the reduced interconnect is sufficient.
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Figure 4.11: Symmetric three stage Clos network with p = n · r inputs and outputs.

4.3.3 Complexity Comparison

Figure 4.12 shows for the above described networks the number of multiplexers and the
number of bits to control the multiplexers in logarithmic scale. Considering the full per-
mutation networks only, the Beneš network is the best choice in terms of a minimum
number of multiplexers as well as control bits. For p = 32 the crossbar needs 992 multi-
plexers whereas the Beneš network reduces the complexity by 71% to 288 multiplexers.
Furthermore, 82% fewer control bits are required. The barrel shifter needs about 40%
fewer multiplexers than the Beneš network and especially the number of control bits is
significantly reduced. However, only p distinct cyclic shifts can be performed, so that for
p = 32 only a fraction of 1/31! ≈ 1/1034 of the number of permutations of the Beneš
network can be performed by the barrel shifter.
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Figure 4.12: (a) Number of multiplexers and (b) number of control bits needed for the imple-
mentation of different permutation networks.

4.4 FPGA Implementation of a Programmable LDPC

Decoder

In this section, a design study for a fully programmable hardware architecture that can
decode every LDPC code as well as a matching mapping and scheduling algorithm are
presented [6]. The heuristic mapping and scheduling algorithm determines the memory
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address and location for the extrinsic messages and minimizes stall cycles caused by mem-
ory access collisions. It uses linear memory access during variable node processing and
random memory access during check node processing. In section 4.4.1 the hardware ar-
chitecture of the proposed LDPC decoder is presented and in section 4.4.2 the applied
mapping and scheduling algorithm is explained. Section 4.4.3 discusses the FPGA imple-
mentation of the LDPC decoder and the surrounding digital communication system. To
verify the correct functionality of the proposed fully programmable decoder, simulation
results for a set of benchmark LDPC codes are given in section 4.4.4. Finally, the results
of the design study are summarized in section 4.4.5.

4.4.1 Architectural Hardware Design

The proposed architecture for a fully programmable LDPC decoder is based on a partly
parallel implementation approach. According to the classification in chapter 3, the archi-
tecture uses sequential node processing and two-phase flooding schedule message passing
according to formulation 1 of BP decoding on page 19. The applied memory mapping
algorithm is heuristic, which means that the architecture itself is capable of updating p
messages in each clock cycle while the actual number of updates pa is lower due to resolved
memory access collisions.

An overview of the decoder architecture is given in figure 4.13 for parallelism p = 3.
The architecture can be divided into five parts namely check and variable functional units
(CFU and VFU ), data memories (IM, DM, and EM ), flexible wiring (all multiplexers and
permutation networks π), control memory (control memory), and control logic (control).
These five parts are explained in detail in the following sections.

Functional Units

In figure 4.13 p check node functional units CFUi and p variable node functional units
VFUi are instantiated. Each of the FUs performs sequential node computations, thus in
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Figure 4.13: Proposed fully programmable decoder architecture for p = 3: solid lines represent
data signals and dashed lines represent control signals.
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each clock cycle one extrinsic value can be updated by each FU. Decoding is performed
in two half-iterations according to formulation 1 of BP decoding on page 19 using the
normalized BP-based approximation within the CFUs according to equation (2.36). The
check for a valid code word is performed in the CFUs using the hard decision bits of the
previous iteration as inputs.

Data Memory

The data memory consists of memory for the intrinsic values, memory for the extrinsic
messages and memory for the decoded code word. The dual-port memory EM for the
extrinsic values in figure 4.13 consists of p banks EM i where the Rm→n values from
equation (2.27) and the Sn→m values from equation (2.28) are stored alternately. Each
bank has an input and output wordlength of p× 9 bit and allows a separate byte enable
for each 9-bit entry. The wordlength of 9-bit is given by the target technology as the
block memories in the Xilinx Virtex4 FPGAs operate on 9-bit words [91]. The w = 8
least significant bits (LSB) of each entry are reserved for the extrinsic messages whereas

the most significant bit (MSB) stores the hard decision bit ĉ
(l)
n which is computed during

variable node processing. The hard decision bit is necessary to detect a valid code word
during the check node half-iteration so that decoding can be stopped before the maximum
number of iterations is reached. To allow decoding of codes with E ones in the parity-
check matrix, the total size of the extrinsic memory has to be chosen larger than E 9-bit
words.

Each of the p intrinsic dual-port memory banks IMi is split into two address regions:
one half stores the intrinsic values of the current code word and sends them to the p VFUs
during the variable node half-iteration while the other half reads the intrinsic values for
the next code word. The total size of the intrinsic memory is approximately p · w × 2N

p
.

Similar to the IM memory, the p memory banks DMi for the decoded code word are
divided into two address regions. In one half the currently decoded hard decision values
are stored, whereas in the other half the previously decoded code word is stored for
simultaneous readout. The memory contains p input and output ports, each having a
width of one bit. Thus the memory size is approximately p× 2N

p
.

Flexible Interconnection Network

The flexible interconnection network consumes a significant amount of the FPGA logic
resources. A full permutation network π, an inverse permutation network π−1 as well as
2p instances of p :1 multiplexers and p instances of (p+1) : p selectors are needed to route
the required extrinsic messages to the corresponding node functional units and back to
the extrinsic memory banks. A closer view of the (p+ 1) : p selectors is given on the left
side of figure 4.13. Either the leftmost input is duplicated p times and connected to the p
outputs or the rightmost p inputs are connected directly to the p outputs. Each input and
output of multiplexers and permutation networks has a wordlength of w + 1 bit except
for the p :1 multiplexers on the VFU inputs which have a wordlength of w bit.

Control Memory

In the control memory the parity-check matrix and the information for scheduling of the
node computations on the architecture are stored. The memory contents are generated by
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a pre-compiler that includes the mapping and scheduling algorithm which is described in
section 4.4.2. During the variable node half-iteration, all stored data values are accessed
with linearly increasing addresses and all multiplexers are configured in a regular way,
thus no control bits are necessary.

During the check node half-iteration, the control vector shown in figure 4.14 is read
in every clock cycle from the control memory. Field addr EM stores p⌈ld(E/p2)⌉ bit

en_EM

p bit

config_perm

p  ld(p)  bit

config_mux

p  ld(p)  bit

addr_EM

p  ld(E/p )  bit2

Figure 4.14: Control vector needed in each clock cycle during check node processing.

for the addresses for the EM memory banks, the config mux field contains p⌈ld(p)⌉ bit
for the configuration of the multiplexers before the CFUs, the config perm field contains
p⌈ld(p)⌉ bit for the configuration of permutation network π and the en EM field stores
p bit for enabling the active EM memory banks. Decoding of a random LDPC code with
the described architecture thus requires a total of

Nctl = p ·
(
⌈ld(E/p2)⌉ + 2 · ⌈ld(p)⌉ + 1

)
(4.12)

control bit in every clock cycle of the check node half-iteration. Neglecting the operator ⌈.⌉
which rounds the value to the next greater integer number, the formula can be simplified to

Nctl ≈ p · (ld(E) + 1) . (4.13)

Storing a random parity-check matrix H always needs a significantly larger memory
than storing a structured matrix. In table 4.2, the calculation of the number of bits needed
to store a random H is given for selected approaches. In the first column, the entropy
H(D) ·E is given as a lower bound for the control memory size. The entropy H(D) of the
ones in H is determined according to equation (4.10) on page 61. Approach A1 simply
numbers all positions in the matrix from 1 to M · N and stores these positions, which
requires E⌈ld(M ·N)⌉ bit. Approach A2 stores the weight of each row and the positions
of the ones within each row. Similarly approach A3 stores the weight of each column and
the positions of the ones within each column. Finally, the last approach A4 shows the
number of bits needed for the implementation as described in figure 4.14. Parameter pa

is the actual parallelism of the design with pa ≤ p as explained in section 3.4.2.
In table 4.3 the number of control bits for a set of benchmark codes are determined.

Codes C1 and C2 were collected from MacKay’s website [55], codes C3 and C4 are defined
in the WiMax [42] standard, and codes C5 to C8 are defined in DVB-S2 [27]. The number

entropy A1 A2 A3 A4 (implementation)

H(D) · E E⌈ld(M ·N)⌉
M⌈ld(dC,max)⌉

+E⌈ldN⌉

N⌈ld(dV,max)⌉

+E⌈ldM⌉

p

pa

· E ·
(
⌈ld(E/p2)⌉

+ 2 · ⌈ld(p)⌉ + 1)

Table 4.2: Number of control bits needed to store the information of a random parity-check
matrix using different approaches.
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of control bits required for a perfect entropy encoder is shown as reference in kbit, and
approaches A1 to A4 are given in % of the entropy H(D) ·E. For approach A4 the param-
eters p = 16 and pa = 14.5 were used, and the required memory size=width×depth in bit
is given in the last column. While the width was determined according to equation (4.12),
the depth is E

pa
.

entropy
size in % of entropy

memory size

H(D) · E width× depth

code N M E [kbit] A1 A2 A3 A4 A4 [bit]

C1 8, 000 4, 000 24,000 279 215% 115% 108% 148% 249× 1,656

C2 9, 972 4, 986 34,902 405 220% 118% 114% 153% 257× 2,408

C3 1, 728 864 5,472 34 326% 178% 168% 235% 215× 378

C4 2, 304 1, 152 7,296 46 337% 183% 173% 241% 221× 504

C5 16, 200 9, 000 48,599 449 294% 157% 153% 198% 265× 3,352

C6 16, 200 6, 480 71,279 647 208% 109% 112% 208% 274× 4,916

C7 64, 800 12, 960 233,279 2,414 286% 157% 141% 201% 301×16,089

C8 64, 800 6, 480 194,399 1,930 288% 163% 134% 206% 297×13,407

average over codes C1 to C8 272% 147% 138% 199%

Table 4.3: Number of control bits required to store the information of a random parity-check
matrix for a set of benchmark codes. The entropy H(D) ·E of the parity-check matrix is given
in kbit, different storage approaches A1 through A4 give the memory size in % with respect to
a perfect entropy encoded parity-check matrix. In the last column the width (in bit) and depth
of the control memory are listed for approach A4 with p = 16 and pa = 14.5.

Comparing the different approaches in table 4.3, it can be seen that approach A3
achieves the smallest control memory, resulting in 8% to 73% (average 38%) more control
bits than a perfectly entropy encoded parity-check matrix would need. The results for
approach A2 are similar to approach A3 and require an average of 47% more control bits
than the entropy encoded approach. Approach A1 requires the largest control memory
size which is by 108% to 237% (average 172%) larger than for a perfectly entropy encoded
parity-check matrix. Finally, the implemented approach A4 lies between approach A1
and A3 with an overhead of 53% to 135% (average 99%) compared with the entropy
encoded parity-check matrix.

The difference of approach A4 compared with the other approaches is that not only
the information of the parity-check matrix, but also information for scheduling of the
node computations is included. Thus, after reading of a control vector from the control
memory, it can be directly used to configure the flexible interconnect and to address the
memories. The control memory can be implemented external to the FPGA if a wide data
connection between memory and FPGA exists. Memory access on the control memory is
performed with linearly increasing addresses, thus fast double data rate (DDR) memories
using long burst cycles could be used instead of the zero-bus-turn-around (ZBT) memory
(figure 4.15).
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Control and Scheduling of Node Computations

The central control unit determines the configuration of the multiplexers, the permutation
networks, the addressing of the memories and the processing of the variable and check
functional units. It controls the whole decoding process and stops decoding as soon as
a valid code word is detected. The control signals are read linearly from the control
memory and depend on the compiled LDPC code. The compilation is performed offline
before decoding starts using the mapping algorithm as described in section 4.4.2. While
the control memory stores the processing configuration for one iteration, additional global
parameters are stored in FPGA registers as for example the maximum number of iterations
or the parameter α of the normalized BP-based decoding algorithm.

During the check node half-iteration, the p extrinsic memory banks EMi in figure 4.13
are addressed with the p addresses stored in the addr EM field of the control vector
defined in figure 4.14. p extrinsic messages are read from each memory bank and the
p subsequent multiplexers p : 1 choose p extrinsic input messages according to the con-
trol signal config mux. The messages are sent over the fully programmable permutation
network π which is configured using config perm. The extrinsic input messages for check
node computation arrive sequentially at each CFUi. After a delay of dC + 4 cycles, the
updated extrinsic messages appear sequentially at the output of the CFUi. The p outputs
of the CFUs are permuted using the inverse permutation network π−1 and then written
back to the extrinsic memory banks to the same addresses and positions as they were
read from. During one decoding iteration, every CFUi processes sequentially M/p check
nodes of the code.

For the inverse permutation network π−1 the control signal config perm of the permuta-
tion network π is reused. All multiplexers in the p boxes labeled (p+ 1) : p are controlled
with a single control bit which is ’1’ during check node processing and ’0’ during vari-
able node processing. Writing of the updated values to the extrinsic memory banks is
performed using the addresses addr EM, the same addresses that were already used for
reading the data. Thus the control signals are used twice and are stored temporarily using
shift registers with configurable length. The actual shift register length depends on the
current node degree and is approximately dC + 3 clock cycles.

In the second half-iteration, the variable nodes are processed. In each clock cycle k,
p messages are read from the extrinsic memory bank EMk mod p. The subsequent multi-
plexers are configured appropriately to send these p messages to the p VFUs. Together
with the first extrinsic message of each variable node, the intrinsic values are read from the
intrinsic memory of the corresponding VFU. After a delay of dV + 3 cycles the updated
extrinsic messages appear sequentially at the output of each VFU. The messages are then
written back to the same extrinsic memory bank and to the same address as they were
read from. Each VFUi processes sequentially N/p variable nodes of the code. Addressing
of the extrinsic memory banks and multiplexers is linear during variable node processing
so that simple counters can be used for the control logic.

Decoding of a code word is started by writing the received values sequentially to the
intrinsic memory IM. Then the extrinsic memory banks EMi are initialized with the
intrinsic values using the same data flow as during the variable node half-iteration except
that all extrinsic input messages to the variable nodes are set to zero. Decoding of the
current code word is stopped as soon as the maximum number of iterations is reached
or a valid code word is detected. The detection of a valid code word is included in the
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CFUs. With each extrinsic value, the decoded bit corresponding to the extrinsic value is
read and accumulated with an XOR gate in the check node. If all check nodes return a
zero for the accumulation, all checks are satisfied and decoding can be stopped.

4.4.2 Mapping and Scheduling Algorithm

For every LDPC decoder architecture, an appropriate mapping and scheduling algorithm
is necessary which assigns the data values to memory locations. While finding of a map-
ping and scheduling which allows collision-free memory access is a simple task for fully
serial decoder architectures, it becomes a major issue for partly parallel designs. The fully
programmable decoder architecture described in section 4.4.1 depends on an algorithm
which determines in which extrinsic memory bank EMi the extrinsic messages Sn→m in
equation (2.28) resp. Rm→n in equation (2.36) are stored. The goal is a mapping which
yields collision-free memory access and at the same time achieves the optimum of p pro-
cessed messages in each clock cycle. However, the actual parallelism pa depends on how
well the current LDPC code can be mapped onto the decoder architecture. In this sec-
tion, a heuristic mapping algorithm is described that determines an optimized mapping
for every LDPC code.

Heuristic Mapping Algorithm

During the variable node half-iteration, the extrinsic messages are accessed linearly from
the extrinsic memory banks to reduce the search space of the heuristic mapping algorithm.
In each clock cycle, the multiplexers at the inputs of the VFUs select the next extrinsic
memory bank. After p clock cycles, the address for the extrinsic memory is increased by
one. At each time instant, all p VFUs process nodes of the same degree to ease control.
Assuming a small number of different variable node degrees, the actual parallelism during
variable node processing is equal to or almost p.

During the check node half-iteration, the addresses of the p extrinsic memory banks are
accessed in a “random” order which is determined by the bipartite graph and the mapping
algorithm. In each clock cycle, one message is chosen from each extrinsic memory bank
and sent to the CFUs, which all process nodes of the same degree. Depending on how
well the desired code was mapped on the architecture, the actual parallelism during check
node processing can be smaller than p.

To find an optimized solution for a mapping which maximizes the actual parallelism
pa, the following algorithm assigns a control vector mi,k = (bank, addr, pos) to each edge
in the bipartite graph where bank is the index of the extrinsic memory bank, addr is the
address, and pos is the position within the p values at the same address. During the
optimization phase, three degrees of freedom are exploited: it is possible to change the
processing order of branches within one variable node, the processing order of branches
within one check node, and the processing order of check nodes. On the other hand, three
constraints need to be met: first, a processing of variable nodes so that the incoming
intrinsic values do not need to be permuted, second, a processing of nodes of the same
degree in all FUs, and third, collision-free memory access. The mapping algorithm is
performed in four steps for an architecture with parallelism p:

1. Generate variable node groups : assign always p variable nodes of the same degree
to one variable node group.
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2. Generate preliminary variable node subgroups : combine always p edges from p differ-
ent variable nodes of one group to one variable node subgroup and assign preliminary
values to mi,k = (bank, addr, pos):

bank : The same value for bank is assigned to all entries in a variable node subgroup.
The values are assigned in ascending order over the subgroups modulo p.

addr : The same value for addr is assigned to all entries in a variable node subgroup.
The value is increased by one every pth subgroup.

pos : Different values for pos are assigned to the entries in a variable node subgroup.
The values correspond to the positions of the entries within the subgroup.

3. Generate check node groups (optimization phase):

a) If all check nodes already have been assigned to a check node group go to
step 4.

b) Start with s = p.

c) Define a preliminary check node group by s check nodes of the same degree
dC which do not yet belong to a check node group. The control vectors corre-
sponding to the edges of these nodes also belong to the group.

d) Count the number of occurrences for bank = i in the control vectors of the
current check node group for each i ∈ {1 . . . p}. If each occurrence is smaller
than or equal to dC , a valid check node group of size g = s was found. In this
case go back to 3a), otherwise continue with 3e).

e) Try to exchange a value for bank which appears more than dC times with a
value that appears less than dC times by exchanging control vector mi,k with
mj,k. Both control vectors correspond to edges in the same column k of the
parity-check matrix. Note that only control vectors mj,k are allowed that are
not yet part of another check node group. If it was successful go to 3d),
otherwise continue with 3f).

f) Exchange one check node of the group against another one of the same degree
which is not yet used in a check node group and go back to 3d). If there are
no more nodes left continue with 3g).

g) Set s = s− 1 and got back to 3c).

4. Generate check node subgroups : combine always g edges from different check nodes
of the same check node group, where g is the number of check nodes in the current
check node group. In each subgroup, all values of bank of the control vectors have
to be different. Because of the condition in 3d) such subgroups always can be found.

Results of the Mapping Algorithm

The resulting actual parallelism pa of the above described heuristic mapping algorithm is
calculated by

pa =
2E

NV +NC

(4.14)

where NV and NC are the number of variable and check node subgroups, respectively.
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In table 4.4 the actual parallelism pa ≤ p for a set of benchmark codes is listed for
p = 16. Codes C1 and C2 were collected from MacKay’s website [55], codes C3 and C4 are
defined in the WiMax [42] standard, and C5 to C8 are defined in DVB-S2 [27]. Column
six shows the efficiency of the mapping algorithm in terms of the average percentage of
active FUs in each clock cycle as defined in equation (3.1). The efficiency of the mapping
algorithm is especially high for the high-rate codes C7 and C8 where in each decoding
iteration an average of 96% of the FUs is active whereas the efficiency is lower for codes
C3 to C5 where about 78% of the FUs are active.

code N M R E dV,max dC,max pa eact

C1 8,000 4,000 0.50 24,000 3 6 14.68 92%

C2 9,972 4,986 0.50 34,902 9 7 14.66 92%

C3 1,728 864 0.50 5,472 6 7 12.42 78%

C4 2,304 1,152 0.50 7,296 6 6 12.68 79%

C5 16,200 9,000 0.44 48,599 8 7 12.29 77%

C6 16,200 6,480 0.60 71,279 12 11 14.84 93%

C7 64,800 12,960 0.80 233,279 11 18 15.36 96%

C8 64,800 6,480 0.90 194,399 4 30 15.34 96%

Table 4.4: Mapping results for a set of LDPC codes for p = 16.

4.4.3 Implementation of Decoder and Communication System

In this section the realization of a prototype system for the LDPC decoder architecture
and the surrounding digital communication system are described. The system is used
for the verification of the proposed decoder architecture as well as the heuristic map-
ping algorithm. Special attention was payed on a flexible and scalable hardware decoder
design using a parameterizable VHDL (very high speed integrated circuit hardware de-
scription language) description where the parallelism of the architecture, wordlengths of
the extrinsic and intrinsic messages, and selected maximum values can be easily changed
before a new synthesis run. The synthesized LDPC decoder is capable of decoding arbi-
trary LDPC codes as soon as the corresponding parity-check matrix was loaded into the
control memory.

The implementation of the whole system is shown in figure 4.15. The PC is used for
simulation of the environment of the decoder consisting of the information source, the
encoder, the channel, the data sink, and the error counter. It is connected to the FPGA
platform over a peripheral component interconnect (PCI) bus and data is transmitted
between the two components using direct memory access (DMA). An FPGA platform
which fits the need of a wide data connection to an external memory where the parity-
check matrix can be stored is the ADM-XRC-4 FPGA platform designed by the company
Alpha Data [2]. The FPGA on the platform is a Xilinx Virtex4 XC4LX160 [91]. The
external memory consists of six banks of ZBT synchronous static random access memory
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(SSRAM), each of size 32×1, 024 kbit = 4, 096 kB. All six memory banks can be accessed
simultaneously from the FPGA so that a wide data connection of 6 · 32 bit = 192 bit is
available in each clock cycle. For the implementation, the clock frequency on the ZBT
memory is doubled so that the decoder core receives a 384 bit control vector in each
clock cycle, and that a total of 512, 000 different control vectors can be stored in the ZBT
memory. From table 4.3 it can be seen that the necessary memory width for all example
codes is smaller than 384 and that the maximum required depth is 16, 089. Thus the size
of the available ZBT SSRAMs is sufficient for a decoder implementation with parallelisms
p = 16.

control
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Figure 4.15: Complete digital transmission system including the PC and an FPGA platform
with external memory.

A detailed list of hardware resources needed for the implementation of the LDPC de-
coder and surrounding control logic using different parameter configurations is given in
table 4.5. The parameters are the parallelism p of the design, the wordlength w of the
intrinsic and extrinsic messages, the maximum code word length Nmax, and the maximum
number of ones in the parity-check matrix Emax. Check node computations are imple-
mented with the normalized BP-based approximation given in equation (2.36). The target
technology is a Virtex-4 LX160-11 FPGA device from the company Xilinx with a total
number of 67,584 slices, 96 DSP48 slices and 288 block RAMs. Each slice contains two
4-input LUTs, two flip-flops, wide-function multiplexers, carry logic and arithmetic gates.
A block RAM has a size of 18,432 bit and each DSP48 slice contains one 18×18 multiplier,
an adder and an accumulator [91].

The numbers given in table 4.5 are the results after place and route of the design using
ISE Project Navigator from Xilinx [90]. While the first five lines specify the decoder
configuration, the next three lines give an overview of the design in terms of total number
of slices, block RAMs, and DSP48 slices needed for the design. The last line gives the
maximum achievable clock frequency for the decoder clock (clk in figure 4.15).

The largest codes with a code word length of up to Nmax = 73, 728 can be decoded
with configuration five. All example configurations use less than one fourth of the slices
of the FPGA, but configuration four uses almost all available memory on the FPGA.
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configuration (1) (2) (3) (4) (5)

p 8 12 16 16 18

w 6 7 8 6 8 FPGA

Nmax 4,096 49,152 65,536 32,768 73,728 resources

Emax 32,768 147,456 262,144 524,288 331,776

slices 3,629 7,206 12,224 10,680 15,128 67,584

block RAMs 22 122 202 286 263 288

DSP48 16 24 32 32 36 96

fmax [MHz] 73 72 72 72 72

Table 4.5: Required hardware resources after place and route of the programmable decoder for
the FPGA XC4LX160-11 and different parameter configurations.

For all configurations, a maximum decoder clock frequency of 72 MHz can be achieved
after place and route. After synthesis of the design and download on the FPGA, every
regular or irregular LDPC code can be decoded as soon as the corresponding compiled
parity-check matrix was loaded into the external control memory.

4.4.4 Verification by Error Correction Performance

To verify the correct functionality of the LDPC decoder design, bit error rates for a set of
LDPC codes were measured on the FPGA and compared with floating point simulations
on the PC. In figure 4.16 the simulation results for the bit error rate are displayed for
codes C2, C5 and C7 from table 4.4. Simulations on the PC (dashed lines) are compared
with finite-wordlength simulations on the FPGA (solid lines). While the software simu-
lations use floating-point precision and the optimum BP decoding algorithm, the FPGA
implementation uses the normalized BP-based approximation as described in section 2.4.4.
The total wordlength for all intrinsic and extrinsic messages is w = 8 bit consisting of
1 sign bit, 5 bit for the integer part, and 2 bit for the fractional part. For C2 a maximum
number of 50 iterations and for C5 and C7 a maximum number of 100 iterations is used
for software and hardware simulations.

As discussed in [17], the performance loss for a floating-point implementation of the
normalized BP-based approximation compared with the optimum BP decoding algorithm
is 0.05 to 0.1 dB. In figure 4.16 it can be seen that the normalized BP-based approxima-
tion of the decoding algorithm, truncation and finite wordlengths of the proposed FPGA
implementation yield 0.1-0.15 dB performance loss. To show that the decoder is not re-
stricted to structured codes like C5 or C7, bit error rates were also measured for C2 which
was decoded with the identical hardware as the other two codes. With these simulations,
the principle correctness of the architecture implementation and the mapping algorithm
are proven.
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Figure 4.16: Symbol error rate for codes C2, C5 and C7. The dashed lines show floating-point
software simulations using BP decoding whereas the solid lines show the FPGA simulation
results using normalized BP-based decoding and a 6:2 quantization scheme.

4.4.5 Design Study Results

In order to explore the implementation complexity, a fully programmable LDPC decoder
was designed and implemented on the FPGA target technology as described in the pre-
vious sections. A comparison of the design with other programmable architectures using
heuristic mapping algorithms is given in table 3.3 on page 43. The proposed architecture
requires only 50% of the EM data memory compared with the other designs, but this
advantage comes at the price of dual-port instead of single-port memories. However, it
can be seen that the efficiency of the proposed heuristic mapping algorithm is significantly
higher than for the other architectures. Compared with the ASIC synthesis results of de-
sign 5 of Masera et al. [63], the FPGA implementation described in the previous sections
supports codes with 30 times longer code word length.

While a very wide connection of 192 bit to the external control memory is available on
the ADM-XRC-4 FPGA evaluation board, such a wide connection should be avoided in
designs targeted for mass production. However, fully programmable decoders will always
need a large number of control bits to store the information of a random parity-check
matrix as was shown in table 4.3. Due to the fact that a chip with several hundred
memory input/output (I/O) pins would be pad limited in size, the only reasonable way is
to integrate the control memory on the chip. In ASIC technology it would be beneficial
to store the control bits in multiple single-port memories on the chip close to the logic
where the configuration data is needed.

The programmable decoder was designed using dual-port data memories for the extrin-
sic data values, because the Virtex4 FPGA target technology provides only dual-port and
no single-port memories. In ASIC technology, single-port memories consume significantly
less area than dual-port memories as shown in figure 5.12 on page 108. Thus for ASIC
technology, a design goal would be to use as few dual-port memories as possible. The
large number of multiplexers required by the proposed programmable decoder architec-
ture should be reduced by exchanging the high flexibility of the interconnection network
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against an improved mapping algorithm.
To increase the data throughput of fully programmable decoder architectures, two dif-

ferent approaches should be investigated. On the one hand, the data throughput can be
doubled by using an architecture with one-phase flooding schedule decoding instead of
the implemented two-phase flooding schedule. This approach could be further extended
to layered decoding which reduces the number of required decoding iterations for a code
word. On the other hand, the heuristic mapping and scheduling algorithm which achieves
a low efficiency for some LDPC codes should be improved. The overall objective should
be to achieve an efficiency close to 100% for all codes. Therefore, an alternative approach
which combines the optimum solution from Tarable et al. [82] with a one-phase or layered
decoder architecture will be investigated in the next chapter.





5 Programmable LDPC Decoders with
Optimum Memory Mapping

The main challenge in partly parallel LDPC decoder design is to find a mapping between
data values and memory locations avoiding memory access collisions caused by parallel
memory access of multiple node functional units. As discussed in chapter 3, good solutions
exist for fixed LDPC decoders which can decode a certain subset of structured LDPC
codes, e.g. QC codes. This is different for fully programmable decoder architectures
which are able to decode every random LDPC code. The majority of the published
programmable decoders use heuristic mapping algorithms as described in section 3.4.2 and
section 4.4. Memory access collisions are avoided by the introduction of stall cycles or idle
processing units which lower the data throughput and the efficiency of the architecture.

Decoder architectures with optimum memory mapping overcome these drawbacks. In
this thesis, optimum refers to a decoder architecture with a mapping and scheduling al-
gorithm that allows collision-free memory access, avoids stall cycles and idle processing
units, and at the same time uses a minimum number of memory banks (see section 3.4.1).
This implies that the full parallelism of the architecture is used in every clock cycle, and
thus the data throughput is maximized. The only fully programmable LDPC decoder
architecture with optimum memory mapping described in the literature [82] uses flooding
schedule and two-phase message passing as discussed in section 3.4.3. In this chapter,
two new fully programmable decoder architectures with optimum memory mapping are
presented [8, 9]. In contrast to the existing work of Tarable et al. [82], both proposed
architectures use one-phase message passing and thus double the data throughput. One
of the architectures uses a modified layered decoding schedule, which increases the con-
vergence speed of the decoding algorithm compared to the conventional flooding schedule.
The proposed mapping and scheduling algorithm avoids memory access collisions in the
future by a smart writing strategy of data values in the current memory access cycle.

In section 5.1, the proposed fully programmable one-phase flooding schedule decoder
architecture is presented. The data access patterns for check node and variable node
processing are analyzed in section 5.2 and constraints for parallel memory access are
identified. In section 5.3, an optimum mapping algorithm is derived for the one-phase
flooding schedule decoder architecture. Section 5.4 introduces the fully programmable
layered decoder architecture, which uses the same optimum mapping algorithm as the one-
phase flooding schedule decoder architecture and reduces the hardware cost. In section 5.5,
the impact of logic pipelining for an increased clock frequency is examined, and an estimate
for the achievable data throughput is given. Finally in section 5.6, ASIC synthesis results
for the proposed decoder architectures are presented.
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5.1 Programmable One-Phase Flooding Schedule

Decoder

The one-phase flooding schedule decoder architecture presented in this section can decode
structured as well as unstructured or random LDPC codes. Two functionally identical
architectures are described. While the concept of the mapping and scheduling algorithm
presented in section 5.3 is best explained on the first architecture, the second architecture
is more suitable for the actual hardware implementation. After the presentation of the
architectures, scheduling of the node computations is described and two constraints are
discussed which simplify the control logic and optimize the data throughput.

5.1.1 Decoder Architecture

Figure 5.1 shows the proposed fully programmable one-phase flooding schedule LDPC
decoder architecture [7]. The parallelism of the partly parallel architecture is fully scalable,
allowing an optimum trade-off between data throughput and hardware cost. In this
example the parallelism is p = 3. The data flow and the functional units are based on
formulation 3 of the BP decoding algorithm on page 129. The decoder consists of p single-
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Figure 5.1: Fully programmable one-phase flooding schedule decoder architecture, parallelism
p = 3. Dashed lines indicate reversed data paths for even iterations and copying of the contents
from memory SMB to SMA after each iteration. This architecture is used to explain the concept
of the mapping and scheduling algorithm, see figure 5.2 for an architecture which is more suitable
for hardware implementation.

port intrinsic memory banks IMi for the intrinsic values In in equation (A.9), p dual-port
extrinsic memory banks EMi for the extrinsic messages Rm→n in equation (A.15), and p
dual-port sum memory banks SMAi and SMBi to store the previous and the current total
sum S

(l−1)
j in equation (A.15) and S

(l,un)
n in equation (A.16), respectively. The width of

every memory bank is the wordlength w of one data entry. The depth of the IMi, SMAi

and SMBi memory banks is N/p whereas the depth of the EMi memory banks is E/p.
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Thus a total of 3N + E data words is stored, where N is the code word length and E is
the total number of ones in the parity-check matrix.

The node computations are performed in p sequential check node functional units CFUi

and p sequential variable node functional units VFUi. During check node processing,
updated messages R

(l)
m→n are computed in the CFUi blocks as shown in the appendix on

page 135 in figure B.3a for the normalized BP-based approximation. In the VFUs, the sum
of all incoming messages is sent to the output as illustrated in figure B.1a in the appendix.
Thus, a partial update of the total sum is performed according to equation (A.16). The

final total sum S
(l)
n for variable node n in iteration l is determined after dV,n partial variable

node updates. Each of the CFUi and each of the VFUi updates one data value in each
clock cycle, so that a total of 2p data values is updated in each clock cycle.

The flexible interconnect consists of four full permutation networks labeled πi which
are needed to map the randomness of the parity-check matrix to the decoder architecture.
The dashed lines in figure 5.1 indicate reversed data paths through permutation networks
π2 and π3 for even iterations and copying of the memory contents from SMB to SMA after
each iteration. The parity-check matrix of an arbitrary LDPC code is first converted to
a program code using the mapping algorithm described in section 5.3 and then stored in
the control memory of the decoder. The controller which includes the control memory
configures the permutation networks and generates the addresses for the sum memory
banks. A different LDPC code can be decoded by changing only the initialization of the
control memory.

Figure 5.2 shows an improved implementation of the fully programmable one-phase
flooding schedule decoder architecture. While the mapping and scheduling algorithm
in section 5.3 can be best explained on the architecture in figure 5.1, the architecture
presented in figure 5.2 is more suitable for the actual hardware implementation. The only
difference for the architecture in figure 5.2 is that the blocks are arranged in a different way
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Figure 5.2: Improved fully programmable one-phase flooding schedule decoder architecture
with multiplexers which are switched after each iteration, parallelism p = 3.
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and that the reversed data paths and copying of the memory contents from SMB to SMA

are replaced by multiplexers. The wiring shown in the multiplexers gives the multiplexer
configuration in odd iterations, the other connection is used in even iterations.

In the next sections, the architecture in figure 5.1 will be used to explain the data flow
for the mapping and scheduling algorithm. All explanations also apply to the architecture
in figure 5.2. Minor modifications required for the control signals are shortly explained
at the end of section 5.3.2.

5.1.2 Scheduling of Node Computations

For the one-phase flooding schedule decoder architecture in figure 5.1, the scheduling of
node computations is as follows: always p check nodes are processed in parallel in the p
CFUi, and each single check node is processed sequentially. Thus always p rows of the
parity-check matrix are processed simultaneously, and each CFUi processes sequentially
approximately M/p check nodes or L = E/p edges. During check node processing, total

sum values S
(l−1)
j and extrinsic messages R

(l−1)
m7→j from the previous iteration (l−1) are

read from the SMAi and EMi memory banks to perform the check node computations in
equation (A.15). Updated extrinsic messages R

(l)
m7→n are computed and replace the values

of the previous iteration in the extrinsic memory banks.
Each updated extrinsic message is also sent to a VFUi. The previous partial total

sum S
(l,un−1)
n is read from an SMBi memory bank, and the updated extrinsic message is

accumulated according to variable node processing in equation (A.16). The new partial

total sum S
(l,un)
n is stored in one of the SMBi memory banks. After each decoding iteration,

the memory contents of sum memory SMB are transferred to sum memory SMA. Note that
the data flow can be best explained assuming a copying of the contents from SMB to SMA,
whereas the actual implementation uses multiplexing between the two sum memories (see
figure 5.2).

The flooding schedule allows a free choice for the sequence in which the check nodes
are processed. To simplify the control logic of the architecture, it is reasonable to process
always p check nodes with the same node degree in parallel in the p CFUi. Thus identical
control signals can be used for all CFUi and identical addresses for all memory banks
EMi. If the parallelism p is not a divisor of the number of nodes of degree dC , some of
the CFUi are idle. However, this effect can be neglected since in general, the number of
node degree changes is small compared to the total number of processed nodes so that
the percentage of idle FUs during the decoding process is low (below 0.4% for DVB-S2
and p = 90), whereas the complexity of the controller is significantly reduced. While it is
reasonable to add this constraint, it is not a requirement for the optimum mapping and
scheduling algorithm described in section 5.3.

It was shown in section 4.1.2 that processing of two successive check nodes within a
check functional unit can overlap in time. New input values can be read continuously
if the next node degree is equal to or greater than the current one, and new output
values are generated continuously if the next node degree is equal to or smaller than the
current one. One decoding iteration takes E

p
+δ clock cycles, where δ is a small processing

delay. Processing the node degrees in random order increases the processing delay δ of the
decoding iteration as neither the input values are read continuously nor the output values
are generated continuously. Thus for maximum data throughput, check nodes should be
processed either with increasing or decreasing node degrees, so that dC,max . δ << E

p
.
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The above two constraints for check node processing can be summarized to:

Constraint 1: Always p check nodes of the same node degree are processed in parallel.

Constraint 2: Check node computations are sorted with either increasing or decreasing
node degrees.

5.2 Study of Memory Access

In the following, the memory access is analyzed for the partly parallel programmable
decoder architecture shown in figure 5.1 for parallelism p = 3. As an example, an irregular
LDPC code with N = 8, M = 6, E = 21 and parity-check matrix

H =




1 0 1 1 0 1 0 0
0 1 0 1 1 0 1 0
1 1 1 0 1 0 0 0
1 0 0 1 0 0 0 1
0 1 0 0 1 1 0 0
0 0 1 0 0 0 1 1




(5.1)

is used. Its bipartite graph is shown in figure 5.3 where indices were assigned to all edges,
check nodes, and variable nodes. The top line gives the functional unit CFUi in the
decoder architecture which processes the corresponding check nodes.
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0 1 2 3 4 5 6 7

0 1 2 3 4 5

0 1
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CFU0 CFU1 CFU2 CFU0 CFU1 CFU2

Figure 5.3: Example bipartite graph where indices were assigned to all check nodes, variable
nodes, and edges. The top line shows which CFUi processes which check nodes.

5.2.1 Study of Memory Access for Check Node Processing

Extrinsic Messages

Figure 5.4 illustrates the memory access for the extrinsic messages: the edge indices of
the example code are arranged in the same pattern as the parity-check matrix. The three
zigzag lines symbolize the memory access patterns of the three CFUi. In each decoding
iteration, each CFUi updates extrinsic edges as indicated by the corresponding black line.
In this example, p = 3 dual-port extrinsic memory banks EMi are used, and the extrinsic
values which are stored in the same memory bank have the same background color red,
green, or blue in the figure (the same shape square, hexagon, or circle, respectively).

CFU0 is responsible for updating sequentially M
p

= 6
3

= 2 check nodes of the code,
which are the check nodes with index 0 and 3. All extrinsic messages Rm→j which are



84 5 Programmable LDPC Decoders with Optimum Memory Mapping

0

3

1 4

10

6 9

7

12

13

15

17

2

5

8

11

14

18

16

19

20

CFU0

CFU1

CFU2

Figure 5.4: Scheduling of extrinsic messages for programmable one-phase flooding schedule
decoder architecture. The extrinsic messages are arranged in the same pattern as the parity-
check matrix and labeled with the indices of the corresponding edges in the bipartite graph in
figure 5.3.

processed by CFU0 (edges 0, 6, 9, 15, 2, 11, 19) are stored in the extrinsic memory bank
EM0 (red) of the programmable decoder architecture in figure 5.1. The extrinsic messages
which correspond to the edges 0, 6, 9 and 15 are read in the first four clock cycles, four
new updates are determined, and the updated extrinsic messages are written back to the
same address in the same extrinsic memory bank in the next four clock cycles. By using
dual-port memories, the previous extrinsic messages for check node 3 can be read while
the updated results for check node 0 are written to the red memory bank EM0. At the
same time as CFU0 updates check nodes 0 and 3, check nodes 1 and 4 are updated by
CFU1, and check nodes 2 and 5 are updated by CFU2.

From the processing scheme described above, it can be seen that each extrinsic message
Rm→n in equation (A.15) is updated exactly once during a decoding iteration and stored in
the dedicated extrinsic memory bank EMi of the corresponding CFUi. Therefore, memory
access is straightforward, and linearly increasing addresses can be used for the extrinsic
memory banks. No memory access collisions can occur during reading of the previous
extrinsic messages R

(l−1)
m→j and during writing of the updated messages R

(l)
m→n.

Total Sum Values

In contrast to the linear memory access scheme on the extrinsic values, a mapping and
scheduling algorithm is necessary to avoid memory access collisions during reading of the
previous total sum values from the SMAi memory banks. Together with each extrinsic
value R

(l−1)
m→j , also the previous total sum value S

(l−1)
j is needed for check node computations

according to equation (A.15). Therefore, each sum value is accessed several times during
each decoding iteration. The sequence in which the sum values are accessed is determined
by the sequence in which the extrinsic messages are updated, because the extrinsic and
sum value are related by their index j. As p extrinsic messages are read in parallel, also
p sum values are read in parallel.

Note that for QC decoder architectures, collision-free memory access on p sum values in
parallel can be guaranteed as for each access on a sum value always the same p sum values
are needed in parallel. This is different for a fully programmable decoder architecture:
if no constraints are set on the parity-check matrix, a random combination of p sum
values (defined by the parity-check matrix of the code and the processing sequence of the
check nodes) is accessed in every clock cycle. For each of the dV,j accesses on sum value
Sj, the value is accessed in a different combination with other sum values. Therefore,
it is required that each of these L = E/p = 7 different random combinations of p = 3
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sum values out of a total of N = 8 sum values can be accessed without memory access
collisions.

A very simple way to handle memory access collisions is to insert stall cycles until all
values from one memory bank were read. However, this solution reduces the throughput
of the decoder. For achieving maximum performance, it is the design goal to develop a
decoder architecture with an optimum mapping algorithm so that all memory ports are
used in every clock cycle. As p sum values are read in parallel, exactly p sum memory
banks SMAi are used as shown in figure 5.1.

An appropriate optimum mapping and scheduling algorithm which resolves all memory
access collisions on the architecture without the insertion of stall cycles or idle processing
units is presented in section 5.3. The algorithm is based on looking ahead: after each
read access, the sum values are permuted over a permutation network and stored in a
different memory bank such that no access collisions occur for their next read access. The
proposed solution is universal and can be applied to every random LDPC code.

5.2.2 Study of Memory Access for Variable Node Processing

Each extrinsic message that was updated in one of the CFUi is directly used for a partial
update of the total sum in one of the VFUi. With a scheduling of check node computations
as described in section 5.1.2, edges connected to different variable nodes arrive in a random
sequence at the input of each VFUi. The randomness is defined by the sequence in which
the check nodes and their branches are updated and by the connections between check
and variable nodes in the bipartite graph of the LDPC code. To perform the partial
update in equation (A.16), all partial updates S

(l,un−1)
n that are needed by VFUi have to

be stored in sum memory bank SMBi. If a partial update which is needed by VFUi is
stored in memory SMBj with j 6= i, the value can not be accessed.

In section 5.3.2 it is shown that the two memory access problems are equivalent (access
on memory banks SMAi and SMBi during check and variable node processing, respec-
tively). The permutation networks π3 and π2 and an appropriate mapping of total sum
values to memory banks over time solve both collision problems.

5.2.3 Permutation Networks

In this section, it is shown that collision-free memory access on the decoder architecture
can not be guaranteed if each total sum value resides in the same memory bank during
the whole decoding iteration. This is equivalent to the statement, that it is not possible to
replace the permutation networks π2 and π3 in the decoder architecture in figure 5.1 with
a simple identity operation and at the same time achieve collision-free memory access on
the N sum values for arbitrary LDPC codes.

The above statement can be proved and visualized using graph coloring. The N total
sum values correspond to the N vertices of a graph G. An edge connects two vertices if
the corresponding sum values are read in the same clock cycle in any of the L steps of a
decoding iteration. A total of L · (p− 1) = E/p · (p− 1) edges is drawn on the graph, and
some edges are identical to others and can be removed.

Let us assume that a proper vertex coloring with p colors can be found for G. Each
color corresponds to one memory bank, and two nodes which are connected by one edge
correspond to two sum values which are read in parallel in any of the L steps of a decoding
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iteration. Then, finding a proper vertex coloring is equivalent to finding an assignment of
total sum values to memory banks yielding no memory access collision during the whole
decoding iteration.

This paragraph starts with the assumption that a proper vertex coloring can be found
and leads it to a contradiction using the example illustrated in figure 5.5. In each clock
cycle, p different sum values are read, resulting in a complete subgraph Kp ⊂ G. Hence,
up to L = E

p
complete subgraphs Kp ⊂ G are part of the graph G. As arbitrary LDPC

codes are considered, every combination of p nodes might be connected by a complete
subgraph Kp. Let us assume that there exist two complete subgraphs K

(0)
p and K

(1)
p

which share a common vertex vα as illustrated in figure 5.5a for p = 3. Let us further
assume that there exists a third complete subgraph K

(2)
p which shares the vertex vβ 6= vα

with K
(0)
p and p − 1 vertices with K

(1)
p but does not include vertex vα. This results in a

complete subgraph Kp+1 as shown in figure 5.5b, and thus at least p+1 colors are needed
for a proper vertex coloring of G. However, this is a contradiction to the assumption that
a proper vertex coloring with p colors can be found for every LDPC code.

vb v1 va v2 v3

K3

K3

K3

(0)

(1)

(2)

(a)

K4 vb va v2 v3
v1

(b)

Figure 5.5: Illustration of memory access collision for graph G with p = 3 colors: (a) three
complete subgraphs Kp ⊂ G result in a (b) complete subgraph Kp+1 ⊂ G, thus for a proper
vertex coloring at least p+ 1 colors are required.

5.3 Collision-Free Memory Access Scheduling

In this section, a mapping and scheduling algorithm is defined for collision-free memory
access which dynamically assigns total sum values to memory banks. After each read
operation, a total sum value is stored in the same or a different memory bank SMAi

(resp. SMBi) using permutation network π2 (resp. π3) in figure 5.1. The algorithm which
determines the configuration for the permutation networks is based on looking ahead. It
solves future collisions by a dedicated writing back strategy in the current memory access
cycle. With the described algorithm it is possible to resolve all memory access collisions
for arbitrary LDPC codes.

In section 5.3.1 the mapping and scheduling algorithm for collision-free memory access
is defined and described in detail in three steps. The application of the algorithm on
the fully programmable one-phase flooding schedule decoder architecture in figure 5.1 is
discussed in section 5.3.2.

5.3.1 Mapping and Scheduling Algorithm

The key for parallel check and variable node processing is to apply the mapping function
from section 3.4.3 to the sum values Sn whereas Tarable et al. [82] apply the function to
the extrinsic values Rm→n. Furthermore, not only a spatial component as in [82] but also
a temporal component is considered: each sum value is accessed several times during one
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decoding iteration, and for each access (temporal), a different memory bank is determined
(spatial). This enables one-phase instead of two-phase message passing and thus doubles
the data throughput. The algorithm which determines the memory banks for the sum
values for collision-free memory access can be formulated in three steps:

Step 1: Copy each sum value dV,n times. Thus E sum value copies exist, and each copy is
accessed only once for read and once for write in each iteration. Note that the copies
are only required to determine the memory banks and that they are not present in
the final decoder implementation.

Step 2: Define two partitions on the set of sum value copies. Then, determine a memory
bank for each copy using the mapping function from section 3.4.3.

Step 3: Remove the sum value copies. Interpret each copy of a sum value as the same
sum value at a different point in time. This means that in the final implementation
only N sum values are actually stored, and that a sum value resides in different
memory banks throughout one iteration.

In the following, these three steps are explained in more detail using an example with
parallelism p = 3 and an irregular LDPC code with dimensions N = 8, M = 6, and the
parity-check matrix given in equation (5.1) with corresponding bipartite graph as shown
in figure 5.3.

Step 1: Figure 5.6a shows the N = 8 sum values Sn in the top line. First, each Sn is
copied dV,n times according to the corresponding variable node degree and arranged
in the same pattern as the parity-check matrix of the code. This is illustrated in the
lower left part of figure 5.6a. The set V of sum value copies1 with cardinality E is

V = {S0,0, S0,1, . . . , S0,dV,0−1, S1,0, . . . , SN−1,dV,N−1−1}. (5.2)

Next, an access index for each sum value copy is determined as illustrated on the
right side in figure 5.6a. The access index defines the time step within a decoding
iteration when the sum value copy is needed for check node processing. Therefore,
a scheduling of node computations on the decoder architecture as described in sec-
tion 5.1.2 is assumed: always p check nodes are processed in parallel and each check
node itself is processed sequentially. In the example in figure 5.6a, decoding starts
with processing of the first p = 3 check nodes which correspond to lines 0 to 2 in
the matrix and continues with the next p check nodes which correspond to lines 3
to 5.

The only constraint for scheduling of the edges during check node processing is that
the same sum value (which corresponds to sum value copies in the same column)
can not be accessed twice in the same clock cycle. To meet this constraint, the order
in which the edges of one check node are processed can be modified2.

1In the left part of figure 5.6a, the first index n of each sum value copy Sn,k is equal to the index of
the sum value Sn. The second index k is a value between 0 and dV,n − 1 and sorts the values in each
column with increasing access index. This is useful for the definition of the subsets of partition P ′ in
equation (5.4).

2This constraint and the introduction of pipelining levels are discussed in section 5.5.
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Figure 5.6: Mapping and scheduling algorithm: illustration of (a) step 1: sum value copies and
access indices; (b) and (c) step 2: partitions and coloring using the mapping function.
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Step 2: First, two partitions are defined on the set of sum value copies V in equation (5.2).
The first partition P is defined by the access indices as shown on the left side of
figure 5.6b: sum value copies with the same access index i form one subset Vi. The
second partition P ′ is derived from partition P and is defined as shown on the right
side in figure 5.6b: the access indices within each column are permuted such that
each index is replaced by the next smaller one and the smallest index is replaced
by the biggest index in the column. Subset V ′

i of partition P ′ consists of the sum
value copies with the same permuted access index i. In the example in figure 5.6b,
the permutation corresponds to a rotation of the access indices in columns 0 to 2
because the access indices are sorted in ascending order. In columns 3 and 4 the
permutation for unsorted access indices is illustrated.

Partition P ′ can be defined more formally: as shown in figure 5.6a, the first index
of each sum value copy Sn,k is equal to the corresponding variable node n, and the
second index k is a value between 0 and dn − 1 and sorts the values in every column
with increasing access indices. For each subset Vi ⊂ V with

Vi = {Sn,a, Sm,b, . . .}, (5.3)

a subset V ′
i ⊂ V is defined by

V ′
i = {Sn,(a+1) mod dV,n

, Sm,(b+1) mod dV,m
, . . .}, (5.4)

where dV,n is the degree of the corresponding variable node n. The cardinality of
each subset Vi or V ′

i in either partition is p.

After the definition of the two partitions, the mapping function from section 3.4.3
on page 44 is applied: set V in equation (3.2) with cardinality E is defined as
the set of sum value copies V in equation (5.2). The two partitions P and P ′

in equations (3.3) and (3.4) are defined as described above and as illustrated in
figure 5.6b. Then, the mapping function T in equation (3.5) is applied. The range
of the function T consists of p = 3 values which in this example are represented by
the colors red (shape square), green (shape hexagon), and blue (shape circle). A
possible solution for the mapping function is shown in figure 5.6c. Note that the
sum value copies, which are represented by their positions within the parity-check
matrix, have the same colors in both partitions.

The definition of these two partitions is the key for collision-free memory access:
partition P describes reading of the sum values, and partition P ′ describes writing of
the sum values and preparation for the next read access. In the decoder architecture
in figure 5.1, exactly p memory banks for the sum values exist. Each color (shape)
corresponds to one memory bank, and it can be seen that copies with the same
access index are located in different memory banks.

Step 3: In the previous step, all operations were performed on the E sum value copies.
This was necessary to explain how the mapping of sum values to memory banks
is performed over time. In the actual implementation, only N sum values and no
copies exist. Always dV sum value copies in one column of the matrix are mapped
to one single sum value. The upper part of figure 5.7 shows again the sum value
copies with access indices for partition P and colors (shapes) for memory banks.
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Figure 5.7: Mapping and scheduling algorithm, illustration of step 3: only N sum values (and
no copies) are stored.

During initialization of the sum memory, each sum value Sn is written to the memory
bank where its first read access is performed from. This corresponds to the memory
bank with the smallest access index in a column as indicated by the arrows and the
line “sum values, initialization” in the upper part of figure 5.7.

The first read accesses the three sum values S0, S1 and S4 (the copies S0,0, S1,0, S4,0,
respectively) according to subset V0. It can be seen that different colors (shapes) are
assigned to the three values, which means that they are located in different memory
banks. Then the values are written back to the same memory banks according
to subset V ′

0 . Next, the sum values S0, S2, and S3 (the copies S0,1, S2,0, S3,0,
respectively) are read according to V1. Also these three values are read from three
different memory banks. However, write back is performed in permuted order, e.g.
S0 was read from the red memory bank but is written back to the green bank, S2

was read from green and is written to blue and S3 was read from blue and is written
to the red bank according to V ′

1 . Thus after the write operation, the sum values are
located in those memory banks where they are needed for the next read access.

The same process continues until each of the sum values was updated dV,n times.
At the end of the iteration, all sum values are again in their original memory bank
as shown in the last line of figure 5.7, and the next iteration can start.
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The key to the optimum mapping algorithm lies in the definition of the second partition.
P ′ ensures that the updated p sum values are written to p different memory banks. At
the same time, partition P ′ considers partition P and ensures that the next read access
on a sum value (which is performed in a different combination with other sum values) can
be performed without memory access collisions.

For some LDPC codes, p might not be a divisor of the number of nodes of degree dC as
required by the first constraint in section 5.1.2. To satisfy the constraint, virtual check and
variable nodes of the required degrees are added to the parity-check matrix of the code and
are used to determine the two partitions for the mapping and scheduling algorithm. The
added nodes are only virtual because they contain no information and are only connected
with other virtual nodes. During decoding, dummy operations are performed on the
virtual node branches, allowing a regular control structure of the decoder.

5.3.2 Memory Access Scheduling on Decoder Architecture

The results of the mapping and scheduling algorithm described in section 5.3.1 are now
applied to the fully programmable one-phase flooding schedule decoder architecture in
figure 5.1. The p colors of the mapping and scheduling algorithm correspond to p different
memory banks: red (square) corresponds to memory bank 0, green (hexagon) to memory
bank 1, and blue (circle) to memory bank 2. As discussed before, memory access on the
extrinsic messages is straightforward. Hence, this section deals with collision-free memory
access on the sum values and on the intrinsic values which are stored in the memory banks
SMAi, SMBi, and IMi. Scheduling for the first decoding iteration is described in detail and
the difference between odd and even iterations is discussed. An example for the memory
contents of the sum memory banks during even and odd iterations is given in the appendix
in section D.2 on page 144.

Memory Initialization Phase

Before a new decoding iteration starts, the intrinsic memory banks are initialized. Each
intrinsic value In is assigned to the memory bank where the corresponding sum value copy
Sn,i with the lowest access index i was assigned to in figure 5.7. Thus in the example, the
intrinsic values (I0, I1, . . . , I7) are interleaved and written to the intrinsic memory banks
(IM0, IM2, IM1, IM2, IM1, IM0, IM1, IM2). The addresses within the memory banks can
be chosen arbitrarily, e.g. with an increment of one.

The previous total sum memory banks SMAi are initialized with the intrinsic values
before starting with the first decoding iteration for a code word. Therefore, the contents of
each intrinsic memory bank IMi are copied to the corresponding sum memory bank SMAi.

It is not guaranteed that each of the intrinsic and sum memory banks is filled with the
same number of values. However, simulations for a set of codes have shown that the values
are distributed almost equally between the p memory banks. In general it is sufficient to
design the memory banks about 5% larger than the average required memory size of N/p
entries.

Scheduling for Check Node Processing

In a first step, the problem of reading the proper values during check node processing
according to equation (A.15) on page 129 is considered. As discussed in section 5.2, it is
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straightforward to access the extrinsic messages R
(l−1)
m→j . In contrast to this, memory access

collisions must be avoided when accessing the necessary previous total sum values S
(l−1)
j

from the memory banks SMAi by using the described mapping and scheduling algorithm.

In the first iteration, the sum values are processed according to the subset sequence
V0, V

′
0 , V1, . . ., VL, V ′

L. According to V0 = {S0,0, S1,0, S4,0} and the corresponding colors
in figure 5.7, at first the sum values (S0, S1, S4) are read from the memory banks (SMA0,
SMA2, SMA1). The same values are written back through the permutation network π2

to the memory banks (SMA0, SMA2, SMA1) according to V ′
0 = {S0,1, S1,1, S4,1} and the

corresponding colors. In this case π2 performs the identity permutation id. Then, sum
values (S0, S2, S3) are read from the memory banks (SMA0, SMA1, SMA2) and written back
in permuted order to (SMA1, SMA2, SMA0) according to V1 and V ′

1 and the corresponding
colors. The same procedure is repeated until all check nodes have been processed3. A
total of L = E/p configurations C2(k) are required for permutation network π2, which
are determined by the subsets Vk and V ′

k and the corresponding colors in figure 5.7 as
explained in detail in the appendix in section D.1 on page 143. The permutation network
π2 is configured with

Cπ2,f (k) = C2(k), (5.5)

where the index (π2, f) denotes that this is a configuration for permutation network π2 of
the programmable one-phase flooding schedule decoder architecture. The counter variable
k is reset to zero before each new iteration.

By applying the two partitions to the set V in equation (5.2) as described previously, it
is assured that for each subset Vi always p different memory banks are accessed and pre-
vious total sum values S

(l−1)
j for p different CFUs are read. However, the total sum value

which is needed in CFU0 may be stored in any of the memory banks SMAi. Therefore
permutation network π0 in figure 5.1 is required. Its configuration is changed in every
clock cycle to route the p sum values to the appropriate CFUi. A total of L = E/p
configurations C0(k) for π0 are required. The value for configuration C0(k) is determined
from subset Vk in figure 5.7, by the positions in the parity-check matrix where the corre-
sponding sum value copies are located, and by the coloring as explained in detail in the
appendix in section D.1 on page 143. Permutation network π0 is configured with

Cπ0,f (k) = C0(k). (5.6)

After a processing delay of the check node degree and few additional clock cycles,
the updated messages appear at the outputs of the CFUs. These updated messages
are sorted in exactly the same sequence as the (total sum or extrinsic) input messages.
Permutation network π1 performs the inverse permutation of π0. Thus the configuration
for permutation network π1 is

Cπ1,f (k) = C−1
π0,f (k) = C−1

0 (k), (5.7)

where C−1(k) denotes the configuration which performs the inverse permutation with

3In the illustrated example it is assumed that writing back of sum values is performed instantaneously,
so that the same sum value can be read again in the next clock cycle. This assumption is necessary
to allow an illustration of the data flow process with a code with very short code word length N = 8.
The delay required in the actual implementation has only an impact on the definition of the partition
P and is discussed in detail in section 5.5.1.
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respect to configuration C(k). As explained in section 4.3.1, C−1(k) can be derived from
C(k) by applying the control bits in reversed order to the levels of the Beneš permutation
network. Thus, a time delayed version of the control signal for π0 can be used for π1.

Scheduling for Variable Node Processing

So far it was shown that reading of the previous total sum values from the memory banks
SMAi during check node processing is possible without memory access collisions and how
the appropriate messages are routed to the CFUs for check node processing. Permutation
network π1 performs the inverse permutation of π0 as shown in equation (5.7). Performing
first permutation C0 and then permutation C1 is denoted by the operator ◦ with C0 ◦C1.
In this case

Cπ0,f (k) ◦ Cπ1,f (k) = C0(k) ◦ C−1
0 (k) = id (5.8)

is the identity permutation id, which means that the updated extrinsic messages after
π1 are sorted in exactly the same sequence as before π0. It can be concluded that the
memory collision problem during updating the current total sum values in the VFUs
is equivalent to the memory collision problem during reading of the previous total sum
values for check node processing: the incoming extrinsic message R

(l)
m→n to a VFUi is

accumulated to a partial total sum value S
(l,un−1)
n in equation (A.16) while in the CFUi

an incoming extrinsic message R
(l−1)
m→j is subtracted from the previous total sum S

(l−1)
j in

equation (A.15). Note that in both cases, the connection between the extrinsic value and
the sum value is the same as they are related by their indices n and j.

All memory access collisions for the memory banks SMBi are resolved by using the same
processing as for the SMAi sum memory banks: the partial total sum values are stored
in the SMBi memory banks in the same sequence as the previous total sum values were
stored in the memory banks SMAi. Furthermore, the permutation network π3 uses the
same configuration as permutation network π2 with

Cπ3,f (k) = Cπ2,f (k). (5.9)

The intrinsic values are stored in p single-port memory banks IMi. The initialization
of the intrinsic memory banks is performed as described in the subsection “Memory Ini-
tialization Phase” on page 91. In each iteration, each intrinsic value is read only once, so
that the intrinsic values remain at the same memory locations throughout all decoding
iterations. To access the appropriate intrinsic values during variable node processing,
the VFUs are implemented as shown in figure B.1a: the intrinsic values are added al-
ternately to the first branch (odd iterations) or to the last branch (even iterations) of
each variable node. Thus, in odd iterations the variable nodes are processed according to
equation (A.16) and in even iterations according to equation (B.1).

Different Scheduling in Odd and Even Iterations

After initialization, the first (odd) iteration starts with reading values according to V0,
updating, writing according to V ′

0 , then reading according to V1, updating, and writing
according to V ′

1 . The same procedure is repeated until all extrinsic messages and sum
values are updated and the last values in the first iteration are written according to the
last subset V ′

L−1.
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Before the second (even) iteration can start, the updated sum values from SMB are
copied to SMA as indicated by the dashed arrows in figure 5.1. While the memory ad-
dresses of the updated sum values are different from the memory addresses after initial-
ization, the memory banks of the updated sum values are identical to the memory banks
after initialization.

In the second (even) iteration, the sequence of operations is reversed in order to restore
the original address layout of the sum values in the memory banks. The subsets are
processed in reverse order, starting with V ′

L−1, VL−1 and ending with V ′
0 , V0. Furthermore,

the direction of the data flow is reversed for permutation networks π2 and π3 so that the
inverse permutation is performed as indicated by the dashed arrows in figure 5.1. After
this second (even) iteration, all sum values are again in their original memory banks at
the original addresses and the third (odd) iteration is processed in the same way as the
first (odd) iteration. In the improved architecture shown in figure 5.2 the reversed data
paths are replaced by multiplexers.

The reversed processing order as described above could be avoided by using one of
the following two alternative approaches. However, these approaches are not used for
the final design because of the drawback of a reduced data throughput or huge control
memory requirements. In a first alternative approach, the total sum values from SMB

are copied to the initial memory locations in SMA after each iteration. All following
iterations are processed with the same control signals as the first iteration. Compared
with the implementation in figure 5.2, this results in a reduction of the data throughput
since N/p additional clock cycles are needed after each iteration for copying. Furthermore,
additional control memory is required to store the addresses for the copy operation.

In a second alternative approach, all subsequent iterations perform the node computa-
tions in the same order as the first iteration, and multiplexers are used to swap inputs
and outputs of the two sum memories. In every iteration, the identical control signals
can be used for the permutation networks. In contrast to this, different control signals
are required for addressing the total sum memory banks, resulting in a linearly increasing
control memory size with each additional decoding iteration.

Decoded Code Word

A valid code word can be detected by adding little extra logic in the decoder architecture
in figure 5.1: An XOR operation is performed on the sign bits of all incoming total sum
values of one check node in each CFUi. The result values of all check nodes are combined
with an OR gate. If the final result is zero, a valid code word was detected.

The sign bits of the sum values in the memory banks SMBi represent the decoded code
word. Decoding should only be stopped after an even number of iterations since at this
point in time, all values in the memory banks SMBi are in the same memory positions
(addresses and banks) as the intrinsic values after initialization.

Storage of Program Code

The control memory in the decoder architecture in figure 5.1 is needed to store the program
code which contains the information of the current parity-check matrix. The memory
contents are accessed in linear order, either with increasing addresses (odd iterations) or
decreasing addresses (even iterations). Each of the L memory entries holds p addresses for
the memory banks SMAi, SMBi, and IMi, a configuration C0(k) for permutation networks
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π0 and π1 and a configuration C2(k) for permutation networks π2 and π3. The values
of the control signals are determined using the mapping and scheduling algorithm in
section 5.3.1. A detailed analysis for the required number of control bits will follow in
section 5.6.3.

Modifications for Improved Programmable Decoder Architecture in figure 5.2

In the previous sections, the decoder architecture in figure 5.1 was used to explain the data
flow and scheduling of node computations. The improved decoder architecture in figure 5.2
replaces the reversed data paths, which are unfeasible for hardware implementation, by
simple multiplexers. Furthermore, the clock cycles needed for copying of the sum values
from memory SMB to memory SMA are saved by exchanging inputs and outputs of the
two memories by multiplexers.

The scheduling of node computations on the architecture in figure 5.2 is performed in
the same way as scheduling described in section 5.3.2 for the architecture in figure 5.1. All
control signals are identical except for the configurations of the permutation networks π2

and π3 in even iterations. The configurations for the permutation networks in odd and
even iterations are summarized in the following.

For the four permutation networks, a total of L configurations C0(k) and L configura-
tions C2(k) needs to be stored as explained in detail in the appendix in section D.1 on
page 143. L is the total number of different configurations for one permutation network
within one decoding iteration. Before starting with a new iteration, the counter variable k
is reset to zero. Every time a new configuration is applied to a permutation network, its
counter variable k is incremented by one.

The configurations for permutation network π0 and π1 for the improved architecture
are defined for 0 ≤ k < L by

Cπ0,f (k) =

{
C0(k) in odd iterations
C0(L−1−k) in even iterations

(5.10)

Cπ1,f (k) =

{
C−1

0 (k) in odd iterations
C−1

0 (L−1−k) in even iterations.
(5.11)

Since no reversed data paths are used, the configurations for permutation networks π2

and π3 are different in odd and even iterations:

Cπ2,f (k) = Cπ3,f (k) =

{
C2(k) in odd iterations
C−1

2 (L−1−k) in even iterations.
(5.12)

Since the configurations for a permutation and the corresponding inverse permutation
can be derived one from the other for a Beneš permutation network (see section 4.3.1),
only the two configurations for π0 and π2 are read from the control memory in each clock
cycle, and time delayed versions of these two configurations are used for permutation
networks π1 and π3.
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5.4 Programmable Layered Decoder

In the previous section, collision-free memory mapping and scheduling for a programmable
one-phase flooding schedule decoder architecture was developed. In this section, the
concept is extended and a fully programmable layered decoder architecture with collision-
free memory access is presented. The advantages of the layered decoder architecture
compared to the one-phase flooding schedule decoder architecture are twofold: first, the
hardware complexity is reduced, and second, the data throughput is increased.

5.4.1 Decoder Architecture

The fully programmable layered LDPC decoder architecture [8] is shown in figure 5.8.
Compared with the flooding schedule decoder architecture in figure 5.2, the hardware
cost is significantly reduced. First, only p sum memory banks SMi instead of 3p sum
and intrinsic memory banks are required, second, the number of permutation networks is
reduced from four to two, and third, the multiplexers between permutation networks and
memory banks are removed. Despite of these savings in hardware complexity, the number
of data updates per clock cycle is still 2p for the layered decoder architecture. The CFUi

can be implemented as shown in figure B.3b, and each VFUi in the decoder architecture
is replaced by a simple adder as shown in figure B.1b.
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Figure 5.8: Fully programmable layered decoder architecture, parallelism p = 3.

As described in section 2.4.3, the order in which the nodes in the bipartite graph are
updated is different for layered decoding and the flooding schedule. For layered decoding,
in each iteration the check nodes are updated one by one, and all variable nodes that
are connected to an updated check node are processed immediately. Subsequent check
nodes use the already updated input values and thus less iterations are needed to achieve
the same decoding performance as for the flooding schedule. An inherent constraint for
layered decoding is that the update of a variable node has to be finished before the next
check node accesses the same variable node. The effects of this constraint are analyzed
in more detail in section 5.5.1.

In case of the fully programmable decoder architecture in figure 5.8, a modified layered
decoding schedule is used. In odd iterations, one check node is processed after the other



5.4 Programmable Layered Decoder 97

as for conventional layered decoding. In even iterations, the check nodes are updated
in reverse order to make sure that each sum value is located in the same memory bank
and at the same address after every two iterations. The two different update schedules
for layered decoding are illustrated in figure 5.9, and the error correction performance is
validated in section 5.4.2.

time

check node 0 1 2 3 4 5 0 1 2 3 4 5 0 1 2 3 4 5 0

iteration 1 iteration 2 iteration 3

(a)

time

0 1 2 3 4 5 5 4 3 2 1 0 0 1 2 3 4 5check node 5

iteration 1 iteration 2 iteration 3

(b)

Figure 5.9: Sequence for check node update for an example LDPC code with M = 6 check
nodes for (a) conventional layered decoding and (b) modified layered decoding schedule.

5.4.2 Error Correction Performance of Modified Layered Schedule

In conventional layered decoding, the time between two updates of the same check node
is constant for all check nodes and equal to the time it takes to perform one decoding
iteration. In contrast to this for the modified layered decoding schedule, the time between
two check node updates varies between zero and the time it takes to perform two decoding
iterations. If the time period is close to zero for the modified schedule, less new information
is available for the update than in the case of conventional layered decoding. Thus,
the error correction performance of the modified schedule for layered decoding may be
degraded compared with conventional layered decoding.

Figure 5.10 shows the code word error rate for a set of LDPC codes. All simulations
use the normalized BP-based approximation from equation (2.36), and the value for pa-
rameter α was optimized for each simulation. LDPC codes C1 and C2 were collected from
MacKay’s website [55], C3 and C4 are defined in the WiMax [42] standard, and C5 and C6

are defined in DVB-S2 [27]. For each code, simulations with the same maximum number
of iterations were performed using flooding schedule decoding, conventional layered de-
coding, and modified layered decoding. While the code word error rate for the modified
layered schedule lies between the conventional layered schedule and the flooding schedule
for codes C1 to C4, the error correction performance is very close to that of conventional
layered decoding for code C6 and slightly outperforms conventional layered decoding for
code C5. The good performance of the modified layered decoding algorithm for codes
with long code word lengths may be due to the fact that the percentage of check nodes
which are updated without having new input messages decreases with increasing code
word length. For the same number of iterations, modified layered decoding achieves a
significantly better error correction performance than flooding schedule decoding.

Table 5.1 compares the number of decoding iterations which are required for the differ-
ent decoding schedules to achieve the same code word error rate of 10−4 at the same SNR
for the codes from figure 5.10. The conventional layered schedule reduces the number of
iterations for all codes by 43% to 47%, whereas the modified layered schedule has a higher
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Figure 5.10: Comparison of code word error rate for a set of LDPC codes using normalized
BP-based decoding with flooding schedule (red curves), with conventional layered decoding (blue
curves), and with modified layered decoding (green curves).
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variance and reduces the number of iterations by 20% to 57%. While the modified lay-
ered schedule requires more iterations in most cases, for some codes the modified layered
schedule outperforms the conventional layered schedule (e.g. C5) as was already shown
in figure 5.10d. For all codes, both layered schedules significantly reduce the number of
decoding iterations compared with the flooding schedule.

code C1 C2 C3 C4 C5 C6

code word length N 8,000 9,972 2,304 2,304 16,200 16,200

code rate R 0.5 0.5 0.5 0.75 0.44 0.8

flooding (no. of iterations) 15 15 15 15 30 30

conventional layered (reduction by) 47% 47% 47% 47% 43% 47%

modified layered (reduction by) 33% 27% 20% 33% 57% 37%

Table 5.1: Reduction of the number of decoding iterations for conventional and modified layered
decoding with respect to flooding schedule decoding. The values are derived at the same SNR
for a code word error rate of 10−4 for the codes from figure 5.10.

5.4.3 Memory Access Scheduling on Layered Decoder Architecture

Scheduling on the layered architecture in figure 5.8 is equivalent to scheduling on the
one-phase flooding schedule architecture in figure 5.2 as described in section 5.3.2. The
same mapping and scheduling algorithm from section 5.3.1 is applied to the code. As
before, the subsets are processed in the sequence V0, V

′
0 , V1, V

′
1 , . . ., VL − 1, V ′

L−1 in odd
iterations and in the reversed sequence V ′

L−1, VL−1, . . ., V
′
1 , V1, V

′
0 , V0 in even iterations.

However, a different configuration of the permutation networks is necessary as the layered
architecture consists of less hardware blocks.

Initialization of Sum Memory Banks

Before a new decoding iterations starts, the intrinsic values are written to the sum memory
banks. The assignment of intrinsic values to sum memory banks is performed in the
same way as the assignment of intrinsic values to previous sum memory banks during
the initialization phase for the flooding schedule architecture. Thus in the example in
figure 5.7, the intrinsic values I0 and I5 are written to the red (square) memory bank SM0

in figure 5.8, I2, I4 and I6 are written to the green (hexagon) memory bank SM1, and
I1, I3 and I7 are written to the blue (circle) memory bank SM2. The addresses within
each memory bank can be chosen arbitrarily, e.g. with an increment of one.

Reading from Sum Memory Banks

Reading of the previous total sum values S
(l−1)
n from the sum memory banks SMi is

performed in the same way as reading from the SMAi is performed for the flooding schedule
architecture. In the first iteration, the previous total sum values correspond to the intrinsic
values. In each clock cycle, the sum values corresponding to the copies in one subset are
read, starting with V0, V1 and ending with VL−1.
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Writing back of the updated sum values in the layered architecture has some processing
delay. As updated values are already used in the same iteration, an inherent constraint
for layered decoding is that the current update of a sum value has to be finished before
the next access on the same sum value is performed. A more detailed discussion on this
constraint is given in section 5.5.1 and section 5.5.2.

Node Processing

Permutation network π0 forwards the sum values to the appropriate CFUi and thus has
different configurations in even and odd iterations: in odd iterations, it is configured in the
same way as π0 in the flooding schedule architecture. In even iterations, π0 in the layered
architecture performs the permutation of π2 and π0 of the flooding schedule architecture:

Cπ0,l(k) =

{
C0(k) in odd iterations
C−1

2 (L−1−k) ◦ C0(L−1−k) in even iterations.
(5.13)

The combination of the two permutations is possible as the intermediate result between
the permutations C−1

2 (L−1−k) and C0(L−1−k) is not needed in the layered architecture.
A detailed explanation how the configurations C0(k) and C2(k) are determined is given
in the appendix in section D.1 on page 143.

Just like the one-phase flooding schedule architecture, the layered architecture stores
the extrinsic messages in the memory bank EMi at the CFUi where they are needed. No
memory access collisions occur for the extrinsic values. In each CFUi (see figure B.3b),
first the subtraction of the old extrinsic value from the total sum is performed with

S
(l−1,uj)
j→m = S

(l−1,uj)
j − R

(l−1)
m→j according to equation (2.31). The value S

(l−1,uj)
j→m is stored in

the shift register until updated extrinsic messages R
(l)
m→n of the check node appear at the

output of the CP block. Then in each VFUi (see figure B.1b), the updated total sum
values are computed with equation (2.32).

Writing to Sum Memory Banks

The indices of the memory banks SMi where the updated sum values S
(l−1,un+1)
n from

equation (2.32) are stored are determined in the same way as the indices of the sum
memory banks SMAi in the flooding schedule architecture. Hence, the memory banks for
the updated values are determined by the subsets V ′

0 , V
′
1 , . . ., V

′
L−1 and the correspond-

ing coloring. The configuration of permutation network π1 is different in even and odd
iterations. In odd iterations it performs the permutations of π1 and π3 of the flooding
schedule architecture, and in even iterations it is configured in the same way as π1 in the
flooding schedule architecture:

Cπ1,l(k) =

{
C−1

0 (k) ◦ C2(k) in odd iterations
C−1

0 (L−1−k) in even iterations.
(5.14)

As before, the two permutation networks π1 and π3 in the flooding schedule architecture
can be reduced to one permutation network π1 in the layered architecture because the
intermediate result between the two permutations C−1

0 (k) and C2(k) is not needed.
It should be noted that the LDPC code example in figure 5.3 which was used to ex-

plain the mapping and scheduling algorithm on the one-phase flooding schedule decoder
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architecture can not be used for the layered architecture. This is due to the constraint
that the next read access on the same sum value can only be performed after the updated
value was written back to the sum memory banks. Only for significantly longer LDPC
codes this constraint can be satisfied. While practical codes are significantly longer, an
example with a longer code becomes too complex for illustration.

5.5 Pipelining and Data Throughput

5.5.1 Pipelining and Writing of Sum Values

In both programmable decoder architectures (one-phase flooding schedule in figure 5.2
and layered in figure 5.8), each total sum value in the SMA, SMB and SM memory is
read several times in one decoding iteration. Before a new read access on the same sum
value can be performed, it has to be assured that the previous access has been completed.
The access on a sum value starts with a read, an update of the sum value (only for sum
memories SMB and SM ), and finishes by writing back the value to the sum memory.
The time required for one access cycle determines the required minimum number of clock
cycles δ between two read accesses on the same sum value. To increase the maximum
clock frequency for the design, pipelining levels can be introduced in the permutation
networks and in the functional units which further increase the value of δ. In section 5.5.2
it is shown that the required value for δ can be met by using an appropriate scheduling
for check node processing.

One-Phase Flooding Schedule Decoder Architecture

For the one-phase flooding schedule decoder architecture in figure 5.2, total sum value
S0 is read from memory SMA and sent over permutation network π2. It is written back
to the memory in the next clock cycle as illustrated in figure 5.11a. Thus, the minimum
delay between successive accesses on the same sum value S0 is two clock cycles (δ = 2).
The same is valid for the values read from sum memory SMB. To increase the maximum
clock frequency of the decoder design, pipelining stages can be introduced. However, if
pipelining registers are inserted into the paths between reading and writing a sum value
(e.g. in the permutation networks π2 and π3 and the VFUs), the delay δ for the next read
access on the same sum value has to be increased as shown in figure 5.11b for δ = 3.

Layered Decoder Architecture

A similar problem occurs for the layered decoder architecture in figure 5.8. The same
sum value can be accessed only after the complete processing for π0, CFUi, VFUi and π1

has been finished. The constraint therefore includes the inherent constraint for layered
decoding that a sum value has to be updated before its next read access. Assuming a
sequential implementation of the CP unit with a processing delay equal to the current
check node degree dC + 1, the requirement for δ is at least δ = dC + 3 clock cycles as
illustrated in figure 5.11c for check node degree dC = 3. For each additional pipelining
level in CFUi, VFUi, π0 or π1, the value for δ has to be increased accordingly. Using
a CFUi with a delay of dC + 3, VFUi and permutation network π1 with no registers at
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Figure 5.11: Next possible read access for flooding schedule architecture for (a) δ = 2 and
(b) δ = 3; (c) next possible read access for layered decoder architecture for δ = dC + 3 = 3 + 3.

the output and registers at the output of π0 results in an total delay of δ = dC + 6. For
additional registers at the output of the VFUi it follows that δ increases to δ = dC + 7.

Constraint for both Architectures

The problem for both the flooding and the layered architecture is the same, the only
difference lies in the value which is required for δ. The order in which the check nodes are
processed has to be chosen such that the same sum value is needed again at the earliest
after δ clock cycles. Assuming that the copies Sk,i and Sk,j of the same sum value Sk appear
in two subsets of partition P as described in section 5.3.1 with Sk,i ∈ Vm, Sk,j ∈ Vn, the
constraint

|m− n| ≥ δ (5.15)

has to be met.

5.5.2 Simulation Results for Pipelining

In the following, simulated annealing [48] is used to find an appropriate order for check
node processing which meets the constraint in equation (5.15). To simplify the control
logic of the decoder and to enable a high data throughput, two additional constraints are
set as discussed in section 5.1.2: the first one requires that always p check nodes of the
same degree are processed in parallel, and the second one requires that check nodes are
sorted with decreasing node degrees. In case that p is not a divisor of the number of check
nodes of degree dC , so-called virtual nodes are added in the bipartite graph as discussed
at the end of section 5.3.1. To meet the constraint in equation (5.15) for a given delay δ,
additional virtual nodes and edges are inserted. The total number of inserted virtual
edges measures the processing overhead, i.e. the higher the number of virtual edges the
lower the data throughput of the decoder architecture and vice versa.

Table 5.2 lists the results for different parallelism p of the architecture for the one-
phase flooding schedule architecture (δ = 2 and δ = 3) and for the layered architecture
(δ = dC +3, δ = dC +6, and δ = dC +7). The same set of codes as in figure 5.10 is shown:
codes C1 and C2 were collected from MacKay’s website [55], C3 and C4 are defined in the
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code C1 C2 C3 C4 C5 C6

N 8,000 9,972 2,304 2,304 16,200 16,200

E 24,000 23,902 7,296 8,160 48,599 44,999

p = 8 0.0 % 0.1 % 0.0 % 0.0 % 0.1 % 0.2 %

δ = 2 p = 16 0.0 % 0.1 % 0.0 % 0.0 % 0.2 % 0.4 %

(flooding) p = 24 0.2 % 0.1 % 0.0 % 4.1 % 0.2 % 0.6 %

p = 32 0.0 % 0.1 % 5.7 % 5.5 % 0.9 % 1.3 %

p = 8 0.0 % 0.1 % 0.0 % 0.0 % 0.1 % 0.2 %

δ = 3 p = 16 0.0 % 0.1 % 0.0 % 0.0 % 0.2 % 0.4 %

(flooding) p = 24 0.2 % 0.1 % 2.3 % 4.1 % 0.6 % 0.6 %

p = 32 0.0 % 0.1 % 5.7 % 5.5 % 0.9 % 1.3 %

p = 8 0.0 % 0.1 % 0.0 % 0.0 % 0.1 % 0.2 %

δ = dC + 3 p = 16 0.0 % 0.1 % 1.5 % 0.0 % 0.2 % 0.4 %

(layered) p = 24 0.2 % 0.1 % 4.9 % 4.4 % 0.5 % 0.6 %

p = 32 0.8 % 0.8 % 13.2 % 22.0 % 1.5 % 1.3 %

p = 8 0.0 % 0.1 % 0.0 % 0.0 % 0.1 % 0.2 %

δ = dC + 6 p = 16 0.0 % 0.1 % 2.9 % 0.0 % 0.2 % 0.3 %

(layered) p = 24 0.2 % 0.1 % 9.5 % 6.2 % 0.8 % 0.7 %

p = 32 0.8 % 0.8 % 22.4 % 43.5 % 2.9 % 1.8 %

p = 8 0.0 % 0.1 % 0.0 % 0.0 % 0.1 % 0.2 %

δ = dC + 7 p = 16 0.0 % 0.1 % 3.1 % 0.2 % 0.3 % 0.4 %

(layered) p = 24 0.2 % 0.1 % 10.5 % 11.8 % 1.5 % 0.8 %

p = 32 0.8 % 0.9 % 24.6 % 51.0 % 4.1 % 2.1 %

Table 5.2: Processing overhead for different values of parallelism p and processing delay δ for
the same codes as in figure 5.10. The one-phase flooding schedule architecture is assumed for
δ = 2, δ = 3, and the layered architecture is assumed for δ = dC +3, δ = dC +6, and δ = dC +7.

WiMax [42] standard, and C5 and C6 are defined in DVB-S2 [27]. Simulated annealing
was used to determine the processing overhead, which is defined by the number of inserted
virtual edges divided by the original number of edges E in the code in %:

processing overhead =
number of virtual edges

E
· 100%. (5.16)

The corresponding processing overhead factor is defined as

γ =
E + number of virtual edges

E
= 1 +

processing overhead in %

100
. (5.17)
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For the results given in the table, the processing overhead caused by constraint 1 from
section 5.1.2 is below 1.3% for all parameter configurations. It can be seen that a suitable
scheduling of check nodes is found for codes C1 and C2, where the processing overhead is
below 1% in all cases. For codes C3 and C4, a scheduling with less than 6% processing
overhead is found for the flooding schedule architecture with parallelism p ≤ 32 as well
as for the layered architecture with p ≤ 16. Layered architectures with high parallelism
have a very high processing overhead of up to 24.6% or even 51.0% for these two WiMax
codes. For the two DVB-S2 codes C5 and C6, a scheduling with less than 5% processing
overhead can be achieved for all configurations.

The results in table 5.2 show that not every code is suitable for layered decoding with
high parallelism. However, these results should not be interpreted as a final result, because
the simulated annealing technique does not guarantee to find the optimum solution. While
code C3 for example is known to be suited for layered decoding, a high processing overhead
was determined. Hence, the issue should be investigated using a different optimization
approach.

The time required for decoding one code word using the one-phase flooding schedule
decoder architecture under the assumption of zero processing overhead (which means that
no virtual edges are inserted) is defined as TCW. Considering the inserted virtual edges
and thus the processing overhead for a specific code and a specific decoder parallelism
according to the results in table 5.2, the time required for decoding of one code word using
the fully programmable one-phase flooding schedule decoder architecture is increased by
the processing overhead factor γflood to

TCW,flood =

(
1 +

processing overhead flooding in %

100

)
· TCW = γflood · TCW. (5.18)

For the fully programmable layered decoder architecture, a second factor applies. The
processing overhead increases the decoding time for one code word whereas the smaller
number of iterations due to the modified layered schedule reduces the time to

TCW,lay =

(
1+

processing overhead layered in %

100

)
·
(

1− reduction due to layered in %

100

)
· TCW

= γlay · ǫlay · TCW. (5.19)

For a specific code and decoder parallelism, the factors for processing overhead γlay and
reduced number of iterations ǫlay are determined according to table 5.2 and table 5.1. If
γlay · ǫlay in equation (5.19) is smaller than γflood in equation (5.18), the data throughput
of the layered decoder architecture outperforms the one-phase flooding schedule decoder
architecture with the same parallelism. Considering the set of codes in table 5.2, the data
throughput of the layered architecture is higher than the data throughput of the one-phase
flooding schedule architecture in all cases. On average over all parameter configurations
for δ = 3 (flooding) and δ = dC +7 (layered) in table 5.2, the layered decoder architecture
reduces the decoding time by 32%. Even for codes C3 and C4, parallelism p = 32 and
delay δ = dC + 7 where the processing overhead is very high, the data throughput of
the layered architecture is slightly higher than the throughput of the flooding schedule
architecture.
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5.5.3 Data Throughput

The data throughput of the two fully programmable architectures in figure 5.2 and fig-
ure 5.8 is determined by the number of decoding iterations I, the clock frequency f and
the time needed for one decoding iteration

Titer =
E · γ
p

+ δ. (5.20)

The processing overhead factor γ for the flooding or the layered decoder architecture is
defined in equation (5.17). The value of the processing delay δ is determined by the
maximum check node degree and a small number of additional clock cycles, e.g. δ =
dC,max + 7.

Assuming an additional memory for the input of new intrinsic values of the next code
word while decoding the current code word, the information throughput Dinfo of the
decoder in bit per second is

Dinfo =
R ·N · f

I ·
(

E·γ
p

+ δ
) (5.21)

≈ R ·N · f · p
I · E for

E

p
>> δ and γ ≈ 1 (5.22)

=
R · f · p
3.5 · I for dV,av = E/N = 3.5. (5.23)

The formula in equation (5.23) gives only an estimate for the data throughput as it
assumes an average variable node degree dV,av = E/N = 3.5 and an LDPC code with
low processing overhead (the number of edges in the bipartite graph is significantly larger
than the processing delay multiplied by the parallelism). Table 5.3 gives the information
throughput according to the estimate in equation (5.23) for I = 15 decoding iterations,
code rate R = 0.5 and different values for parallelism p and clock frequency f .

f [MHz] f = 200 f = 300 f = 400

p = 8 15 23 30

p = 16 30 46 61

p = 24 46 69 91

p = 32 61 91 122

p = 64 122 182 244

Table 5.3: Information throughput Dinfo in Mbit/sec for programmable decoder architectures
for R=0.5 and I=15 according to the throughput estimate in equation (5.23).
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5.6 ASIC Synthesis Results

In this section, ASIC synthesis results of the two new fully programmable LDPC decoder
architectures are estimated by synthesis of the constituent parts. Synthesis and analysis
of the designs were performed using Encounter RTL Compiler from Cadence [16] with
a zerowireload model. A typical 90nm 1V digital standard cell library from TSMC [79]
was chosen as target technology. The calculated numbers measure the area needed for
the standard cells, and additional area required for routing between the components is
considered by a fill factor of 0.75 for the final estimate of the total decoder area.

5.6.1 Basic Building Blocks

For the silicon area analysis, all the basic building blocks needed for the programmable
flooding schedule LDPC decoder architecture in figure 5.2 and for the programmable
layered decoder architecture in figure 5.8 were implemented in VHDL and synthesized.
Table 5.4 shows the synthesis results for VFUs and CFUs for a maximum check node
degree of dC,max = 32 (cf. DVB-S2 [27] where dC,max = 30). While wordlengths between
w = 4 and w = 10 bit are reported in the literature, here a wordlength of w = 8 bit
was chosen for all data signals according to the simulation results in section 4.1.3. The
maximum clock frequency was determined using registers at all ports of the design.

VFU1 VFU2 CFU1 CFU2 CFU3

fig. B.1a fig. B.1b fig. B.2 fig. B.3a fig. B.3b

flood. lay. flood. flood. lay.

area [µm2] 385 220 2,098 2,429 6,724

fmax [MHz] 524 680 473 265 265

Table 5.4: ASIC synthesis results for node functional units in 90nm technology.

The programmable flooding schedule decoder architecture uses the variable functional
unit implementation VFU1 and the check functional unit implementation CFU1 or CFU2
from table 5.4. For variable node VFU1, the RTL given in figure B.1a was implemented
with an additional register at the output. For check node CFU1, the min-sum approx-
imation was used with the RTL given in figure B.2, and CFU2 applies the normalized
BP-based approximation (see section 2.4.4) by extending CFU1 by a 7 by 5 multiplier as
shown in figure B.3a. The implementation has a resolution of 2−5 = 0.03125 for param-
eter α in equation (2.36). It can be seen that CFU2 needs 16% more area than CFU1
and has a 44% lower clock frequency, which can be improved by using pipelining in the
multiplier. However, the error correction performance of normalized BP-based decoding
is significantly better than that of min-sum decoding. Later synthesis results will show
that the area consumed by the logic blocks in the decoder is small compared to the area
consumed by the memory, so that the larger area for CFU2 is irrelevant and justified by
the better decoding performance.

The programmable layered decoder architecture uses VFU2 and CFU3. Variable node
VFU2 consists of one adder and one register as shown in figure B.1b. The area required
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for CFU3 as shown in figure B.3b is significantly larger than for CFU2. While both check
node implementations use the normalized-BP based approximation, CFU3 requires an
additional FIFO of variable length. The FIFO is realized using registers and a multiplexer
at the input of each register to adjust the length of the FIFO. The maximum length of the
FIFO is 35 and the synthesized width is w = 8 bit, which results in an area of 4,761µm2

for the FIFO. As a dedicated dual-port memory of the same size would require a three
times larger area, the CFUs were synthesized with a register-based FIFO as shown in
figure B.4b.

Table 5.5 gives synthesis results for the Beneš network described in section 4.3.1 for
various numbers of input and output ports p, a wordlength of w = 8 bit for each port
and registers at the output ports. It can be seen that the maximum clock frequency for
the Beneš permutation network with p ≤ 32 is higher than for every node functional unit.
Furthermore, the area required for the Beneš network in the decoder architecture is small
compared to the area required for the node functional units since the latter ones need to
be instantiated p times.

Beneš permutation network

p = 8 p = 16 p = 24 p = 32

area [µm2] 2,227 5,605 12,388 13,513

fmax [MHz] 837 681 537 574

Table 5.5: ASIC synthesis results for Beneš permutation network with wordlength w = 8 for
each port and various values for parallelism p in 90nm technology.

5.6.2 Data Memory

Figure 5.12 shows the area consumption of selected single-port and dual-port memories
of the same size in 90nm technology. It can be seen that for the same storage capacity,
the dual-port memories require a 2.5 to 4.0 times larger area. Thus, single-port memories
should be used whenever possible.

To achieve the data throughput discussed in section 5.5.3, it is necessary to input new
intrinsic values for the next code word and to output decoded values of the previous code
word while decoding the current code word. Thus, additional data memories are required
which are not shown in figure 5.2 and figure 5.8. For both programmable architectures,
p additional single-port intrinsic memory banks of size w× N

p
are required for the intrinsic

input values of the next code word. For the decoded values of the previous code word, an
additional single-port memory DM of size p× N

p
can be used.

For the extrinsic memory, dual-port memory banks are shown in the decoder architec-
tures in figure 5.2 and figure 5.8. However, memory access on the extrinsic memory banks
is very simple, the addresses are increased linearly. Thus, each dual-port memory bank
can be replaced by two single-port memory banks of half the size. Reading and writing
is performed alternately from the two single-port memory banks.

The number of data values which are stored in the extrinsic memory can be reduced
if the normalized BP-based or λ-min approximation of the decoding algorithm is used.
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Figure 5.12: Relative size of single-port memories with respect to dual-port memories.

These algorithms imply the storage of the same extrinsic value for several check node
branches. Hence, it is sufficient to store the few different values and information about
the mapping of the values to the check node branches as proposed in [32]. However, as this
memory size reduction limits the flexibility for the choice of the decoding approximation,
this alternative approach is not used for the area estimates given in this chapter.

For the sum memories SM, there is no simple way to replace the dual-port memories
with single-port memories as random addresses (which are determined by the current
LDPC code) are applied during the decoding process. Partitioning of a dual-port sum
memory bank into multiple smaller single-port memory banks results in memory access
conflicts, which could be resolved using a buffer [46]. However, the buffer introduces an
additional delay, which would have to be added to the value required for δ in section 5.5.1.
For the ASIC synthesis results discussed in this chapter, the SM sum memory banks are
implemented using dual-port memory.

Table 5.6 summarizes the required data memory size for the two programmable archi-
tectures. Formulas for the storage capacity of the memories SM, EM, IM, and DM are
given in terms of banks×width×depth = memory size in bit. In the last column, the total
data memory area was determined for programmable architectures which are capable of
decoding LDPC codes up to a length of N = 16, 384 with parallelism p = 16 using a 90nm
technology. The percentages in the second line of the two architectures show the area re-
quirements for the different data memory types with respect to the total data memory
size in the last column. It can be seen that the dual-port memory SM dominates the area
in both architectures, even though the number of bits stored in this memory is smaller
than the number of bits stored in the EM memory. The total data memory size can
be reduced by 40% using the layered architecture instead of the one-phase architecture,
which is due to the reduction of the SM and IM memory size by 50%.
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memory SM EM IM DM
total area

mode dual-port single-port single-port single-port

one-phase progr. 2p× w × N
p

2p× w × E
2p

2p× w × N
p

1 × p× N
p

ex. p = 16, N = 16, 384 65% 17% 17% 1% 3.5 mm2

layered progr. p× w × N
p

2p× w × E
2p

p× w × N
p

1 × p× N
p

ex. p = 16, N = 16, 384 55% 29% 14% 2% 2.0 mm2

Table 5.6: Data memory required for the programmable architectures in figure 5.2 and fig-
ure 5.8. The memory size is given in terms of banks×width×depth = memory size in bit. In
the last column, the total area of the data memory is given for programmable architectures with
parallelism p = 16 which can decode LDPC codes up to a length of N = 16, 384 with dV,av = 3.5.
The percentage of the total area which is consumed by the different memory types is given in
the second line of the architectures.

5.6.3 Control Memory

In this section, the size of the control vectors for the two programmable architectures is
determined. Same as for the architecture presented in section 4.4, the number of control
bits required in every clock cycle is very high. Hence, an implementation of the control
memory on the decoder chip is preferable as the connections to an external control memory
would lead to a pad-limited design.

Control Signals for Programmable Flooding Schedule Architecture

For the one-phase flooding schedule architecture in figure 5.2, according to equations (5.10)
to (5.12) on page 95, in each clock cycle two control vectors C0(k) and C2(k) are re-
quired to configure the four permutation networks π0, π1, π2, and π3. Thus, a total of
2 · p

2
(2 · ld(p)− 1) control bits are required in each clock cycle (see section 4.3.1). Identical

addresses which differ only by a delay in time are used for the memories SMAi, SMBi and
IMi, resulting in a total of p⌈ldN

p
⌉ control bits for the p memory banks. The time delayed

control signals for SMBi, IM, π2 and π3 are generated by FIFOs in the control unit. Thus
a total of

Nctl = p ·
(

2 · ld(p) − 1 +

⌈
ld
N

p

⌉)
≈ p · (ld(Np) − 1) (5.24)

control bits are required in each clock cycle for the one-phase flooding schedule decoder.
For an LDPC code with average variable node degree dV,av = E

N
= 3.5, the total size of

the control memory is

Nctl,tot = E ·
(

2 · ld(p) − 1 +

⌈
ld
N

p

⌉)
≈ N · 3.5 · (ld(Np) − 1) . (5.25)

According to equation (5.24), the required width of the control memory mainly depends
on the parallelism and grows slower than p · ld(p), whereas according to equation (5.25)
the total size of the control memory mainly depends on the code word length and grows
slower than N · ld(N).
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Table 5.7 gives the number of control bits required in each clock cycle for permutation
network π0 (denoted by ||C0(k)||), permutation network π2 (||C2(k)||), addressing of the
sum memory banks (||addr.||), and the sum Nctl of the three above values for various
values of p and N . The second last line in the table gives the number of control bits
Nctl,one = Nctl/p which need to be stored for each one in the parity-check matrix, and
the last line gives the total number of control bits Nctl,tot = E ·Nctl,one in kbit which are
needed to store the complete parity-check matrix for dV,av = E/N = 3.5. The values for
Nctl,one show that the parity-check matrix requires more control bits for each non-zero
entry with increasing code word length N . Furthermore, increasing the parallelism p to
higher powers of two also increases the value of Nctl,one. For values of p which are not
powers of two, Nctl,one requires significantly more bits as can be seen in the table by
comparing the values for p = 24 with p = 32. This effect is caused by the inefficient usage
of the control bits of the Beneš permutation network if p is not a power of 2.

p 8 16 24 32

N 2,048 4,096 16,384 65,536 2,048 4,096 16,384 65,536 4,096 16,384 4,096 16,384

||C0(k)|| [bit] 20 20 20 20 56 56 56 56 128 128 144 144

||C2(k)|| [bit] 20 20 20 20 56 56 56 56 128 128 144 144

||addr.|| [bit] 64 72 88 104 112 128 160 192 192 240 224 288

Nctl [bit] 104 112 128 144 224 240 272 304 448 496 512 576

Nctl,one [bit] 13 14 16 18 14 15 17 19 19 21 16 18

Nctl,tot [kbit] 93 201 918 4,129 100 215 975 4,358 268 1,185 229 1,032

Table 5.7: Number of control bits required for fully programmable one-phase flooding schedule
decoder architecture for various values of parallelism p and code word length N . The first four
lines give the number of control bits required in each clock cycle to configure π0 (||C0(k)||), to
configure π2 (||C2(k)||), to address the sum memory (||addr.||), and total number of control bits
required in each clock cycle (Nctl). The last two lines give the control bits required for each one
in the parity-check matrix (Nctl,one) and the total number of control bits (Nctl,tot) in kbit for
dV,av = E/N = 3.5 required to store the complete parity-check matrix.

It should be noted that the same control bits can be used in even and odd iterations.
However, in odd iterations, the contents from the control memory are read with linearly
increasing addresses, and in even iterations, the contents are read with linearly decreasing
addresses. In even iterations, the control signals for permutation networks π2 and π3 are
applied in reverse order to perform the inverse permutations (see section 5.3.2 on page 95).

Control Signals for Programmable Layered Architecture

For the programmable layered decoder architecture in figure 5.8, in each clock cycle p⌈ldN
p
⌉

control bits are required for the read addresses of the p memory banks SMi. The time
delayed control signals for addressing the write ports of the SMi memory banks are gen-
erated by FIFOs in the control unit. According to equations (5.13) and (5.14), the two
configurations C0(k) and C−1

0 (k) ◦ C2(k) are required in odd iterations, and the two con-
figurations C−1

2 (L−1−k) ◦ C0(L−1−k) and C−1
0 (L−1−k) are required in even iterations

for the permutation networks.
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Theoretically, all configurations can be derived from the two configurations C0(k)
and C2(k). However, it is not a simple task to determine the resulting configuration
Cπ1,l(k) = C−1

0 (k) ◦ C2(k) from the two constituent configurations. Thus, using only two
permutation networks in the layered architecture (instead of four in the flooding schedule
architecture), one more control vector of length p

2
(2 · ld(p) − 1) is required to config-

ure the permutation networks. Instead of the two configurations C0(k) and C2(k) which
were stored for the flooding schedule architecture, now the three configurations C0(k),
C−1

0 (k) ◦ C2(k), and C−1
2 (L−1−k) ◦ C0(L−1−k) need to be stored. This increases the

total number of control bits for the layered architecture by N · 3.5 · (ld(p) − 0.5) bit to

Nctl,tot = E ·
(

1.5 · (2 · ld(p) − 1) +

⌈
ld
N

p

⌉)
≈ N · 3.5 · (ld(Np) + ld(p) − 1.5) (5.26)

as shown in table 5.8. The number of control bits Nctl required in each clock cycle
is the same as for the one-phase flooding schedule architecture as only two different
configurations for the permutation networks are needed simultaneously. The values for
Nctl,one are higher than for the flooding schedule decoder. However, just like before,
the values for Nctl,one increase with increasing code word length N and with increasing
parallelism p. Significantly more bits are needed for Nctl,one for values of p which are not
powers of two due to the less efficient controlling of the permutation networks.

p 8 16 24 32

N 2,048 4,096 16,384 65,536 2,048 4,096 16,384 65,536 4,096 16,384 4,096 16,384

Nctl [bit] 104 112 128 144 224 240 272 304 448 496 512 576

Nctl,one [bit] 16 17 19 21 18 19 21 23 24 26 21 23

Nctl,tot [kbit] 111 237 1,061 4,702 125 265 1,176 5,161 344 1,491 294 1,290

Table 5.8: Number of control bits required for fully programmable layered decoder architecture
for various values of parallelism p and code word length N . The last three lines give the control
bits required in each clock cycle (Nctl), the control bits required for each one in the parity-check
matrix (Nctl,one), and the total number of control bits (Nctl,tot) in kbit for dV,av = E/N = 3.5
required to store the complete parity-check matrix.

Summary of Control Memory Size

Figure 5.13 summarizes the total size of the control memory for various parameter config-
urations. The red and the yellow curve give the memory size for programmable one-phase
flooding schedule architectures and the blue and green curve for programmable layered
architectures. It can be seen that the size of the control memory grows approximately
linearly with E (and linearly with the code word length N = E/3.5) as determined
in equations (5.25) and (5.26). For code word lengths of several ten thousand bits, an
increased parallelism p by factor four from p = 8 to p = 32 requires the storage of approx-
imately 10% more control bits for the flooding schedule architecture and approximatelx
20% more control bits for the layered architecture. Due to the additional control vector for
permutation network π0 in even iterations, the layered architecture needs a larger control
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memory than the flooding schedule architecture. The violet markers show the entropy
of the parity-check matrices of a set of LDPC codes as determined in section 4.2.1 and
table 4.3, which is approximated by the gray dashed line with y = 10E. It can be seen
that the programmable architectures use about twice as many control bits as required by
a perfect entropy encoder for storing the information of a random parity-check matrix.

E (number of ones in parity-check matrix)
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Figure 5.13: Size of control memory for programmable flooding schedule and layered architec-
tures.

5.6.4 Summary of Synthesis Results for Programmable Decoders

Table 5.9a gives an estimate of the decoder core area for the ASIC implementation of the
one-phase flooding schedule fully programmable LDPC decoder architecture in figure 5.2,
and table 5.9b gives an estimate for the layered fully programmable LDPC decoder archi-
tecture in figure 5.8. A typical 90nm digital technology was used for synthesis, and both
tables give results for selected values of parallelism p and code word length N . The area
estimation is based on a data wordlength of w = 8 bit, a maximum check node degree of
dC,max = 32, and an average variable node degree of dV,av = E/N = 3.5.

The results were determined by synthesis of the individual components as described in
the previous sections. The total area required for the standard cells is given in the sixth
column of table 5.9, whereas the seventh column gives an estimate for the total decoder
core size assuming a fill factor of 0.75. Furthermore, the percentage of the standard cell
area required for logic (CFUs, VFUs and permutation networks), controller, data memory
(storage for extrinsic, intrinsic, sum, and decoded values) and control memory (storage for
control signals) is given in columns two to five. The area for CFUs, VFUs and permutation
networks was determined using the results from section 5.6.1. The controller consists of a
state machine and FIFOs of variable length for intermediate storage of the control signals.
It is known from the decoder implementation in section 4.4 that the FIFOs dominate the
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configuration
logic control data mem. contr. mem. area [mm2]

[%] [%] [%] [%] std. cells +fill

p = 8, N = 4, 096 1.9 4.4 77.9 15.8 1.69 2.26

p = 8, N = 16, 384 0.8 2.2 69.3 27.7 3.94 5.25

p = 16, N = 4, 096 2.6 5.7 79.6 12.2 2.64 3.52

p = 16, N = 16, 384 1.3 3.6 69.6 25.4 5.02 6.69

p = 16, N = 65, 536 0.5 1.4 61.3 36.9 14.83 19.77

p = 24, N = 4, 096 3.1 7.9 76.6 12.5 3.82 5.10

p = 32, N = 16, 384 2.0 5.5 73.3 19.3 7.09 9.45

p = 64, N = 16, 384 2.9 7.6 78.3 11.2 10.69 14.25

(a)

configuration
logic control data mem. contr. mem. area in [mm2] area

[%] [%] [%] [%] std. cells +fill saved

p = 8, N = 4, 096 5.1 4.1 64.1 26.7 1.18 1.58 30%

p = 8, N = 16, 384 2.0 1.9 54.7 41.4 3.05 4.07 22%

p = 16, N = 4, 096 6.9 4.8 66.2 22.1 1.78 2.38 32%

p = 16, N = 16, 384 3.2 2.8 53.8 40.2 3.84 5.11 24%

p = 16, N = 65, 536 1.0 1.0 45.9 52.1 12.38 16.51 16%

p = 24, N = 4, 096 7.5 5.0 63.5 24.1 2.56 3.42 33%

p = 32, N = 16, 384 4.9 3.8 57.9 33.4 5.10 6.81 28%

p = 64, N = 16, 384 7.2 4.9 66.2 21.8 7.07 9.43 34%

(b)

Table 5.9: Area estimate for programmable LDPC decoder cores after ASIC synthesis of in-
dividual components using a 90nm technology. (a) shows the results for the programmable
one-phase flooding schedule decoder architecture in figure 5.2 and (b) the results for the pro-
grammable layered decoder architecture in figure 5.8. Column six gives an estimate for the
standard cell area, and columns two to five give the percentage of the standard cell area used
for logic, controller, data memory, and control memory. Column seven gives an area estimate
for the total decoder core size for a fill factor of 0.75, and the last column in (b) shows the area
savings of the layered architecture compared to the flooding schedule architecture.
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controller area. Thus, only the FIFOs were synthesized to get a first estimate for the
area of the controller. The area for data memory and control memory was determined
according to the memory requirements described in section 5.6.2 and section 5.6.3 using
a 90nm technology.

It can be seen that the total decoder area is dominated by memory, and except for the
architectures with high parallelism and short code word length, 10% or less of the area
are required for logic and control. For most configurations, the data memory consumes
most of the area, followed by the control memory. However, the number of bits stored
in the control memory is approximately 1.5 times higher than the number of bits stored
in the data memory. The data memory needs more area due to the storage of the sum
values in dual-port memories, which are much more area consuming than the single-port
control memory. Furthermore, the control memory has a depth of E/p words, whereas
about half of the data memory has a depth of only N/p = E/(3.5p) words. For the deeper
control memory, the overhead for addressing is reduced, resulting in a smaller memory
area. Only for very long code word lengths this effect can be neglected, resulting in a
control memory which is larger than the data memory as for example for the layered
decoder with configuration p = 16, N = 65, 536. As expected, the core size of the layered
decoders is by approximately 25% smaller than the core size of the flooding schedule
decoders due to the reduced data memory requirements.

To achieve the data throughput as determined in equation (5.23), N intrinsic values for
the next code word and N decoded values of the previous code word have to be sent over
the I/O pins of the chip within the time it takes to decode one code word. Assuming the
same clock frequency for decoder chip and data I/O, I decoding iterations, parallelism p
for the decoder architecture, an average variable node degree of dV,av = E/N = 3.5, a
delay δ << E/p, and a wordlength of w bit for each intrinsic input value, it follows that
the number of input and output bits in each clock cycle NIO has to satisfy the inequality

NIO ≥ N · (w + 1)

I · E/p+ δ
bit ≈ (w + 1) · p

3.5 · I bit. (5.27)

For w = 8, p = 32, and I = 5, the result is NIO ≥ 17. This requirement is easy to satisfy
as the estimated decoder core area allows the implementation of 80 to 300 I/O cells.

5.6.5 Comparison with Other Designs

In this section, the synthesis results of the proposed programmable decoder architec-
tures are compared with existing decoder implementations. As ASIC synthesis results are
available for only one programmable decoder architecture in the literature, the proposed
programmable decoders are also compared with decoders for structured codes. However,
different parallelisms, different technologies or the implementation of additional compo-
nents on the same chip make a comparison very difficult.

Synthesis results for a fully programmable LDPC decoder are presented by Masera
et al. in [63]. Their design uses a parallelism of p = 32 and can decode arbitrary LDPC
codes up to a code word length of N = 1, 944. In 130nm ASIC technology, the decoder
core size is 3.88mm2 where 75% of the area is consumed by memory. A very rough
estimate for the area required in 90nm technology can be obtained by multiplying the
area with factor 902/1302 = 0.48 and thus shrinking the design to 1.86mm2 as shown in
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table 5.10. The design uses a heuristic mapping algorithm with an efficiency below 50%
(see section 3.4.2) and two-phase message passing. Assuming the same clock frequency, the
same data throughput can be achieved with the proposed programmable layered decoder
with only one fourth of the parallelism due to one-phase message passing and doubled
efficiency of the mapping algorithm. According to the area estimates in the last sections
and a fill factor of 0.75, the programmable layered architecture in figure 5.8 requires an
area of 1.13mm2 for code word lengths up to N = 2, 048 and p = 8. The data and control
memories occupy 88% of the area. While the area estimate for the proposed layered
architecture is by 39% smaller than for the design in [63], it should be noted that these
numbers are very rough estimates.

[63] [63]† proposed layered

technology 130nm 90nm† 90nm

p 32 32 8

N 1,944 1,944 2,048

area in mm2 3.88 1.86† 1.13

Table 5.10: Comparison of the proposed fully programmable layered decoder architecture with
the design in [63] (†estimate for the design shrunk to 90nm technology).

In [65] and [87] decoders for the structured codes defined in DVB-S2 were presented. In
addition to the LDPC decoder, these designs include a BCH decoder and postprocessing
blocks. In [65] the LDPC core was synthesized for parallelism p = 90 in a 90nm technology
with compressed extrinsic messages to reduced the required extrinsic memory size. The
whole decoder core has an area of 13.1mm2 as shown in table 5.11. The design presented
in [87] was synthesized in a 65nm technology for parallelism p = 180. A rough estimate of
the decoder core area in 90nm technology is 6.07mm2·902/652 = 11.63mm2. Three years
before, the same authors presented a DVB-S2 decoder core using 90nm technology which
requires an area of 15.8mm2 [88].

According to the synthesis results for the individual decoder components in the previous
sections, synthesis of the proposed programmable layered decoder for p = 64, N = 65, 536

[65] [87] [87]†1 [88] proposed layered

technology 90nm 65nm 90nm†1 90nm 90nm 90nm

p 90 180 180 360 64 128

N 64,800 64,800 64,800 64,800 65,536 65,536

area in mm2 13.1 6.07 11.63†1 15.8
21.57 29.33

(11.73†2) (18.15†2)

Table 5.11: Comparison of the proposed fully programmable layered decoder architecture with
the DVB-S2 LDPC decoder designs in [65], [87], and [88] (†1estimate for the design in 90nm
technology, †2estimate without the area of the control memory required for random codes).
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and fill factor 0.75 results in a total area of 21.57mm2, where 45% of the area is occupied
by the control memory. Synthesis of the same decoder for higher parallelism p = 128,
N = 65, 536 and fill factor 0.75 gives a total area of 29.33mm2, where 38% of the area is
occupied by the control memory. Neglecting the huge control memory of the program-
mable architecture which is not needed for the designs in [65, 87] and [88] because they can
decode only the structured codes from DVB-S2, the remaining area of the programmable
designs is 11.73mm2 and 18.15mm2.

A fair comparison of the different approaches tends to be quite difficult as the outcome
is based on many assumptions and approximations. However, it can be seen that the
proposed programmable architectures require a similar area as the programmable decoder
design in [63], and neglecting the area of the huge control memory in the programmable
architectures, the area is in the same range as the DVB-S2 decoder designs.

The fully programmable LDPC decoder proposed by Tarable et al. in [82] has not been
synthesized. Thus, only the components of the architectures according to figure 3.14
and figure 5.8 can be compared. Assuming the same clock frequency and the same par-
allelism for the architectures, the proposed layered architecture achieves twice the data
throughput. For the same parallelism, both architectures store the same number of bits
in their data memories. However, while the proposed layered architecture uses single-port
memories for the large extrinsic memories and dual-port memories for the smaller sum
memories, the architecture in [82] uses single-port memories for the smaller intrinsic mem-
ories and requires area consuming dual-port memories for the large extrinsic memories.
Thus, the proposed layered architecture requires a smaller area for the data memory after
ASIC synthesis.

The total control memory size is in the same range for both programmable architectures.
The difference lies in the larger memory width which is required for the proposed layered
architecture as all data is read within one and not within two half-iterations. In summary,
both architectures have similar area requirements for the same parallelism, whereas the
data throughput of the proposed layered architecture doubles the data throughput of the
approach proposed by Tarable et al.

Beside the different architectures and the doubled data throughput, the main differ-
ence between the two programmable decoder architectures with optimum mapping pro-
posed in this chapter and the programmable two-phase flooding schedule architecture of
Tarable et al. [82] is a completely different mapping and scheduling algorithm. While
Tarable et al. use a static mapping of extrinsic values to memory banks, the architectures
proposed in this thesis use dynamic mapping of sum values to memory banks. The map-
ping is dynamic as every sum value is mapped to different memory banks and addresses
within one decoding iteration. Only this dynamic mapping allows the implementation of
a layered decoding schedule with increased convergence speed.



6 Comparison and Generalization of
Decoder Architectures

LDPC decoders which use an optimum mapping algorithm achieve the maximum possible
data throughput on the given hardware architectures. The QC LDPC decoder architec-
tures discussed in section 3.3.2 use an optimum mapping algorithm but are constrained
to subsets of structured codes, whereas the proposed programmable decoder architectures
in chapter 5 use an optimum mapping algorithm and can decode arbitrary LDPC codes.

In this chapter, a classification scheme is presented which allows the comparison of
the proposed fully programmable architectures with QC decoder architectures. With the
presented classification scheme, it seems very likely that fully programmable hardware
architectures with optimum memory mapping can not be designed with significantly less
hardware cost than the programmable architectures derived in this thesis. The classifica-
tion scheme furthermore shows that the proposed fully programmable architectures are a
generalization of QC and protograph LDPC decoder architectures. By reducing the flex-
ibility of the fully programmable architectures, decoders for QC and protograph LDPC
codes can be derived. This leads to the presumption that it might be possible to design
new structured codes by applying different constraints on the flexibility of the proposed
fully programmable architectures.

6.1 Comparison of Programmable and Fixed Decoders

In this section, three of the QC LDPC decoder architectures presented in figure 3.4 on
page 31 are compared with the fully programmable LDPC decoder architecture developed
by Tarable et al. [82] and the proposed fully programmable decoder architectures presented
in chapter 5.

6.1.1 Comparison of Decoder Architectures

Six different LDPC decoder architectures which all use optimum mapping algorithms
are shown in figure 6.1. An additional controller and control memory which are needed
for every architecture are omitted in the figure. The architectures are classified in a
3×2 scheme in terms of data throughput (vertical) and flexibility (horizontal). The three
architectures in the left column can decode QC LDPC codes with submatrix size z = p
and were discussed in section 3.3.2, whereas the three architectures in the right column are
fully programmable and can decode arbitrary LDPC codes. The programmable two-phase
flooding schedule architecture in the upper right corner was derived from the publication
of Tarable et al. [82] as described in section 3.4.3 while the other two programmable
architectures which complete the 3× 2 classification scheme were developed in this thesis
as described in chapter 5.
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Figure 6.1: Partly parallel LDPC decoder architectures with optimum mapping for p = 3.
The architectures in the left column are for structured QC LDPC codes with z = p, whereas
the architectures in the right column are fully programmable and can decode arbitrary LDPC
codes. The architectures were already discussed in figure 3.4a, figure 3.4b, figure 3.4c, figure 3.14,
figure 5.2, and figure 5.8.
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The data throughput of the architectures increases from top to bottom. The architec-
tures in the first row use two-phase flooding schedule decoding where check and variable
nodes are processed alternately in the FUs in two half-iterations. The architectures in
the second row use one-phase flooding schedule decoding where both half-iterations are
performed simultaneously. Variable nodes are already updated during check node pro-
cessing, allowing twice the data throughput with respect to two-phase decoding. Finally,
the architectures in the last row use layered decoding, which further increases the data
throughput due to the reduced number of decoding iterations. The QC layered architec-
ture uses conventional layered decoding, whereas the programmable layered architecture
uses modified layered decoding as described in section 5.4.

Applying the proposed 3 × 2 classification scheme in figure 6.1, regularities between
the QC and programmable architectures can be observed. While the architectures in
the same row show a very similar hardware structure and cost, the main difference lies
in the two permutation networks in the fully programmable architectures which replace
every shifter network in the QC architectures. Thus in the first row, the shifter network
in the QC architecture is replaced by permutation network π in the fully programmable
architecture, and an additional permutation network π−1 is inserted before writing of the
updated extrinsic messages. In the second row, the two shifter networks are replaced
by π0 and π1 and two permutation networks π2 and π3 are added to access the sum
values without collisions from the correct memory banks. In the last row, permutation
network π0 replaces the shifter network and permutation network π1 is used for writing
the updated sum values to the correct memory banks. It can be observed that the number
of permutation networks in the programmable architectures is doubled from the first to
the second row and halved from the second to the third row in exactly the same way as
the number of shifter networks are doubled and halved for the QC architectures.

Due to the fact that extensive research has been done in the field of QC decoder ar-
chitectures, there is a strong indication that the three architectures on the left side in
figure 6.1 represent optimum solutions in terms of hardware complexity. Furthermore,
both two-phase architectures in the first row have a very similar structure and differ only
in the flexible interconnection networks and the additional addresses which are needed for
the extrinsic memory banks. As a fully programmable decoder architecture is much more
flexible than a decoder architecture which is limited to QC codes, the increased hardware
complexity is reasonable. For the fully programmable architecture with one-phase flood-
ing schedule decoding, it was shown in section 5.2.3 that permutation networks π2 and π3

can not be replaced by a simple identity operation. Assuming that the programmable
two-phase flooding schedule architecture in the upper right corner can not be designed
with less hardware cost and taking into consideration the regularities in the 2 × 3 classi-
fication scheme, it is very likely that also the programmable one-phase architecture and
the programmable layered architecture present a solution with minimum hardware cost.

6.1.2 Comparison of Control Complexity

All six architectures in figure 6.1 require a mapping algorithm to generate the program
code which determines the configuration for the flexible interconnection networks and the
addresses for collision-free memory access on the extrinsic, intrinsic and sum memory
banks. While it is straightforward to determine the program code for QC architectures,
this task is rather complex for the three programmable architectures as is described in
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detail in section 3.4.3 and section 5.3.
The control logic of the QC architectures is less complex than that of the program-

mable architectures because always p memory banks of the same type (e.g. all intrinsic
memory banks IMi) use the same address. For the fully programmable architectures, this
simplification is possible for the IMi and DMi banks in case of the two-phase flooding
schedule architecture and for the extrinsic memory banks EMi in case of the one-phase
flooding schedule and layered decoder architecture. All remaining memory banks require
an individual address each, so that for the programmable architectures p times as many
control bits are required for memory addressing. The number of control bits required for
one permutation network in the programmable architectures is almost p times as high
as the number of control bits required for one shifter network in the QC architectures.
Furthermore, the programmable architectures need two different permutation network
configurations. Thus for the programmable architectures, the total number of control bits
required in each clock cycle for memory addressing is p times higher and the number of
control bit to configure the permutation networks is almost 2p times higher than for the
QC architectures.

6.1.3 Summary of Comparison

While hardware cost for the QC architectures is lower due to the simpler control, QC ar-
chitectures can decode only a small fraction of the LDPC codes which can be decoded by
a programmable architecture. A QC architecture with parallelism p is limited to quasi-
cyclic LDPC codes with submatrix size z = p or QC codes where p is a divisor of z [26].
For all other values of z, decoding with the given QC architectures is not possible.

Different from the QC architectures, the proposed programmable architectures are fully
flexible. Once implemented on a chip, a programmable architecture is capable of decod-
ing arbitrary LDPC codes. Both, unstructured codes and structured QC codes can be
decoded. While QC architectures require a match between parallelism p and submatrix
size z of the code, the mapping and scheduling algorithms of the programmable archi-
tectures allow decoding of every LDPC code with arbitrary parallelism p. Thus, it is
for example possible to use an architecture with parallelism p = 64 for decoding a QC
code with prime submatrix size z = 127 as in the Chinese Digital Television Terrestrial
Broadcasting standard [29] described in [77].

Table 6.1 summarizes the results from the previous sections for the two-phase flooding,
one-phase flooding and layered decoder architectures. All values are normalized relative
to the QC architectures. The first column gives the area needed for the decoder without
the control memory. Since most of the decoder area is consumed by the extrinsic, intrinsic
and sum memories, the area of the additional permutation networks is negligible and the
total area is similar for the QC and the programmable architectures. The second column
shows that a more than p times larger control memory is required for the programmable
architectures.

The results in table 6.1 clearly show that the main drawback of the fully programmable
architectures is their high flexibility, which is inherent to all fully programmable decoder
designs. Due to the arbitrary LDPC codes which can be decoded, the complexity of
control is more than p times higher than for QC architectures. Thus for applications
where only few different codes are required, structured code design is the best choice.
However, if a high flexibility is required or random codes shall be decoded, the proposed
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decoder
area decoder

without control mem.
size control mem. flexibility

two-phase QC decoder 1 1 some QC

flooding programmable decoder & 1 p ·
(
1 + ld(p)−1

ldE

)
arbitrary codes

one-phase QC decoder 1 1 some QC

flooding programmable decoder & 1 p ·
(
1 + ld(p)−1

ldN

)
arbitrary codes

layered
QC decoder 1 1 some QC

programmable decoder & 1 p ·
(
1 + 2ld(p)−1.5

ldN

)
arbitrary codes

Table 6.1: Comparison between QC and programmable LDPC decoder architectures. All values
are normalized relative to the QC architectures.

fully programmable architectures with optimum memory mapping are superior to the
programmable architectures with heuristic mapping algorithms discussed in section 3.4.

6.2 Generalization of the Programmable Approach

Decoders for protograph LDPC codes are a generalization of the decoders for QC codes
as discussed in section 3.3.3. By limiting the full permutation networks in the protograph
architectures to perform only cyclic shift operations, the protograph architectures are re-
duced to QC architectures. Analyzing QC, protograph, and the three fully programmable
architectures in the right column in figure 6.1, it can be seen that the fully programmable
architectures represent a generalization of protograph and QC decoder architectures. The
flexibility of each of the three programmable architectures can be reduced, resulting in a
decoder architecture for protograph or QC LDPC codes.

The programmable layered architecture in the lower right corner in figure 6.1 for exam-
ple can be reduced to a layered architecture for protograph codes by replacing permutation
network π1 by fixed wires which perform the identity permutation and by controlling the
three sum memory banks SMi all with the same address signal. By replacing the remain-
ing permutation network π0 by a shifter network, the architecture can be further restricted
to a decoder for QC codes only. Similar considerations lead from the other two program-
mable architectures to the two-phase and one-phase flooding schedule architectures for
QC and protograph codes. Thus, the presented fully programmable architectures are a
generalization of the decoder architectures for protograph and QC codes known from the
literature.

A possible consequence of the above described generalization is to use the proposed fully
programmable decoder architectures as a starting point for decoder-aware and structured
code design. By setting constraints on the addresses of the sum memory banks and the
configurations of the permutation networks, new structured codes could be developed for
which the decoder architecture is already known. For example, the addresses for the sum
memory banks may be generated using a pseudo-random noise (PN) sequence, alternately
even and odd addresses or every other pattern that may best suit the application. The
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configurations for the permutation networks could be derived from a starting configuration
and the addition of a random pattern in each cycle. The designed codes could also combine
a structured and a random part by applying random and structured addressing schemes
to the p sum memory banks. The derived decoder architectures for the new structured
codes would require only a small control memory, resulting in a significant reduction of
the total decoder area. Further research is required to prove whether new structured
codes with a good error correction performance can be designed in the described way.



7 Conclusion and Outlook

In this thesis, three different approaches for the implementation of fully programmable
low-density parity-check (LDPC) decoders, which can decode arbitrary LDPC codes,
were presented. As a design study, one programmable decoder was realized on an field-
programmable gate array (FPGA), and error correction curves were measured to verify the
correct functionality. The main contribution of this thesis lies in the development of fully
programmable decoder architectures for one-phase message passing and layered decod-
ing which can decode arbitrary LDPC codes using an optimum mapping and scheduling
algorithm. The presented programmable architectures are in fact generalized decoder
architectures from which the architectures of known structured decoders can be derived.
This chapter gives a brief recapitulation of the work presented in the previous chapters
and an outlook to future research.

Fully Programmable LDPC Decoder Architectures

A major challenge in the design of fully programmable LDPC decoders is to develop partly
parallel architectures which achieve a high data throughput and at the same time avoid
memory access collisions. While decoders for structured codes can exploit regularities
in the parity-check matrix, a more general solution is required for fully programmable
decoder cores which support codes with a structured or random parity-check matrix.
Two decoder architectures are presented in this thesis which resolve all memory access
collisions for arbitrary codes using an optimum mapping and scheduling algorithm based
on graph coloring.

In a first step, existing decoder designs for structured codes as well as fully program-
mable architectures were analyzed, and levels of parallelization for an increased data
throughput were identified. For the fully programmable decoder designs, some levels of
parallelization are more suitable than others as a high flexibility is required and at the
same time the amount of idle hardware should be minimized. The most important level
of parallelization is the implementation of multiple node functional units which operate
in parallel on a subset of nodes. Furthermore, the two half-iterations of the decoding
process can be performed in parallel, which leads to one-phase message passing instead of
two-phase message passing. The computations within the node functional units are best
performed in a sequential manner to allow an adjustment to different node degrees.

As a case study, a first fully programmable LDPC decoder was designed, synthesized,
and implemented on an FPGA. Furthermore, a heuristic mapping and scheduling algo-
rithm for collision-free memory access was developed. To verify the correct functionality
of the decoder architecture and the mapping and scheduling algorithm, a digital commu-
nication system with information source, encoder, channel, decoder, and error counter
was implemented on a PC using the FPGA as hardware accelerator for the decoding task.
The presented measurements prove the correct functionality and the programmability
of the decoder design. Compared with other programmable decoder implementations in
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the literature, the presented fully programmable implementation is capable of decoding
LDPC codes of thirty times longer code word length. However, the implemented decoder
still uses a heuristic mapping and scheduling algorithm resulting in a significant amount
of idle hardware units.

Based on the previous analysis, in a next step a second and a third fully programmable
LDPC decoder architecture were designed, both with optimum mapping and scheduling.
These decoder designs are optimum because for arbitrary LDPC codes all instantiated
hardware blocks are always used. The second proposed architecture uses one-phase mes-
sage passing, which means that variable nodes are already updated during check node
processing. Thus, compared with Tarable’s [82] optimum solution for two-phase message
passing, only half the number of clock cycles are needed for every decoding iteration and
the data throughput is doubled. The presented mapping and scheduling algorithm is
based on graph coloring and can be applied to arbitrary LDPC codes and an arbitrary
parallelism of the architecture, regardless whether the codes have a structured or a ran-
dom parity-check matrix. The key to enable one-phase message passing is a dynamic
instead of a static assignment of data values to memories.

The third proposed architecture is based on the same approach as the second archi-
tecture but enables layered decoding. Due to the support of structured and random
parity-check matrices, scheduling of the node computations was modified with respect to
conventional layered decoding. As a consequence, the convergence speed of the modified
layered schedule lies in between the convergence speed of the conventional layered schedule
and the flooding schedule. The hardware complexity of the layered architecture is signif-
icantly lower than that of the one-phase architecture and comparable with the hardware
complexity of Tarable’s programmable two-phase architecture. An inherent constraint
for all layered decoders is that a scheduling of check node computations is needed such
that repeated updates of the same data value do not overlap in time. Thus, the proposed
mapping and scheduling algorithm is optimum for codes which are suitable for layered
decoding. An optimization algorithm has been proposed to allow the usage of the smaller
layered decoder architecture also for non-layered (arbitrary) codes.

Finally, data throughput and ASIC synthesis aspects of the proposed fully program-
mable decoders with optimum mapping were addressed. In contrast to decoders for struc-
tured codes where the parallelism is determined by the structure of the supported codes,
the fully programmable architectures allow a free choice of parallelism for every LDPC
code. Assuming the same clock frequency and the same parallelism, the proposed fully
programmable decoders can achieve the same data throughput as decoders for structured
codes. However, due to the larger core area it is likely that the maximum clock frequency
of the programmable decoders is lower. ASIC synthesis results show that the largest
amount of the decoder core area is consumed for storing the data values during the de-
coding process and for storing the random parity-check matrix, whereas the area for the
node functional units, flexible wiring, and control logic is rather small. Although storing
the random parity-check matrix requires more bits than storing the data values, it usually
consumes less chip area due to the usage of single-port instead of dual-port memories.

On a conceptual level, the second and the third architecture which use an optimum
mapping and scheduling algorithm are a generalization of existing LDPC decoder archi-
tectures. By limiting the flexibility of the fully programmable designs, decoder architec-
tures for structured codes known from the literature (e.g. protograph or quasi-cyclic) can
be derived.
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Future Work

The presented work focuses on the conceptual design of fully programmable decoder
architectures with optimum mapping algorithms and gives estimates for the expected
decoder core area. Due to the dominance of memory on the decoder core, the ratio of local
memory to logic on the FPGA technology is not very suitable for LDPC decoder design. In
application-specific integrated circuit (ASIC) technology, a high parallelism of the decoder
architecture could be realized by a high number of small control memories located close
to the data processing units. Future work could start with the implementation of the
proposed architectures to evaluate in detail the chip area requirements with respect to
existing decoder implementations for structured codes.

To reduce the LDPC core area, the following two approaches should be investigated.
First, redundant data values are stored if the normalized belief propagation (BP)-based or
λ-min approximation is used for decoding. It is known from the literature that additional
control logic can reduce the data memory size. Second, future research should investigate
efficient entropy encoding techniques for the control bits to reduce the control memory
size. The challenge lies in finding a method with minimum decoding complexity, which
in addition allows reversed reading of the control sequence.

A fully programmable decoder architecture for layered decoding with an optimum map-
ping and scheduling algorithm was presented for codes which are suitable for layered de-
coding. To allow decoding of arbitrary codes with the smaller layered decoder architecture,
an algorithm which maximizes the number of active hardware units was presented. How-
ever, the algorithm does not deliver satisfying results for some codes, and thus different
optimization techniques should be investigated.

It was shown that the fully programmable LDPC decoders presented in this thesis are in
fact a generalization of decoders for quasi-cyclic (QC) and protograph LDPC codes known
from the literature. A possible consequence of this generalization is to use the proposed
fully programmable decoder architectures as a starting point for decoder-aware structured
code design. By setting constraints on the memory access and on the configurations of
the permutation networks, new structured codes may be developed for which the decoder
architecture is already known. The derived decoder architectures for the new structured
codes would require only a small control memory, resulting in a significant reduction of
the total decoder area. Further research is required to prove whether new structured
codes with a good error correction performance can be designed in the described way.





Appendix A

Alternative Formulations of the BP
Decoding Algorithm

The belief propagation (BP) decoding algorithm which was already introduced in sec-
tion 2.4.2 can be formulated in various ways. While all formulations are mathematically
equivalent, some of the formulations are more suitable than others if finite wordlengths and
message passing in a hardware decoder implementation are considered. In this chapter,
first additional definitions for the log-likelihood algebra are given, and then several alter-
native formulations for BP decoding are discussed. The last section considers quantization
effects and explains why some of the formulations of BP decoding lead to a significant
loss in the error correction performance of a code if finite wordlengths are used.

A.1 Log-Likelihood Algebra

This section gives additional definitions for the log-likelihood algebra which was already
introduced in section 2.1.3 on page 8. Using Bayes rule, the LLR corresponding to the
conditional probability P (ck|rk) where ck and rk are two independent random variables
with ck ∈ {0, 1} can be written as

L(ck|rk) = ln

(
P (ck =0|rk)

P (ck =1|rk)

)
= ln

(
p(rk|ck =0)

p(rk|ck =1)

)
+ln

(
P (ck =0)

P (ck =1)

)
= L(rk|ck)+L(ck).

(A.1)
In the digital communication system in figure 2.1 on page 5, the LLRs L(ck|rk) repre-
sent the intrinsic values Ik which are used to initialize the BP decoding algorithm in
equations (2.24) and (A.9). The intrinsic values are determined with

Ik = ln
P (ck = 0|rk)

P (ck = 1|rk)
= L(rk|ck) + L(ck), (A.2)

where the L-value La(ck) := L(ck) is the LLR of the a-priori probability of code symbol ck.
Usually, all code symbols are assumed to have the same a-priori probability so that P (ck =
0) = P (ck = 1) = 0.5 and La(ck) = ln

(
0.5
0.5

)
= 0. Thus, the computations for the intrinsic

values are simplified to
Ik = L(rk|ck) = Lch · rk (A.3)

with the channel L-value Lch depending on the underlying channel model according to
equations (2.8) and (2.9) on page 8.

To determine the boxplus sum L(x0) ⊞ L(x1) of two LLRs in equation (2.10), the
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relations

P (x = 0) =
exp(L(x))

1 + exp(L(x))
and P (x = 1) =

1

1 + exp(L(x))
(A.4)

are used which follow from equation (2.7). In the BP decoding algorithm in equation (2.26)
on page 19, the more general case of the boxplus sum of n LLRs is required. Given n
independent binary random variables x0, x1, . . . , xn−1 ∈ {0, 1} and the modulo-addition
in GF(2), the LLR L(x0 ⊕ x1 ⊕ . . .⊕ xn−1) is determined by

L

(
n−1∑

i=0

⊕ xi

)
=

n−1∑

i=0

⊞ L(xi) = ln
P
((∑n−1

i=0⊕ xi

)
= 0
)

P
((∑n−1

i=0⊕ xi

)
= 1
) (A.5)

= 2 · tanh−1

(
n−1∏

i=0

tanh

(
L(xi)

2

))
(A.6)

=
n−1∏

i=0

sign(L(xi)) · 2 · tanh−1

(
n−1∏

i=0

tanh

( |L(xi)|
2

))
(A.7)

≈
n−1∏

i=0

sign(L(xi)) · min
i

(|L(xi)|) . (A.8)

A.2 Belief Propagation Decoding

This section introduces three alternative formulations of the BP decoding algorithm which
was already presented on page 19.

BP Decoding Algorithm (Formulation 2)

Different from formulation 1 on page 19, the sum during variable node processing of
formulation 2 of BP decoding is computed over all i ∈ M(n) in equation (A.13). The
subtraction of always one extrinsic message from the total sum is performed during check
node processing in equation (A.11). This results in a reduction of the number of compu-
tations for variable node processing compared with formulation 1. However, in addition
to the extrinsic values Rm→n, the current and the previous total sum values S

(l)
n and

S
(l−1)
n need to be stored in a hardware decoder implementation. Just like formulation 1,

a decoder implementing formulation 2 of BP decoding uses two-phase flooding schedule
message passing.

Step 1: Initialization, l = 0

• intrinsic (channel) values for each n

In = ln
P (cn = 0|rn)

P (cn = 1|rn)
, S(0)

n = In (A.9)

• for each (m,n) ∈ {(i, j)|hij = 1}

R(0)
m→n = 0 (A.10)
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Step 2: Iterations, l = l + 1

• check node update for each (m,n) ∈ {(i, j)|hij = 1}

R(l)
m→n = 2 · tanh−1

∏

j∈N(m),j 6=n

tanh

(
S

(l−1)
j −R

(l−1)
m→j

2

)
(A.11)

=
∑

j∈N(m),j 6=n

⊞
(
S

(l−1)
j −R

(l−1)
m→j

)
(A.12)

• variable node update for each n = 0...N − 1

S(l)
n = In +

∑

i∈M(n)

R
(l)
i→n (A.13)

Continue with step 2 if l is smaller than the maximum number of iterations

Step 3: Decision: if the maximum number of iterations is reached, decode for each n

ĉn = sign
(
S(l)

n

)
(A.14)

BP Decoding Algorithm (Formulation 3)
In the second step of formulation 2 of BP decoding, the decoding iterations are performed.
In each iteration, first all check nodes, and then all variable nodes are updated in equa-
tions (A.11) and (A.13). Without modifying the decoding algorithm, scheduling of these
operations can be changed to a more convenient way for specific hardware decoder ar-
chitectures. These partly-parallel architectures can perform one-phase flooding schedule
decoding by formulating the second step as shown below:

Step 2: Iterations, l = l + 1, m = 0, un = 0 for n = 0 . . . N − 1

• check node update (only check node m): for all n ∈ N(m)

R(l)
m→n = 2 · tanh−1

∏

j∈N(m),j 6=n

tanh

(
S

(l−1)
j −R

(l−1)
m→j

2

)
(A.15)

• partial update of all variable nodes n which are connected to check node m,
i.e. for all n ∈ N(m)

S(l,un)
n =

{
In +R

(l)
m→n for un = 0

S
(l,un−1)
n +R

(l)
m→n for un > 0

(A.16)

un = un + 1 (A.17)

• m = m+ 1

• if m < M continue with check node update
else set S

(l)
n = S

(l,un−1)
n for n = 0 . . . N − 1 (prepare for next iteration)
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• if l is smaller than the maximum number of iterations continue with step 2
else go to step 3.

In equation (A.15) all messages of one check node m are updated. Then a partial update
of all total sum values corresponding to the variable nodes connected to check node m is
performed in equation (A.16). The same procedure is repeated for the next check nodes
until all check nodes have been processed and the next iteration can be started. Therefore
a counter un is introduced for each variable node. The number of accumulated messages
for the partial total sum S

(l,un)
n in iteration l is un + 1. Instead of the two half-iterations

required in formulation 1 and 2 of BP decoding, the variable nodes are updated during
check node processing.

BP Decoding Algorithm (Formulation 4)
The hyperbolic tangent function for check node update in equation (2.27) on page 19 can
be replaced by the ψ(x) function as illustrated in the CFU implementation in figure 4.4c on
page 56. An advantage of this formulation is that the two non-linear functions tanh(x) and
tanh−1(x) are replaced by one non-linear function ψ(x), which can be implemented with a
look-up table (LUT) or broken-line approximation. However, hardware implementations
require very long wordlengths for a sufficient accuracy because the formulation with ψ(x)
is prone to quantization noise [59] as discussed in section 4.1.3. With

tanh(x) =
ex − e−x

ex + e−x
, tanh−1(x) =

1

2
· ln
(

1 + x

1 − x

)
(for|x| < 1), (A.18)

the ψ(x) function can be expressed in the following form:

ψ(x) = ψ−1(x) = − ln
(
tanh

(x
2

))
= ln

(
ex + 1

ex − 1

)
. (A.19)

Note that ψ(x) = ψ−1(x). Thus check node update in equation (2.27) can be replaced by

R(l)
m→n =

∏

j∈N(m),j 6=n

sign(S
(l−1)
j→m ) · ψ−1




∑

j∈N(m),j 6=n

ψ
(
|S(l−1)

j→m |
)

 . (A.20)

A.3 Performance Loss for Quantization

The simulations in section 4.1.3 show that some of the formulations of the BP decoding
algorithm yield a significant loss in the error correction performance if finite wordlengths
are used. In this section, the effect is analyzed and explained for the ψ-function and the
boxminus operator.

ψ-Function and Quantization

Simulation results for the implementation of BP decoding with the ψ-function and finite
wordlengths are shown in figure 4.9 on page 60. The required long wordlengths of more
than 20 bit for a good error correction performance can be explained by analyzing the
core function ψ(x) = ψ−1(x) = − ln (tanh(x/2)). In figure A.1a the function ψ(x) and in
figure A.1b the function ψ−1(ψ(x)) is plotted. The black lines show an implementation
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using floating point precision and the blue lines use 5:2 quantization with Q[ψ(x)] and
Q[ψ−1(Q[ψ(x)])]. For quantization i:f it follows that Q[ψ(x)] = 0 for ψ(x) < 2−f . Thus

Q[ψ−1(Q[ψ(x)])] ≈
{
x for x ≥ 0 and ψ(x) ≥ 2−f

2i−1 − 2−f for x ≥ 0 and ψ(x) < 2−f .
(A.21)

The term ψ(x) ≥ 2−f can be solved for x and results in x ≤ ψ(2−f ) = − ln
(
tanh(2−(f+1))

)
.

Using the approximation tanh(x) ≈ x for x << 1 it is simplified to x ≤ (f + 1) · ln(2).
The maximum value of x for which Q[ψ−1(Q[ψ(x)])] ≈ x is shown over the number of bits
f for the fractional part in figure A.2. Thus for quantization 5:2, all input values x ≥ 2.25
are set to the maximum positive value, which is 15.75 in case of 5:2 quantization.
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Figure A.1: ψ-function and quantization: floating-point precision and quantization with 5:2
are shown for (a) the function Q[ψ(x)] and (b) the function Q[ψ−1(Q[ψ(x)])].
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Figure A.2: ψ-function and quantization: maximum value of x for which Q[ψ−1(Q[ψ(x)])] ≈ x
over number of bits f for the fractional part.

In figure A.3 the probability density function (pdf) for the check node input values
|Sn→m| is shown for different numbers of iterations. For a 5:2 quantization all values
x ≥ 2.25 are mapped to zero when the ψ-function is applied. If the reliabilities of all
input values to a check node are |Sn→m| ≥ 2.25, the reliability of the output Rm→n is
set to the maximum value, e.i. 2i−1 − 2−f , because ψ(0) = ∞. The pdf of the |Sn→m|
shows that this case is very likely, even for few iterations. Thus soft information about
the reliabilities is lost and therefore the error correction performance decreases.



132 Appendix A Alternative Formulations of the BP Decoding Algorithm

0 5 10 15 20 25 30 35 40
0

0.02

0.04

0.06

0.08

0.10

0.12

0.14

0.16

0.18

|S       |n    m

p
ro

b
ab

il
it

y
 d

en
si

ty
 f

u
n
ct

io
n

1 iteration
5 iterations
10 iterations
15 iterations

Figure A.3: Probability density function for the input values |Sn→m| of check node processing
for a code with N = 2, 304, R = 0.5 at 1.7 dB.

Boxminus Operator and Quantization

The implementation with the boxminus operator ⊟ also requires long wordlengths when
quantization is used as shown for the simulation results in figure 4.8 on page 60. The
results of the computation

L′
0 = Q[Q[L0 ⊞ L1] ⊟ L1] (A.22)

are shown in figure A.4 for L0 = 5. For floating point precision L′
0 ≈ L0. For quantization

with 5:2 at the points indicated in equation (A.22) it can be seen that L′
0 ≈ L0 for L1 ≈ L0

or L1 > L0. However, for L1 << L0 the computation results in a high error L′
0 6= L0.
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Figure A.4: Result of the computation L′
0 = Q[Q[L0⊞L1]⊟L1] for L0 = 5 and quantization 5:2.

For a CFU using boxplus and boxminus operation as shown in figure 4.4b, the resulting
extrinsic message Rm→n can be determined with a small error for all branches where
Sj→m >

∑
i∈7N(m)j ⊞Si→m. The highest error occurs for the output value corresponding

to the branch with the extrinsic value minj∈N(m) Sj→m. Quantization leads to a mapping
of low reliabilities to high reliabilities and thus the decoding performance decreases.
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Implementation Details

B.1 Variable Node Functional Unit

Two implementations for VFUs were already presented in section 4.1.1. A further imple-
mentation for a sequential variable node functional unit which is used for the program-
mable LDPC decoder in section 5.1 is shown in figure B.1a. Compared with equation (4.2),
the order of the updates is slightly modified:

S(l,un)
n =





R
(l)
m→n for un = 0

S
(l,un−1)
n +R

(l)
m→n for 0 < un < dV − 1

S
(l,un−1)
n +R

(l)
m→n + In for un = dV − 1.

(B.1)

For initialization, both multiplexers in figure B.1a choose the zero input value. During
the next dV − 2 updates, the left multiplexer chooses zero whereas the right multiplexer
chooses the previous partial total sum value S

(l,un−1)
n . For the last update of each variable

node, the intrinsic value is added and both multiplexers choose their right input port.

A simplified VFU which requires only one adder and no multiplexers is shown in fig-
ure B.1b and is used for the fully programmable layered LDPC decoder architecture
described in section 5.4.
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Figure B.1: RTL description of sequential VFU with partial update of total sum. (a) VFU
for the programmable decoder architecture in figure 5.2 on page 81; (b) VFU for programmable
layered decoder architecture in figure 5.8 on page 96.
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B.2 Check Node Functional Unit

Figure B.2 shows the RTL of a sequential check functional unit using the min-sum approx-
imation according to equation (4.3) on page 53. While the extrinsic output messages for
this implementation and for the implementation in figure 4.2 are identical, the advantage
here lies in a lower area consumption for ASIC synthesis.
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Figure B.2: RTL description of sequential CFU using the min-sum approximation.

The CFU in figure 4.2 requires intermediate storage of all input values in a shift register
whereas the CFU here only stores the signs of the input values. In the min-sum approxi-
mation, the absolute values of all outputs are identical and equal to min1 except for one
output, which is assigned the second minimum min2. To determine this output value, the
input values are numbered using the control signal index in. The index of the smallest
input value is stored in register R7. The control signal index out gives the indices of the
output values. Usually min1 is sent to the output, only when the index of the output
value is equal to the value stored in R7 min2 is sent to the output.

ASIC synthesis results show that variable length shift registers require a large area.
Synthesis of the two CFUs was performed using a 90nm digital technology for a wordlength
of w = 8 bit and a maximum check node degree of dC,max = 32. While the CFU in
figure 4.2 requires an area of 5,963µm2, the area for the CFU in figure B.2 was reduced
by 65% to 2,098µm2.

The normalized BP-based approximation in equation (2.36) achieves a better error
correction performance and is implemented in the CFUs shown in figure B.3 by extending
the CFU from figure B.2 with a multiplier. The implementation in figure B.3a is used
for the fully programmable one-phase decoder architecture in figure 5.2, whereas the
implementation in figure B.3b requires an additional shift register and is used for the
fully programmable layered architecture in figure 5.8.
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Figure B.3: RTL description of sequential CFU performing the normalized BP-based approxi-
mation. The CP block is replaced by the CP block in figure B.2, the shift register is implemented
as shown in figure B.4. (a) shows the CFU for flooding schedule decoder architectures and (b)
shows the CFU for layered decoder architectures.

B.3 Shift Register of Variable Length

A shift register of variable length is required for the implementation of sequential check
and variable node functional units. Depending on the target technology, the shift register
is implemented in different ways. On the Xilinx Virtex4 FPGAs [91], dedicated SRL16
blocks exist which can be used as shift registers of variable length. The length of an
SRL16 shift register as shown in figure B.4a is determined by four input bits and can
vary between 1 and 16. Dedicated multiplexers can be used to combine up to four SRL16
blocks of two slices in one configurable logic block (CLB) on the FPGA to a 64-bit shift
register. A 32-bit shift register can be implemented using only one single slice if the
SRL16 blocks are used, whereas a total of 16 slices is required if the SRL16 blocks are
not used.

DIN

shift

DOUTXilinx
SRL16

4

(a)

DIN

shift

DOUT

(b)

Figure B.4: RTL description of variable length shift register for (a) XILINX FPGA technology
and (b) ASIC technology.
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For ASIC design, the implementation shown in figure B.4b can be used. It consists of a
chain of registers, and each register has a multiplexer before its input. Depending on the
length of the shift register, either the output of the previous register or the data input
DIN is chosen. All registers are enabled in every clock cycle.



Appendix C

Mapping Function

In this chapter, the equivalence between the mapping function defined in section 3.4.3 on
page 44 and graph coloring is illustrated. Furthermore, the annealing procedure which
always finds a valid mapping function is presented. Finally, the proof for the annealing
procedure [82] and an example are given.

C.1 Equivalence to Graph Coloring

The problem of finding an appropriate mapping function as described in equations (3.2)
to (3.7) on page 44 can also be formulated as a graph coloring problem (see section 2.2) on
a graph G with E vertices vi. The vertices are the elements of the set V in equation (3.2)
and two partitions P and P ′ are defined according to equations (3.3) and (3.4) with
subsets of size p. An edge connects two vertices {vi, vj} ∈ V if they are contained in
the same subset Vk or V ′

k . Coloring the vertices with p colors is equivalent to finding
a mapping function T according to equation (3.5) such that the two conditions in (3.6)
and (3.7) are met.

Figure C.1 shows an example graph for E = 9, L = 3, p = 3 and V = {v0, v1, v2, . . . , v8}
with the two partitions P = {V0, V1, V2} and P ′ = {V ′

0 , V
′
1 , V

′
2} and subsets V0 = {v0, v2, v3},

V1 = {v1, v4, v8}, V2 = {v5, v6, v7}, V ′
0 = {v0, v7, v8}, V ′

1 = {v1, v3, v5}, V ′
2 = {v2, v4, v6}.

The edges which were drawn for the subsets in partition P are shown above the nodes,
the edges for P ′ below. In [82] an algorithm is described (see section C.2) which always
finds a proper vertex coloring for the above problem using p colors, which means that the
chromatic number of such a graph is always χV (G) ≤ p. Due to the construction method
of the graph it is known that the complete graph Kp always is a subgraph of G so that
χV (G) ≥ p. Therefore, the chromatic number of the graph is χV (G) = p.

v0 v1 v2 v3 v4 v5 v6
v7 v8

Figure C.1: Illustration of the graph coloring problem which corresponds to the problem of
finding a mapping function.
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C.2 Annealing Procedure

In this section, the annealing procedure [82] is described to find a valid mapping function T
according to the definitions in equations (3.2) to (3.7). The set V = {v0, ..., vE−1} is the
domain and the set S = {0, ..., p− 1} is the range of the function T . The procedure can
be split into two steps: During initialization, a preliminary mapping function is defined
which satisfies the conditions in (3.6) and (3.7) but includes so-called blanks in its range.
A blank, which is denoted by ∅, is a value for which the mapping function has not been
determined yet. In a second step, exactly one blank within the preliminary mapping
function is replaced by a value from the set S = {0, ..., p−1}. The second step is repeated
multiple times until all blanks are filled.

Step 1 Initialization: Define a preliminary mapping function T (0) : {v0, ..., vE−1} 7→ S ∪
{∅} for the E elements in V which does not violate the conditions in (3.6) and (3.7).
The simplest way is to define a preliminary mapping function that maps all elements
to blanks, i.e. T (0)(vi) = ∅ for 0 ≤ i < E.

Step 2 Fill one blank: In this step a blank function value T (0)(vl(0)) = ∅ with a ran-
domly chosen index l(0) is replaced by a proper value from the set S. At first, the
set B(Vj) for 0 ≤ j < L (resp. B(V ′

j )) is defined as the set of all elements in S which

are not yet used as a function value for T (0)(vi) with vi ∈ Vj (resp. vi ∈ V ′
j ). Ac-

cording to the definition of the subsets, the element vl(0) is contained in two subsets:
vl(0) ∈ Vk(0) ∩ V ′

k(1) .

If the set B(Vk(0)) ∩ B(V ′
k(1)) 6= {}, there exists a value in S which can be assigned

to T (0)(vl(0)) without breaking condition (3.6) or (3.7). The value is assigned to
T (0)(vl(0)), the counter variable is set to m = 1, and the algorithm continues with
step 2.3.

Otherwise if the set B(Vk(0)) ∩ B(V ′
k(1)) = {}, two values

α ∈ B(Vk(0)) and β ∈ B(V ′
k(1)) (C.1)

are chosen randomly and the assignment T (0)(vl(0)) = α is performed. This way one
of the conditions is broken since α /∈ B(V ′

k(1)). The following two sub-steps start by
setting the counter variable to m = 0 and are repeated until both conditions in (3.6)
and (3.7) are satisfied.

Step 2.1: Set m = m+ 1. Search an index l(m) and a subset Vk(m+1) such that

T (m−1)(vl(m)) = α, (C.2)

vl(m) ∈ V ′
k(m) ∩ Vk(m+1) , (C.3)

vl(m) 6= vl(m−1) . (C.4)

If such an index l(m) is found, assign

T (m)(vl(m)) = β and T (m)(vi) = T (m−1)(vi) for i 6= l(m). (C.5)

Otherwise go to step 2.3.
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Step 2.2: Set m = m+ 1. Search an index l(m) and a subset V ′
k(m+1) such that

T (m−1)(vl(m)) = β, (C.6)

vl(m) ∈ Vk(m) ∩ V ′
k(m+1) , (C.7)

vl(m) 6= vl(m−1) . (C.8)

If such an index l(m) is found, assign

T (m)(vl(m)) = α and T (m)(vi) = T (m−1)(vi) for i 6= l(m) (C.9)

and go back to step 2.1. Otherwise go to step 2.3.

Step 2.3: The blank which was mapped to element vl(0) was replaced by a proper
value and a valid preliminary mapping function T (m−1) was found. If there are
still blanks left, set T (0)(vi) = T (m−1)(vi) for 0 ≤ i < E and go back to step 2.
Otherwise if there are no blanks left, the mapping function T was found, set

T (vi) = T (m−1)(vi) for 0 ≤ i < E. (C.10)

Proof of Annealing Procedure

In this section it is proven that the above described annealing procedure always finds a
valid mapping function. The proof [82] consists of two parts: First, it is shown that there
always exists a subset V ′

s with α ∈ B(V ′
s ) and a subset Vt with β ∈ B(Vt). Second, it is

shown that these subsets are always found.

1. In step 2 of the annealing procedure the values α ∈ B(Vk(0)) and β ∈ B(V ′
k(1)) are

chosen according to equation (C.1). Since each mapping value can appear only once
in each subset and there are L subsets in either partition, there are fewer than L
elements mapped to α (resp. β). There surely exists one subset V ′

s that does not yet
contain an element mapped to α, i.e. α ∈ B(V ′

s ). Equivalently, there surely exists
a subset Vt with β ∈ B(Vt). The repetition of steps 2.1 and 2.2 is stopped as soon
as the corresponding subset V ′

s or Vt is reached. Thus, the algorithm terminates if
it does not loop within a set of subsets where neither Vs nor V ′

t is contained.

2. The algorithm can not loop within a set of subsets where neither Vs nor V ′
t is

contained. Such a loop would mean that vl(i) = vl(j) for certain values of i, j with
i < j. At first it is assumed that there exists a loop. Then this assumption is
brought to a contradiction to prove that no loops can exist.

Suppose such a loop exists for an odd value of j. For vl(i) = vl(j) , it follows that
before the assignment of a new function value to T (j)(vl(j)), the function has the
value T (j−1)(vl(j)) = T (j−1)(vl(i)) = α. The element vl(i) was already mapped to α for
counter value m = i. As the value α is only assigned in step 2.2 of the algorithm,
the value of i must be even. Equivalently if j is even i must be odd.

Suppose j is odd and i is even, then from the algorithm it can be concluded that
{vl(i) , vl(i+1)} ⊂ V ′

k(i+1) and {vl(j−1) , vl(j)} ⊂ V ′
k(j) . For vl(i) = vl(j) , it follows that

V ′
k(i+1) = V ′

k(j) and {vl(i) , vl(i+1) , vl(j−1) , vl(j)} ⊂ V ′
k(j) as each element is contained in

only one subset in partition P ′.
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For counter variable m = j − 2 and j odd, the mapping function has the value
T (j−2)(vl(j−1)) = β before the assignment of a new function value. At the same time
T (j−2)(vl(i+1)) = β as the value of i+1 is odd. Furthermore, {vl(i+1) , vl(j−1)} ⊂ V ′

k(j) as
derived above. According to the annealing procedure only one condition is broken
for a certain value of m. Since for the counter variable m = j − 2 a condition is
broken in subset Vk(j−1) , no condition is broken in subset V ′

k(j) . As the mapping
function of the two elements has the same value, it follows that vl(j−1) = vl(i+1) .
Thus, a shorter loop was found.

The above arguments can be applied repeatedly, continuing with the loop between
the elements vl(i+1) and vl(j−1) . As j− i is odd, at the end this results in vl(n−1) = vl(n)

with n−1 = i+ j−i

2
− 1

2
= i+j−1

2
and n = i+ j−i

2
+ 1

2
= i+j+1

2
. But this is a contradiction

to the allowed assignments in equations (C.4) and (C.8), which require vl(n−1) 6= vl(n) .
Thus loops are impossible and the described annealing procedure always terminates.

C.3 Example for Mapping Function and Annealing

Procedure

This section gives an example for the annealing procedure in section C.2. The partition
matrix P̃ (resp. P̃ ′) is defined as a p×L matrix with the elements of one subset Vi (resp.

V ′
i ) in each column. The mapping matrix T̃ (resp. its permuted version T̃ ′) is a matrix of

size p × L with the values of the mapping function which correspond to the elements in
P̃ (resp. P̃ ′). In this notation the two conditions in (3.6) and (3.7) can be easily checked,

they are satisfied if each single column of T̃ and T̃ ′ contains only different values.

To illustrate the annealing procedure with an example, the set V = {v0, v1, v2, . . . , v20}
is defined with E = 21, p = 3, L = 7 and the two partitions

P̃ =




v0 v6 v9 v15 v2 v11 v19

v3 v10 v12 v17 v5 v14 v16

v13︸︷︷︸
V0

v1︸︷︷︸
V1

v4︸︷︷︸
V2

v7︸︷︷︸
V3

v8︸︷︷︸
V4

v20︸︷︷︸
V5

v18︸︷︷︸
V6


 (C.11)

and

P̃ ′ =




v1 v2 v5 v8 v0 v10 v15

v4 v7 v11 v16 v3 v13 v17

v12︸︷︷︸
V ′

0

v9︸︷︷︸
V ′

1

v14︸︷︷︸
V ′

2

v18︸︷︷︸
V ′

3

v6︸︷︷︸
V ′

4

v19︸︷︷︸
V ′

5

v20︸︷︷︸
V ′

6


 (C.12)

according to the edge indices in the bipartite graph in figure 5.3 on page 83 and the two
partitions defined in figure 5.6 on page 88. A preliminary mapping function that satisfies
the conditions in (3.6) and (3.7) is given by

T̃ (0) =




0 2 0 1 ∅ ∅ ∅
1 1 2 2 ∅ ∅ ∅
2 0 1 ∅ ∅ ∅ ∅


 (C.13)
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or equivalently by

T̃ ′(0) =




0 ∅ ∅ ∅ 0 1 1
1 ∅ ∅ ∅ 1 2 2
2 0 ∅ ∅ 2 ∅ ∅


 . (C.14)

The preliminary mapping function is used for initialization of the annealing procedure as
described in step 1 in section C.2.

Figure C.2 illustrates the complete annealing procedure for one blank over the counter
variable m from the left to the right. The ellipses mark the different subsets with their
elements and the mapping arrows show the values of the mapping function for these
elements. The thick horizontal arrows symbolize overwriting of an old mapping function
value with a new value for m = m+1. Alternately subsets from the two partitions P and
P ′ are passed. Starting with a blank which is replaced by α = 0, the annealing procedure
successively replaces mapping function values by α = 0 and β = 2 until all conditions are
satisfied.

v7

v15

v17

V3 V'1 V2
v2

v9

v4

v12

V'0
v4

v1

1

2

0 0

20

02

1

V1

02

1

v6

v10

20

V'4

v3

v0

1

counter variable m0 1 2 3 4 5 6

V0

02

1

v13

v3

20

V'5

v10

v19

1

7

0 1

0

Figure C.2: Illustration of the annealing procedure.

After the initialization with T (0), step 2 of the annealing procedure is performed and
the index l(0) = 7 with T (0)(v7) = ∅ is chosen at random. It can be seen that v7 ∈ V3 ∩ V ′

1

and B(V3) = {0}, B(V ′
1) = {1, 2} with V3 = {v15, v17, v7}, V ′

1 = {v2, v7, v9}. Thus
the intersection B(V3) ∩ B(V ′

1) = {} is empty. The two values α = 0 ∈ B(V3) and
β = 2 ∈ B(V ′

1) are chosen and the assignment T (0)(v7) = α = 0 is performed.
In step 2.1 of the annealing procedure for counter variable m = 1, the index l(1) = 9

with T (0)(v9) = α = 0 is determined with v9 ∈ V ′
1 ∩V2. The old mapping function value α

is replaced by T (1)(v9) = β = 2 and all other function values are copied from T (0) to T (1).
In step 2.2 of the annealing procedure for counter variable m = 2, the position l(2) = 12
with T (1)(v12) = β = 2 is determined with v12 ∈ V2 ∩ V ′

0 . The old mapping function
value β is replaced by T (2)(v12) = α = 0 and all other function values are copied from
T (1) to T (2). The same procedure is repeated for m = 3 with l(3) = 1, m = 4 with l(4) = 6,
m = 5 with l(5) = 0 and m = 6 with l(6) = 13.

In step 2.1 of the annealing procedure for counter variable m = 7, no index l(7) with
T (6)(vl(7)) = α = 0, vl(7) ∈ V ′

5 and vl(7) 6= vl(6) can be found. Thus the annealing procedure
for this blank is stopped and a new preliminary mapping function T (6) with one less blank
which satisfies conditions (3.6) and (3.7) is described by

T̃ (6) =




2 0 2 1 ∅ ∅ ∅
1 1 0 2 ∅ ∅ ∅
0 2 1 0 ∅ ∅ ∅


 (C.15)
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or equivalently by

T̃ ′(6) =




2 ∅ ∅ ∅ 2 1 1
1 0 ∅ ∅ 1 0 2
0 2 ∅ ∅ 0 ∅ ∅


 . (C.16)

The above procedure is repeated for the next blank and continues until all blanks are
filled. A possible result for the final mapping function is

T̃ =




0 2 0 0 2 0 0
1 1 2 2 1 2 1
2 0 1 1 0 1 2


 (C.17)

or equivalently

T̃ ′ =




0 2 1 0 0 1 0
1 1 0 1 1 2 2
2 0 2 2 2 0 1


 . (C.18)



Appendix D

Example for Configuration of
Programmable Decoder Architecture

In this chapter, a detailed example for the configuration of the permutation networks
and for the contents of the sum memories during even and odd iterations is given for
the proposed fully programmable LDPC decoder architectures with optimum mapping in
chapter 5.

D.1 Configuration for Permutation Networks

Configuration C0(k)

The L configurations C0(k) (which are for example used to configure permutation net-
work π0 of the programmable one-phase flooding schedule decoder architecture in fig-
ure 5.2) are determined in the following way. First, a vector sk is defined which consists
of p sum value copies that are read in parallel according to subset Vk. The sum value
copies are sorted such that the jth element sk(j) corresponds to color j in figure 5.6 (in the
example the color red is equivalent to 0, green is equivalent to 1, and blue is equivalent to
2). Then, a vector hk is defined which consists of the row indices modulo p of the parity-
check matrix that correspond to the sum value copies in sk. The row index modulo p of
the sum value copy sk(j) is stored in element hk(j). Finally, interpreting the vector hk

as a permutation, the corresponding inverse permutation defines the configuration C0(k).
The resulting configurations for the example in section 5.3.1 are shown below.

s0 = (S0,0 S4,0 S1,0) h0 = C−1
0 (0) = (0 2 1) C0(0) = (0 2 1)

s1 = (S0,1 S2,0 S3,0) h1 = C−1
0 (1) = (2 0 1) C0(1) = (1 2 0)

s2 = (S3,1 S4,1 S1,1) h2 = C−1
0 (2) = (0 1 2) C0(2) = (0 1 2)

s3 = (S5,0 S6,0 S2,1) h3 = C−1
0 (3) = (0 1 2) C0(3) = (0 1 2)

s4 = (S2,2 S0,2 S1,2) h4 = C−1
0 (4) = (2 0 1) C0(4) = (1 2 0)

s5 = (S3,2 S4,2 S7,0) h5 = C−1
0 (5) = (0 1 2) C0(5) = (0 1 2)

s6 = (S7,1 S6,1 S5,1) h6 = C−1
0 (6) = (0 2 1) C0(6) = (0 2 1)

(D.1)

Configuration C2(k)

The L configurations C2(k) (which are for example used to configure in odd iterations
permutation network π2 of the programmable one-phase flooding schedule decoder archi-
tecture in figure 5.2) are determined in the following way. First, a vector s′

k is defined by
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the sum value copies in subset V ′
k . They are sorted in a way that the sum value copies

sk(j) and s′
k(j) have the same first index. Then, the colors of the elements in s′

k are
stored in the vector m′

k such that m′
k(j) is the color which corresponds to sum value

copy s′
k(j) according to figure 5.6. Finally, interpreting the vector m′

k as a permutation,
the corresponding inverse permutation defines the configuration C2(k). The results for
the example in section 5.3.1 are shown below.

s′
0 = (S0,1 S4,1 S1,1) m′

0 = C−1
2 (0) = (0 1 2) C2(0) = (0 1 2)

s′
1 = (S0,2 S2,1 S3,1) m′

1 = C−1
2 (1) = (1 2 0) C2(1) = (2 0 1)

s′
2 = (S3,2 S4,2 S1,2) m′

2 = C−1
2 (2) = (0 1 2) C2(2) = (0 1 2)

s′
3 = (S5,1 S6,1 S2,2) m′

3 = C−1
2 (3) = (2 1 0) C2(3) = (2 1 0)

s′
4 = (S2,0 S0,0 S1,0) m′

4 = C−1
2 (4) = (1 0 2) C2(4) = (1 0 2)

s′
5 = (S3,0 S4,0 S7,1) m′

5 = C−1
2 (5) = (2 1 0) C2(5) = (2 1 0)

s′
6 = (S7,0 S6,0 S5,0) m′

6 = C−1
2 (6) = (2 1 0) C2(6) = (2 1 0)

(D.2)

D.2 Sum Memory Contents During Iterations

Scheduling of the node computations for the flooding schedule and layered fully program-
mable decoder architectures in figure 5.2 and figure 5.8 was already described in chapter 5.
In this section, the same example as in section 5.3.1 is used to show in detail the memory
contents of the sum memories SMA and SMB of the flooding schedule architecture and the
memory SM of the layered decoder architecture. While table D.1 illustrates the memory
contents in odd iterations, table D.2 illustrates the memory contents in even iterations.

Each column in table D.1 represents one memory location, and the time increases with
each row in the table from top to bottom. The line “start iter. 1” shows the initialization
of the sum memory banks with the sum values. In the next line labeled “read V0” three
values are read from the sum memory banks (one value from each memory bank), and
line “write V ′

0” illustrates the permuted write operation of these three sum values to the
three memory banks. The next line “memory” shows the memory contents after this first
access cycle. The same procedure is repeated for all subsets until at the end of the first
iteration in line “end iter. 1” the sum values are stored in the same memory banks as in
the line “start iter. 1” but at different addresses within these memory banks.

Table D.2 illustrates memory access for the second iteration, which is performed in
reverse order. At the end of the second iteration, the sum values are stored in exactly the
same memory banks and locations as at the beginning of the first iteration.



D.2 Sum Memory Contents During Iterations 145

sum memory banks, addresses and contents

SM0 (red) SM1 (green) SM2 (blue)

address 0 1 2 0 1 2 0 1 2

start iter. 1 S0 S5 - S2 S4 S6 S1 S3 S7

read V0 S0 S4 S1

write V ′
0

S0 S4 S1

memory S0 S5 - S2 S4 S6 S1 S3 S7

read V1 S0 S2 S3

write V ′
1

S3 S0 S2

memory S3 S5 - S0 S4 S6 S1 S2 S7

read V2 S3 S4 S1

write V ′
2

S3 S4 S1

memory S3 S5 - S0 S4 S6 S1 S2 S7

read V3 S5 S6 S2

write V ′
3

S2 S6 S5

memory S3 S2 - S0 S4 S6 S1 S5 S7

read V4 S2 S0 S1

write V ′
4

S0 S2 S1

memory S3 S0 - S2 S4 S6 S1 S5 S7

read V5 S3 S4 S7

write V ′
5

S7 S4 S3

memory S7 S0 - S2 S4 S6 S1 S5 S3

read V6 S7 S6 S5

write V ′
6

S5 S6 S7

end iter. 1 S5 S0 - S2 S4 S6 S1 S7 S3

Table D.1: Example for memory access scheduling in odd iterations.
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sum memory banks, addresses and contents

SM0 (red) SM1 (green) SM2 (blue)

address 0 1 2 0 1 2 0 1 2

start iter. 2 S5 S0 - S2 S4 S6 S1 S7 S3

read V ′
6

S5 S6 S7

write V6 S7 S6 S5

memory S7 S0 - S2 S4 S6 S1 S5 S3

read V ′
5

S7 S4 S3

write V5 S3 S4 S7

memory S3 S0 - S2 S4 S6 S1 S5 S7

read V ′
4

S0 S2 S1

write V4 S2 S0 S1

memory S3 S2 - S0 S4 S6 S1 S5 S7

read V ′
3

S2 S6 S5

write V3 S5 S6 S2

memory S3 S5 - S0 S4 S6 S1 S2 S7

read V ′
2

S3 S4 S1

write V2 S3 S4 S1

memory S3 S5 - S0 S4 S6 S1 S2 S7

read V ′
1

S3 S0 S2

write V1 S0 S2 S3

memory S0 S5 - S2 S4 S6 S1 S3 S7

read V ′
0

S0 S4 S1

write V0 S0 S4 S1

end iter. 2 S0 S5 - S2 S4 S6 S1 S3 S7

Table D.2: Example for memory access scheduling in even iterations.



List of Figures

2.1 Digital communication system . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Example graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.3 Example for vertex coloring . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.4 Parity-check matrix and bipartite graph of an irregular LDPC code . . . . 12
2.5 Base matrix and expanded quasi-cyclic parity-check matrix . . . . . . . . . 13
2.6 Parity-check matrix for IRA LDPC code . . . . . . . . . . . . . . . . . . . 14
2.7 Equivalent lower triangular form of parity-check matrix . . . . . . . . . . . 15
2.8 Approximate lower triangular form of parity-check matrix . . . . . . . . . . 16
2.9 Cycle-free graph and corresponding parity-check matrix . . . . . . . . . . . 17
2.10 Scheduling of node computations for flooding schedule and layered decoding 21

3.1 Parallel and sequential variable functional unit implementation . . . . . . . 26
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f clock frequency 5.5.3
G graph 2.2.1
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5.6.3
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5.6.3
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NV number of variable node subgroups during heuristic mapping 4.4.2
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w wordlength in bit 3.1.1
z expansion factor, size of submatrix in QC or protograph codes 2.3.2
R set of all real numbers 2.1.1
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α constant used for normalized BP-based decoding 2.4.4
γ processing overhead factor due to virtual edges 5.5.2
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µ mean 2.1.1
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see section ...
⊕ modulo two addition 2.1.3
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⊟ boxminus subtraction of LLRs, L(a)⊞L(b)⊟L(b) = L(a) 4.1.2
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⌈x⌉ next integer value which is ≥ x 3.3
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H = (A|I) | marks concatenation of matrix A with dimension a× b

and matrix I with dimension a × c to the resulting ma-
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2.1.1

H(X) entropy of random variable X 4.2.1
L(X) log-likelihood ratio of random variable X 2.1.3
mini(xi) return minimum value over all xi 2.1.3
maxi(xi) return maximum value over all xi 2.1.1
P (X) probability of the event X 2.1.1
p(x) probability density function 2.1.1
Q[x] quantization, return truncated or rounded value 4.1.3
sign(x) return sign of x 2.1.3
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