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Abstract

As an infrastructure to run high performance computing (HPC) applications, which represent
parallel computations to solve large problems in science or business, cloud computing offers to
the tenants an isolated virtualized infrastructure, where these applications span across multiple
interconnected virtual machines (VMs). Such infrastructure allows to rapidly deploy and scale
the amount of VMs in use due to elastic and virtualized resource share, such as CPU cores,
network and storage, and hence provides feasible and cost-effective solution compared to a
bare-metal deployment. HPC VMs are communicating among themselves, while running the
HPC applications. However, communication performance degrades with the use of the network
resources by other tenants and their services, because cloud providers often use cheap Ethernet
interconnect in their infrastructure, which operates on a best-effort basis and affects overall
performance of the HPC applications. Due to the limitations in virtualization and cost, low
latency network technologies, such as Infiniband and Omnipath, cannot be directly introduced to
improve network performance, hence, appropriate traffic management needs to be applied for
latency-critical services like HPC in the Ethernet infrastructure.

This thesis work proposes the traffic management for an Ethernet-based cloud infrastructure,
such that HPC traffic is prioritized and has better treatment in terms of lower latency and higher
share of bandwidth compared to regular traffic. As a proof-of-concept, such traffic management is
implemented on the P4 software switch, bmv2, using rate limited strict priority packet scheduling
to enable prioritization for HPC traffic, deficit round robin algorithm to enable scalable utilization
of available network resources and metadata-based interface to introduce programmability of the
traffic management via standard control plane commands.

The performance of the proposed traffic management is evaluated in mininet simulation environ-
ment by comparing it with the best-effort approach and when only rate limited strict priority
scheduling is applied. The results of the evaluation demonstrate that the traffic management
provides higher bandwidth and lower one-way and MPI ping-pong latencies than the best-effort
approach and has worse latency characteristics than strict priority scheduling, but trades off
the scalability in dynamic bandwidth allocation. Therefore, this thesis requires a future work
to be done to further decrease the latency and subsequently, the evaluation on a real hardware
environment.
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1 Introduction

High performance computing (HPC) systems accelerate solving advanced scientific, analytics
and engineering problems that demand high computational power. These systems are housed
in data centers and consist of large amount of supercomputers, their interconnects and storage
subsystems [1]. The computation for an HPC application is usually distributed across several
servers that are exchanging computed results between each other, therefore the performance
of such an application depends not only on the processing speed of a particular server, but
also on how fast this exchange is performed. Hence, the role of interconnect is important for
the evaluation of overall performance of the HPC applications, such as GROMACS [2] used in
molecular dynamics.

In turn, bandwidth and communication delay are two characteristics that define the performance
of interconnect systems. Data center interconnect technologies like Mellanox Infiniband [3],
Intel Omnipath [4] and Cray Aries [5] provide high bandwidth and low communication delay
that greatly improve the performance of the HPC applications. However, one common trait
these interconnects share is expensive and static infrastructure. Due to high price of their
switched fabrics, such an infrastructure, on the one hand, incurs high direct and operational
costs for the HPC service providers. These high costs often increase the pricing for potential
customers, making HPC service infeasible to use. On the other hand, the deployment of the HPC
applications is rather slow, because these interconnects require static and application-specific
connectivity between participating hosts within the existing infrastructure. If the usage of
the computational and communication resources varies from time to time depending on the
requirements of the applications, these resources might eventually become underutilized or
demand an addition that will again reflect on the costs. Moreover, such a deployment makes it
impossible to share the infrastructure simultaneously between multiple tenants without isolation,
performance degradation or security issues, turning into lower tenant density over the whole
infrastructure and thus lowering the profit.

Therefore, HPC service providers nowadays try to recourse to the virtual infrastructure as in
cloud data centers. Machine, network and storage virtualizations form isolated and shared
infrastructure, where the resource pool is provisioned for multiple tenants. This share of
resources increases utilization of the underlying hardware and tenant density, while reduces
operational costs. Compared to bare-metal HPC clusters, cloud computing has on-demand,
elastic characteristics [6] that offer the customers a convenient, cost-effective solution to deploy
and scale their HPC applications [7, 8, 9, 10].

Many research works reported that HPC applications deployed in the clouds suffer from low
communication performance [11, 12, 13, 14]. This is due to commodity and best-effort Ethernet
interconnection used in the virtualized data center, e.g. 10GE in Amazon AWS [15], and
overhead that virtualization brings due to the isolation required for multitenancy in the shared
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infrastructure. Best-effort delivery and network virtualization affect networking performance by
introducing variable latency and unstable throughput [11], as illustrated in figure 1.1. Hence,
the traffic management (TM) needs to be applied to regulate and stabilize traffic flow. More
specifically, traffic regulation methods, policing and shaping, and packet classification and
scheduling need to be considered and properly designed for the different types of traffic [16]
appearing in the data center.
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Figure 1.1: Variable throughput distribution for the services in the cloud data center due to best-
effort delivery of the Ethernet infrastructure

The resources, e.g. virtual machines, are dynamically allocated and released for the tenants in
the virtualized infrastructure. Due to this dynamic nature, the network requires to be flexible
and configurable, and TM should also follow these requirements. An example of such network
is software-defined networking (SDN), which comprises the model, where the control and
data planes are separated. The control plane instructs data plane with packet processing and
forwarding rules, and the data plane then follows these instructions. Hence, this separation
allows to deploy dynamic and configurable network infrastructure. However, the configuration
of TM via SDN is very limited. OpenFlow [17], commonly used open standard for SDN, defines
a set of basic TM mechanisms [18]: a meter table to regulate the ingress rate of a flow and a
queue selection to enqueue the packets of the flow for later scheduling. Whereas the meter tables
are runtime configurable with OpenFlow and a means for traffic policing, the enqueueing, used
for traffic shaping and packet scheduling, is vendor dependent. Its configuration lies outside of
the OpenFlow definitions and mostly done via command-line interface (CLI) of the switch. This
way, the vendor lock-in issue is introduced and the configuration becomes inflexible. Therefore,
the need for SDN-based configurable TM remains open for this standard.
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Another demand that the data center faces is the future-proof equipment that can be exploited
for several years. With high innovation rate in the networking area, e.g. scalable network
virtualization with VxLAN [19] or adaptive network load balancing using flowlet switching [20,
21], the forwarding devices need the support of state-of-art methods and protocols for network
optimization, flexibility and better performance over the whole period of use. Thus, inevitable
transition to SDN further pushed manufacturers to produce the programmable forwarding
devices and open networking community to define standards for such programmability. Open
standards primarily introduce vendor independence, yet long standardization processes delay
vendor adoption of newly protocols. Already mentioned OpenFlow standard over the time
increased the number of supported protocols in its versions, becoming complex and verbose.
This made vendors, e.g. Cisco [22], NEC [23] and Juniper [24], to support only dated versions
of OpenFlow 1.0 and 1.3 (current is 1.5) and to stall up-to-date adoption. Hence, OpenFlow is
becoming less suitable for future-proof solution in the short-term.

The emerging high-level programming language P4 [25] for protocol independent packet process-
ing addresses the issues with the novelty of the protocols in use and programmability of TM. The
P4 program [26] defines the header format of the packets and the actions that are performed on
them. This program-defined behavior allows to introduce emerging protocols into the network
infrastructure for the experimentation and later usage. The program is compiled onto a P4
target (e.g. programmable ASIC, FPGA, smart NIC) and needs to follow its architecture, vendor
independent abstraction. Additionally, the language includes the notion of metadata and extern
objects that can be used to interface the program with the target internals, e.g. packet enqueueing
and scheduling of the switch. Therefore, a P4 program, if provided by the target, can potentially
configure it in the field, and multiple types of forwarding devices can then be produced, by
simply introducing multiple P4 programs on the same white-box switch. With respect to the TM
methods needed for traffic regulation, P4 is able to extend their programmability.

The only available P4 target for this thesis work - bmv2 [27], P4 software switch - provides
CLI-based TM configuration. As a proof-of-concept, this switch will be extended to support
metadata-based interface for TM configuration. This interface can be provided by other P4
targets, if respectively implemented. Moreover, currently supported by bmv2 packet scheduling
algorithm - rate-limited strict priority - is not fully applicable for TM due to queue starvation
and link underutilization issues that will be stated in chapter 3. One of the weighted fair
queueing (WFQ) algorithms - deficit round robin (DRR) [28] - will be implemented in the switch
to overcome these issues and subsequently its configuration interface will also be provided.

Thesis scope and structure

Therefore, this thesis work will firstly analyze TM methods specifically applied for the HPC traffic
in order to improve the performance of the HPC applications deployed in the Ethernet-based
clouds infrastructure. Secondly, bmv2 switch will be extended with configurable traffic manager.
And lastly, the proposed TM model will be evaluated with network measurement metrics and
with MPI ping-pong latency test to determine any improvements after TM being applied.

The thesis work is structured as follows: the details of the topics, such as HPC, cloud computing
and cloud infrastructure with Ethernet interconnect, as well as traffic management, SDN and

3
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MPI will be discussed in chapter 2. The proposed design of traffic manager programmable with
P4 will be presented in chapter 3, whereas its implementation in bmv2 switch and validation
will be covered in chapters 4 and 5, respectively. Chapter 6 describes the experimental setup
and evaluation model to evaluate the performance of the traffic manager, and results of the
experiments are discussed in chapter 7. Chapter 8 concludes the thesis with the direction for
future work.
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2 Background

In this chapter, the background knowledge relevant to the thesis work will be provided. The
overview to HPC systems, cloud computing and virtualization will be given in sections 2.1,
2.2 and 2.3. Then, it will be incrementally explained, why Ethernet is common interconnect in
the cloud infrastructure (section 2.4) and what is a typical Ethernet-based cloud infrastructure
(section 2.5).

Section 2.6 will provide an analysis on how the performance of HPC applications can be improved
in such infrastructure with respect to traffic management and how SDN can contribute to this
improvement with subsequent introduction to its solutions, OpenFlow and P4, given in section
2.7. After that, section 2.8 explains the essence of traffic management, its methods and packet
scheduling, and section 2.9 narrows the scope to the traffic management in SDN.

MPI is mostly used standard for interprocess communication in the HPC, therefore section
2.10 introduces MPI and how the processes communicate using it, and section 2.11 explains
Ethernet-based MPI communication. Section 2.12 concludes this chapter with related work done
in SDN-based traffic management.

2.1 High performance computing

High performance computing (HPC) systems are used for computation intensive tasks, that are
common in the scientific area, data analytics or finance. Housed in data centers, these systems
consist of clusters of supercomputers backed with storage and fast interconnects. The applications
demanding high computational power and mostly parallelized, e.g. scientific applications in the
area of molecular dynamics (GROMACS [2]) or bioinformatics (mpiBLAST [29]), are deployed in
the HPC centers and referred as HPC applications. With the demand of computational power,
communication and I/O operations are also required to have high performance in order to
avoid bottlenecks in the system. Therefore, most of the HPC systems are backed with fast
storage technologies like non-volatile memory (NVM, NVM Express) and fast interconnects,
such as Mellanox Infiniband [3], Intel Omnipath [4] and Cray Aries [5], which provide high
bandwidth and low communication delay, and their infrastructure is thus expensive and costly
to use. Additionally, for each application deployment, this infrastructure is static and offers fixed
capacity that could not be changed without cumbersome involvement of the maintenance staff of
the data center.

Therefore, cloud computing is attractive for HPC users, because it offers cost-effective, pay-as-
you-go model, and the infrastructure can easily be scaled, depending on the needs. However, as
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will be explained in the following sections, cloud infrastructure degrades the performance of the
HPC applications.

2.2 Cloud computing

Cloud computing [6] represents a model, where highly available pool of computing resources (e.g.
processing, network, memory and storage or services) are shared among multiple tenants and
can be easily provisioned or released from the pool. This resource pool needs to be maintained on
the cloud provider site and the deployment of the services on top of these resources is then done
on the tenant site. This model is thus beneficial for the cloud providers in terms of utilization
and management of those resources. As for the tenants usage of cloud computing, it provides:

• On-demand self-servicing: needed resources can be provisioned with no involvement of the
cloud provider;

• Broad network access: the resources and services can be remotely accessed by any client
platform;

• Resource pooling: the resources on provider site are pooled to be dynamically allocated
between multiple tenants;

• Rapid elasticity: the tenant can scale out or scale in the computing resources allocated for
his usage depending on demands of the service, hosted by the tenant;

• Measured service: the tenant usage of the resources can be accounted on the pay-per-use
basis and monitored to provide the service usage metrics (amount of transferred data,
storage usage) to the tenant for further analysis;

Different service models of cloud computing can be employed by the cloud providers depending
on the provisioning types. Software as a Service (SaaS) model implies an application provisioned
by the provider for the remotely accessible tenant usage and run on the cloud infrastructure, the
resources of which are not provided explicitly to the tenant. Same applies to the Platform as a
Service (PaaS) model, where services created by the tenant are deployed only using operating
system (OS) and development tools supported by the provider. In the Infrastructure as a Service
(IaaS) model, however, the computing resources are provisioned. The tenant is thus capable of
running any OS to deploy arbitrary applications.

For deployment of an HPC application, specialized environment with certain libraries and tools
is needed, e.g. message passing interface (MPI) implementation [30], as well as allocation and
scaling of the resources. Hence, IaaS model and how cloud infrastructure is designed for this
model in the data center will be considered in the subsequent sections.
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2.3 Virtualization

2.3 Virtualization

Cloud infrastructure comprises of a physical infrastructure of the data center, where hardware
servers and storage devices are deployed and interconnected, and a logical infrastructure of the
isolated tenants. To enable the multitenancy on the cloud infrastructure, hardware virtualization
is exploited, where the physical resources are logically divided. An example of early virtual-
ization technique can be time-sharing machines introduced in the 1960s, where the processes
of different users are running on the same machine altering the process after specific period of
time and the machines included primitive proprietary operating system. With the technological
advancement in hardware and software in computational and communicational areas, nowadays,
more sophisticated virtualization is used, which allows to run different types of operating systems
at once in a single physical host, virtualize I/O, storage and networking.

Figure 2.1 depicts an example of a physical host with enabled virtualization. It contains multiple
virtual machines (VMs) that emulate logically separated real hosts; a hypervisor (e.g. KVM [31])
that creates them and manages their resource allocation and isolation; and a virtual switch that
provides an interconnection within or outside of the host. VMs can belong to different tenants or
to the same tenant within the physical host, depending on how the VM creation was scheduled,
and are running OS (guest OS) that may differ from the OS of the physical host (host OS).

Physical Host

Physical Access Switch

VM VM VM

Virtual Switch

Hypervisor

Physical NIC

Figure 2.1: Internals of a physical host in the virtualized infrastructure

The connectivity of VMs is provided by the virtual switch that can be software-based, e.g. Open
vSwitch [32], or hardware-based, e.g. Mellanox eSwitch [33]. For the interconnection of the VMs
belonging to the tenant, an isolated network needs to be provisioned due to security and privacy
reasons. This concern is addressed by the network virtualization, where the communication
protocols define an overlay network, a logical separation of the tenants’ networks on top of the

7
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physical infrastructure. This separation is usually done on the OSI Layer 2 broadcasting domain,
since no traffic other than the traffic, belonging to specific tenant, needs to be handled in this
domain. To resolve this, many tunneling protocols were proposed, e.g. VLAN [34], VxLAN [19]
or NVGRE [35]. Therefore, the support of these protocols needs to be provided by the virtual
switches and configuration of the switches needs to be supervised.

Overall, to sustain high density of tenants and their VMs, virtualized resources are provisioned
and deployed for their usage. The resources form a pool of virtual CPUs (vCPUs), memory,
storage volumes and networks overlaid on top of the physical resources and logically divided
per each tenant. Next sections will dive into briefly explained cloud infrastructure. Especially to
the interconnection of the hosts and the occurring challenges HPC application might face, once
deployed in the clouds.

2.4 Ethernet interconnection on clouds

The performance of the interconnect can be defined by its link capacity, or bandwidth, and
communication delay. State-of-the-art data center interconnect technologies, such as Mellanox
Infiniband [3], Intel Omnipath [4] and Cray Aries [5], are inherent with high bandwidth and low
communication delay that can greatly improve the performance of the HPC application. However,
directly introducing data center interconnects into the cloud environment is challenging due to
their limitation in virtualization.

Intel Omnipath and Cray Aries have no support of any virtualization mechanisms, however,
bridges like Ethernet-over-Aries can be used with overhead penalty up to 20% [36]. Infiniband (IB),
in contrast, utilizes single root input/output virtualization (SR-IOV) allowing virtual machines to
share and isolate the network interface card within one physical host [33], but this interconnect
is not receiving wide adoption in the cloud data center. The reason is inherently static routes
set by IB subnet manager. These routes cannot be reconfigured quickly due to centralized and
synchronous handling of the network events caused by virtual machine creation or removal,
making it not suitable for the cloud computing that needs dynamic and fast reconfiguration [37].
Also, the issues with live migration and checkpointing need to be resolved [38]. Nonetheless,
there are some cloud providers that use IB as their interconnect. ProfitBricks [39] and Joviam [40]
utilize high bandwidth of IB network cards in order to increase the density of virtual machines
per one physical host via SR-IOV, enhance I/O performance inside their storage area networks
(SAN) and utilize IB convergence (e.g. IP-over-IB). Microsoft Azure [41] provides HPC virtual
machines backed with IB only for remote direct memory access (RDMA) functionality.

On the contrary, 1G/10G/25G Ethernet is common among large public IaaS cloud providers,
e.g. DigitalOcean [42], Amazon AWS [15] and Google Compute Engine [43], due to its lower
cost, ubiquity and virtualization support. It is also widely used in HPC world: in Top-500 list of
Supercomputers, dated in June, 2018, 49.4% of the list is Ethernet-based with the highest place of
79 (25G Ethernet). Therefore, the applicability of this interconnect in deploying HPC applications
in cloud infrastructure can be a feasible option. However, Ethernet imposes significantly larger
latency and lower throughput compared to quad data rate (QDR) or double data rate (DDR)
Infiniband [44] due to its self-learning and best-effort nature: once the connectivity of a link
between two devices is established, the traffic will follow only this link, no matter how many

8
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additional links exist between the devices. This is due to spanning tree protocol that avoids
traffic loops and disables other links [45]. Moreover, virtualization itself raises performance
issues. Shared infrastructure impacts on the networking performance causing variable latency
and unstable throughput [11]. Therefore, suitable traffic management for this interconnect should
be applied.

Nevertheless, despite having bottlenecks in networking performance, for non communication-
intensive applications, e.g. embarrassingly parallel computations, the Ethernet-based clouds
might serve as a viable solution [14]. As for the communication-intensive HPC applications, the
interconnect performance should be improved.

Therefore, we now consider Ethernet as a common and cheap interconnect for the cloud infras-
tructure and determine how the performance of the HPC application can be improved through
the improvements of this interconnect. But firstly, the infrastructure needs to be introduced.

2.5 Cloud data center infrastructure with Ethernet

For the connectivity of VMs across the physical infrastructure, a virtual switch forwards packets
to the network interface card (NIC) of the physical host. The physical hosts are interconnected
with each other according to the network topology of the data center infrastructure that is
typically multitier tree [46, 47], as depicted in figure 2.2.
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Figure 2.2: Multitier tree topology of a cloud data center infrastructure

On the lowest, virtual access tier, the discussed virtual switches directly connect VMs and
propagate needed traffic further to the access tier using physical NICs. On the access tier (or
network edge), physical hosts are connected to the access Ethernet switches (or top-of-rack, ToR)
that are further connected to the aggregation tier usually using uplink with higher capacities.
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2 Background

For instance, 10Gb Ethernet ports for the hosts and 40GbE uplink ports to the aggregation tier,
switches of which have better switching capacities to sustain aggregate traffic load from multiple
access switches. Same applies to the core tier. There, the switches must sustain the traffic load
from the aggregate tier. This way, the scalability of the network is achieved, since with higher
number of physical hosts, the network can be scaled at each tier.

The interconnection between the tiers at the physical layer is usually resilient, i.e. redundant
paths are established. With Ethernet and more specifically with loop avoidance algorithms
like spanning tree [45], some links are disabled, as presented in figure 2.3. This decreases link
utilization and thus the capacity of the network, e.g. bisection bandwidth. To overcome this issue,
proprietary transparent interconnection of lots of links (TRILL) technology [48] and shortest
path bridging (SPB) [49] were proposed. Both provide multipath, however, customization of the
switches is required. TRILL is supported only by the Cisco equipment, while SPB requires the
switches to support IEEE 802.1aq extension.
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Figure 2.3: Spanning-tree loop avoidance and solutions, TRILL and SPB, to utilize available links

Another approach for resiliency is to introduce Layer 3 devices, e.g. routers or Layer 3 switches,
that will enable equal-cost multipath routing (ECMP) for traffic flows. However, the issues with
TCP packet reordering might occur due to selecting multiple path for the same TCP flow [50].
For that, Layer 4 is involved. Hash-based ECMP [51] includes TCP header values, source and
destination ports, to decide the path to be selected. This enables static network load balancing
based on TCP flow. For dynamic case, flowlet switching [20] was proposed, where the traffic
burst is routed to the same path, rather than a flow or an individual packet, providing in-order
delivery.

Resiliency can also provide 1:1 oversubscription, where a connectivity of any physical host with
another arbitrary host happens at the full bandwidth of their NICs and the host traffic is not
throttled in any possible path across the data center. This requires high aggregation power of the
switches, which reflects on the high cost of equipments. Thus, the higher oversubscription values
are introduced, e.g. 4:1, which means that for the worst-case communication (e.g. hosts in the
different leaves) 25% of host bandwidth can be achieved [52] and involves less number of links
and devices.
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2.6 Analysis of HPC improvements in Ethernet-based clouds

Having introduced the Ethernet-based cloud infrastructure, a set of improvements need to be
examined specifically for the HPC.

2.6 Analysis of HPC improvements in Ethernet-based clouds

Multiple tenants deploy their VMs that are interconnected and form isolated overlay network.
The traffic behavior of the tenants varies, since different services can be deployed on the provi-
sioned network. For example, web-services, remote storage or HPC applications have different
traffic patterns: web has short-term communication with outer clients, storage also has outer
communication, but a long-term and HPC mostly involves inner communication between VMs.
In this consolidated environment, HPC traffic suffers the most, since the demand for high
bandwidth and low latency cannot be satisfied due to the shared and best-effort infrastructure.
Hence, certain approaches can be undertaken for its improvements in the clouds: isolation of
HPC VMs from other VMs and prioritization of the traffic of HPC VMs

1. Isolation of HPC VMs from other services by VM scheduling

If HPC VMs are dispersed across data center, then interference from other services and communi-
cation delay between far placed VMs [53] will negatively affect HPC performance [54]. Therefore,
the placement of the VM should be scheduled in such a way that the HPC VMs will be isolated
from the VMs of other services, placed closer to each other [55, 56], and the resources will be
fairly and dynamically distributed among them [57].
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VM VM
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VM → High priority, e.g. MPI → Medium priority, e.g. storageVM → Low priority, e.g. webVM
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Aggregation

VM
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New HPC VM
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Figure 2.4: All HPC VMs allocated in the low latency area of the cloud data center

Figure 2.4 depicts a virtual low latency area inside a data center for HPC services that could
be backed with redundant high bandwidth interconnect (e.g. 40 GbE or 100 GbE) to provision
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high network capacity and fast speed. A new VM should be classified as HPC VM first and
then placed in this area. This approach improves the performance of the HPC applications,
but it involves a centralized device (scheduler) that runs a VM scheduling algorithm. The
centralization often leads to the issue being a single point of failure and incurs greater latency
in VM creation/deletion under the load. Moreover, this approach does not always guarantee
complete isolation from other services, since the services running on VMs are tenant-defined,
and the issue of underlying Ethernet interconnect still remains open.

2. Prioritization for the HPC traffic

With regards to communication, the traffic of different types of services needs to be differentiated
and classified, and respective prioritization scheme needs to be applied to them. On the level
of interconnects, this differentiation is performed based on the protocol headers of transmitted
frames. In case of Ethernet infrastructure, differentiated services (DiffServ) [58] refers to the
traffic classification and serves as a model for prioritization scheme and quality-of-service (QoS)
provision [16]. For example, compared to the web-traffic, the HPC traffic is latency critical and
thus a higher priority should be assigned to it. A high priority traffic has then special treatment by
following the prioritization scheme. It either can be based on the selection of dedicated physical
links for prioritized services via resilient mechanisms, discussed in section 2.5, or selection of
dedicated logical channels within a physical one [59], when links are oversubscribed.

VM → High priority, e.g. MPI → Medium priority, e.g. storageVM → Low priority, e.g. webVM

...VM VM

VM VM

vSwitch

VM

VM VM

vSwitch

VM

Dedicated physical link for HPC traffic

Figure 2.5: Dedicated physical links for HPC traffic

The first approach is depicted in figure 2.5. There, high priority traffic gets full link capacity for
communication without interference from other services. However, this requires additional links
and network interface cards only for prioritization purposes, thus number of connected servers
per switch decreases (or inversely, requires higher number of switches with the same amount
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2.6 Analysis of HPC improvements in Ethernet-based clouds

of servers). In the absence of high priority traffic, the utilization factor is low, since these links
are not involved. Also the switches need to be capable of differentiating high priority traffic
and selecting appropriate links. Current commodity Ethernet switches cannot do that, because
the link connectivity is established based on learning and avoidance of traffic loops [45], which
disables some of the links. With extensions for resiliency, all links are available for connectivity,
and more expensive Layer 3/4 devices can be used for this prioritization approach, thus making
it more expensive solution, which potentially will not fully utilize available links and involve less
density of servers and VMs.
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VM

VM VM

vSwitch

VM
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Medium priority - 30% of bandwidth
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Dedicated logical link for HPC traffic within a physical link

VM → High priority, e.g. MPI → Medium priority, e.g. storageVM → Low priority, e.g. webVM

Figure 2.6: Dedicated logical links for HPC traffic

On the other hand, the second approach, demonstrated in figure 2.6, applies queueing mecha-
nisms in order to create logical channels, hence introducing oversubscription (section 2.5) at the
edge of the network. The traffic from different services is mixed, however, the prioritized traffic
is scheduled in a way that it gets more bandwidth of the links than the others. Ethernet switches
support queueing and provide prioritization through the IEEE 802.1Q Ethernet extension [34].
Hence, this solution fully utilizes available links and more cost-effective. However, the queue
scheduling needs to be performed accurately, so that the prioritized traffic will not undermine
other services, and dynamically, in order to handle the large amount of network changes in
the dynamic cloud infrastructure. Nevertheless, having higher link utilization and being more
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cost-effective, this approach is hence more attractive for introducing the traffic prioritization onto
the cloud infrastructure.

Although proper VM scheduling should take place in the cloud data center and coexist with
traffic prioritization, this approach will be further discarded, since it does not resolve the problem
of the Ethernet infrastructure. Thus, the focus will primarily be on the traffic prioritization and
improvement of Ethernet-based connectivity.

Approaches to improve Ethernet interconnect

By having traffic prioritization enabled, we need to examine what features of data center
interconnects, e.g. Infiniband, Omnipath and Aries, can be utilized in the scope of Ethernet
infrastructure and how it can be implemented for the connectivity improvement.

What makes special about these interconnects is hardware optimization on both end-hosts and
switched fabrics. On the side of end-hosts, Infiniband introduces remote direct memory access
(RDMA) as CPU offloading technology that allows zero copy of transmitted data due to bypass of
operating system, as opposed to socket-based communications. It allows to write from and read
to the memory of a remote host without intervening of CPU. This leads to the dramatic decrease
in latency [60]. Another approach undertaken by Omnipath is to dedicate specialized cores for
network functionalities inside Intel processors, resulting in decrease of latency, since the compute
cores inside CPU are not busy processing I/O [4]. Cray Aries, as part of Cray XC system, is a
system-on-chip (SoC) device, referred as a XC blade. It comprises 4 NICs, connected to them 4
nodes (hosts) and 48 port tiled router for the inter-communication between the blades [5]. The
blades are then placed into the Cray cabinet that provides wiring between the blades. Because
the nodes are wired within SoC blade, it ensures the low latency due to low communication
distance and fewer link errors, resulting in the less number of retransmissions.

When it comes to optimization of the switches, Infiniband and Omnipath share some features.
On the network initialization, static multipath routes between the nodes are established and
respective forwarding rules are installed into the switches. The switches, containing these rules
in their forwarding tables, direct the traffic to the selected output port. The physical links, in
turn, consist of logical channels, known as virtual lanes (VLs). A virtual lane is mapped to a
particular service and is arbitrated within a link depending on the arbitration rules. Thus some
high priority services can get better treatment in terms of bandwidth and transmit order among
other concurrent logical channels inside one physical link. The switches also support credit-based
link layer flow control that makes lossless connectivity. The buffers of the switches cannot be
overflown due to feedback mechanism between sender and receiver. This mechanism shows the
status of the buffers and how much more data can be transmitted. Once the buffers are running
full, the sender simply waits until the space will be again available.

The difference of the interconnects is that Omnipath introduces link transfer layer, so-called
1.5-Layer, between link and physical layers. At this layer, a link layer frame is segmented into
64-bit flow control digits (FLITs). 64 FLITs are then combined and transmitted to the destination
via physical layer. This segmentation allows high priority FLITs to be injected into the lower
priority FLITs, thus decreasing the latency of high priority traffic, since partially the high priority
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frame was already transmitted [4]. Whereas Infiniband sticks to traditional approach, making a
high priority frame to wait until the low priority frame completes its transfer on the wire if the
later has already started to transfer its bits [60].

The Aries interconnect, on the other hand, utilizes Dragonfly topology [61] for communication
between nodes. This topology groups the nodes with the short electrical wires within a Cray
blade and cabinet and introduces inter-group network with Dragonfly-specific routing utilizing
optical cables. Due to the nature of this topology, the links are meshed, i.e. all-to-all link
connections, within a group and between the groups. This results in increased global bandwidth
and lower latency between communicating nodes, however, the number of devices is limited (up
to 92,544 nodes) [5].

In the scope of Ethernet improvements as the interconnect, end-host optimization can hardly be
used. Although there exist technologies like TCP offload engine [62], which allows to offload the
whole TCP/IP stack from the CPU to hardware, virtualization offload with Mellanox eSwitch
[33] and RDMA over converged Ethernet (RoCE) [63], which allows to perform RDMA over
the IP/Ethernet networking stack, they are not resolving the learning and best-effort nature of
Ethernet.

When considering optimization on the switches, data center bridging (DCB) Ethernet extensions
already provide priority-based flow control (PFC, IEEE 802.1Qbb) on the link layer that pauses
the transmission of frames of particular logical channel, when its buffer is getting full; addressing
predefined multipath routes establishment, TRILL and SPB (section 2.5) perform such establish-
ment. However, all of them require special and rather expensive switches that support these
features.

Nevertheless, there exists another way to support features of data center interconnects. Software-
defined networking (SDN) decouples control and data planes. A networking application running
on the control plane, e.g. Layer-3 routing or Layer-2 switching, allows to programmatically install
application-specific forwarding rules into the data plane (switches). The switches then simply
forward the traffic by following these rules, possibly enabling multipath. Moreover, with the help
of queueing mechanisms used for QoS provisioning in most of the Ethernet switches, logical
channels can be created and prioritization schemes can be arbitrarily applied to them. Therefore,
similarly to data center interconnects, multipath provisioning and service to logical channel
mapping can be implemented with SDN.

2.7 SDN

Traditional fixed-function forwarding devices in the data centers, e.g. switches or routers, follow
all-in-one design that includes the support of many protocols that are usually redundant and
complex. With evolvement of the new networking functionalities and protocols, these devices
are still providing same set of functionality, making it impossible to follow innovations in the
networking area. Therefore, the programmability of the forwarding devices gives an opportunity
for experimentation and evaluation of ideas on the real devices and not only with simulations.
The programmability also provides a future-proof solution, since over time, the devices will
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be up-to-date with current state of networking research findings and their exploitation period
prolonged for several years, which justify the cost of equipment purchase.

Software-defined networking (SDN) addresses such programmability. While in traditional
networks, where the forwarding decisions are computed by the control plane of a device and put
into forwarding tables, in SDN the control plane is decoupled from the forwarding devices. This
way, it can make arbitrary forwarding decisions not limited to existing routing algorithms and
dictate the forwarding instructions onto the device, which obediently executes them. Thus, the
complexity of the forwarding devices can be decreased, providing only the environment and the
interfaces for its programmability. If such programmability is standardized, it will avoid negative
effect of vendor lock-in, leading to vendor independence in the heterogeneous infrastructure as
cloud data centers have [64, 65].

The SDN architecture is presented in figure 2.7. The control plane is referred as multiple (or
single) centralized control devices that orchestrate the network, whereas data plane is referred
as an interconnection of forwarding devices that follows the forwarding instructions. Network
applications, e.g. routing protocols (OSPF, RIP), are running on top of the control plane and
interact with it using a north-bound API, whereas the control plane interacts with data plane
using a south-bound API to install the instructions. The forwarding instructions are stored in the
forwarding tables of the devices and consist of arbitrary matching and actions performed upon
the matching.

Data Plane

Network Applications 

Control Plane

Northbound API

Southbound API

Load
balancingRIPOSPF

Figure 2.7: SDN architecture. Network applications are using a north-bound API to interact with
control plane, which is sending instructions to the data plane through a south-bound
API

In turn, SDN suggests many available protocols, open standards and implementation methods
[66], but the most used and promising are OpenFlow [17] and P4 [25]. OpenFlow is a commu-
nication protocol that defines finite set of hardware-independent match and action pipelines.
Whereas, programmable, protocol-independent packet processor (P4) is a programming language
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that helps to implement user-defined packet processing and header parsing, thus defines arbitrary
match and action pipelines. Both of them are limited to the Ethernet infrastructure and utilize
queueing mechanisms, and thus can be used for the improvement of traffic management in this
infrastructure.

OpenFlow

OpenFlow represents a standardized south-bound API and defines a set of forwarding instruc-
tions and the transport, which is used to communicate control and data planes with the messages
carrying these instructions. An OpenFlow controller (e.g. Ryu [67], OpenDaylight [68]) represents
a control plane entity, an OpenFlow switch (e.g. Open vSwitch [32]) represents data plane entity
and a flow table is a forwarding table in OpenFlow terminology. The flow table contains the
entries with matching conditions, e.g. based on IP source and destination addresses or TCP
port number, and the actions performed upon the match occurrence, e.g. setting an output
port or change Layer 2 headers. Figure 2.8 gives an example of forwarding the traffic based
on destination IP address: a switch contains some entries matching by destination address and
sending the packet to the specified port. The controller populates the flow tables using OpenFlow.

OpenFlow switch 2

OpenFlow switch 3

OpenFlow controller

O
penFlow

 protocol

Flow table of switch 2: 

Match → Action: 

dst_IP=10.8.10.1 → output:1 
dst_IP=10.8.10.3 → output:2 

OpenFlow switch 1

1 2

Figure 2.8: OpenFlow: forwarding a traffic based on destination IP address

The matching parameters and the set of actions in the flow table depend on the version of
OpenFlow. Each incremental update of the protocol introduces new headers to match and
actions to perform. This way of introducing new functionality to the protocol requires long
standardization process that delays vendor adoption of new versions of protocol. Vendors, such
as Cisco [22], NEC [23] and Juniper [24], still support dated versions of OpenFlow 1.0 (2009) and
1.3 (2012), however, current version is 1.5 (2015). Long adoption delays of OpenFlow is thus
problematic to provide innovative methods in short-term, but may be sufficient for long-term
provision.
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P4

Another approach that allows to build user-defined forwarding behavior of the data plane, as
opposed to standardized, is by using protocol-independent packet processing (P4) programming
language. A program written in P4 [26] defines the protocol headers that will be involved in
the forwarding plane and match+action pipeline tables that a packet will undergo, similarly
to OpenFlow. Matching defined by the P4 program can be based on the packet headers or
other parameters. The actions also defined by the P4 program can perform basic arithmetic
computations or header manipulations.

The P4 program is compiled into a P4 target, e.g. programmable ASIC (Barefoot Tofino [69]),
NetFPGA [70] or smart NICs [71], and thus needs to follow the switch architecture, vendor-
independent abstraction that the targets provide. As part of the architecture, the targets can also
provide an additional set of metadata and extern objects that can be used to interface the program
with the target internals, e.g. packet queueing and scheduling mechanisms of the switch. After
the compilation of the program, the control plane API is generated for the access via remote
procedure calls (RPC) to the target’s pipeline tables and internals.

The role of control plane, which can be either local or centralized, in the scope of P4 program is
to populate the tables with matching parameters, the actions and dataset, which is associated
with specific match and action. Upon the matching, the action and its dataset are provided to the
switch for the execution.

Same forwarding example as in OpenFlow is shown in figure 2.9. The Layer 3 forwarding P4
program (L3-fwd.p4) has been compiled onto the switches and control plane has populated the
entries in their pipeline tables. After the matching based on the destination address, the action is
executed by setting the metadata for the output port selection.

P4 switch 2

P4 switch 3

Pipeline table (ipv4_fwd) 
of switch 2: 

Match → Action → Data 

10.8.10.1 → forward → 1 
10.8.10.3 → forward → 2 

P4 switch 1

1 2

L3fwd.p4 
 

... 

action forward(bit<9> out_port) { 
  standard_metadata.egress_spec = out_port; 
} 

table ipv4_fwd { 
  key = {hdr.ipv4.dstAddr: exact;} 
  actions = {forward; drop;} 
  default_action = drop(); 
} 

if (hdr.ipv4.isValid())  ipv4_fwd.apply(); 

... 

Controller
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ontrol plane A

PI 
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PC
) 

Figure 2.9: P4: forwarding a traffic based on destination IP address

Programmability of data plane with P4 is not limited to the existing widely-used protocols, e.g.
TCP and IP, hence, compared to OpenFlow, it provides rapid experimentation with emerging
protocols like VxLAN [19] or similar, since the the header format and supported actions are
program-defined. Therefore, the functionality of the forwarding devices can be altered and
multiple devices can be produced, simply by changing current P4 program or introducing
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multiple programs, and thus making it future-proof. The current limitation is that P4 is in
early stage and vendor support is very few: Arista Networks [72], Edgecore Networks [73] and
Netberg [74] provide first generation of hardware P4 switches backed with Barefoot Tofino [69]
programmable ASIC, whereas Netronome [71] provides smart NICs with P4 compatibility.

After the introduction to SDN, we now focus back on the traffic management techniques for the
traffic prioritization, discussed in section 2.6 and later show, what the already discussed SDN
approaches offer with regards to the traffic management.

2.8 Traffic Management

Network traffic management (TM) [75] addresses the issue with an excess of traffic flowing into
the network. Due to increase in network traffic, congestion occurs which leads to packet drop
and consequentially to the poor performance of the network. As a result, network-dependent
services along with user-experience are degraded. Thereby, a network provider reaches a service
level agreement (SLA) with a network user that includes certain level of guarantees for quality-
of-service (QoS) in the form of guaranteed QoS metrics like throughput, transfer delay, delay
variation (jitter) and percentage of packet losses.

In order to deal with the traffic excesses and practically implement these QoS guarantees, TM
offers admission and access control. Admission control makes a decision of whether to restrict or
allow the traffic flow at the edge of the network before its flow starts. This decision is made based
on the QoS metrics defined in SLA that are commonly provided by a signaling protocol [76]
to the network. Access control assures that admitted traffic conforms defined QoS guarantees
by regulating its rate. Traffic policing and traffic shaping refer to the methods for such rate
regulation [77].

2.8.1 Traffic policing and traffic shaping

Figure 2.10 demonstrates the difference between the two rate regulation methods. Traffic policing
takes actions to prevent excess of traffic flow at the ingress of a forwarding device. Once the
rate of the flow becomes higher than a threshold level, which is based on QoS parameters, the
forwarding device either drops incoming packets or marks them with congestion experience flag
[78]. Traffic shaping [79], on the other hand, exploits queueing mechanism of the forwarding
devices in order to buffer traffic bursts and then process them at the desired rate, thereby
smoothing the traffic. Compared to traffic policing, the shaping reacts better to the traffic bursts
because the packet drops occur only in the case of buffer overflow and not rate excess. The
shaped traffic additionally causes stable outgoing rate, which in turn infers less buffer space
and decreases queue delay for the propagation to the next hops [75]. However, this approach
introduces longer queueing delay at the edge of the network.
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Figure 2.10: Traffic policing and traffic shaping difference

2.8.2 Packet scheduling

Exploited by the traffic shaper, a queueing mechanism is also useful for packet scheduling as
in the case, when multiple packets of different queues compete for the same output port of a
forwarding device. In this case, the scheduler decides which queue to serve first with the help of
the packet scheduling algorithms, and various prioritization or fair schemes can then be applied.

When a traffic flow needs a prioritization among other flows that compete for the same output
port, then the strict priority (SP) scheduling [80] can be used. A high priority queue is dedicated
to prioritized traffic. While there are packets in this queue, the lower priority queues will not be
served. This could create a queue starvation, since lower priority traffic does not flow. Therefore,
the rate limiting (RL) is exploited to restrain high priority traffic and allow lower priority queues
to be served. In this case, there could exist different levels of priority queues with their rates that
are served from the highest to the lowest priority, as depicted in figure 2.11.

When the rate is limited for each queue, the highest priority queue is served first without
causing queue starvation. However, if there is no high priority traffic, then the remaining rates
distribution does not occupy full link capacity leading to the link underutilization.

In order to fully utilize the link capacity, weighted fair queue (WFQ) [81] scheduling model was
proposed. It approximates a bit-by-bit weighted round robin scheduling over the queues, which
guarantees fairness in bandwidth sharing at any given time.

A queue has a weight coefficient (wi) that defines a portion of overall rate of the output port (R).
Individual rate (ri) is then calculated using following calculation:
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Figure 2.11: Rate limited strict priority scheduling

ri =
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n

∑
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wj

· R

Having queue’s rate, a WFQ scheduler then estimates "finish" time (Fi) of a head packet with
size (Pi) by tracking "start" time (Si) of the queue:

Fi = Si +
Pi
ri

The queue with the lowest finish time is then served first and its start time is updated Snew
i = Fi.

Figure 2.12 illustrates an example of WFQ model.

However, as it can be observed, a scheduler needs to perform calculation of finish time for every
queue each time a queue is served. This calculation has a complexity of O(log(n)), which is
inefficient and can hardly be implemented at line rate. This led to the implementation of deficit
round-robin (DRR) [28], a fair queueing algorithm with lower computation complexity of O(1).

Each queue is associated with deficit counter and quantum. The quantum values are assigned to
the queues according to the bandwidth distribution. For example, with the distribution 2 : 1 for
two queues, the quantum values will be 1400 : 700. Initially, the first active queue is selected. Its
deficit counter (Di) is increased by the quantum (Qi) value. If the size of queue’s head packet
(Pi) is less than (Di), then the next active queue is selected; otherwise, the packet size is deducted
from (Di) and the packet is sent to the output port. If there are packets left in the queue, then
the process repeats itself, else the next active queue is selected. Figure 2.13 depicts the example
of DRR working principle.

Unlike another low complexity fair algorithm, weighted round-robin, where packets are sched-
uled in weighted turns without considering packet size and thus could erroneously allocate
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Figure 2.13: Deficit round-robin (DRR)

bandwidth to the queues, DRR includes packet size and thus schedules packets in a fair way.
The election of the active queues is performed in turns independent of the number of queues
without preprocessing as in WFQ. Hence, this low complexity fair scheduling algorithm can be
efficiently realized on the hardware.

2.9 Traffic management with SDN

Configuration and classification concerns for TM

Programmability and vendor independence are the key features that SDN-based networks should
provide. Same should refer to the SDN-based traffic management. The control plane should
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define traffic management instructions, which the data plane is capable of, and through vendor-
independent south-bound API install them into the data plane. The data plane should then
comply these instructions, performing traffic management. Ideally, the parameters of the traffic
management should be configured at the runtime by the control plane and, unlike traditional
configuration of the networking devices, without using switch command-line interface (CLI) in
order to avoid vendor lock-in. However, in practice, both OpenFlow and P4, do not completely
provide runtime configuration.

Another SDN concern for traffic management is flexibility of traffic classification. Compared
again to the traditional traffic classification that relies on the differentiated services (DS) field of IP
or Ethernet extensions [58], SDN is capable of multi-field classification based on flow parameters,
e.g. source and destination IP addresses or transport port numbers, in the flow tables of the SDN
switches.

Traffic management with SDN solutions

Both OpenFlow and P4 provide basic traffic regulation methods that were described in the previ-
ous section, namely traffic policing and traffic shaping, and the flow-based traffic classification.

OpenFlow provides traffic policing using meter tables. This table applies per-flow meters that
either drop the packets or decrease drop precedence of the differentiated services code point
(DSCP) field of an IP packet, once the rate of a flow reaches the rate specified in the table [18].
Bursts size parameter of the table adjusts the sensitivity of the rate measurement, since the bursts
with short time interval does not usually trigger the meter.

OpenFlow does not explicitly provide traffic shaping mechanisms, however, it provides Set-Queue
action that enqueues the packet onto the specified queue and relies on the switch implementation
of the QoS actions. Open vSwitch utilizes QoS mechanisms based on the linux packet scheduling
discipline, e.g. hierarchical token bucket [82].

P4, in contrast, strongly relies on the switch architecture and supported extern objects. Current
P4 software switch, bmv2, as part of the P4 extern objects, has meter mechanism based on the
two rate three color marker (trTCM) [83]. The policing can be performed by measuring the flow
rate and marking it with colors: "RED" - if the peak burst rate is reached, "YELLOW" - if the
committed burst rate is reached and "GREEN" - otherwise. Similarly to OpenFlow, burst sizes can
be adjusted for each marking, but contrastingly, the actions performed for traffic excess depend
on the P4 program running on the switch and thus user-defined. For example, a packet could be
dropped, if it is marked as RED.

The traffic manager of the bmv2 switch has priority queues and the strict priority scheduling is
performed on it in order to implement traffic shaping. The switch provides intrinsic metadata to
specify the priority queue in a P4 program. From the ingress pipeline the packets are enqueued
to the specified queues and traffic manager then schedules the packets that later reach the egress
pipeline.

Therefore, it can be concluded that, when it comes to the traffic shaping and further packet
scheduling, both OpenFlow and P4 rely on their vendor implementations. However, OpenFlow,
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as an open specification, does not define any traffic shaping behavior and does not parameterize
packet scheduling mechanisms available in the data plane switches, hence runtime configuration
of the traffic management cannot be fully programmable via control plane. Whereas P4-based
switches can utilize intrinsic metadata and extern objects that would provide a programmable
interface to the internal traffic manager, i.e. the traffic management parameters (e.g. rates or
weight coefficients of the fair scheduling algorithms) will be possible to adjust from the scope of
the P4 program.

2.10 MPI communication

Message passing interface (MPI) is a standard for message passing for the portable parallel
computing applications in the distributed memory environment [84]. It defines communicational
semantics between the processes performing distributed tasks. Each process is a participant of a
communication group and has an assigned rank that identifies the process among the others. In
order to connect these processes, a communicator is introduced, which is an abstraction defined
in MPI for a safe delivery of the messages.

The MPI defines point-to-point, collective and one-sided communication classes. The latter class
has been introduced in MPI-2 [85]. In the point-to-point communication, the messages are sent
between the two processes in the blocking or non-blocking mode, as shown in figure 2.14. The
sending process uses MPI_Send function, which returns only when the sending buffer is safe to
be altered by the application, whereas with non-block send (MPI_Isend) this return is immediate
and the application routine proceeds.

Proc 0 Proc 1
MPI_Send

Wait for
safe

return

Continue
application
routine

Blocking
Proc 0 Proc 1

MPI_Isend

Continue
application
routine

Nonblocking

Figure 2.14: MPI blocking and non-blocking point-to-point communication

The collective communication implies coordinated communication within a group, and MPI
defines five types of collective data movement [84]: broadcast, scatter, gather (illustrated in figure
2.15), all-gather and all-to-all (figure 2.16). In the broadcast communication, a single process
sends the data to all the other processes, whereas with the scatter, it sends specific data to the
respective processes. Gather communication allows all the processes to send the data to one
process.

When all-gather is employed, all the processes broadcast the data in such a way, that upon
receiving, they obtain the same data set. Similarly to scatter communication, in all-to-all, specific
data are sent from each process to all, so that the data obtained by a process are distinct.
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Figure 2.15: MPI collective communication. Broadcast, scatter and gather
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Figure 2.16: MPI collective communication. All-gather and all-to-all

One-sided communication implies remote memory access (RMA), where processes from a sender
and from a receiver are distinguished, and their data in their memory are explicitly accessed. In
order to write the data to the remote memory, the sender process uses MPI_Put function, and for
reading data from the remote memory, the MPI_Get function is used. The data accessible for the
remote host are specified in the form of memory windows (MPI_Win), as shown in figure 2.17.

Available memory

Proc 0 Proc 1

Window for
remote access 

Memory block 

Available memory

Window for
remote access 

Memory block 
MPI_Get

MPI_Put

Figure 2.17: MPI one-sided communication and remote memory access (RMA) via MPI_Put and
MPI_Get
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2.11 MPI traffic consideration over Ethernet

Up to this section, traffic regulation methods were discussed. The method suitable for the HPC
traffic yet needs to be determined. The types of transport protocol used for the communication
over Ethernet infrastructure are firstly presented, and traffic regulation method is then selected.

The widely-used implementations of MPI standard are MPICH [86] and Open MPI [87]. Although
these implementations differ, they utilize same underlying communication stack and can be
based on Ethernet or low latency interconnects, such as Infiniband, Aries or Omnipath. Since we
assumed Ethernet infrastructure, IP-based MPI is considered that utilizes standard TCP/IP stack
and can use socket mechanism, which is TCP-based, or RDMA with RDMA over Converged
Ethernet (RoCEv2 [63]), which is UDP based.

TCP and RoCEv2 contain reliable delivery mechanism. As a reaction to the packet losses or
out-of-order delivery, retransmissions are performed, which increase latency. Hence, for MPI
traffic, it is critical to have no packet losses. Since the traffic policing drops the packets as a
reaction to the traffic excess, the traffic shaping, where excess of traffic is enqueued and not
dropped, is preferred for the MPI communication. Also, for in-order delivery, the packets of
the flow should not be routed to different path, but adhere to the same path. This issues can be
resolved with flow or flowlet based multipath routing, mentioned in section 2.5. Additionally,
flow control needs to be further applied to the infrastructure in order to make it lossless. For
that, data center bridging (DCB) Ethernet extensions should be considered, since they provide
such mechanism on the link layer.

2.12 Related work

Traffic management takes its roots from the end of 20th century coming from ATM networks,
where traffic policing through leaky bucket [88] and shaping were proposed [79] as the traffic
regulation methods.

With Ethernet networks and SDN, same principles were applied and programmatic traffic
management became possible. The work done by [89] proposes the centralized dynamic scheduler
with OpenFlow, which is responsible for fairness in sharing of the network resources. This
scheduling utilizes Open vSwitch QoS mechanism to set rate limiters for each communicating
VM in order to evenly distribute the bandwidth per physical NIC. The programmability is done
by the OpenFlow controller and not by the switch and limited to the rate limitation.

The community of OpenStack [90] cloud platform is proposing the extension to Open vSwitch to
support DSCP marking, which will be providing prioritization done on the switches and NICs,
but this feature is currently not implemented on QoS API from OpenStack [91].

Authors of the work QoSFlow [92] detected inflexibility of OpenFlow for the selection of packet
scheduling techniques and wrapped around the framework to resolve this. They used netlink
sockets [93] for interprocess communication between linux user and kernel space and queueing
disciplines of the kernel to provide control over the packet scheduling algorithms, e.g. hierarchical
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token bucket (HTB), randomly early detection (RED), and stochastic fairness queuing (SFQ).
The authors also extended OpenFlow 1.0 protocol with queue discipline selection message and
OpenFlow 1.0 datapath (switch) to allow the kernel to appropriately schedule the packets and
enable configurable QoS in the datapath.

A high-level programming language for line-rate switches named Domino [94] allows to expres-
sively define the behavior of the switches, similarly to P4 language, and supports autogeneration
of P4 code. Within the scope of this language, the line-rate programmable packet scheduler
was proposed in [95]. It utilizes the push-in first-out (PIFO) as an abstract queue model and
the computation of packet ranks, which defines the position in the queue. PIFO is priority
queue, where elements are placed based on the rank and dequeued from the head. Hence, the
scheduling algorithms, like strict priority (SP) or weighted fair-queueing (WFQ), can be expressed
in terms of ranks assigned to the packets and can be programmed as a scheduling mechanism
within a data plane pipeline.

As for the deployment of HPC applications in clouds and enhancing their performance through
improvement of the interconnect, the work [96] utilizes Infiniband low latency interconnect in
the OpenStack cloud platform. The modifications to the OpenStack Neutron networking engine
were made with Mellanox Neutron plug-in to enable SR-IOV virtualization with Infiniband
devices. The results showed that the performance is comparable to the bare-metal deployment.
Additionally, Mellanox provides set of solutions for the deployment of low-latency SDN clouds
on OpenStack [97].
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When HPC applications are deployed in the cloud infrastructure, an HPC traffic flow should
be prioritized among the other flows in order to improve its communication performance, as
discussed in section 2.6. At the same time, all available link bandwidth should be utilized, since
the utilization of available resources is one of the main concerns of cloud providers. Therefore,
this chapter proposes traffic management designed in a way that it will regulate the traffic flow
produced by virtual machines, giving a high priority to the HPC traffic, as well as utilizing link
capacities. Overall design requirements and utilization concerns are introduced in section 3.1.

The programmability of traffic management via control plane in SDN needs to be also examined.
As it was stated in section 2.9, neither OpenFlow nor P4 currently provides such programmability,
however, P4 has the language constructs that can be utilized in order to introduce the interface
for configuration of traffic management. Therefore, the design of such interface is explained in
section 3.3. The remaining of the chapter will be dedicated to discussion and eventual behavior
of proposed traffic management.

3.1 Design requirements

Firstly, the requirements for the traffic management needs to be established for the performance
improvements of HPC applications in the cloud infrastructure:

1. It needs to provide logical and physical links via queue scheduling disciplines and multipath
respectively to implement traffic prioritization, as discussed in section 2.6.

2. High priority traffic is allowed to undermine lower priority traffic to a certain extend when
providing prioritized logical links. This is due to the prioritization scheme that queue scheduler
applies to an outgoing link, when the services are consolidated in the shared infrastructure.

3. The links need to be fully utilized.

4. As explained in section 2.11, for MPI communication, it needs to provide traffic shaping as a
traffic regulation method.

5. It needs to be fully configurable through the vendor independent south-bound API (section
2.7) in order to avoid vendor lock-in, as discussed in section 2.9.

Considering OpenFlow and P4 and their features that will satisfy the traffic management
requirements, it can be concluded that both can provide aforementioned traffic prioritization
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methods in the shared infrastructure and utilize available link, if the rates are distributed
properly; both can provide traffic shaping through their switch implementations, however,
neither provides programmable interface to the traffic shaper. Nevertheless, it is clear that with
P4 such programmability can be provided, as discussed in section 2.9. Therefore, the choice
for the SDN solution is towards using P4 due to its extendability to provide the interface to the
traffic manager.

3.2 Utilization concerns

After narrowing SDN solutions down to P4, we will consider bmv2 as a data plane switch.
Without an emphasis on the evaluation setup and switch performance, but rather to demonstrate
the behavior of current traffic management of the switch, four hosts are assumed and connected
to the switch in the star topology with 80 Mbps link capacities, as shown in figure 3.1. One of
the hosts, Host 1, is a high priority host, whereas Host 2 and Host 3 are low priority hosts. Low
priority hosts are generating a UDP traffic at a link rate (80 Mbps) to Host 4, which measures
their effective throughput, thus congesting the link between Host 4 and the switch. H1 generates
the traffic after some time.

P4 switch

H1 
High 

Priority 

H2 H3 H4 
Measures 

throughput 

Figure 3.1: Simple star topology with 4 hosts. Host 1 (H1) is high priority host. H4 measures
throughput

By default, there are no scheduling algorithms performed and best-effort approach is undertaken.
This approach does not prioritize the traffic of the high priority host, thus their throughput is
equally distributed, shown in figure 3.2.

bmv2 offers strict priority scheduling with rate limitation for each queue as an experimental
feature. Therefore, by specifying the rate for a priority queue in the P4 program via P4 switch
CLI and setting the priority queue for a flow, traffic shaping can be performed. However, the
queue rates must be properly distributed, otherwise, it will be a cause of queue starvation. To
demonstrate this, we will briefly consider two cases: (1) when no queue rates are set and (2)
when the queue rates occupy more bandwidth than a link allows.
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Figure 3.2: Bandwidth distribution when no algorithms applied

For the first case, when high priority hosts starts to generate traffic, it occupies the whole link
bandwidth leading to queue starvation, i.e. the traffic of low priority queues is completely
undermined, as depicted in figure 3.3. Therefore, bmv2 switch requires rates to be set per each
queue, otherwise there is no rate limitation and the queue starvation might occur.

For the second case, rate distribution is beyond link capacity. Assuming the rate of high priority
traffic is 64 Mbps (80% of link bandwidth) and lower priorities have rate of 16 Mbps each (20%
each), it will result of 120% of bandwidth occupation again causing queue starvation, as shown
in figure 3.4, but now only for one low priority queue.

Hence, proper bandwidth distribution is needed, as in figure 3.5, which displays the case with
distribution: 60% of bandwidth to high priority queue and 20% each for low priorities. As
discussed in section 2.8.2, when these rates are statically applied, then in the absence of high
priority traffic, the bandwidth distribution for low priorities remains the same, resulting in link
underutilization that does not satisfy the design requirements.

To resolve underutilization, the dynamic resource management [89] is needed that is executed by
the control plane. The rates of active queues will be estimated and the control plane will then set
the queue rates in a way that will occupy the whole link capacity. This resource management
is rather complex due to periodic rate estimation via statistical mechanism and counters of the
switch and keep track of all available queues. With larger number of the switches, more statistics
are polled, thus increasing complexity and decreasing responsiveness to the traffic changes.

Instead, previously discussed in section 2.8.2, weighted fair queueing algorithms can be used,
especially deficit round-robin (DRR) due to its low complexity. Nevertheless, even larger
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Figure 3.3: Queue starvation when no rates are set
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Figure 3.4: Queue starvation for improper bandwidth distribution

bandwidth allocation for high priority queue, DRR will not avoid round delays, as depicted in
figure 3.6, increasing queueing delay.
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Figure 3.5: Static bandwidth distribution and link underutilization
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Figure 3.6: Round delays for high priority queue in DRR

Therefore, rate limited strict priority (RL-SP) needs to be applied to the high priority queue in
order to avoid delays, and combination of the queue scheduling algorithms (RL-SP DRR) needs
to be designed in the following way: high priority traffic will be prioritized by providing larger
bandwidth portion, only when it appears in the network. In this case, the remaining link capacity
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will be distributed among low priorities and scheduled in DRR fashion. Once high priority traffic
leaves the network, the whole link capacity is again distributed and scheduled by DRR.

3.3 Traffic manager programmability

The current state of bmv2 switch does not allow to use south-bound API to program their traffic
shaping mechanism, namely rate limited strict priority (RL-SP). Only a queue can be selected
within the scope of P4 program via metadata and a packet can then be emplaced to the queue.
The queue scheduling is then applied based on the RL-SP. The scheduling can be configured
through the switch CLI, thus creating configuration vendor lock-in. To avoid this lock-in, fully
programmable configuration management needs to be provided.

In the source code of bmv2 [27], it can be observed that the current interface to traffic manager is
hard-coded via metadata parsing and applying parsed priority number to the current packet.
Hence, we can exploit the same approach by providing additional traffic management metadata
that will be parsed and provisioned to the traffic management achieving configuration within
the scope of P4 program. As shown in figure 3.7, the switch will contain a table in the ingress
pipeline that will provide traffic management configuration data to the P4 program, which will
set metadata with these values. This table, as any data plane tables, can be modified through
control plane via south-bound API. In this way, we can obtain programmable configuration of
traffic manager.

Metadata 
Parser 

Traffic 
Manager 

Traffic 
Management 
Metadata 

Metadata 

Ingress 
Table 

P4 program

Traffic 
Management 

Configuration
Data 

Assign table data
to metadata

Figure 3.7: Traffic management metadata provision to the traffic manager

3.4 Design discussion

It can be argued that this design avoids vendor lock-in, since a switch needs to support these
metadata to provide such functionality. It is true, however, the purpose of P4 programming
language is to follow the abstraction that the switch architecture provides, which is independent
from the vendor implementation. Therefore, it can be appealed that this design is architecture
lock-in rather than vendor lock-in.
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Next question can be asked of how appropriate and practical this design is. Currently no other
researches have provided runtime programmability of traffic manager using P4 program and
this is the first attempt to implement it. This design is more of a concept rather than complete
solution, since, firstly, the bmv2 switch is a reference software switch and is not meant for the
production purposes, but for experimentations. Secondly, the performance of the designed
algorithm is far from ideal, because we try to emulate a hardware based (e.g. ASIC or FPGA
based) spatially parallel algorithm on the CPU-based sequential software switch. As will be
explained in the future work section, this should be extended and deployed on the programmable
hardware (ASIC or FPGA) that provides spatial programmability.

Lastly, this design is stateless since most of the P4 constructs are stateless, meaning that every
instruction in the program are independently applied to every packet [26]. Hence, each time
when a packet arrives, the metadata will be parsed and provisioned to the traffic manager
regardless of whether a configuration has changed or not. Therefore, again for the future work,
an extern object (i.e. a stateful object in P4 terminology) needs to be provided to the switch that
will apply traffic management configurations only when they are changed.

3.5 Traffic manager behavior

After defining requirements for the design of the traffic manager, explaining why P4 is preferred
over OpenFlow and what challenges need to be resolved, we can formulate traffic management
functional behavior that later will serve as a basis for its implementation.

Traffic manager will:

1. use traffic shaping as a mechanism to regulate traffic flow in the shared Ethernet infrastructure
to establish prioritized logical links;

2. use DRR as a fair queueing algorithm for non-prioritized traffic to fully utilize links and use
RL-SP with only one queue for prioritized traffic;

3. be configurable via a metadata-based interface from within a P4 program.

4. use dedicated prioritized physical links, if this option is preferred;
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This chapter provides implementation details of the traffic manager proposed in chapter 3.
The architecture of bmv2 switch will firstly be explained in section 4.1, as well as the traffic
management engine currently implemented in the switch. The switch will be then extended to
support rate limitation based on bytes per second units and deficit round-robin packet scheduling,
as will be explained in section 4.2, and section 4.3 describes the metadata-based configuration of
the traffic management.

4.1 bmv2 switch

bmv2 is a reference P4 software switch that allows to derive other software P4 targets. In
its repository [27], the examples of targets are given, e.g. simple_router, simple_switch, sim-
ple_switch_grpc, psa_switch. For this work, we have considered simple_switch_grpc target due to
its target-independent runtime configuration and refer it as a bmv2 switch from now on. It
is a wrapper of simple_switch target, so the changes of simple_switch functionality will lead to
the changes of simple_switch_grpc. Also targets derived from simple_switch are compatible with
the considered target, and we will utilize it to implement simple_switch targets with different
scheduling algorithms for future evaluation of algorithms. We have also considered experimen-
tal version of simple_switch that needs to be compiled with enabling priority queue directive
(SSWITCH_PRIORITY_QUEUEING_ON macros) in order to introduce strict priority scheduling.

The P4 constructs that are available for use as well as functional blocks are described in the
switch architecture file. Simple_switch_grpc target uses v1model, which will also be extended to
support metadata for interfacing with traffic manager of the switch.

4.1.1 bmv2 architecture

bmv2 follows a protocol independent switch architecture, depicted in figure 4.1, which consists
of the following functional blocks: programmable parser, header representation, ingress and
egress match+action pipelines, traffic management engine, deparser and additional metadata.
When a packet enters a port of the switch, it is firstly processed by the parser, which is defined by
a P4 program [26]. This is a state machine, which validates the packet header with the headers
stack defined in the program. If the headers of the packet are invalid or have checksum collision,
the packet can be dropped. For correct headers, the header representation is built out of header
fields and passed to the ingress match+action pipeline. Alongside, the metadata, which serve as
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the stateful objects between the pipeline stages, can be passed, although for the next packet the
state will be lost, since P4 constructs are designed to be stateless.

Eth IPv4

UDPTCP

RoCEv2iSCSI

Programmable Parser

HEADER 
REPRESENTATION 

&& 
METADATA 

Ingress Match+Action Traffic Manager Egress Match+Action DeparserPackets In

bmv2 Switch Architecture

Figure 4.1: Architecture of bmv2 switch

In the match+action pipeline, which can contain match+action tables populated by the control
plane, the fields of the header representation and metadata can be matched and certain actions
are performed, e.g. to modify the fields or metadata, upon the match. In case of a mismatch,
either drop or no actions can be performed. The order, in which the pipeline tables are processed,
is defined in the flow control block. Then the packet is enqueued within the queue engine of the
traffic manager. There, the packet scheduling can be applied before sending the packet to the
egress match+action pipeline, which in turn, can further modify the header fields, e.g. IP header
checksum computation. Eventually, the header representation is merged to the original packet
and the packet is deparsed, i.e. sent to the output port of the switch.

4.1.2 bmv2 control plane

As briefly mentioned in the previous section, the pipeline tables are populated by the control
plane, which can be local (within the switch) or remote (outside the switch). Its workflow for
the interaction with the data plane is presented in figure 4.2. After the P4 program (switch.p4
in the figure) is composed, it is compiled using target-specific compiler. In case of bmv2, it is
p4c-bmv2-ss [98]. This compiler generates two artifacts, the behavior model of the target switch
(switch.json file) and control plane API file (switch.p4info). The behavior model is then submitted
to the switch process to be run (simple_switch_grpc process) and the defined behavior of the
switch is enabled, e.g. which tables to create and headers to parse. This driver also translates
the messages sent by so-called P4Runtime server, which provides target independent interaction
with data plane and uses gRPC [99], remote procedure call (RPC) framework, as a program
independent transport.

The message format for such interaction is described with language and platform neutral
serialization mechanism, Protobuf [100], and so is control plane API, which is submitted to the
runtime server and control plane to describe the pipeline table structure and entries. Once the
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Figure 4.2: Local/Remote control planes and runtime configuration of the switch

API is established and the behavior and the structure of the switch are determined, the control
plane is now able to add, modify or delete the entries of pipeline tables.

4.1.3 bmv2 traffic management engine

bmv2 switch supports input and output first-in-first-out (FIFO) buffers shared for all ports and
intermediate (egress) buffers for traffic management. The size of the buffers is packet-wise and
as follows: input buffer – 1024, output buffer – 128, egress buffer – 64. This buffering process,
shown in figure 4.3, is performed on the switch executional threads synchronized by the locking
mechanism. The device manager firstly sends available packets from the interfaces of the host,
on which software switch resides, to the respective ports of the switch. The interface to port
mapping is done, when the switch process is invoked with the passed parameters. For example,
the command: simple_switch_grpc -i 1@iface1 -i 2@iface2 will map network interfaces of
the system with the names iface1 and iface2 to the ports 1 and 2 of the switch, respectively.

Assuming that initially no packets are held in the buffers, the switch receives the first packet
and enqueues it to the input buffer. Since the input buffer now contains the packet, the ingress
thread is notified, and it dequeues the packet from the input buffer. Then, it parses packet header
representation and metadata associated with the packet, classifies the packet based on them
and enqueues to the corresponding multidimensional egress buffer with the rows of priority
queues. Since, now egress buffer is not empty, one of the egress threads is invoked. The egress
thread is selected based on the port-to-thread mapping. By default, it is done on the round-robin
fashion with the number of threads equaling to the number of processor cores of the system. For
example, for 2 cores system, there are 2 egress threads, and ports are mapped as follows: port 1
to thread 1, port 2 to thread 2, port 3 to thread 1, port 4 to thread 2 and so on.

The egress buffers can have the packet scheduling ability. Once the egress thread is selected, it
dequeues the packet from the egress buffer following the scheduling algorithm. Currently, bmv2
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Figure 4.3: Ingress and egress ports and their threads pipeline models

supports rate limited strict priority scheduling. The departure time is calculated based on the
queue rate for each packet while being enqueued to the egress buffers. The rate has packets per
second (pps) units. The packets are then selected from the highest priority queue to the lowest
with the check of the departure time of the head packet of the queue, subsequently dequeued
from the egress buffer and enqueued to the output buffer, as shown in listing 4.1. Eventually, the
transmit thread empties the output buffer and sends the packet into the output port.

4.2 bmv2 extension stages

After introduction to bmv2 internals,the current state of bmv2 related to the traffic management,
i.e. traffic shaping and queue management, is defined, as follows:

1. bmv2 supports N number of queues per egress port, where N is defined in the source code of
the switch. By default, it is 8 queues per port;

2. the queues are scheduled using strict priority algorithm;

3. intrinsic_metadata.priority is used to select a priority queue;

4. rate limitation is based on packets per second (pps) units of measurement.

In order to follow the proposed design and behavior of the traffic manager, described in section
3.5, certain extensions to the switch need to be made, namely, the units of rate measurement,
packet scheduling algorithm and metadata-based programmability of the traffic manager. Hence,
the following subsections will be dedicated to the implementation of these extensions.
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/* Variables */
int N // number of priority queues
queue queues [0..N-1] // priority queues

/* Enqueue */
function enqueue(queue , packet):

packet.departure_time = queue.last_sent + 1/queue.rate_pps

enqueue(queue , packet)

/* Dequeue */
while (true):

selected_queue = NULL // the scheduled queue
for i = 0..N:

queue = queues[i]
if queue is empty: continue
if queue.head_packet.departure_time <= current_time:

selected_queue = queue
break

if selected_queue is not NULL: dequeue(selected_queue)

Listing 4.1: Pseudo-code for strict priority packet scheduling in bmv2. Lock-based synchronization
is omitted for simplicity

4.2.1 Strict priority and rate limitation in bytes per second

When the rate limiting is performed using packets per second (pps) units, the packet size is
assumed to be the size of the maximum transmission unit (MTU). Then, for packets which sizes
are less than MTU or variable, the actual data rate distribution will be inaccurate. Therefore, it is
proposed that the rate limiting will be in bytes per second (Bps) units of measurement, because
the packet size is usually measured in bytes.

The queues of the egress port are based on a C++ priority queue data structure. It has the
following working principle: an object, which will be stored in the C++ priority queue, has
associated priority. When it is emplaced into the queue, it will take the position such that all
the objects in the queue will be sorted according to their priority. The sorting is automatically
applied each time the new object is emplaced.

Hence, using priority queues we can perform rate limiting, as depicted in figure 4.4. We firstly
calculate the departure time of a packet (Di) based on the previous departure time (Di−1), the
queue rate (Ri) and the packet size (Pi):

Di = Di−1 +
Pi
Ri
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Then, we assign the departure time as a priority of the priority queue, emplace it and apply
sorting in the descendant order, i.e. earlies first. This way, we guarantee that the packets will
be ordered based on their departure time. The scheduler then polls the queues starting from
the highest priority. It compares the head packet’s departure time of the queue with the "wall"
clock whether it is time to send the packet to the output. If the time has not come, it polls next
queue until one of the queues will not be served. If the departure time has been reached, then
the scheduler dequeues a packet from the queue and starts again from the highest priority.

Calculate 
departure 

time with R_0 

High priority queue with rate R_0

P = 2000 
@100 

Dequeued 
packet 

P = 400 
@300 

P = 700 
@400 

P = 700 

Enqueued 
packet 

P = 2000 
@200 

Wall clock: 
@160 

Calculate 
departure 

time with R_1 

Low priority queue with rate R_1

P = 400 
@300 

P = 700 
@450 

P = 700 

Enqueued 
packet 

P = 2000 
@150 

Wall clock: 
@160 

Go to low priority queue 

P = 2000 
@150 

Dequeue 
packet 

Figure 4.4: Rate limiting based on calculated departure time. P is a packet size in bytes

4.2.2 Rate limited strict priority with DRR

High priority queue

Medium priority queue

Low priority queue

DRR

Go to DRR, when
suspended 

Output buffer

Rate limiter

Figure 4.5: Rate limited strict priority with DRR (RL-SP DRR)

After changing from packet rate to the data rate limitation for strict priority scheduling, we now
implement deficit round-robin (DRR) as a fair queueing algorithm and combine these algorithms
in the way, depicted in figure 4.5: we reserve a high priority queue (HPQ) for strict prioritization,
so that it will be always polled first, and lower priority queues (LPQs), e.g. medium and low
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priorities, will be polled next. The HPQ occupies specific rate of a link and the remaining link
capacity will be distributed among LPQ based on their DRR’s quantum values, as described in
section 2.8.2.

RL-SP DRR algorithm

Listing 4.2 presents RL-SP DRR algorithm that is an extended version of original DRR algorithm
of [28] to support RL-SP for HPQ.

/* Variables */
int N // number of priority queues
queue queues [0..N-1] // priority queues
active_queue_list [0..N-1] // list of active queues

/* Enqueue */
function enqueue(queue , packet):

if queue is HPQ:
packet.departure_time = queue.last_sent + 1/queue.rate_Bps

else:
packet.departure_time = current_time
if queue is empty:

active_queue_list.push(queue)

enqueue(queue , packet)

/* Dequeue */
while (true):

selected_queue = NULL // the scheduled queue
HPQ = queues [0]
if queue is not empty and

queue.head_packet.departure_time <= current_time:
selected_queue = HPQ

else:
LPQ = DRR()
selected_queue = LPQ

if selected_queue is not NULL: dequeue(selected_queue)

Listing 4.2: Pseudo-code for RL-SP DRR. Lock-based synchronization is omitted for simplicity

Firstly, a packet needs to be placed in the queue. Before placement, its departure time is
calculated. If HPQ is used, then the computation includes rate and packet size. For the LPQs, the
rate limitation is implicit and not based on the timing, but on quantum values, thus immediate
departure time (current_time) is assigned. Also, to avoid queue misses when dequeueing from
LPQs is performed, the list of active LPQs (active_queue_list) is kept and updated, if there
were no packets in the LPQ before. The DRR is then performed with the active LPQs.
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The dequeueing is performed in two stages: it always polls HPQ first and if the departure time
of its head packet has not yet come, the algorithm then switches to LPQs and performs DRR
to them, which is given in listing 4.3). The first (front) active queue is retrieved. If this queue
was not previously served, its deficit counter (DC) is incremented with the quantum value and
compared with the size of a head packet of the queue. If DC is less than the packet size, then the
queue is placed at the end of the active queues list and the round goes to the next active queue
until one of the LPQs will not be served. If DC is sufficient, then the queue is selected and its
head packet is dequeued, preliminary decrementing packet size from the DC. After sending the
packet from the LPQ, the dequeueing again switches to the HPQ.

/* DRR algorithm */

int N // number of priority queues
queue queues [0..N-1] // priority queues
active_queue_list [0..N-1] // list of active queues
queue last_served_queue = NULL;

function DRR():
if active_queue_list is empty:

return NULL

queue = active_queue_list.front ()
if queue not is last_served_queue:

increase queue.deficit_counter by queue.quantum

if queue.deficit_counter >= queue.head_packet.size:
decrease queue.deficit_counter by queue.head_packet.size
last_served_queue = queue
return queue

else:
active_queue_list.push_back(queue)
return DRR()

Listing 4.3: Pseudo-code for DRR. Lock-based synchronization is omitted for simplicity

As mentioned in section 4.1.3, bmv2 has number of threads equal to the number of cores of
the system and uses threads mapping for egress port selection in the round-robin fashion. For
implementing DRR, it creates a problem since a thread will contain packets from different egress
ports in its queues, possibly causing collisions of queues configuration, e.g. the quantum values
might differ. Therefore, the same number of threads as the number of ports is used. Since default
number of ports is 512, a switch process will yield 512 threads. For efficiency, the number of
threads needs to be decreased. Therefore, 8 ports per switch are selected, because in the future
evaluation setup (section 6.4) switches with high number of ports will not be used. Each thread
will then process its set of the queues (1-to-1 thread-to-port mapping).
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4.3 Metadata-based traffic management programmability

In order to allow P4 program to interact with traffic manager, additional intrinsic metadata are
introduced in the v1model and its source file is extended with:

• intrinsic_metadata.queue_rate – for setting the rate of the queue;

• intrinsic_metadata.queue_quantum – for setting quantum value of the queue.

The ingress thread parses metadata and puts the packet into the queue of the egress port based
on the parsed priority value in the metadata, as described in section 4.1. Additional metadata are
also parsed, and rate and quantum value are set for the specified queue. This way, we allow the
traffic manager to be configurable via P4 program running on the switch.

4.4 Implementation notes

It can be noted that while implementing and writing this work, the P4 community has imple-
mented more features, modified current sources and fixed bugs of bmv2 switch and simple
switch target. However, the queueing.h source file has not been modified in the main repository
as of the end of this work, November 29, 2018 and the core of the queueing functionality was
implemented in this file. The bmv2 version that is used for the extension is dated March 28, 2018.
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5.1 Bandwidth distribution and CPU consumption

In order to validate the RL-SP DRR algorithm, the same experiment has been performed, as in
section 3.2 with mininet network emulator and UDP traffic. The bandwidth allocation for high
priority traffic (Host 1) is 60% of link capacity; for medium (Host 2) and low (Host 3) priorities, it
is 20% each.

Lower priorities (medium and low priorities) hosts have the same quantum values, therefore
they share bandwidth fairly. The result is depicted in figure 5.1. As it can be observed, the lower
priorities hosts initially share the link bandwidth and their traffic is shaped. When high priority
traffic appears, it is prioritized by allocating higher bandwidth share, whereas the remaining
bandwidth is equally distributed between lower priorities, without explicitly specifying the queue
rates. Thus, it can be said that the algorithm works and the link capacity is fully utilized.
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Figure 5.1: RL-SP DRR algorithm validation

However, its implementation is not efficient. It can be observed from the CPU utilization graph
in figure 5.2 that RL-SP DRR (drr in the graph) needs more processing power than the cases
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when no algorithms applied (default in the graph) and strict priority (SP) only applied (strict in
the graph).
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Figure 5.2: CPU utilization graph of the scheduling algorithms

5.2 Queue delays and buffers occupancy

Moreover, packet scheduling algorithms with explicit rate limitation cause queue delays. To
demonstrate this, an experiment with the same setup was performed, where the switch marks the
packet with calculated queue delay. In bmv2, specific intrinsic metadata named deq_timedelta
is responsible for obtaining the queue delay.

In this experiment, only high priority host sends 100 UDP packets, each packet every second,
with small payload (4 bytes) to remove the effect of transmission delay, and the server host
accepts the packet and extracts the queue delay. The results of the delays are presented in figure
5.3. The effect of the scheduling and rate limiting for high priority traffic is visible: the average
queue delay for SP (69 µs) is higher compared to the case, when no scheduling is applied (59 µs).
Since RL-SP DRR has higher processing time due to complexity, the average queue delay is thus
the highest for this experiment (97 µs).

Nevertheless, rate limitation is needed for traffic prioritization. For demonstration, the following
experiment is performed. The high priority host sends UDP packets and the switch marks the
packets with queue delays, similarly to the previous experiment, while the lower priorities hosts
are generating continuous UDP traffic with the rate of half of the link capacity in order to congest
the outgoing link. The queue delay measurements are shown in figure 5.4. When no scheduling
is applied, the hosts share the same egress buffer. There is no prioritization for high priority
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Figure 5.3: Queue delay for different algorithms when only high priority traffic is generated
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Figure 5.4: Queue delay of high priority host for different algorithms when all the hosts generate
UDP traffic

traffic and its packets are delayed by 5167 µs on average. For SP the delay is the lowest, 42.35
µs on average, whereas for RL-SP DRR, the average queue delay is relatively high, 2717 µs on
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average, but lower than the case without scheduling. To explain high queue delay of RL-SP
DRR of this experiment, the buffers occupancy needs to be examined and compared to the SP
scheduling.

The same experiment is repeated, but now the high priority packets are marked with the number
of packet buffered in the input, egress and output buffers. The queue model for this experiment
is presented in figure 5.5. Three hosts are generating traffic with arrival rate λ and the forth host
is receiving at the link rate, or service rate µ, which is split into the service rate of the queues
(µ1−3). The arrival rates for this experiment are:

For high priority (46 bytes UDP/IP/Ethernet headers + 4 bytes payload): λ1 = 400bits/s � µ

For medium priority: λ2 = 0.5µ

For low priority: λ3 = 0.5µ

When considering SP scheduling, the explicit queue rates distribution is then:

60% of link capacity for high priority: µ1 = 0.6µ

20% of link capacity for medium priority: µ2 = 0.2µ

20% of link capacity for low priority: µ3 = 0.2µ

Therefore, the total sum of lower priorities queue rates (0.4µ < µ) underutilize the output buffer
and the buffer is free for high priority packets. The lower priorities egress buffers and input
buffer, on the other hand, are overutilized (e.g. λ2 = 0.5µ > 0.2µ).

input buffer output buffer

λ2

egress buffers 

λ1

λ3

µ2

µ1

µ3

µ

1024

64 x3

128

> High priority > Medium priority > Low priority
λ > arrival rate
µ > service rate

Figure 5.5: Queue model for the experiment with 4 hosts. Three hosts are generating the traffic
to the forth host. Input and output buffers have a size of 1024 and 128 packets,
respectively, whereas each buffer of three egress buffers has the size of 64 packets

For RL-SP DRR, the rate distribution for lower priorities queues is implicit. Since no delays are
assumed for these queues, unlike for SP, the link rate (µ) should be used and for each low priority
queue, it is half of link rate due to fair share. Therefore, the rate distribution is following:

For high priority: µ1 = 0.6µ

For medium priority: µ2 = 0.5µ

For low priority: µ3 = 0.5µ
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This distribution, in turn, overruns output buffer (µ2 + µ3 = µ), causing the delay for high
priority packets. However, the egress buffers are occupied less, because arrival rates are sustained
with service rates of the egress buffers (e.g. λ2 = 0.5µ = µ2).

The obtained results, shown in figure 5.6, confirm the analysis of buffer occupancies. The egress
buffers are occupied completely for SP, due to the large difference in arrival and service rates.
However, this does not allow the output buffer to be full, thus giving virtually no delays for high
priority packets. The egress buffers are occupied less for RL-SP DRR, however, due to implicit
rate distribution based on quantum values and output buffer share, the output buffer is overrun
by low priorities. The input buffer for both SP and RL-SP DRR was not considerably occupied.
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This chapter presents evaluation setup and model for the implemented traffic management. The
environment and tools used for obtaining evaluation metrics are described in section 6.1. Section
6.2 describes different test cases that demonstrate the behavior of the traffic management, namely
when the traffic management is set at the runtime, when the traffic management is set proactively
and how the traffic management handles MPI communication. The test cases will compare the
implemented traffic management with best-effort approach and strict priority scheduling. The
evaluation model as well as how the experiments are performed for each test case are explained
in section 6.3. And section 6.4 presents the topologies used to emulate different traffic patterns in
the cloud infrastructure.

6.1 Setup and tools

6.1.1 Mininet

To deploy the evaluation setup we used network emulator, mininet [101], running on the physical
host with 4 cores of Intel i5-4590 and 16 GB of memory. Mininet allows to programmatically
emulate and deploy virtual networks and create virtual hosts and switches that are separated by
process-based virtualization and connected using virtual Ethernet pairs (veth).

The hosts are represented as multiple emulated physical machines sharing same functionality
as the machine, on which mininet is deployed. They can be accessed via Mininet CLI or API
to perform shell commands. The switches connect the hosts, and the link parameters, such as
bandwidth or link delay, are configurable. By default, the switches have support of OpenFlow
and can be configured via control plane (either OpenFlow controller or switch CLI).

To support P4, the mininet switch needs to be extended and assigned to the bmv2 process. After
the creation of veth interfaces for the mininet switch, the bmv2 switch associates its ports with
the veth interfaces same way as it associates the ports with any interfaces. Thus, the traffic flow
is intercepted by the bmv2 switch. To enable this in our setup, the code from the P4 tutorials was
used [102] as the basis for P4-enabled network in mininet, and was modified to create custom
evaluation scenarios.
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6.1.2 iperf

For measurements of network metrics, iperf tool was used. It involves an iperf client and
an iperf server that establish TCP or UDP based communication, exchange the data with
various transfer rates and data sizes and calculate the end-to-end metrics. With newer version
of iperf (iperf 2.8), it allows to measure basic metrics: TCP/UDP bandwidth (or throughput),
number of retransmissions, jitter and packet losses, as well as enhanced time metrics: round-trip
time (RTT) and one-way latency. It provides formatting with machine-readable format, e.g.
comma-separated values (CSV), only for basic metrics. To support formatting of time metrics,
the source code of iperf was extended.

6.1.3 MPICH

MPICH 3.2 [30] is chosen as an MPI implementation due to its portability and ease to install and
configure. The hosts that will be exploited for an MPI application are defined in the hosts file
(hosts-file) in the form of a list of their hostnames and passed to the mpirun process. As an
example, for two hosts employed to run the MPI application (mpi_application):

IP address to hostname mapping is in the configuration file /etc/hosts:
10.0.1.1 host-1
10.0.1.2 host-2

List of the hosts participating in MPI process is in hosts-file:
host-1
host-2

Command to run MPI application over these hosts:
mpirun -n 2 -f hosts-file ./mpi_application

The communicator uses secure shell (SSH) protocol to access the hosts, thus the hosts in mininet
need to enable their sshd server processes. As a consequence, the servers need to generate SSH
key pairs (public and private) in order to give permission to access.

For efficiency, MPICH allocates running processes into the individual CPU cores of the system.
Thus, when specifying 2 processes within a single physical host, as in the case with mininet
emulation, 2 CPU cores will be utilized. In the 4 core setup (400% CPU) used in this work,
200% CPU is allocated during the execution of an MPI application and the remaining for other
processes, such as bmv2 switch processes.
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6.2 Test cases

What has been implemented and validated so far is the traffic manager on bmv2 switch, running
RL-SP DRR scheduling algorithm and metadata-based configuration. What can be demonstrated
in this scope is how the switch handles:

1. traffic prioritization by observing higher bandwidth distribution and fewer packet losses;

2. link utilization without additional bandwidth calculations, i.e. proactive configuration;

3. programmability of the traffic manager via P4 pipeline table.

For these, we composed three evaluation test cases, RUNTIME, PROACTIVE, MPI, and for each
test case, the comparison between RL-SP DRR scheduling algorithm, strict priority and best-effort
approach will be presented. The test cases are:

1. RUNTIME – RUNTIME CONFIGURATION to PRIORITIZE CURRENT TRAFFIC FLOW:
this test case is depicted in figure 6.1. The hosts are generating traffic with no prioritization
applied. The links are fully utilized. After 90 seconds, the prioritization phase is enabled for high
priority traffic for another 90 seconds. It is then disabled again. The time until the prioritization
is established and the behavior of the traffic can be observed in this scenario.
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Figure 6.1: RUNTIME test case

2. PROACTIVE – PROACTIVE CONFIGURATION and HIGH PRIORITY TRAFFIC INJEC-
TION: this test case is depicted in figure 6.2. Prioritization is configured, so that the links are
fully utilized, and only low priority hosts are generating the traffic. After 90 seconds, the high
priority traffic appears for 90 seconds. The link utilization and traffic behavior can be observed
for this scenario, as well as how the configuration of the link is performed.

3. MPI – PROACTIVE CONFIGURATION and MPI PING-PONG LATENCY MEASURE-
MENT: this test case is depicted in figure 6.3. Prioritization is configured, so that the links are
fully utilized. Low priority hosts are generating the traffic and high priority hosts are running an
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Figure 6.2: PROACTIVE test case

MPI application that measures ping-pong latency by sending messages with different sizes and
100 times per size. The experiment is complete as soon as the MPI measurements are over.
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Figure 6.3: MPI test case

The scheduling algorithms are implemented as separate P4 targets and the naming convention
for the scheduling algorithms and their role are defined as follows:

1. NO-ALG: No scheduling, best-effort approach, out-of-box default bmv2 switches.

2. STRICT-ALG – STRICT PRIORITY: Strict priority is enabled on the switches. The rate
limitation is applied by following the bandwidth allocation for each type of traffic, thus shaping
the traffic.

3. DRR-ALG – RATE-LIMITED STRICT PRIORITY WITH DEFICIT ROUND-ROBIN: RL-
SP DRR is enabled on the switches. High priority traffic will have same rate limitation as in
the strict priority, but the other types of traffic will have bandwidth distribution based on their
quantum values. The traffic is also shaped.
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Since we use wrapper target, simple_switch_grpc, which allows to change base target only at the
compile time, we cannot produce simultaneous algorithms. Hence, for each algorithm, the target
is recompiled and the evaluation is performed separately.

These test cases have been specifically designed to see the benefits of using DRR-ALG over
NO-ALG and STRICT-ALG in terms of latency, utilization of available bandwidth and scalability.
It will be shown that their behavior is similar when utilizing the links fully, however, the way
it is achieved differs. The test cases will be then deployed on multiple emulated topologies
that demonstrate the communication of virtual machines in the virtual access tier (within a
physical host), in the access tier (across a top-of-rack switch) and in the aggregation tier (across
an aggregation switch).

6.3 Evaluation model

Metrics and test procedure

The participating hosts will be divided into 3 groups, representing 3 services: high, medium and
low priority services, and occupy respective queues when scheduling is applied. The bandwidth
distribution of the prioritization scheme will be set as: 60% of the link capacity for high priority,
20% for medium and 20% for low priority, so that for congested outgoing link of the virtual
switch, this distribution will be applied. The condition that the links must be fully utilized for
any test case is also assumed.

For the measurements, TCP will be considered as an emulation of MPI traffic and UDP as
RoCEv2 traffic. The iperf clients will generate respective traffic and iperf servers will calculate
some of the performance metrics, described in QoS standards for IP-based networks [103]:

• Bandwidth distribution metrics:

– TCP bandwidth, as the throughput dependent on packet losses

– UDP bandwidth, as the throughput not dependent on latency and losses

• UDP percentage of packet losses

• UDP average one-way latency

The focus of the experiments will be on obtaining bandwidth, packet losses and one-way latency.

The default connection type for iperf is TCP and default congestion control is CUBIC [104], thus
by running on the server host:

iperf -s

iperf server will be listening for TCP connections. The UDP iperf server requires explicit flag to
be set:
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iperf -s -u

By specifying -y C, -e and -i 1 options on iperf server, the detailed statistics of one-second
measurements for each client connection is provided and printed in the comma-separated values
(CSV) format.

The iperf clients specify the address of the iperf server and the duration of the test and must also
specify whether TCP or UDP connection will be used. For UDP, the client can set the transmission
rate with -b option:

iperf -c ${SERVER_IP_ADDRESS} -t ${TEST_DURATION} [-u -b ${BANDWIDTH}]

For the UDP test cases we set the transmission rate to 50% of the link bandwidth, so that three
communicating hosts will congest the outgoing link of the switch with the rate 150% of link
capacity. When the scheduling is applied, 60% of the link capacity is provisioned to a high
priority traffic, hence, the transmission of the high priority traffic will not be hindered and few or
no packet losses will be experienced. However, for lower priority traffic, the losses will increase.

Therefore, for RUNTIME test case, the client-hosts will simultaneously generate the traffic for
180 seconds using iperf:

iperf -c ${SERVER_IP_ADDRESS} -t 180 [-u -b ${50%_LINK_RATE}]

And for PROACTIVE test case, the high priority hosts will be appearing for 90 seconds, whereas
other hosts will also be generating traffic for 180 seconds:

LOW_PRIORITY_HOSTS:
iperf -c ${SERVER_IP_ADDRESS} -t 180 [-u -b ${50%_LINK_RATE}]

HIGH_PRIORITY_HOSTS:
sleep 90 && iperf -c ${SERVER_IP_ADDRESS} -t 90 [-u -b ${50%_LINK_RATE}]

A maximum transmission unit (MTU) used in the emulated setup is 1500 bytes. The NIC offload
mechanisms, offered by linux kernel, are disabled using ethtool in order to avoid unexpected
behavior:

ethtool --offload ${INTERFACE_NAME} \
rx tx sg tso ufo gso gro lro rxvlan txvlan rxhash off

MPI ping-pong latency measuring application

The MPI application involves two hosts, as shown in figure 6.4. The hosts allocate the memory
for send and receive buffers. The receive buffers are created using MPI windows (MPI_Win), that
allow one-sided remote memory access (RMA) to the remote host, as explained in section 2.10.
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The first host, with rank 0, sends messages of various sizes from its send buffer to the receive
buffer (MPI_Win) of the second host, with rank 1, using MPI_PUT function, while registering the
sending time (t1) with MPI_Wtime function. Once the second host receives the message, it sends
it back to the first host following the same way. Upon receiving the message from the second
host, the receive time (t2) is registered. Therefore, ping-pong latency is the difference between
receive and send times (t2 − t1). The source code of [105] is used for these measurements.

H2H1

MPI_Win MPI_Win

MPI_PUT

TCP/IP

t_1

t_2

MPI_PUT

MPI_Wtime

Send buffer Send buffer

Rank 0 Rank 1

Figure 6.4: MPI ping-pong latency measuring application using MPI_PUT and MPI_Wtime

P4 switch for evaluation setup

The switches will be running the same P4 program that defines two pipeline tables, as shown in
figure 6.5. The first table (src_ip_prio) provides priority queue, queue rate and queue quantum
based on the source IP address of the packet. Upon the table match, the program sets respective
metadata via set_priority action. There are 8 priority queues in the switch (section 4.2.2). The
queue 7 is reserved for high priority traffic, other queues 0-6 for low priorities. The second table
(ipv4_lpm) determines outgoing port based on destination IP address and sets destination MAC
address of the frame through ipv4_forward action. The IP matches of the tables have long prefix
match (LPM), so that the forwarding based on network address is performed. The source code of
the switch and how it can be compiled are presented in appendix 1.

Each switch has a configuration file (runtime.json) with the data for the tables. The control plane,
running locally, populates initially the tables from the file upon deploying the setup to establish
routing paths and mapping of source IP address to the priority queues. The initial scheduling
parameters, rate and quantum, are also loaded from the file. The src_ip_prio table is then
modified via control plane commands, which has the following format:

table_modify src_ip_prio set_priority ${ENTRY_ID} ${PRIORITY} ${RATE} ${QUANTUM}
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P4 switch

ipv4_lpm: 

dst_IP → forward → (out_port, dst_MAC) 

metadata.egress_spec = out_port; 
ethernet.dstAddr = dst_MAC; 

src_ip_prio: 

src_IP → set_priority → (prio, rate, quantum) 

metadata.priority = prio;
metadata.queue_rate = rate;
metadata.queue_quantum = quantum;

Figure 6.5: Pipeline tables of P4 switch used in evaluation. Left table sets priority parameters
based on source IP. Right table sets forwarding rules

For convenience, the pair of (ENTRY_ID, PRIORITY) of the high priority is (0, 7) or (0, 6), if the
prioritization is disabled, for medium priority is (1, 5) and for low is (2, 4).

It could be noted that for NO-ALG and STRICT-ALG priorities not all the parameters are
necessary, e.g. NO-ALG has no scheduling and STRICT-ALG does not need quantum. For them,
these parameters take no effect on the traffic manager, since the parsing of standard_metadata for
each target is different and includes metadata specific to the algorithm.

Control plane behavior for RUNTIME test case

In RUNTIME test case, initially all hosts have no prioritization, thus the bandwidth should be
distributed fairly. For three types of services, 33% will be allocated per service and specified
in the configuration file. After 90 seconds, the prioritization is enabled. For NO-ALG, only the
forwarding table needs to be populated and thus, no control plane actions afterwards are applied
for prioritization during the experiment.

For STRICT-ALG, in order to utilize the links fully, the bandwidth distribution is precalculated
for simplicity and applied at the exact moment, when prioritization needs to be enabled and
disabled. Since there will be three entries that need modifications, three control plane commands
will be sent to the data plane each time the prioritization changes. For STRICT-ALG, the queue 6
can be used, because high priority just has higher queue number than lower priorities, thus the
commands to enable prioritization are:

table_modify src_ip_prio set_priority 0 6 ${60%_LINK_RATE} ${QUANTUM}
table_modify src_ip_prio set_priority 1 5 ${20%_LINK_RATE} ${QUANTUM}
table_modify src_ip_prio set_priority 2 4 ${20%_LINK_RATE} ${QUANTUM}

And to disable prioritization and enable fair share:

table_modify src_ip_prio set_priority 0 6 ${33%_LINK_RATE} ${QUANTUM}
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table_modify src_ip_prio set_priority 1 5 ${33%_LINK_RATE} ${QUANTUM}
table_modify src_ip_prio set_priority 2 4 ${33%_LINK_RATE} ${QUANTUM}

For DRR-ALG, to enable initial fair share, low priority queues and same quantum values will
be set to 7000 in the file. For prioritization, the queue will be changed to high priority queue 7
and the rate will be specified. The remaining of the link rate is fairly distributed between lower
priorities:

table_modify src_ip_prio set_priority 0 7 ${60%_LINK_RATE} ${QUANTUM}

And to disable prioritization, the queue 6 will be selected back:

table_modify src_ip_prio set_priority 0 6 ${RATE} ${QUANTUM}

Control plane behavior for PROACTIVE test case

In this test case, the configuration of prioritization scheme is predefined. However, since high
priority traffic will appear only after the 90 seconds of the experiment, the links will not be
utilized for STRICT-ALG. Thus, proactive approach is not possible without explicit rate settings
when high priority traffic appears. Thus, similarly to RUNTIME test case, the rates will be
specified, but only for lower priorities. To enable prioritization:

table_modify src_ip_prio set_priority 1 5 ${20%_LINK_RATE} ${QUANTUM}
table_modify src_ip_prio set_priority 2 4 ${20%_LINK_RATE} ${QUANTUM}

And to have fair share between only two services after the high priority traffic stops generating
traffic:

table_modify src_ip_prio set_priority 1 5 ${50%_LINK_RATE} ${QUANTUM}
table_modify src_ip_prio set_priority 2 4 ${50%_LINK_RATE} ${QUANTUM}

For NO-ALG and DRR-ALG, the proactivity is possible. After initial configuration with pri-
oritization scheme, the links will be utilized, because NO-ALG is best-effort and DRR-ALG is
weighted fair queueing algorithm.

Control plane behavior for MPI test case

The same way, as for the PROACTIVE test case, the prioritization is enable beforehand. However,
after the start of the experiment, no control plane intervention is needed.
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6.4 Emulated topologies

Assumptions

In mininet environment, the hosts are virtualized and considered as physical machines. Since the
cloud infrastructure needs to be emulated, the hosts will be considered as virtual machines and
the access switches for them, as virtual switches. Thus multiple hosts connected to the access
switches will embody physical host and uplink of the virtual access switch will be physical
interface connected to the access switch, as depicted in figure 6.6.

VM2 VM3 VM4VM1

vSwitch

Physical host

H2 H3 H4H1

Mininet switch

Mininet environmentReal setup

Access switch Mininet switch

Mininet hosts

Figure 6.6: Mininet setup represents real setup in cloud infrastructure

For simplicity, the network of the tenants will not be separated and they will share same
broadcasting domain. No network virtualization, e.g. VxLAN will be applied. The hosts will
have /32 prefix in their IP addresses, therefore, no ARP requests will be produced and the
destination MAC address in the sending frames is thus the broadcast MAC address. The virtual
access switches will then set destination MAC addresses of respective destination host and route
them by their IP addresses. Thereby, the hosts will explicitly be connecting to each other using
Layer 3 addressing and an IP address of a host can be determined as follows:

10.0.${SWITCH_ID}.${HOST_ID}

where ${SWITCH_ID} and ${HOST_ID} can be obtained from the topology elements labeling. For
example, Host 4 (H4) connected to the Switch 2 (S2) will have an IP address: 10.0.2.4.

As discussed in section 2.8, the traffic management is performed at the edge of the network, thus
virtual access switches will have packet scheduling enabled, and physical access and aggregation
switches will be just forwarding traffic to the destined ports. Core tier will not be included,
because introducing another tier will only increase setup complexity and CPU consumption,
which will affect the traffic management performance. Multipath interconnection and physical
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links prioritization will also be omitted, since the test scenarios focus on the behavior of traffic
manager of the switches, rather than on resiliency.

Although typical HPC applications deployment requires lossless interconnect, and the priority
flow control can be in Ethernet infrastructure via IEEE 802.1p extension, mininet does not support
such extension. Hence, we consider our setup lossy and traffic management can decrease the
packet losses to a certain extend, but not eliminate them to the bare minimum.

6.4.1 TOPO-1: Topology-1, star

The star topology will simulate the case, when communication of VMs is within a physical host,
i.e. in virtual access tier, and one VM is used to house multiple services. Figure 6.7 depicts a
simple star topology with 4 hosts. Hosts are generating TCP and UDP traffic using iperf. Host
4 (H4) is an iperf-server and Hosts 1, 2, 3 are iperf-clients that are connecting to H4. It can be
seen that the link between the virtual switch (S1) and H4 will be congested, thus for this link the
prioritization scheme will be applied as priorly discussed. Host 1 (H1) is a high priority host
and 60% of this link capacity will be allocated for it. Medium (H2) and low (H3) priorities hosts
will have 20% of overall bandwidth each. For MPI test case, H1 and H4 are running the MPI
ping-pong latency measuring application.

The entries for the forwarding table (ipv4_lpm) and priority mapping table (src_ip_prio) of the
switch S1 are described in details in appendix 2, tables 2.1 and 2.2.

H → High priority → Medium priorityH → Low priorityH

H2 H3 H4H1

iperf -siperf -ciperf -ciperf -c

1
S1

2 3 4

iperf connections

H1 → H4

H2 → H4

H3 → H4

60%

20% 20%

H → Client → ServerH

vSwitch

Physical host

* *

→ MPI hostH
*

Figure 6.7: Simple star with 4 hosts. Hosts H1, H2 and H3 are iperf-clients and host H4 is an
iperf-server. Link between H4 and the switch S1 is congested and packet scheduling
is applied to it for prioritization
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Performance consideration for link capacity selection

Mininet allows to set a bandwidth for each link in the emulated topology. With the increase of
bandwidth, the CPU utilization also increases. The number of switches also affects the CPU
utilization. There is an obvious dependency: when the traffic injection rate is higher, the switches
need to process more packets and thus their CPU consumption is higher. Therefore, the link
bandwidth should be selected properly. As was stated in section 5.1, the DRR-ALG consumes
more CPU than the other cases. Thus, the CPU utilization of this algorithm will serve as a upper
bound for link selection.

For simplicity, the prioritization is enabled and the traffic from the hosts are generated simultane-
ously. The following figures 6.8a and 6.8b show the average and maximum CPU utilization for
TCP and UDP connections over the different bandwidth values.

From the graphs, it can be seen that CPU utilization increases as the bandwidth is increased.
The overall consumption of CPU for TCP is higher throughout all bandwidth values compared
to UDP, and CPU saturation can be observed for TCP case at 550 Mbps (210%) and for UDP -
at 700 Mbps (175%). This is because the acknowledgments from the servers to the clients are
also generating traffic in the opposite direction involving output ports of the clients, and hence
more threads, to be processed, whereas UDP communication is one-directional. Also, the TCP
congestion control creates computation overhead affecting the CPU consumption. Additionally,
it affects the bandwidth distribution, since it reacts to the packet losses via retransmissions,
dropping TCP window size.

The number of retransmissions for high priority traffic, as depicted in figure 6.9a, increases
with the increase of bandwidth, since the buffers of the switch (section 4.1.3) overrun faster and
possibility of packet loss is higher. Starting from 200 Mbps the best-effort bandwidth distribution
(figure 6.9b) is formed. For UDP case, the bandwidth converges at 650 Mbps, shown in figure
6.9c, because bmv2 switch with DRR-ALG is CPU bounded and it is within CPU saturation
region.

Therefore, the upper bound for TCP is 150 Mbps and for UDP is 600 Mbps and the 100 Mbps link
will be used for this topology with one switch, which will have 77% of average CPU consumption
for TCP connectivities and 66% of CPU for UDP. For the topologies with more switches, firstly,
the links with 100 Mbps will be used and the same experiment will be executed. If best-effort
bandwidth distribution is observed for TCP connectivity, when DRR-ALG prioritization is
applied, the link capacity will be dropped, until the clear prioritization behavior will be observed.
This is done in order to compare different algorithms in a fair manner.

6.4.2 TOPO-2: Topology-2, tree (depth=1)

The tree topology with the depth of 1 will simulate communication of VMs within an access tier
or across a top-of-rack (ToR) switch. Figure 6.10 shows such topology. Each VM connects only to
one VM on the adjacent leaf. The first leaf represents iperf-clients and the second leaf represents
iperf-servers. The links between physical hosts and the ToR switch will thus be congested and
for these links mentioned prioritization scheme will be applied by the virtual switches. Hosts

64



6.4 Emulated topologies

 0

 50

 100

 150

 200

 250

 300

50 100 150 200 250 300 350 400 450 500 550 600 650 700 750 800 850 900 950 1000

C
P
U

 U
ti

liz
a
ti

o
n
 (

%
)

Bandwidth (Mbps)

average (stddev)
max

(a) CPU vs bandwidth for TCP connections

 0

 50

 100

 150

 200

 250

 300

50 100 150 200 250 300 350 400 450 500 550 600 650 700 750 800 850 900 950 1000

C
P
U

 U
ti

liz
a
ti

o
n
 (

%
)

Bandwidth (Mbps)

average (stddev)
max

(b) CPU vs bandwidth for UDP connections

Figure 6.8: TOPO-1: CPU vs bandwidth

H1 and H4 are high priority hosts. Hosts H2, H5 are medium priority and H3, H6 are low
priority hosts. For MPI test case, H1 and H4 are running the MPI ping-pong latency measuring
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Figure 6.9: TOPO-1: Number of retransmissions vs bandwidth. Best-effort bandwidth distribution
with high link capacities

application. The entries for the forwarding and priority mapping tables also can be found in
appendix 2, tables 2.3 and 2.4.

Performance consideration for link capacity selection

In the TOPO-1 performance consideration, it was stated, that initially the 100 Mbps links will
be selected and TCP traffic will be generated simultaneously with enabled prioritization and
DRR-ALG.
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H → High priority → Medium priorityH → Low priorityH

H2 H3H1

iperf -ciperf -ciperf -c

H5 H6H4

iperf -siperf -siperf -s

S1
1 2 3

4
1
S2

2 3
4

S3
1 2

60%

20% 20%

iperf connections

H1 → H4

H2 → H5

H3 → H6

H → Client → ServerH

vSwitch vSwitch

Physical host Physical host

ToR

* *

→ MPI hostH
*

Figure 6.10: Tree (depth=1) with 6 hosts. Hosts H1-H3 are iperf-clients and hosts H4-H6 are
iperf-servers. Links between physical hosts and ToR switch are congested and
packet scheduling is applied to them for prioritization

For 100 Mbps, the best-effort distribution was observed, as depicted in figure 6.11a, signifying
that the link capacity should be dropped. After dropping the link capacity to the 50 Mbps, the
prioritization is now visible, as depicted in figure 6.11b. Thus the link capacity for this topology
is 50 Mbps.
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Figure 6.11: TOPO-2: link capacity selection based on bandwidth distribution
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6.4.3 TOPO-3: Topology-3, tree (depth=2)

The tree topology with the depth of 2 will simulate communication of VMs within an aggregation
tier or across an aggregation switch as depicted in figure 6.12. There, the branches from the
aggregation switch are separated into the iperf-clients (left branch) and the iperf-servers (right
branch) VMs. For MPI test case, H1 and H4 are running the MPI ping-pong latency measuring
application. The links between physical hosts and ToR switches will again be congested and this
time, the links between ToR switches and the aggregation switch will also be congested. Since
the later source of congestion is related to the oversubscription problem at the aggregation tier,
the capacity of these links will be doubled to sustain the load of two connected ToR switches.
The prioritization scheme will then be applied by the virtual switches. The entries for the tables
can be found in appendix 2, tables 2.5, 2.6 and 2.7.

H → High priority → Medium priorityH → Low priorityH

H2 H3H1

iperf -ciperf -ciperf -c

H5 H6H4

iperf -siperf -siperf -s

S1
1 2 3

4
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2 3
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1 2

H8 H9H7 H11 H12H10
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S3
1 2 3

4
1
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2 3
4

S6
1 2

3 3

iperf -ciperf -ciperf -c
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20% 20%

iperf connections

H1 → H7

H2 → H8

H3 → H9

iperf connections

H4 → H10

H5 → H11

H6 → H12

S7
1 2

H → Client → ServerH

Physical host Physical host Physical host Physical host

vSwitch vSwitch vSwitch vSwitch

ToR ToR

Aggregation

**

→ MPI hostH
*

Figure 6.12: Tree (depth=2) with 12 hosts. Hosts H1-H6 are iperf-clients and hosts H7-H12 are
iperf-servers. Links between physical hosts and ToR switch are congested and
packet scheduling is applied to them for prioritization. The capacity of the links
between ToR and aggregation is doubled

Performance consideration for link capacity selection

Similarly to link selection for TOPO-2, the initial link capacity of 50 Mbps, instead of 100 Mbps,
is selected, since with higher number of switches in TOPO-3, the capacity should be dropped.
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For 50 Mbps, the best-effort distribution was observed, as depicted in figure 6.13a, thus the
link capacity should be further dropped. After dropping the link capacity to the 10 Mbps, the
prioritization is now visible, as depicted in figure 6.13b. Thus the link capacity for TOPO-3 is 10
Mbps.
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Figure 6.13: TOPO-3: link capacity selection based on bandwidth distribution
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7 Evaluation results

This chapter provides the results for the evaluation test cases described in chapter 6. For each
test case, the performance of implemented traffic management is compared with the best-effort
approach and strict priority scheduling applied. The results of bandwidth distribution, one-way
latency and packet losses for the RUNTIME and PROACTIVE test cases are respectively described
in sections 7.1 and 7.2, whereas the results of MPI ping-pong latency measurements for MPI test
case are shown in section 7.3.

7.1 RUNTIME test case

TOPO-1

In RUNTIME test case, the traffic flow of high priority client is prioritized after 90 seconds
from the start of the experiment, while communicating with its server. By prioritizing the
flow, lower priorities hosts will be undermined. TOPO-1 represents a communication within a
physical host, when high (Host 1) and low priority (Hosts 2 and 3) client VMs are simultaneously
communicating with another server VM (Host 4) using virtual switch, thus the link between the
switch and the server VM is congested. The switch applies scheduling algorithms in order to
shape the traffic of the VMs with the desired bandwidth on this link.

Figure 7.1 compares bandwidth distribution of the TCP and UDP traffic over time when no
algorithms are applied (NO-ALG), when strict priority is enabled (STRICT-ALG) and RL-SP DRR
is enabled (DRR-ALG) on the switches. At the prioritization enabling and disabling times (at 90th
and 180th seconds respectively), NO-ALG does not change traffic behavior, since it represents
best-effort approach of the traffic handling, when TCP congestion control adaptively regulates
its transfer rate depending on the packet losses, as figure 7.1a depicts. For UDP traffic, figure
7.1b represents effective bandwidth distribution when no traffic management is applied and the
clients are generating the constant transfer rate that congests the link between the switch and the
server.

STRICT-ALG (figures 7.1c and 7.1d) and DRR-ALG (figures 7.1e and 7.1f) shape the traffic and
distribute it according to the prioritization scheme. The difference of their distributions is more
visible for TCP connectivity of the hosts.

Firstly, initial arrival rate is unknown, thus TCP probes the rates until the retransmissions occur.
The arrival rates of the hosts are thus variable, causing the egress buffers to be filled non-linearly.
Since the dequeue from the buffers is linear and executed in a deficit round-robin manner, i.e.
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(c) TCP bandwidth distribution with STRICT-ALG
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Figure 7.1: RUNTIME test case. TOPO-1. Comparison of bandwidth distribution. Host 1 is a high
priority host, Host 2 is a medium priority host and Host 3 is a low priority host

one buffer is served at a time until the deficit counter is negative (section 2.8.2), the output buffer
is also filled linearly until it is full. At this point, the egress buffers are stalled waiting for the
output buffer to have free space, causing large queue delays, as explained in section 5.2, and
TCP loss events. As a reaction to the losses, TCP congestion control decreases its transmission
rate such that the output buffer is saturating, but is not completely overrun. This process is
continuous, therefore, when for one TCP flow the congestion control detects that higher rate
is achievable, it increases the arrival rate, until the output buffer is again full and the rate is
decreased, fluctuating the bandwidth distribution. Overall, the queue delay in egress and output
buffers contributes to the loss events, therefore, TCP detects the losses late and the fair share is
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obtained within a certain amount of time, 5 seconds in this case. Whereas for STRICT-ALG, only
the egress queues are overloaded for high arrival rate and the dequeue is performed at the queue
rate, explained in section 5.2, and the queue delay in the output buffer is the minimum. Thus,
the TCP detects the losses sooner (less than a second) and adjusts its rates accordingly.

At the time, when prioritization is enabled, it also takes longer, 4 seconds, for TCP to determine
the arrival rate in DRR-ALG, while for STRICT-ALG, it is almost instant. Moreover, for DRR-ALG,
during prioritization phase, the bandwidth distribution fluctuates more. This is again caused
by the output buffer occupancy and egress buffers stalling, even for high priority queue. The
high priority packets experience initial delays, however, the arrival packets are scheduled by
their departure time. So when the output buffer is then getting free, only delayed high priority
packets burst into the output buffer, keep it occupied, until no packets in high priority queue are
left or the departure time of the head packet has not yet come (section 4.2.2). This burstiness is
the reason for such fluctuations.

This does not affect UDP traffic, therefore, their distributions are equal for high priority and
shaped stably. For lower priorities, it can be observed that link utilization is a bit higher for DRR-
ALG, 22 Mbps, compared to STRICT-ALG, 19 Mbps, since the queue rates were not explicitly set
and remaining of the link capacity is rather fairly shared.

NO-ALG does not attempt to mitigate losses of high priority traffic, as shown in figure 7.2a,
it is consistent throughout the experiment with 37% of losses. When enabling prioritization,
the losses of high priority host are fully removed, however, the losses for lower priorities are
increased, as depicted in figures 7.2c and 7.2e. This is because, each priority generates UDP
traffic with 50% of the link rate and 33% of the link capacity is allocated per priority. With
prioritization, 60% of the link capacity is allocated for high priority traffic and thus the traffic
"fits" into the link and no losses occur. Whereas, decreased to 20% of the link capacity bandwidth
allocation per lower priority increases the losses for the same generated rate. It can be also
observed that for STRICT-ALG the losses for lower priorities have been increased to 63%, while
DRR-ALG increases them to 58%. This is due to higher bandwidth utilization of DRR-ALG for
lower priorities, as mentioned earlier.

Average one-way latency distribution of NO-ALG, presented in figure 7.2b, shows again no
improvements of the average latency for high priority host, being consistent 30 ms, whereas with
prioritization the improvement is visible. For STRICT-ALG (figure 7.2d), the average one-way
latency gradually drops from 27 ms to 10 ms during prioritization period (from 90th to 180th
seconds), while increasing the latency for lower priorities from 26 ms to 31 ms. For DRR-ALG
(figure 7.2f), it drops from 45 ms to 33 ms for high priority and increases from 45 ms to 50 ms for
lower priorities.

The average one-way latency is higher for DRR-ALG and the rate of change in the average latency
during the prioritization period is lower. This is due to higher queueing delay, as discussed in
section 5.2, and since one-way latency measures the communication delay between sending a
packet from the source to the destination and consists of processing, queueing, transmission and
propagation delays, the latency is also higher assuming that other delays are the same.
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(f) UDP average one-way latency of DRR-ALG

Figure 7.2: RUNTIME test case. TOPO-1. Comparison of losses and latency metrics. Host 1 is a
high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

TOPO-2

In the TOPO-2, the VMs are communicating within access tier. The traffic of the VM is leaving a
physical host through a virtual switch and reaches another VM through the top-of-rack switch
and the virtual switch of another physical host. Thus the link between physical host and the ToR
switch is congested and the virtual switch is performing shaping with packet scheduling in order
to prioritize the high priority traffic for such congestion.
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7.1 RUNTIME test case

Similarly to the TOPO-1 results, figure 7.3 represents the bandwidth distribution for algorithms
applied in the TOPO-2. For NO-ALG case, when packets are competing for the uplink of the
virtual switch, no traffic management is applied, thus TCP congestion control regulates its
transfer rate in the best-effort manner, as depicted in figure 7.3a. Applying UDP traffic with
a constant rate that congests the uplink, the effective bandwidth is obtained for NO-ALG, as
shown in figure 7.3b.
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(f) UDP bandwidth distribution with DRR-ALG

Figure 7.3: RUNTIME test case. TOPO-2. Comparison of bandwidth distribution. Host 1 is a high
priority host, Host 2 is a medium priority host and Host 3 is a low priority host

When the traffic management is applied, the traffic is shaped and later the prioritization scheme
is active. At initial stage, STRICT-ALG shapes TCP traffic better and faster than DRR-ALG, when
comparing the bandwidth distribution in figures 7.3c and 7.3e. This is again due to output buffer
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occupancy, as explained for TOPO-1 results. Moreover, higher number of switches and thus
buffers, destabilizes the shaping more, since it takes longer time for TCP congestion control to
detect the losses and regulate its transmission rate. As a result, the stable period of bandwidth
distribution is prolonged to the 30th second of the experiment.

Once the prioritization is enabled at the 90th second, STRICT-ALG provides the stable distribution.
For DRR-ALG, on the other hand, it is unstable due to the burstiness of high priority queue, as
in TOPO-1. Furthermore, higher number of switch processes and threads also implies context
switching between them. Therefore, the dequeueing is suspended for some of the switches,
creating fluctuations even for STRICT-ALG. However, with UDP, shown in figures 7.3d and 7.3f,
both algorithms equally shape and prioritize the traffic, and DRR-ALG utilizes low priorities
slightly better with 11 Mbps versus 9.7 Mbps of STRICT-ALG.

Without traffic management, high priority traffic is exposed to the packet losses, as depicted in
figure 7.4a. When the prioritization is enabled in such a way that the allocated bandwidth for
high priority host sustains its transmission rate, no losses occur. This is depicted in figure 7.4c
for STRICT-ALG and figure 7.4e for DRR-ALG. Both eliminate the losses for high priority traffic,
once the prioritization is activated, and increase the losses for the lower priorities up to 63% for
STRICT-ALG and 58% for DRR-ALG. DRR-ALG has less losses for lower priorities due to higher
utilization.

Since the number of hops is increased for this topology and link capacity is decreased compared
to the TOPO-1, the average one-way latency is increased. For NO-ALG case, it is increased to
60-64 ms, as shown in figure 7.4b. The average latency of STRICT-ALG initially is 48-50 ms.
During prioritization phase, the latency of high priority traffic is dropped to 20 ms and for lower
priorities, it is increased to 60 ms, as depicted in figure 7.4d. After disabling prioritization, the
average latency for high priority is monotonously increasing, whereas for lower priorities, it is
decreasing. For DRR-ALG, the behavior is similar, shown in figure 7.4f, but with higher latency
values, due to higher queueing delay. Before prioritization, the VMs experience average latency
of 93 ms. During prioritization, it is increasing up to 106 ms for lower priorities and decreasing
to 71 ms for high priority.

TOPO-3

In this tree topology the VMs are communicating across the aggregation switch. The packets of a
VM are traversing from the virtual switch it is attached to, to the virtual switch of the other half
of the tree. The links that connect the physical host and the ToR switch are congested, as well as
the links that connect ToR switch with the aggregation switch. For the latter, the link capacity is
doubled, as for the former, the traffic management is applied.

Figures 7.5a and 7.5b represent the bandwidth distribution for TCP and UDP connectivity of
the VMs respectively, when neither shaping nor packet scheduling is applied and best-effort
approach is undertaken.

When shaping and packet scheduling are applied with STRICT-ALG, similar behavior, as with
the previous topologies, has obtained. However, higher number of processes and threads creates
distortions for the bandwidth distribution of the TCP traffic, as presented in figure 7.5c, due
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(f) UDP average one-way latency of DRR-ALG

Figure 7.4: RUNTIME test case. TOPO-2. Comparison of losses and latency metrics. Host 1 is a
high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

to the context switching. The losses do not affect the effective bandwidth distribution for the
shaped UDP traffic, as presented in figure 7.5d.

For the DRR-ALG, the effect of context switching is more visible, because it utilizes even more
CPU than the STRICT-ALG, and these distortions have larger swings, as shown in figure 7.5e.
The UDP bandwidth distribution, depicted in figure 7.5f, is also distorted, but not to a large
extend, varying from 5.1 to 5.3 Mbps for high priority traffic and from 2.1 to 2.3 Mbps for lower
priorities during prioritization phase.
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(f) UDP bandwidth distribution with DRR-ALG

Figure 7.5: RUNTIME test case. TOPO-3. Comparison of bandwidth distribution. Host 1 is a high
priority host, Host 2 is a medium priority host and Host 3 is a low priority host

Figure 7.6a presents distribution of the packet losses over time for NO-ALG. The distortions
again persist due to higher number of switches. Same applies to the DRR-ALG, the packet losses
of which is shown in figure 7.6e. The prioritization yet remains functional, removing the losses
for high priority traffic, as in case of STRICT-ALG, depicted in figure 7.6c.

The average one-way latency is again increased for all algorithms, because TOPO-3 involves
higher number of hops. For best-effort approach, it saturates at 315 ms (figure 7.6b). When
prioritization is enabled, STRICT-ALG decreases average latency from 250 ms to 100 ms for high
priority, while increasing lower priorities up to 300 ms (figure 7.6d). DRR-ALG has higher latency
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Figure 7.6: RUNTIME test case. TOPO-3. Comparison of losses and latency metrics. Host 1 is a
high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

due to higher queue delay and it goes from 467 ms down to 347 ms for high priority traffic
during prioritization phase, and increase up to 520 ms for the traffic of lower priorities (figure
7.6f).

It can be also noted that for TOPO-3, the latency saturation process starts later than in TOPO-
1 and TOPO-2. Numerically, around 30 seconds from the beginning of the experiment for
TOPO-3, 15 seconds for TOPO-2 and 10 seconds for TOPO-1. This is due to the involvement
of higher number of forwarding devices that can buffer more packets along the route between
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communicating VMs and decrease of link rates, thus the timespan to saturate the buffers of the
devices is increasing.

7.2 PROACTIVE test case

TOPO-1

PROACTIVE test case represents the case, where the traffic management with prioritization is
enabled during the experiment. Lower priorities VMs generate the traffic, but high priority traffic
is generated after 90 seconds from the start and lasts for another 90 seconds. In TOPO-1, VMs
are communicating within a physical host. The virtual switch prioritizes the high priority traffic,
giving larger share of bandwidth of the link that connects the switch and the server VM.

At the beginning of the experiment, only lower priorities generate the traffic. Figure 7.7a shows
TCP traffic that is managed in the best-effort manner, as defined with NO-ALG case without any
shaping mechanism. Once the high priority traffic appears in the network at the 90th second,
the absence of the traffic management does not prioritize it, and the TCP congestion control
continues to adapt its rate. For UDP traffic, depicted in figure 7.7b, the bandwidth is shared
fairly between participating VMs with small variations, since the UDP transfer rate is the same
for all VMs.

When the traffic management is handled using STRICT-ALG, in the condition of full link
utilization, the proactivity is not possible, as explained in section 6.3. Therefore the rates for fair
share are set for lower priorities traffic at the exact time, when the high priority traffic appears
and leaves the network. The TCP traffic is shaped, as shown in figure 7.7c with slight variations,
and high priority traffic is prioritized during its existence. The behavior is similar for traffic
generated by UDP, but without any visible variations, as depicted in figure 7.7d.

The prioritization scheme is proactively set with DRR-ALG and no control plane interactions
are needed. In figure 7.7e, the traffic is generated using TCP and shaped fairly distributing
the bandwidth. Due to the involvement of two low priority traffic, the implicit service rate of
their respective egress buffers is half of the link rate. The egress buffers are then served in a
deficit round-robin manner and TCP increases its transmission rate, until the saturation of the
output buffer. Once the output buffer is freeing its space, the burst of the packets from one of
the egress buffers is dequeued according to the quantum values, while another egress buffer is
stalled, which further increases its queueing delay. As a result, the later TCP flow decreases its
transmission rate, while TCP of the first flow increases its rate until the output buffer saturation
is reached again. At some point, the roles are changed, and the first TCP flow has decrease in
transmission rate for the same reason. Therefore, the fluctuations are observed for the timespan
without high priority traffic.

When high priority traffic appears, the output buffer is occupied by low priority packets. This
causes high priority queue to be stalled and later bursts its packets into the buffer, delaying
the service of low priority queues. The low priority TCP flows have then their transmission
rate decreased, while for high priority flow, it is increased up to the allocated bandwidth for
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(f) UDP bandwidth distribution with DRR-ALG

Figure 7.7: PROACTIVE test case. TOPO-1. Comparison of bandwidth distribution. Host 1 is a
high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

prioritization. Once the high priority queue is suspended until the next departure time of head
packet, the low priority packets saturate the output buffer, causing the high priority packets
again to be delayed and burst into the buffer as well as creating fluctuation in the bandwidth
distribution.

Due to no involvement of congestion control with UDP, there are no swings in the distribution
shown in figure 7.7f. The appearing high priority traffic obtains higher share of bandwidth and,
as discussed in the RUNTIME test case, lower priorities of DRR-ALG have higher bandwidth of
22 Mbps compared to 19 Mbps of STRICT-ALG, due to implicit rate settings.
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For the appearing high priority traffic, the packet losses should be minimized. Hence, without
traffic management, the high priority is exposed to the losses, as depicted in figure 7.8a from 90th
to 180th seconds, having 37% of losses. Figures 7.8c and 7.8e show no losses for high priority
traffic caused by traffic management with STRICT-ALG and DRR-ALG respectively. At the same
time, the losses for lower priorities are increased: in STRICT-ALG up to 63% and in DRR-ALG
up to 58%. The latter has less losses for lower priorities due to higher UDP bandwidth compared
to the STRICT-ALG.
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Figure 7.8: PROACTIVE test case. TOPO-1. Comparison of losses and latency metrics. Host 1 is
a high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

The results of the average one-way latency for NO-ALG is presented in figure 7.8b. Without
traffic management, the average latency is the same for lower priorities and equal to 29-30 ms.

82



7.2 PROACTIVE test case

The arrival of high priority traffic keeps the latency for all priorities at the same values, although
intuitively the latency should be increased, since number of communicating VMs is increased.
The losses are indeed increased, however, the latency is measured for the packets that are not
dropped, thus higher number of communicating hosts does not effect the latency.

With STRICT-ALG, the drastic change of the latency is observed in figure 7.8d, rapidly decaying
from 11 ms to the 0.2 ms. The starting point of 11 ms is due to the occupancy of the input
and output FIFO buffers (section 4.1.3) with the packets of lower priorities and the rapid decay
is due to the lowest queue delays compared to the NO-ALG and DRR-ALG (figure 5.4). The
average latency for lower priorities increases from 21 ms to 26 ms, when the high priority traffic
is generated. DRR-ALG in this experiment reaches 26 ms of constant average latency for high
priority, and for lower priorities the latency gradually increases from 36 ms to 43 ms, as shown
in figure 7.8f. The average latency is higher due to the higher queue delay, in comparison with
STRICT-ALG, and is not decaying, because firstly the buffers of the switch are occupied with
lower priorities packets and belated dequeue of high priority packets does not allow to occupy
the output buffer at the scheduled departure time, as discussed in section 5.2.

TOPO-2

In this topology, NO-ALG demonstrates best-effort manner, shown in figures 7.9a and 7.9b, when
no traffic management is applied for the uplink of the virtual switch. At the time of appearing,
the high priority TCP and UDP traffic do not obtain higher bandwidth. Comparing the cases,
when traffic management is enabled, STRICT-ALG shapes the TCP traffic in a more stable way
than DRR-ALG, as depicted in figures 7.9c and 7.9e, since the rate limitation is explicit. When
high priority TCP traffic occurs, both prioritize it by giving higher bandwidth share. With UDP
traffic (figures 7.9d and 7.9f), their behavior is similar, but DRR-ALG slightly better utilizes the
link with lower priorities.

The loss distribution is similar to TOPO-1. NO-ALG does not handle losses for high priority
traffic, as shown in figure 7.10a. Whereas with enabled traffic management, no losses occur
for high priority traffic in STRICT-ALG case, as depicted in figure 7.10c. In DRR-ALG case,
insignificant jumps in losses (less than 0.8%) at 137th, 148th and 166th seconds occur, as shown
in figure 7.10e.

In the TOPO-2, with increased number of hops and decreased capacity of the links, the latency is
also increased by the same amount as in RUNTIME test case. Figure 7.10b presents the one-way
average latency, when no traffic management is applied, being 60-62 ms for all priorities. When
high priority traffic appears, the initial average latency obtained is 50 ms and then it rapidly
decays to 1 ms for the STRICT-ALG. The lower priorities experience steady increase in latency
from 40 to 51 ms for the period of high priority traffic generation, as shown in figure 7.10d. The
DRR-ALG’s initial latency value of 53 ms for high priority traffic remains the same without any
decay, as depicted in figure 7.10f, due to the output buffer occupancy. Simultaneously, the latency
of the lower priorities increases from 75 ms to 89 ms.
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(a) TCP bandwidth distribution with NO-ALG
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(b) UDP bandwidth distribution with NO-ALG
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(c) TCP bandwidth distribution with STRICT-ALG
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(d) UDP bandwidth distribution with STRICT-ALG
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(e) TCP bandwidth distribution with DRR-ALG
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(f) UDP bandwidth distribution with DRR-ALG

Figure 7.9: PROACTIVE test case. TOPO-2. Comparison of bandwidth distribution. Host 1 is a
high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

TOPO-3

TOPO-3 involves greater number of switches and hops that, as with RUNTIME test case, causes
the distortions to the performance metrics, especially visible with TCP traffic.

When the traffic is not regulated, the best-effort bandwidth distributions, shown in figures
7.11a and 7.11b, are obtained, representing NO-ALG case. Occurring high priority traffic is not
prioritized, whereas with STRICT-ALG it is shaped with some distortions and it occupies higher
bandwidth compared to the lower priories, as depicted in figures 7.11c and 7.11d.
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(a) UDP packet losses distribution of NO-ALG
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(b) UDP average one-way latency of NO-ALG
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(c) UDP packet losses distribution of STRICT-ALG
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(d) UDP average one-way latency of STRICT-ALG
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(e) UDP packet losses distribution of DRR-ALG
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(f) UDP average one-way latency of DRR-ALG

Figure 7.10: PROACTIVE test case. TOPO-2. Comparison of losses and latency metrics. Host 1
is a high priority host, Host 2 is a medium priority host and Host 3 is a low priority
host

The TCP traffic is not properly shaped with large swings in DRR-ALG case due to higher number
of the switch processes participating in traffic forwarding. However, the prioritization is visible
in figures 7.11e and 7.11f, upon the occurrence of high priority traffic, although for TCP traffic
the distortions are more intense.

When it comes to the packet losses during UDP traffic generation, similarly to other simulated
topologies of this test case, the best-effort approach does not prevent high priority traffic from
losses, as shown in figure 7.12a. Whereas, with traffic management using STRICT-ALG and
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(a) TCP bandwidth distribution with NO-ALG
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(b) UDP bandwidth distribution with NO-ALG
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(c) TCP bandwidth distribution with STRICT-ALG
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(d) UDP bandwidth distribution with STRICT-ALG
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(e) TCP bandwidth distribution with DRR-ALG
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(f) UDP bandwidth distribution with DRR-ALG

Figure 7.11: PROACTIVE test case. TOPO-3. Comparison of bandwidth distribution. Host 1 is a
high priority host, Host 2 is a medium priority host and Host 3 is a low priority host

DRR-ALG, the losses are not introduced due to applied prioritization scheme, as shown in
figures 7.12c and 7.12e. Yet, the loss distribution over time of DRR-ALG is slightly distorted and
negligible loss of 0.89% is observed at 147th second of the experiment.

The latency is again increased, because the traffic needs to propagate through greater number of
forwarding devices. This way, the average one-way latency for lower priorities saturates at 303
ms for NO-ALG case and 313 ms for appearing high priority traffic, as shown in figure 7.12b.
For STRICT-ALG case, the average latency distribution for lower priorities saturates at 162 ms
before high priority traffic appears. After that, the latency increases up to 227 ms. High priority
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(a) UDP packet losses distribution of NO-ALG
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(b) UDP average one-way latency of NO-ALG
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(c) UDP packet losses distribution of STRICT-ALG
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(d) UDP average one-way latency of STRICT-ALG
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(e) UDP packet losses distribution of DRR-ALG
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(f) UDP average one-way latency of DRR-ALG

Figure 7.12: PROACTIVE test case. TOPO-3. Comparison of losses and latency metrics. Host 1
is a high priority host, Host 2 is a medium priority host and Host 3 is a low priority
host

traffic initially experiences the latency of 128 ms, and when the buffers of the forwarding devices
are freeing up from the excess of lower priorities packets, the latency is decaying up to 4 ms, as
depicted in figure 7.12d. As shown in figure 7.12f for average latency distribution of DRR-ALG,
the latency of the lower priorities are slowly reaching 373 ms, before the high priority traffic
occurs, and once it leaves, 443 ms of average latency is obtained. The latency of the high priority
traffic is unchanged during generation with the value of 278 ms, indicating again the queue delay
caused by the output buffer occupancy.
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Like with the RUNTIME test case, the latency saturation starts later for TOPO-3 than for TOPO-1
and TOPO-2 due to higher number of forwarding devices, decrease in link rates and higher
overall buffer size in the network.

7.3 MPI test case

TOPO-1

For this test case, low priority hosts are running iperf generating TCP or UDP traffic, while the
MPI application, which measures ping-pong latency, is deployed on the pair of high priority hosts.
The MPI processes consume 200% of CPU, as explained in section 6.1.3. Thus, the remaining
CPU share is allocated for switch processes and affects their performance.

In this topology, Host 4 is an iperf-server, as well as the host running the MPI application together
with Host 1, where iperf is disabled. Hosts 2 and 3 are generating TCP or UDP traffic. The results
of average MPI ping-pong latency for different message sizes are then obtained.

Figure 7.13 represents the results of average latencies for NO-ALG, STRICT-ALG and DRR-ALG,
when the low priority hosts are generating TCP traffic. The performance of DRR-ALG is slightly
better than the performance of NO-ALG, which implies no traffic management, over all message
sizes, except for 2, 16 and 16384 bytes messages. However, both perform way worse than the
STRICT-ALG. Numerically, as an example, for message size of 1024 bytes, NO-ALG has 43.4 ms,
DRR-ALG has 39.3 ms and STRICT-ALG has 0.59 ms.

To explain this, output buffer occupancy needs to be recalled, as described in section 5.2. In
NO-ALG and DRR-ALG, when low priority hosts generate traffic, the output buffer of a switch
is occupied by low priority packets. Whereas for STRICT-ALG case, low priority packets are
always delayed, according to the rates of low priority queues. Hence, the output buffer is not
saturated with low priority packets, and queue delay for high priority traffic is thus minimized.

TCP, unlike UDP that "mercilessly" congests the links, is a fair protocol that decreases the
transmission rate in case of congestions. Thus, when low priority hosts are generating UDP
traffic, the ping-pong latency is increased compared to the TCP case, as depicted in figure 7.14.
This, however, does not affect the latency for STRICT-ALG for the above mentioned reasons in
output buffer occupancy and STRICT-ALG outperforms NO-ALG and DRR-ALG. The UDP traffic
generation consumes less CPU, due to unidirectional communication, as discussed in section
6.4, hence the prioritization of DRR-ALG allows to have less latency compared to NO-ALG by
having more processing power for the scheduling. For the same message size of 1024 bytes, the
average latency for NO-ALG is 227 ms and for DRR-ALG is 192 ms, whereas for STRICT-ALG it
is 0.98 ms.
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Figure 7.13: MPI test case. TOPO-1. Comparison of ping-pong latencies, when low priorities
generate TCP traffic
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Figure 7.14: MPI test case. TOPO-1. Comparison of ping-pong latencies, when low priorities
generate UDP traffic
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TOPO-2

In the second topology, pair of high priority hosts, Host 1 and Host 4, are running the MPI
latency measuring application with disabled iperf, while other hosts are generating TCP or UDP
traffic. The results of the average latencies, when TCP-based low priority traffic is generated, are
presented in figure 7.15. The latency for DRR-ALG approaches the latency for NO-ALG, being
even higher for some message sizes. This is because MPI processes take over most of CPU share,
and therefore DRR-ALG lacks of CPU consumption to sustain its scheduling, which increases the
processing time and prolongs dequeueing. Similarly to TOPO-1, STRICT-ALG performs the best
having latencies below 11 ms. This is again due to the output buffer occupancy and delay of low
priority traffic.
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Figure 7.15: MPI test case. TOPO-2. Comparison of ping-pong latencies, when low priorities
generate TCP traffic

For low priority UDP traffic, the performance of DRR-ALG is again better because of less required
CPU consumption, and this reflects in lesser latency compared to NO-ALG over all message
sizes, except for 1 and 4096 bytes, as shown in figure 7.16. The latencies for STRICT-ALG are the
lowest.

TOPO-3

In the TOPO-3, only high priority hosts, Host 1 and Host 7, are running the MPI application,
while other hosts are generating TCP or UDP traffic.
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Figure 7.16: MPI test case. TOPO-2. Comparison of ping-pong latencies, when low priorities
generate UDP traffic

In this topology, higher number of switch processes and TCP acknowledgment traffic affect
the CPU consumption, which, in turn, reflects on the processing time of the packet scheduling.
Thereby, the average latency of DRR-ALG is the highest among other scheduling cases for most
of the message sizes, except for 16, 32, 8192 and 16384 bytes, as shown in figure 7.17. The average
latency for STRICT-ALG at most reaches 50 ms for 16384 bytes messages, whereas, with the same
message size, it is 1.7 s and 1.4 s for NO-ALG and DRR-ALG respectively.

For UDP traffic of low priority hosts, the average latency is increased for MPI communication,
however, the prioritization improves its performance, as shown in figure 7.18, when compared
to the case without traffic management. Over all message sizes, the latencies of DRR-ALG and
STRICT-ALG are lower, e.g. for message size of 16384 bytes, the latencies are, respectively, 2.6 s
and 51 ms on average, while NO-ALG has 3.9 s.

It can be notices that in all considered topologies, when low priority hosts generate TCP traffic,
DRR-ALG has the highest MPI ping-pong latency for small message sizes, e.g. 1, 2, 16 bytes, and
large message sizes, e.g. 8192, 16384 bytes. For small messages, the possible explanation is that
small packets do not burst the output buffer, since a small packet already contains the whole
message, thus the output buffer is always saturated by low priority traffic. Large messages, on
the other hand, are segmented into 6-10 packets due to the smaller size of MTU compared to the
message size. Therefore, high priority packets burst into the output buffer up to the point, when
the output buffer is saturated or the departure time of a head packet has not yet come. It is then
possible that the message transmission experiences multiple queue delays because of the high
number of packets of one message in the egress buffer that are inconsistently dequeued.
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Figure 7.17: MPI test case. TOPO-3. Comparison of ping-pong latencies, when low priorities
generate TCP traffic
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Figure 7.18: MPI test case. TOPO-3. Comparison of ping-pong latencies, when low priorities
generate UDP traffic
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7.4 Discussion

7.4 Discussion

From the obtained results of bandwidth distribution, losses and average one-way and ping-pong
latencies for different test cases with and without traffic management, it became evident that:

• the traffic management indeed regulates the traffic, smoothing it up to desired rate. Without it,
the bandwidth distribution fluctuates;

• the role of the traffic shaping and packet scheduling is important for bandwidth distribution.
Choosing complex scheduling algorithm affects the performance of the software switches,
especially for high transmission rates;

• prioritization schemes indeed improves the networking characteristics for high priority traffic,
but with decrease in performance for low priority traffic;

• in the CPU limited environment, the simulation results are exposed to the distortions due
to higher number of emulated forwarding devices, link capacities and complexity of traffic
management algorithms;

When comparing traffic management, which was accomplished with STRICT-ALG and DRR-ALG,
the stability and speed of TCP traffic shaping are clearly better for STRICT-ALG, although UDP
traffic shaping is comparable in terms of bandwidth allocation, but not latency. When applying
traffic management for the improvement of MPI communication, it is clear that prioritization
done with STRICT-ALG outperforms DRR-ALG in terms of ping-pong latency due to the delay
of low priority queues, which does not allow to overrun the output buffer, and lower complexity.
Whereas for DRR-ALG, the output buffers are occupied by low priority packets resulting in
higher queue delay. The major issue, however, with STRICT-ALG is the scalability. To elaborate
this, the number of control plane commands for bandwidth allocation will be calculated.

The condition was imposed that the links need to be fully utilized. Assume that there are N
virtual switches and M virtual machines per switch, where, for simplicity, only one virtual
machine has high priority (P = 1) and initial network pre-configuration is made. Hence for
RUNTIME test case, the control plane needs to send N ∗ M commands to shape the traffic for
all VMs including prioritized VMs, whereas for DRR-ALG the traffic implicitly shaped using
predefined quantum values, thus only commands for prioritization are needed: N ∗ P = N, for
P = 1. So there is M times less commands that can be sent by the control plane and assuming 10
VMs per physical host, 10 times less commands can be achieved.

The proactive bandwidth allocation is not possible with STRICT-ALG, if the shaping is required
for low priority traffic and the links should be utilized completely, as described in the PROACTIVE
test case. Therefore, if the prioritization scheme is proactively enabled, then the adjustments of
the rates are needed, but only for low priorities, and the number of commands is decreasing to
N ∗ (M − P) = N ∗ (M − 1), for P = 1. However, with DRR-ALG, traffic of any priority can be
shaped and prioritized proactively utilizing the links without sending any further control plane
commands. Though, if the traffic shaping is not required for lower priorities and the best-effort
approach is suitable, then STRICT-ALG can be used for bandwidth guarantee for high priority
traffic and lower priorities will adaptively occupy the remaining of the bandwidth. Hence, being
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scalable, better buffer management for DRR-ALG needs to be addressed, as will be described in
the future work section.

As the summary and comparison of obtained results for each test case and topology, table 7.1 is
provided.

Characteristic
Algorithm NO-ALG:

best-effort
STRICT-ALG:
strict priority

DRR-ALG:
RL-SP DRR

Prioritization No Yes Yes
Shaping TCP traffic No Immediate, stable Slower, with fluctuations
Shaping UDP traffic No Immediate, stable Immediate, stable
Loss recovery No Yes Yes

One-way latency Highest Lowest
Lower than
NO-ALG

Link utilization Yes
Needs dynamic

allocation Yes

CPU consumption Lowest
Higher than

NO-ALG Highest
Scalability – No Yes

MPI ping-pong latency,
(low priority TCP traffic) Highest Lowest

Slightly lower than
NO-ALG

MPI ping-pong latency,
(low priority UDP traffic) Highest Lowest

Lower than
NO-ALG

Table 7.1: Summary of discussed results for RUNTIME, PROACTIVE and MPI test cases and
comparison of traffic management characteristics between NO-ALG, STRICT-ALG and
DRR-ALG
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8 Conclusion

The latency-critical services in the cloud infrastructure like HPC applications experience low
performance due to lack of traffic regulation. The share of the network resources in the best-effort
manner creates unstable bandwidth distribution and increases latency for these services. The
role of traffic management in such infrastructure is hence of great importance. More specifically,
the prioritization schemes are applied in order to allocate larger share of bandwidth using traffic
shaping and packet scheduling.

In order to cope with highly dynamic topological changes, cloud providers employ programmable
network devices, the routes establishment of which are configurable at the runtime through
centralized or distributed control plane. However, traffic management of these devices can not
be configured the same way and has limitations, e.g. OpenFlow protocol provides no interfaces
for traffic management and the interfaces of hardware appliances should be used, which leads
to the vendor lock-in problem. On the other hand, emerging data plane programmability with
P4 language provides the right abstraction and constructs to implement the interfaces for the
configuration of the device internals through control plane, including traffic manager.

This thesis work designs a conceptual traffic manager with the goals of complete link utilization,
prioritization and scalability using rate limited strict priority with deficit round-robin (RL-SP
DRR) packet scheduling algorithm. It is then implemented on the P4 software switch, bmv2, and
is programmable through metadata-based interface. This way, the parameters of the algorithm,
e.g. priority, rate and quantum, can be provisioned by a pipeline table, which, in turn, is
populated by the control plane. Therefore, programmable traffic management using standard
control plane API is achieved.

The performance of implemented traffic manager is evaluated with the test cases, when prioriti-
zation is enabled at the runtime and when it is proactively set, deployed on three topologies: star,
tree with depth of 1 and tree with depth of 2. Each topology represents different communication
patterns of VMs in a cloud infrastructure, which are inside a physical host, across a ToR switch
and across an aggregation switch. The comparison is then made with the best-effort approach
and the strict priority scheduling. Additionally an MPI ping-pong application is run and the
ping-pong latencies are measured.

The observation of shaping and prioritization stability, packet losses and latencies is considered.
RL-SP DRR allocates the bandwidth for prioritized UDP traffic same way as the strict priority,
better utilizing bandwidth for non-prioritized traffic. For TCP traffic, the bandwidth distribution
is unstable due to the disproportional occupation of the output buffer, delaying the prioritized
packets. As a consequence, RL-SP DRR fails to considerably drop the one-way and MPI ping-pong
latencies for prioritized traffic, performing better than best-effort approach, but is outperformed
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by the strict priority. However, no packet losses are observed for prioritized traffic, as opposed to
the best-effort approach.

Nevertheless, traffic management with RL-SP DRR benefits in scalability and link utilization.
Much fewer control plane commands are involved when prioritization needs to be made at
the runtime. Moreover, no control plane interactions are needed to sustain links utilization in
contrast to dynamic rate distribution with strict priority, once preliminary prioritization scheme
is established.

Future work

As a future work, the definitive improvements firstly need to be made in the buffer management
of the switch, since the output buffer stagnates high priority traffic, creating queue delays.
Increasing size of the output buffer such that the high priority packets will be dequeued without
bursts might decrease fluctuation, however, large buffer increases delays. Shorter buffer will
be overrun faster, thus allowing TCP congestion control to react faster on the losses. Therefore,
having variable, or rather adaptive size of the output buffer might stabilize shaping and increase
responsiveness.

Regarding the buffer occupancy, the guaranteed space for high priority packets in the output
buffer can be proposed. When the low priority packets occupy some threshold space of the
output buffer, the subsequent dequeue is suspended, not allowing to overrun the buffer so that
high priority packets will not suffer. It is similar to rate limited strict priority and Ethernet
priority-based flow control, but the pause is based on buffer occupancy and held internally,
rather than rate-based and between forwarding devices.

Another approach is to implement the output buffer as a priority queue. When the high priority
packet is dequeued from the egress buffer, it will be placed not in the end of the output buffer,
but in the head. For the software switch, this approach will decrease the queue delay, however,
implementation on a hardware switch yet needs to be investigated.

As mentioned in the design discussions (section 3.4), the portability of the traffic manager is poor,
since the introduced rate and quantum metadata are part of the architecture’s standard metadata.
Thus, the core needs to be rewritten. It is a better option to use a P4 extern object that will
interact with traffic manager through its mechanism. It can be stateful, meaning that the traffic
manager will not be configured each time a packet arrives, but only when the configuration
changes really occur. Using extern object is expected to be more portable due it its decoupling
from the switch architecture. For this case, the portable switch architecture (PSA) [106] can be
used, since it explicitly defines the buffering queueing engine.

After the proper buffer management and portability, P4 switch and the traffic manager can
be synthesized on the programmable hardware, e.g. FPGA, to serve as a hardware offload
of network virtualization, similarly to Mellanox eSwitch. This gives the ability to fully define
network functionality using P4 programs with the performance closer to the hardware switches.
Moreover, deployment of traffic manager on hardware will utilize spacial hardware parallelism.
Thus the efficiency of packet scheduling algorithms, e.g. DRR, can be improved, since multiple
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queues and ports can be served simultaneously without the involvement of sequential CPU. With
this performance implication, the programmable and hardware-based traffic management can be
a step forward to dynamically provision on-demand low latency communication in the cloud
infrastructure. After achieving such traffic management, further experiments can be made in the
real cloud infrastructure.

Additionally, this thesis work does not address the following use cases that need to be resolved
in the future:

1. The underutilization still occurs when only high priority traffic is generated, since it is rate
limited.

2. The undefined behavior for the cases when multiple high priority flows are competing for
the output port.

3. The unknown classification of high priority traffic from the user perspective.

4. Links failover and resiliency.
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1 P4 program for the switch

Below is the source code for P4 program used in the experiment setup.

#include <core.p4>
#include <v1model.p4>

const bit <16> TYPE_IPV4 = 0x800;

/* Header definitions */
typedef bit <9> egressSpec_t;
typedef bit <48> macAddr_t;
typedef bit <32> ip4Addr_t;
typedef bit <3> priority_t;
typedef bit <64> queue_rate_t;
typedef bit <64> queue_quantum_t;

header ethernet_t {
macAddr_t dstAddr;
macAddr_t srcAddr;
bit <16> etherType;

}

header ipv4_t {
bit <4> version;
bit <4> ihl;
bit <8> diffserv;
bit <16> totalLen;
bit <16> identification;
bit <3> flags;
bit <13> fragOffset;
bit <8> ttl;
bit <8> protocol;
bit <16> hdrChecksum;
ip4Addr_t srcAddr;
ip4Addr_t dstAddr;

}

struct metadata { }
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struct headers {
ethernet_t ethernet;
ipv4_t ipv4;

}

/* Parser */
parser MyParser(packet_in packet ,

out headers hdr ,
inout metadata meta ,
inout standard_metadata_t standard_metadata) {

state start {
transition parse_ethernet;

}

state parse_ethernet {
packet.extract(hdr.ethernet);
transition select(hdr.ethernet.etherType) {

TYPE_IPV4: parse_ipv4;
default: accept;

}
}

state parse_ipv4 {
packet.extract(hdr.ipv4);
transition accept;

}

}

/* Ingress checksum verification */
/* Empty , since no Layer 3 header modifications involved */
control MyVerifyChecksum(inout headers hdr , inout metadata meta) {

apply { }
}

/* Ingress pipeline processing */
control MyIngress(inout headers hdr ,

inout metadata meta ,
inout standard_metadata_t standard_metadata) {

action drop() {
mark_to_drop ();

}

action ipv4_forward(macAddr_t dstAddr , egressSpec_t port) {
standard_metadata.egress_spec = port;
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hdr.ethernet.dstAddr = dstAddr;
}

table ipv4_lpm {
key = {

hdr.ipv4.dstAddr: lpm;
}
actions = {

ipv4_forward;
drop;
NoAction;

}
size = 1024;
default_action = drop();

}

action set_priority(priority_t prio , queue_rate_t queue_rate ,
queue_quantum_t queue_quantum) {
standard_metadata.priority = prio;
standard_metadata.queue_rate = queue_rate;
standard_metadata.queue_quantum = queue_quantum;

}

table src_ip_prio {
key = {

hdr.ipv4.srcAddr: lpm;
}
actions = {

set_priority;
drop;
NoAction;

}
size = 1024;
default_action = drop();

}

apply {
if (hdr.ipv4.isValid ()) {

src_ip_prio.apply();
ipv4_lpm.apply();

}
}

}

/* Egress pipeline processing */
control MyEgress(inout headers hdr ,

inout metadata meta ,
inout standard_metadata_t standard_metadata) {
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apply { }
}

/* Egress checksum verification */
/* Empty , since no Layer 3 header modifications involved */
control MyComputeChecksum(inout headers hdr , inout metadata meta)

{
apply { }

}

/* Deparser */
control MyDeparser(packet_out packet , in headers hdr) {

apply {
packet.emit(hdr.ethernet);
packet.emit(hdr.ipv4);

}
}

/* Switch instance */
V1Switch(
MyParser (),
MyVerifyChecksum (),
MyIngress (),
MyEgress (),
MyComputeChecksum (),
MyDeparser ()
) main;

Listing 1: The source of P4 program used in evaluation setup

In order to compile and run, either P4 tutorials [102] can be used or manually compiled and run,
as in the following example:

# variables definitions
P4_SRC="p4-switch.p4"
BUILD_NAME="p4-switch"
P4C_ARGS="--p4runtime-file ${BUILD_NAME}.p4info --p4runtime-format text"

# compilation
p4c-bm2-ss --p4v 16 ${P4C_ARGS} -o ${BUILD_NAME}.json ${P4_SRC}

# run switch process
sudo simple_switch_grpc -i 1@${IFACE_1} -i 2@${IFACE_2} ${BUILD_NAME}.json

The implementation details of the targets implemented in this work, the compilation process and
measurements can be found the repository of this work [107].
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2 Forwarding and priority mapping tables for the setup

Destination IP Action Data (Output Port, Dst MAC)
Switch S1

10.0.1.1/32 (H1) (1, "00:00:00:00:01:01")
10.0.1.2/32 (H2) (2, "00:00:00:00:01:02")
10.0.1.3/32 (H3) (3, "00:00:00:00:01:03")
10.0.1.4/32 (H4) (4, "00:00:00:00:01:04")

Table 2.1: TOPO-1: the entries of the forwarding table (pipeline table ipv4_lpm) of the switch S1.
The matching is based on destination IP address with long-prefix match. The action is
to set the output port and destination MAC address

Source IP Action Data (Priority, Rate [Bps], Quantum)
Switch S1

10.0.1.1/32 (H1) (7, 7500000, 7000)
10.0.1.2/32 (H2) (5, 2500000, 7000)
10.0.1.3/32 (H3) (4, 2500000, 7000)
10.0.1.4/32 (H4) (3, 12500000, 7000)

Table 2.2: TOPO-1: the entries of the priority mapping table (pipeline table src_ip_prio) of the
switch S1. The matching is based on source IP address with long-prefix match. The
action is to set priority, rate and quantum of the queue

Destination IP Action Data (Output Port, Dst MAC)
Switch S1

10.0.1.1/32 (H1) (1, "00:00:00:00:01:01")
10.0.1.2/32 (H2) (2, "00:00:00:00:01:02")
10.0.1.3/32 (H3) (3, "00:00:00:00:01:03")
10.0.2.0/24 (H4-H6) (4, "00:00:00:00:02:00")

Switch S2
10.0.1.0/24 (H1-H3) (4, "00:00:00:00:01:00")
10.0.2.4/32 (H4) (1, "00:00:00:00:02:04")
10.0.2.5/32 (H5) (2, "00:00:00:00:02:05")
10.0.2.6/32 (H6) (3, "00:00:00:00:02:06")

Switch S3
10.0.1.0/24 (H1-H3) (1, "00:00:00:00:01:00")
10.0.2.0/24 (H4-H6) (2, "00:00:00:00:02:00")

Table 2.3: TOPO-2: the entries of the forwarding table (pipeline table ipv4_lpm) of the switches
S1-S3. The matching is based on destination IP address with long-prefix match. The
action is to set the output port and destination MAC address
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Source IP Action Data (Priority, Rate [Bps], Quantum)
Switch S1

10.0.1.1/32 (H1) (7, 3750000, 7000)
10.0.1.2/32 (H2) (5, 1250000, 7000)
10.0.1.3/32 (H3) (4, 1250000, 7000)
10.0.0.0/8 (ANY OTHER) (3, 6250000, 7000)

Switch S2
10.0.2.4/32 (H4) (7, 3750000, 7000)
10.0.2.5/32 (H5) (5, 1250000, 7000)
10.0.2.6/32 (H6) (4, 1250000, 7000)
10.0.0.0/8 (ANY OTHER) (3, 6250000, 7000)

Switch S3
10.0.0.0/8 (ANY) (3, 6250000, 7000)

Table 2.4: TOPO-2: the entries of the priority mapping table (pipeline table src_ip_prio) of the
switch S1-S3. The matching is based on source IP address with long-prefix match. The
action is to set priority, rate and quantum of the queue

Destination IP Action Data (Output Port, Dst MAC)
Switch S1

10.0.1.1/32 (H1) (1, "00:00:00:00:01:01")
10.0.1.2/32 (H2) (2, "00:00:00:00:01:02")
10.0.1.3/32 (H3) (3, "00:00:00:00:01:03")
10.0.0.0/16 (ANY OTHER) (4, "00:00:00:00:01:00")

Switch S2
10.0.0.0/16 (ANY OTHER) (4, "00:00:00:00:02:00")
10.0.2.4/32 (H4) (1, "00:00:00:00:02:04")
10.0.2.5/32 (H5) (2, "00:00:00:00:02:05")
10.0.2.6/32 (H6) (3, "00:00:00:00:02:06")

Switch S3
10.0.0.0/16 (ANY OTHER) (4, "00:00:00:00:03:00")
10.0.3.7/32 (H7) (1, "00:00:00:00:03:07")
10.0.3.8/32 (H8) (2, "00:00:00:00:03:08")
10.0.3.9/32 (H9) (3, "00:00:00:00:03:09")

Switch S4
10.0.0.0/16 (ANY OTHER) (4, "00:00:00:00:04:00")
10.0.4.10/32 (H10) (1, "00:00:00:00:04:0a")
10.0.4.11/32 (H11) (2, "00:00:00:00:04:0b")
10.0.4.12/32 (H12) (3, "00:00:00:00:04:0c")

Table 2.5: TOPO-3: the entries of the forwarding table (pipeline table ipv4_lpm) of the switches
S1-S4. The matching is based on destination IP address with long-prefix match. The
action is to set the output port and destination MAC address
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Destination IP Action Data (Output Port, Dst MAC)
Switch S5

10.0.1.0/24 (H1-H3) (1, "00:00:00:00:01:00")
10.0.2.0/24 (H4-H6) (2, "00:00:00:00:02:00")
10.0.0.0/16 (ANY OTHER) (3, "00:00:00:00:03:00")

Switch S6
10.0.3.0/24 (H7-H9) (1, "00:00:00:00:03:00")
10.0.4.0/24 (H10-H12) (2, "00:00:00:00:04:00")
10.0.0.0/16 (ANY OTHER) (3, "00:00:00:00:03:00")

Switch S7
10.0.1.0/24 (H1-H3) (1, "00:00:00:00:01:00")
10.0.2.0/24 (H4-H6) (1, "00:00:00:00:02:00")
10.0.3.0/24 (H7-H9) (2, "00:00:00:00:03:00")
10.0.4.0/24 (H10-H12) (2, "00:00:00:00:04:00")

Table 2.6: TOPO-3: the entries of the forwarding table (pipeline table ipv4_lpm) of the switches
S5-S7. The matching is based on destination IP address with long-prefix match. The
action is to set the output port and destination MAC address

Source IP Action Data (Priority, Rate [Bps], Quantum)
Switch S1

10.0.1.1/32 (H1) (7, 750000, 7000)
10.0.1.2/32 (H2) (5, 250000, 7000)
10.0.1.3/32 (H3) (4, 250000, 7000)
10.0.0.0/8 (ANY OTHER) (3, 1250000, 7000)

Switch S2
10.0.2.4/32 (H4) (7, 750000, 7000)
10.0.2.5/32 (H5) (5, 250000, 7000)
10.0.2.6/32 (H6) (4, 250000, 7000)
10.0.0.0/8 (ANY OTHER) (3, 1250000, 7000)

Switch S3
10.0.3.7/32 (H7) (7, 750000, 7000)
10.0.3.8/32 (H8) (5, 250000, 7000)
10.0.3.9/32 (H9) (4, 250000, 7000)
10.0.0.0/8 (ANY OTHER) (3, 1250000, 7000)

Switch S4
10.0.4.10/32 (H10) (7, 750000, 7000)
10.0.4.11/32 (H11) (5, 250000, 7000)
10.0.4.12/32 (H12) (4, 250000, 7000)
10.0.0.0/8 (ANY OTHER) (3, 1250000, 7000)

Switches S5, S6, S7
10.0.0.0/8 (ANY) (3, 2500000, 7000)

Table 2.7: TOPO-3: the entries of the priority mapping table (pipeline table src_ip_prio) of the
switch S1-S7. The matching is based on source IP address with long-prefix match. The
action is to set priority, rate and quantum of the queue
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