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Abstract
In the recent past, there has been a series of security incidents leading to increasing concern regarding the trust model currently employed by public key infrastructures. One
of the key criticisms is the architectureʼs implicit assumption that certificate authorities
(CAs) are trustworthy a priori.
This work proposes a metric to compensate this assumption by a differentiating assessment of a CAʼs individual trustworthiness based on objective criteria. The metric
utilizes a wide range of factors derived from existing policies, technical guidelines, and
research. It consists of self-contained submetrics allowing the simple extension of the
existing set of criteria. The focus is thereby on aspects which can be assessed by employing practically applicable methods of independent data collection.
The metric is meant to help organizations, individuals, and service providers deciding which CAs to trust or distrust. For this, the modularized submetrics are clustered
into coherent submetric groups covering a CAʼs different properties and responsibilities.
By applying individually chosen weightings to these submetric groups, the metricʼs outcomes can be adapted to tailored protection requirements according to an exemplifying
attacker model.
Keywords: Metric, CA, Trustworthiness Assessment, PKI, Digital Certificate, X.509

Zusammenfassung
In der jüngeren Vergangenheit führte eine Reihe von Sicherheitsvorfällen zu Skepsis bezüglich des momentan etablierten Vertrauensmodells von Public-Key-Infrastrukturen.
Einer der Hauptkritikpunkte ist dabei die implizite Annahme, dass Zertifizierungsstellen
(CAs) a priori vertrauenswürdig sind.
Diese Arbeit stellt eine Metrik vor, welche diese Annahme durch eine differenzierte
Beurteilung der individuellen Vertrauenswürdigkeit einer CA auf Basis objektiver Kriterien kompensieren soll. Hierfür bedient sie sich einer Vielzahl verschiedener Faktoren aus
technischen Richtlinien und Forschungsarbeiten. Die Metrik besteht aus in sich abgeschlossenen Submetriken. Diese ermöglichen eine einfache Erweiterung des bestehenden Kriterienkatalogs. Der Fokus liegt dabei auf Aspekten, welche durch praktisch anwendbare, unabhängige Methoden der Datenerhebung beurteilt werden können.
Die Metrik ist dafür vorgesehen, Organisationen, Dienstleistern und Einzelpersonen
bei der Entscheidung zu helfen, welchen CAs sie trauen und welchen sie nicht trauen
sollten. Die modularisierten Submetriken sind dafür in themenverwandte Gruppen unterteilt, welche verschiedene Eigenschaften und Aufgaben der CAs abdecken. Durch eine individuelle Gewichtung der einzelnen Submetrik-Gruppen kann die Metrik an Hand
eines beispielhaften Angreifer-Modells an maßgeschneiderte Schutzbedarfe angepasst
werden.
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1 Introduction
The history of secure communication is a history of repeatedly mitigating drawbacks. In
1976, Whitfield Diffie and Martin Hellman published a groundbreaking method [51] superseding the ancient need of a separate, secure channel to exchange keys beforehand.
This approach, however, has the downside of not being authenticated which means that
users cannot be sure about the identity of the counterpart they are communicating with.
Public key infrastructures (PKIs) in turn are meant to solve this problem by employing
digital certificates which assign public keys to identities. One of the preconditions to
consider the current PKI paradigm to be secure, is the assumption that certificate authorities (CAs) are trustworthy. This assumption has been falsified by numerous incidents,
though. The objective of this thesis is therefore to develop a metric to assess instead of
assume the trustworthiness of CAs.
Section 1.1 summarizes some of the most severe of the formerly mentioned incidents.
Based on these tangible illustrations, Section 1.2 subsequently derives the current PKI
approachʼs fundamental problems. Section 1.3 locates the objective of this thesis within
the wide range of different PKI applications. Eventually, Section 1.4 defines the most
important terms used during the course of this work in order to enable the precise formulation of research questions in Section 1.5.

1.1 Motivation
In the recent past, there have been several incidents casting doubt over the current process of trust establishment within the PKI used for the World Wide Web (WebPKI). This
section presents some of the most severe of these incidents in order to raise the readersʼ
awareness and understanding for the derivation of problems conducted in Section 1.2.
One of the most prominent cases during the last years was the breach of the Dutch
CA DigiNotar which had been taken place in July 2011 and became public in August of
the same year. Back then, DigiNotar was also responsible for running the PKIoverheid,
the Dutch governmentʼs PKI. The first publicly noticeable consequence of this breach
was the issuance of a wildcard certificate for the domain name (DN) google.com.¹ This
certificate was used for a man-in-the-middle (MITM) attack intercepting the communication with Google services of about 300,000 people, most of them living in Iran [3]. During a thorough investigation lead by the Dutch company Fox-IT [80], there were traces
¹The concept of wildcard certificates is described in Section 2.1.1.
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found on the compromised machines which were left by the intruders and also pointed
towards Iran. Furthermore, it was found out that not only Google but also other services such as Skype, Yahoo!, and The Onion Router (TOR) had been affected by rogue
certificates [80]. Eventually, a list of over 500 DNs for which certificates illegitimately had
been issued was compiled. Consequently, DigiNotarʼs root certificate was completely removed from all major browsersʼ trust stores [3, 109, 116].
Another case involving a rogue wildcard certificate for the DN google.com detected at the end of 2012 and made public in 2013 [92] concerned the Turkish
CA Türktrust. Türktrust issued two unrestricted intermediate CA certificates to eislem.kktcmerkezbankasi.org and *.ego.gov.tr. The operator of *.ego.gov.tr
used this certificate to issue the mentioned wildcard certificate for *.google.com. After
its detection, Google immediately blocked the concerned intermediate certificates and
warned other browser vendors as well as Türktrust. Upon Googleʼs request, Türktrust
responded that it issued those intermediate certificates by accident since both should
have been regular SSL/TLS certificates. As a consequence, certificates issued by Türktrust lost their extended validation (EV) status within Googleʼs Chrome browser.
There have also been two cases of hardware vendors, namely Lenovo and Dell, delivering computers with preinstalled root certificates and the corresponding private key
either easily breakable or even directly supplied in plain text. The first case affected consumer laptops produced by Lenovo which were sold between October and December
2014 [72]. These computers were shipped with an installed instance of an adware provided by the company Superfish which eventually gave this incident its name. During
the course of the installation of this adware, its own certificate was added to the systemʼs trust store. Thus, everyone in possession of the corresponding private key could
intercept connections initiated from these computers. Since the original reason for installing the certificate was letting the actual adware intercept traffic, it did not take long
until security researchers extracted the private key from memory dumps and broke the
simple password which was meant to protect the key [73]. Now, they would have been
able to carry out MITM attacks against the affected computers.
A similar incident happened to computers of the manufacturer Dell who installed its
own certificate into the systemsʼ trust store [71]. Unfortunately, also in this case, the private key was directly shipped with the certificate. This time even in plain text. Although
not caused by any third party software, this incident was called Superfish 2.0 because of
its similarity to the previously described Lenovo case.
Although having been claiming to have established “rigorous security and authentication practices” [125], one of the most recent cases of certificate misuse falls under the responsibility of the well-known security company Symantec who also operated CAs under
other established brand names such as VeriSign or Thawte. Starting in 2013, Symantec
regularly violated several standards through malpractices [119, 163] including but not
limited to issuance of certificates using 1,024-bit keys or SHA-1 signatures expiring after their actual end-of-life dates [15], issuance of EV certificates without undergoing the
corresponding audits, and issuance of illegitimate test certificates. As a consequence,
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Symantec sold its complete CA business to its competitor DigiCert and therefore transitioned the existing business into so-called Managed Partner Infrastructures which are
operated by independent third parties. Mozilla and Google agreed to distrust all Symantec certificates issued before this transition with the release of Firefox 63 and Chrome
70 on October 16, 2018 [69]. These incidents raise the question about the fundamental
problems of the WebPKI in order to be able to systematically develop solutions.

1.2 Problem Statement
First of all, there is the problem that the concept of PKI heavily relies on trust, which is
“bad for security” [70]. This dependence on trust is caused by the necessity of a third
party confirming an entityʼs identity linked to a specific public key. This confirmation of
identities is the very task of a CA. However, the basic architecture of the WebPKI lacks
both transparency and properly integrated mechanisms to control that the CA has really
implemented all measures necessary to accomplish this task reliably. Even if relevant
information about the CAʼs behaviour is publicly available, it is not trivial to understand
and assess it.
The outcome of this situation is an information asymmetry which means that the user
is not able to distinguish between CAs with good and the ones with bad practices. According to Backhouse et al. [12], this situation leads to a market failure because one of
the key attributes of a properly functioning market is transparency. This market failure
allows certain CAs to dump prices at the expense of security.²
Due to the single point of failure originating in the fact that every trusted CA can issue certificates for any website, these low-security CAs do not only harm their own customers and their corresponding users but the WebPKI as a whole. This property is also
referred to as weakest link problem [9].

1.3 Scope and Applicability
In order to mitigate the discussed problems, this thesis presents the conceptual development and evaluation of a metric to assess the trustworthiness of CAs. The focus is not
on the actual implementation. Nevertheless, the metric can be useful as a starting point
for further research or development and as a tool for the trust broker (TB) [155, 156, 157,
158] which is a role newly introduced in the 2016 version of the X.509 standard [85] and
going to be discussed in Section 3.4 of this thesis.
The PKI paradigm is used to secure a wide range of applications such as email, code
signing, and communication in the World Wide Web. Although parts of the metric can be
helpful to all of the mentioned application areas, this work focuses on the WebPKI and
²An in-depth discussion of economical considerations can be found in Section 3.1.
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therefore Hypertext Transfer Protocol Secure (HTTPS) certificates. Once implemented
in an integrated and easily usable way, the metric can help users to assess and consequentially chose CAs which they consider trustworthy. This is especially valuable in the
context of former research done in the area of user-centric trust store minimization [26,
121] discussed in Section 3.3 which revealed that only a small number of the root certificates included in major web browsersʼ trust stores are actually used.

1.4 Definitions
This section begins with a preliminary introduction of various security objectives discussing which are the most relevant for the purpose of this work. Based on this discussion, the section then provides definitions for the most pivotal terms used throughout
the thesis, namely trust, trustworthiness, and metric.

1.4.1 Relevant Security Objectives
The pursuit to reach certain security objectives by implementing proper mechanisms is
a very important factor of the process of designing information systems. There exists
a variety of security objectives going beyond the three classical ones of confidentiality,
integrity, and availability. However, not all of the possible objectives are equally suitable
to each information system. Hence, the following paragraphs discuss the importance of
the security objectives according to Eckert [57] for this work. They furthermore define
which objectives are specifically meant when referring to the term of security objectives
during the course of this thesis. Each of the statements is backed up by an example
without being a final and exhaustive list of reasons.
The need to keep communication and thereby the CAʼs private key secret inevitably
implies the requirement of confidentiality. Integrity is, for instance, important in order to
ensure that certificates are veritably issued for the DN the applicant stated in the corresponding certificate signing request (CSR) and for which she consequently proofed her
ownership.³ Availability of up-to-date revocation information is a highly desirable goal
for the user in order to minimize the risk of being affected by certificates known to be
compromised. The core requirement of a CA as a trusted third party is to confirm the
identity of a specific entity. Hence, without guaranteeing authenticity, the whole idea
of PKI is at stake. Due to the fact that CAs shall never be able to deny the issuance for a
specific certificate, non-repudiation is also a highly desirable objective. Although there
has been research on privacy-aware PKIs [11, 24], anonymity is an objective which is not
within the scope of traditional PKI infrastructures. Table 1.1 briefly summarizes the discussed security objectives together with their illustrative rationales.
³A CSR is sent to a CA by a certificate applicant in order to request the issuance of a digital certificate.
It is formatted according to Public Key Cryptography Standard (PKCS) #10 [117].
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Table 1.1: Relevant security objectives.

Security Objective Relevance Illustrative Rationale
Confidentiality
Integrity
Availability

3
3
3

Authenticity

3

Non-Repudiation

3

Anonymity
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Non-disclosure of CAʼs private key.
Integrity of DN in CSR.
Availability of CRLs or OCSP is crucial in
case of incidents such as key compromise.
It is crucial that the CA is properly validating
the applicantʼs identity or her lawful control over a specific DN.
Once a certificate is issued by a specific CA,
this CA shall under no circumstances be
able to deny issuance of the certificate.
It is not within the scope of a traditional PKI
to provide anonymity to any participant.

1.4.2 From Trust to Trustworthiness
For this thesis, the understanding of the concepts of trust and trustworthiness, respectively, is crucial. Therefore, it is important to clarify the meaning of this terms in the
context of this thesis in order to prevent misunderstandings.
The concept of trust has always been an important factor in the field of information
technology. There have been historical and modern examples such as the 1985 U.S.
Department of Defense Trusted Computer System Evaluation Criteria (TCSEC) [149] or
the Trusted Computing Groupʼs most recent Trusted Platform Module (TPM) specification [150]. However, considering the general complexity of computer systems, a certain
amount of trust is always needed when building on the expected behaviour or outcomes
of these systems. Relying on the WebPKI does not constitute an exception. Trust is irreplaceable in this context as well. The ways in which the word trust is used in the different
applications of information technology varies widely, though.
Hence, there are several essays [70, 82, 105, 106] revolving around the meanings of
this very term in information technology. Besides the purely technological perspectives, they also discuss philosophical, sociological, psychological, and economical approaches [102, 112, 131]. Luhmann [102] defines trust from a very user-centric perspective straight to the point as “confidence in oneʼs expectations”. A more elaborate definition of interpersonal trust is delivered by Rotter [131] who defines it as “an expectancy
held by an individual or a group that the word, promise, verbal or written statement of another individual or group can be relied upon.” Mishraʼs definition [112] understands trust
as “one partyʼs willingness to be vulnerable to another party based on the belief that the
latter party is 1) competent, 2) open, 3) concerned, and 4) reliable.” Similarly but in the

6

Introduction

context of using the World Wide Web, Gollmann [70] exemplifies a definition of trust as
“the userʼs willingness to risk time, money, and personal data on a website”. Both of the
latter definitions contain the term vulnerability or risk which come along with an implication of uncertainty.
A PKI-related example of this uncertainty is the fact that the general public cannot
control how a CA actually operates behind the scenes which in turn puts them at risk.
A contextualized definition of trust used during the course of this thesis is therefore defined as follows:
Definition 1. Trust is the acceptance of the uncertainty originating in the asymmetry of information and the potential absence of appropriately enforced control mechanisms which
could lead to violation of at least one of the relevant security objectives.
Although etymologically closely related, it is important to mention that there is nonetheless a huge semantical difference between the terms trust and trustworthiness. While
one can subjectively put trust in someone or something (for example in the trust store
of a browser or in a specific CA), it does not mean that the subject of this trust is automatically trustworthy by means of objective criteria (as shown by the various publicly
documented incidents described in Section 1.1).
Instead, trustworthiness requires evidence for the fulfillment of essential requirements such as political, legal, and financial independence as well as technical and organizational security which can be broken down into a myriad of subordinate factors.
Hence, the goal of this work is to provide a metric consisting of methodologies and tools
to let users objectively assess the trustworthiness of CAs in order to help them establishing trust in a range of chosen CAs. The definition of trustworthiness used during the
course of this thesis consequently reads as follows:
Definition 2. Trustworthiness is the certainty that the relevant security objectives are
properly protected originating in the transparency of information and the positive result
of an objective assessment of proper enforcement of control mechanisms as well as the
political, legal, and financial independence of a CA.

1.4.3 Metric
The outcome of this thesis should be a metric to assess the trustworthiness of CAs. It is
therefore also necessary to define what the term metric in this context means. In general, a metric can be defined as a tool “designed to facilitate decision making and improve performance and accountability through collection, analysis, and reporting of relevant performance-related data” [144] which “generally implies a system of measurement
based on quantifiable measures” [86]. Reproducibility, linear order of the measured values, and detailed descriptions of the methodology of assessing specific factors as well
as of sources of uncertainty are significant requirements [86].

1.5 Research Questions
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Historically, especially physical attributes have transformed from a qualitative comparison to a formally defined and quantified metric over time [86]. The creation of metrics,
specifically in the context of information technology and its security, has proven to be
a hard problem which even made it into the U.S. Governmentʼs InfoSec Research Council List of Hard Problems [77]. Hence, this work tries to provide quantitative measures
where possible but also takes into account qualitative factors where reliable quantification is not possible, yet. Linking the term metric to the other key term defined in Section 1.4.2 and therefore narrowing down the focus to trustworthiness metrics, an appropriate definition could read as follows:
Definition 3. A trustworthiness metric for CAs is a framework consisting of well-defined
methodologies to systematically collect and analyze relevant quantitative and qualitative
data in order to assess specific factors influencing the CAʼs compliance with the relevant security objectives and its financial, political, legal, and operational independence in order
to generate reproducible, linearly ordered scores.

1.5 Research Questions
Based on the discussions of the preceding sections, four research questions which are
going to be answered during the course of this thesis as well as the corresponding
methodologies are briefly discussed in the following.
Research Question 1. Which policies regulate the inclusion of a CAʼs certificate into the
major web browserʼs trust stores?
This question is going to be answered by a comprehensive survey conducted in Chapter 4, taking into account the major web browser vendorsʼ root inclusion programs [7,
111, 114, 130] as well as the guidelines [18, 75, 115] and policies [58, 59, 60, 159, 160]
they directly refer to.
Research Question 2. Which factors influence a CAʼs level of trustworthiness?
In order to provide an overview of existing criteria and select those appropriate for the
development of the intended metric, Section 5.2 provides a list based on the policy and
research paper survey and maps them according to their level of obtainability.
Research Question 3. How can a holistic metric for the assessment of the trustworthiness
of CAs look like?
Taking into account the design of already existing security metrics, Chapter 5 outlines
how to systematically develop a trustworthiness metric which can be used to assess the
trustworthiness of a given CA. Based on this methodology and appropriate factors selected previously, Chapter 6 proposes the actual metric.
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Research Question 4. How could this metric be practically evaluated?
Once having developed such a trustworthiness metric, Chapter 7 applies it to a set of
exemplary CAs in order to evaluate the metricʼs applicability.

1.6 Outline
After the preceding introduction provided in the current chapter, the subsequent thesis is structured as follows: Chapter 2 provides a preliminary overview of the WebPKIʼs
technical foundations, whereas Chapter 3 gives an overview of relevant research in the
field of PKI and CA trustworthiness assessment as well as security metrics. Chapter 4
summarizes the most important policies and guidelines regarding the inclusion of certificates into the major browsersʼ trust stores. Chapter 5 outlines the methodology on
which the metric is built whereas Chapter 6 contains the development of the actual metric. Subsequently, it is evaluated in Chapter 7 by applying it to a set of exemplary CAs.
Finally, Chapter 8 concludes this thesis and gives directions for future research and development.

2 Background
In this chapter, the technical and organizational foundations on which this thesis is built
on are briefly described. After having introduced the most important preliminaries such
as PKI, X.509 certificates, and the role of CAs in Section 2.1, additional security mechanisms are discussed in Section 2.2 in order to deepen the understanding of the environment and distinguish it from other fields closely related. Eventually, Section 2.3 provides
a very brief outlook on an alternative model of trust establishment and on a research
project which illustrates the directions PKI research is currently heading to.

2.1 Public Key Infrastructure
In order to establish trust between two mutually unfamiliar parties utilizing digital certificates, a couple of tasks have to be performed during different phases of a certificateʼs
lifecycle. The key roles in this PKI model are called applicant, subscriber, relying party
(RP), and CA. An applicant is any entity applying to a CA for the purpose of getting issued a certificate. Once the CA has issued the certificate, the applicantʼs role changes
to subscriber. An RP is any entity using the issued certificate to validate the associated
subscriberʼs identity and thus trusting the CA.
All these different roles form an infrastructure to issue and manage digital certificates
and the corresponding public keys which is illustrated simplistically in Figure 2.1. Basically, everyone is able to build an own PKI based on the individual needs. There are
even different approaches how to establish trust within the PKI [98]. However, this thesis
focuses on the WebPKI ecosystem. Therefore, no details are provided about other applications of PKI, such as qualified digital signatures defined by the European Unionʼs (EU)
Regulation on electronic IDentification, Authentication and trust Services (eIDAS) [147] or
other legislation [49] requiring a different validation process.

2.1.1 X.509 Certificates
Digital certificates standardized by the International Telecommunications Union (ITU)
are commonly known, especially because of their involvement in secure web communication, namely the HTTPS [129] and the underlying Secure Sockets Layer/Transport
Layer Security (SSL/TLS) protocol [50], respectively. Those SSL/TLS certificates used for
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Certificate Authority

issues certificate (2)

provides certificate (3)

Relying Party

Applicant/Subscriber

Figure 2.1: Relations between actors in the traditional PKI model.
web server authentication are usually issued for a single DN.¹ However, there are also socalled wildcard certificates which contain an asterisk at the most-left position connected
to the actual Fully-Qualified DN (FQDN) by a full stop.² These wildcard certificates are
valid for any subdomain of the stated DN.
Digital certificates are also used for a variety of other purposes, such as the encryption
and signature of email utilizing Secure/Multipurpose Internet Mail Extensions (S/MIME)
[67, 127], code signing of applications or drivers [74], and different authentication approaches right up to qualified signatures [147] which can be used to electronically sign
legally binding digital contracts. These certificates used for more or less obvious and
end-user oriented applications are called leaf, subscriber, or end-entity certificates because they cannot be used to sign further certificates and constitute the end of the socalled chain of trust.
The chain of trust is the path from the certificate initially presented up to a certificate
which is already known and trusted by the browser or operating system, respectively.
The process of building this path is referred to as path construction [100]. It is a gradual process with each step consisting of checking the respective certificateʼs issuer and
¹The X.509 standard [85] basically also allows to issue certificates for Internet Protocol (IP) addresses.
However, this is not a common practice within the WebPKI because websites are usually supposed to be
reached by a DN. Hence, for the sake of simplicity, this thesis assumes the sole use of DNs.
²Example for a wildcard DN: *.uni-ulm.de
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retrieving its certificate. This is repeated until the respective certificate is known and
trusted. Once the path is built, an also gradual but reversed process called path validation can be performed. This process includes checking the respective certificateʼs properties such as its integrity on the basis of its digital signature, its validity period, and
compliance with any constraints and extensions.
Consequently, there are also CA certificates which are ubiquitous but only visible to
users actively investigating the chain of trust or an applicationʼs trust store. Those certificates are called intermediate certificates if their place in the chain of trust is between
a predecessor and a successor. In case they are located at the beginning of the chain of
trust, they are referred to as root certificates or trust anchors.
The fact that root certificates constitute the beginning of the chain of trust implies
that there is no higher authority to cryptographically sign their certificate. Hence, root
certificates are inherently self-signed. However, there is also the possibility of crosscertification which either means that one CA certificate is signed by another on the same
hierarchy level or both are mutually signed by each other. As a consequence, the signing
CA is fully transferring trust to the CA owning the signed certificate. Figure 2.2 visualizes
the described hierarchy and relations of different kinds of certificates.
Trust Store
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EC1

I3
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ET8

ES2

R

Signature
Self-Signature
Cross Signature
Root CA Certificate

ES3
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I
EC
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ET

ES5

ES6

Chain of Trust

R1

ES7

Intermediate CA Certificate
End-Entity Certificate (Code Signing)
End-Entity Certificate (S/MIME)
End-Entity Certificate (TLS/SSL)

Figure 2.2: Hierarchy model of different types of digital certificates.
The process of path validation depends on the proper use of cryptography and so does
the subsequent establishment of a secure connection. Therefore, cryptographic attributes, such as the algorithms and key sizes used for encryption and digital signatures,
are a very important factor of a secure WebPKI. The selection of appropriate key sizes is
a trade-off between security and efficiency. For example, current standardization con-

12

Background

siders RSA with a key size of 2,048 bits to be secure [15, 16]. Regarding the extensive storage capabilities of todayʼs data centers, it is important to choose key sizes which do not
only protect information against todayʼs but also against tomorrowʼs attacks, though.
The formerly mentioned trade-off should therefore move into the direction of security,
meaning increased key sizes. This approach provides suitable protection in the context
of classical computersʼ increasing computing capabilities. The advent of scalable quantum computers, however, obsoletes public key cryptography as it is known today [33].
Post-quantum cryptography and cryptography agility [81] are therefore highly critical
topics regarding the future of PKI. Since there is no practical deployment of quantumresistant algorithms for digital certificates yet, this topic is not going to be considered
anymore during the course of the thesis.
The most widely used format for digital certificates is specified in the standard X.509
[40, 85, 165] defined by the ITU Telecommunication Standardization Sector (ITU-T). Digital certificates formatted according to this standard are consequently called X.509 certificates. Although digital certificates are commonly structured and expressed in the formalized description language Abstract Syntax Notation One (ASN.1), there is a wide variety of different file formats and encodings to store them, such as Distinguished Encoding Rules (DER) [84] or Privacy-Enhanced Mail (PEM) [88], whose discussion is out of the
scope of this thesis.
As presented in Figure 2.3, an X.509 certificate can have certain optional fields, socalled extensions, in addition to its mandatory fields [40, 85]. Some of those extensions
which are relevant for the development of the metric are discussed in the following paragraphs. Extensions can be marked as critical which means that an application shall reject
the whole certificate if the critical extension is not recognized.
Signed by CA

Version

Serial Signature
Subject Public Issuer Subject Exten- Digital
Issuer Vailidity Subject
No.
Info
Key Info
UID
UID sions Signature

Key Extended
Name
Basic
Usage Key Usage Constraints Constraints

...

...

...

Optional

Figure 2.3: Exemplified structure of a digital certificate according to X.509.
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Key Usage
The keyUsage extension is used to define a certificatesʼ purpose and allows CAs to effectively restrict the certificate to no other than its initially intended usage. The field contains a bit-string whereby every bit represents one of the key usages listed in Table 2.1.
If the CA issues the certificate for a specific purpose, the corresponding bit is set (true).
Otherwise, the bit is not set (false).
Table 2.1: Key usage purposes according to X.509 [85] and RFC 5280 [40].
Bit

Name

Purpose

0

digitalSignature

1

nonRepudiation/
contentCommitment³

2
3
4
5

keyEncipherment
dataEncipherment
keyAgreement
keyCertSign

6
7

cRLSign
encipherOnly

8

decipherOnly

Verification of signatures used in services providing authentication and integrity excluding those on certificates and
CRLs for which bits 5 and 6 are designated.
Verification of signatures used in services providing protection against a signing party denying the corresponding action. This excludes verification of signatures on certificates
and CRLs for which bits 5 and 6 are designated.
Encryption and decryption of keys.
Encryption and decryption of raw user data.
Agreement of a common key.
Verification of signatures on certificates. If this bit is set, the
basic constraints extensionʼs cA bit also has to be set.
Verification of signatures on CRLs.
Restricted to encryption operations during the process of
key agreement. If this bit is set, the keyAgreement bit also
has to be set.
Restricted to decryption operations during the process of
key agreement. If this bit is set, the keyAgreement bit also
has to be set.

Extended Key Usage
Extended key usage (EKU) further differentiates a certificateʼs purpose and can either
be used in combination with the keyUsage extension or without it. In case of a simultaneous usage of keyUsage and EKU, a valid certificate purpose must be consistent with
both extensions. In contrast to keyUsage, EKU is generally only used for end-entity certificates. Table 2.2 lists possible certificate purposes according to EKU.

³In RFC 5280 [40], this bit is referred to as nonRepudiation whereas ITU-T standard X.509 calls it
contentCommitment.
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Table 2.2: Extended key usage purposes according to X.509 [85] and RFC 5280 [40].

KeyPurposeId

Purpose

anyExtendedKeyUsage
id-kp-serverAuth
id-kp-clientAuth
id-kp-codeSigning
id-kp-emailProtection
id-kp-timeStamping
id-kp-OCSPSigning

Can be set in addition to the actual purpose if no restriction is intended.
Authentication of TLS web server.
Authentication of TLS client.
Signing of executable code.
Encryption, decryption, and signing of emails.
Signing a timestamp together with the hash of an object.
Signing of OCSP responses.

Name Constraints
Name constraints are an extension equipping CAs with a tool to limit a subordinate CAʼs
abilities to issue certificates to a specified range of DNs. This limitation does also apply
to any CA subordinate to the one it has initially been applied to. Certificate issuance can
be explicitly permitted for DNs listed in the field permittedSubtrees, it can be denied
by listing the corresponding DNs in the field excludedSubtrees, or a combination of
both techniques can be used. The only possibility for a subordinate CA to change the
limitation is to narrowing it down further. The potential damage of a subordinate CA
being compromised could hereby be strictly contained. However, in 2013, Durumeric et
al. [53] tested 1,832 public CAs of which only seven made use of name constraints. It
is worth noting that three of them were labeled as test certificates and the other four
belong to institutions like the U.S. Department of State or Intel which do not issue certificates for widespread use. Hence, effectively none of the commercial CAs makes use
of name constraints despite the fact that they are part of the X.509 standard since 1997.
Basic Constraints
The basic constraints extension consists of two separate fields, cA which is a boolean and
pathLenConstraint which is an integer. The field cA states whether the certificate in
question is a CA certificate (true) or not (false). The field pathLenConstraint allows
a CA to limit the number of intermediate CA certificates in the chain of trust between the
issued CA certificate and an end-entity certificate. For example, if a CA wants to allow a
subordinate CA to issue end-entity but no CA certificates, the field pathLenConstraint
has to be set to 0. In contrast to name constraints, path length constraints are regularly
used in order to prevent subordinate CAs from further delegating CA capabilities according to Durumeric et al. [53]. However, the authors also reveal that for 43 % of the public
CAsʼ certificates there are no path length constraints set. Noting that this may not be
problematic for commercial CAs, they state that over 80 % of these certificates do exactly not belong to those commercial CAs but to institutions which actually should have
a limited radius in regard of certificate issuance.

2.1 Public Key Infrastructure

15

2.1.2 Certificate Authorities
In a PKI, a CA has the role of a trusted third party and is therefore the focal point of security. It is responsible for issuing certificates and therefore linking public keys to entities
by its trusted signature. In case of key compromise or misuse, the CA is also responsible
for the revocation of the affected certificates using methods described in Section 2.1.3.
The process of requesting information about a certificateʼs current revocation status is
also referred to as verification.
Strictly speaking, some of the tasks described during the course of this thesis can be
delegated to entities called registration authority (RA), which registers and identifies certificate applicants, and validation authority (VA), which verifies the validity of certificates,
respectively. However, it is the responsibility of the CA to check whether the methods
and processes employed by these authorities fulfill appropriate standards [18, 59, 115].
Hence, for the sake of simplicity, RAʼs and VAʼs duties are subsumed under the CAʼs very
tasks and responsibilities during the course of this thesis.
CAs issuing root certificates are in the special situation that they are not supposed
to issue end-entity certificates or CA certificates for other organizations on their own.
Rather, they operate a set of subordinate CAs which in turn issue the certificates to other
organizations or individuals. Hence, referring to a root CA in the context of this thesis
does not mean pointing to a particular computer system but to a cluster of CAs operated
by the same organization. The same applies when referring to a certain non-root CA.
In order to ensure that certificates cannot be forged or issued illegitimately, CAs have
to adhere to strict policies regarding the authentication of entities applying for a digital certificate. Furthermore, they have to maintain operational security in order to reduce the risk for the CAʼs infrastructure to be compromised. The measures CAs undertake to secure their private keys include for example the use of hardware security modules (HSM), procedures obeying the principles of separation of duties and split knowledge, multi-factor authentication, and background checks verifying the trustworthiness
of personnel [18]. Every CA has to describe and publish these measures in specific policies in order to document compliance with current standards. While the publication of a
Certificate Policy (CP) is mandatory for every CA, the Certificate Practice Statement (CPS)
almost always supports a CAʼs CP. Technically speaking, the publication of the CPS is
facultative, though. Both of these policies are discussed subsequently.
Certificate Policy
According to standard X.509 [85] and Request for Comments (RFC) 3647 [35], the CP contains a set of high-level rules specifying the certificateʼs suitability for specific applications of a particular audience with common security demands. For example, the CP
specifies whether the usage of extensions such as name constraints or security protocols described in Section 2.2 are required. X.509 certificates can contain a field referring
to the corresponding CPʼs object identifier (OID) which applies for this very certificate.
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Certification Practice Statement
The CPS is another document which may be published by a CA. In contrast to the highlevel CP, the CPS contains practical information about the CAʼs general operating policy, implemented security controls, and processes such as the authentication of the entity applying for a certificate. Furthermore, it contains the terms and conditions of the
CAʼs responsibilities and liabilities. In contrast to the CPʼs content which the European
Telecommunications Standards Institute (ETSI) describes as “what is to be adhered to”,
the CPS contains information about “how it is adhered to” [59].
Although its content and structure is also sketched by RFC 3647 [35], there is no enforced, standardized structure or wording which makes it quite hard to automatically
analyze CPS. One opportunity to illustrate this problem is the fact that the different CPS
of the five CAs issuing the most SSL/TLS certificates [152], namely IdenTrust, Comodo,
DigiCert Group, GoDaddy Group, and GlobalSign, vary between a range of 48 and 217
pages.
While the CP for example defines that a particular security extension has to be deployed, the CPS specifies how this extension has to be deployed. However, there is no
clear division of tasks between the CP and the CPS. Hence, some CAs may in large parts
of the CPS only refer to the statements made in the CP [30, 32] or not even publish a
separate CPS at all. According to ETSI, a CP can also be defined by a higher institution
such as governmental or international organizations, whereas the CPS always has to be
defined by the CA itself [59].

2.1.3 Revocation
In order to protect RPs, a CA has to publicly announce if certificates issued by itself loose
their validity before the actual expiration date stated in the certificateʼs notAfter field.
Incidents which can lead to this process called revocation include but are not limited to
the compromise or loss of the corresponding private key or if the certificateʼs owner does
not longer own the DN for which the certificate was issued. According to RFC 5280 [40] it
is not only possible to revoke a certificate but also to hold it which means that its status
is unclear so that it should not be trusted at the moment but could get trusted again at
a later point in time.
Certificate Revocation Lists
The process of revocation was initially managed by maintaining a certificate revocation
list (CRL) which contains information about all revoked certificates of a specific CA. An
RP which wants to validate the status of a specific certificate can learn how to obtain the
corresponding CAʼs CRL by consulting the certificateʼs crlDistributionPoints field
which contains a uniform resource identifier (URI) pointing to the actual CRL. The drawback of the classical CRL approach is, that the files containing the CRLs are usually quite
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large. Hence, there is also the possibility to distribute CRLs which only contain information about certificates whose status has been changed since the provision of the
last full (base) CRL. Those differential CRLs are referred to as delta CRLs. Sometimes,
CRLs are also called authority revocation lists (ARL) if they do not contain certificates of
end-entities but of subordinate CAs. The structure of both CRLs and ARLs is basically
the same, whereby the most important information is the creation (thisUpdate) and
expiration time (nextUpdate) of the list, the serial numbers of the revoked certificates
(revokedCertificates), and a signature of the issuing authority which protects its integrity and authenticity (signature) [40].
Online Certificate Status Protocol
A more lightweight and targeted solution for querying the revocation status of a specific certificate is the Online Certificate Status Protocol (OCSP) [134]. In contrast to CRLs,
OCSP allows clients to find out the status of a certain certificate without downloading
the whole CRL. Instead, an RP sends an OCSP request which basically contains the serial
number of the certificate in question and only little overhead data. The OCSP responder
then answers with an OCSP response consisting of basic information about the protocol and the responder itself, a confirmation of the requested certificateʼs serial number,
its revocation status, the creation time and validity period of the response, and a signature.⁴ Hence, OCSP is more efficient in terms of bandwidth, storage, and client-side
computation because the client does not have to parse the whole CRL to find a single certificateʼs status. A drawback of the original OCSP is, however, that the OCSP responder
learns which certificate a particular party is asking for. An extension of the TLS protocol
called OCSP stapling [55] allows a server to proactively send an OCSP response as part
of the TLS handshake, whereby the OCSP response is pre-computed by the responsible
CA or OCSP responder. Hence, OCSP stapling does not only improve response time but
also privacy.

2.1.4 Levels of Identity Validation
As already mentioned before, the issuance process of digital certificates usually includes
a form of identifying either the certificate applicantʼs ownership of a specific DN or additionally the verification of her identity. Depending on the depth of these examinations,
the validation process can be grouped into different levels which are briefly introduced
during the course of this section. Figure 2.4 additionally illustrates the hierarchy of validation and the capabilities of the corresponding certificates. In reality, the actual implementations of these processes differ to a greater or lesser extent. Hence, the descriptions provided here are based on the guidelines of the CA/Browser Forum (CA/B Forum)
[18, 75] in order to provide a common foundation.
⁴The OCSP responder is usually a service provided by the issuing CA but it can also be delegated.
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Figure 2.4: Pyramid diagram of validation levels with corresponding capabilities.
Self-signed
Self-signed certificates are the simplest version of certificates because everybody can
generate them on its own and no validation is needed. Hence, they are often used for
private testing purposes. However, in public they are considered insecure because no
trusted third party has confirmed their ownerʼs identity. Root certificates constitute an
exception, though. They are also self-signed by nature but since they are included in
trust stores of browsers and operating systems they are trusted nevertheless.
Domain Validation
Domain validation (DV) is the simplest form of validation because merely the certificate
applicantʼs ownership of the specific DN is validated but not his identity or other attributes. For this purpose, different techniques are used. For instance, sending an email
to the contact address included in the DNʼs WHOIS details or adding a specific TXT resource record (RR) to the DNʼs Domain Name System (DNS) zone file. The metric developed during the course of this thesis will focus on DV certificates because of the expenses
associated with the issuance of higher-value certificates. Nevertheless, the criteria for all
kinds of validation will be reviewed and integrated into the metric if they are suitable.
Organization Validation
Additional to the measures undertaken during the process of DV, organizational validation (OV) also checks the applying organizationʼs identity and address by employing different methods including the consultation with reliable third party databases or govern-
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ment agencies. In case of success, the organizationʼs name and origin country is added
to the certificate.
Extended Validation
The requirements of EV are even stricter than OV. While the CA/B Forum elaborates its
regulations for DV and OV in its Baseline Requirements (BRs) [18], EV has a whole catalog with its own additional requirements [75]. According to this document, the applicant
has to undergo a rigorous process which, in addition to the requirements of OV, includes
verification of its business activity and background checks regarding the identity and authorization of personnel acting in the applicantʼs name. In case of success, the organizationʼs name will not only be added to the certificate but also shown within the browserʼs
address bar as it can be seen in Figure 2.5.

(a) DV/OV.

(b) EV.

Figure 2.5: Comparison of browser address bars displaying DV/OV and EV.

2.1.5 Trust Stores
Root certificates are stored in so-called trust stores which are databases shipped with operating systems, browsers, or other applications [154]. When it comes to the situation
that an application has to decide whether to trust a certificate or not, it either consults
its own or resorts to the underlying operating systemʼs trust store. It then checks the
chain of trust of the corresponding certificate. If its trust anchor is part of the trust store,
it is usually going to trust the certificate in question. However, a trust store does not
only keep root certificates it genuinely trusts. Another part of it is the client-side management of certificate revocation information gathered via CRLs or OCSP. The decision
which root certificates are included in the trust stores at the time of deployment is fully
under the corresponding vendorʼs control. Users are basically able to manipulate the
trust store in order to adjust it to their individual requirements of trustworthiness. Section 3.3 provides a brief overview of current research in this area. In practice, this is rarely
done, though, because of the complexity of the information needed to properly assess
the issuing CAsʼ trustworthiness.
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Table 2.3 shows the result of a quantitative analysis of the most recent states of Appleʼs
[99], Microsoftʼs [110], and Mozillaʼs [113] trust stores as of July 31, 2018. Regarding the
analysis, Microsoft and Mozilla prove themselves as developer-friendly since they provide an easy to handle .xlsx or .csv file, respectively. Apple however, only provided a
HTML-based website which was still handable but not as comfortable as Microsoftʼs and
Mozillaʼs files. One reason for the number of certificates included in Microsoftʼs trust
store to be more than twice as high as the number of the other browser vendorsʼ trust
stores is the fact that Microsoftʼs trust program does not only include certificates for web
server authentication but also for other purposes such as code signing.
Table 2.3: Quantitative analysis of most recent browser vendor trust stores.
Vendor

No. of Trusted Certificates

As of

Apple
Microsoft
Mozilla

168⁵
350 (status: active)⁶
149

July 20, 2018
June 26, 2018
July 31, 2018

Although vendors employ varying factors in order to decide whether to include a certificate into the trust store, the process itself can be summarized by the example of Mozilla
[162] which takes up to approximately two years. As illustrated in Figure 2.6, the process
begins with the CAʼs submission of a request for root inclusion accompanied by information about the CA and the root certificate(s) which has to be publicly available. The
provided information including the CAʼs CP and CPS as well as existing audit reports is
then reviewed by Mozilla and has to be adapted if required by Mozillaʼs Root Store Policy
[114]. After successful verification, Mozillaʼs intent to include the CA into its trust store
is published in the security policy section of Mozillaʼs forums requesting for comments
about possible concerns for an initial period of three weeks which is object to extension in the case of substantial issues.⁷ If no such concerns are expressed, the request
gets formally approved and Mozilla opens a new ticket in the Network Security Services
(NSS) section of Mozillaʼs bug-tracking system Bugzilla⁸ in order to start the process of
the actual technical integration. In case of approved EV, an additional bug in the Personal Security Manager (PSM) section of Bugzilla is opened up. After a multiple-stage
testing phase, new root certificates are on the list to be included into the next release of
Firefox. This is usually done as a batch, either when there are enough changes or after
a three month period. After a certificate has been included into the Mozilla Root Store,
the CP and CPS of the root CA as well as of all of its subordinate CAs have to be reviewed
⁵Apple maintains separated trust stores for each version of macOS. For this analysis, the most recent
non-beta version, which is macOS High Sierra 10.13, is used.
⁶For versions other than Windows 10: 370 certificates because the active status is not available there.
⁷https://www.mozilla.org/en-US/about/forums/#dev-security-policy
⁸https://bugzilla.mozilla.org

2.2 Relevant PKI Security Protocols

21

at least once a year [114]. Furthermore, independent audits according to the criteria of
the WebTrust for Certification Authorities Program (WebTrust) [124] or ETSI [59] have to
be conducted on a regular base.
Although actually supposed to provide an additional layer of assurance, the effectiveness of audits should be taken with a grain of salt. Auditors are supposed to be independent but are chosen and hired by the CA and have a genuine interest of being hired again.
Therefore, the auditing process establishes a sense of certainty by partially transferring
trust from the CA to the auditor who, at least to some degree, financially relies on the
CA.
Verification of Request &
Documents

Formal Approval

Inclusion in Firefox
Release
~ two years

Request for Root
Inclusion

Public Discussion

Implementation & Testing

Figure 2.6: Summarized process of certificate inclusion into Mozillaʼs trust store.

2.2 Relevant PKI Security Protocols
This section describes the various security protocols which have been developed over
the course of time in order to mitigate flaws of the basic X.509 architecture. Obviously,
none of these mechanisms solves all of the WebPKIʼs security problems, they rather try
to complement each other. However, as pointed out in the following sections and summarized in Table 2.4, most of them come up with their own security problems or are not
sufficiently deployed.

2.2.1 Certification Authority Authorization
Certification Authority Authorization (CAA) [76] allows owners of a DN to authorize certain CAs to issue certificates for this particular DN. CAA is based on the existing DNS and
extends it by a CAA RR which consists of a flag byte as well as a tag and a value forming
a property. The flag can either be set to 0 or 1 whereby 0 stands for not set and 1 stands
for critical which means that CAs must not issue certificates if they do not understand
at least one of the CAA RRʼs property tags. Currently, the defined property tags are issue, issuewild, and iodef. The value belonging to the tag issue identifies a DN whose
holder is entitled to issue a certificate (or explicitly delegate the corresponding issuance)
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Table 2.4: Overview of relevant PKI security protocols and extensions.

Protocol/Ext. Idea

Problem(s)

Deployment

CAA

DN owner publicly specifies
CA permitted to issue certificates for her DN in DNS RR.

13 domains of
Alexa Top 100
[137].

DANE/CERT

DN owner publicly specifies
certificate valid for her DN
in DNS RR.
Browsers only accept certificates with valid SCT issued by log server after publication of designated certificate issuance.
Limit a subordinate CAʼs
ability to sign certificates to
a specific range of DNs.
Limit a subordinate CAʼs
permission to further delegate the ability to issue
certificates.

• To be checked by CAs, not
browsers.
– Requires all CAs to be honest.
– One dishonest CA breaks
whole system.
• Depends on DNSSEC.
– Not widely deployed.
– Shifting trust to DNSSEC PKI.
• Depends on DNSSEC.
– Not widely deployed.
– Shifting trust to DNSSEC PKI.
• Shifting trust to CT log servers.

• Virtually not used by commercial CAs [53].

7 of 1,832 public
CAs [53].

• Virtually not used by commercial CAs [53].

43 % of 1,832
public CAs use
no path length
constraints [53].

CT

Name
Constraints
Path Length
Constraints

393 of 130.3M
.net and.com
[166].
Gossiping rates
very low [68].

for the DN in whose DNS CAA RR this information is contained. The tag issuewild is similar to issue, allows the owner of the DN stated in the corresponding value the issuance
of a wildcard certificate for the DN associated with the DNS CAA RR, though. The third
tag, iodef, defines a uniform resource locator (URL) a CA operator can use according
to the Incident Object Description Exchange Format (IODEF) [46] in order to contact the
DNʼs owner if any irregularities or potential policy violations occur. For example, the
CAA RR of the DN www.uni-ulm.de shown in Figure 2.7 authorizes the holder of the DN
pki.dfn.de to issue certificates for www.uni-ulm.de and has its flag set to 0. However,
no iodef is set. The CAA RR is explicitly meant for CAs to verify whether they are authorized to issue a certificate. It is not meant for other parties such as browsers to validate
the legitimacy of certificates. Processing the DNʼs CAA RR before issuing a certificate for
this DN has been a mandatory requirement of the CA/B Forum since September 2017
[13].
In May 2018, Scheitle et al. [137] published their findings of an extensive study on the
usage of CAA. They conducted experiments concerning the actual usage of CAA by DN
holders, the verification of CAA RRs by CAs, and DNS operatorsʼ support of CAA. Their
work shows that CAA is neither fully established nor mature yet. In particular, CAA RRs
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are only set for 13 DNs within Alexa Top 100 and the establishment of a CAA RR was only
offered by six of the Internetʼs dominating DNS operators.⁹ Furthermore, they could
find at least one CA illegitimately issuing a certificate during every single test conducted.
Based on the results of their experiments, the authors recommended improvements
such as making iodef tags and the validation of DNS Security Extensions (DNSSEC) [8]
signatures for affected DNs obligatory.
1
2
3
4
5
6
7
8
9

$ dig www.uni-ulm.de any
[...]
;; ANSWER SECTION:
www.uni-ulm.de.
www.uni-ulm.de.

155380
84472

IN
IN

CAA
A

0 issue "pki.dfn.de"
134.60.1.22

[...]

Figure 2.7: Excerpt of www.uni-ulm.deʼs DNS zone file including CAA RR (Line 6).

2.2.2 DNS-based Authentication of Named Entities
DNS-based Authentication of Named Entities (DANE) [52, 79] is a security mechanism
which is also based on DNS. It introduces a DNS RR called TLSA which contains information about the certificate associated with the corresponding DN. However, in contrast
to CAA, the information stored in DANEʼs TLSA RR is not validated by CAs at the time of
issuance of the certificate but by browsers at the time of connection establishment. Basically, this puts DANE out of the main scope of this thesis, but it will be discussed to
complete the conclusive overview of extensions relevant for the security of WebPKI. The
TLSA RR consists of four fields which can have different values described in the following:
• Certificate Usage Field: Specifies the type of certificate or public key stored in the
Certificate Association Data field.
– PKIX-TA(0): CA certificate.
– PKIX-EE(1): End-device or leaf certificate, respectively.
– DANE-TA(2): Trust anchor or root CA certificate, respectively.
– DANE-EE(3): TLS server certificate.
– PrivCert(255): Private certificate not to be used within public.
• Selector Field: Specifies which part of the serverʼs TLS certificate should be compared with the data stored in the Certificate Association Data field.
⁹https://www.alexa.com/topsites
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– Cert(0): The certificateʼs full binary structure according to RFC 5280 [40].
– SPKI(1): Only the DER-encoded part of the certificate according to RFC 5280
[40].
– PrivSel(255): Privately defined use.
• Matching Type Field: Specifies in which format the data selected by the Selector
field is stored in the Certificate Association Data field.
– Full(0): The full data is stored.
– SHA2-256 (1): A SHA-256 digest is stored.
– SHA2-512 (2): A SHA-512 digest is stored.
– PrivMatch(255): Privately defined format.
• Certificate Association Data Field: This field is used to store the actual certificate,
public key, or its corresponding digest/fingerprint.

Employing a dedicated attack surface methodology, Osterweil et al. [120] visualize that
the consequent usage of DANE could reduce the attack surface of Alexa Top 1,000 websites by three orders of magnitude and completely avoid the severe consequences of
breaches such as the DigiNotar case [80] described in Section 1.1. However, although
DANE does not mandatorily require the security extensions of DNSSEC, it heavily relies
on its security features and should therefore always be used as part of DNSSEC instead
of just pure DNS. According to a study conducted by Zhu et al. [166] investigating the use
of DANE for HTTPS within the WebPKI, it was only deployed for 393 out of 130.3 million
DNs within the two top-level domains (TLDs) .com and .net as of 2014.

2.2.3 Certificate Transparency
Certificate Transparency (CT) [93] is a project initiated by Google whose main aim is to
provide an open framework to publicly and compulsorily monitor the issuance of certificates in order to detect mistakenly or maliciously issued ones and consequently speed
up their revocation.¹⁰ CTʼs core idea are public append-only logs whose correctness can
be cryptographically verified [94]. Hence, CT tries to solve the problem of the PKIʼs trust
paradigm through establishment of mutual control. Just like before, CAs still verify the
certificate ownerʼs identity which usually is a server. However, the server or DN holder
as well as other monitoring actors such as researchers are now also able to verify that
no CA has illegitimately issued another certificate for the given DN.
In order to prevent malicious CAs from bypassing the logging process, all browsers
should reject certificates whose issuance has not been publicly logged. Hence, the successful completion of the logging process has to be proven through a signed certificate
¹⁰https://www.certificate-transparency.org/
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timestamp (SCT) which is issued by the log server and either included into the certificate
by the CA or delivered by the web server using OCSP stapling or a TLS extension. However, at the time of this writing, only Google Chrome does actively enforce valid SCTs.
Until April 30, 2018, the browser did not show the subjectʼs name in its address bar if
an EV certificate could not present a valid SCT [6]. Since then, SCT validation is also enforced for newly issued OV and DV certificates [118]. If no valid SCT is presented, the
connection is indicated as unsecure. From October 15, 2018 on, Appleʼs Safari is following Googleʼs initiative [31].
The append-only feature as well as consistency is realized through the usage of Merkle
hash trees [107, 108]. In order to prevent attackers from presenting different versions of
a log to different monitoring actors, the log clients are supposed to gossip. The gossip
consists of a specified number of log entries which are piggybacked onto TLS or sent
through other protocols such as the Simple Mail Transfer Protocol (SMTP) or the Extensible Messaging and Presence Protocol (XMPP). Although a very important part of CTʼs
security model, the deployment rates of gossiping are currently hardly worth mentioning according to a study by Gasser et al. [68] published in 2018.

2.2.4 Certificate Record
The certificate record (CERT) [87] is another extension to DNS(SEC) in the form of an RR.
Its purpose is also to store certificates but in contrast to DANE, CERT is not limited to
X.509 certificates. Just as CAA and DANE, CERT is also dependable on the use and secure
configuration of DNSSEC in order to guarantee the integrity of the provided information.
Although DNSSEC is already deployed for 1,408 out of a total of 1,542 TLDs [148], it is
only used for approximately 3 % of second-level domains [153]. Furthermore, several
studies show that even a high number of DNs for which DNSSEC is already deployed are
not appropriately protected because of flaws in the key generation and management
procedures [36, 45, 140]. Another general concern is that DNSSEC basically only shifts
the question of trustworthiness from the WebPKIʼs to its own chain of trust and to the
registrars, respectively.

2.2.5 HTTP Strict Transport Security/Public Key Pinning
The mechanisms introduced in this section are security mechanisms of the HTTPS protocol which are not under the control of a CA but of the corresponding web server providing a specific website. This actually locates them out of the scope of this thesis. As
one of the main protocols used by end-users, HTTPS is also an important part of the
wider PKI ecosystem, though. Furthermore, the two security mechanisms described in
this section, namely HTTP Strict Transport Security (HSTS) and HTTP Public Key Pinning
(HPKP), help to illustrate the so-called trust on first use (TOFU) model which is going to
be part of the further discussion in this thesis.
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HSTS [78] is a security mechanism designed to protect a connection against so-called
downgrade attacks. For this, it adds the field Strict-Transport-Security to the HTTP
response header which enables the web server to tell the client that future connections
with the corresponding DN have to be secured. The directive max-age thereby specifies
the validity of this instruction in seconds. Although HSTS is originally built to establish
trust based on the TOFU model, Google maintains a list of DNs whose owners request a
secure connection to be enforced by the browser by default.¹¹ This list is consulted by all
major browsers. The reason for the introduction of this list is the fundamental problem
of the TOFU model which is the uncertainty of users whether they are communicating
with a legitimate entity in the first place. While the regular HSTS establishment through
the HTTP response header is referred to as dynamic, HSTS enforced by the list mentioned
above is called preloaded.
HPKP [61] also adds a field to the HTTP response header (Public-Key-Pins). Its purpose is to protect users against illegitimately issued rogue certificates by sending the
hash digest of a public key together with the first response which is meant to be pinned
for future connections. Just like HSTS, HPKP makes use of the max-age directive to tell
the client how long the pinned certificate should be valid. Additionally, the directive
report-uri can contain information about where to report HPKP violations. HPKP also
employs mechanisms following the TOFU model which makes it vulnerable against attacks taking place during the initial connection between the client and a specific DN.
According to a study conducted by Amann et al. [6] published in 2017, only 3.5 %
of the overall scanned websites have HSTS and 0.02 % have HPKP deployed properly.
Focusing on the Alexa Top 1,000 websites, the deployment rates rise up to 24.49 % for
HSTS (dynamic and preloaded combined) and 33.59 % for HPKP, respectively.

2.3 PKI Alternatives/Evolutions
Although the classical PKI solution described earlier in this section is the status quo used
throughout the Internet, there are also alternatives to as well as evolutions of the classical PKI which are also meant to establish trust between different parties. This section
introduces an example for each of these categories in order to give the reader a sense of
directions.

2.3.1 Web of Trust
In contrast to the centralized PKI approach, the concept of the Web of Trust is to decentralize trust which leads to the fact that there are no CAs and no vertical hierarchies. Instead, every participant is compelled to sign other participantsʼ public keys after validating their identity. In the situation a participant named Alice wants to communicate
¹¹https://hstspreload.org/
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with another, unknown participant named Bob, Alice can check if there is a trusted path
between her and Bob. That is, Alice trusts another participant C who in turn trusts Bob
or she trusts participant D who in turn trusts participant C who eventually trusts Bob.
The shorter the path the better. Additionally, participants can state their grade of trust
during the key signing process. If two or more participants trust the same third participant, their trust can also be accumulated. However, these rules how to handle different
grades of trust, the length of the path, and the accumulation of trust are highly configurable by every single participant in order to fulfill their individual trust requirements.
The most popular implementation of the Web of Trust paradigm is Pretty Good Privacy
(PGP) [28] which is used to encrypt and decrypt as well as sign emails. It furthermore allows users to sign other usersʼ public keys in order to confirm their identity. In practice,
this is often done through exchanging and then comparing the public keys or the corresponding fingerprints face-to-face, for example on so-called key signing parties. Another
method is to print the hexadecimal fingerprint, its barcode, or Quick Response (QR) code
representation on business cards which can then be exchanged physically.

2.3.2 SCION
SCION (Scalability, Control, and Isolation On Next-generation network) [17, 122] is a
large-scale project conducted by a research group hosted at the Swiss Federal Institute
of Technology in Zurich (ETH) and Carnegie Mellon University. Its aim is to design a new
network architecture compatible with and as successful as the current Internet architecture but without its known constraints such as vulnerability to distributed denial of
service (DDoS) attacks, insufficient authentication, routing opacity, and accompanying
inefficiencies.
The key idea of SCION is the separation of network control and the pane which is realized by so-called Isolation Domains (ISDs). These ISDs are logically grouped clusters
of autonomous systems (AS) and every ISD has thereby its own regulations and policies
which an AS wanting to join the corresponding ISD has to accept. Employing ISDs enables, for example, network traffic between two hosts of the same ISD to be only routed
within this very ISD.
Just like the traditional WebPKI, SCION also relies on certificates for authentication
purposes. However, in SCION, every ISD is able to define its own set of trust roots. Users
can then decide which ISDʼs trust root seems to be the most trustworthy one to them and
configure it for validation of certificates. In order to enable users to validate certificates
originating outside of their own ISD, ISDs can cross-sign other ISDsʼ trust roots if they
are supposed to be trustworthy. As an additional layer of defense against malicious CAs,
ISDs can define that certificates have to be signed by multiple CAs. Furthermore, the authors propose the use of the log server-based systems referred to as Attack-Resilient PKI
(ARPKI) [19] and PoliCert [145]. PoliCert is a framework allowing each domain to transparently issue its own subject certificate policy which verifiably binds security-related
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parameters to a key pair. PoliCert furthermore introduces multi-signature certificates allowing an X.509 certificate to be signed by more than one CA. ARPKI basically employs
methods similar to CT but adds functionalities for transparent revocation and to enforce
the validation of a certificateʼs status by clients. The authors state that both together
mitigate some of CTʼs problems such as its reactive approach of detecting CAsʼ misbehaviour instead of proactively protecting RPs.

3 Related Work
This thesis references a wide range of scientific and technical literature related to different aspects of PKI. The purpose of the following chapter is, however, to focus on works
directly discussing different perspectives of the trustworthiness of CAs in order to contextualize the present thesis. For this, Section 3.1 discusses research on how economic
aspects are related to a CAʼs behaviour, Section 3.2 summarizes different methods of
how to assess and improve CAsʼ trustworthiness, and Section 3.3 presents user-centric
approaches trying to minimize the attack surface by removing unnecessary certificates
from trust stores. Section 3.4 discusses a proposal to delegate the assessment of a CAʼs
trustworthiness to an expert called the trust broker and Section 3.5 eventually covers
the development of security metrics.
Despite the conflicting definitions elaborated in Section 1.4.2, the terms trust and
trustworthiness are sometimes used interchangeably in the discussed literature. Where
applicable, terms are adapted during the summary but self-evidently retained in regard
to titles and proper names.
There are several proposals of so-called trust metrics [4, 20, 21, 97, 103, 128, 146]
which are supposed to quantify a certificateʼs trustworthiness solely on factors like the
length of its certification path employing graph theory and formal logic. Although their
naming and description is similar to the topic of this work, most of them are not applicable because they focus on the context of the actual certificate and not on the corresponding CAʼs trustworthiness what locates them out of the scope of this thesis.

3.1 CA Economics
In 1970, later Nobel laureate George Akerlof published a theory which says that if the
quality of products (both goods and services) in a specific market cannot be similarly assessed by both buyers and sellers, the low quality products tend to supersede the high
quality ones [5]. Eventually, this process caused by asymmetry of information therefore
leads to market failure. This theory, known as the Lemons Principle, has been applied
to the CA market by Backhouse et al. [12]. They argue that the variety of technologies,
procedures, and legal frameworks in combination with the common usersʼ insufficient
expertise leads to opportunistic behaviour of CAs who tend to prefer cost efficiency over
quality in order to maximize profits. To allow users to spot CAs of high quality despite
this opportunistic behaviour, Backhouse et al. suggest applying Akerlofʼs three countermeasures to the CA market:

30

Related Work
1. Guarantees: Users should analyze the CAsʼ published policies in order to evaluate
the liability granted by the CA.
2. Brand names: The authors state that companies which are already established and
are now also operating a CA under an already well-known brand are less likely to
risk the reputation of this brand by embracing malpractices.
3. Licensing: Obligatory licensing required by law (e.g. for qualified digital signatures) and facultative accreditation (e.g. WebTrust audit) ensure at least that minimal quality standards have been met.¹

Countermeasure One lacks the understanding that, taking into account existing research
on the privacy policies [29, 104], it can be assumed that neither RPs nor many certificate
applicants actually read the corresponding policies. At first glance, Countermeasure Two
seems to be logically correct. The Symantec case described in Section 1.1 is empirical
evidence against this argument, though. Brand names basically only provide declining
public reputation as a sanction. The disclosure of malpractice in the CA market, however, is far from being breaking news. Hence, it is questionable if the necessary information about breaches would even reach an audience large enough to cause a noticeable
decline of public reputation. As long as there is no dedicated reputation system, it is
also questionable if this is a rational or rather an emotional mechanism and therefore
even effective. Specter [142] compares the numbers of certificates sold by CAs before
and after they had experienced a security breach. He concludes that the number of sold
certificates indeed slightly decreases after a breach but doubts that this has a corrective effect on a CAʼs behaviour because the losses are negligible. Countermeasure Three,
licensing and accreditation, on the other hand does allow targeted sanctions by corresponding bodies and is therefore a rationally controllable instrument. Coming back to
the example of Symantec, it was not the public reputation which eventually persuaded
Symantec to sell its complete CA business but rather Googleʼs and Mozillaʼs strict line of
action.
Summarized, this economical analysis confirms the need for strong, fact-based rather
than trust-based assessment methods of CAsʼ trustworthiness. Furthermore, the results
of these independent assessments should be as easy to understand as possible in order
to enable both RPs and certificate applicants to make informed decisions.

3.2 PKI and CA Analysis
Censys [54] is a security data platform which enables researchers to analyze huge
amounts of IP addresses, websites, and certificates by employing simple queries and

¹Information about WebTrust is provided in Section 4.3.2.
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quick filters.² The datasets are gathered through ongoing Internet-wide scans and analysis of CT logs. Providing an application programming interface (API) based on JavaScript
Object Notation (JSON), Censys can also be directly integrated into scripts and programs.
Kumar et al. [91] present ZLint, a framework to check whether SSL/TLS certificates
comply with RFC 5280 [40], the BRs [18], and community best practices.³ The framework
is written in Go⁴ and based on certificates provided by Censys [54] in which it also has
been integrated eventually. It allows conducting large-scale measurements having been
run on 240 million certificates trusted by major web browsers. The overall result of the
researchersʼ analysis is that only 0.02 % of all scanned certificates contain violations.⁵
This is, however, a consequence of the fact that the three largest CAs which issued 80 %
of the scanned certificates are only responsible for a negligible number of misissuances.
The major share of non-complying certificates is issued either by mid-sized CAs which
are responsible for varying issuance errors of a small share of their certificates or small
CAs which permanently repeat the same violations. Although their study provides a comprehensive overview of the quality of individual certificates, the authors conclude that
there is still a variety of aspects concerning the trustworthiness of CAs which their approach cannot take into account.
Fadai et al. [62, 63] analyze the issuing institutions as well as the countries of origin of root certificates shipped with the currently most popular operating systems and
browsers. They correlate these findings against the 2014 Corruption Perceptions Index
(CPI) [41], the 2014 Freedom On The Net Report (FOTNR) [65], the 2014 World Press Freedom Index (WPFI) [1], as well as the legal status of capital punishment in 2013 [48]. The
result is that every major web browserʼs trust store contains certificates of CAs originating in countries found to be problematic according to these indexes. Quantitatively comparing the trust stores of different versions of Mozilla Firefox, the authors observe that
the number of contained root certificates has constantly increased. Furthermore, they
state that there are a couple of CAs which have issued such a high number of certificates
that they are virtually “too big to fail”. Their conclusion is that the high number of root
certificates combined with the vendorsʼ variety of requirements leads to a situation too
complex for a user to handle and even enabling surveillance due to the high number of
government-related root CAs.
Classen et al. [37] present an approach to mitigate the single point of failure constituted by CAs in the WebPKI using a distributed reputation mechanism to calculate the
trustworthiness of a certificate based on the overall usersʼ surfing behaviour. For this,
the authors propose a so-called CA Reputation Management Protocol which works on a
peer-to-peer basis.
²https://censys.io
³https://github.com/zmap/zlint
⁴https://golang.org
⁵A violation can either be an error which means non-compliance with BRs and RFC requirements or a
warning which is a disregard of community best practices.
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Schryen et al. [138] employ methods of propositional logic and probability theory to
provide a formal framework to assess the trustworthiness of distributed systems using
so-called trustworthiness terms. They conclude that one of the drawbacks of their proposed approach is the fact that it can only assess one security requirement at a time.
Assessing more complex situations which have to take multiple security objectives into
consideration leads to a multi-criteria decision problem implying trade-offs between different requirements.
El Uahhabi and El Bakkali [151] propose an approach to automatically assess the trustworthiness of a given certificate also taking into account information about the issuing
CA. For that, they first use a decoder module converting the given certificate into the
Extensible Markup Language (XML) format. Once converted to XML, the certificate is
handed to a so-called trust calculator module. It extracts the relevant information and
forwards it to three other modules calculating one parameter each. All these parameters,
namely the rating of the certificate, the CAʼs trust level, and the quality of the certificate
policy, range between a minimum of 0 and a maximum of 1. The overall trustworthiness
is then represented by the weighted average value of those parameters. The certificateʼs
rating depends on its expiry date and on the fact if its key usage does match its actual
application. The CAʼs trust level in turn represents the weighted average of two other
parameters, the CAʼs reputation score and the CAʼs service level. The reputation score is a
historical value dynamically adjusted using the exponentially weighted moving average
method [101] and based on feedback ratings. The service level is calculated based on
the Common Criteria (CC) certified evaluation assurance level of the software used by
the corresponding CA. In order to calculate the score representing the quality of the CP,
the CP is converted into the XML format and then parsed. Although the authors deliver
a reasonable approach, it is questionable how they specifically deal with semantic challenges originating in different wordings or even languages in CPs and how required data
is collected.
This section presents a wide range of different tools and research projects aiming to
analyze and assess the current PKI and CA landscape. In this thesis, some of their key
ideas and capabilities are integrated in order to asses trustworthiness from different perspectives.

3.3 Root Certificate Removal Approaches
Perl et al. [121] state that only 66 % of the root certificates contained in the trust stores
of operating systems and browsers are actually meant for signing SSL/TLS certificates.
However, the other 34 % could still be used to issue rogue SSL/TLS certificates enabling
MITM attacks because they are accepted by web browsers. They therefore propose to
disable the acceptance of certificates issued by non-SSL/TLS CAs during the browserʼs
verification process.
Braun and Rynkowski [26] introduce Rootopia, a Java-based tool which monitors
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usersʼ surfing behaviour and determines which root certificates they use on a regular
base and which not. During the accompanying study, with a total of 22 users involved,
the authors learned that the highest number of root certificates one single user actually used was 22 out of the 164 which were included in the Mozilla Firefox trust store
at the time of the paperʼs origination process. Furthermore, they emphasize that the
determined distribution of the usersʼ browsing behaviour is not congruent to the root
CAʼs market shares according to the Netcraft SSL Survey as of 2011.⁶ Another finding is
that the origin country of the majority of used root CAs is not equivalent with the usersʼ
country of residence or origin. The authors conclude that individualizing trust stores has
a huge potential for security improvement but its realization remains a challenge.
In contrast to the sole end-user centric approach based on the TOFU model which
the authors are employing, the present thesis also aspires to provide guidelines for the
selection of trustworthy CAs to actors applying for certification, which means mainly
website operators.

3.4 X.509 Trust Broker
Wazan et al. [155, 156, 157, 158] emphasize that the assessment of a CAʼs trustworthiness is a task too complex for the ordinary user and therefore propose to introduce a
new role to the PKI trust model which they call the technical and legal expert [155] or
trust broker [157], respectively. The TB is supposed to have a clear understanding of
the CAsʼ legal and operational circumstances so that she is able to objectively assess
the CAsʼ trustworthiness and give advise to the end-user based on an explicit and clear
contract. For the purpose of an objective assessment of CAs, Wazan et al. furthermore
introduce two measures which they call the certificate level of assurance (CLoA) and the
confidence level (CL). Each measure is represented by a score between 0 and 1. While the
objective of the CLoA is to indicate a specific CAʼs trustworthiness, the CL represents the
TBʼs grade of confidence about the provided CLoA [156]. The CLoA score is the result of
the comparison between the mechanisms decribed in a CAʼs CA/CPS and their actual implementation. Similar to El Uahhabi and El Bakkali [151], the authors propose a tangible
approach to evaluate the quality of the CP/CPS based on XML and the structure outlined
in RFC 3647 [35]. Their proposal to assess the CAʼs actual implementations is rather abstract and on a high level, though. It employs a complex system of recommendations
made by RPs and competitors of the CA without going into detail regarding the actual
criteria.
In order to allow a quick verification of a CAʼs trustworthiness similar to the verification of a certificateʼs validity provided by OCSP, Wazan et al. propose the TB protocol.
According to the definition, a TB protocol request contains either the certificate of a CA
or of the actual subject. Sending the CA certificate has the advantage of increased pri⁶https://www.netcraft.com/internet-data-mining/ssl-survey/
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vacy because the TB does not know which subject the user is actually asking for. However, this approach also limits the TBʼs capabilities of providing feedback specifically
focused on the trustworthiness of the actual subjectʼs certificate. Hence, in this case,
the TB provides general feedback about the trustworthiness of the CA and the overall
trustworthiness of the certificates issued by this CA. The other option, sending the subjectʼs certificate, reveals the userʼs intent to communicate with this very subject to the
TB but also allows a more focused feedback including information about whether this
certificate may already be revoked.
On the initiative of Wazan et al., the role of the TB, the four-cornered trust model visualized in Figure 3.1, and the corresponding TB protocol have eventually been introduced
into the 2016 version of the standard X.509 [85, 158] as an optional attribute.
Reading these lines about the TB might call to mind the criticism about shifting trust
to the auditor formulated at the end of Section 2.1.5. However, there is a fundamental
difference: While the auditor is selected and payed by the CA, the role of the TB is meant
to have a contractual agreement with the user in order to avoid conflicts of interest and
consolidate independence.

assesses (6)

Trust Broker
commissions
assessment
(5)

provides result
of assessment
(7)

Certificate Authority
requests verification (3)
provides verification (4)

issues certificate (1)

provides certificate (2)

Relying Party

Applicant/Subscriber

Figure 3.1: Relations between PKI actors including the trust broker [85, 155, 157].
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3.5 Security Metrics
As initially mentioned, most of the existing so-called trust or trustworthiness metrics in
the area of PKI focus on the processes of path construction and validation and can therefore not be applied to the intended CA trustworthiness metric. Since the understanding
of trustworthiness employed in this thesis is heavily influenced by security, the following
paragraphs discuss established security metrics and corresponding research in order to
identify valuable hints and role models.
According to the Federal Information Security Management Act [64], the National Institute of Standards and Technology (NIST) is responsible for the development of standards and guidelines to secure any information system used by the U.S. Federal Government except for national security systems. In this role, NIST also conducts research
and provides guidance about how to develop measures to assess the current state of a
information systemʼs security [34, 144]. As one of the key research directions NIST identified the determination of practicably and concretely measurable factors of system security [86].
A visible and tangible example which is already used as a basis for other metrics [95,
135] is the Common Vulnerability Scoring System (CVSS) [38]. CVSS is a globally accepted,
open framework for the transparent assessment of software vulnerabilities and provides
a standardized score to quantify their severity. In order to provide this overall score, it
employs three different groups of complementary metrics which are referred to as the
Base Metric Group, the Temporal Metric Group, and the Environmental Metric Group. The
Base Metric consists of constant values which represent a given vulnerabilityʼs general,
time and environment-independent characteristics such as the attack vector or required
privileges. It can be either used stand-alone or be refined by combining it with one or
both of the other metrics. The Temporal Metric takes into account current circumstances
such as the availability of easy-to-use exploiting tools or the provision of a patch concerning the corresponding vulnerability. The Environmental Metric is adaptable to the
userʼs actual environment and therefore takes into account individually prioritized security objectives and implemented security controls.
CVSS provides an assessment framework capable of adapting to relevant circumstances. For the metric proposed in this thesis, a similar approach is employed. Instead
of temporal and environmental customization, the user can decide between different
attacker models and derive a suitable adaption of the metric. Furthermore, CVSS scores
are meant to be assigned by security analysts similar to the role of the X.509 trust broker [85, 156]. Hence, CVSS as a role model combined with the development guidance of
NIST is a good starting point for the proposed trustworthiness metric for CAs.

4 Policy Survey
Each of the major web browser vendors maintains its own root inclusion program which
in turn refers to policies and guidelines as illustrated in Figure 4.1. In this chapter, the
different documents are summarized, analyzed, and discussed. The objective of this
process is to extract relevant criteria of trustworthiness (CoT). These CoT are then considered to be the foundation of the metric to be developed in Chapter 5 and Chapter 6.
There also exists a wide variety of other principles, best practices, and standardization criteria regarding the evaluation of CAs, such as the National Information Assurance Partnershipʼs Protection Profile for Certification Authorities [126] based on CC. This
work may sometimes refer to these additional documents but a comprehensive analysis
would go far beyond the scope of this thesis defined in Section 1.3.
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Figure 4.1: Relations of main policies concerning root certificate inclusion.
This policy survey employs an incremental approach. That is, if a specific CoT was mentioned by another policy already, it is not going to be discussed again during subsequent
policy reviews except if there are major differences.
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4.1 Browser Vendorsʼ Root Inclusion Policies
In the following, the root inclusion policies of the four major browser vendors are discussed. Although the most important and directly affecting documents, they almost
completely refer to other programs such as the different CA/B Forum Guidelines or WebTrust. Hence, despite their outstanding importance, their discussions turn out relatively
short.

4.1.1 Apple Root Certificate Program
Appleʼs Root Certificate Program [7] requires CAs applying for root inclusion to complete the audit process of WebTrust [124] or another audit whose equivalence has to
be demonstrated by the applicant. Furthermore, the CAs have to maintain compliance
with the BRs [18]. For EV, the corresponding guidelines [75] and audits have to be considered. Root CAs must provide a broad value to Apple users. In case of a planned change
of control, for example if a CA sells its business as Symantec did, Apple has to be notified.

4.1.2 Google Chrome Root Certificate Policy
Although Google has its own Root Certificate Policy [130] for Chrome, it relies on other
vendorsʼ trust stores depending on the operating system Chrome is running on. Running
in an Apple MacOS or Microsoft Windows environment, Chrome uses the corresponding
trust store of Apple and Microsoft, respectively. For a Linux installation, Chrome basically
relies on the Mozilla NSS trust store which could be modified depending on the actual
distribution.

4.1.3 Microsoft Trusted Root Program
Opposed to the policy of Apple, the requirements of Microsoftʼs Trusted Root Certificate
Program [111] do also apply to CAs issuing code signing and S/MIME certificates. Although Microsoft requires all subordinate CAs to separately issue certificates for server,
email, and code authentication, it combines the requirements for all of them in only
one policy. Hence, it does not directly require full compliance with the BRs because they
solely focus on server authentication (SSL/TLS). Instead, Microsoft only selectively refers
to the BRs regarding aspects such as algorithm type and key lengths. For the most part,
it defines a wide range of own requirements which are partially similar to those defined
by the CA/B Forum but without going into such great detail.
A unique demand not stated anywhere else is the fact that Microsoft requires government CAs to restrict the issuance of certificates to DNs ending with .gov or the corresponding country code top-level domain (ccTLD) they have sovereign control over. Furthermore, compared with other root policies, Microsoft does give extensive advise to
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CAs what to do in case of a security incident. Concluded, Microsoft does not directly refer to the BRs as a whole but also does not state any special requirements which should
be considered during the creation of the metric additionally.

4.1.4 Mozilla Root Store Policy
Mozillaʼs Root Store Policy [114] requires CAs to provide relevant services to users, to
comply with the BRs [18], and to undergo at least an annually audit process whose results have to be published in English language.¹ Additionally to WebTrust, Mozilla also
explicitly accepts audits based on criteria published by ETSI. In the case of EV, the CA has
to comply with the corresponding guidelines and undergo audits accordingly. Furthermore, Mozilla requires compliance with the CA/B Forum Network and Certificate System
Security Requirements [115], the deployment of multi-factor authentication for all accounts able to issue certificates, and the consideration of discussions led in the relevant
section of Mozillaʼs Forum.² All CA certificates which are not technically constrained³
have to be published in Mozillaʼs Common CA Database⁴ before a subordinate CA is able
to use it issuing certificates on its own. If legal or operational changes occur, Mozilla also
has to be informed immediately. In the case of a physical relocation of the HSM storing
the private key, Mozilla expects very strict security requirements such as the presence of
auditors and continuous video surveillance recording the process additional to updated
documents such as CP, CPS, and audit statements.

4.2 CA/Browser Forum
The CA/B Forum is an association of 50 CAs and the major browser vendors such as Apple, Google, Microsoft, and Mozilla.⁵ The CA/B Forum also works closely with other organizations such as ETSI, WebTrust, the Internet Corporation for Assigned Names and
Numbers (ICANN), and the U.S. Federal PKI Policy Management Authority.

4.2.1 Baseline Requirements
According to the analysis of different root inclusion policies provided in Section 4.1, the
BRs [18] are one of the most important documents regarding the inclusion of certificates
¹Some of the requirements of the CA/B Forum are explicitly superseded by stricter rules defined in
Mozillaʼs Root Store Policy. For example, Mozilla excludes “any other method” for the purpose of IP address
authentication.
²https://www.mozilla.org/about/forums/#dev-security-policy
³Technically constrained means that the certificateʼs scope is restricted by applying a combination of
EKU and name constraints as described in Section 2.1.1 [18].
⁴https://ccadb.org/
⁵As of July 2018.
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into major web browserʼs trust stores. Its preamble states that the regulations formulated in this document only apply to certificates used for server authentication which
basically means SSL/TLS certificates. Another important statement is that the primary
beneficiaries of these regulations should be the end-users who are invited to suggest
amendments. The BRs place high demands in terms of transparency and compliance
on CAs. Their, at least, annual publication duties include their CP, CPS, and its business
practice. Another annual duty is an external audit performed by an independent and
qualified auditor. For audit purposes, the complete certificate lifecycle has to be explicitly logged and retained for at least seven years. Furthermore, they have to maintain a
test web page which browser vendors and other software suppliers can use to test their
applicationsʼ interoperability with valid, revoked, and expired certificates issued by the
corresponding CA. Regarding the security protocols discussed in Section 2.2, the BRs
require CAs to adhere to CAA. Surprisingly, the application of CT is not required, though.
The largest portion of processes regulated in the BRs is connected with the validation
of the applicantʼs legitimate ownership of the FQDN and her identity although EV is not
even directly approached in the BRs since there is a separate document published by the
CA/B Forum focusing solely on EV, the Guidelines For The Issuance And Management Of
Extended Validation Certificates [75], which is discussed in Section 4.2.3.⁶ Measures regarding validation of information required by the BRs include various forms of challengeresponse to prove ownership of DNs and screening of proxy servers to avoid deception
of origin.
As defined by the BRs, high risk certificate requests are certificate requests containing
names with a higher risk for phishing or other kinds of fraud. They should be identified
by employing the MillerSmiles phishing list or Googleʼs Safe Browsing list.⁷,⁸ The CA can
also use additional methods such as the detection of similarity to revoked certificates
or previously rejected CSR. In case a high-risk CSR is identified, CAs have to apply more
scrutinizing processes.
Additionally to the proactive measures presented so far, the BRs also contain details
specifying how to react in case of an incident. For this, the BRs contain a thorough list
of situations potentially leading to revocation followed by a detailed breakdown of time
limits for the publication of revocation information. End-entity certificates have to be
revoked within 24 hours after the corresponding incidentʼs occurrence whereas revocation of intermediate CA certificates has to take place within a period of seven days. In
fact, only the CA or the certificateʼs owner are entitled to directly revoke a certificate.
However, any third party, such as an ordinary user, has the right to file a so-called certificate problem report (CPR) informing the CA about potential abuse at any time. In
order to keep the public up-to-date, the CA has to maintain repositories providing the
most recent CRLs and signed OCSP information which contain an entry for each revoked
⁶This also includes issues indirectly connected with the applicantʼs identity such as the right to use
brands or tradenames, the origin country, and the like.
⁷http://www.millersmiles.co.uk/
⁸https://developers.google.com/safe-browsing/v4/lists
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certificate until after the corresponding certificateʼs expiry date.⁹ For end-entity certificates, the CRL has to be renewed at least every seven days, the OCSP informationʼs upto-dateness (UTD) has to be confirmed at least every four days. For intermediate CA certificates, both CRLs and OCSP information have to be updated at least once every twelve
months but also within 24 hours after revocation of such a certificate.
The CA has to secure its private key by maintaining very strict standards such as the
usage of HSMs compliant with the Federal Information Processing Standard (FIPS) 140
level 3 [139] or equivalent and requiring at least two persons with appropriate training
as well as undergone background checks to handle the key. For accounts capable of
issuing certificates, multi-factor authentication has to be enforced. Additionally, an annual risk assessment has to be conducted identifying external and internal threats, their
likelihood and potential damage, as well as the sufficiency of implemented security controls to counter these threats.
In regards to the certificateʼs own structure, the BRs describe a variety of valid and
invalid extension combinations. For example, the BRs contain obvious regulations such
as a set cA bit for root and intermediate CA certificates but also more subtle details like
the digitalSignature bit of the keyUsage extension to be set if the CA wants to sign
OCSP responses although the keyCertSign and cRLSign bits are set anyway for CA certificates. All certificates are required to have a key length of at least 2,048 bit for RSA and
DSA as well as 256 bit for elliptic curve cryptography (ECC curve). For hash digests, the
Secure Hash Algorithm (SHA) with at least 256 bits digest length has to be used. Furthermore, the BRs contain some legacy regulations for certificates issued before 2011.

4.2.2 Network and Certificate System Security Requirements
Complementary to its BRs, the CA/B Forum maintains a separate publication focusing
on the security of networks and systems a CA is relying on [115]. The guidance provided
covers general security topics such as network segmentation, network boundary control, hardening of systems, password policies, patch management, and regular penetration tests. At some points, it goes further into detail describing for example minimum
password lengths but overall it stays on a rather high level.

4.2.3 Guidelines for Extended Validation Certificates
For the validation of EV certificates, the CA/B Forum provides additional guidelines [75]
to the already extensive requirements elaborated in the BRs. Most of them cover topics related to the formal validation process of company information and the identity
of a responsible person who is requesting the certificate. Consequentially, it contains
little valuable information in terms of technically assessable attributes. However, one
exception is the requirement to very sensitively verify certificate requests containing
⁹The maximum validity period for end-entity certificates is 825 days according to the BRs.

42

Policy Survey

mixed character set DNs, also referred to as internationalized domain names (IDN) [89,
90]. These IDN do not only use the 7-bit American Standard Code for Information Interchange (ASCII) character set but Unicode which allows the representation of a wide
range of international character sets. The different sets used for IDN can contain characters which have different encodings and semantics but visually look exactly the same.¹⁰
This property can be exploited to trick both CAs and users by conducting a so-called homograph attack [66]. CAs can be tricked to issue high-risk certificates by bypassing their
regular procedures for parsing corresponding terms indicating high-risk certificate applications. Subsequently, users can be tricked by presenting them a fraudulent URL and
the dedicated certificate which is visually exactly the same as the one they intended to
visit. Although this requirement is actually only stated for EV certificates, the mentioned
attack applies to all kinds of digital certificates and is therefore incorporated into the
metric.

4.3 Audit Policies
In addition to the vendorsʼ root inclusion policies and the requirements published by
the CA/B Forum, there are also guidelines which are meant for implementing and auditing the previously mentioned requirements. These guidelines are published by the two
most prevalent auditing programs, namely the criteria of ETSI and WebTrust.

4.3.1 European Telecommunications Standards Institute
ETSI is an organization providing standards and guidelines concerning the field of information and telecommunication technology. It is an association of about 800 members
from 66 countries including industry, government agencies, and academia. As already
pointed out in Section 4.1, ETSIʼs audit guidelines are, at least implicitly, referred to by
all major browser vendorsʼ root inclusion programs. A couple of those guidelines [58, 59,
60] deal with the assessment of trust service providers, a term which includes CAs. However, most of them mainly describe rather abstract management processes often referring to other standards such as ISO/IEC 17065 [39] or 27002 [83]. Only one of them provides really technical advise although narrowly reasoning along the BRs without providing many additional details about actual testing processes and thus mostly uninspiring
for the extraction of tangible CoT [59]. Nevertheless, the following paragraph describes
parts of ETSIʼs requirements which are rather unique and therefore worth mentioning in
the present context.
A central statement made is that personnel on the managerial level and in trusted
roles has to be free from any financial, commercial, and other pressures which could in¹⁰A simple example: The Cyrillic and Latin character sets both contain the visual character “a” represented by the unicode encodings U+0430 (Cyrillic) and U+0061 (Latin), respectively.
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fluence its trustworthiness. This statement is especially interesting because its “other”
component leaves space for interpretation and allows deriving the requirement of legal
and political independence as expressed by Fadai et al. [62, 63]. While the BRs require
CAs only to provide testing certificates to software vendors, ETSI uses the wider term
third party which does not only cover software vendors but basically anyone. Consequently implemented, this capability is beneficial for a CAʼs transparency. Another advance in terms of transparency is ETSIʼs proposal of so-called PKI disclosure statements
(PDS). These PDS summarize and simplify a CAʼs CP and CPS and are therefore supposed
to assist in the decision making process whether to trust or distrust a CA, especially for
end-users.

4.3.2 WebTrust for Certification Authorities Program
WebTrust is an initiative jointly founded by the American Institute of Certified Public Accountants and the Canadian Institute of Chartered Accountants.¹¹ Similar to ETSI, WebTrust provides principles and criteria [159, 160] which are mostly used by accounting
firms to perform audits of CAs. Since they are also based on the BRs, WebTrustʼs documents also have a very similar structure. Nevertheless, there are some editorial differences such as WebTrust explicitly requiring CAs to classify information and identify
corresponding owners whereas ETSI only refers to other standards for this purpose. Although in general basically stating the same, WebTrust requirements seem to be slightly
stricter than the one defined by ETSI. For example, WebTrust requires a CA to quarterly
check at least three percent of the certificates issued by each subordinate CA in order to
assess if they are in line with the BRs.

¹¹The Canadian Institute of Chartered Accountants is the predecessor of the Chartered Professional
Accountants of Canada that is nowadays managing the program.

5 Metric Methodology
The previous chapters introduced various different factors on the question if a CA
can be seen as trustworthy or not. Following the process illustrated in Figure 5.1, the
goal of the present and the next chapter is to incorporate these diverse perspectives
into one holistic metric which can be used to measure the trustworthiness of CAs. In
order to develop the outlined metric, it is crucial that the necessary information is
available without considerable obstacles. Hence, Section 5.1 introduces the concept
of obtainability and its different levels. In Section 5.2, CoT collected during the policy
and research survey are then selected based on their obtainability level. Section 5.3
proposes a design template to transfer the selected CoT into submetrics and to cluster
them into submetric groups (SMGs). Section 5.4 presents a flexible attacker model which
allows users to adapt the metric considering their individual protection requirements.
Eventually, Section 5.5 describes how to calculate the overall metric score based on the
submetrics and SMGs introduced in Chapter 6.

Research and
policy survey

Extract
CoT

Select CoT
based on
obtainability

Develop
submetrics

Evaluate
metric

Figure 5.1: Overview of the metric development process.

5.1 Introducing Obtainability
The previous chapters discussed a wide range of CoT which can be taken into consideration for the development of a CA trustworthiness metric. A crucial prerequisite for the
successful transfer into submetrics and their eventual applicability is the availability of
information indicating a CAʼs performance regarding the respective submetric. In order
to avoid confusion with the security objective of availability, this property is referred to
as obtainability hereinafter.
The categorization of CoT into different levels of obtainability as presented in Table 5.1
helps in two ways. Initially, during the process of metric development, it allows eliminating CoT which cannot be obtained at all. In the later stage of applying the metricʼs assessment methods to actual CAs, the obtainability levels allow to chose specific submetrics
according to the scheduled effort in terms of provided budget and workforce.
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For example, if there is only initial funding and negligible human supervision, submetrics with the obtainability level automatical (A) are predestinated to develop fully automated collection and assessment methods. If there is sufficient workforce for manual evaluation and funding to buy certificates, submetrics with the levels public (P), requestable (R), and buyable (B) can also be taken into consideration for the corresponding
program. Although there emerged CAs providing certificates for free, the majority of CAs
still takes money for issuing DV and certainly for issuing OV and EV certificates. Hence,
the obtainability level B reflects this situation despite the fact that there are exceptions
such as Letʼs Encrypt.
Table 5.1: Levels of obtainability.
Name

Description

Example

ID

Automatical

Publicly available, fully
structured and therefore automatically obtainable information.
Publicly available but
in some sort unstructured information.
Information not publicly available but
requestable for free.

Standardized field of X.509
certificate.

A

Information in the CP/CPS
which can be empirically verified.
Non-public
information
about a CAʼs ownership
structure which has to be
requested from registers.
Discrepancies between CPS
and effectively implemented
validation process.
CP/CPS information which
cannot be verified without
trusting the CA or auditors.
Trade secrets or a single personʼs clandestine intentions.

P

Public

Requestable

Buyable

Non-verifiable

Unobtainable

Information gathering
includes
financial
expenditure.
Empirically
unavailable information.
Generally not available
information.

R

B

N

U

5.2 Selection of CoT
Table 5.2 summarizes the CoT gathered during the policy and research survey and maps
them to their corresponding level of obtainability according to Table 5.1. Based on this
mapping, appropriate CoT are selected to be part of the actual metric to be developed.
CoT up to the obtainability level of B are considered appropriate while CoT mapped to
non-verifiable (N) or unobtainable (U) are neglected.

5.2 Selection of CoT
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Table 5.2: Mapping of CoT to obtainability level.
Category
Revocation

CA Restrictions

Certificate Issuance

Cryptography

Independence
Transparency

Internal CA Security

CoT
UTD of CRLs
UTD of OCSP information
Consistency of CRL and OCSP
Response for non-existent Certificates
Revocation Request Reaction Time
Receptiveness of Revocation
Path Length Constraints
Name Constraints
Key Usage
CAA
High-Risk CSR
Mixed Character Set IDN
Origin Country
Extended Key Usage
Wildcard Certificates
Key Size
Digest Algorithm
Public Key Reuse
Weak Key
Operational Independence
Legal Independence
Certificate Transparency
Document Repository
Legal Transparency Report
Annual Risk Assessment
Regular Vulnerability Scanning
Regular Penetration Tests
Multi-Factor Authentication
Use of FIPS-compliant HSM
Network Segmentation
Network Boundary Control
Hardening of Systems
Appropriate Password Policies
Patch Management
Personnel: Background Checks
Personnel: Appropriate Training
Personnel: Freedom from Pressure

Obtainability
A
A
A
A
B
P
A
A
A
B
B
B
B
A
A
A
A
B
B
P/R
P
A
P
P
N
N
N
N
N
N
N
N
N
N
N
N
U

As it can be seen in Table 5.2, it is generally impossible to gather empirical evidence
about the CAʼs internal security controls by an external trustworthiness assessment without trusting the CA itself or the auditor who financially depends on the CA, at least to a
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certain degree. As stated in Section 1.2, trust is one of the key problems of the current
PKI. Relying on this kind of information would therefore be rather irrational in the context of this thesis, although the criteria grouped in this category are without any doubt
very important for the CAʼs overall trustworthiness.

5.3 Submetric Development Template
In order to have an easy to understand and comparable structure of the different submetrics, they are verbalized according to the template presented in Table 5.3. Besides its
name and SMG, each submetric contains of a brief description of the corresponding criterion, its obtainability level, and the method to gather necessary information. The heart
of each submetric is its score values table (SVT) which describes how the actual measurements translate into the score indicating how well the submetricʼs requirements are met.
For each measurement, a resulting score represented as unit interval with 0 as the worst
and 1 as the best score is assigned.¹ This score represents the CAʼs level of compliance
with the corresponding submetricʼs requirements according to its SVT.
Table 5.3: Information contained in the submetric development template.
Name

Description

SMG Name
Submetric Name
Description
Collection Method
SVT

Unique name of the SMG the submetric belongs to.
Unique name of the respective submetric.
A brief description of the submetric and why it is important.
Describing how performance indicators can be collected.
Describing the different possible outcomes of the assessment and corresponding values used in the scoring process.

5.4 Attacker Model
Although highly desirable, it is hard to develop “one-size-fits it all” solutions serving all
kinds of users equally. This principle also applies to the development of a trustworthiness metric. Hence, it is important to provide some kind of adaptability mechanism to
be able to satisfy a diverse audience nevertheless. In the present metric, this is realized by applying different weightings to specific SMGs depending on their effectiveness
regarding the chosen attacker model. These weightings are low (L), medium (M), and
high (H). The corresponding numeral weighting factors are 1 , 2 , and 3 . The employed
methodologies [133, 141] are deliberately designed simple and understandable so that
¹A unit interval is a value x ∈ R with 0 ≤ x ≤ 1 .

5.4 Attacker Model
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users can derive their individual protection profile from a generic attacker model presented in this section. The set of attackers and corresponding example scenarios related
to the trustworthiness of CAs includes but is not limited to:
• State Actor: State actors are able to approach victims by sophisticated methods
including Border Gateway Protocol (BGP) hijacking or advanced persistent threats
(APTs) for purposes such as mass surveillance, industrial espionage, or repression.
• Organized Internet Criminal: Instead of massive technical capabilities and manpower, the toolset of Internet criminals includes attacks like medium to largesized phishing campaigns trying to exploit human weaknesses.
• Script Kiddie: With todayʼs sheer number of publicly available hacking tools, the
threshold for opportunistic computer crime is rather low. Local attacks which can
be performed by virtually everyone include for example Address Resolution Protocol (ARP) poisoning.
A reason for providing a flexible attacker model instead of a fixed weighting scheme is
that the attributes of an real attacker are hardly generalizable. Furthermore, it is also impossible to take all possibly relevant circumstances into account. As a result, the following paragraphs describe the presented modelʼs underlying assumptions. Those assumptions serve two purposes. First, they help to understand the attacker model presented
in Table 5.4. Second, they enable a user to individually adjust the presented example
model.
Table 5.4: Attacker model mapping attackers to SMGsʼ effectiveness levels.

Revocation SMG
Restriction SMG
Issuance SMG
Cryptography SMG
Independence SMG
Transparency SMG

State
Actor

Internet
Crime

Script
Kiddie

L
H
H
H
H
H

H
M
H
H
M
M

M
M
H
H
L
L

Despite the incidents discussed in Section 1.1, the discovery of rogue certificates suspected to be used by state actors is rather rare compared to the occurrence of regular Internet crime. Thus, the CAsʼ revocation services have to protect RPs particularly against
once legitimately issued but now exposed certificates used for usual Internet crime. In
the case of disclosure of a major CA breach, the browser vendors have proven to be agile [3, 109, 116]. Opposed to states, the probability of criminals or script kiddies owning
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a CA is rather low so that the restriction measures cannot directly applied to them. The
overall containment of unrestricted CAs generally reduces the risk for wrongly issued
certificates, though. Even without an own CA, there are ways to trick a commercial CA
to issue certificates which can be used for fraudulent activities. Therefore, CAs have to
be prepared to handle potentially malicious CSRs no matter who the potential attacker
is that raised the request. The same applies to the cryptographic properties of issued certificates because it is the critical factor securing the RPʼs data. The probability of script
kiddies compromising or influencing a CA is rather low, the case of DigiNotar shows that
this kind of attack more likely involves state actors. Hence, the independence and transparency metrics are especially important as a protection against state actors. However,
the risk of criminals blackmailing CA employees is still not completely negligible.

5.5 Metric Calculation
All scores are consistently composed of unit intervals with 0 as the worst and 1 as the
best score. A single SMGʼs averaged score a is calculated with
a=

1 ∑
m,
|M| m∈M

where M is a set of unit intervals representing the single scores of the submetrics contained in the SMG. Calculating the unweighted overall trustworthiness score t is described with
t=

1 ∑
a,
|A| a∈A

where A is a set of unit intervals representing the single SMGsʼ averaged scores. In order
to calculate the weighted overall trustworthiness score w , the corresponding weightings
have to be applied with
1
w= ∑
g∈G

|A|
∑

g

gi ai ,

i=1

where A is a set of unit intervals representing the single SMGsʼ averaged scores and G is a
set of unsigned integers representing the corresponding SMGsʼ weightings with (ai ∈ A,
gi ∈ G) and |A| = |G|.

6 Metric Development
This section applies the methodology proposed in Chapter 5 to the criteria selected in
Section 5.2. For this, the diverse factors are grouped into SMGs and formalized according
to the submetric development template introduced in Section 5.3. The relation between
submetrics, SMGs, and the overall metric is visualized by Figure 6.1. The submetrics contain general information about their designated data collection method. For reasons of
clarity and comprehensibility, the specific technical procedures, such as command line
interface (CLI) instructions, are not directly included but provided in Appendix A, though.
The individual SMGs are not directly weighted. Rather, they subsume closely related
CoT to a scoring system designed to be as intuitive and tangible as possible. Therefore,
the process of weighting is meant to be performed by individually applying the attacker
model introduced in Section 5.4.

CA Trustworthiness Metric
Revocation SMG




Up-To-Dateness of CRLs
Up-To-Dateness of OCSP
...

Cryptography SMG




Key Size
Digest Algorithm
...

Restriction SMG





Path Length Constraints
Name Constraints
...

Independence SMG




Operational
Independence
Legal Independence

Issuance SMG




CAA
High-Risk CSR
...

Transparency SMG





CT
Document Repository
...

Figure 6.1: The metricʼs basic architecture.

6.1 Revocation SMG
Certificates must be assigned an expiry date usually not exceeding a period of 825 days
from the day they are issued. After this period, the certificate automatically expires.
However, there are a couple of incidents, such as private key compromise, requiring the
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certificate to be revoked before its actual expiry date is reached. To properly handle
these cases, it is very important that a CAʼs revocation procedures are reliable in terms
of time, reachability, and consistence.

6.1.1 UTD of CRLs
The BRs require that CAs have to publish an updated CRL at least every seven days. However, the more often a CA updates its CRL, the lower the risk for users to erroneously
accept an actually revoked certificate. Further information about CRLs is provided in
Section 2.1.3.
Obtainability Level: Automatical
Data Collection Method: In order to assess how often a CA updates its CRL, the CRLʼs
Last Update field is monitored either at a specific point in time or over a certain period
of time using the OpenSSL toolkit.¹ Section A.1.1 elaborates the employed CLI instructions.
Table 6.1: SVT of the UTD of CRLs Submetric (Revocation SMG).
Score
1
t
1 − 7 +1
0

Description
Updated daily with t ≤ 1 .
Updated within the BRs time limit with 1 < t ≤ 7 .
Updated late with t > 7 .

Where t is the (average) difference between the current time and the CRLʼs Last
Update field in days.

6.1.2 UTD of OCSP
The BRs require that CAs have to update their OCSP information at least every four days.
However, the more often a CA updates its OCSP information, the lower the risk for users
to erroneously accept an actually revoked certificate. Further information about OCSP
is provided in Section 2.1.3.
Obtainability Level: Automatical

¹https://www.openssl.org/

6.1 Revocation SMG

53

Data Collection Method: In order to assess how often a CA updates its OCSP information, the OCSP responseʼs This Update field is monitored either at a specific point in
time or over a certain period of time using the OpenSSL toolkit. Section A.1.2 elaborates
the employed CLI instructions.
Table 6.2: SVT of the UTD of OCSP Submetric (Revocation SMG).
Score
1
t
1 − 4 +1
0

Description
Updated daily with t ≤ 1 .
Updated within the BRs time limit with 1 < t ≤ 4 .
Updated late with t > 4 .

Where t is the (average) difference between the current time and the OCSP responseʼs This Update field in days.

6.1.3 Consistency of CRLs and OCSP
CRLs and OCSP fulfill the same task and must therefore be consistent if both are provided.
Obtainability Level: Automatical
Data Collection Method: Employing OpenSSL as described in Section A.1.1 to retrieve
a CRL allows choosing a certain number of random samples and then check them
against the OCSP service. Section A.1.3 shows how the OCSP request can be crafted using the serial number of the certificate which is listed in the CRL.
Table 6.3: SVT of the Consistency of CRL and OCSP Submetric (Revocation SMG).
Score

Description

n
|S|

Fully consistent with n = |S|.
Partially consistent with 0 < n < |S|.

0

Not consistent with n = 0 .

1

Where S is the set of random samples chosen from the CRL and n is the number
of corresponding OCSP responses returning Cert Status: revoked.

6.1.4 Non-Existent Certificate
An OCSP request answered with a good response signals that the corresponding certificate has not been revoked. However, for a non-existent certificate which indeed cannot
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be revoked because it has not been issued, this kind of response also implicitly confirms
its existence. Hence, before responding to an OCSP request, a CA has to check whether
the certificate has been issued after all and if not, it has to reply with Cert Status: unknown or with a unauthorized response depending on the CAʼs ability to access authoritative records for the corresponding certificate [47].
Obtainability Level: Automatical
Data Collection Method: Sending an OCSP request similar to the one described in Section A.1.2 but containing a self-signed and thereby for the responding CA non-existent
certificate.
Table 6.4: SVT of the Non-Existent Certificate Submetric (Revocation SMG).
Score
1
0

Description
Response contains Cert Status: unknown or is marked unauthorized.
Response contains Cert Status: good.

6.1.5 Revocation Request Reaction Time
The BRs define that a CA has to react within 24 hours after receipt of a revocation request
filed by the certificate holder. It is crucial that the corresponding certificate is revoked
as soon as possible because in the meantime certificate abuse could take place depending on the reason of the revocation request. The important question is therefore not
how long it takes until the CA responds to the certificate holder but how long it takes
until measures are taken which reflect the incident in CRLs and OCSP responses. This
could either happen temporarily by employing the revocation reason certificateHold
or permanently [134].
Obtainability Level: Buyable
Data Collection Method: In order to be able to measure the timespan from sending
the revocation request to the actual technical revocation by including the certificate into
CRLs and OCSP information, a certificate has usually to be purchased. Once the revocation request is sent to the CA, the corresponding CRL and OCSP information has to be
monitored employing the techniques described in Section A.1.4. Due to economical reasons, the revocation request could ask for certificateHold instead of permanent revocation. This option allows measuring the reaction time while simultaneously enabling
the re-use of the certificate afterwards.

6.2 Restriction SMG
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Table 6.5: SVT of the Revocation Request Reaction Time Submetric (Revocation
SMG).
Score
1
1−

t
2 4 +1

0

Description
Immediate revocation with t ≤ 1 .
Delayed revocation with 1 < t ≤ 2 4 .
Late revocation with t > 2 4 .

Where t is the timespan in hours from the moment the revocation request is filed
to the moment the certificate is revoked.

6.1.6 Receptiveness of Revocation
A CA should not only react to revocation requests filed by the holder of the certificate but
also to CPRs filed by any third party detecting misuse or fraud related to the certificate.
In order to reduce inhibitions and facilitate the process, CAs should provide instructions
and forms supporting the creation of CPRs.
Obtainability Level: Public
Data Collection Method: The CPR form has to be investigated manually on the corresponding CAʼs website.
Table 6.6: SVT of the Receptiveness of Revocation Submetric (Revocation SMG).
Score
1
0 .5
0

Description
The CA provides information and a CPR form.
The CA provides information or a CPR form.
The CA provides neither information nor a CPR form.

6.2 Restriction SMG
As emphasized in Section 1.2, one of the major problems of the current WebPKI is the
single point of failure originating in the possibility that almost every trusted CA can issue
certificates for any DN. There are a variety of security protocols, such as CAA or CT, trying
to partially mitigate this problem. The most effective method a CA can employ, however,
is to technically restrict the certificates it issues. For example, it can hinder subordinate
CAs from issuing certificates which are out of its individual scope by applying name constraints.
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6.2.1 Path Length Constraints
Every CA issuing a certificate for a subordinate CA has to set the field cA to true in order
to enable the corresponding subordinate CA issuing certificates on its own. Hence, the
cA field, which is part of the basic constraints extension, is a powerful tool used quite
frequently. It does, however, not only empower the holding CA to issue end-entity but
also further CA certificates. Hence, the basic constraints extension also contains a mechanism to restrict a subordinate CAʼs ability to further issue CA certificates by defining a
maximum path length which is crucial in order to minimize the risk of certificate misissuance and abuse. Therefore, this submetric assesses to which extent a CA utilizes path
length constraints. Further information about path length constraints is provided in Section 2.1.1.
Obtainability Level: Automatical
Data Collection Method: Employing Censys, certificates issued by a specific CA with
the cA field set to true can be queried and analyzed whether they have the pathLenConstraint field set to 0. The corresponding query can be found in Section A.2.1.
Table 6.7: SVT of the Path Length Constraints Submetric (Restriction SMG).
Score
|C |−|R|
|C |

All CA certificates are restricted with |C | = |R|.
CA certificates are partially restricted with 0 < |R| < |C |.

0

No restricted CA certificates with |R| = 0 and |C | > 0 .

1
1−

Description

Where C is the set of subordinate CA certificates issued by the assessed CA and
R ⊆ C contains only the certificates with the pathLenConstraint field set to 0.

6.2.2 Name Constraints
A CA can hinder subordinate CAs from issuing certificates for other DNs or IP addresses
than the ones it is legitimately entitled to by including name constraints. The name
constraints extension comprises the two fields permittedSubtrees and excludedSubtrees. The use of permittedSubtrees is thereby seen as a more effective way because
it implicitly excludes any names except for the ones explicitly permitted. excludedSubtrees, however, only prohibits issuing certificates with DNs explicitly listed. Hence, the
use of excludedSubtrees is recommended for further narrowing down the scope of a
certificate but should not be used as a stand-alone solution. Further information about
name constraints is provided in Section 2.1.1.

6.2 Restriction SMG
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Obtainability Level: Automatical
Data Collection Method: Employing Censys, certificates issued by a specific CA with
the cA field set to true can be queried and analyzed whether they have the permittedSubtrees field set. The corresponding query can be found in Section A.2.2.
Table 6.8: SVT of the Name Constraints Submetric (Restriction SMG).
Score
|C |−|R|
|C |

All CA certificates have a name restriction with |C | = |R|.
CA certificates are partially restricted with 0 < |R| < |C |.

0

No restricted CA certificates with |R| = 0 and |C | > 0 .

1
1−

Description

Where C is the set of subordinate CA certificates issued by the assessed CA, R ⊆ C
contains the restricted certificates with the permittedSubtrees field set.

6.2.3 Key Usage
In order to properly restrict the usage of a CA certificate issued for the WebPKI and contain potential damage in case of compromise, keyUsage should be set to keyCertSign.
Further information about the key usage extension is provided in Section 2.1.1.
Obtainability Level: Automatical
Data Collection Method: Employing Censys, subordinate CA certificates issued by a
specific CA with the cA field set to true can be queried and analyzed whether they have
keyUsage set to keyCertSign. The corresponding query can be found in Section A.2.3.
Table 6.9: SVT of the Key Usage Submetric (Restriction SMG).
Score
|C |−|R|
|C |

keyUsage set to keyCertSign for all CA certificates with |C | = |R|.
keyUsage partially set to keyCertSign with 0 < |R| < |C |.

0

No keyUsage set to keyCertSign with |R| = 0 and |C | > 0 .

1
1−

Description

Where C is the set of subordinate CA certificates having set the cA field to true
and R ⊆ C contains CA certificates with keyUsage set to keyCertSign.
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6.3 Issuance SMG
As outlined in Section 2.1.4, the very function of a digital certificate is to bind a public key
to a specific identity represented by a DN. In order to ensure that end-entity certificates
are not used for fraudulent activities, strict technical validation processes have to be
applied before issuing a certificate. Furthermore, the certificateʼs capabilities should be
restricted to further minimize the risk.

6.3.1 CAA
In order to provide an additional line of defense against illegitimate CSRs, the CA should
check the CAA RRʼs issue property tag and reject the request if it does not point on
the CAʼs DN. Furthermore, the subject should be warned about illegitimate requests by
reaching out to the contact information defined in the iodef property tag. Further information about CAA is provided in Section 2.2.1.
Obtainability Level: Buyable
Data Collection Method: Initially, a CAA DNS RR has to be set for a specific DN containing an issue property tag pointing to another CA than the one which has to be assessed
and an iodef property tag containing valid contact information. After that, CAs other
than the one stated in issue can be assessed by requesting the issuance of a certificate
for the corresponding DN.
Table 6.10: SVT of the CAA Submetric (Issuance SMG).
Score
1
0 .5
0

Description
The CA rejects and reports the CAA violation.
The CA does either reject or report the CAA violation.
The CA neither rejects nor reports the CAA violation.

6.3.2 High-Risk CSR
Even legitimately requested certificates can be used for fraudulent activity by containing components confusing the user. In order to detect and reject CSRs with a high risk of
being used as part of fraudulent activity such as phishing or scam, corresponding mechanisms have to be employed, including well-known services such as the MillerSmiles
phishing list and Googleʼs Safe Browsing list.²,³ Furthermore, the CAʼs own historical
²http://www.millersmiles.co.uk/
³https://developers.google.com/safe-browsing/v4/lists
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data can be used as an indicator for a high-risk CSR, for example the similarity to already
revoked certificates or previously rejected CSRs.
Obtainability Level: Buyable
Data Collection Method: After generating a CSR containing a high-risk DN, it can be
used to assess the adequacy of the CAʼs detection mechanisms for high-risk CSR. By generating a list of different high-risk DNs and using this list to generate a CSR for each of
these DNs, the assessment can be conducted more thoroughly.
Table 6.11: SVT of the High-Risk CSR Submetric (Issuance SMG).
Score

Description

|D|
|C |

The CA detects all high-risk DNs with |D| = |C |.
The CA partially detects high-risk DNs with 0 < |D| < |C |.

0

The CA detects none of the high-risk DNs with |D| = 0 .

1

Where C is the set of all CSRs including high-risk CSRs and D ⊆ C contains all
detected CSRs.

6.3.3 Mixed Character Set IDN
Using other character sets than ASCII, IDNs with identically looking symbols can be used
to issue certificates for DNs resembling high-risk DNs without triggering the corresponding security controls.
Obtainability Level: Buyable
Data Collection Method: After generating a CSR containing a potentially fraudulent
IDN, a homograph attack can be conducted in order to assess the adequacy of the CAʼs
detection mechanisms. By generating a list of high-risk IDNs and using this list to generate a CSR for each of these IDNs, the assessment can be conducted more thoroughly.
Table 6.12: SVT of the Mixed Character Set IDN Submetric (Issuance SMG).
Score

Description

|D|
|C |

All high-risk IDN CSRs detected with |D| = |C |.
High-risk IDN CSRs partially detected with 0 < |D| < |C |.

0

No high-risk IDN CSRs detected with |D| = 0 .

1

Where C is the set of all CSRs and D ⊆ C contains all detected CSRs.
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6.3.4 Origin Country
In order to prevent fraud, the CA is supposed to properly check the origin of a CSR before
including the CountryName field in a certificate.
Obtainability Level: Buyable
Data Collection Method: After creating a valid CSR with the CountryName field (C=) set
to DE, a certificate can be requested from a foreign IP address using a corresponding VPN
service.
Table 6.13: SVT of the Origin Country Submetric (Issuance SMG).
Score

Description
The CA rejects CSR or does not include C= in the certificate.
The CA issues the certificate with C=DE included.

1
0

6.3.5 Extended Key Usage
In order to properly restrict the usage of an end-entity certificate issued for the WebPKI
and contain potential damage in case of compromise, EKU should be set to id-kpserverAuth. Further information about the EKU extension is provided in Section 2.1.1.
Obtainability Level: Automatical
Data Collection Method: Employing Censys, certificates issued by a specific CA with
the cA field set to false or not set at all can be queried and analyzed whether they
have EKU set to id-kp-serverAuth. The corresponding queries can be found in Section A.3.1.
Table 6.14: SVT of the Extended Key Usage Submetric (Issuance SMG).
Score
|C |−|R|
|C |

EKU always set to id-kp-serverAuth with |C | = |R|.
EKU partially set to id-kp-serverAuth with 0 < |R| < |C |.

0

EKU never set to id-kp-serverAuth with |R| = 0 and |C | > 0 .

1
1−

Description

Where C is the set of end-entity certificates having set the cA field to false or not
set at all and R ⊆ C contains certificates with EKU set to id-kp-serverAuth.

6.4 Cryptography SMG
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6.3.6 Wildcard Certificates
Wildcard certificates considerably ease the process of certificate issuance for both the
CA and its customers who potentially have to manage a huge and rapidly changing number of subdomains. However, every issued wildcard certificate also comes with the risk
of abuse because it is also valid for subdomains containing deliberately deceptive elements.⁴
Obtainability Level: Automatical
Data Collection Method: Employing Censys, certificates issued by a specific CA with
the cA field set to false or not set at all can be queried and analyzed whether they have
an asterisk (*) in their common name or in any of their alternative names. The corresponding query can be found in Section A.3.2.
Table 6.15: SVT of the Wildcard Certificate Submetric (Issuance SMG).
Score
1
|
1 − |W
|C |
0

Description
No wildcard certificates issued with |W | = 0 .
Wildcard certificates issued with 0 < |W | < |C |.
Only wildcard certificates issued with |W | = |C | and |C | > 0 .

Where C is the set of end-entity certificates having set the cA field to false or not
set at all and W ⊆ C contains all wildcard certificates.

6.4 Cryptography SMG
The fundamental idea of digital certificates is to establish trust between two parties in order to reduce the risk of MITM attacks and to allow a reliable exchange of cryptographic
keys. These efforts are pointless if the keys which are going to be exchanged do not follow appropriate standards meaning that they are currently supposed to be secure and
are likely to be secure in the near future [14, 15, 16]. Hence, the usage of proper algorithms and key lengths is a crucial factor for the assessment of a CAʼs trustworthiness.

6.4.1 Key Size
Being consistent with NIST recommendations [14], the BRs define the minimum requirements for public keys as follows:
⁴The wildcard certificate for *.uni-ulm.de, for example, could be used to legitimately operate the
domain thisIsYourFavouriteBank.uni-ulm.de which could be used for fraudulent purposes.
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• RSA: Public and private key length of 2,048 bits.
• DSA: Public key length of 2,048 bits and private key length of 224 bits.
• ECC Curve: NIST P-256.

The BRs allow weaker parameters for legacy certificates. For the sake of consistent security, these certificates could be proactively replaced by CAs, though. Hence, these exceptions are not taken into consideration. With each certificate employing a key length
shorter than defined by the BRs, the score decreases exponentially and independently
from the total number of issued certificates due to the weakest link problem.
Obtainability Level: Automatical
Data Collection Method: Employing Censys, certificates issued by a specific CA can be
queried and analyzed regarding the key sizes of their issued certificates. The corresponding queries can be found in Section A.4.1.
Table 6.16: SVT of the Key Size Submetric (Cryptography SMG).
Score
1
1
1 +|F |

0

Description
All certificates accomplish the minimum requirements, with |F | = 0 .
There are certificates failing to accomplish the minimum requirements with 0 < |F | < |C |.
There are solely certificates failing to accomplish the minimum requirements with |F | = |C |.

Where C is the set of all certificates issued by the CA and F ⊆ C contains active
certificates failing to accomplish the minimum requirements.

6.4.2 Digest Algorithm
According to the BRs, only SHA-2 with a minimum digest length of 256 bits is sufficient
as the digest algorithm for signature generation. SHA-1 and even MD5 are allowed for
legacy certificates, although not recommended. Because of their known weaknesses
[96, 143] they are both considered to be insufficient for the purpose of this thesis.
Obtainability Level: Automatical
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Data Collection Method: Employing Censys, certificates issued by a specific CA can be
queried and analyzed regarding the digest algorithms of their issued certificates. The
corresponding queries can be found in Section A.4.2.
Table 6.17: SVT of the Digest Algorithm Submetric (Cryptography SMG).
Score

Description

1
|F |
1 − |C
|

Only SHA-2 with a digest length ≥ 256 bits with |F | = 0 .
Other digest algorithms with 0 < |F | < |C |.

0

Only other digest algorithms with |F | = |C |.

Where C is the set of all certificates issued by the CA and F ⊆ C contains certificates which do not employ the digest algorithms defined in the BRs.

6.4.3 Public Key Reuse
A certificate enables its owner to identify herself by proving to possess the corresponding
private key. This statement assumes that solely the certificateʼs owner is in possession
of the private key. Hence, each certificateʼs key pair has to be unique. In order to prevent
attacks such as DROWN [10] and impersonation, the CA should check whether the public
key contained in a CSR is already in use with another certificate [23].
Obtainability Level: Buyable
Data Collection Method: A certificate is requested using the public key KPub . Once the
certificate has been issued, KPub is used to request another certificate for a different DN.
Table 6.18: SVT of the Key Reuse Submetric (Cryptography SMG).
Score
1
0

Description
The CA checks for key reuse.
The CA does not check for key reuse.

6.4.4 Weak Key
Randomness is crucial to generate strong cryptographic keys [44, 132]. In the past, however, there have been implementation flaws drastically reducing entropy. For example,
an instance of the OpenSSL suite included in some versions of the operating system De-
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bian takes its process ID as seed [43].⁵ Since the maximum possible process ID is 32,768,
the outcome of the PRNG is predictable. Hence, the CA has to check whether the public
key provided by the certificate applicant has been generated employing flawed methods
such as predictable pseudo-random number generators (PRNG).
Obtainability Level: Buyable
Data Collection Method: First, a key pair has to be generated using a flawed PRNG such
as the one contained in the OpenSSL package of Debian 4.0 R2. Subsequently, this key
can be used to generate a CSR which is then sent to the CA.
Table 6.19: SVT of the Weak Key Submetric (Cryptography SMG).
Score
1
0

Description
The CA rejects the CSR including the weak key.
The CA accepts the CSR including the weak key and issues a certificate.

6.5 Independence SMG
The Independence SMG takes different indexes and circumstances into account which
allow to estimate the CAʼs legal and political independence. The major part of the security controls treated so far are supposed to reduce the risk imposed by external attackers.
However, the circumstances of the Türktrust case discussed in Section 1.1 show that it
is important that CAs are able to act independently without the conjecture of any operational or legal influence of governmental institutions. In order to classify CAs in regards
of their independence, Fadai et al. [62] consulted different indexes and correlated them
with the CAsʼ country information.

6.5.1 Operational Independence
In order to avoid conflicts of interest between state actors and CAs, it is desirable that CAs
are completely independent from any operational influence of state actors. An obvious
indicator for influence is that the CA is directly operated by the state. Other, more subtle,
indicators are governmental agencies holding shares or funding the CA.
Obtainability Level: Public/Requestable
⁵Beginning with OpenSSL version 0.9.8c-1 and ended with 0.9.8c-4etch3 (stable) or 0.9.8g-9 (unstable
and testing), respectively [161].
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Data Collection Method: Information about ownership and shareholders has to be investigated manually on the CAʼs website or by consulting registers such as the U.S. Securities and Exchange Commissionʼs Electronic Data Gathering, Analysis, and Retrieval
(EDGAR) system or comparable tools.⁶
Table 6.20: SVT of the Operational Independence Submetric (Independence SMG).
Score

Description

1
1−
0

There are no indicators for influence by the state.
A governmental organization is involved with n > 1 .
The CA is directly owned by a state government.

1
n

Where n is the smallest number of edges between the CA and any governmental
agency having operational, financial, or coordinating influence over the CA.

6.5.2 Legal Independence
This submetric indicates how likely it is that in the countries where the CA is located, legislation exists which is allowing/not preventing government agencies from forcing CAs
to issue rogue certificates. For this purpose, the indexes proposed by Fadai et al. [62,
63] are first normalized to match the unit interval format employed in this thesis.⁷ Then,
the combined average score for the CAʼs place of business can be easily calculated using
the formula stated below. For some CAs, such as Thawte, the CAʼs certificatesʼ country
attribute (C=US) and the companyʼs legal headquarters (South Africa) are not equal. In
these cases, the score is calculated for both countries whereby the worse is adopted.
The same applies for foreign subsidiaries of enterprises. The legal status of capital punishment [48] is neglected since it lacks an ordinal scale because human lives must not
be weighed up against each other [27].
Obtainability Level: Public
Data Collection Method: The scores of the CPI, the FOTNR, and the WPFI can be found
in the most recent reports available on the corresponding websites.⁸,⁹,¹⁰

⁶https://www.sec.gov/edgar/searchedgar/companysearch.html
⁷The indexes are represented by scores between 0 and 100, whereby 0 is the best and 100 is the worst
in the case of the FOTNR and the WPFI. For the CPI, the opposite applies. Thus, the native scores are
recalculated to range between 0 (worst) and 1 (best) without losing their significance.
⁸https://www.transparency.org/news/feature/corruption_perceptions_index_2017
⁹https://freedomhouse.org/report/freedom-net/freedom-net-2017
¹⁰https://rsf.org/en/ranking
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Table 6.21: SVT of the Legal Independence Submetric (Independence SMG).
Score

Description

c+n+p
3

Combined average score with 0 ≤ c, n, p ≤ 1 .

Where c is the normalized score of the CPI, n of the FOTNR, and p of the WPFI.

6.6 Transparency SMG
In order to allow certificate applicants and holders as well as the general public to assess
a CAʼs behaviour and the quality of the issued certificates, it is important that the CA
publishes specific documents and information.

6.6.1 CT
In order to detect mistakenly or even maliciously issued certificates, CT requires CAs
to publish any issuance on public and independent CT log servers. This metric quantifies how well a CA follows this practice. With each certificate not properly logged on CT
servers, the score decreases exponentially and independently from the total number of
issued certificates because of the weakest link problem. Further information about CT is
provided in Section 2.2.3.
Obtainability Level: Automatical
Data Collection Method: Employing Censys, it can be checked whether the CA includes its certificates in public CT logs. The corresponding queries can be found in Section A.5.1
Table 6.22: SVT of the CT Submetric (Transparency SMG).
Score
1
1
1 +|C |−|L|

0

Description
All certificates are logged with |L| = |C |.
Some certificates are logged with 0 < |L| < |C |.
No certificate is logged with |L| = 0 .

Where C is the set of all (at least once) browser-trusted certificates issued by the
CA and L ⊆ C comprises certificates contained in public CT logs, having valid
SCTs attached, or including the CT Poison extension.
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6.6.2 Document Repository
Although it should not be solely relied on information contained in the CP, CPS, or audit report, those are important documents indicating how a CA approaches their core
business. Therefore, all three of them should be publicly available. Applying Mozillaʼs
requirement for the audit report to all of those documents, they should be provided in
English language because of their global impact. Ideally, all of them are stored in one
central repository in order to lower barriers for the interested public.
Obtainability Level: Public
Data Collection Method: Depending on the CAʼs practice, the CP and CPS are referred
to by an OID or a URI in the certificateʼs Certificate Policies extension. If not contained in the overall repository, the audit report usually has to be investigated manually
on the corresponding CAʼs website.
Table 6.23: SVT of the Document Repository Submetric (Transparency SMG).
Score
7
∑
i=1

7

ni

Description
With each variable set either to 1 for an accomplished and 0 for a not
accomplished requirement.

Where n1 , n2 , n3 represent the availability of the CP, CPS, and audit report, respectively, n4 , n5 , n6 if their language is English, and n7 that these documents can be
found in one central repository.

6.6.3 Legal Transparency Reports
For the sake of transparency, CAs should follow the example of other telecommunication
companies and publicly provide legal transparency reports [164]. These reports contain
information about disclosure requests made by authorities and help users to estimate
possible risks.¹¹
Obtainability Level: Public
Data Collection Method: Legal transparency reports should ideally be located in the
CAʼs document repository. If they are not, they have to be investigated manually.

¹¹Illustrative Legal Transparency Report of Letʼs Encrypt: https://letsencrypt.org/documents/
ISRG-Legal-Transparency-Report-October-1-2018.pdf.
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Table 6.24: SVT of the Legal Transparency Reports Submetric (Transparency SMG).
Score
1
0 .5
0

Description
The CA provides up-to-date legal transparency reports with n ≤ 1 .
The CA provides outdated legal transparency reports with n > 1 .
The CA does not provide legal transparency reports at all.

Where n is the difference between the current date and the most recent legal
transparency report in years.

7 Evaluation
In this chapter, the metric is practically evaluated by applying it to a set of CAs. Section 7.1 briefly describes the experimental setup and the steps conducted. Section 7.2
introduces basic hypotheses to be verified or falsified in Section 7.3 by analyzing the
results of the assessment. The technical details of the evaluation can be found in Appendix B.

7.1 Setup and Process
The evaluation focuses on CAs offering free DV certificates in order to circumvent larger
financial expenditures. All CAs are tested using a set of three second-level DNs and corresponding subdomains. For the sake of privacy, they are all substituted by the DN uniulm.test for the documentation of the evaluation.
The majority of the assessed CAs are commercial. This implies that requesting a certificate from them usually involves expenses. Hence, they are selected with the basic
prerequisite that they also offer free trial certificates. These free certificates, however,
come with constraints. For example, they often only allow a very small number of CSRs
per second-level DN including all possible subdomains.
In order to efficiently conduct the assessment, submetrics requiring direct interaction
with the CA are collected and brought into an order which is meant to allow testing as
many submetrics as possible with a single CSR. However, straight at the beginning of
the assessment, it can be determined that this approach is not possible because most
CAs lack meaningful feedback about the reason a CSR has been rejected. Some CAs do
not even clearly state that a CSR has been rejected. Instead, they just suddenly stop
the process stating for example pending validation without any further information or
progress.
Therefore, the initially planned approach has to be changed in a way that each CSR
enquires only one submetric at a time. This allows drawing a conclusion even if no direct feedback is given. This new approach also requires to control a sufficient number
of DNs, though. Where possible, the submetrics were applied in accordance with their
respective Data Collection Method field. Special conditions and subsequent adaptations
of the present assessment are described in the following summary.

70

Evaluation
1. CAA: The default CAA RR setting used for the evaluation is issue set to letsencrypt.org and iodef set to mailto:iodef@uni-ulm.test. Only for the assessment of the Letʼs Encrypt CA the issue property tag is changed to another CA DN.
2. High-Risk CSR: In order to assess whether CSRs are checked for high-risk components, a certificate for paypal.com.uni-ulm.test is requested. That is because
the term paypal in the DN of a DV certificate is likely to indicate a malicious intention.¹
3. Mixed Character Set DN: The above mentioned DN can be visually imitated by employing the following Unicode characters of the Cyrillic alphabet:
• а: U+0430
• у: U+0443
• с: U+0441
• о: U+043E
This results in the following Punycode [42] representation: xn--yl-6kcb1fc.xn-m-0tbi.uni-ulm.test.
4. Origin Country: The CSR is sent using a VPN-Tunnel exiting in the United States.
5. Weak Key: A weak key generated with Debian 4.0r2 is used to generate the CSR.
6. Revocation Request Reaction Time: According to online investigations, some CAs
offer a comprehensive control center which allows the user to revoke her certificates on her own. Most trial certificates tested during this evaluation lack this
functionality, though. Thus, the corresponding CAs are approached using their
favourite mode of communication including an online ticketing system, the tool
certbot, and regular email.²
7. Consistency of CRL and OCSP: Some CAs do not offer either CRLs or OCSP. This
submetric is therefore not applicable for them.

Submetrics not mentioned in the above list are rather uncritical since they employ methods of data collection not requiring direct interaction with the CA. Thus, they can easily
be applied by adjusting the given commands to the corresponding names, URLs, and
parameters.
The CAs assessed during the evaluation are Comodo, SSL.com, Letʼs Encrypt, and
Thawte. Furthermore, PositiveSSL, GeoTrust, and RapidSSL were part of the initial set of

¹https://www.thesslstore.com/blog/lets-encrypt-phishing/
²https://certbot.eff.org/
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CAs to be assessed because they also offer free trial certificates. However, certificates requested from PositiveSSL are in fact issued by Comodo and also bear Comodoʼs name.³
In contrast to the other CAs, GeoTrust and RapidSSL allow exactly one CSR per secondlevel DN no matter if the CSR is rejected or not. This fact makes it impossible to properly
assess those CAs with the given set of only three DNs. Hence, the mentioned CAs are
neglected during the further evaluation.
As already stated, all of the certificates requested during the course of the evaluation
are trial certificates and accordingly free. Nevertheless, Table 7.1 shows the CAsʼ regular
prices for one DV certificate issued for a validity period of one year as of October 27, 2018.
Table 7.1: Prices for one DV certificate valid for one year (in U.S. dollars).
Letʼs Encrypt SSL.com⁴

Comodo⁵

Thawte⁶

0.00

99.95

149.00

49.00

7.2 Hypotheses
As it can be seen in Table 7.1, there is a difference of approximately 50 U.S. dollars between each of the certificates offered by the different assessed CAs. This results in an
overall span of 149 U.S. dollars between the cheapest and the most expensive CA. Section 3.1 already discussed the theory that customers of CAs cannot rely on the usual market mechanisms [12]. This assumption can be confirmed by falsifying the subsequent
hypothesis which follows the classical market theory:
Hypothesis 1. The higher the price of a certificate, the trustworthier the corresponding
CA.
A different aspect discussed in Section 3.2 directs to another interesting hypothesis concerning CAs and their individual compliance with prevalent regulations presented by
Kumar et al. [91]. The authors provide a comprehensive overview of CAs listing their
respective certificatesʼ error rates. All the CAs chosen to participate in the present evaluation are listed in this paper as well.
Hypothesis 2. The assessed CAs score according to their adherence of regulations which
is diametrically opposed to the error rates presented by Kumar et al. [91].
³PositiveSSLʼs certificatesʼ organization attribute is set to O=COMODO CA Limited.
⁴https://www.ssl.com/certificates/basicssl/buy
⁵https://www.comodoca.com/en-us/solutions/tls-ssl-certificates/
domain-validated-(dv)-ssl/
⁶https://www.thawte.com/ssl/ssl123-ssl-certificates/
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7.3 Results
In order to provide a clear and understandable picture of the results despite the sheer
amount of collected, analyzed, and calculated data, a range of different presentation
methods has been selected. For the sake of lucidity, the most extensive have been relocated to Appendix B. In Table B.1, the calculated results for every single submetric can
be found. Table B.2 provides the raw details of the data collection process. Table B.3
summarizes those results, shows the overall trustworthiness score for each assessed CA,
and also breaks down the averaged unweighted score for each SMG. Utilizing Figure 7.1,
the Restriction and Transparency SMGs can be identified as the main problem areas.
Issuance

Restriction
1
0 .9
0 .8
0 .7
0 .6
0 .5
0 .4
0 .3
0 .2
0 .1

Cryptography

Revocation

Comodo
SSL.com
Letʼs Encrypt
Thawte
Independence

Transparency

Figure 7.1: Comparison of the evaluationʼs SMG results.
The Restriction SMGʼs scores especially suffer from the very low to zero percentage of subordinate CA certificates being limited by path length and name constraints. SSL.comʼs
excellent score in this SMG is owed to the fact that it does not issue CA certificates to third
parties at all. On the one hand, this distorts the scoring because one could argue that
SSL.comʼs handling of subordinate CA certificates would not be better than the othersʼ
if it issued any. On the other hand, this practice also proves that it is possible to successfully operate a commercial CA without issuing subordinate CA certificates to third
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parties which means a plus of security for the whole WebPKI. The Transparency SMGʼs
weak points are the limited deployment of CT and the absence of legal transparency reports. The only CA providing legal transparency reports is Letʼs Encrypt. It also has the
highest percentage of CT deployment with only one certificate not being logged on CT
servers.
There are also results on the submetric level of other SMGs which are worth discussing.
The CAA Submetricʼs results, for example, confirm an observation already reported by
Scheitle et al. [137]. Although consistently rejecting CSRs with a conflicting issue property tag in the CAA RR, none of the assessed CAs makes use of iodef notifications in the
case of rejection. Another finding is that none of the assessed CAs proactively classifies
the keyword paypal as an indicator for phishing sites, neither in ASCII nor in IDN format.
While most CAs offer guidance to report certificates which are in fact used for fraudulent
websites at least reactively, Letʼs Encrypt states that such certificates should be reported
to Googleʼs Safe Browsing list rather than to CAs. This argument makes perfect sense
because Safe Browsing is not only utilized by multiple CAs but also by Googleʼs search
engine and is therefore a much more central instance than single CAs can be. However,
shifting from high-risk CSRs, as expressed in the BRs, to high-value domains [2] is not
only a change in phrasing. It also implies that the CAsʼ responsibility is not to care about
potentially fraudulent terminology in DNs but only to look after the highly coveted DNs
such as google.com or paypal.com. Letʼs Encryptʼs rationale for this shift is that malicious actors would just look for the weakest CA to get their certificate.⁷ The focus should
thus be on malware and phishing protection features instead of DN sanitization during
the process of issuance. Although this is also a good point, there are two arguments
against it. First, it is never bad to have an additional line of defense, something a caring CA would definitely constitute. Second, instead of adapting to the standards of less
trustworthy CAs, the community should continue to raise the overall level of security by
defining stricter requirements and consequently eliminating CAs not adhering to it.
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Letʼs Encrypt
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Figure 7.2: Overview of the evaluationʼs overall trustworthiness score results.
⁷Malicious actors could obviously also refrain from using certificates. However, users tend to feel safer
when a website is using HTTPS despite the fact that this doesnʼt reveal anything about the websiteʼs actual
content [123]. Furthermore, Google started to mark websites which only offer the unencrypted Hypertext
Transfer Protocol (HTTP) as not secure with version 68 of Chrome [136].
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Comparing the prices listed in Table 7.1 with the overall trustworthiness scores presented in Figure 7.2 reveals that Hypothesis 1 which assumes a positive correlation of
price and trustworthiness is indeed falsified by the results of the evaluation. Although
the order is not perfectly reversed, the two more expensive CAs, namely Comodo and
Thawte, constitute the lower scored half. On the contrary, SSL.com and Letʼs Encrypt
which represent a low-cost or even free alternative are placed at the higher end of the
rating scale.
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Figure 7.3: Relation of CAsʼ trustworthiness scores and error rates [91].
Hypothesis 2 assumes a negative correlation of error rates and trustworthiness. Figure 7.3 shows the evaluationʼs overall trustworthiness scores in relation to the error rates
of the certificates issued by the respective CA according to Kumar et al. [91]. Indeed, a
negative correlation between those values can be identified for the assessed CAs. Again,
it is not a linear but a clustered distribution. One explanation for the interrelationship
between error rate and trustworthiness is of course that both measures are based at
least partially on the BRs.
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A surprising finding is, that the identified clusters have exactly the same order as the one
observed for Hypothesis 1. That is, there is a direct, strictly monotonically increasing
alignment of price and error rate for the set of assessed CAs as visualized in Figure 7.4.
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Figure 7.4: Relation of certificatesʼ prices and error rates [91].
Although there are still a lot of potential improvements which are going to be discussed
in Section 8.2, the evaluation and the subsequent analysis of the results indicate that
the metric can be practically applied as initially intended.

8 Conclusion
Considering the fact that there are innovative not to say disruptive security architectures
which aim to replace the Internet as is, it is absolutely justified to ask whether this work
is still relevant.¹ Since its existence, the Internet has been an enabler for many disruptive technologies and business ideas. It is, however, not known for rapidly deploying
new technologies as part of its own infrastructure. Examples are IP version 6 or DNSSEC.
Although proposed since over 20 years [56], the deployment of DNSSEC can still be considered to be in its early stages [148, 153]. Bearing this and efforts to further deploy
HTTPS in mind [136], it is questionable if the WebPKI is really going to be replaced in the
near future. This assumption leads to the question how to handle the risks which come
along with the flawed WebPKI architecture.
A mid-term solution which could be employed by organizations or particularly exposed divisions could consist of two steps. First, quantitatively reducing the root certificates shipped with operating systems and browsers according to a userʼs or a groupʼs
web surfing behaviour as summarized in Section 3.3. This should lead to a drastic minimization of the attack surface with only minor losses of comfort. As a second step, the
trustworthiness of the relatively small number of remaining CAs could be checked according to the methodology presented in this thesis. CAs falling below a certain level of
trustworthiness could be eliminated as well. After the initial assessment of the remaining CAs, the definition of the required level of trustworthiness could thereby be readjusted based on a reasonable trade-off between the security requirements of affected
systems and user comfort. To ensure the best possible backing, all relevant stakeholder
groups should be involved in this discussion.
One reasonable long-term solution keeping the current architecture is to eliminate
certificates issued by untrustworthy CAs not only from trust stores locally but globally.
This requires the cooperation of browser vendors, website operators, and RPs. While
browser vendors can decide whether to retain certificates or dump them from their trust
stores, they also have to keep the balance between security and their usersʼ browsing
experience. This means that CAs serving many frequented websites are virtually “too
big to fail” [9] even if their level of trustworthiness is questionable. The higher the relying partiesʼ awareness for the importance of trustworthy CAs, the greater the genuine
interest of website operators to use a certificate issued by one of these CAs. Hence, the
competency of the TB should be extended to not only serve relying parties but also to
provide holistic advice to website operators to determine which CA to commission.
¹One Example is the project SCION presented in Section 2.3.
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8.1 Contributions
To the best of the authorʼs knowledge and belief, this thesis presents the first holistic metric to assess the trustworthiness of CAs taking into account different technical,
economical, political, and legal considerations. This work provides a comprehensive
overview of policy documents and contained CoT influencing the decision whether a certificate is included into a major browser vendorʼs root inclusion program or not. Furthermore, the current state of research and corresponding CoT are taken into account. The
proposed approach is modular, easily extensible, and adaptable in two ways. First, regarding a potential attackerʼs capabilities by weighting factors according to the attacker
model. Second, in terms of own resources by adjusting the used submetrics according
to the affordable level of obtainability. In contrast to other proposals, the present metric is completely independent from unverifiable information published in the CP/CPS
or the audit report as a consequence of the conflict of interest described at the end of
Section 2.1.5. A conclusive evaluation assessing a set of CAs offering free DV certificates
ensures the practical applicability of the metric.
Additional to audiences including organizations and individuals with special protection requirements, the metric can also be used as a tool for the TB introduced in Section 3.4. Complementing the methods proposed by Wazan et al. [158] which rely on
fragmented information provided by third parties such as the CAʼs competitors or users,
this metric provides a tool to directly assess a wide range of factors influencing trustworthiness of a specific CA without establishing additional trust dependencies.

8.2 Future Work
Neither does the proposed methodology make use of its full potential yet nor is the selection of CoT eventually transferred to submetrics intended to be exhaustive. Rather, the
metric is considered to be a proof of concept framework which evolves over time. Hence,
this section gives a brief overview of directions for future research and development.
In order to further increase the metricʼs adaptability, the system of weighting introduced in Section 5.4 and Section 5.5 could be expanded from submetric groups to the
level of individual submetrics. Additionally, submetrics could be made more granular and accurate. For example, the Legal Independence Submetric could be enhanced
by further investigating whether there is relevant legislation allowing lawful interception in specific countries and how well the established legal mechanisms protect citizens from deliberate abuse. Another illustrative improvement regarding the Name Constraints Submetric could be the deeper inspection of the name constraints actually set.
Meaning not only assessing if and how often name constraints are applied but also taking into account the dimension of the imposed restrictions. It is, for example, a huge
difference whether the permittedSubtrees field is set to .de or to .uni-ulm.de.
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Based on new findings, there is also the possibility to create new submetrics complementing the already existing ones. For example, on the Association for Computing
Machineryʼs 2018 Conference on Computer and Communications Security (ACM CCS),
Brandt et al. [25] demonstrated that an already known attack, namely DNS cache poisoning utilizing the fragmentation property of the Internet Control Message Protocol
(ICMP), can be used by an off-path attacker to bypass the DV process. Consequentially,
she can trick a CA into issuing a certificate for a domain which she does not legitimately
own. To mitigate this vulnerability, the authors propose a new mechanism called Domain Validation ++ (DV++).²,³ A new submetric could be introduced assessing whether or
not CAs have DV++ deployed. The researchersʼ offensive tools, which are not published
yet, could be used to gather the necessary information.
Since Section 7.3 presumes a correlation between trustworthiness and the adherence
of regulations measured by Kumar et al. [91], other potential submetrics could be based
on Censysʼ Zlint functionalities [54]. Although discussing OV and EV criteria as well, the
metric presented in this thesis especially focuses on DV. Further research could therefore
include the development and evaluation of submetrics covering the organizational aspects of identity validation employed by OV and EV. Table 5.2 reveals that there is a wide
range of automatically obtainable CoT. For the sake of scalability, tools to automatically
gather relevant data and directly assess the retrieved information can be developed. Furthermore, methods utilizing natural language processing and machine learning would
be beneficial to gather and analyze CoT which are publicly available but not machinereadable yet.
Besides the mentioned directions how to further develop the present metric, other
ideas not directly affecting the metric but the overall topic of CA trustworthiness are
briefly discussed in the following paragraph. None of the CAs assessed during the course
of the evaluation even checked the public key submitted in the CSR against the public
key of certificates previously issued by the same CA. Nevertheless, an even more effective version could even utilize publicly available sources such as CT log servers. Another
finding of the evaluation is that there is a direct matching of error rate and price for the
set of evaluated CAs. Price is a factor not taken into consideration by Kumar et al. [91].
Therefore, it would be interesting to compare their comprehensive measures with the
corresponding CAsʼ prices on a larger scale. Further research regarding the trustworthiness of CAs would also benefit from the standardization of machine-readable CP/CPS.
According to the proposals of Wazan et al. [158] as well as El Uahhabi and El Bakkali
[151], this standardization could make use of XML or JSON. Another idea of Wazan et
²https://github.com/dvpp/dvpp
³DV++ employs a huge number of independent, Go-based agents which are physically distributed in
different networks. When it comes to the actual DV, an orchestrator module forwards the domain name
and DNS records which has to be validated to a specified number of randomly chosen agents. If a specific
percentage of the responses is positive, the DV result can be considered positive overall. This approach
uses the fact that it is very hard for an attacker to conduct DNS cache poisoning attacks against a wide
range of systems located in different physical networks.
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Conclusion

al., the TB, has already made the transition from purely academic research into one of
the most important standards in the field of information technology, namely X.509 [85].
However, there is very little information about its practical relevance yet. Hence, it is
time for a study on the current state of deployment and how this role is perceived by
different groups of stakeholder including RPs, CAs, industry, and security researchers.
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Appendices

A Technical Instructions for Data
Collection
For reasons of clarity and comprehensibility, technical details, such as CLI instructions,
are not directly listed in Chapter 6 but in the following sections. Commands involving
specific DNs or URIs/URLs are illustrated using the example of Ulm University. The process of data collection makes extensive use of the security data platform Censys [54].¹
The simplified queries [22] ease the use of Googleʼs BigQuery and require the Certificates
dataset to be selected as shown within the red frame in Figure A.1.

Figure A.1: Selection of Certificates dataset in Censys.

A.1 Revocation SMG
This section describes the technical details of the Revocation SMGʼs data collection process presented in Section 6.1. In order to obtain a specific certificate to work with, the
following initial steps are necessary:
1 # 1. Show the certificate of a specific website.
2 echo | openssl s_client -servername www.uni-ulm.de -connect www.←uni-ulm.de:443 2>/dev/null | openssl x509 -text
3
4 # 2. Download the certificate.
5 echo "" | openssl s_client -host www.uni-ulm.de -port 443 | sed -←ne '/-BEGIN CERTIFICATE-/,/-END CERTIFICATE-/p' > cert.pem

¹https://censys.io
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A.1.1 UTD of CRLs
1 # 1. Extract the CRL distribution point.
2 openssl x509 -noout -text -in cert.pem | grep -A 4 'X509v3 CRL ←Distribution Points'
3
4 # 2. Download the CRL.
5 wget http://cdp1.pca.dfn.de/uni-ulm-ca/pub/crl/cacrl.crl
6
7 # 3. Print the CRL's head on the screen and in a file in order to←examine its content. For PEM-encoded CRLs, replace "DER" with←"PEM".
8 openssl crl -inform DER -text -noout -in cacrl.crl | head > ←printedCRL.txt

A.1.2 UTD of OCSP
1 # 1. Extract the OCSP URI.
2 openssl x509 -noout -ocsp_uri -in cert.pem
3
4 # 2. In order to validate the response, OpenSSL requires to ←provide a issuer certificate together with the request. This ←as well as the OCSP URI can be obtained making use of AIA.
5 openssl x509 -noout -text -in cert.pem | grep -A 4 'Authority ←Information Access'
6
7 # 3. Download the issuer certificate.
8 wget http://cdp2.pca.dfn.de/uni-ulm-ca/pub/cacert/cacert.crt
9
10 # 4. Convert the DER-encoded issuer certificate to PEM.
11 openssl x509 -inform DER -in cacert.crt -outform PEM -out cacert.←pem
12
13 # 5. Send the actual OCSP request.
14 openssl ocsp -issuer cacert.pem -cert cert.pem -text -url http://←ocsp.pca.dfn.de/OCSP-Server/OCSP
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A.1.3 Consistency of CRL & OCSP
1 # 1. Crafting OCSP request using hexadecimal serial number from ←CRL with preceding "0x".
2 openssl ocsp -issuer cacert.pem -serial 0x1D71E519785D840264052B19←-text -url http://ocsp.pca.dfn.de/OCSP-Server/OCSP

A.1.4 Revocation Request Reaction Time
1 # 1. Continously monitoring a CRL.
2 while true; do date >> crl.log && rm -rf cacrl.crl && wget -q http←://cdp1.pca.dfn.de/uni-ulm-ca/pub/crl/cacrl.crl && openssl crl ←-inform DER -text -noout -in cacrl.crl | grep -i --color=always←1D71E519785D840264052B19 | tee -a crl.log; sleep 300; done
3
4 # 2. Continously monitoring OCSP.
5 while true; do date >> ocsp.log && openssl ocsp -issuer cacert.pem←-serial 0x1D71E519785D840264052B19 -text -url http://ocsp.pca.←dfn.de/OCSP-Server/OCSP | grep -i --color=always revoked | tee ←-a ocsp.log; sleep 300; done

A.2 Restriction SMG
All submetrics of the Restriction SMG focus on intermediate CA certificates issued by a
certain CA which can be retrieved by utilizing the following query:
1 # Request all certificates issued by O=Universitaet Ulm which ←have the basic constraint field cA set to true.
2 parsed.issuer.organization.raw: "Universitaet Ulm" AND parsed.←extensions.basic_constraints.is_ca: "True"

A.2.1 Path Length Constraints
1 # Further analyze the retrieved intermediate
whether path length constraints are set.
2 parsed.issuer.organization.raw: "Universitaet
extensions.basic_constraints.is_ca: "True"
extensions.basic_constraints.max_path_len:

CA certificates ←Ulm" AND parsed.←AND parsed.←0

100

Technical Instructions for Data Collection

A.2.2 Name Constraints
1 # Further analyze the retrieved intermediate CA certificates ←whether name constraints are set.
2 parsed.issuer.organization.raw: "Universitaet Ulm" AND parsed.←extensions.basic_constraints.is_ca: "True" AND parsed.←extensions.name_constraints.permitted_names: *

A.2.3 Key Usage
1 # Further analyze the retrieved intermediate CA certificates ←whether keyUsage is set to keyCertSign.
2 parsed.issuer.organization.raw: "Universitaet Ulm" AND parsed.←extensions.basic_constraints.is_ca: "True" AND parsed.←extensions.key_usage.certificate_sign: "True"

A.3 Issuance SMG
A.3.1 Extended Key Usage
1 # 1. Request all certificates issued by O=Universitaet Ulm which ←have the basic constraint field cA not set or set to false, ←respectively.
2 parsed.issuer.organization.raw: "Universitaet Ulm" NOT parsed.←extensions.basic_constraints.is_ca: "True"
3
4 # 2. Further analyze the retrieved certificates whether EKU is ←set to id-kp-serverAuth.
5 parsed.issuer.organization.raw: "Universitaet Ulm" AND parsed.←extensions.extended_key_usage.server_auth: "True" NOT parsed.←extensions.basic_constraints.is_ca: "True"

A.3.2 Wildcard Certificates
1 # Request all non-CA certificates by organization "Universitaet ←Ulm" whether they have an asterisk included in their common ←name or in any of the alternative names.
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2 (parsed.issuer.organization.raw: "Universitaet Ulm" NOT parsed.←extensions.basic_constraints.is_ca: "True") AND (parsed.←extensions.subject_alt_name.dns_names: /\*\.[a-zA-Z0-9.]+/ OR ←parsed.subject.common_name: /\*\.[a-zA-Z0-9]+/)

A.4 Cryptography SMG
A.4.1 Key Size
With a share of 88.7 % according to the ICSI Certificate Notary, RSA public keys are by far
the biggest share used in the WebPKI.²,³ Hence, for the sake of simplicity, the data collection is confined to RSA public keys. It can be adapted to DSA and ECC Curve accordingly,
though.
1 # 1. Request all certificates employing RSA by organization "←Universitaet Ulm"...
2 parsed.issuer.organization.raw: "Universitaet Ulm" AND parsed.←subject_key_info.rsa_public_key.length: *
3
4 # 2. ...with an RSA public key size smaller than 2,048 bits and ←not expired yet.
5 parsed.issuer.organization.raw: "Universitaet Ulm" AND parsed.←subject_key_info.rsa_public_key.length: <2048 NOT tags.raw: "←expired"

A.4.2 Digest Algorithm
1 # 1. Request all certificates by organization "Universitaet Ulm←"...
2 parsed.issuer.organization.raw: "Universitaet Ulm"
3
4 # 2. ... with digest algorithms which do not accomplish the BRs' ←requirements.
5 parsed.issuer.organization.raw: "Universitaet Ulm" AND zlint.lints←.e_signature_algorithm_not_supported: True

²As of October 8, 2018.
³https://notary.icsi.berkeley.edu
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A.4.3 Weak Key
1
2
3
4
5
6
7
8
9

# 1. Check version of OpenSSL and of Debian package.
openssl version -v
apt-cache policy openssl
# 2. Create key.
openssl genrsa -out private.key 2048
# 3. Calculate the key's fingerprint...
openssl rsa -noout -modulus -in private.key | sha1sum | cut -d ' '←-f 1

10
11 # 4. ... in order to check whether it is really a weak key using ←the packet 'openssl-blacklist'.
12 openssl-vulnkey private.key
13
14 # 5. Generate CSR using compromised key.
15 openssl req -new -sha256 -key private.key -out csr.csr

A.5 Transparency SMG
A.5.1 CT
1 # 1. Request all (at least once) browser-trusted certificates by ←organization "Universitaet Ulm"...
2 parsed.issuer.organization.raw: "Universitaet Ulm" AND (validation←.apple.had_trusted_path: True OR validation.nss.←had_trusted_path: True OR validation.microsoft.had_trusted_path←: TRUE)
3
4 # 2. ... without valid CT logs, SCTs, and CT Poison extension (←precertificates).
5 parsed.issuer.organization.raw: "Universitaet Ulm" AND (validation←.apple.had_trusted_path: True OR validation.nss.←had_trusted_path: True OR validation.microsoft.had_trusted_path←: TRUE) NOT tags.raw: "ct" NOT parsed.extensions.←signed_certificate_timestamps.timestamp: * NOT parsed.←extensions.ct_poison: True

B Evaluation Details
Table B.1: Evaluation results (detailed calculation down to the submetrics level).

Revocation

UTD of CRLs
UTD of OCSP
Consistency of CRL & OCSP
Non-existent Certificates
Revoc. Req. Reaction Time
Receptiveness of Revoc.
Recovation SMG score
Restriction
Path Length Constraints
Name Constraints
Key Usage
Restriction SMG score
Issuance
CAA
High-Risk CSR
Mixed Character Set IDN
Origin Country
Extended Key Usage
Wildcard Certificates
Issuance SMG score
Cryptography
Key Size
Digest Algorithm
Public Key Reuse
Weak Key
Cryptography SMG score
Independence Operational Independence
Legal Independence
Independence SMG score
Transparency
Certificate Transparency
Document Repository
Legal Transp. Reports
Transparency SMG score
Unweighted overall trustworthiness score

Comodo

SSL.com

1
0.8
1
1
0.81
0.5
0.85
0.08
0
0.97
0.35
0.5
0
0
1
1
0.26
0.46
0.05
1
0
1
0.51
1
0.76
0.88
0
0.43
0
0.14
0.53

1
0.76
1
1
0.86
0
0.77
1
1
1
1.00
0.5
0
1
1
1
0.84
0.72
1
1
0
1
0.75
1
0.77
0.89
0.13
1
0
0.38
0.75

Letʼs
Encrypt
n/a
0.76
n/a
1
1
0.5
0.82
0
0
0.02
0.01
0.5
0
0
1
1
0.98
0.58
0.2
1
0
1
0.55
1
0.77
0.89
0.5
1
1
0.83
0.61

Thawte
1
n/a
n/a
n/a
0
1
0.67
0
0
1
0.33
0.5
0
0
0
1
0.91
0.40
1
1
0
1
0.75
1
0.65
0.83
0.04
1
0
0.35
0.55
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Table B.2: Evaluation results (raw data collection details without calculation).

General

Organization (O=)
No. of EE certs¹
No. of CA certs¹
No. of RSA certs¹
Country (C=)
Headquarters
Revocation
UTD of CRLs
UTD of OCSP
CRL & OCSP Consistency
Non-existent Certs
Revoc. Req. React. Time
Receptiveness of Revoc.
Restriction
Path Length Constraints
Name Constraints
Key Usage
Issuance
CAA
High-Risk CSR
Mixed Character Set IDN
Origin Country
Extended Key Usage
Wildcard Certificates
Cryptography
Key Size < 2,048
Digest Algorithm
Public Key Reuse
Weak Key
Independence
Operational
CPI ʻ17
FOTNR ʻ17
WPFI ʻ18
Transparency
Non-CT
Document Repository
Legal Transp. Reports

Comodo
COMODO CA Limited
52,683,134
1,616
15,589,322
GB
CA: GB / Corp.: US
< 1d
1d 12m
5/5
unauthorized
4.68 h
only info²
125
4
1,571
no iodef
issued
issued
no C=
52,678,705
38,973,091
18
0
issued
not accepted
private
GB: 82 / US: 75
GB: 24 / US: 21
GB: 23.25 / US: 23.73
629
no CP & Audit Report
not available

SSL.com
SSL.com
52,747
0
52,734
US
US
< 1d
1d 4h 35m
5/5
unauthorized
2.87 h
not available
0
0
0
no iodef
issued
not issued
no C=
52,738
8,598
0
0
issued
not accepted
private
75
21
23.73
7
available
not available

Letʼs Encrypt
Letʼs Encrypt
597,018,962
41
585,744,437
US
US
n/a
1d 5h 18m
n/a
unauthorized
< 1h
only info³⁴
0
0
1
no iodef
issued
issued
no C=
597,018,962
13,081,442
4
0
issued
not accepted
non-profit
75
21
23.73
1
available
available

Thawte
thawte, Inc.
881,790
44
881,411
US
CA: ZA / Corp.: US
< 1d
n/a
n/a
n/a
> 24h
info & form⁵
0
0
44
no iodef
issued
issued
issued
880,103
80,961
0
0
issued
not accepted
private
ZA: 43 / US: 75
ZA: 25 / US: 21
ZA: 20.39 / US: 23.73
23
available
not available

¹As of October 21, 2018.
²https://www.comodoca.com/en-us/support/report-abuse/
³https://letsencrypt.org/repository/
⁴https://community.letsencrypt.org/t/how-to-report-abuse/41106/2
⁵https://www.thawte.com/about/contact/ssl-certificate-complaint.html
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Table B.3: Evaluation results (SMG and overall trustworthiness score overview).

Revocation SMG
Restriction SMG
Issuance SMG
Cryptography SMG
Independence SMG
Transparency SMG
Overall score

Comodo
0.85
0.35
0.46
0.51
0.88
0.14
0.53

SSL.com
0.77
1.00
0.72
0.75
0.89
0.38
0.75

Letʼs Encrypt
0.82
0.01
0.58
0.55
0.89
0.83
0.61

Thawte
0.67
0.33
0.40
0.75
0.83
0.35
0.55

