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5 A Lévy-driven Futures Model 83

5.1 Literature Overview & Contribution . . . . . . . . . . . . . . . . . . . . . . 86
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Chapter 1

Introduction to Commodity

Markets and Summary of the

Thesis

1.1 History of Commodity Markets

Commodities are raw or primary products and goods which can be traded. The variety
of such goods ranges from agricultural products (wheat, coffee, sugar, soybeans and many
more) via metals (e. g. iron, copper, zinc) to energy commodities (for example oil, natural
gas, coal, power, CO2 certificates). Early commodity markets (mainly agriculturals) date
back to Sumerian civilization around 5000 to 3000 BC. Trading basic commodities is a
cornerstone of any economy since it allows for division of labor.

Since then commodity marketplaces have always existed culminating in today’s highly
efficient and standardized markets organized by exchanges. In particular, the trade of
the actual commodities (spot trading) has shifted to the trade of contracts promising the
exchange of a commodity at a future time (forward trading). One of the earliest known
forward contracts regulates the delivery of rice in seventeenth century Japan. The cradle
of modern exchange based forward trading is the Chicago Board of Trade, which has been
founded in 1848. The importance of Chicago emerged from the central location between
Midwestern farmers and east coast consumers. By now, the concept of forward trading
has been adapted to other financial markets as well.

Traditionally, forward contracts have been signed in order to ensure the sale of production
for a predetermined price, thus avoiding the risk of overproduction. On the consumer
side, forward contracts can be viewed as an insurance against scarcity of a product at
a given future time, for example a bad harvest due to unfavorable weather conditions.
Today, these trading strategies are referred to as hedging although forward contracts and
hedging have gained a purely financial aspect. In fact, speculators that have no intention
in physically buying any commodity have entered the market of forward trading with the
goal of participating in price movements. They view such contracts as an alternative asset
class. Though they have lost the connection to the physical product, they provide liquidity
in commodity markets which is of most importance for efficiency of markets.

The range of traded commodities is wide and seems to be ever-growing. The focus of this

1



2 CHAPTER 1. INTRODUCTION AND SUMMARY

thesis is on energy-related commodities. Energy-related trading dates back at least to the
1860s with the introduction of crude oil at the Chicago Board of Trade and gains more
and more attention by modern societies. On the other hand, one of the most important
commodities emerged in the course of the 1990s when many nations in Europe have dereg-
ulated their electricity markets so that power became tradable. The physical properties of
power, most importantly non-storability, required the setup of tailor-made products and
exchanges. The European Energy Exchange in Leipzig (EEX) and Nord Pool in Oslo are
prime examples. The youngest energy commodity is formed by CO2 emission allowances
– a government issued allowance to produce CO2 which is a major byproduct of power
production. While it can be put in question if the right to pollute environment is a com-
modity in the original sense of the word, it is a modern attempt to navigate society by
means of commodity markets and concepts that have been successful over hundreds of
years.

Nowadays, actors in energy-related commodity markets such as utility companies and
financial institutions cannot have in mind the underlying production process solely, but
have to base their trading strategies on financial considerations as well. They have to
manage their production process on one hand and financial risks evolving from trades on
the other hand as it is standard for actors in other financial markets such as equity and
fixed income. This thesis aims at helping to understand the financial risks involved when
trading futures and options on energy-related products such as oil, coal, natural gas, power
and CO2 allowances. We will describe risks emerging from commodity trading in detail in
the corresponding chapters.

1.2 Statistical Properties of Commodity Forwards

Properties of commodity forward returns tend to be very different from returns of other
financial assets. The differences can often be explained by physical properties of the
underlying goods. The main price drivers are usually given by supply, demand and cost
of storage.

Examples for supply-driven commodities include agriculturals and also oil. One can ob-
serve that in seasons when harvest is bad the price of agriculturals is increasing. Similarly,
oil prices are high in times of political crises in the middle east. Demand for these com-
modities is very predictable and does not form a major source of risk influencing statistical
price properties.

The prime example for a demand-driven commodity is power. Due to different electricity
consumption during day, week and year the prices are seasonal with high prices in Europe
during day, weekdays and cold seasons and low prices at night, weekends and warm seasons.
Though demand is rather deterministic and production facilities are available at almost
all times, non-storability of power makes price processes seasonal.

Costs of storage determine how much such predictable patterns influence the price devel-
opment. For example, low storage costs would allow for arbitrage strategies if prices are
moving deterministically. Buying at low prices and selling at high prices yields a posi-
tive return when the price difference is larger than the storage cost. Thus, deterministic
upward and downard movements are almost ruled out in efficient markets such as coal
and oil. Power can be viewed as commodity with infinitely large storage costs so that
deterministic patterns can occur without offering arbitrage opportunities.

While resulting properties such as seasonalities, large volatilities and price spikes can be
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pronounced in spot markets, characteristics of forward markets tend to be less distinctive.
Since a forward agreement is a tradable contract with zero storage costs for the buyer of
the commodity, seasonalities in the time variable result in arbitrage opportunities that
will be exploited so that they disappear quickly when the market is efficient. Yet, some
properties of spot prices remain such as seasonalities in the maturity variable of a forward
and price spikes for forward contracts with short time to maturity.

In the course of the thesis we will point out properties of the underlying commodities
that cause particular price formations. An overview of physical characteristics that are
important for price processes of a broad variety of energy-related commodities can be
found in the textbook by Geman (2005, Chapters 7-11, 13).

1.3 Approaches to Stochastic Commodity Forward Model-

ing

The mathematical description of financial risks of commodity prices is almost as old as
modern financial mathematics itself. While the following summary is far away from being
exhaustive, it will give a main idea of modeling approaches and will help categorizing the
results of this thesis.

One of the oldest commodity specific milestones in context of modern arbitrage theory is
the notion of convenience yields. The quantity is introduced in order to explain differences
in the theoretical no-arbitrage relationship between spot and futures prices that must hold
for financial assets when there are no transaction costs:

F (t, T ) = S(t)er(T−t) (1.1)

F (t, T ) denotes the fair forward price at time t of an asset/commodity to be delivered at
a future time T . S(t) is the spot price and r a deterministic and constant interest rate.
The statement above results from a basic cash-and-carry argument. A forward contract
can be replicated by buying the underlying St and taking a loan with size F (t, T )e−r(T−t).
Holding both positions until time T yields a portfolio consisting of the underlying ST and
a loan with size F (t, T ), i. e. the payoff of a forward contract on St and maturity T . Since
forward contracts are arranged to have zero value at the time when entering the contract,
we obtain Eq. (1.1).

When St denotes the price of a commodity, the argument breaks down since holding a
position in St may require storage facilities that can be expensive (e. g. in case of oil).
Thus, the terminal value of the underlying will be ST e−c with some positive costs c > 0.
Even more, the owner of the commodity has an advantage compared to the holder of a
corresponding forward contract since he has the alternative to consume the commodity.
This results in a different value of the forward price F (t, T ) which is expressed by the
relation

F (t, T ) = S(t)e(r−y)(T−t)

where y denotes the convenience yield taking the costs c and the consumption alternative
into account. Convenience yields are closely linked to theory of storage developed in the
1930s but has been defined in a mathematical context by Working (1948) and Working
(1949). If such a convenience yield is known, it is possible to switch between spot and
forward prices without restrictions. Thus, many modeling approaches start by specifying
a spot price model and a convenience yield and derive forward prices with all maturities
as derivatives. Modeling stochastic convenience yields is an area of recent research.
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Apart from convenience yield modeling, commodity models can be categorized roughly
into two classes – fundamental models and reduced-form models. Fundamental models
try to explain prices by exogenous factors such as consumption, production, weather and
technical development. Assuming stochastic processes for the risk factors and applying
equilibrium and no-arbitrage arguments, such models obtain prices as model output. The
method has the advantage that it offers a high degree of explanatory power but requires
often a large number of data and parameters. An overview of such approaches is given in
Ventosa et al. (2005).

In contrast to fundamental modeling is the tradition of reduced-form modeling, i. e. as-
suming stochastic processes for the development of commodity prices directly. Thus,
commodity prices are rather an input than an output of the model. Such models are
flexible and very powerful in explaining prices of derivatives such as futures and options.
All models and results presented in the thesis belong to the class of reduced-form models,
which is why we postpone the discussion of particular models to subsequent chapters.

The reduced-form approach has been successfully applied to model purely financial mar-
kets, too and mathematical techniques carry over from one to the other almost without
restriction. This has changed with the deregulation of electricity markets in Europe during
the 1990s. Due to non-storability, power turned out to be a good that does not fit into the
existing scheme of no-arbitrage pricing and price processes show extreme behavior that
asks for tailor-made stochastic processes. Lévy processes are necessary here more than in
many other markets. They have to be combined with seasonal components in order to
describe market prices well. In addition, they have to satisfy a whole set of new arbitrage
considerations. Thus, the theory of electricity price modeling forms a new area of research
in its own. We will have a glance at this type of theory in Chapter 4.

Besides the rough classification of modeling approaches above, we want to point at two
publications that have been written in context of commodity markets but had major influ-
ence on mathematical finance in general. They will be of most interest to the discussion in
many chapters of the thesis. We mention the publications since they have been achieved
in the context of commodity futures analysis.

The first publication is the work Proof That Properly Anticipated Prices Fluctuate Ran-
domly by Samuelson (1965). There, he writes:

Surely, economic law tells us that the price of wheat – whether it be spot
[...] or futures [...] – cannot drift sky-high or ground-low. It does have a
rendezvous with its destiny of supply and demand. [...] There is no reason to
suppose that the riskiness of holding a futures [...] should be the same when
[...] the terminal date [is] far away as when [it] is small and the futures contract
about to expire. It is a well-known rule of thumb that nearness to expiration
date involves greater variability of riskiness ...

In the remainder of his work he presents a model that is capable of capturing this effect of
increasing volatility of price returns when time to maturity is decreasing. Consequently,
the effect has become known as volatility term-structure and Samuelson-effect.

The second publication is The pricing of commodity contracts by Black (1976). Besides a
description of commodity forward contracts he presents arbitrage-free pricing techniques
and develops a model based on Brownian motion that yields a formula for pricing options
on commodity futures which became known as Black-76 option pricing formula and is still
an industry standard even in non-commodity markets.

We will refer to both works and explain implications to particular markets throughout the
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text.

1.4 Current Issues in Commodities Forward Pricing & Risk

Management

With the deregulation of electricity markets, utility companies are major players in phys-
ical and financial commodity markets and much of current research is motivated by their
need to price derivatives and to hedge risks. Both areas ask for a precise description of
price processes of important commodities. The description can be divided into statisti-
cal/historic properties and risk-neutral/forward-looking properties.

The historic description includes the statistical analysis of path properties such as auto-
correlation, seasonalities and many more. Few analyses have been carried out for some
important commodities. The most extensive literature is available on path properties
of electricity spot and forward prices. The historic analyses include also distributional
studies, mainly with the result that returns of major risk factors cannot be modeled by
Normal distributions and particular distributions are tested for their applicability to some
markets. Yet, the most pressing need is given by risk management tasks that require the
knowledge of the joint distribution of several commodities simultaneously. It is the search
for a distribution flexible enough to fit to all commodity prices well and tractable enough
to derive risk management quantities such as value-at-risk and expected shortfall. We will
tackle exactly this issue in Chapter 3 and postpone an extensive literature review to the
corresponding sections.

The risk-neutral, forward-looking description of commodity prices aims at specifying a
proper stochastic process that resembles the historic path and distribution properties and
can be used to price relevant derivatives such as options. The current research focuses
more and more on well-chosen Lévy processes so that important path properties as spikes,
mean-reversion and seasonalities are modeled precisely. Many publications do not only
specify the model but present also the procedure how to obtain parameter in an efficient
manner since this is of most interest for practical applications. Model setup, derivative
pricing and parameter estimation will be topic of Chapters 4 and 5.

1.5 Objective of the Thesis and Contribution

The objective of this thesis is a precise mathematical description of energy-related com-
modity futures markets. We will present solutions to particular issues in pricing and risk
management based on the mathematical description. We explain this objective in more
detail:

Contribution in Chapter 3 – A Multivariate Commodity Analysis and Appli-
cations to Risk Management

As mentioned in the paragraph above, risk management for multi-commodity portfolios is
a major task for today’s utility companies as well as for financial institutions. It is the aim
of Chapter 3 to provide a rigorous multivariate statistical analysis of important commodity
futures prices. While statistical research on electricity prices has been increasing in recent
years, other commodities such as oil, coal, natural gas and CO2 allowances are rarely
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considered. Moreover, there is only a single publication providing a statistical analysis of
commodities in a multivariate framework (Kat and Oomen (2006b)).

The difficulty of such a multivariate analysis lies in the construction of a meaningful
data set due to instationarities such as the Samuelson effect and delivery periods in case
of electricity forwards. Further, commodity returns show a large variety of distinctive
distributional properties. The aforementioned authors of the multivariate study perform
merely a correlation analysis in order to assess the use of commodities as an independent
asset class. However, they do not elaborate on which distribution describes the joint
returns properly. Thus, the distributional analysis of such data is a major contribution in
itself.

We discuss the construction of a suitable data set in Section 3.3.1. We demonstrate how
generalized hyperbolic distributions can be employed for describing the joint return distri-
bution in a multivariate context motivated by their successful application in a univariate
setting in several financial markets. One of the main findings of the analysis is that the use
of generalized hyperbolic distributions increases the goodness-of-fit of the data compared
to the standard multivariate Normal approach (Section 3.4). On the more negative side,
we illustrate shortcomings of the proposed class of distributions in reflecting the various
tail-behaviors of the different commodities (Figure 3.8).

The results of the statistical analysis are then used to discuss matters of riskiness of
energy portfolios which are represented by typical power plants. Here, the challenge is the
reliable computation of risk measures due to the heavy-tailedness of generalized hyperbolic
distributions. We show how a straightforward calculation of expected shortfalls based on
such distributions is possible (Theorem 3.3).

The contribution for the management of risks can be summarized by a more realistic
view on risk exposure of energy portfolios since the proposed distributions describe the
empirical risk estimates precisely. We are also able to show that the introduction of CO2

certificates can be used for risk reduction (Tables 3.4 – 3.7).

Contribution in Chapter 4 – Modeling Futures with Delivery Over Period

The statistical description of commodity futures prices is the foundation to build stochas-
tic models for the market. Chapter 4 is based on the statistical findings in Chapter 3.
The models we propose for electricity futures capture term-structure effects as mentioned
in Samuelson (1965) and allow for pricing of options on such futures in the spirit of Black
(1976). Though there are alternative models for electricity futures in the academic litera-
ture, most of the approaches start with a spot price model implying unsatisfactory forward
dynamics. Moreover, all of the proposed models have been estimated using time series
techniques and historical data. There is no research on modeling electricity forwards with
delivery over a period using risk-neutral option prices for parameter estimation.

We close this gap in the literature and model electricity futures directly including delivery
over periods. Such periods add another dimension to the issue of term-structure modeling:
Additional to the influence of the time to maturity, we have to take the effect of the length
of the delivery period into consideration. The length of delivery is a major determinant
for the volatility of futures contracts. The longer the delivery period, the less volatile is
the futures price.

The approach can be summarized by using futures contracts with one month delivery peri-
ods as building blocks and imposing geometric Brownian motion term-structure dynamics
on them. Futures with longer-term delivery are then obtained as derivatives, i. e. they
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are weighted averages of the building blocks. The approach has similarities with forward
LIBOR market modeling and the longer-term futures share payoff properties with interest
rate swaps.

Furthermore we can show that our model setup is in line with no-arbitrage arguments for
electricity markets developed by Benth and Koekebakker (2005) (Section 4.3).

In order to estimate the model, we derive closed-form formulae for all relevant options
on futures and infer risk-neutral option-implied parameter instead of historical parameter.
Doing so, we avoid all complications related to the specification of the market price of risk.
Additionally, we discuss the performance of the model in the German electricity market
(Section 4.6.2) and show that it is capable of describing important characteristics as the
volatility term-structure. Moreover, we demonstrate that the model parameters are stable
over time.

Conribution in Chapter 5 – A Lévy-driven Futures Model

While the Brownian motion based model above incorporates the findings of volatility term-
structures into the model, we generalize the approach to Lévy processes that can reflect
distributional properties, too. We show in Chapter 5 how to set up and calibrate a model
that implies non-Normal log-returns and can be used for volatility surface description
including volatility smiles. Once again, calibration is option-implied, thus avoiding the
statistical problem of estimating jump-diffusions. As pointed out by Honore (1998) and
Ait-Sahalia (2004), historical estimation of jump-diffusions results in an ill-posed statistical
problem.

The contribution of this chapter is twofold: Firstly, setting up a forward market model for
electricity futures with delivery over period based on Lévy processes has not been proposed
before. We provide all relevant quantities such as risk-neutral drift conditions (Lemma
5.2) and characteristic functions of the underlying processes as they are important for
derivatives pricing.

Secondly, we have to introduce an efficient algorithm for pricing options on multi-period
futures which have a swap-like payoff structure. Usually, neither distribution nor charac-
teristic function of the average of exponential Lévy processes are known. In order to avoid
pricing by Monte-Carlo methods, we utilize an approximation routine. The algorithm is
based on estimating a suitable alternative distribution for the average based on moment-
matching techniques and we price options on the average then using this alternative. The
approach is justified by an Edgeworth expansion. While standard algorithms use a log-
normal approximation to price options on swap-like derivatives, we propose the pricing
through an approximation by the exponential of an NIG distribution. This distribution
has not been applied to option pricing in existing literature and we discuss advantages and
shortcomings of the pricing routine compared to other standard alternatives. In order to
estimate the approximating distribution, we need to compute moments of the underlying
electricity swaps within our model, which is accomplished in Theorem 5.7.

Finally, we illustrate our Lévy model by a Normal inverse-Gaussian specification (a special
case of generalized hyperbolic distributions as examined in Chapter 3) and discuss flexi-
bility and shortcomings of such a model using market data. As in the previous chapter,
we build a two-factor model that can accomodate for term-structure effects as well as for
the dependence of futures volatilities on the length of their delivery periods. It is a main
finding that such a Normal inverse-Gaussian model with our proposed approximation for
options on swap-like derivatives performs well in describing option prices with a single ma-
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turity and different strikes (volatility smile) and has shortcomings in capturing the entire
volatility surface. This is expressed in Figures 5.2 – 5.4.

Contribution in Chapter 6 – Distributions of Arithmetic Averages – A Simu-
lation Study

Chapter 6 gives new insight into a well-known approximation problem. Many markets
feature options on swap-like or average-type underlyings as mentioned before. Since exact
pricing formulae for such options are often not available, approximations are used instead.
It is the idea to approximate the distribution/characteristic function of the underlying
swap/average by some distribution that allows for a convenient pricing routine. The most
prominent approximation is by a lognormal distribution (Lévy (1992) and Turnbull and
Wakeman (1991)), but also Normal inverse-Gaussian and variance gamma distributions
have been proposed (Albrecher and Predota (2002) and Albrecher and Predota (2004)).

We show how to improve existing approximations significantly. We will assess the com-
monly used lognormal approximation, the more recent alternative of a Normal inverse-
Gaussian approximation and a distribution proposed by us, the exponential of a Nor-
mal inverse-Gaussian distribution. The approximation is accomplished by matching mo-
ments of the true, unknown distribution with the suggested alternative. We work out the
moment-matching procedure for the exponential of a Normal inverse-Gaussian distribution
in detail (Example 6.2) and analyze the approximation quality by an extensive simulation
study. In contrast to the aforementioned authors, we do not measure the goodness of the
approximation by option pricing errors but follow the ideas of Brigo and Liinev (2005)
and analyze the entire distributions using L1-, L2- and Anderson-Darling distances.

In this chapter we can add to established research by showing that the proposed expo-
nential of a Normal inverse-Gaussian distribution improves alternative approximations in
multiple respects. It does not only advance the quality of the tail-behavior of the approxi-
mation as compared to the lognormal alternative, it also stays positive (in contrast to the
Normal inverse-Gaussian candidate). Further, it is flexible enough to yield an overall fit
of the true distribution that makes the two almost indistinguishable in some cases (Tables
6.1 & 6.2). Finally, the exponential of a Normal inverse-Gaussian distribution is well-
suited for option pricing by Fast Fourier Transforms and option prices based on such an
approximation will be closer to the true option price. The new option pricing algorithms
stemming from the study are already applied in the previous chapters for pricing options
on electricity futures.

1.6 Structure of the Thesis

The structure of the thesis is motivated by the objectives mentioned above. On one hand,
Chapters 3, 4, 5 and 6 form the natural line of arguments from a stochastic model building
point of view starting with a statistical futures price analysis (3) that serves as foundation
for a stochastic model based on Brownian motion which is capable of pricing relevant
derivatives in the futures market (4). The approach is extended to a more general Lévy-
driven model (5) motivated by shortcomings of the previous model. Here, we have to
introduce a new pricing approximation which is justified in an extensive simulation study
(6).

On the other hand, each chapter covers a topic in its own, so that they can be read
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independently of previous and subsequent chapters. Risk management issues are discussed
in Chapter 3, derivatives pricing is topic of Chapters 4 and 5. The simulation study in
Chapter 6 gives direction for distributional approximations as they are used for average
option and swaption pricing in general, not even limited to commodity markets.

Chapter 2 provides the necessary mathematical foundation that will be used throughout
the text and is also meant to fix notation.
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Chapter 2

Multivariate Generalized

Hyperbolic Distributions, Lévy

Processes and Option Pricing

This chapter aims at introducing all mathematical tools that will be applied in the thesis.
We will refer to this section constantly and build upon the theory therein. The tools that
we present here are readily available in academic literature.

We define generalized hyperbolic distributions in a multivariate context and summarize
properties of this class of distributions which are important to finance. In particular,
we discuss the special cases of Normal inverse-Gaussian distributions among others. The
class of generalized hyperbolic distributions will serve as building block for exponential
Lévy processes, that we will define thereafter. The last section will discuss option pricing
methods within such models.

We try to point at relevant publications when the results appear in the text, but in order
to not disturb the flow of reading we add more references at the end of the chapter, most
of them regarding applications of the tools to finance.

2.1 Multivariate Generalized Hyperbolic Distributions

2.1.1 Definition & Properties of Generalized Hyperbolic Distributions

The class of generalized hyperbolic distributions (GH) has been introduced by Barndorff-
Nielsen (1978). Given a probability space (Ω,F ,P), GH distributions can be constructed
as a Normal mean-variance mixture.

Definition 2.1. (Normal Mean-Variance Mixture)

A random variable X is a d-dimensional Normal mean-variance mixture if

X
d= µ+Wγ +

√
WAZ

where d= denotes equality in distribution. Z is a k-dimensional standard Normal, W a
non-negative real-valued random variable (mixing variable) independent of Z, A ∈ Rd×k

11
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and µ, γ ∈ Rd.

Thus, a Normal mean-variance mixture random variable is a Normal random variable with
randomly disturbed mean and variance-covariance. If γ is set to zero, then we are left
with a Normal variance mixture which is symmetric about its mean µ. Choosing γ 6= 0
introduces skewness to the distribution of X.

We obtain GH variates for a special choice of mixture distribution, the generalized inverse-
Gaussian distributions, i. e.

Definition 2.2. (Generalized Inverse-Gaussian Distributions)

A random variable W is said to have generalized inverse-Gaussian distribution (GIG) with
parameter λ, χ and ψ if it has density

fGIG(x;λ, χ, ψ) =
χ−λ

√
χψ

λ

2Kλ

(√
χψ
)xλ−1 exp

{
−1

2

(χ
x

+ ψx
)}

, x > 0.

Kλ(·) denotes the modified Bessel function of the third kind with index λ. The parameters
have to satisfy following restrictions:

λ < 0, χ > 0, ψ ≥ 0 or

λ = 0, χ > 0, ψ > 0 or

λ > 0, χ ≥ 0, ψ > 0.

We will use the notation W ∼ GIG(λ, χ, ψ).

Lemma 2.3. (Moments of GIG Distributions)

If W ∼ GIG(λ, χ, ψ) and both χ and ψ are strictly positive, then moments of W are given
by

E [Wα] =
(
χ

ψ

)α
2 Kλ+α(

√
χψ)

Kλ(
√
χψ)

, α ∈ R.

Proof. Blaesild (1978)

At this point we have the appearance of Bessel functions. We will not provide a full
mathematical treatment for these special functions, but we give some informal discussion
that will clarify the particular properties of Bessel functions that will be applied throughout
the text.

Bessel functions are commonly defined as solutions to the differential equation

x2d
2y(x)
dx2

+ x
dy(x)
dx

+ (x2 − λ2)y(x) = 0 for x ∈ R.

λ is the index of the Bessel function and coincides with λ in Definition 2.2. This is a differ-
ential equation of order two and has two independent solutions. Particular solutions are
numbered by convention and determine the kind of the Bessel function. Bessel functions
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of the third kind are particular linear combinations of the first two. These functions are
widely used in physics.

Bessel functions can be extended to the complex plane C. Restricting the extension to
purely imaginary arguments, one obtains modified Bessel functions. They can also be
obtained as solutions to a slightly different differential equation:

x2d
2y(x)
dx2

+ x
dy(x)
dx

− (x2 + λ2)y(x) = 0 for x ∈ R.

Modified Bessel functions of the third kind are a particular solution by convention. It is
often referred to as MacDonald function.

(Modified) Bessel functions cannot be given as a closed-form expression using standard
functions in general. There is an integral representation available though. Many properties
are known about solutions and we refer to the standard textbook by Abramowitz and
Stegun (1965) for an extensive treatment and to Prause (1999, Appendix B) for a summary
overview. Here, we will highlight only those properties that are important for applications
in our context.

We have a finite sum representation when λ ∈ N + 1
2 :

Kλ=n+1/2(x) =
√

π

2x
e−x

(
1 +

n∑
i=1

(n+ i)!
(n− i)!i!

(2x)−i
)
, n ∈ N

The result extends to negative λ by using the identity Kλ(x) = K−λ(x). In particular we
have for λ = −1

2 :

K−1/2(x) =
√

π

2x
e−x

(
1 +

1
x

)
(2.1)

This motivates the popular choice of λ = −1
2 in many applications (e. g. NIG distribution),

since it allows for fast evaluation of important quantities as we will see later.

We want to finish the brief discussion of Bessel functions with the comment that derivatives
with respect to the argument can be computed resulting in functional equations such as

dKλ(x)
dx

= −1
2

(Kλ+1(x) +Kλ−1(x)) .

These relations and further properties of Bessel functions can be employed for likelihood
estimation of parameters of the GIG distribution.

Having introduced the GIG distribution, we are ready to define generalized hyperbolic
distributions (GH):

Definition 2.4. (Generalized Hyperbolic Distributions)

If the mixture random variable W has a generalized inverse-Gaussian (GIG) distribution
with parameters (λ, χ, ψ), then X with

X
d= µ+Wγ +

√
WAZ

is said to be GH distributed. Defining Σ := AA′, the distribution of X is denoted by

X ∼ GHd(λ, χ, ψ, µ,Σ, γ).

The quantities λ, χ, ψ, µ,A, γ, and Z are given as in Definition 2.1 and Definition 2.2.
′ denotes transposition of a matrix.
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Thus, a d-dimensional GH distribution is fully characterized by d mean parameters (µ ∈
Rd), d2 ·(d+1) covariance parameters summarized in Σ ∈ Rd×d, d skewness parameters (γ ∈
Rd) and three mixing parameters λ, χ and ψ. There are many different parametrizations
for GH distributions in the literature serving different purposes. An overview of the most
common parametrizations is given in Embrechts et al. (2005a, Chapter 3.2.3) and in Prause
(1999, Chapter 4.3). We restrict ourselves to the notation given above throughout the text.

The representation of GH distributions as Normal mean-variance mixtures makes the
distribution intuitive and straightforward to work with since often one can make use of
the fact, that X is Normal conditional on W = w with mean µ+wγ and variance wΣ. It
is exactly this property that can be used for the derivation of a closed-form density.

Lemma 2.5. (Density of GH Distributions)

If X ∼ GHd(λ, χ, ψ, µ,Σ, γ) then X has density fGH of the form

fGH(x;λ, χ, ψ, µ,Σ, γ) = c
Kλ− d

2

(√
(χ+ (x− µ)′Σ−1(x− µ))(ψ + γ′Σ−1γ)

)
e(x−µ)′Σ−1γ√

(χ+ (x− µ)′Σ−1(x− µ))(ψ + γ′Σ−1γ)
d
2
−λ

c =
√
χψ
−λ
ψλ(ψ + γ′Σ−1γ)

d
2
−λ

(2π)d/2|Σ|1/2Kλ(
√
χψ)

x ∈ Rd.

| · | denotes the determinant of a matrix.

Proof. By making use of conditional Normality of X, the evaluation of the following
integral yields the result:

fGH(x;λ, χ, ψ, µ,Σ, γ) =
∫ ∞

0
φ(x;µ+ wγ,wΣ)fGIG(w;λ, χ, ψ)dw

φ(x;m, s2) denotes the Normal density with mean parameter m and variance s2.

The explicitly known density gives rise to parameter estimation via maximum-likelihood
procedures, which we outline later in this chapter.

Another property, that makes the class of GH distributions appealing is the fact of a closed-
form characteristic function, which is why we are going to recall properties of characteristic
and moment generating functions.

The characteristic function ϕ of a d-dimensional random variable X is defined by

ϕX(u) = E
[
eiu

′X
]
, u ∈ Rd.

It is closely related to the moment generating function of X, i. e.

MX(u) = E
[
eu

′X
]
, u ∈ Rd.

While the characteristic function ϕX exists for any distribution of X at each u ∈ Rd,
existence of MX is not guaranteed for arbitrary distributions of X and values of u ∈ Rd.
Hence, we prefer working with characteristic functions. If MX exists at u ∈ Rd, then we
have that

ϕX(−iu) = MX(u).
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Further, we know that the kth moment of the jth component of X = (X1, . . . , Xd)′ exists
if and only if the partial derivative of order k with respect to the jth component of
u = (u1, . . . , ud) of MX exists at u = 0. In that case we can compute the moment by

E
[
Xk
j

]
=
∂kMX(u)
∂ukj

∣∣∣∣∣
u=0

=
1
ik
∂kϕX(u)
∂ukj

∣∣∣∣∣
u=0

, k ∈ N, 1 ≤ j ≤ d.

Of course, the statement can be generalized to mixed moments E[XjXl] but will not
be of interest to us in the following. We summarize that characteristic functions are
an important tool for deriving moments and we will see later that they are helpful in
describing stochastic processes.

The characteristic and moment generating functions of GH distributions are given below.

Lemma 2.6. (Characteristic & Moment Generating Functions of GH Distribu-
tions)

If X ∼ GHd(λ, χ, ψ, µ,Σ, γ) then the characteristic function of X is given by

ϕX(u) = eiµ
′uξ

(
1
2
u′Σu− iu′γ;λ, χ, ψ

)
, u ∈ Rd

ξ(s;λ, χ, ψ) =
(

ψ

ψ + 2s

)λ/2 Kλ

(√
χ(ψ + 2s)

)
Kλ(

√
χψ)

, s ∈ R.

The moment generating function of X exists at u ∈ Rd if

ψ − u′Σu− 2u′γ ≥ 0

and can be computed via MX(u) = ϕX(−iu).

Proof. The proof is based again on the Normal mean-variance representation of X and
the knowledge of the Normal characteristic function. Let u ∈ Rd, then

ϕX(u) = E
[
eiu

′X
]

= E
[
E[eiu

′X |W ]
]

= E
[
eiu

′µ+iu′Wγ− 1
2
Wu′Σu

]
= eiu

′µξ

(
1
2
u′Σu− iu′γ;λ, χ, ψ

)
.

The third equality uses the characteristic function of a Normal distribution and ξ is the
Laplace-transform of a GIG random variable, which is known to be given as in the state-
ment above. The existence condition for the moment generating function can be found in
Prause (1999, Lemma 1.13) in a reparametrized form.

Lemma 2.7. (Moments of GH Distributions)

If X ∼ GHd(λ, χ, ψ, µ,Σ, γ) then we have mean and variance given by

E[X] = µ+ γ

(
χ

ψ

) 1
2 Kλ+1(

√
χψ)

Kλ(
√
χψ)

Var[X] = Σ
(
χ

ψ

) 1
2 Kλ+1(

√
χψ)

Kλ(
√
χψ)

+ γγ′
(
χ

ψ

)
Kλ+2(

√
χψ)

Kλ(
√
χψ)

.
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Proof. Using conditional Normality of X we can derive the results as follows:

E[X] = E[E[X|W ]] = µ+ γE[W ]

Var[X] = E[Var[X|W ]] + Var[E[X|W ]] = ΣE[W ] + γγ′Var[W ]

Substituting the moments of W according to Lemma 2.3 we have proven the claim. Al-
ternatively, one can use derivatives of the characteristic function.

We want to note that µ and Σ are mean and (a multiple of) variance of X only when
γ = 0. Similarly one can show that the skewness of X is zero if γ = 0. Thus, one refers
to µ and Σ loosely as location and scale parameter, γ is the parameter for skewness. The
following proposition yields an interpretation for the parameters λ and ψ.

Lemma 2.8. (Tail Behavior of GH Distributions)

If X ∼ GH1(λ, χ, ψ, µ, σ2, γ) then the distribution of X has so-called semi-heavy tails, i.
e. the density of X converges to zero as x→ ±∞ with rate of convergence

|x|λ−1 exp

{(
±
√
ψ

σ2
+ γ2 +

γ

σ2

)
x

}
up to a multiplicative constant.

Proof. Barndorff-Nielsen and Blaesild (1981, Eq. 15) and change of parametrization.

Though the tail is called semi-heavy in order to contrast the behavior to light and heavy
tails of other distributions, we will refer to it as heavy-tailed since we do not consider any
other distribution than the Normal (exponential tail, light-tailed) and GH distributions.

The preceeding proposition gives an interpretation of λ and ψ determining the speed of
tail convergence when all other quantities are fixed. Obviously, σ and γ do also influence
the tail behavior, but are usually considered to be determined by the first moments.

Further, we state a property that is important to financial model building as well as for
portfolio analysis:

Lemma 2.9. (Linear Transformations of GH Distributions)

If X ∼ GHd(λ, χ, ψ, µ,Σ, γ) and B ∈ Rk×d then

BX ∼ GHk(λ, χ, ψ,Bµ,BΣB′, Bγ).

Proof. We proceed as in previous lemmas and condition on the mixing variable W . Let
u ∈ Rk, then

ϕBX(u) = E
[
eiu

′BX
]

= E
[
E[eiu

′BX |W ]
]

= E
[
eiu

′Bµ+iu′WBγ− 1
2
Wu′BΣB′u

]
= eiu

′Bµξ

(
1
2
u′BΣB′u− iu′Bγ;λ, χ, ψ

)
= ϕY (u)
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where ξ is the Laplace-transform of a GIG random variable and

Y ∼ GHk(λ, χ, ψ,Bµ,BΣB′, Bγ).

Using the identity theorem for characteristic functions, we obtain

BX
d= Y.

This means that GH distributions are closed under convolution and we can deduct the
marginal distribution of the jth component of X (1 ≤ j ≤ d) by choosing B = e′j ,
where ej denotes the jth unit vector in Rd. We want to point out that the sum of two
(dependent) generalized hyperbolic distributions belongs to the same class only when the
mixing random variable is identical for both distributions. The convolution property
breaks down when adding two GH distributed random variables with different mixing
variables W .

Moreover, we have that the tail behavior that is introduced by the mixing distribution
of W is similar in each marginal distribution up to the scaling by volatility and skewness
(cp. Lemma 2.8). In other words, λ, χ and ψ do not change under linear transformations
according to Lemma 2.9. This will be an issue in many applications of subsequent chapters.

We conclude the general discussion of GH distributions with the remark, that the repre-
sentation given above yields an identification problem.

Corollary 2.10. (Identifyability of Parameters of GH Distributions)

If X ∼ GHd(λ, χ, ψ, µ,Σ, γ) and Y ∼ GHd(λ, 1
kχ, kψ, µ, kΣ, kγ), k ∈ R+\{0} then

X
d= Y.

Proof. Use Lemma 2.6 to conclude that the characteristic functions of X and Y coincide.

For this reason, it is often useful to restrict the variance parameter Σ to have unit deter-
minant. We indicate such a restriction whenever applicable.

When discussing properties of the class of GH distributions we always have in mind ap-
plications later on in the thesis. There, we will rarely use all distributions that can be
obtained but only special cases, which we introduce now.

Definition 2.11. (Special Cases and Related Distributions)

The class of GH distributions includes – among others – the following special cases:

• λ = 1: Hyperbolic Distribution denoted by HYP

• λ = −1
2 : Normal inverse-Gaussian Distribution denoted by NIG
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• λ = −1
2ν, χ = ν, ψ = 0, γ = 0, ν ∈ R+: Multivariate t-Distribution denoted by t

HYP and NIG have been introduced in a univariate setting by Eberlein and Keller (1995)
and Barndorff-Nielsen (1997) respectively. The whole class of GH distributions has been
studied by Eberlein and Prause (2000) and Prause (1999) in the context of price return
analysis. The choice of multivariate HYP in this thesis is mainly motivated by the suc-
cessful use of univariate HYP in recent publications. The NIG is a popular choice due
to simplicity in evaluation of relevant quantities since the Bessel functions are straight-
forward to evaluate. The multivariate t is a natural extension of univariate t, which has
been proven useful in several applications, too. It has heavier tails as the Normal as we
will see later on but is parsimonious at the same time.

We give the characteristic function of an NIG random variable as it can be worked out
explicitly due to simplifications in the Bessel functions:

Corollary 2.12. (Characteristic & Moment Generating Functions of NIG)

The characteristic function of an NIG distributed random variable

X ∼ GHd(λ = −1/2, χ, ψ, µ,Σ, γ)

is given by

ϕX(u) = exp
{
iµ′u−

√
χψ + χu′Σu− 2iχu′γ +

√
χψ
}
.

Proof. We combine Lemma 2.6 with Eq. (2.1) using that λ = −1/2 and yield the result.

In fact, there are further well-known special cases, which we mention only in passing. If
λ = (d + 1)/2 the corresponding GH distribution is known as d-dimensional hyperbolic
distribution. It is tractable due to the finite sum representation for Bessel functions with
this choice of λ. Of course, this distribution does not have hyperbolic marginals despite
its name. If λ > 0 and χ = 0 we refer to the distribution as variance-gamma distribution
which has been studied first by Madan and Seneta (1990). It circumvents the use of Bessel
functions entirely. For an overview on important properties of the distributions in context
with Lévy processes we refer to the book by Schoutens (2003).

2.1.2 Estimation of Generalized Hyperbolic Distributions

Knowing the density of generalized hyperbolic distributions explicitly allows for parameter
estimation based on maximum likelihood procedures. While the likelihood function is
known and derivatives with respect to the parameters can be computed (cp. Prause
(1999, Appendix)), it is not possible to solve the necessary condition for maxima involving
the gradient of the likelihood function for the parameters explicitly. Thus, one has to
maximize the likelihood function numerically which turns out to be challenging since the
maximization is done over arguments of the Bessel function. Prause (1999) discusses this
method and claims that estimation is reliable for symmetric cases (γ = 0) and particular
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choices for λ (i. e. λ ∈ 1
2 + Z) since Bessel functions simplify considerably in this setting,

but he also reports shortcomings of his method in a more general setting.

Especially the assumption γ = 0 is very limiting for our purposes. This is why we will use
an alternative way of parameter inference known as EM-algorithm. It has been proposed
by Protassov (2004). The author exploits conditional Normality of GH distributions and
splits the estimation procedure in two parts: Computing the expectation of the likelihood
conditional on the mixing variables based on sample estimates for µ, γ and Σ and then
maximizing over the mixing parameters λ, χ and ψ. Convergence of the algorithm, nu-
merical issues and refinements of the method are given in Protassov (2004) and Embrechts
et al. (2005a), where we use the latter and the freely available S-Plus implementation in
the module QRMlib supplied by the authors.

2.2 Financial Model Building with Lévy Processes

In this section, we give a brief overview on financial model building with Lévy processes
and discuss key properties that will be used throughout the thesis. The main focus is on
the application of such models in the special case of NIG Lévy processes.

2.2.1 Definition & Properties of Lévy Processes

We start with the definition of a Lévy process (analogously to Cont and Tankov (2004,
Definition 3.1)) on a filtered probability space

(
Ω,F , (Ft)t∈[0,T ],P

)
, T ∈ R+ and give im-

portant results which will be used for modeling. The filtered probability space is assumed
to satisfy the so-called usual conditions, which basically means that F0 contains all P-null
sets and the filtration is right continuous. Since we will not elaborate on these technical
conditions in the course of the thesis, we refer the reader to the work by Dellacherie and
Meyer (1983) for details on such conditions.

Definition 2.13. (Lévy Process)

A stochastic process (Xt)t∈[0,T ] ∈ Rd adapted to the filtration (Ft)t∈[0,T ] with X0 = 0 is
called Lévy process if it possesses following properties:

• Independent Increments For an arbitrary sequence of times 0 ≤ t0 < t1 < . . . <

tn ≤ T, n ∈ N the random variables Xt0 , Xt1−Xt0 , . . . , Xtn−Xtn−1 are independent.

• Stationary Increments For any h > 0, the distribution of Xt+h−Xt is independent
of t, i .e. for any pair t1, t2 ∈ [0, T ]

Xt1+h −Xt1
d= Xt2+h −Xt2 .

• Continuity in Probability For all ε > 0 it holds: lim
h↘0

P [|Xt+h −Xt| ≥ ε] = 0.

Without loss of generality the process can be chosen such that paths are right-continuous
and have left limits (Sato (2007, Theorem 11.5)). Such processes are usually called cadlag
versions of Lévy processes, but since we will always work with those versions, we omit the
cadlag-property when referring to Lévy processes.
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In order to present main properties of Lévy processes, we need to introduce the notion of
infinite divisibility.

Definition 2.14. (Infinite Divisibility)

A random variable X and its distribution F are said to be infinitely divisible if for any
n > 1, n ∈ N, there are independent and identical distributed random variables X1, . . . , Xn

such that X1 + . . .+Xn ∼ F .

The following proposition states that a Lévy process (Xt) is fully characterized by the
distribution of X1:

Lemma 2.15. (Lévy Processes & Infinite Divisibility)

If F is an infinitely divisible distribution then there exists a Lévy process (Xt)t∈[0,T ] such
that the distribution of X1 is F . Additionally, there is a continuous function ψ : Rd 7→ C
such that E

[
eiu

′Xt

]
= etψ(u), u ∈ Rd. ψ is called the characteristic exponent of the

distribution F and the process (Xt)t∈[0,T ].

Proof. Sato (2007, Corollary 11.6) and Applebaum (2004, Theorem 1.3.3)

Lemma 2.16. (Infinite Divisibility of GH Distributions)

Generalized hyperbolic distributions are infinitely divisible.

Proof. Barndorff-Nielsen and Halgreen (1977)

This implies that we can construct a Lévy process by specifying the characteristic function
(and the characteristic exponent equivalently) as in Lemma 2.6. This leads to a process
that implies GH-distributed log-returns and the process is called generalized hyperbolic
process.

Since the Normal distribution is infinitely divisible, too, we can define the following Lévy
processes:

Definition 2.17. (Brownian Motion and GH Processes)

i) Let ψ be the characteristic exponent of a d-dimensional Normal random variable with
mean vector µ ∈ Rd and variance matrix Σ ∈ Rd×d, i. e.

ψ(u) = −1
2
u′Σu+ iµ′u, u ∈ Rd

then the Lévy process (Xt)t∈[0,T ] with characteristic function

E
[
eiu

′Xt

]
= etψ(u)

is called d-dimensional Brownian motion.
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ii) Let ψ be the characteristic exponent of a GHd(λ, χ, ψ, µ,Σ, γ) random variable, i. e.

ψ(u) = iµ′u+ log ξ
(

1
2
u′Σu− iu′γ;λ, χ, ψ

)
, u ∈ Rd

ξ(s;λ, χ, ψ) =
(

ψ

ψ + 2s

)λ/2 Kλ

(√
χ(ψ + 2s)

)
Kλ(

√
χψ)

, s ∈ R.

then the Lévy process (Xt)t∈[0,T ] with characteristic function

E
[
eiu

′Xt

]
= etψ(u)

is called generalized hyperbolic process.

2.2.2 Financial Model Building with Exponential Lévy Processes

We motivate the way of building financial models using the well-known Black-Scholes
framework.

Consider the stochastic price process of a financial asset over a finite time horizon [0, T ] and
denote it by (Ft)t∈[0,T ]. For financial model building we need to specify the distribution
of (Ft) for each t ∈ [0, T ]. This can be done by a stochastic differential equation (SDE) in
the Black-Scholes framework, i. e.

dFt
Ft

= µdt+ σdWt, µ ∈ R, σ ∈ R+ (2.2)

with a standard Brownian motion (Wt) ∈ R and some initial value F0 ∈ R+. The SDE
can be solved explicitly:

Ft = F0 exp
{(

µ+
σ2

2

)
t+ σWt

}
Substitute

(
µ− σ2

2

)
t + σWt = Bt, then (Bt) is a Brownian motion with drift and the

solution reads

Ft = F0 exp {Bt} . (2.3)

This is the classical Black-Scholes setup for modeling financial assets. The model is very
convenient as it allows to compute prices of important derivatives and will serve as bench-
mark in many applications. Models using general Lévy processes extend this approach

Since the Black-Scholes framework implies Normally distributed price log-returns, which
are not capable of capturing statistical properties observed in many financial markets, we
will change the driving stochastic process. Changing (Wt) in Eq. (2.2) to an arbitrary
Lévy process (Xt) leads to a stochastic exponential similar to Eq. (2.3), called Doléans-
Dade exponential. Yet, positivity of (Ft) is guaranteed under additional assumptions on
(Xt) only. The Doléans-Dade exponential has been introduced by Doléans-Dade (1970)
and a recent discussion can be found in Jacod and Shiryaev (2002, Chapter 2).

We find it more intuitive to change the drifted Brownian motion (Bt) in the solution of the
SDE in Eq. (2.3) directly to some Lévy process (Xt), thus avoiding solving the SDE and
obtaining positivity automatically. As a matter of fact, if the Doléans-Dade exponential



22 CHAPTER 2. MULTIVARIATE GH DISTRIBUTIONS & LÉVY PROCESSES

is positive, then there is a Lévy process, such that the solution is the exponential of a
Lévy process (cp. Goll and Kallsen (2000, Example 4.3 and Proof)). This makes both
approaches equivalent for positive processes.

A comparison of modeling by SDE versus modeling by the solution directly is given in
Cont and Tankov (2004, Chapter 8.4).

2.3 Option Pricing and Black’s Formula

Important parts of the thesis deal with the analysis of option prices and volatilities that
can be obtained by option pricing formulae. The following discussion will give an overview
on option pricing techniques and interpretation of Black’s formula that will be used in the
course of the work as a basic tool.

Since all modeling will be done under a risk-neutral pricing measure, we will not describe
relations between historical and pricing measures, but have risk-neutral specifications in
mind. For a more detailed introduction to the concepts of arbitrage-free pricing we refer
to standard textbooks such as Bingham and Kiesel (2004).

Let
(
Ω,F , (Ft)t∈[0,T ],Q

)
be a filtered probability space satisfying the usual conditions.

Consider a deterministic and constant continuously compounding interest rate r and a
risky asset with price process (Ft)t∈[0,T ] where T denotes a finite time horizon. We can
think of Ft as being a forward price at time t with some delivery time before T , which will
be the main application of the discussion below.

Definition 2.18. (European Call Option)

A European call option is a contract that gives the holder the right but not the obligation
to buy an underlying asset at some fixed time T0 ∈ [0, T ] (maturity) for a given price K
(strike) from the seller of the option.

It is a question of derivatives pricing what is the fair (no-arbitrage) price of such a contract.
The question can be answered in general by the following result.

Theorem 2.19. (Risk-Neutral Valuation)

If Q is a pricing measure, a fair price of a European call on F in the sense of no-arbitrage
is given by

Call = e−r(T0−t)EQ [(FT0 −K)+ |Ft
]
.

Proof. For example, Cont and Tankov (2004, Chapter 9.1)

Thus, the price of a European call option depends on the risk-neutral distribution of F
at the exercise time T0. The risk-neutral distribution is determined by the dynamics that
is assumed for the process (Ft), which in turn depends on the chosen Lévy process. The
choice of the dynamics is not entirely arbitrary as it has to comply to no-arbitrage condi-
tions, which require discounted price processes to be martingales. All such considerations
are embedded in the pricing measure Q.
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Choosing a particular dynamics, i. e. selecting a particular risk-neutral distribution of
(Ft) and the pricing measure Q, we obtain Black’s option pricing formula.

Corollary 2.20. (Black’s Option Pricing Formula)

Let risk-neutral dynamics of (Ft)t∈[0,T ] be given by

dFt
Ft

= σdWt

i. e. choose a measure Q such that (Wt) is a standardized Brownian motion. Then, the
price at time t of a European call on FT0 with maturity T0 and strike K is given by

Call = e−r(T0−t) (FtΦ(d1)−KΦ(d2))

d1,2 =
log Ft

K ± 1
2σ

2(T0 − t)
σ
√
T0 − t

.

Φ denotes the standard Normal distribution function.

Proof. Use that the SDE for (Ft) yields an explicit solution

Ft = F0 exp
{
−1

2
σ2t+ σWt

}
.

Thus, the risk-neutral distribution of FT0 is lognormal with mean parameter F0 and vari-
ance parameter σ2T0. Computing the expectation (i. e. evaluating the integral) in Theo-
rem 2.19 yields the claim.

The option pricing formula above has been proven originally by Black (1976) and it is
therefore often referred to as Black-76 formula. He proved the formula in a similar context
as we will use it later on, i. e. for options on commodity futures. His proof was based
on the famous Black-Scholes-Merton option pricing formula for options on stocks (cp.
Black and Scholes (1973)). The main difference in the formula is hidden in the quantities
d1,2, which do not depend on the interest rate r in contrast to the Black-Scholes-Merton
formula. This in turn is due to the fact that (Ft) has to follow a drifted diffusion under a
risk-neutral measure as in Eq. (2.2) with drift µ = r when (Ft) represents the evolution
of a stock price. As we will show in Section 4.3, the evolution of a forward price (Ft) has
to be driftless as in the Corollary above.

In the following we discuss properties of the formula and its interpretation. Black’s option
pricing formula depends on several quantities that can either be taken from markets (Ft
and r), are specifications of the contract (K and T0) or are model dependent quantities
(σ). Of course, the formula does also depend on the modeling assumption of a geometric
Brownian motion. Taking this as granted for the moment, the choice of σ is the only open
issue when applying the formula in practice.

σ
√

∆ describes the volatility of log-returns of (Ft) during a period ∆, i. e.

σ2∆ = VarQ [logFt+∆ − logFt] .

Theoretically it were possible to find an estimate for the true σ by analyzing time se-
ries data of (Ft) since the volatility parameter does not change when switching between
historical and risk-neutral measure in a Brownian motion setting as above. In fact, this
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yields poor estimates in many practical applications. Moreoften, the parameter σ is cho-
sen such that the option price given by the model coincides with option prices observed
in the market. This particular choice of σ can then be used to price options with different
maturities.

Mathematically speaking, we invert the call price as a function of σ. The price function
maps σ ∈ (0,∞) to call prices Call(σ) ∈ ((Ft −K)+ , e−r(T0−t)Ft) and is strictly increas-
ing. Thus, the pricing formula can be inverted for each value in the range of the function
and a given market price can be obtained by this particular choice of volatility σ.

Analyzing the modeling assumptions in detail is a topic of the thesis. Two main short-
comings of the Black-76 pricing approach will be adressed, one regarding the volatility
specification, the other the choice of a driving Brownian motion.

The volatility specification as a constant σ can be extended easily to a deterministic time-
varying function σ(t) (often depending on other quantities such as T0 as well) in order to
capture so-called term-structure effects as we will do in Chapters 4 and 5. The option
pricing formula changes slightly; the term σ2(T0 − t) will be replaced by Var [logFT0 ] =∫ T0

t σ2(s)ds. We postpone the detailed discussion of term-structure modeling to Chapter
4.

The appropriateness of a Brownian motion driving the assets has been discussed in many
markets, mainly with negative results. We will turn the focus to energy-related commodi-
ties in Chapter 5 and discuss the Normality assumption from a risk-neutral point of view.
In Chapter 3 we analyze historical prices. References for existing literature can be found
in the corresponding sections.

Though the modeling assumptions in the Black-76 model are often inconsistent with mar-
ket observations, the option pricing formula is important in its own right. The formula
allows to translate option prices that depend on a number of quantities into volatilities
that are interpreted easily. That is why we will define the following function without any
modeling assumptions.

Definition 2.21. (Black-76 Function, Option-implied Volatility & Volatility Sur-
face)

For a European call option as in Definition 2.18 we define the Black-76 function Bl of
σ ∈ R+\{0} by

Bl : σ 7→ e−r(T0−t) (FtΦ(d1)−KΦ(d2))

d1,2 =
log Ft

K ± 1
2σ

2(T0 − t)
σ
√
T0 − t

.

The inverse of the Black-76 function in σ, i. e. the function

σBl :
(
(Ft −K)+ , e−r(T0−t)Ft

)
−→ R+\{0}

such that for each p ∈
(
(Ft −K)+ , e−r(T0−t)Ft

)
it holds that

p = Bl (σBl(p)) ,

is referred to as Black-76 option-implied volatility or implied volatility in short. Inter-
preting T0 and K as arguments (instead of parameters) of the implied volatility σBl, we
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obtain the volatility surface. For fixed K the volatility surface reduces to the volatility
term-structure, for fixed T0 the volatility surface reduces to the volatility smile.

Once again we want to point out that the definition above might be motivated by Black’s
option pricing formula, but the function serves only for translating prices into volatilities
and vice versa. We will use it as a tool to analyze the volatility surface of commodity
options without even assuming the trueness of the dynamics underlying Black’s pricing
formula.

In fact, we will show that alternative Lévy processes have to be used for an appropriate
modeling of commodity futures, i. e. the Brownian motion in Eq. (2.2) has to be replaced
by some other Lévy process. The question arises how to price options on Lévy-driven
assets as the risk-neutral distribution of FT0 is not lognormal anymore.

While the exact form of the pricing formula clearly depends on the particular choice of the
driving process, general approaches can be divided into categories such as Monte Carlo
pricing, pricing by partial differential equations (and several numerical techniques within
this group), density pricing and Fourier pricing. Since the theory of option pricing is not
the topic of the thesis but results will be applied we outline the latter two methods which
we will use in subsequent chapters.

Lemma 2.22. (Option Pricing through Density)

If the dynamics of (Ft)t∈[0,T ] is given according to

Ft = F0 exp{Xt}

with some Lévy process (Xt)t∈[0,T ] such that a risk-neutral density of FT0 denoted by fQ

exists, then a fair price of a European call option on FT0 as in Definition 2.18 can be
computed by

Call = e−r(T0−t)
(∫ ∞

K
sfQ(s)ds−KQ [FT0 ≥ K|Ft]

)
.

Proof. The proof applies risk-neutral valuation as stated in Theorem 2.19 and we need to
compute the risk-neutral expectation. Without loss of generality we set t = 0.

EQ [(FT0 −K)+
]

=
∫ ∞
−∞

fQ(s) max{s−K, 0}ds

=
∫ ∞
K

sfQ(s)ds−K

∫ ∞
K

fQ(s)ds

=
∫ ∞
K

sfQ(s)ds−KQ[FT0 ≥ K]

Revisiting the proof we can generalize that we do not even need the assumption on expo-
nential Lévy dynamics. It does not matter how the process arrives at the terminal value
FT0 . In order to use the general option pricing formula presented here, we have to have
explicit knowledge of the risk-neutral density of Ft at the option’s maturity T0, i. e. we
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require the knowledge of fQ. This is exactly the case in the Black-framework leading to
Black’s option pricing formula, but might be difficult for other Lévy processes as we will
see in the course of the thesis. We postpone the discussion of the applicability of this
approach to the corresponding sections in Chapters 4 and 5 and introduce an alternative
method, that has been proposed by Carr and Madan (1999).

Lemma 2.23. (Option Pricing through Characteristic Function)

If the dynamics of (Ft)t∈[0,T ] are given according to

Ft = F0 exp{Xt}

with some Lévy process (Xt)t∈[0,T ] and a risk-neutral characteristic function of logFT0

denoted by ϕ, then a fair price of a European call option on FT0 as in Definition 2.18 can
be computed by

Call = e−r(T0−t) e
−α logK

2π

∫ ∞
−∞

e−iv logK ϕ(v − (α+ 1)i)
α2 + α− v2 + i(2α+ 1)v

dv

with some α > 0 such that E
[
|FT0 |α+1

]
<∞.

Proof. Appendix A

The pricing formula is derived by a Fourier transform and depends on the characteristic
function of logFt at the options maturity T0. The characteristic function is often available
since it depends on the characteristic function of the driving Lévy process, which is known
in many applications, for example exponential GH processes as introduced before. The
integral that appears in the formula has to be evaluated numerically which can make the
routine slow. Yet, one can apply Fast Fourier Transform (FFT) techniques to increase the
speed. Additionally, it is possible to compute prices for a whole range of strikes with one
evaluation of the integral. The parameter α determines properties of the integral and can
be adjusted to make the numerical integration efficient. Important details on proof and
implementation of the pricing algorithm are included in Appendix A.

2.4 Previous Applications to Finance

Generalized Hyperbolic Distributions

The distribution of price returns (and log-returns) has been studied intensively in the
financial literature with main focus on univariate stock returns. By now, the academic
literature agrees on statistical properties of such return data which are known as stylized
facts, including heavy tails, a peaked center of the density, excess kurtosis, skewness and
many more. An extensive survey on research, methods, and findings about stylized facts
in equity markets is included in Pagan (1996). Cont (2001) is another reference that
describes these facts from a more mathematical point of view and discusses a variety of
estimation issues connected with such data.

As a consequence of the findings, the use of a Normal distribution to describe price re-
turns has been criticized and alternative distributions were proposed, among them GH
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distributions in form of various special cases. NIG distributions started off as useful dis-
tributions in the modeling of grain sizes (cp. Barndorff-Nielsen (1977)) and are proven to
fit price return data extremely well (cp. Barndorff-Nielsen (1997)). The good quality of
GH distributions to model statistical properties in financial markets in general has been
shown by Prause (1999). The multivariate fitting quality of GH distributions to stock mar-
kets is tested for example in Embrechts et al. (2005a), though there is only few research
available in general that describes advantages and disadvantages of GH distributions in a
multivariate setting.

Similar considerations apply to energy-related commodity markets, which is the focus of
this thesis. The non-appropriateness of the Normal distribution is shown empirically for
the case of electricity spot prices by Knittel and Roberts (2005), and more recently in Kat
and Oomen (2006a). Weron (2006) gives a detailed analysis of stylized facts of electricity
spot prices at the European Energy Exchange (EEX) and Nord Pool and points out the
importance of hyperbolic distributions in this context. Eberlein and Stahl (2003) discuss
applications of statistical results to risk management issues and give evidence for modeling
electricity spot prices by generalized hyperbolic distributions.

To our knowledge, there is no published research on the quality of multivariate GH distri-
butions in the context of energy-related commodity markets. Though there are nonpara-
metric multivariate analyses on commodity prices in Kat and Oomen (2006b), distribu-
tional properties of multidimensional commodity price returns and their consequences for
risk management are not established yet. This is an important contribution of this thesis.

Generalized Hyperbolic Processes

The first introduction of Lévy processes to finance was by Mandelbrot (1963) fitting α-
stable processes successfully to return data. Generalized hyperbolic processes started
their prosperous applications in finance with several special cases, e. g. variance-gamma
processes proposed by Madan and Seneta (1990) in a symmetric framework and extended
to more general cases by Madan et al. (1998) and Carr and Madan (1999). NIG processes
were used to model stock price processes by Barndorff-Nielsen (1997) and Rydberg (1997)
with remarkable quality. The entire class of generalized hyperbolic distributions as basis for
Lévy processes with application to stock markets has been studied by Eberlein and Prause
(2000), Shiryaev (1999) and Prause (1999). More recent applications and extensions to
semi-parametric modeling can be found in Bingham and Kiesel (2002).

Applications to energy-related commodities markets are available, usually in a mean-
reverting extension. We mention here the work by Benth et al. (2005) and Cartea and
Figueroa (2005) as examples only and refer to Chapter 5 for an extensive list of publications
in this field.

Option Pricing

The literature regarding pricing of options is exhaustive and we present only standard
references for pricing European options which are related to our work. The dominant
reference works for pricing such options are naturally Black and Scholes (1973) and Black
(1976). The analogue results using density based pricing for other Lévy processes have
been worked out, too. Carr and Madan (1999) present the formula for variance-gamma
driven processes. In case of NIG and HYP Lévy input, the formula does not simplify
further than stated in the text.
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The pricing by Fourier transforms is gaining popularity in the financial literature due to its
flexibility in underlying Lévy processes. Besides the many variations in the implementation
(cp. Cont and Tankov (2004, Chapter 11.1.3) for a list), we find proofs for the power of
the method in the work by Matsuda (2004). He provides several ways of implementing the
algorithm and shows worked out examples, numerical stability and approximation results
in many special cases such as Merton-type jump-diffusions and variance-gamma models.



Chapter 3

A Multivariate Commodity

Analysis and Applications to Risk

Management

Risk management relies on models that reflect a number of important properties of the
underlying financial assets which affect the performance of companies’ portfolios. What
makes this a non-trivial exercise is the complex dynamics of each particular asset in the
portfolio on one hand, compounded with the difficult task of simultaneously modeling the
interaction between all the portfolio constituents on the other.

It is the goal of this chapter to provide a thorough statistical analysis that gives insight in
the volatility-correlation behavior of important energy-related commodities and their dis-
tributional properties having in mind risk management applications such as the evaluation
of risk of an energy portfolio and model building applications such as the specification of
underlying stochastic processes which will be used in Chapters 4 and 5.

The commodities that we will look at are motivated by their importance for power gen-
eration in the German and European market. They are main risk drivers in portfolios of
utility companies. Power itself being the output of production makes up for a large part of
energy consumption and thus of a producer’s portfolio. Due to its manifold physical and
statistical properties it is one of the riskier assets for a company trading in commodities,
which has to be included in such an analysis.

The main sources of energy in the European power generation process are coal, oil and
natural gas as can be seen from Figure 3.1. They form the basis of power supply in
Germany as well as all over Europe. Thus, their financial risks have to be assessed carefully
when planning electricity production and we consider them in our analysis.

Power from nuclear and renewable sources such as wind and water is another major con-
stituent of electricity generation. Yet, neither of the sources is tradable freely on a market
so that they are not commodities in the sense of the thesis and financial risks can hardly
be evaluated.

CO2 emission allowances form another asset class. It is not a direct part of the power
production, but CO2 emissions are a natural result of burning primary energy sources.
Regulations in context of the Kyoto-protocol impose the obligation for each producer of
such emission to buy certificates for each ton of emitted CO2. The regulations result in

29
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Figure 3.1 Top: Energy consumption by products, Bottom: Power generation by products, Left:

European Union, Right: Germany; source: Eurostat

an important financial quantity and as we will see in a main source of risk. At the same
time, allowances can be used as a purely financial asset to adjust the riskiness of a given
portfolio.

There are other risk factors influencing the value of an energy-related portfolio such as
currency exchange risks, interest rate risks and counterparty/default risks. Often, they
are thought to be small compared to price movements of commodities and considered
independently since they are not directly related to what is commonly referred to as
commodity risk. Since we want to work out properties of price movements of energy-
related commodities, we do not include such risk factors in our analysis.

Measuring risk demands for a definition of risk. While the notion of risk and associated
risk measures is manifold, we do not elaborate on this issue but simply choose value-at-
risk and expected shortfall to report the riskiness of a given portfolio. We are aware of
shortcomings of either one, but as they are market standard their results can be interpreted
easily. Further, the methods presented below do not depend on that particular choice and
can be repeated with any other measure of risk. It will merely serve as an illustration.

From a mathematical point of view the task of the subsequent sections can be summarized
as follows. We want to describe the joint distribution of commodities returns.

An important part will be the analysis of a volatility and correlation term-structure within
forward contracts. The main problem that arises here is the construction of a meaningful
data set, since for example power forward contracts feature a delivery period (such as
January 2008) instead of a fixed delivery time and the overlapping trading history of
forward contracts with different delivery periods (such as a forward with delivery period
March 2008) tends to be short because those forward contracts exist at most up to six
months in the market. On top of the short joint history we observe instationarities as



31

Quantiles of Standard Normal
-2 -1 0 1 2

-0
.0

6
-0

.0
2

0.
02

August 06 Gas Future

Quantiles of Standard Normal
-2 -1 0 1 2

-0
.0

2
0.

0
0.

02

August 06 Oil Future

Quantiles of Standard Normal
-2 -1 0 1 2

-0
.0

5
0.

0
0.

05

August 06 Power Future

Figure 3.2 QQPlots of log-returns of gas, oil and power futures with delivery August 2006

the Samuelson effect (cp. Samuelson (1965)), which makes the analysis challenging. We
present a method in detail that creates a time series based on prices available in the
market, that is meaningful for our purpose and rich enough for a statistical analysis.

The other important part in the course of the analysis will be the specification of a joint
multivariate distribution across commodities. We will carefully assess the market stan-
dard of a Normal distribution and compare it to candidates from the class of generalized
hyperbolic distributions. We will perform likelihood ratio tests to rank the distributions
and apply several goodness-of-fit methods to assess the overall applicability of a particular
distribution.

The distributions under consideration are motivated by univariate findings of Benth and
Saltyte-Benth (2004) and Eberlein and Stahl (2003) in energy markets. A multivariate
Normal distribution is not suitable since all marginal distributions would also be Normal
and the hypothesis of Normally distributed returns has been rejected for assets in many
markets; especially energy commodities. Figure 3.2 shows qqplots of univariate log-returns
of a typical gas, oil and power futures contract. The oil contract in this example is the
only contract with distribution close to a Normal, but for the other commodities this is
not true.

Fitting a univariate empirical density to return data using a kernel estimator and compar-
ing it to other probability densities reveals some of the stylized facts of financial markets
(cp. Figure 3.3). The empirical return density is more peaked at the center than the
Normal distribution and also heavier-tailed. These properties have been successfully mod-
eled by the class of univariate generalized hyperbolic distributions (GH) in other financial
markets (e. g. Raible (1998)) and in energy-related commodity markets (e. g. Weron
(2006)). An application of the special case of Normal inverse-Gaussian distribution (NIG)
to fit historical power spot prices and pricing derivatives in this framework can be found
in Benth and Saltyte-Benth (2004).

Figure 3.3 shows the empirical density of a futures contract on power and compares it to
a fitted Normal and NIG density. Transforming the densities to log-scale (Figure 3.3 right
panel), one can clearly see how the NIG is better equipped to capture the heavy tails.
Motivated by these results for the univariate case we analyze the use of GH distributions
for the multivariate case. As special cases of the multivariate GH distribution, we will
discuss the multivariate t-, hyperbolic and NIG distribution.

Finally, we discuss how value-at-risk and expected shortfall can be computed based on
the joint distribution estimate. We will show that the expected shortfall for a portfolio
is particularly straightforward to evaluate when the underlying joint distribution of the
portfolio components is from the class of generalized hyperbolic distributions.
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3.1 Literature Overview & Contribution

In recent years the most popular member of the energy commodity class in the academic
literature has been electricity. Early models include Lucia and Schwartz (2002) where the
authors focus on no-arbitrage models of wholesale electricity prices, futures and forwards in
the Scandinavian market. In their work the key building blocks for modeling power prices
are mean reverting shocks, long-term shocks (both driven by diffusion) and a seasonal
component.

A formal rejection of the Normality assumption in power forward prices can be found in
the work of Knittel and Roberts (2005) and Villaplana (2005) who provide ample evidence
that the distribution of electricity spot prices is not Normal. Instead fat-tailed and posi-
tively skewed distributions are better candidates for power modeling. The distributional
properties of electricity prices have also been examined by Cartea and Figueroa (2005)
and Weron (2006). The former analyze the England and Wales market and propose a
mean-reverting jump-diffusion model to capture the main stylized properties of power
prices. The latter provides a detailed analysis of power prices for the EEX and Nord Pool
where the importance of employing alternative distributions to model the dynamics of
power prices, for instance the hyperbolic distribution, is pointed out. Further, Eberlein
and Stahl (2003) give statistical evidence for modeling electricity spot prices using gen-
eralized hyperbolic distributions and show how this distribution can be used for deriving
risk capital charges based on value-at-risk. They discuss the superiority of this parametric
approach to standardized alternatives that have to be applied to commodities markets in
context of the German implementation of the capital adequacy directive.

While research on electricity has grown during the last years, other relevant energy-
related commodities such as coal, oil, gas and CO2 emission allowances are not that
well-represented. For example, apart from the work of Manoliu and Tompaidis (2002)
who studied the dynamics of natural gas for the US market and Cartea and Williams
(2007) who looked at natural gas in the UK market, there is very little literature focusing
on gas. Work on coal and oil is very limited and we are not aware of an explicit study of
price development there. Emission allowances have not been studied at all in the academic
literature, which is due to the still short existence of the emissions market. Analyzing such
prices is a novelty in its own.

Although there are pressing needs for the more ambitious task of modeling power, coal,
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gas, oil and emission allowances as one package, there is little literature on this topic. Mul-
tivariate research on statistical properties of energy-related commodities is very limited.
Research on this class of commodities can be found in Kat and Oomen (2006b) where
the authors discuss the role of commodity markets as an alternative investment to bonds
and stocks. They focus on different dependence measures for individual commodities and
conclude that commodities, in general, seem to be statistically independent from other
financial markets, but there is strong dependence within each commodity group. Further,
the authors state that a multivariate Normal distribution is not appropriate to capture
the dependence structure among commodities, stocks, bonds and inflation.

In contrast to the research mentioned above, we will focus on the dependence structure
within the group of energy-related commodities, which is of most importance to utility
companies. We model and estimate the joint return distributions of various commodities
and apply the result to risk management issues. This requires multivariate distributions
flexible enough to fit the marginal distributions of the single commodities whilst at the
same time capturing their dependence structure. The advantage of pursuing a multivariate
approach is that besides correlation we will be able to capture dependencies not measured
by correlation. We will show that the class of generalized hyperbolic distributions is well-
suited to characterize the return distribution of all commodities simultaneously.

Furthermore, we are going to illustrate the consequences of our statistical findings for
risk management and compute risk measures such as value-at-risk and expected shortfall
based on different choices of multivariate distributions and apply the procedure to a given
portfolio of energy commodities. We will show that a Normal variance-covariance approach
for deducing value-at-risk is misleading in the context of commodities and propose at the
same time an alternative that is straightforward to implement and more flexible.

Summarizing, the contribution of this chapter is three-fold. Firstly, we provide a sta-
tistical analysis of the most important energy-related commodities. Secondly, based on
this analysis we examine how and why different risk management decisions may be im-
plemented. Thirdly, we employ our results to give further directions for financial model
building, pricing and hedging purposes. As a particular example, we will show how our
findings can be used to evaluate the riskiness of a given energy portfolio and illustrate our
methodology using portfolios that reflect the typical exposure of power plants.

3.2 Statistical Tools

The statistical tools that we will use are motivated by the purpose of our study. On
one hand, we want to describe correlation and volatility term-structures of commodity
futures returns, and on the other we require a description of the entire joint distribution
of these returns. Both objectives can be achieved by a variety of statistical procedures. We
decided to conduct the correlation-volatility analysis in a non-parametric context. Tests for
Normality and description of multivariate GH distributions is subsumed under parametric
methods and serve the purpose of finding an appropriate joint return distribution. In the
following we outline the methods that we apply to the data sets. The construction and
characterization of the data itself is covered in Section 3.3.
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Non-parametric Methods – Correlation Estimates

We will use correlation estimates for two purposes. First, we want to check if two price
series are dependent at all. Second, we want to compare the magnitude of dependence for
different pairs of time series to establish a term-structure of correlation.

We restrict ourselves to standard pairwise estimators. For two given one-dimensional time
series (Xi)i=1,...n and (Yi)i=1,...,n, n ∈ N being samples of the random variables X and Y
the Pearson product-moment correlation coefficient P , Spearman’s ρ and Kendall’s τ are
defined by

P =
∑n

i=1(Xi − X̄)(Yi − Ȳ )√∑n
i=1(Xi − X̄)2

∑n
i=1(Yi − Ȳ )2

ρ = 1−
6
∑n

i=1(R
X
i −RYi )2

n(n− 1)(n+ 1)

τ =
(n

2

)−1 ∑
1≤i<j≤n

sign((Xi −Xj)(Yi − Yj))

where RXi and RYi denote the rank order of Xi and Yi.

Pearson’s correlation statistic is widely-used, despite suffering from many shortcomings
such as exhibiting sensitivity to outliers, in order to estimate correlation and, thus, linear
dependence between X and Y . One of the reasons why it is so popular is because it
coincides with the correlation estimation for Normally distributed random variables in the
sense that it is the maximum likelihood estimator.

Spearman’s ρ and Kendall’s τ are not as restrictive on the dependence structure they can
detect. They are based on a more general concept of dependence and can also show values
different from zero, when the random variables are uncorrelated, but dependent in another
way. Both estimators are known to have a smaller variance than Pearson’s estimator and
are less sensitive to outliers. We note that Kendall’s τ cannot estimate the correlation
between X and Y , however, employing the transformation

τ ′ = sin
τπ

2

does allow us to calculate this correlation for the case of elliptically contoured distributions
(symmetric GH). This estimator of correlation has proven to perform better in the sense
that it has a smaller variance than Pearson’s estimator, especially when applied to data
that are heavy-tailed. An impressive illustration can be found in Embrechts et al. (2005a,
Example 3.31) and a textbook reference is Huber (1981).

Finally, a maximum likelihood fit of any distribution will also yield correlation matrices.
In contrast to the correlation coefficients mentioned here, the matrices inferred from dis-
tributions are not pairwise estimates. In other words, the pairwise correlation coefficients
need not result in a correlation matrix in general.

Parametric Methods – Normality Tests

Since the main application of our study is the derivation of risk measures for commodity
portfolios, the main step in that direction is the specification of an appropriate multivariate
distribution for return data. We approach this from two perspectives. First, we must
specify a model that can capture the data as precisely as possible, and second, we also
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require the model to be versatile enough to gain precision in a statistically significant
way, when adding parameters and thus extra levels of complexity to it. In this context
it is of importance to start by assessing the quality of a Normal distribution because it
is the most popular choice for many practical applications. This distribution allows for
straightforward applications in risk management and we can use it as a benchmark to
justify the use of alternative multivariate distributions such as the class of generalized
hyperbolic distributions. Definition, properties and estimation of generalized hyperbolic
distributions (GH) are summarized in Chapter 2.1.

There is a large variety of procedures for testing univariate and multivariate Normality.
The most prominent visual test is a qqplot comparing quantiles of the empirical distri-
bution with quantiles from a Normal distribution. In case of Normality this plot should
give a straight line. In fact, the method can be applied to multivariate time series as well,
since each linear combination of the time series should be Normal, in particular each time
series itself. Yet, this is not sufficient for joint Normality so that other test statistics will
be used, namely Mardia’s test for skewness and kurtosis.

Let X1, . . . , Xn be the realization of a d-dimensional random variable X and

Ĉ :=
1
n

n∑
i=1

(Xi − X̄)(Xi − X̄)′

the empirical covariance matrix. Under the hypothesis of multivariate Normality the
following asymptotic relations hold:

Sn,d =
1
6n

n∑
i=1

n∑
j=1

(
(Xi − X̄)′Ĉ−1(Xj − X̄)

)3
∼ χ2

d(d+1)(d+2)/6,

Kn,d =
1
n

∑n
i=1

(
(Xi − X̄)′Ĉ−1(Xi − X̄)

)2
− d(d+ 2)√

8d(d+ 2)/n
∼ N (0, 1),

where Sn,d is a measure for skewness and Kn,d measures excess kurtosis. If the values are
greater than a critical value, the hypothesis of joint Normality is rejected. For further
details on the test (power, robustness etc.) see Mardia (1970) and Mardia et al. (1979).

3.3 Data Set

The data under consideration are daily price series of futures and forwards on power, coal,
oil, natural gas and carbon emission allowances. While the portfolio of an energy producing
company will most likely include other financial instruments (e. g. FX positions), the
energy-related commodities make up a large part of a typical portfolio of a power producing
utility.

Since we will establish the joint behavior of commodities across maturity and across un-
derlyings, the analysis is carried out on monthly and yearly futures. Monthly futures are
used to determine a term-structure of volatility and correlation within one commodity
across maturities, while we use futures for the year 2007 to determine the dependence
structure across commodities. In this section we briefly discuss the specifics of each time
series. The data analysis has been conducted at the beginning of August 2006.
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Power

The time series of power prices are taken from EEX-traded futures. Available products
are power futures with delivery periods being a calendar month, a quarter of a calendar
year and the whole calendar year. The EEX market settles the contracts according to the
following scheme: When a year-contract comes to delivery, it is split up into the corre-
sponding four quarters. A quarter, which is at delivery, is split up into the corresponding
three months and only the month at delivery will be settled either physically or financially
by delivering the energy amount continuously during the month. The futures prices are
quoted in EUR/MWh.

Figure 3.4 (upper left panel) shows the available futures contracts and prices at the EEX
on a typical day. One can identify seasonalities in the maturity variable, especially for
quarterly contracts: futures during winter months show higher prices than comparable
contracts during the summer. This can be explained by an increased demand due to
heating and light that can be met only at higher production costs. This has to be taken
into account when preparing the data as stationary data are required for our purposes.
Details on deseasonalizing and stabilizing volatility are described in Section 3.3.1.

For the analysis of volatility and correlation term-structures, we will use all price series of
monthly futures that have been traded at the EEX in the past covering a period of about
four years or 1016 trading days. Further, for the cross commodity analysis, we will use
the historical price series of the year 2007 future covering about the same time period.

Coal

For some time now coal futures have been traded at several exchanges, among them the
ICE (formerly IPE) in London and the EEX. They offer trades in coal with different points
of delivery. In the following we will pick Rotterdam as an example. Similar to power
contracts, one can take positions in monthly and quarterly contracts, where a quarterly
contract is composed of the corresponding three monthly contracts. Additionally, there are
seasonal contracts, covering a delivery period of six months starting in October and April.
The futures prices are quoted in US$/t. Figure 3.4 (upper right panel) shows futures
prices of these contracts. In contrast to power futures, there is no obvious seasonality in
the maturity variable.

Unfortunately, the history of monthly coal prices is very short. The contracts were intro-
duced at the EEX in May 2006 and at the ICE in March 2006. This does not allow for
robust statistical analysis and term-structure of volatility and correlation for coal futures
are very difficult to determine.

While the futures market for coal has just started, there is an established market for swaps
and forwards on coal. Therefore, we use forward prices, provided by EnBW, for the year
2007 starting in May 2004 covering about 530 trading days. Thus, we can include the
commodity coal into the cross commodity analysis. Furthermore, when analyzing coal
contracts together with other commodities, we convert all prices to EUR/t.

Oil

An important location of trade for Brent crude oil is the ICE in London. Available prod-
ucts are monthly futures contracts for at least the next 12 months quoted in US$/barrel.
Figure 3.4 (mid left panel) shows available futures prices at the ICE. Again, there is no
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significant seasonality in the maturity variable.

From the available price history of monthly futures we use historical data starting in
January 2000. This leaves us with 1647 trading days to assess the term-structure of
volatility and correlation.

Since there is no 2007 oil future available at the ICE, we need to construct it artificially
as weighted average of monthly futures of the corresponding period. The time series
starts in May 2005 and, thus, covers a period of 317 trading days, which can be used for
cross commodity analysis. Moreover, when analyzing oil contracts, together with other
commodities, we convert all prices to EUR/barrel.

Natural Gas

Natural gas has gained importance among the energy-related commodities as there is an
increasing number of gas-fired power plants in Europe. The only exchange in Europe
offering futures on natural gas is the ICE in London. Available products are monthly,
quarterly and seasonal gas futures. Seasonal contracts start delivery in October and April.
Futures prices are quoted in pence per British thermal unit (pence/Btu). Figure 3.4 (mid
right panel) shows the available futures prices of natural gas at the ICE on a given day.

Considering the seasonal summer and winter contracts separately, one can identify a sea-
sonal behavior of futures price levels. This might be due to relatively small storage ca-
pacities and a seasonal demand. As in the case of power this needs special care when
analyzing the data set.

The history of monthly natural gas contracts is rather long and we restrict ourselves
once again to the last six years starting in January 2000. We use four monthly contracts
starting with the front month to determine the term-structure behavior of volatility and
correlation.

CO2 Emission Allowances

Emission allowances, also known as CO2 or carbon certificates, are the youngest of the
energy-related commodities which were introduced in the context of the Kyoto-protocol by
the European Union and exchange based trading started in October 2005. One certificate
allows the emission of one ton of CO2 during a certain time period and companies need
to cover their yearly emissions by certificates. The trade in allowances is divided into
two periods: Period 1 is up until the end of 2007 and a Period 2 ranges from 2008 to
2012. Although allowances may be transferred within the same period, they cannot be
transferred from Period 1 to Period 2. Futures contracts for allowances within one of the
two periods but with different maturity dates differ only by a discount factor. In effect, this
means that the 2006 and 2007 contracts for allowances in the first period are virtually the
same, but different from the 2008 contract for allowances in Period 2. Therefore looking at
the term-structure of allowances is not necessary (cp. Figure 3.4 lower left panel), hence
we concentrate on the joint behavior of the year 2007 price with other commodities.

The introduction of emission allowances in 2005 added another dimension to the problem
of managing an energy portfolio for companies that produce power. Since a company’s
yearly CO2 production is unknown before the end of the calendar year, it faces a ‘quantity’
decision. Additionally, it is unclear whether it is advantageous to buy the certificates from
the very beginning or excluding them from the portfolio as long as possible; this results



3.3. DATA SET 39

Time in Days

0 50 100 150

45
50

55
60

0.
50

0.
55

0.
60

0.
65

0.
70

Power in EUR/MWh
Oil in US$/Barrel
Gas in pence/Btu

23%

35%

24%

24%

42%

29%

Prices of Different August 2006 Commodities

Figure 3.5 Price paths of oil, gas and power futures for August 2006 during the last 150 trading days

with annualized return volatilities over the whole period (left) and the last 50 trading days (right)

in a ‘timing’ decision. We will place particular emphasis on these questions from a risk
point of view in Section 3.5.

The certificates have been traded at the EEX since October 2005 which constitutes a data
set of 190 trading days. Since these data may not lead to statistically significant results,
we also employ OTC prices provided by EnBW. These cover a total period of 314 trading
days.

3.3.1 Data Preparation and Construction of Data Sets

Most of the statistical methods that we will employ require at least stationary data sets.
This demands that the time series need to have constant mean and autocovariance over
time, but none of the prices will satisfy these conditions. In fact, all of them show a behav-
ior, known as the Samuelson effect (see Samuelson (1965)) or volatility term-structure (cp.
Figure 3.5), where the variance of futures contracts generally increases when the contract
approaches delivery. This effect is observable in the price levels as well as in log-returns
and usually starts two to three months before maturity. This is why we will not analyze
the futures prices directly, but time series which are known as generic time series.

Generic time series are artificially constructed time series, that contain prices of futures
with (approximately) the same time to maturity. For example, a one-month-ahead generic
is the price series of the next-to-delivery contract. In January 2005, this one-month-ahead
generic consists of futures prices of the February-2005-future, in February it contains the
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prices of the March-future and so on. Similarly we define two-, three- and so on up to
six-months-ahead generics. Since these time series are always at about the same time
before delivery, they will not show the increasing volatility within one of the time series.
Moreover, the volatility (and correlation) term-structure can be read off across the different
generics (cp. Figure 3.6 right).

After having reduced the time-changing volatility by ruling out the Samuelson effect,
we can consider log-returns of the generic time series. For futures on power and gas,
which are seasonal in the delivery period variable, we will need to transform the data
further. The seasonalities are not observable within one futures price series directly but
after transformation to the generics. These will jump at the change of the month to the
corresponding month’s level. This, in turn, will result in extraordinarily large jumps in
return series. Since the jumps do not stem from price formation at exchanges, we will
correct them by replacing the jumps by the mean value of the return series which is zero
(cp. Figure 3.6 left).

Now that the time series can be assumed to be stationary, we have to take care when con-
sidering multivariate time series, since each process might come from a different exchange
with different trading days. We delete trading days which are a holiday on any of the
other exchanges. This results in the longest possible joint time series.

Constructing and deseasonalizing generic time series needs to be done for futures prices
with delivery period being one month. Contrary, prices of futures contracts with year
2007 as delivery period need not be transformed. At the time of analysis, maturity was
more than half a year away and the contracts’ volatilities have not increased due to the
volatility term-structure effect, which makes the construction of generic time series need-
less. Evidence for this is given by the empirical volatility term-structure, which is rather
flat when there are more than four months time to maturity (cp. Figure 3.7 lower right
panel). Instead, we can work with the original futures price series. For reasons described
in Section 3.3 we do not include natural gas in the analysis.

Using the data material and the preparation method one can construct a large number
of possible multivariate data sets. For risk management applications we are interested in
answering the following questions which motivates our particular choice:

1. Is there dependence between futures prices of different commodities?
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2. Is there dependence between futures prices within one commodity but different ma-
turities (volatility and correlation term-structure)?

3. Is the multivariate Normal distribution a reasonable distribution for modeling com-
modity returns?

4. How do GH distributions perform? Which subclass is preferable?

The questions can be answered using the following four data sets:

D1 Generic electricity futures with one-month delivery period, time to maturity one to
six months, dimension: 6, length: 1016 ⇒ Questions 2,3,4

D2 Generic oil futures, time to maturity one to six months, dimension: 6, length: 317
⇒ Questions 2,3,4

D3 Generic natural gas futures with one-month delivery period, time to maturity one
to 4 months, dimension: 4, length: 1642 ⇒ Questions 2,3,4

D4 Electricity future, coal and oil swaps and CO2 future with delivery period 2007,
dimension: 4, length: 314 ⇒ Questions 1,3,4

We point out that it is possible to construct different working data sets from combinations
of the available time series. Here we assume that our choice is well-suited to illustrate
the statistical properties we are interested in and will enable us to prescribe different
risk-management strategies.

3.4 Results

Correlation

First, we discuss the dependence structure of the different commodities and futures con-
tracts. We start with correlations within each commodity class, i. e. we use data sets
D1-D3.

There is strong correlation among the futures contracts within each commodity group. The
correlation is decreasing as time to maturity increases. This is called a term-structure of
correlation. The observation holds for all commodities and is confirmed by all means to
estimate correlation. In particular, the estimates implied by the best fitting distribution
are very close to Pearson’s correlation and we omit the different matrices. An illustration
of the correlation term-structures is provided in Figure 3.7.

In case of power, we notice that correlation of the first generic contract is much smaller
than correlation of the other contracts. This can be explained by the fact that the first
generic for power is already in the delivery period. This means that it behaves very much
like spot, which cannot be used for hedging purposes due to non-storability. This leads to
spot price behavior, which usually does not correlate to futures when they are far away
from maturity. The other generics show almost identical correlation term-structures. This
implies, that the correlation does not depend on the time to maturity (except for the first
generic), but only on the difference in maturities between the contracts. For example,
the correlation of two consecutive futures is the same when we are 5 months away from
delivery or only 2 months.
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A similar result can be stated for gas futures, though the basis of different generics is small
(i. e. only the next four months are actively traded). The correlations of the month-ahead
generic with the other generics and the two-months ahead generic are close to each other.

Oil futures behave differently. Firstly, the front month seems to be detached from the
other generics correlationwise, similar to power futures. Secondly, the correlation term-
structure is convex for the front month but concave for other generics. A statement about
the identity of the other curves can hardly be made and would be pure speculation.

Additionally, we point out that all futures show a term-structure of volatility, meaning
that volatilities of futures contracts increase as time to maturity decreases. We are sur-
prised to see, that oil futures are more volatile than the other commodities and power
futures show high volatility compared to other financial assets, but low compared to other
commodities. It might be an explanation, that during the period under consideration, oil
futures increased from 20US$ up to 75US$ due to political reasons, while power prices
stayed at the same level.

Turning the focus to correlation between the different commodities using data set D4,
we find that all the pairwise correlation measures (Pearson’s product-moment estimator,
Spearman’s ρ and Kendall’s τ) indicate almost no correlation between power and coal and
power and oil. The dependence on oil and coal seems to be very small, if not negligible. The
linear correlation (Pearson) and the broader dependence (Kendall’s τ) yield values close to
zero. The correlation matrix implied by the best distributional fit (NIG) contains similar
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Power Coal Oil Carbon Power Coal Oil Carbon
Pearson Kendall’s τ

Power 1.00 -0.03 0.06 0.67 1.00 -0.06 0.02 0.40
Coal -0.03 1.00 0.15 0.11 -0.06 1.00 0.08 0.09
Oil 0.06 0.15 1.00 0.07 0.02 0.08 1.00 0.07
Carbon 0.67 0.11 0.07 1.00 0.40 0.09 0.07 1.00

Spearman’s ρ NIG fit
Power 1.00 -0.09 0.03 0.56 1.00 -0.11 0.00 0.56
Coal -0.09 1.00 0.11 0.13 -0.11 1.00 0.09 0.10
Oil 0.03 0.11 1.00 0.10 0.00 0.09 1.00 0.08
Carbon 0.56 0.13 0.10 1.00 0.56 0.10 0.08 1.00

Table 3.1 Correlation estimates of year 2007 futures log-returns of power, coal, oil and CO2 allowances

(data set D4)

information. The numbers differ only slightly, maybe indicating a negative correlation for
power and coal.

The carbon futures reveal that there is a strong relation to power prices; the correlation
is about 0.67, as one might expect. The relation between carbon and both oil and coal is
not as strong, but all correlation measures indicate a slight positive dependence. The best
fitting NIG distribution implies a correlation totally in line with the other dependence
measures (cp. Table 3.1).

Summarizing this section, we can state that estimating the correlation in a parametric
and non-parametric way yields almost identical results within one commodity class and
results close to each other across commodities. This means that if we were to base a
Normal variance-covariance method on either of the correlation matrices for measuring
the risk of a portfolio with these commodities, we are most likely to end up with the same
risk estimate. As we will see later, we yield rather different risk estimates when moving
away from the Normal distribution (more different than can be explained by the variations
in the correlation estimates). This will lead to the conclusion that although correlation
can be measured appropriately, the dependence structure is more complex and cannot be
summarized by correlation alone.

Normality Tests and Distributional Fits

Now, we want to report findings about the appropriateness of multivariate Normal distri-
butions in the context of commodity futures.

In all three commodities, the tests for joint Normality within a commodity class as well
as across commodities clearly reject the multivariate Normal hypothesis (cp. Table 3.2).
Large skewness and excess kurtosis are strong indicators for non-Normality stressing the
importance of the use of skewed distributions to better capture the key features of the
behavior of commodities. This result is not surprising in either of the data sets. It has
been pointed out in the introduction that univariate findings already indicate that joint
Normality of commodities is very unlikely. Additionally, monthly futures contracts are
already close to spot prices, especially the next-to-delivery futures and they resemble
more and more the spot behavior. The features of spot prices are manifold, among them
non-Normality, for which statistical evidence can be found in e. g. Weron (2006).
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D1: Power D2: Oil D3: Natural Gas D4: Cross Commodity
S K S K S K S K

15.48 182.67 928.30 1306.62 22.17 162.59 10.13 84.79
0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Table 3.2 Mardia’s Normality test statistics (p-values below) for log-returns of generic monthly power,

oil and carbon futures (D1-D3) and year 2007 futures (D4)

D4: Cross Commodity D2: Oil
H0 → N t NIG-S HYP-S NIG N t NIG-S HYP-S NIG

vs. t 0.00 0.00
NIG-S 0.00 1.00 0.00 0.00

HYP-S 0.00 1.00
(

3.55
3.53

)
0.00 0.00

(
−96.2
−59.4

)
NIG 0.00 1.00 0.23 0.01 0.00 0.00 0.00 0.00
HYP 0.00 1.00 1.00 0.25

(
3.55
3.54

)
0.00 0.00 0.00 0.00

(
16.9
95.3

)
Table 3.3 Likelihood ratio tests of various multivariate distributions fitted to generic oil (D2) and year

2007 (D4) futures; values smaller than 0.1 (0.05) lead to rejection of H0 at a 10% (5%) confidence level;

Numbers in parenthesis represent maximum log-likelihood values of H0 · 1
1000

/ H1 · 1
1000

.

Table 3.3 shows that the proposed GH distributions are better capable of modeling the
return distribution. The likelihood ratio tests reject the Normal assumption at any reason-
able confidence level in favor of any other distribution under consideration. This statement
is true for all data sets though we present the numbers for data sets D2 (oil) and D4 (cross
commodity) only. These two data sets can be taken as representative for all cases. We
want to mention that oil data are considered to be “closest-to-Normal” among the data
under consideration.

We start with the discussion of the oil data (D2). All symmetric distributions are clearly
rejected which can be expected from Mardia’s skewness test. The only candidates are
NIG and HYP, which have the same number of parameters. Up to this point all other
commodities (gas and power) behave similarly in that symmetric distributions are not
appropriate. For oil it would be natural to chose HYP as best fitting distribution due
to the larger likelihood value. In case of gas and power, NIG gives the best fit from
the likelihood point of view. In fact, the choice between these two distributions depends
very much on the time horizon we include for estimation. The difference in likelihood is
always small but the best fit switches between NIG and HYP, so we cannot recommend
one distribution over the other in general. This effect has also been encountered in the
analysis of stock data by Eberlein et al. (1998), who argues that the likelihood function is
flat in the λ parameter of GH distributions. Deciding between NIG and HYP is changing λ
from 1 to −1/2 and comparing likelihood values. While we will consider both distributions
in the further analysis, we will see that the difference between the two is negligible.

The case of the cross commodity data set D4 is not as clear. Though the Normal distri-
bution is rejected in favor of any other alternative, we find that the likelihood ratio test
seems to favor distributions with fewer parameters. In fact, neither t nor NIG-S can be
rejected at any reasonable level of confidence. While this seems to contradict the results
of Mardia’s test for skewness we believe that the data set is too short (317) to appreciate
the better fit by the introduction of a further parameter. Thus, from a purely statistical
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Figure 3.8 QQplots of commodities against the marginals implied by a joint NIG; power (upper left),

coal (upper right), oil (lower left), CO2 (lower right)

point of view, one should recommend a low parameter family. Since the t distribution
requires only one more parameter than the Normal and gives a much better fit at the
same time, it seems the logical choice. Yet, in the light of univariate findings and the
results for data sets D1-D3 above including Mardia’s test for skewness, we believe that
there is enough evidence to at least take nonsymmetric distributions into account when
basing risk management decisions on such a portfolio.

We want to finish the statistical analysis with an issue that we have encountered concerning
the goodness-of-fit. So far we have tested several GH distributions against each other
and against the Normal on a multivariate basis. When turning the focus to the implied
marginals, GH distributions also perform better than the Normal. Yet, we see that the
tail behavior which is governed by the mixture variable W in Definition 2.1 is the same
for all marginals and can only be a compromise among all commodities. While this issue
might not be as prominent in equity markets, the case of commodities is extreme. As we
have shown in the introduction (cp. Figure 3.2, p. 31), commodity prices show returns
that can range from almost Normal (e. g. oil) to heavy tails (e. g. power). The average
heaviness of the tail results in marginals that perform as indicated in Figure 3.8, which
gives qqplots of each commodity compared to the implied marginal from a joint NIG.

While the fit seems to be very good for the case of electricity (upper left panel), all other
commodities show lighter tails than given by the NIG. The worst fit is obtained for oil
(lower left panel) which is already well-described by a Normal distribution. Extreme power
prices force the mixture variable W in Definition 2.1 to overshoot the tail behavior of all
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other commodities.

In order to secure estimation quality despite the tail averaging effect, adjustments can
be made. One can estimate the joint distribution only for those price processes which
are actually needed for the analysis later on. Additional processes can lead to biased
results. If a main risk driver of a portfolio has been identified, it is possible to weight
appropriately the maximum likelihood procedure such that this driver is modeled precisely,
of course on account of other price processes. Moreover, if assessing the risk of a portfolio
is the objective of analysis, one can think about estimating the distribution based on
the empirical portfolio returns directly instead of estimating the joint commodity return
distribution first.

Finally, one might think about introducing a mixture variable for each dimension so that
all marginals can have a different tail. While this will definitely increase the goodness of
fit, we lose properties that are of most importance for risk analysis, i. e. closedness under
linear transformations. The profit-and-loss distribution as we will use it in the following
section is then no longer available. The exception from this rule is the NIG which keeps the
NIG property when summing up even when summands have different mixture parameter.

3.5 Application to Risk Management

3.5.1 Computation of Risk Measures

In this section we present the risk measures under consideration, i. e. value-at-risk (VaR)
and expected shortfall (ES) and describe their computation for GH distributed losses. The
random variable X represents a loss during a fixed period ∆.

Definition 3.1. (Value-at-Risk & Expected Shortfall)

Let X be an absolute continuous random variable with distribution function FX . Then we
define the value-at-risk V aR and expected shortfall ES of X at a given level α ∈ (0, 1) by

V aRα[X] = F←X (α)

ESα[X] =
1

1− α

∫ 1

α
V aRu[X]du

=
1

1− α
E [X1(X ≥ F←X (α))] .

where 1(·) denotes the indicator function and F←X denotes the quantile function of FX

The value-at-risk is the smallest number, such that the probability of the loss X exceeding
the number is less than 1 − α, where α is typically above 0.9. While the value-at-risk is
nothing but the quantile of the loss distribution, the expected shortfall takes the whole
tail of the loss distribution into account.

Computation of V aR means inverting distribution functions. This can be achieved only
numerically in many applications. There are fast algorithms for the inversion of a Normal
distribution. Computation of the expected shortfall can be done numerically evaluating
the integral in the definition above. Often, the integral can be calculated explicitly as in
the following example.
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Example 3.2. (Expected Shortfall for Normal Distributions)

If X follows a Normal distribution with mean µ and variance σ2, then the expected shortfall
at level α ∈ (0, 1) can be computed to be

ESα[X] = µ+ σ
φ(Φ−1(α))

1− α

where φ and Φ denote the standard Normal density and distribution functions, respectively.

Proof. The result can be found in any textbook on risk management, e. g. Embrechts
et al. (2005a, Example 2.18).

Below we compute expected shortfalls assuming that the loss distribution is a Normal
mean-variance mixture.

Theorem 3.3. (Expected Shortfall for Normal Mean-Variance Mixtures)

Let X be a Normal mean-variance mixture with parameters µ, σ and γ and mixture variable
W as in Definition 2.1 and α ∈ (0, 1). Assume further that W has a density. Then, the
expected shortfall of X at level α ∈ (0, 1) can be computed explicitly and is given by

ESα[X] = µ+ γE[W ] + σ
φ(Φ−1(α))

1− α
E
[√

W
]
.

Proof. Remember that if X is a Normal mean-variance mixture (cp. Definition 2.1, d = 1),
we can make use of the fact that, conditionally on the mixture variable W = w, X is
Normally distributed with mean µ+wγ and variance wσ2. The expected shortfall can be
computed by conditioning on the mixture variable W and using the result for expected
shortfall in the Gaussian case. Denote the density of the random variable W by fW (·) and
a Normal random variable with mean m and variance s2 by Nm,s2 . Then,

ESα[X] Def. 3.1=
1

1− α
E [X1(X ≥ F←X (α))]

=
∫

R

1
1− α

E [X1(X ≥ F←X (α))|W = w] fW (w)dw

=
∫

R
ESα

[
Nµ+wγ,wσ2

]
fW (w)dw

Ex. 3.2=
∫

R

(
µ+ wγ +

√
wσ

φ(Φ−1(α))
1− α

)
fW (w)dw

= µ+ γE[W ] + σ
φ(Φ−1(α))

1− α
E
[√

W
]
.

Considering particular distributions for the mixture variable W , we can improve the state-
ment by explicit computation of the expected values.
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Example 3.4. (Expected Shortfall for t Distributions)

Given the setting as in the previous theorem and if, additionally, γ = 0 and W is inverse
gamma distributed with parameters ν

2 and ν
2 , then X is t-distributed with ν degrees of

freedom. Here, we have

E[W ] =
ν

ν − 2
, E

[√
W
]

=
√

2ν
Γ
(
ν−1
2

)
Γ(ν/2)

.

Example 3.5. (Expected Shortfall for GH Distributions)

Given the setting as in the previous theorem and if, additionally, W has generalized
inverse-Gaussian distribution with parameters λ, χ, ψ, we obtain the class of GH distribu-
tions with NIG (λ = −1

2), HYP (λ = 1) and symmetric distributions (γ = 0) as special
cases. Here we have

E[W ] =
(
χ

ψ

)1/2 Kλ+1(
√
χψ)

Kλ(
√
χψ)

, E
[√

W
]

=
(
χ

ψ

)1/4 Kλ+1/2(
√
χψ)

Kλ(
√
χψ)

,

where Kλ denotes the modified Bessel function of the third kind with index λ.

Having computed the expected shortfall for such loss distributions, we still need to deter-
mine the loss distribution of the portfolio of a utility company. Considering a portfolio
with d assets and ωi number of contracts of asset i, the value of the portfolio at time t is
given by

Vt =
d∑
i=1

ωiS
(i)
t

and the random variable representing the one-period loss of the portfolio is

X = −(Vt+1 − Vt).

In order to determine the risk measures discussed above, we need to specify the distribu-
tion of X. This can be done by constructing a historical time series of portfolio returns
and fitting a distribution to that series, which can be used in turn to compute the risk
measures. This approach lacks flexibility when considering a portfolio with different in-
vestment weights but same commodities. In this case one would have to estimate the loss
distribution for each portfolio separately. Also, this does not allow to define some portfo-
lio closing strategy since portfolio weights are then changing over time implying different
distributions. With the same argument an analysis of the riskiness over different portfolios
is also difficult.

Instead, we determine the joint distribution of commodities and derive the loss distribution
analytically. Following this approach we have the flexibility to analyze the impact of
portfolio weights. For example it is possible to study the impact on risk when changing
the weight of some asset, say CO2, which we will do later on. Also, it is possible to find
risk minimizing portfolio weights. We will turn to this issue at the end of the section.

From here, we can follow two paths in specifying the joint commodity distribution: Mod-
eling the joint return distribution and modeling the joint log-return distribution.
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• When modeling log-returns, we know the distribution of

x
(i)
t+1 := s

(i)
t+1 − s

(i)
t , s

(i)
t := logS(i)

t , i = 1, . . . , d

and we have

X = −(Vt+1 − Vt) = −
d∑
i=1

ωiS
(i)
t

(
exp(x(i)

t+1)− 1
)

which we can approximate for a small time horizon ∆ by

X∆ = −
d∑
i=1

ωiS
(i)
t x

(i)
t+1.

It is clear that the approximation applied here is valid only for small log-returns.
Since we are using GH distributions in order to allow for large log-returns the method
can be inaccurate. Yet, it is often used in applications since the price processes are
forced to stay positive by this approach.

• When modeling returns, we know the distribution of

X
(i)
t+1 :=

S
(i)
t+1 − S

(i)
t

S
(i)
t

, i = 1, . . . , d

and obtain

X = −(Vt+1 − Vt) = −
d∑
i=1

ωiS
(i)
t X

(i)
t+1.

We study the two methods and find that differences are small compared to other uncer-
tainties regarding reliability of data and estimates.

In both cases we need to know the distribution of a linear transformation of a multivariate
GH distribution. Here we use the fact that if X has d-dimensional GH distribution with
parameters (λ, χ, ψ, µ,AA′, γ) then for a row vector a ∈ Rd aX has a one-dimensional GH
distribution with parameters (λ, χ, ψ, aµ, aAA′a′, aγ) (cp. Corollary 2.10). The analogous
result holds true for the t-distribution.

Thus, the distribution of X∆ in method one and X in method two is given by choosing
a =

(
−ω1S

(1)
t , . . . ,−ωdS

(d)
t

)
, and computation of parameters of the one-dimensional GH

distribution is based on multivariate estimates. Now, we can apply the value-at-risk
method and the expected shortfall to the loss distribution.

The closed-form solution for the expected shortfall in case of GH distributions allows
for a rigorous analysis of the portfolio, e. g. it is possible to determine optimal portfolio
weights which minimize the risk measured by expected shortfall. In the examples below we
consider all but one position in the portfolio as fixed and adjust the remaining component
in a risk-minimizing way. In order to do so we differentiate ESα[X] with respect to the
portfolio weight under consideration and it is straightforward to compute that a local
extreme value in the jth component is attained at

aj = − 1
σjj

d∑
i=1,i6=j

aiσji −
µj + E[W ]γj

2φ(Φ−1(α))
1−α E

[√
W
]
σjj

(3.1)

where a =
(
−ω1S

(1)
t , . . . ,−ωdS

(d)
t

)
is the vector for the linear transformation and µ =

(µi) ∈ Rd, γ = (γi) ∈ Rd and AA′ = (σij) ∈ Rd×d are parameters of the joint distribution
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of commodity returns. Since the expected shortfall is a convex function of portfolio weights
as can be seen from the second derivative, the local extreme value is a global minimum.

From Eq. (3.1) we can see that the optimal investment in commodity j is the variance
minimizing investment (first term) corrected by risk-adjusted expected returns. We will
report these numbers in our numerical study.

The use of such a minimizing portfolio depends on the choice of the parameter that
enter the formula. Of course, historical parameter estimates might not reflect the future
development of the markets and an expert’s view might differ from statistical findings. In
particular, the view on the expected return can be put in question. Historically, one is very
likely to find price series moving upwards or downwards, but when the market is efficient
one should expect a zero rate of return, which implies that the mean value of returns should
be equal to zero. Using this assumption in Eq. (3.1) would lead to a zero correction term
since µj + γjE[W ] is the expected return of the jth component of the portfolio. In this
case, the shortfall-minimizing portfolio coincides with the variance-minimizing portfolio.

3.5.2 Numerical Examples Analyzing Power Plants

In this section, we want to show how to apply the method to a typical energy portfolio and
discuss the results. Utility companies as well as financial institutions in the commodity
market need to know the riskiness of their portfolio for several reasons. Here we mention
some of them:

• They can base trading strategies on the risk numbers in such a way that the financial
risk is minimized.

• They can use risk numbers to set limits for traders.

• Banks have to comply to regulatory standards which are based on riskiness of port-
folios.

Thus, risk numbers need to be reported on a daily or weekly basis. Of course, the time
horizon for the risk number, say the value-at-risk, can be different from application to
application. Trading strategies require short-term value-at-risk metrics while the regula-
tory standards require longer term risk numbers. We will restrict to one-day value-at-risk
and one-day expected shortfall, since the statistical analysis is done on daily prices, but
the mechanics are straightforward to apply to other time periods. Alternatively, scaling
principles can be applied to obtain risk measures for longer holding periods. We want to
mention here that the square-root scaling rule is very popular but difficulties can occur
when looking at heavy-tailed data. Embrechts et al. (2005b) discuss this issue and present
a method to obtain longer-period risks by scaling.

The portfolio of an energy producer depends on many variables. Key components include:
size of the company, number and types of power plants, number and type of customers,
hedging strategies and many more. While we could assume an arbitrary energy portfolio to
analyze the company’s exposure to various sources of risk, we focus on the typical building
blocks and choose the two most widely used types of power plants in the industry, namely
a coal-fired power plant and a gas-fired power plant. We point out that the choice of power
plant is arbitrary to a certain extent, but represents a quantity that is easy to interpret.
Further, it is a financial position of interest for many utility companies. Finally, banks,
that do not own plants but trade in commodity markets, can interpret the portfolio as a
spread contract being short electricity and long one of coal, oil or gas.
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Although power plants are exposed to several types of risks, such as operational risk,
volume risk and many more, in our analysis we will cover the main financial risks in the
following way. First, we represent the plant by certain financial futures positions, e. g.
long positions of electricity and short positions of coal. Thus, we neglect all optionalities
included in the timing of production, i. e. we assume that we run the plant at electricity
baseload times and prices and do not incorporate the possibility of larger earnings when
producing the energy at peakload times and prices.

Second, risk metrics such as value-at-risk assume a mark-to-market valuation, i. e. com-
pare prices of the assets today with possible prices of the assets at the end of the time
period (one day in our case). This relies on the fact that the owner of the portfolio is able
to sell the assets at current market prices. This need not be the case as the portfolio size
can be large compared to the market and selling all the portfolio would at least influence
prices. Then one would have to reduce positions step by step so that the portfolio selling
is performed over several periods. Taking this into account, one has to think about an op-
timal closing strategy, which is not in the scope of this thesis. If the strategy were known,
one would have to carry out a value-at-risk analysis for each time step as presented here.

Ignoring the limitations in the volume of trades, risk measures can be applied, strictly
speaking, to portfolios whose sizes are small compared to traded volumes in the market.
This would be the case, for example, when the production periods (and thus the plant’s
output) are small. Yet, we illustrate the procedure using typical power plants as portfolios
because the economic interpretation is more intuitive than for an abstract portfolio.

The risk analysis presented below is based on multivariate distributions fitting the joint
distribution of log-returns of commodity prices. The procedure of fitting and analyzing
the goodness of fit has been discussed in Section 3.4. Similar results are obtained when
working on returns instead of log-returns, but allows for exact instead of approximate
value-at-risks and expected shortfalls.

Coal-fired Power Plant

A coal-fired power plant burns coal to produce electricity and as byproduct, CO2 is emit-
ted. One ton of coal contains approximately the same amount of energy as 6.97MWh of
electricity. Since energy is not completely transformed when burning the coal, but only
33% (i. e. a heat rate of about 3MWh per ton of coal), 0.33t of coal is required (which
is equivalent to 2.3MWh) to produce 1MWh of electricity output. This generates 0.9t of
CO2 output. Scaling this to a plant with typical output capacity of 1,000,000MW during
a year, we arrive at the following portfolio:

• Long position: 1,000,000MW in power contracts. (1 contract=1MW =̂ 8760MWh)

• Short position: 330,000t in coal contracts.

• Short position: 900,000t in CO2 contracts.

Usually, the CO2 position is already partially covered by certificates assigned by the gov-
ernment. That is why we can also think of the plant as coming with additional, say,
800,000t CO2 in certificates as a long position resulting in a net position of 100,000t CO2

short. We also consider the case when the CO2 position is totally hedged (i. e. 0t CO2).
This latter example is comparable to the situation before the introduction of emission
allowances. We find the corresponding distributions by fitting a multivariate distribution
to power, coal and CO2 prices (data set D4 without oil).
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The expected shortfall for this type of power plant computed by the methods described
in the previous section is presented in Table 3.4 for levels α = 0.99 and α = 0.95 for
various numbers of CO2 contracts. (Standard errors are obtained by bootstrapping and
we summarize that none of the errors was above 30,000EUR with highest values for the
Normal distribution. Also, the expected shortfalls have higher variation than the value-
at-risks, especially at large quantiles α.) The numbers range between 1.5 and 2.2M EUR
at a 95% level of confidence (2.0 to 3.5M EUR at 99% level).

We can detect slight differences between the expected shortfall obtained by using an
approximation based on the distribution of log-returns and the exact distribution based
on relative returns (the latter being usually larger), though differences are mostly within
the range of a standard deviation.

Comparing the risk implied by the different distributions, the Normal distribution gives
significantly smaller risk estimates than all other candidates, sometimes up to 30% less.
This is clearly due to the exponential tail-behavior which is certainly not appropriate
for this portfolio (cp. Figure 3.11, right panel). Allowing for heavier tails but staying
in the class of symmetric distributions (t, NIG-S, HYP-S) we are much closer to the
empirical density and the resulting risk is much higher. In terms of expected shortfall,
the t distribution seems to be somewhat in the middle between HYP-S and NIG-S, the
latter being significantly larger. Adding skewness to the distribution (NIG, HYP) we still
have the relation that NIG-risk is higher than HYP-risk, but compared to their symmetric
counterparts the numbers are significantly reduced. This leads to the conclusion that the
portfolio has a skewed distribution and that large losses (unfavorable movements for the
owner of the plant) are less probable than large earnings, so the inclusion of skewness in
the distribution is advisable. Choosing between NIG and HYP implies large differences
in risk but it is not clear which distribution is closer to the data. Recalling the statistical
analysis of Section 3.4, we came to the conclusion that NIG might be slightly better in
capturing the joint behavior, but since we are working on a linear transformation, we
can check the goodness-of-fit here as well. While there is no obvious difference between
the portfolio loss densities (Figure 3.11), we can detect some systematic differences in the
expected shortfalls which summarizes the effect of the tail of the distribution functions
(cp. Figures 3.9 and 3.10, left panels). The NIG expected shortfall is clearly above the
HYP for all reasonable levels of α. The empirical shortfall is in two of three cases (middle
and lower panels) in between the two. For low quantiles, the HYP seems to fit the data
better, while NIG performs better in the very high quantiles (above 99%).

Next we focus on the value-at-risk of such a power plant. The VaRs range between 1.2 and
2.7M EUR depending on quantiles and portfolio. This is reasonable since it corresponds to
a 1.2 to 2.7EUR change in power prices keeping all other quantities constant. Interestingly,
the Normal distribution is not quite as far away from the alternatives compared to expected
shortfalls. At the 95% level the estimated VaR is even higher than for some alternatives.
Only for very large quantiles (99%) the Normal distribution yields the behavior as known
from other financial markets implying VaRs lower than heavy-tailed distribution. This is
due to the fact that the many extreme values in the data ‘force’ the Normal distribution
to have a large volatility. This makes the spread of the distribution so wide, that the
value-at-risk is larger than in the other cases. The t-VaRs are in between NIG-S and
HYP-S again, which are in turn much higher than those implied by NIG and HYP, which
follows from the same argument as above. Again, it can hardly be decided in favor of one
of NIG and HYP, since the VaRs are modeled more precise by one or the other depending
on the quantile one is focusing at (cp. Figure 3.9 and 3.10, right panels). The larger the
quantile, the better is the fit of NIG.
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Figure 3.9 Left: Expected Shortfalls, Right: Value-at-Risk; Coal-fired power plant portfolios based on

estimates using price returns
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Figure 3.10 Left: Expected Shortfalls, Right: Value-at-Risk; Coal-fired power plant portfolios based

on estimates using price log-returns
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Finally, we want to discuss the role of the number of CO2 certificates. It is evident from
the data that covering the CO2 position leads to higher risk, measured by any standard,
though the total portfolio size is decreased. This can be easily explained by the positive
correlation between power and CO2 prices and the opposite role in the portfolio, i. e.
being long power and short CO2. From a risk point of view it might be favorable to keep
a short position of CO2 contracts to reduce risk. Moreover we find that the differences
in risk between skewed and symmetric distributions seem to reduce when adding CO2

contracts to the portfolio, i. e. covering the short position. The marginal distribution of
CO2 prices has the largest skewness parameter γ among all commodities and, thus, heavily
influences the skewness of the portfolio. In the case of a 900,000t CO2 short position, the
portfolio’s loss distribution is negatively skewed (i. e. skewed to the left), implying that
large negative losses are more likely than large positive losses; the loss distribution is
favorable for the owner of the plant. The other extreme of a covered CO2 position yields
a less negatively skewed loss distribution, i. e. a more unfavorable distribution for the
owner. Using the relation

γX =
n∑
i=1

ωiS
(i)
t γi

with γX being the skewness parameter of the loss distribution and γi the skewness param-
eter from the marginal distributions, we can conclude that the loss distribution would be
close to symmetric if we had about 1.7M CO2 contracts in the portfolio (long, based on
HYP, log-returns). In this case, there would be almost no difference between the skewed
and symmetric distributions. This analysis shows that it is important to include the addi-
tional skewness parameters to the multivariate distribution. Depending on the particular
portfolio, the derived risk can be substantially different.

While the symmetric distribution would be less favorable than a negatively skewed distri-
bution, it would yield a higher average return since estimates reflect the history of increas-
ing CO2 prices during the time period under consideration. Hence, it is not surprising to
have an expected shortfall minimizing investment of 840,000 CO2 contracts long while the
minimum variance investment were 771,000 contracts short (based on HYP, log-returns,
α = 95%).

We want to stress again the fact that the large long position in CO2 for a shortfall-
minimizing portfolio is only due to the positive mean of returns, which is estimated from
historical data. Using the parameter estimates for risk management one would have to use
parameter which reflect future development, in particular one would correct the expected
return. Trusting the efficiency of the market one would set the expected return to zero
and obtain the minimum shortfall portfolio equal to the minimum variance portfolio, i. e.
a short position in CO2 contracts as one might expect.

Gas-fired Power Plant

A gas-fired power plant burns gas to produce electricity and in the process CO2 is released.
One thermal unit of gas is energetically equivalent to about 0.0293MWh. According to
a heat rate of about 68.3btu/MWh we need 2MWh of natural gas to produce 1MWh of
electricity. Burning the gas emits 0.4t of CO2. Often, the delivery price of gas is linked
deterministically to the oil price (e. g. in Germany). The exact formula is not standardized
and depends also on the type of oil which the price is linked to. An example for such a
link formula is

Gas in
EUR

MWh
= const+ 0.5 · Brent Crude Oil in

EUR

Barrel
.
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Normal t NIG-S HYP-S NIG HYP
ESα for a Coal-fired Power Plant based on returns

0.9M t CO2 1.59 2.06 1.92 3.19 2.03 3.24 1.84 2.74 1.95 3.10 1.77 2.64
0.1M t CO2 1.74 2.27 2.04 3.39 2.16 3.46 1.97 2.95 2.10 3.36 1.91 2.86
0.0M t CO2 1.84 2.39 2.07 3.45 2.20 3.52 2.01 3.02 2.15 3.44 1.96 2.93

ESα for a Coal-fired Power Plant based on log-returns
0.9M t CO2 1.51 1.97 1.92 3.20 2.00 3.19 1.82 2.72 1.86 2.94 1.71 2.54
0.1M t CO2 1.75 2.28 2.04 3.40 2.13 3.41 1.95 2.93 2.08 3.32 1.90 2.84
0.0M t CO2 1.84 2.40 2.08 3.46 2.18 3.48 2.00 3.00 2.14 3.41 1.95 2.92

Table 3.4 One-day expected shortfall in million EUR of a coal-fired power plant based on returns and log-

returns for different confidence levels (α = 0.95 left, α = 0.99 right); all standard errors below 30,000EUR

Normal t NIG-S HYP-S NIG HYP
V aRα for a Coal-fired Power Plant based on returns

0.9M t CO2 1.26 1.80 1.24 2.27 1.34 2.43 1.29 2.16 1.29 2.33 1.25 2.08
0.1M t CO2 1.38 1.98 1.31 2.43 1.41 2.59 1.37 2.31 1.38 2.52 1.33 2.24
0.0M t CO2 1.45 2.08 1.33 2.48 1.44 2.65 1.41 2.37 1.41 2.58 1.37 2.30

V aRα for a Coal-fired Power Plant based on log-returns
0.9M t CO2 1.20 1.71 1.24 2.28 1.32 2.40 1.28 2.14 1.24 2.15 1.20 1.99
0.1M t CO2 1.38 1.98 1.30 2.43 1.40 2.56 1.36 2.30 1.37 2.49 1.33 2.23
0.0M t CO2 1.45 2.08 1.33 2.48 1.43 2.62 1.40 2.36 1.41 2.56 1.37 2.30

Table 3.5 One-day value-at-risk in million EUR of a coal-fired power plant based on returns and log-

returns for different confidence levels (α = 0.95 left, α = 0.99 right); all standard errors below 30,000EUR
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Figure 3.11 Loss densities computed from multivariate fits representing a coal fired power plant (log-

scale). (Fitted to price returns, 0.1M t CO2); data bold line
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Normal t NIG-S HYP-S NIG HYP
ESα for a Gas-fired Power Plant based on returns

0.4M t CO2 2.34 3.02 2.96 4.65 3.20 4.92 2.87 4.22 3.35 5.11 3.04 4.46
0.1M t CO2 2.51 3.25 3.01 4.72 3.26 4.99 2.94 4.33 3.42 5.20 3.13 4.59
0.0M t CO2 2.60 3.36 3.03 4.75 3.29 5.03 2.97 4.37 3.46 5.24 3.17 4.64

ESα for a Gas-fired Power Plant based on log-returns
0.4M t CO2 2.34 3.02 2.96 4.66 3.17 4.86 2.85 4.20 3.28 5.01 3.00 4.40
0.1M t CO2 2.51 3.24 3.01 4.73 3.23 4.94 2.92 4.30 3.38 5.14 3.11 4.56
0.0M t CO2 2.59 3.34 3.04 4.76 3.25 4.97 2.96 4.35 3.42 5.18 3.15 4.62

Table 3.6 One-day expected shortfall in million EUR of a gas-fired power plant based on returns and log-

returns for different confidence levels (α = 0.95 left, α = 0.99 right); all standard errors below 50,000EUR

Normal t NIG-S HYP-S NIG HYP
V aRα for a Gas-fired Power Plant based on returns

0.4M t CO2 1.87 2.63 1.97 3.57 2.14 3.89 2.03 3.38 2.23 4.08 2.14 3.59
0.1M t CO2 2.01 2.83 2.01 3.64 2.18 3.97 2.07 3.47 2.29 4.18 2.21 3.70
0.0M t CO2 2.07 2.93 2.03 3.67 2.20 4.00 2.10 3.51 2.31 4.22 2.24 3.75

V aRα for a Gas-fired Power Plant based on log-returns
0.4M t CO2 1.87 2.64 1.97 2.58 2.12 3.84 2.01 3.36 2.19 3.99 2.11 3.53
0.1M t CO2 2.01 2.83 2.01 3.65 2.16 3.92 2.06 3.45 2.26 4.12 2.19 3.67
0.0M t CO2 2.07 2.92 2.03 3.68 2.18 3.95 2.09 3.49 2.29 4.17 2.23 3.73

Table 3.7 One-day value-at-risk in million EUR of a gas-fired power plant based on returns and log-returns

for different confidence levels (α = 0.95 left, α = 0.99 right); ; all standard errors below 50,000EUR

This implies, that a short position of 2MWh of natural gas is financially equivalent to a
short position of 1 Barrel of Brent Crude Oil. Scaling this to a plant that can produce
1,000,000MW during a year, we face the following positions:

• Long position: 1,000,000MW in power contracts.

• Short position: 1,000,000bbl in oil contracts.

• Short position: 400,000t in CO2 contracts.

Again, the CO2 position is usually partially covered by government issued certificates,
so that we will vary the short position of certificates to 100,000t and 0t. We obtain the
necessary distributions by estimating the joint distribution of power, oil and CO2 prices.

The expected shortfalls are summarized in Table 3.6 for α = 0.95 and α = 0.99 and in
Figures 3.13 and 3.14 (left panels) for a continuum of α ∈ [0.90, 1.0). The VaRs are given
in Table 3.7 and Figures 3.13 and 3.14 (right panels). The standard errors are always
below 50,000EUR. The loss densities for several distributional assumptions are given in
Figure 3.12.

Most of the considerations apply to the gas-fired power plant as to the coal-fired power
plant and we will highlight differences only.

First of all, the risk values are much higher for gas than for coal though the total capacity
of the plant is the same. This is largely due to the fact that at the time of analysis the
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Figure 3.12 Loss densities computed from multivariate fits representing a gas fired power plant (log-scale).

(Fitted to price returns, 0.1M t CO2); data bold line

oil prices have risen sharply and the total portfolio value is larger for the gas-fired plant
than for the coal-fired one.

Secondly, while we still have the relation that HYP-S implies less risk than NIG-S (and
HYP less than NIG) the skewed distributions are far above their symmetric counterparts
here. This means that the loss distribution is skewed unfavorable for the owner of the plant.
Additionally, the spread between symmetric and skewed distributions seem to widen as
the number of CO2 contracts is increased. Both effects can be explained to a large extent
by the reduction of CO2 shares relative to the total portfolio size. The impact of skewness
of CO2 prices is much smaller now and one needs about 5.5M contracts as a short position
to have an unskewed distribution (based on HYP, log-returns). As in the previous case,
adjusting the portfolio such that the shape of the distribution is more favorable is only
one argument. Since CO2 prices have risen in the time of analysis, increasing a short
position in emissions will decrease profits and thus increase losses. A short position of
744,000 contracts gives a shortfall minimizing compromise which almost coincides with
the minimum variance share of 817,000 contracts.

Considering the graphs in Figures 3.13 and 3.14 (left panels) we have to state that the
Normal distribution fits the expected shortfall of the portfolio rather well compared to the
coal-fired plant. Up to very large quantiles (< 99.5%) the risks are closer to each other than
any of the other alternatives. A similar argument holds for the VaR in Figures 3.13 and
3.14 (right panels). While surprising at first glance, we see here the shortcomings of the
GH distributions; fitting multivariate distributions to all commodities under consideration
results in an estimated tail behavior summarized by the mixture variable W in Def. 2.1
which is an average of the empirical tail properties of each commodity, that means the
implied tail is the same in all marginals as we have pointed out in Figure 3.8. Especially
oil prices seem to be described well by a Normal distribution and the empirical tail is
lighter than for all other commodities. Yet, the oil position in this portfolio is dominant
which results in a good fit of the Normal distribution (because the bad fit for, say, CO2

has no weight) with a bad fit of GH distribution. Probably one would prefer some member
of GH class over the Normal when fitting to the one-dimensional portfolio directly.
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Figure 3.13 Left: Expected Shortfalls, Right: Value-at-Risk; Gas-fired power plant portfolios based

on estimates using price returns
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Figure 3.14 Left: Expected Shortfalls, Right: Value-at-Risk; Gas-fired power plant portfolios based

on estimates using price log-returns
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3.6 Summary & Related Topics

In this chapter we showed that the class of GH distributions is capable of fitting commod-
ity futures prices and clearly outperforms the Normal distribution. We used multivariate
techniques to establish a correlation term-structure within each commodity across matu-
rities but also examined the joint behavior of different commodities. In most, but not all,
cases we come to the conclusion that a NIG or HYP distribution is necessary to capture
the complex behavior of prices and that restricting to special cases is possible only in few
circumstances. We proved empirically that the commodities under consideration show cor-
relation which is more pronounced between power and emission allowances. Further, the
dependence structure is also captured by the multivariate distributions we chose. Finally,
we illustrated the power of the class of GH distributions with a risk analysis of typical
commodity portfolios.

The statistical findings can be used in several applications, we want to mention two of
them:

• They can be the basis of financial model building. We claim that a model based on
NIG and HYP Lévy processes including a time-changing volatility can be capable of
describing the futures market for each single commodity. This will be at the heart
of Chapter 5. In a multivariate setup, a joint market can be set up for multiple
commodities. Doing so, the pricing of cross commodity contracts such as spread
options can be accomplished.

• They can be used to derive an optimal hedging strategy and to improve risk analysis
which, in these markets, will be based on multi-period decisions due to the limitations
in volume that can be traded at a time.

Additionally we demonstrated how the multivariate fit of the distributions can be applied
to risk management issues such as computation of risk measures. This is particularly
straightforward with GH distributions due to their Normality conditional on the mixture
variable. We can state, that the exact choice of the distribution has a major influence on
risk measures. The example of two different types of power plants illustrates the mechanics
of the heavy-tailed, skewed distributions in connection with the dependent marginals. The
most important conclusions for risk management are:

• GH distributions give a more realistic view on the riskiness of an energy portfolio
than the Normal distribution. The implementation is straightforward.

• Though differences in distributions might be small (or even statistically insignificant)
from a maximum-likelihood point of view, it is of most importance to the implied
loss distribution for an energy portfolio.

• The introduction of emission trading does not necessarily pose an additional risk.
Contrary, the high correlation in the asset movements combined with skewness allows
to reduce the financial risk for market participants by taking opposite positions in
power and CO2 certificates.

Though we have shown that GH distributions are more appropriate than the Normal
to model the joint returns of commodities, we have also identified a drawback of the
distributional class. The implied marginal distributions might not fit the data well. This
can be explained by the tail behavior of the implied marginals, which is mainly determined
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by the parameter of the mixing distribution. While the empirical tail properties can be
different from commodity to commodity, the theoretical cannot. Relaxing the assumption
of a univariate mixing variable to some multivariate extension would lead to a loss of
tractability of the distribution in the sense, that the class will not be closed under linear
transformation anymore. This property is crucial for portfolio analysis. Yet, special cases
such as NIG and variance-gamma distributions with different mixing variables are closed
under convolution and we think it might be worth assessing the quality of such a statistical
approach in a similar manner as we have presented it here.



Chapter 4

Modeling Futures with Delivery

Over Periods

As we have pointed out in the introduction to the thesis, a large amount of trades in com-
modities is due to activity in forward markets. A major reason is the desire of producers
and consumers of commodities to be not exposed to day-to-day changes in commodity
spot prices which tend to be volatile, but to focus on their area of business, i. e. pro-
duction/consumption of commodities. This can be achieved by agreeing on a unit price
of the commodity, an amount that will be delivered and a future time when delivery will
take place, i. e. by entering a forward contract.

Trading in such futures contracts makes it necessary to evaluate the risks involved. The
statistical analysis of the previous chapter is a first step to understand this exposure. The
next step is the pricing of derivatives in such markets, for example those which are not
exchange traded. This requires a model to be set up which can accomplish such pricing
mechanisms. The statistical properties that have been discussed in the previous chapter
serve as basis for a risk-neutral modeling approach that we describe in the course of the
following sections.

Though the theory of derivatives pricing has developed in great speed and many modeling
ideas can be transferred from market to market, models need to be modified in most of
the applications. The modifications are mainly due to the particular physical properties of
assets and market mechanisms of trading and delivering. The case of electricity requires
a major modification as the arbitrage theory behind risk-neutral modeling needs to be
examined.

In this chapter we will discuss particular properties of forward prices in power markets with
a special focus on electricity futures in Germany. These properties include no-arbitrage
considerations stemming from delivery periods in power forwards. We will explain how
no-arbitrage conditions hint at a method how a financial forward model should be set up.
Further, we are going to illustrate how such a forward model should be specified in order to
capture the term-structure of volatility, present a method to infer risk-neutral parameter
using option price data and assess the model performance in the German market. We
start with a classification of existing literature on these topics.

63



64 CHAPTER 4. MODELING FUTURES WITH DELIVERY OVER PERIODS

4.1 Literature Overview & Contribution

Reduced-form commodity futures modeling approaches can broadly be divided into two
categories. The first approach is to set up a spot market model and derive futures as
expected values under a pricing measure. The best-known representative is the two-factor
model by Schwartz and Smith (2000), which uses two Brownian motions to model short-
term variations and long-term dynamics of commodity spot prices. The authors also
compute futures prices and prices for options on futures. However, electricity futures are
not explicitly modeled. In particular, the fact that electricity futures have a delivery over
a certain period (instead of delivery at a certain point in time) is not taken into account.
Thus, the applicability to pricing options on electricity futures is limited.

Several models more specific to electricity spot markets have extended the approach by
Schwartz and Smith (2000) during the last few years. The typical model ingredients
are a deterministic seasonality function plus some stochastic factors modeled by Lévy
processes. Typical representatives are Geman and Eydeland (1999), who use Brownian
motions extended by stochastic volatilities and poisson jumps, Kellerhals (2001) and Culot
et al. (2006), who use affine jump-diffusion processes, Cartea and Figueroa (2005), in
which a mean-reverting jump-diffusion is suggested, Benth and Saltyte-Benth (2004), who
apply Normal inverse-Gaussian processes, which is extended to non-Gaussian Ornstein-
Uhlenbeck processes in Benth et al. (2005). Furthermore, a regime-switching factor process
has been used in Huisman and Mahieu (2003). All of these models are capable of capturing
some of the features of spot price dynamics well and imply certain dynamics for futures
prices, but these are usually quite involved and difficult to work with. Especially, these
models are not suitable when it comes to option pricing in futures markets, since the
evaluation of option pricing formulae is not straightforward. In particular, all models have
been fitted to historic time series data. This approach requires the estimation of a market
price of risk in order to price derivatives. None of the models has been calibrated to option
price data directly as we propose in the following sections.

The other line of research is to model futures markets directly, without considering spot
prices, using Heath-Jarrow-Morton-type of models (HJM). Here Chapter 5 of the mono-
graph by Eydeland and Wolyniec (2003) provides a general summary of the modeling
approaches for forward curves, but it does not apply a fully specified model to electricity
futures data. They rather point out that the modeling philosophy coming from the interest
rate world can be applied to commodity markets in a refined version as well. The paper
by Hinz et al. (2005) follows this line of research and provides arguments to justify this
intuitive approach.

More direct approaches start with the well-known one-factor model by Clewlow and Strick-
land (1999) for general commodity futures. In principle, they can capture roughly term-
structure features, which are present in many commodities markets, but their emphasis
is on the evaluation of options such as caps and floors, the derivation of spot dynamics
within the model and building of trees, which are consistent with market prices and al-
low for efficient pricing routines for derivatives on spot prices. Again, they do not apply
their model to the products of electricity markets and do not discuss an efficient way of
estimating parameters. A general discussion of HJM-type models in the context of power
futures is given in Benth and Koekebakker (2005) (which can be viewed as an extension
of Koekebakker and Ollmar (2005)). They devote a large part of their analysis to the
relation of spot, forward and swap price dynamics and derive no-arbitrage conditions in
power future markets. We will use their results in Section 4.3 to motivate the construction
of the two-factor model that we present in Section 4.4. Additionally, the authors conduct
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a statistical study comparing a one-factor model with several volatility specifications using
data from Nord Pool market. Among other things, they conclude that a strong volatility
term-structure is present in the market. The main empirical focus of both papers is to
assess the fit of the proposed models to futures prices. While there are further studies
using variants of HJM-type models, e. g. Vehviläinen (2002), a successful application to
the pricing of options on electricity futures is still lacking.

One of the contributions of our work is to address the issue of this pricing problem. In
order to obtain an option pricing formula, we will follow the second line of research, that
is, we will model the futures directly. We extend Clewlow and Strickland (1999) and
Benth and Koekebakker (2005), in that we propose an explicit two-factor model and fit
it to option price data. Our main objective is to formulate a model and specify a certain
volatility function, so that we are able to resemble the volatility term-structure. Thus, we
will not use an Heath-Jarrow-Morton-type model, but rather set up a market model in the
spirit of LIBOR market models in the interest rate world. We regard that as the second
main contribution of our work, since this approach enables us to model one-month futures
as building blocks and derive prices of futures with different delivery period as portfolios of
the building blocks. With this model we are not only able to price standardized options in
the market but also to provide consistent prices for non-standard options such as options
on seasonal contracts. In order to provide pricing formulae for options on futures with
a variety of delivery periods, we use an approximation of the portfolio distribution and
assess the quality of this approximation. We then provide option pricing formulae for
all options in the market and use the market-observed option prices to infer the model
parameters. General two-factor model specifications can be found in Schwartz and Smith
(2000), Benth and Koekebakker (2005) and Lucia and Schwartz (2002) as well, but the
parameter estimation uses time series techniques applied to futures prices. By inferring
risk-neutral parameters we avoid all complications related to the specification of the market
price of risk.

We will show, that our model is robust, captures the term-structure of volatility and
includes the delivery over a period in futures and option prices. Thus, after the model has
been calibrated to plain-vanilla calls it can be used to price exotic options consistently (as
soon as such options are traded).

4.2 The EEX Futures and Options market

We start our electricity futures modeling discussion with an introduction to electricity
futures in general and a description of important mechanisms at the EEX in particular.

Definition 4.1. (Forward Contract and Forward price)

An electricity forward contract is the obligation to buy a specified amount of power at a
predetermined delivery price during a fixed delivery period [Tα, Tβ]. The contract (i.e. the
delivery price) is set up such that initially no payment has to be made. The delivery price
agreed upon on time t ∈ [0, Tα] is denoted by F (t, Tα, Tβ) and is called forward price.

Futures are exchange traded and, thus, standardized forwards. Futures are standardized
by the following characteristics: Volume, delivery period and settlement.

The volume is fixed to a rate (energy amount per hour) of 1 Megawatt (MW). For a
delivery period of e. g. September, this means a total of 1MW x 30days x 24h/day =
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Figure 4.1 Forward prices of futures with different maturities and delivery periods (futures curve)

720MWh. Quoted is the futures price per 1MWh. Smallest tick size is 0.01EUR per MWh.

The delivery periods [Tα, Tβ ] are fixed to each of the 12 calendar months, the four quarters
of the calendar year and the whole calendar year. When a year contract comes to delivery,
it is split up into the corresponding four quarters. A quarter, which is at delivery, is split
up into the corresponding three months and only the month at delivery will be settled
either physically or financially.

Additional to these baseload contracts, there are peakload contracts, which deliver during
the day from 8am to 8pm Monday to Friday in the delivery period only. These are not
considered in this work.

At any fixed point in time, the next 6 months, 7 quarters and 6 years can be traded, but
usually only the next 4 or 5 months, 5 quarters and 2 or 3 years show activity. Figure
4.1 shows the available forward prices at September 14, 2005. (This represents a typical
trading day and will be used throughout the chapter.) One might observe seasonalities
in the maturity variables Tα and Tβ (not the time variable t), especially in the quarterly
contracts: Futures during winter months show higher prices than comparable contracts
during the summer.

All options under consideration are European call options on baseload futures described
above, which can be exercised only on the last day of trading, which coincides with the
options maturity. The maturity is fixed according to a certain scheme, but usually it is
on the 3rd Thursday of the month before delivery. The options are settled by the opening
of a position in the corresponding future. The option prices are quoted in EUR per MWh
and the smallest tick size is 0.001EUR.

Options on the next five month-futures, six quarter-futures and three year-futures are
available.

Especially the length of the delivery period and the time to maturity determine the value
and statistical characteristics of the futures and options vitally. One can observe, that
contracts with a long delivery period show less volatile prices than those with short delivery.
This is called term-structure of volatility and is present in most power futures markets.
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Figure 4.2 Option-implied volatilities of futures with different delivery periods and delivery starting

dates

The term-structure has to be modeled accurately in order to be able to price options on
futures. Figure 4.2 gives an example of such a term structure for futures traded at the
EEX. The figure shows the volatility of futures contracts, which is obtained by inverting
the Black-formula that evaluates options on these futures. The idea and intuition behind
inverting Black’s formula has been outlined in Section 2.3.

From an economic point of view it is clear, that futures with long delivery period are
less volatile than those with short delivery, since the arrival of news such as temperature,
outages, oil price shocks etc. influence usually only particular months of the year and will
average out in the long run with opposite news for other months. Only if all one-months
contracts move in the same direction, the corresponding year contract will move as well.
Furthermore, the arrival of news will accelerate when a contract comes to delivery, since
temperature forecasts, outages and other specifics about the delivery period become more
and more precise. Thus, the volatility increases. A similar argument has been used for
different commodities in the early work by Samuelson (1965).

We will show, that our modeling approach using one-month contracts as building blocks,
will enable us to capture the term-structure of volatility and the influence of the period
of delivery.

4.3 No-Arbitrage Considerations Implied by Delivery Over

Periods

The discussion in this section will justify the use of one-month futures as building blocks
for the model from a no-arbitrage point of view.

Forward and futures contracts are typically determined by a delivery price, an amount of
the underlying asset to be delivered and a future point in time when delivery will take
place. This is the case for forwards on stocks, interest and exchange rates and most of
commodities such as metals, coal, oil and many more. The big exception is electricity.
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While electricity can be produced at any time (in contrast to some commodities such as
agriculturals), it cannot be stored in noteworthy amounts. Hence it is not possible to
produce it, store it, e. g. in batteries, and deliver at some fixed point in time. Moreover,
power has to be produced in exactly the same moment when it is consumed. This requires
futures contracts written on electricity to feature a characteristic which is very unique –
a delivery period.

An electricity forward contract specifies a time period during which delivery takes con-
stantly place. If one would allow for the theoretical quantity of an instantaneous forward
price, i. e. a price for delivery during some infinitesimal small time period in the future,
we could think of the forward price as a weighted average over these instantaneous forward
prices which is similar in structure to interest rate swaps, yet not the same as we will see in
the course of this section. The main implication will be that we have to obey no-arbitrage
conditions that are different from the interest rate world. This is due to the fact that the
tradable assets are different in the two applications.

In the following we will make the statements above more precise.

Delivery Period Forwards and Instantaneous Forward Rates

We recall Definition 4.1: An electricity forward contract is the obligation to buy a specified
amount of power at a predetermined delivery price for a fixed delivery period [Tα, Tβ ].
There is no initial payment and the forward price is denoted by F (t, Tα, Tβ).

The definition is very much in line with standard forward contracts that specify a delivery
time point instead of a period. The delivery period, however, leads to the issue that the
payment procedure for the fixed delivery price has to be agreed upon. One might think
of different alternatives, each leading to slightly different forward prices. We will consider
three cases:

• The fixed payment is exchanged upfront at the beginning of delivery Tα. The forward
price is denoted by FU (t, Tα, Tβ).

• The fixed payment is exchanged continuously during the delivery period [Tα, Tβ ].
The forward price is denoted by FC(t, Tα, Tβ).

• The fixed payment is exchanged at discrete intermediate time points Ti ∈ [Tα, Tβ ], i =
1, . . . , n. The forward price is denoted by FD(t, Tα, Tβ).

Obviously, it is the second payment scheme that resembles the nature of an electricity
contract best since delivery of the commodity is continuous and at each point in time
the balance between money payed and commodity received is zero. Yet, it is the third
scheme that is applied at the EEX. Each day, the buyer of power forwards has to pay the
day’s delivery upfront. We will see that method one will be convenient from a notational
point of view. Of course, the payment schemes influence the forward price only by some
deterministic discounting factor. Since we assume that there is no counterparty risk and
deterministic interest rates in our modeling later on, each forward price can be converted
into the other by simple compounding techniques.

We need to mention another technicality. The forward prices F (t, Tα, Tβ) are measured in
EUR/MWh. When buying such a contract at time t it is not F (t, Tα, Tβ) that has to be
paid, rather F (t, Tα, Tβ) × Number of Hours in [Tα, Tβ] is the amount that needs to be
paid. The value of the forward contract has to be weighted by the number of hours in the
delivery period.
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Having defined the forward price F (t, Tα, Tβ) (we omit the payment scheme index whenever
possible) one could think of an instantaneous forward price f(t, Tα) as the delivery price
of a forward contract with infinitesimal small delivery period, i. e.

f(t, Tα) := lim
Tβ→Tα

F (t, Tα, Tβ) (4.1)

in case of existence of the limit. In interest rate markets the instantaneous forward rate
f is defined via the maturity derivative of bond prices and relation (4.1) is obtained as
result. While there is no bond contract in commodity markets we have to take relation
(4.1) as definition.

No-Arbitrage Conditions

While the quantity f(t, T ) exists only theoretically in electricity markets, it is the starting
point in Heath-Jarrow-Morton-type models (HJM) which are well-discussed in interest rate
markets. The modeling philosophy there is to specify some dynamics for the instantaneous
forward rate f(t, T ) and derive dynamics of bond prices, which are known to be martingales
under a risk-neutral measure in order to avoid arbitrage. This implies the HJM-drift
condition on the drift in the dynamics of f(t, T ).

In our context of power markets there is no bond contract that depends on the forward
rate f . Instead, we have to consider products that are traded in the market and depend
on the forward rate f in order to imply conditions on the dynamics of f .

In fact, Benth and Koekebakker (2005) yield such no-arbitrage conditions for rather general
jump-diffusion dynamics imposed on f(t, T ). In the following we discuss the modeling
philosophy without specific assumptions on f and use no-arbitrage arguments only.

First we want to remark that the value of a forward contract described in Definition 4.1
is given by

V future(t, Tα, Tβ) = e−r(Tα−t) (FU (t, Tα, Tβ)−D)

where we assume a deterministic and flat interest rate r. D is the delivery price agreed
upon. The forward contract replaces the bond in interest markets. If the commodity
market is free of arbitrage the discounted value V of the futures contract needs to follow a
martingale in t under a risk-neutral measure. That is equivalent to FU being a martingale
in t. Since the same argument applies for FC and FD we can omit the index and say that
F needs to be a martingale.

Using the result by Benth and Koekebakker (2005, Eq. 4.1) that

FU (t, Tα, Tβ) =
1

Tβ − Tα

∫ Tβ

Tα

f(t, u)du (4.2)

it is easy to see that f(t, T ) needs to be a martingale in t as well. The representation
justifies to think of an electricity forward as a swap similar to interest rate markets.
There, swap rates have to follow martingale dynamics under some well-chosen measure,
too.

Up to this point we have imposed conditions on f such that the market is free of arbitrage.
We want to turn the focus now on the kind of dynamics that can be imposed on f(t, T )
and F (t, Tα, Tβ) and the implications on each other.

As mentioned above, there are forwards with different, possibly overlapping delivery peri-
ods in electricity markets. These have to satisfy the following arbitrage restriction:
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Theorem 4.2. (Arbitrage Condition for Overlapping Forwards)

The forward price for delivery period⋃
0<i<N

[Ti, Ti+1] , Ti ∈ [Tα, Tβ], Ti < Ti+1, Ti − Ti+1 = const ∀0 < i < N

is given by

FD(t, T1, TN ) =
∑N

i=1 e
−rTiFU (t, Ti, Ti+1)∑N

i=1 e
−rTi

(4.3)

where FU (t, Ti, Ti+1) denote forward prices of contracts settled at maturity Ti.

Proof. Benth and Koekebakker (2005, Lemma 4.2) obtain a similar result. Their argument
is based on the instantaneous forward price f(t, u). The result can be achieved without
using the rather theoretical quantity f(t, u) by a replicating portfolio consisting of N − 1
forward contracts with delivery [Ti, Ti+1], i = 1, . . . , N −1 all with the same delivery price
D. The time-t value of this portfolio is given by

N−1∑
i=1

e−r(Ti−t)(FU (t, Ti, Ti+1)−D). (4.4)

Since the portfolio represents a contract with delivery during [T1, TN ] we can think of it
as a forward contract which has to have zero value at time t. Thus,

D =
∑n

i=1 e
−rTiFU (t, Ti, Ti+1)∑n

i=1 e
−rTi

is the forward price for delivery during [T1, TN ].

Note that the replicating portfolio in the proof pays at times Ti during delivery in contrast
to the underlying forward contracts that pay only once at the beginning. While this might
seem inconsistent, it comes close to the scheme that is applied at the EEX. For example,
a power contract that delivers during a year and comes to maturity is split up into the
corresponding quarters, the first of which is split up into 3 months. The first of the months
comes to delivery. Now, it depends on the settlement procedure of the month contracts;
if they are settled at maturity, then the price given in Theorem 4.2 is exact. At the EEX
the settlement is daily.

Finally, we remark that Theorem 4.2 does not hold if the delivery period [T1, TN ] cannot
be broken down into disjoint subperiods [Ti, Ti+1] and corresponding forward contracts.
Yet, one may use such contracts for the construction of forward prices. For example, if
the market quotes prices for the first three quarters of a calendar year and additionally
a price for the entire year, the fourth quarter forward price can be computed by solving
Eq. (4.4) for the corresponding forward price. This information is used as a necessary
condition when constructing forward curves.

Modeling Philosophy and Martingale Dynamics

Now, we want to turn the focus on the dynamics of forward prices. An intuitive ap-
proach is to set up dynamics for f(t, u) and derive dynamics for arbitrary forwards/swaps
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F (t, Tα, Tβ). This corresponds to the HJM-approach introduced to the world of interest
rates by Heath et al. (1992). It is one of the most commonly used models and a natural
candidate for commodities as well. The first publication transferring the concept to energy
markets is Clewlow and Strickland (1999) not taking delivery periods of electricity futures
into account. This feature has been added by Bjerksund et al. (2000). The authors discuss
option pricing as well as risk management issues.

The approach as indicated above has some disadvantages: It is shown by Benth and
Koekebakker (2005), that even for a lognormal specification of f(t, T ), i. e.

df(t, T ) = σ(t, T )f(t, T )dWt (4.5)

the swap dynamics of F (t, Tα, Tβ) is rather involved and only a choice of constant volatility
σ(t, T ) = σ leads to tractable results. (Of course, we assume as given a corresponding
probability space as defined in the model building Section 2.2.2.) Heuristically it is easy
to see that the forward rate F (t, Tα, Tβ) is a sum/integral of lognormal f(t, u) (cp. Eq.
(4.2)), which is not lognormal anymore under the specification in Eq. (4.5). In fact, the
exact distribution is not given by any tractable representation. If the volatility σ(t, T ) is
constant then one were about to add up the exponential of the same Brownian motion
and the result would be lognormal in fact. The precise derivation of the result is given in
Benth and Koekebakker (2005, Section 5).

The choice of constant volatility is unrealistic and cannot be held up in practice. It is
one of the major concerns of forward models to incorporate the term-structure that is
all about time-dependent variances. Yet, all choices lead to the following dilemma when
calibrating the model: On one hand, parameter estimation of the dynamics of f(t, T )
directly is not possible since there is no electricity forward with delivery at a time point T .
While the construction of the instantaneous forward curve f(t, T ), T > t is standard in
interest rate markets based on bond prices, it is a complex procedure in electricity markets
due to seasonality and no-arbitrage considerations. A method is described in Fleten and
Lemming (2003). On the other hand, parameter estimation based on the dynamics of
F (t, Tα, Tβ) is also difficult to accomplish due to the complicated structure of distribution
and volatility of F (t, Tα, Tβ) when deriving dynamics for F (t, Tα, Tβ) from given dynamics
for f(t, T ).

The HJM-approach suffers from the fact, that instantaneous forward rates are only a
theoretical quantity which are not meaningful in the context of electricity markets. A
definition of f(t, T ) for all T > t implies the possibility of trading in swaps with arbitrary
delivery periods [Tα, Tβ], which results in turn in many different overlapping contracts
that impose strict no-arbitrage conditions according to Eq. (4.3). In fact, this is not the
case in practice as only some discrete swaps (i. e. only particular delivery periods) are
traded. A similar argument led to the introduction of (LIBOR) market models in interest
rate theory and is the more necessary in electricity markets.

Market models have been developed by Miltersen et al. (1997), Brace et al. (1997) and
Jamshidian (1997) for the world of interest rates. The idea is to model market observed
quantities such as F (t, Tα, Tβ) directly for well-chosen Tα < Tβ instead of unobservables
f(t, T ) for a continuous range T > t. If it were possible to specify the evolution of
F (t, Tα, Tβ) in an arbitrage-free way for all market-observed delivery periods [Tα, Tβ ], the
approach shifts the difficulty in the dynamics towards quantities, that are not observable
anyway.

We want to solve the problem, if it is possible to specify lognormal dynamics for F (t, Tα, Tβ)
for a rich set of choices of Tα ≤ Tβ in an arbitrage-free manner. The arbitrage condition
to be obeyed is Eq. (4.3) for overlapping delivery periods. Instead of defining dynamics
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for all delivery periods [Tα, Tβ ], we can restrict ourselves to imposing tractable dynamics
only for F (t, Ti, Ti+1) with non-overlapping delivery periods [Ti, Ti+1], i ∈ N. In fact, we
do not even need the non-overlapping characteristic, but can relax to a set of periods with
the property that none of the periods can be written as a disjoint union of periods in the
set. Choosing such a delivery period set we loose the notion of f(t, T ) as limit in the
sense of Eq. (4.1) and the non-lognormality argument following Eq. (4.5) does not hold.
We are free to impose any martingale dynamics on swap rates F (t, Ti, Ti+1). Using this
approach we can impose tractable and realistic arbitrage-free dynamics at least for some
of the observable forwards in the market, though not for all.

Which contracts can be specified in an arbitrage-free manner? As explained above, all
forward contracts whose delivery period cannot be decomposed into delivery periods of
other market observed contracts can be modeled freely, i. e those which are not given
as arbitrage prices of other forwards. Benth and Koekebakker (2005) report a number
of 3.2% of all forward prices at the Nord Pool that can be recovered as arbitrage prices
during their sample period from 1995 to 2004.

We will take the EEX as example: At any fixed point in time, the next 6 calendar months,
7 calendar quarters and 6 calendar years can be traded, but usually only the next 4 or
5 months, 5 quarters and 2 or 3 years show activity, meaning that prices for the non-
actively traded forwards can be old and are not interpretable as possible arbitrage prices.
The next 5 month contracts cover exactly one of the next two quarter contracts. The
5 quarter contracts cover at most the next year contract, namely if the current time t
is in the last quarter of a year. This means, omitting one, at most two of the quarter
contracts allows tractable, arbitrage-free dynamics of all remaining contracts, even in a
lognormal context. This allows for straightforward option pricing and risk management as
well. The price to pay for the tractability is, that one or two of the quarter contracts are
given as arbitrage prices and follow a dynamic that might be hard to analyze and there
is no reason why dynamics of the first two quarters should be entirely different than the
dynamics of the remaining three. Even worse, month contracts away from maturity more
than 5 months suffer from the same shortcoming. It is hard to reason from an economic
point of view why this should be the case.

It seems to be more reasonable to fix the building blocks as monthly futures, each contract
covering one particular calendar month, i. e. we fix the tenor structure T = {Ti, i ∈
N} to be the beginning of each calendar month. We can impose arbitrary martingale
dynamics on each of the forward prices F (t, Ti, Ti+1). All other forwards such as quarter
and year forwards are then derived by the arbitrage condition (4.3). This leads to tractable
dynamics for all month forward prices and possibly difficult dynamics for forward prices
with other delivery periods. While we loose tractability of some of the market observed
products, we gain consistency in the modeling of building blocks, the month forwards.
Additionally, the approach is applicable to any electricity market not only the EEX market
discussed here as it does not explicitly depend on the exchange traded delivery period
structure.

4.4 Description of the Model and Option Pricing

4.4.1 General Model Formulation

As we have pointed out in the previous section, energy futures with one-month delivery
are the building blocks of our model. Note, that futures with other delivery period are
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derivatives now, i. e. a future with delivery of a year is a portfolio of 12 appropriate
month-futures.

Consider a filtered probability space
(
Ω,F , (Ft)t∈[0,T ′],Q

)
, T ′ ∈ R and a tenor structure

T = {Ti ≤ T ′, i ∈ N} with Ti denoting the beginning of each calendar month. Let
F (t, T ) denote the time t forward price of 1MWh electricity to be delivered constantly
over a one month period starting at T ∈ T , i. e. F (t, Ti) := FU (t, Ti, Ti+1). Assuming
that the market is free of arbitrage and the interest rate is given by a constant and deter-
ministic continuously compounded r we can impose martingale dynamics for all forwards
F (t, T ), T ∈ T under some risk-neutral measure via the stochastic differential equation

dF (t, T ) = σ(t, T )F (t, T )dWt, T ∈ T (4.6)

where σ(t, T ) is an adapted d-dimensional deterministic function and (Wt) a d-dimensional
Brownian motion. The initial value of this SDE is given by the condition to fit the initial
forward curve observed at the market. This takes care of the seasonality in the maturity
variable T .

The solution of the SDE is given by

F (t, T ) = F (0, T ) exp
{∫ t

0
σ(s, T )dWs −

1
2

∫ t

0
||σ(s, T )||2ds

}

where || · || is the standard Euclidean norm on Rd.

4.4.2 Option Pricing

A European call option on F (t, T ) with maturity T0 and strike K can be easily evaluated
by the Black-formula introduced in Corollary 2.20, i. e.

V option(t) = e−r(T0−t) (F (t, T )Φ(d1)−KΦ(d2)) , (4.7)

where Φ denotes the standard Normal distribution function and

d1 =
log F (t,T )

K + 1
2Var[logF (T0, T )]√

Var[logF (T0, T )]

d2 = d1 −
√

Var[logF (T0, T )].

Pricing longer-term futures, we have to use information from month-futures. In particular,
options on year-futures are the most heavily traded products in the option market. To
price such options, year-futures (i. e. futures with delivery period one year) are a portfolio
of the building blocks, the month-futures. Thus, the pricing of an option on such a portfolio
is not straightforward and a closed form formula is not known in general. The issue is
closely related to the pricing of swaptions in the context of LIBOR market models and is
discussed in Brigo and Mercurio (2001).

According to Theorem 4.2, the forward rate of an n-period-contract is given by the so-
called swap rate F (t, Ti, Ti+n)

FD(t, Ti, Ti+n) =
∑n

i=1 e
−r(Ti−t)F (t, Ti)∑n
i=1 e

−r(Ti−t)
.

In case the portfolio represents a one year future, the swap rate is the forward price of the
one year future, which can be observed in the market.
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Evaluating an option on this one year forward price (i. e. on the swap rate) with exercise
date T0 ≤ T1 and strike K poses the problem of computing the expectation in

e−r(T0−t)E
[
(FD(T0, Ti, Ti+n)−K)+

]
,

where the distribution of FD(T0, Ti, Ti+n) as a sum of lognormals is unknown. We use
an approximation as suggested by e. g. Brigo and Mercurio (2001), which assumes
FD(T0, Ti, Ti+n) to be lognormal. Formally, we can approximate FD(T0, Ti, Ti+n) by a
random variable Ŷ , which is lognormal and coincides with FD(T0, Ti, Ti+n) in mean and
variance. Then,

log Ŷ ∼ Φ(m, s)

with variance s2 depending on the choice of the volatility functions σ(t, Ti).

Using this approximation, it is possible to apply a Black formula again to obtain the option
value as

V option = e−r(T0−t)E
[
(FD(T0, Ti, Ti+n)−K)+

]
≈ e−r(T0−t)E

[(
Ŷ (T0)−K

)+
]

= e−r(T0−t) (F (t, Ti, Ti+n)Φ(d1)−KΦ(d2)) (4.8)

with

d1 =
log F (t,Ti,Ti+n)

K + 1
2s

2

s
d2 = d1 − s.

The approximation has been proposed by Lévy (1992) in the context of pricing options
on arithmetic averages of currency rates. This density approximation competes mainly
with Monte Carlo methods and modifications of the price of the corresponding geometric
average option. The advantage of the approximation to Monte Carlo simulation is clearly
the difference in speed in which an option evaluation can be carried out, which becomes
even more dramatic when turning the focus to calibration. The main drawback of the
manipulation of geometric average options is that it yields pricing formulae, which do not
satisfy the put-call parity in general.

An empirical discussion of the goodness of the approximation in the context of currency
exchange rates is also provided by Lévy (1992). A comparison of second moments leads to
errors that are usually much smaller than 1%, especially when the underlying’s volatility
is below 50%. While skewness is present in the true but not in the approximated distri-
bution, kurtosis is matched very well. Another study emphasizing the applicability of this
approximation in interest rates markets can be found in Brigo and Liinev (2005).

At this point we want to conclude the discussion of the goodness of the approximation
with a reference to Chapter 6 where we discuss the quality in detail especially for the case
of electricity markets. We compare the performance of the lognormal approximation to
alternatives from the class of generalized hyperbolic distributions.

Another improvement of the approximation suggested here is by incorporating higher
moments for the price approximation. We discuss the approach en detail in Section 5.2.2.
There, we also put the appropriateness of moment-matching on mathematical grounds.

Though all more advanced methods will yield reasonable improvements, we restrict to this
intuitive approach at this point. We do not want to distract from the main purpose of
this chapter which is the illustration of modeling mechanics in electricity markets.
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4.5 The Special Case of a Two-Factor Model

4.5.1 Model Formulation and Option Pricing

As motivated by the statistical analysis of Chapter 3, a special choice of the volatility
function is needed to resemble market observations of the term-structure of volatility in
the futures contracts. In this section we will use a two-factor model given by the SDE

dF (t, T )
F (t, T )

= e−κ(T−t)σ1 dW
(1)
t + σ2 dW

(2)
t , (4.9)

for a fixed T ∈ T . The Brownian motions are assumed to be uncorrelated.

This is a special case of the general setup in the previous section with

σ(t, T ) =
(
e−κ(T−t)σ1, σ2

)
and (Wt) a two-dimensional Brownian motion.

For ease of notation assume in the following that today’s time t = 0.

This choice of volatility is motivated by the shape of the term-structure of volatility (cp.
Figure 4.2). The strong decrease will be modeled by the first factor with an exponentially
decaying volatility function. Thus, futures maturing later will have a lower volatility than
futures maturing sooner. Finally, as T − t becomes very large, the volatility assigned to
the contract by this factor will be close to zero. As this is not the case in practice, we
introduce a second factor, which will keep the volatility away from zero.

Another way of viewing the two factors comes from the economic interpretation: The first
factor captures the increased trading activity as knowledge about weather, unexpected
outages etc. becomes available. It corresponds to the arguments by Samuelson (1965).
The second factor models a long-term uncertainty, that is common to all products in the
market. This uncertainty can be explained by technological advances, political changes,
price developments in other commodity markets and many more.

Within this two-factor model, the variance of the logarithm of the future contract at some
future time T0 can be computed easily:

Lemma 4.3. (Volatility of One-Month Futures in the Two-Factor Brownian
Motion Model)

If σ(t, T ) =
(
e−κ(T−t)σ1, σ2

)
in the dynamics in Eq. (4.6) then

Var[logF (t, T )] =
σ2

1

2κ
(e−2κ(T−t) − e−2κT ) + σ2

2t. (4.10)

Proof. The SDE describing the futures dynamics in Eq. (4.9) can be solved by

F (t, T ) = F (0, T ) exp
{
−1

2

∫ t

0
σ̃2(s, T )ds+

∫ t

0
e−κ(T−s)σ1dW

(1)
s +

∫ t

0
σ2dW

(2)
s

}
σ̃2(s, t) = σ2

1e
−2κ(t−s) + σ2

2.
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Now

Var[logF (T0, T )] =
σ2

1

2κ
(e−2κ(T−T0) − e−2κT ) + σ2

2T0.

This quantity has to be used to price an option on month-futures with maturity T0 with
the option formula (4.7).

In the case of options on quarter- and year-futures, it is necessary to compute the quantity
s2 of the lognormal approximation in Eq. (4.8). This is done in the following lemma.

Lemma 4.4. (Volatility of General Futures in the Two-Factor Brownian Motion
Model)

If σ(t, T ) =
(
e−κ(T−t)σ1, σ2

)
in the dynamics in Eq. (4.6) then

exp{s2} =

∑
i,j e
−r(Ti+Tj)F (0, Ti)F (0, Tj) · exp {Covij(T0)}

(
∑
e−r·TiF (0, Ti))

2 (4.11)

Covij(t) := Cov[logF (t, Ti), logF (t, Tj)]

= e−κ(Ti+Tj−2t) σ
2
1

2κ
(1− e−2κt) + σ2

2t.

Proof. We have

E[FD(T0, Ti, Ti+n)] = E[Ŷ ], Var[FD(T0, Ti, Ti+n)] = Var[Ŷ ], log Ŷ ∼ Φ(m, s2).

Moments of Normal and lognormal distributions are related via

E[Ŷ ] = exp
{
m+

1
2
s2
}
, Var[Ŷ ] = exp{2m+ 2s2} − exp{2m+ s2}.

Solving this system, we get

exp
{
s2
}

=
Var[FD(T0, Ti, Ti+n)]
(E[FD(T0, Ti, Ti+n)])

2 + 1 =
E[FD(T0, Ti, Ti+n)2]
E[FD(T0, Ti, Ti+n)]2

.

It can be seen easily that

E[F (T0, Ti)] = F (0, Ti), E[FD(T0, Ti, Ti+n)] =
∑
e−r(Ti−t)F (0, Ti)∑

e−r(Ti−t)
.

Further

E[FD(t, Ti, Ti+n)2] =
1(∑

e−r(Ti−t)
)2 · ...∑

i,j

e−r(Ti+Tj−2t)F (0, Ti)F (0, Tj) · exp{Covij(T0)}

Covij(t) = Cov[logF (t, Ti), logF (t, Tj)].

The covariance can be computed directly from the explicit solution of the SDE

Cov[logF (t, Ti), logF (t, Tj)] = e−κ(Ti+Tj−2t) σ
2
1

2κ
(1− e−2κt) + σ2

2t.
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4.6 Estimating the Model

4.6.1 Calibration Procedure

In order to calibrate the two-factor model to market data, we need to estimate the pa-
rameters θ := (σ1, σ2, κ) such that the model fits the market behavior. Since we have
modeled under a risk-neutral measure, we need to find risk-neutral parameters, which can
be observed using option-implied parameters.

Given the market price of a futures option (month, quarter or year futures) with strike
date T0, we can observe its option-implied variance Var[logF (T0, T )] for month-futures or
s2 for quarter- or year-futures by solving Black’s option pricing formula for the volatility
parameter.

Furthermore, we can compute the corresponding model-implied quantities, which depend
on the choice of the parameter set θ = (σ1, σ2, κ) as described in the previous section.
We will estimate the model parameters such that the squared difference of market- and
model-implied quantities is minimal. We use all market-implied volatilities of options on
futures F (t, Tα, Tβ) with Tα, Tβ ∈ T and exercise dates Si and minimize the distance

∑
i

(
Varmarket

[
logF

(
Si, T

(i)
α , T

(i)
β

)]
− Varθmodel

[
logF

(
Si, T

(i)
α , T

(i)
β

)])2
→ min

θ
.

(4.12)
Depending on the delivery period, which of course may be longer than one month, the
model variance is either the true model-implied variance according to Eq. (4.10) or the
approximated variance according to Eq. (4.11). The minimum is taken over all admissible
choices of θ = (σ1, σ2, κ), that means σ1,2, κ > 0.

Since our model is not capable of capturing volatility smiles, which can be observed in
option prices very often, we will use at-the-money options only.

The minimization can be done with standard programming languages and their imple-
mented optimizers. The objective function (4.12) is given to the optimizer, which has to
compute the model-implied variances of all options for different parameters. The worst
case (the computation of the variance of a year contract) involves the evaluation of all
covariances Covij between the underlying month-futures in equation (4.11), which is a
12 by 12 matrix, thus computationally not too expensive. As there are usually not more
than 15 at-the-money options available (e. g. at the EEX), the optimization can be done
within a few minutes.

Additionally, it is possible to use the gradient of the objective function for the optimization.
The gradient can be computed explicitly, which makes the numerical evaluation of the
gradient in the optimizers unnecessary. Usually, there is a smaller number of function
calls necessary to reach the optimal point within a given accuracy using the gradient than
using a numerical approximation. But the explicit calculation again involves matrices up
to size 12 by 12. We found, that the time saved by less function calls is eaten up by
the increased complexity of the problem. Both methods end up with about the same
optimization time, though the gradient method finds minima, which usually give slightly
smaller optimal values than methods without gradient.
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Product Delivery Start Strike Forward Market Implied
Price Price Volatility

Month October 05 48 48.90 2.023 43.80%
Month November 05 49 50.00 3.064 37.66%
Month December 05 49 49.45 3.244 34.72%
Quarter October 05 48 49.44 2.086 35.15%
Quarter January 06 47 48.59 3.637 28.43%
Quarter April 06 40 40.71 3.421 26.84%
Quarter July 06 42 41.80 3.758 27.19%
Quarter October 06 43 43.71 4.566 25.35%

Year January 06 44 43.68 1.521 20.19%
Year January 07 43 42.62 3.228 19.14%
Year January 08 42 42.70 4.286 17.46%

Table 4.1 Market observed at-the-money call options and implied volatilities (all prices in EUR)

Optimizing Method Constraints σ1 σ2 κ Time
Function calls and numerical gradient yes 0.37 0.15 1.40 <1min
Least Square Algorithm no 0.37 0.15 1.41 <1min

Table 4.2 Parameter estimates with different optimizers

4.6.2 Calibration to Option Prices

In the following we will apply the two-factor model introduced in Section 4.5.1 to the
German market, i. e. we will calibrate it to EEX prices. We repeated the procedure on
different days with similar estimates, but the results will be discussed exemplary using a
typical day. Properties of the term structure of volatility on this day have been discussed
in the introductory part (cp. Figure 4.2). The data set is shown in Table 4.1.

The column implied volatility in Table 4.1 shows the option-implied volatility by the
Black76-formula. After filtering out data points, where the option price is only the inner
value of the option, these 11 options are left out of 15 observable in the EEX data set.
Now, one can observe a strong decreasing term-structure with increasing time to maturity
(there is an outlier, which does not confirm the hypothesis) and a decreasing volatility
level with increasing delivery period.

The optimizers converge in less than a minute and optimizing with and without gradient
delivers the same results up to two decimal places. Even not restricting the parameters
does not change the estimates (see Table 4.2).

The calibration leads to parameter estimates σ1 = 0.37, σ2 = 0.15, and κ = 1.40. This
implies, that options, which are far away from maturity, will have a volatility of about
15%, which can add up to 40%, when time to maturity decreases. A κ value of 1.40
indicates, that disturbances in the futures market halve in 1

κ · log 2 ≈ 0.69 years.

The model-implied volatility term-structure is shown in Figure 4.3 together with the ob-
served market values. One can see, that, qualitatively, most of the desired properties are
described by the model. Futures with a long delivery period show a lower level of volatility
compared to those with short delivery. The volatility term-structure is decreasing as the
time to maturity increases, but it does not go down to zero. Yet, quantitatively, there are
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Figure 4.3 Market-implied volatilities of futures (symbols) compared to model-implied volatilities (lines)

for different delivery periods and maturities

some drawbacks. Especially the month-futures show a volatility term structure, that has
a much steeper slope than the model implies. Also, the level of volatility is mostly higher
than observed in the market, which seems to be the trade-off between fitting all options
well at the short end and at the long end. Yet, the model implies reasonable values for
all contracts. Absolute values in terms of volatilities and option prices can be taken from
Table 4.3.

In order to assess the time stability of the parameter estimation, the calibration has been
repeated during a four week period in July 2005. Figure 4.4 shows the percentage change
in the estimates from day to day.

One can see, that the estimates are rather stable over time. Yet, there is a day, which is
far out of the regular values. This might be due to several issues. First of all, the market
data is not very reliable up to this date, since the traded volume is small. It is not clear,
if at some given day the quoted price includes all information. Besides, the number of
contracts available for calibration is rather small so that each option has big influence on
the estimate and the options observed are not always close to at-the-money.

4.7 Summary & Related Topics

In the course of this chapter we have discussed a possible setup for the electricity futures
and options market. It was the main purpose to address the key feature of electricity
markets that futures contracts have a delivery over period instead of delivery at a fixed
time point. The no-arbitrage considerations resulting from this fact lead in a natural
way to a modeling philosophy that borrows some of the ideas from interest rate models.
The previous sections specify a particular model that can be used as starting point and
benchmark model for improvements.

While we have discussed a calibration procedure and the fit to at-the-money options is
rather well on that particular day, the quality assessment lacks an appropriate out-of-
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Product Delivery Start Market Model Market Model
Price Price Volatility Volatility

Month October 05 2.023 1.844 43.80% 38.52%
Month November 05 3.064 3.000 37.66% 36.70%
Month December 05 3.244 3.279 34.72% 35.13%
Quarter October 05 2.086 2.089 35.15% 35.25%
Quarter January 06 3.637 3.865 28.43% 30.82%
Quarter April 05 3.421 3.539 26.84% 27.88%
Quarter July 06 3.758 3.520 27.19% 25.51%
Quarter October 06 4.566 4.315 25.35% 23.83%

Year January 06 1.521 1.746 20.19% 22.92%
Year January 07 3.228 3.074 19.14% 18.28%
Year January 08 4.286 4.131 17.62% 16.93%

Table 4.3 Comparison between market and model quantities (all prices in EUR)

Figure 4.4 Change in parameter estimates over a four week period in July 2005
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sample test. We tried to support the model by frequent recalibration and claim that
the rather stable parameter estimates hint at the appropriateness of the model. Other
goodness-of-fit tests can include the performance in pricing non-standard futures and
options such as seasonal contracts that deliver during summer and winter only, the pricing
of options with exercise date long time before start of the delivery period and options with
exercise date that is far out in the future. The model gives prices for these type of contracts
in an easy to implement way. Yet, the traded volume in options on power is still limited
and one can question the quality of available exchange quoted prices, not mentioning price
quotes of non-standard products. We were not able to obtain reliable quotes of any of the
non-standard products above which were necessary to perform the goodness-of-fit tests.

Another subject of discussion is the particular choice of the two-dimensional volatility
function. We have motivated the choice mainly by the Samuelson-effect and a positive
long-range overall volatility. Another important reason is that this particular choice is
exactly the result of forward dynamics derived from the two-factor spot model by Schwartz
and Smith (2000) that is widely used in practice. Of course the Vasicek specification
σ(t, T ) = σ1 exp{−κ(T − t)} is only one candidate for the purpose of capturing term-
structure effects and one can think of many different specifications which are applied in
interest rate markets. A helpful overview on this can be found in Brigo and Mercurio
(2001, Chapter 6). Section 8 in Benth and Koekebakker (2005) gives indication that
the inclusion of seasonalities in the volatility might be appropriate. Yet, most of the
specifications require many parameter and considering the rather limited number of option
prices available at the EEX makes it difficult to estimate the quantities reliably, especially
seasonality parameter.

Further, one can work on the number of factors used for modeling. As rule of thumb
from interest rate markets, three factors can describe more than 95% of the forward curve
movements (cp. Litterman and Scheinkman (1991); Steely (1990)). A similar study for
electricity forwards at Nord Pool by Koekebakker and Ollmar (2005) reveals that a single
factor explains about 68% of the movements, two factors about 75%. In order to reach a
degree of explanation around 95% one were to work with more than 10 factors according
to the study. Thus, one has to have in mind that many factors are necessary to reach a
high level of explanation, at the same time the added performance of an additional factor
is small. In order to obtain a parsimonious model we restricted ourselves to two factors.

Finally, the choice of Brownian motion as driving factor is a point of main criticism.
Empirical studies show the non-Normality of commodity prices (cp. Chapter 3) and
option-implied volatility smiles are a further indicator. We address this issue in more
detail in Chapter 5, where we replace the Brownian motions by general Lévy processes
and estimate parameter for Normal inverse-Gaussian processes.
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Chapter 5

A Lévy-driven Futures Model

In the following we present an extension of the two-factor Brownian motion model of
Chapter 4. The extension is motivated by often discussed issues in option pricing theory
and shortcomings of the previous model, i. e.

• Normality in the underlying futures contracts

• same option-implied volatilities over different strikes

• limited increase in option-implied volatilities at the short end of the futures curve

• fitting quality.

All these issues influence each other and we elaborate on them in the following. It is the
goal of the chapter to present a rather general framework using exponential Lévy processes
for modeling electricity futures and pricing options on such futures, that can improve on
the items named above. We illustrate the general model by a particular choice of a
two-factor NIG process and discuss briefly advantages and shortcomings of the particular
approach based on market data.

Return Distribution

One of the most limiting assumptions in the two-factor Brownian motion model is that
log-returns of futures prices are described by a Normal distribution. Even more, spot price
returns, which are obtained as limit when the delivery period of the futures converges to
zero, are described by the model with a Normal distribution. That this distributional
assumption is not valid in the context of energy-related commodity markets has been
shown empirically by many authors for spot as well as for futures prices. At this point
we name only the work by Weron (2006), who provides an overview on distributional
properties of electricity spot and futures returns. Figure 3.2 illustrates the price return
distribution of some commodity futures and we refer to Chapter 3 for a detailed discussion
on that topic. A main finding of our statistical analysis there is that distributions from
the generalized hyperbolic class (GH) are better capable of describing futures return data
than the Normal distribution. This motivates our choice of a particular GH Lévy process,
i. e. an NIG process as illustrating example in this chapter.

83
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Option-Implied Volatilities – Volatility Smile

On the risk-neutral side Brownian motions have to be rejected as driving factors, too,
since option-implied volatilities observed in the market show so-called volatility smiles,
which cannot be explained by Brownian motions (cp. Definition 2.21). Brownian motions
and the Black-framework always imply the same option-implied volatility regardless of the
strike of the option. This limits the applicability of the model to at-the-money (ATM)
options. However, a model driven by some kind of Lévy process can induce option prices
that imply volatility smiles. The choice of the Lévy process usually dictates the flexibility
and shape of the smile. In practice, smiles are often shaped in such a way that close to at-
the-money options have lowest implied volatility, which increases when moving the strike
level into or out of the money. The smile does not have to be symmetric. In fact, electricity
markets show all kinds of smiles, and in many cases one has to guess about the shape of
smile due to a lack of available strikes. Figure 5.1 illustrates some market observed smiles
and one can already see that it will be very difficult to find suitable driving Lévy processes
that can reproduce such a wide range of option prices and volatilities. Cont and Tankov
(2004, Chapter 11.1.2) list a couple of implied volatility shapes in equity markets and
mention Lévy processes, that can handle some types of shapes, but the authors cannot
recommend a ”one-process-fits-all” solution.

Option-Implied Volatilities – Volatility Term-Structure

We know from empirical studies that (implied) volatilities of futures contracts increase as
time to maturity decreases. This is known as Samuelson effect (cp. Samuelson (1965))
or volatility term-structure that has been discussed in Chapter 4 in detail and is illus-
trated by Figure 4.2. On top of the Samuelson effect, we currently face the problem in
electricity markets, that price levels have risen during the last months and years and only
few options are offered by exchanges that allow for at-the-money trades. Especially for
monthly contracts the offered strike levels are far below the current futures price, i. e.
deep in-the-money (ITM). ITM options usually show higher implied volatilities than cor-
responding ATM options. (That this is not always the case in electricity markets can
be seen in Figure 5.1.) The increase in volatility when moving the strike away from the
forward price leads to a seemingly larger mean-reversion rate or equivalently very high
implied volatilities at the short end of the futures curve. While a Brownian motion driven
model is only capable of pricing ATM options precisely and will be misspecified when us-
ing other options for parameter estimation, other Lévy-driven models can accomodate for
the volatility smile, might explain the increased volatility at the short end of the futures
curve and can give reasonable prices for ATM options at the same time. Some examples
regarding the performance of Lévy-driven term-structure models are given in Cont and
Tankov (2004, Chapter 14.2).

Calibration

As mentioned above, we can use only ATM options for calibration of a Brownian motion
based model. This does not take into account all market information that is available.
This would be possible with more general Lévy processes. Though Lévy processes usually
require more parameters to be estimated, we have a much broader data basis in the market
as many options with different strike levels are observed. In electricity markets, especially
options on year futures come with up to ten (sometimes more) different strikes. Having
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Figure 5.1 Left: Option-implied volatility smiles for different electricity options, Right: Prices for

different electricity options, Top: Options on year 2009 futures, Mid: Options on year 2008 futures,

Bottom: Options on April 2007 futures; Black-implied volatilities/prices (solid lines) and market-implied

volatilities/prices (circles)
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more flexibility in the underlying process and a broader data basis we claim that it is
possible to achieve a much better quality of models as measured by pricing errors.

In this chapter we are going to present a two-factor model for electricity forward markets
based on exponential Lévy processes, derive pricing formulae and a calibration algorithm.
The presentation is structured as close as possible along the lines of Chapter 4 to highlight
similarities and point out improvements. We are also introducing an improved option
pricing algorithm. While the algorithm itself will be given, some of the computations
necessary for implementation are carried out in Chapter 6 in order to keep the presentation
focused on the modeling aspects.

In the course of the chapter we consider some special Lévy processes including Normal
inverse-Gaussian processes and discuss the fitting quality exemplary at the European
Energy Exchange (EEX). In contrast to Chapter 4 it is not our intention to provide a
model specification that is ready to use. Rather, we want to work out in detail the general
modeling and pricing mechanisms that have to be applied to electricity markets in the
no-arbitrage framework discussed in Section 4.3. These mechanisms are valid for general
Lévy processes and we present the results for one particular choice, the NIG process, which
is motivated by the statistical analysis of Chapter 3.

5.1 Literature Overview & Contribution

The existing research on modeling electricity forward markets has been outlined in Chapter
4 and all the comments apply here as well. Additional to the topic presented there, we
will make use of Lévy-driven market models and the pricing of options on averages of
these forwards in the chapter, so we describe the current state of research for Lévy market
models and average option pricing.

Market models driven by exponential Lévy processes are subject of the work by Eberlein
and Özkan (2005). The authors describe the setup of a LIBOR market model with general
background driving Lévy processes. They derive dynamics of forward LIBORs under
different forward measures and provide general pricing formulae for the evaluation of caps
and floors. Our modeling approach is slightly different in that we are modeling electricity
forwards which lead to a different setup of the model. One of the main differences is, loosely
speaking, that discounting processes are independent of asset processes in our context,
which makes the modeling under appropriate forward measures redundant. Moreover,
we are not pricing caps and floors but options which resemble more similarities with
swaptions. The arbitrage theory behind electricity markets has been worked out by Benth
and Saltyte-Benth (2005) and in Section 4.3.

The pricing of swaptions within a Lévy LIBOR model is subject of the work by Eberlein
and Kluge (2006). It can be seen as a sequel of the previously mentioned paper. The
pricing is done via some Laplace transform, a method which we will use in a modified
version, too, as we explain below. Both papers are related to interest rate markets with
respect to theory as well as numerical examples.

Some authors propose special Lévy processes in the context of energy markets, yet mostly
for electricity spot markets and obtain forwards as derivatives. We do not name all,
but some which we think are representative for many approaches. For example, we have
a jump-diffusion model suggested by Culot et al. (2006). It consists of a deterministic
seasonal component and a jump-diffusion process driving spot prices. Though the authors
provide formulae for pricing options on forwards, they use a Kalman-filter technique for



5.1. LITERATURE OVERVIEW & CONTRIBUTION 87

parameter inference and do not elaborate on the quality of their model with respect to
the forward market.

The inclusion of a mean-reverting Lévy process instead of a pure jump-diffusion can be
viewed as an extension of such an approach. This has been accomplished by Benth et al.
(2005). They use a multifactor Lévy-driven process in order to describe spot dynamics
and provide a pricing framework for options on forwards. They prove by simulation that
their model shows most of the distinctive characteristics of electricity spot prices, but they
lack a discussion of the appropriateness for forward markets and do not provide rigorous
information about parameter inference. A special case of those models, a mean-reverting
jump-diffusion, has been calibrated successfully to spot prices in Cartea and Figueroa
(2005). Another special case that can be embedded into the context of Lévy processes are
regime switching mean-reverting models, which have been fitted to spot prices in Huisman
and Mahieu (2003). Still, there is no indication for the validity of the model in forward
markets.

Besides the fact that all models mentioned above have been estimated using electricity
spot instead of forward prices, they all face the problem of parameter estimation using
historical data. What is a standard task in a pure diffusion setting using maximum
likelihood, moment-matching and Kalman-filter techniques, is a serious issue for Lévy
processes, in particular jump-diffusions. Since return data are observed on a discrete time
grid, it is not obvious whether a movement comes from the diffusion or the jump part
of the process. In fact, Honore (1998) and Ait-Sahalia (2004) point out, that this is an
ill-posed problem and often many different parameter combinations can yield exactly the
same quality of fit, yet implying different dynamics. We can avoid this issue entirely with
an option-implied estimation approach as pursued in Chapter 4. This is why we use the
method in the Lévy-setting as well.

We can summarize the state of electricity forward market modeling that to our knowledge
not a single attempt has been made to describe the forward and futures dynamics directly
based on Lévy processes. We are not aware of a discussion of this approach and possible
advantages and shortcomings.

Besides the modeling issue we will face a pricing problem, which is closely related to swap-
tion and average option pricing. Often, neither distribution nor characteristic function of
such averages are known and one has to apply Monte Carlo methods to obtain exact
prices. Since the method is not suitable for calibration purposes, we will use an approxi-
mation of the distribution of the average instead. While a lognormal approximation of the
average has been widely used, we propose a different class of distributions, exponentials
of generalized hyperbolic distributions and special cases thereof. It is the sole purpose
of Chapter 6 to demonstrate that the quality of such distributions as approximations is
remarkably good and the findings of that study motivate the choice for approximative
option pricing here. We refer to Section 6.1 for an overview of relevant research on the
topic of approximating distributions.

Since an approximation as presented in Chapter 6 has not been suggested anywhere else
up to now, we regard the worked out examples of approximative option pricing formulae
in the following sections as a contribution to the theory of option pricing in general.
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5.2 Presentation of a Lévy-driven Two-factor Model

The modeling approach follows the same ideas as in Chapter 4. The goal is to set up a
market model taking one month futures as building blocks and considering multi-period
futures as swap-like derivatives. The motivation of this approach and the arbitrage con-
siderations behind the modeling idea are given in Section 4.3.

We consider a filtered probability space
(
Ω,F , (Ft)t∈[0,TN ],Q

)
and let T = {Ti, i =

1, . . . , N}, N ∈ N be the tenor structure representing the beginning of delivery of each
one month futures contract. In electricity markets this will usually be the first day of a
month. Let r be a deterministic (and constant), continuously compounded spot interest
rate. Let t ∈ [0, TN ] denote time.

The underlying processes that will be modeled are futures that deliver spot electricity
during a specified one month period [Ti, Ti+1], Ti ∈ T . With exactly the same argument
as in Chapter 4 we assume an arbitrage-free market, i. e. the existence of a risk-neutral
measure Q such that all forward prices (and thus discounted prices of forward contracts)
are martingales.

Assume further that each futures price with delivery start T ∈ T follows a two-factor Lévy
motion under Q of the exponential form

F (t, T ) = F (0, T ) exp
{
µ(t, T ) +

∫ t

0
σ(s, T )dL(1)

s +
∫ t

0
σ2dL

(2)
s

}
, t ∈ [0, TN ] (5.1)

with a risk-neutral drift µ(t, T ), some time dependent one-dimensional deterministic volatil-
ity function σ(t, T ) and a two-dimensional Lévy motion (L(1)

t , L
(2)
t )t∈[0,TN ] which is stan-

dardized to have zero mean. The reason for this exponential setup has been outlined in
Section 2.2.

We want to motivate the structure of the model given by Eq. (5.1). Basically, similar
arguments apply as in the Brownian motion case of Chapter 4 and we summarize them as
follows:

• Statistical findings indicate the use of at least two factors (if not more) and parsimony
forces us to use as few factors as possible.

• Using two factors is motivated by term-structure properties of futures prices, whose
volatility decreases as time to maturity increases (first factor) but does not go down
to zero completely; it keeps away from zero even in the very long run (second factor).

• The model implies a two-factor spot price model, which is mean-reverting when
σ(t, T ) is chosen as Vasicek-volatility. The particular spot price model has been
discussed in Schwartz and Smith (2000) and is widely accepted in the case of gas
and oil.

Apart from these practical issues we see the discussion of this specific two-factor model
as exemplary for more general multi-factor Lévy-driven term-structure models and the
pricing of related derivatives. Using a term-structure factor and a second time-independent
constant volatility factor illustrates most of the challenges related to that type of models.
More complex models will lead to the same considerations as the specification above.

The Lévy motions can be chosen arbitrarily. Though we assume that the Lévy motion is a
two-dimensional Lévy process, we will often work with one-dimensional components (L(1)

t )
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and (L(2)
t ), which are assumed to be independent. We consider the marginal characteristic

functions as given and denote

ϕ
L

(1)
t

(u) = E
[
eiuL

(1)
t

]
, u ∈ R

ϕ
L

(2)
t

(u) = E
[
eiuL

(2)
t

]
, u ∈ R

or equivalently using time-independent characteristic exponents ψ for which holds

ϕ
L

(1)
t

(u) = etψL(1) (u), u ∈ R

ϕ
L

(2)
t

(u) = etψL(2) (u), u ∈ R.

The instantaneous volatility function σ(t, T ) determines the term-structure of volatility of
the futures. As we have discussed in the Brownian case already, there are many possible
choices for volatility functions. Many of the volatility specifications have proven to be
useful in the context of interest rate modeling, especially in LIBOR market models. Brigo
and Mercurio (2001, Chapter 6) present a wide range of feasible parametrizations and
discuss the performance of each in detail.

Since electricity markets are not as developed as interest rate markets, we aim to keep the
number of parameters as low as possible to avoid over specifications. It is not our goal to
find the best-fitting volatility function but to present modeling ideas for an undeveloped
market. That is why we will choose one of the simplest possible specifications, the so-called
Vasicek-term structure, i. e.

σ(t, T ) = σ1e
−κ(T−t), κ, σ1 > 0.

It is widely used in commodity markets since it has the advantage that spot price dynamics
are described by a mean-reverting process and in case of Brownian motion it reduces to
a model that has been proposed by Schwartz and Smith (2000) and is generally accepted
by now. Yet, we try to keep the discussion as independent as possible of a particular
volatility parametrization.

The only property, which will be used and is common to all models mentioned above, is
that σ(t, T ) can be factorized as

σ(t, T ) = f(t)g(T ).

f and g are real-valued functions, which are allowed to depend on t and T respectively, but
not on both variables at the same time. While this assumption is not necessary in general
to obtain tractable models, it is useful for implementation purposes as we will point out
later. Such a condition plays an important role to obtain Markovian spot price processes
(cp. Carverhill (1994)).

5.2.1 Risk-neutral Drift Condition

As we have argued in Chapter 4 we start modeling under a risk-neutral measure directly.
By assuming the existence of such a measure and imposing risk-neutral martingale dy-
namics, the market is specified in an arbitrage-free manner. The historic dynamics are of
no interest in this context. Thus, we do not face the problem which is common to Lévy
models. We do not model historic dynamics and change then to a risk-neutral martingale
measure. In general, such a change will not be unique and it is not clear at all which
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pricing measure to choose, though there are common and convenient choices such as the
Esscher measure. This approach is used when information from historic data is used, e. g.
for model calibration. We, in contrast, are using solely risk-neutral information implied
from option prices so that there is no need to state the relation between a risk-neutral and
a historic measure.

Thus, we can restrict to martingale dynamics which we obtain by adjusting the drift such
that futures prices are martingales under Q from the very beginning. We show how to
derive this drift condition.

In case of existence consider the moment generating function of a stochastic process (Lt) ∈
R

MLt(u) = E
[
euLt

]
= ϕLt(−iu), u ∈ R.

For the determination of a risk-neutral drift µ(t, T ) in Eq. (5.1), we need to specify the
expected values of the two driving factors. The expectation of the second driving factor
(constant volatility) is easily obtained using the moment generating function, but for the
first factor (term-structure) we need to compute the expectation of an integral, i. e. we
will need the characteristic function of

∫ t
0 f(r)dL(1)

r for some given function f .

Lemma 5.1. (Characteristic Function of Term-Structure Factor)

Let f be a deterministic, real-valued, bounded and Riemann integrable function on [0, TN ]
and (Lt) a Lévy process with characteristic exponent ψL. Then It :=

∫ t
0 f(r)dLr has

characteristic function

ϕIt(u) = exp
{∫ t

0
ψL(uf(r))dr

}
. (5.2)

Proof. See Norberg (2004, Appendix 3) for the same result on moment generating func-
tions. The proof can be applied to characteristic functions without any restrictions.

This result leads directly to the risk-neutral drift µ(t, T ):

Lemma 5.2. (Risk-neutral Drift Condition)

The risk-neutral drift of the Lévy model (5.1) is

µ(t, T ) = log
(
ϕ−1

L
(2)
t

(−iσ2)ϕ−1
It

(−i)
)

= −tψL(2)(−iσ2)−
∫ t

0
ψL(1)(−iσ(r, T ))dr (5.3)

where It :=
∫ t
0 σ(r, T )dL(1)

r . The statement is true in case of existence of the moment
generating functions ML(2)(σ2) and ML(1) (σ(r, T )) ∀r ∈ [0, t].

Proof. We have to show that this choice of drift makes the futures process F (t, T ) a
martingale in t under Q. We will make use of the following identities in u ∈ R for each
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t ≥ s ≥ 0:

E
[
eiuL

(2)
t |Fs

]
= eiuL

(2)
s E

[
eiuL

(2)
t−s |F0

]
E
[
eiu

R t
0 f(r)dL

(1)
r |Fs

]
= eiu

R s
0 f(r)dL

(1)
r E

[
eiu

R t
s f(r))dL

(1)
r |F0

]
(5.4)

where the right hand sides can be expressed in terms of characteristic exponents of L(1),(2).

With the definition of It :=
∫ t
0 σ(r, T )dL(1)

r we can calculate

E [F (t, T )|Fs]
(5.1)
= E

[
F (0, T ) exp

{
µ(t, T ) + It + σ2L

(2)
t

}
|Fs
]

(5.4)
= F (0, T ) exp {µ(t, T )}

× exp
{
Is + σ2L

(2)
s

}
E
[
exp

{∫ t

s
σ(r, T )dL(1)

r + σ2L
(2)
t−s

}]
(5.3)
= F (0, T ) exp {−tψL(2)(−iσ2)}

× exp
{
−
∫ s

0
ψL(1)(−iσ(r, T ))dr −

∫ t

s
ψL(1)(−iσ(r, T ))dr

}
× exp

{
Is + σ2L

(2)
s

}
E
[
exp

{∫ t

s
σ(r, T )dL(1)

r + σ2L
(2)
t−s

}]
(5.2)
= F (0, T ) exp {−tψL(2)(−iσ2)}

× exp
{
−
∫ s

0
ψL(1)(−iσ(r, T ))dr −

∫ t

s
ψL(1)(−iσ(r, T ))dr

}
× exp

{
Is + σ2L

(2)
s +

∫ t

s
ψL(1)(−iσ(r, T ))dr + (t− s)ψL(2)(−iσ2)

}
= F (0, T ) exp

{
µ(s, T ) + Is + σ2L

(2)
s

}
= F (s, T ).

The calculations are valid when switching between characteristic and moment generating
function is allowed. This is the case when the moment generating function of (L(1)

t ) exists
at all points σ(r, T ), r ∈ [0, t] and the moment generating function of (L(2)

t ) exists at σ2.
This is ensured by assumption.

This concludes the derivation of arbitrage-free dynamics of Lévy-driven futures. We turn
now to the pricing of derivatives in this framework.

5.2.2 Options on Futures

We want to price European call options at time t with strike K and maturity T0 < T ∈ T
on futures F (T0, T ) given by the model in Eq. (5.1). This amounts to the evaluation of
the expectation

Call = e−r(T0−t)E
[
(F (T0, T )−K)+

∣∣Ft] .
The evaluation of the expected value with respect to a risk-neutral measure Q can be
accomplished in several ways, which we have discussed in Section 2.3. We briefly recall
the approaches.
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In general, we can apply an option pricing formula of the type

Call = e−r(T0−t)
(∫ ∞

K
fQ(s)sds−KQ [F (T0, T ) ≥ K|Ft]

)
. (5.5)

Here, fQ denotes the density of F (T0, T ) under the measure Q conditional on Ft. Thus,
the pricing problem depends on the tractability of the integral and the probability measure
Q. The evaluation of the probabilities can be complex in Lévy models, though possible in
some special cases at least for single option evaluations. Yet, to use the pricing formula
for calibration purposes, the speed of the formula is of uppermost interest.

In order to avoid difficulties in implementing non-standard distributions, we apply the
pricing method by Fourier transforms. The Fourier transform makes use of the risk-neutral
characteristic function ϕlogF (T0,T ) of logF (T0, T ) instead of the probability distribution,
i. e.

Call =
e−α logK

2π

∫ ∞
−∞

e−iv logKe−r(T0−t) ϕlogF (T0,T )(v − (α+ 1)i)
α2 + α− v2 + i(2α+ 1)v

dv.

Details on the pricing technique by Fourier transforms, the parameter α > 0 and the
application of Fast Fourier Transforms are given in Appendix A.

Thus, we have a general pricing routine that allows for an efficient evaluation of option
prices for different Lévy processes as long as the risk-neutral characteristic function of the
logarithm of the underlying is known. In case of a term-structure model as in Eq. (5.1),
this depends on the tractability of the two driving factors, i. e. (t = 0)

ϕlogF (T0,T )(u) = E
[
exp

{
iu logF (0, T ) + iuµ(T0, T ) + iu

∫ T0

0
σ(s, T )dL(1)

s + iuσ2L
(2)
T0

}]
= exp{iu(logF (0, T ) + µ(T0, T ))}ϕIT0

(u)ϕL(2)
T0

(u), u ∈ R.

At maturity T0 the second factor (L(2)
t ) has characteristic function

ϕL(2)
T0

(u) = exp {T0ψL(2)(u)}

and is known as soon as the characteristic exponent ψL(2) is available. Usually, we start
the model building by choosing an appropriate characteristic exponent for (L(2)

t ).

The first factor IT0 =
∫ T0

0 σ(s, T )dL(1)
s has characteristic function

ϕIT0
(u) = exp

{∫ T0

0
ψL(1)(uσ(s, T ))ds

}
.

This integral needs to be evaluated often for a given T and different u ∈ R in order to
apply the FFT. Thus it is convenient if ψL(1) allows for an explicit integration. Otherwise,
a numerical integration needs to be carried out which makes FFT slow and calibration
procedures that rely on the repeated evaluation may take too much time for application in
practice. We give two examples where the characteristic function of IT0 can be computed
explicitly.

Example 5.3. (Characteristic Function of Term-Structure Factor – Brownian
Motion Case)
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If (L(1)
t ) is a standardized Brownian motion and the volatility term-structure is given by

σ(t, T ) = σ1e
−κ(T−t),

then the characteristic function of It =
∫ t
0 σ(s, T )dL(1)

s can be computed to be

ϕIt(u) = ϕĨt
(
uσ1e

−κT )
ϕĨt(u) = exp

{
u2

4κ
(
1− e2κt

)}

where Ĩt :=
∫ t
0 e

κsdL
(1)
s .

Proof. The characteristic exponent of a standardized Brownian motion is known to be

ψL(1)(u) = −1
2
u2.

Computation of the integral∫ t

0
ψ(ueκs)ds = −

∫ t

0

1
2
u2e2κsds = −u

2

4κ
(
e2κt − 1

)
and applying Lemma 5.1 gives the characteristic function of Ĩt and It.

Example 5.4. (Characteristic Function of Term-Structure Factor – NIG Case)

If (L(1)
t ) is a zero mean NIG process, i. e.

L
(1)
t=1 ∼ GH1

(
λ = −1/2, χ, ψ, µ, σ2

1, γ
)

with µ = −
√

χ
ψγ and the volatility term-structure is given by σ(t, T ) = e−κ(T−t), then the

characteristic function of It =
∫ t
0 σ(s, T )dL(1)

s can be computed to be

ϕIt(u) = ϕĨt
(
ue−κT

)
ϕĨt(u) = exp {Ψ(t;u)−Ψ(0;u)}

where

Ψ(s;u) =
√
χ

κ

[
− iuγe

κ s

√
ψ

−
√
ψ + σ1

2e2κ su2 − 2 iuγeκ s

+
iuγ√
σ1

2u2
log
(
√
χ

(
−iuγ + σ1

2u2eκ s√
σ1

2u2
+
√
ψ + σ1

2e2κ su2 − 2 iueκ sγ
))

+
√
ψ log

(
2χ
(
ψ − iueκ sγ + 2

√
ψ
√
ψ + σ1

2e2κ su2 − 2 iueκ sγ
))]

and Ĩt :=
∫ t
0 e

κsdL
(1)
s .
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Proof. The characteristic exponent of L(1) is

ψL(1)(u) = −i
√
χ

ψ
γu−

√
χψ + u2χσ2

1 − 2iuχγ +
√
χψ.

The characteristic function of Ĩt =
∫ t
0 e

κsdL
(1)
s is obtained by integration of the character-

istic exponent, i. e. ∫ t

0
ψL(1) (ueκs) ds.

It can be verified by differentiation that

∂Ψ(s;u)
∂s

= ψL(1) (ueκs)

for the function Ψ as defined in the example. Thus, Ψ is an antiderivative of ψL(1) and
the representation for ϕĨt follows from Lemma 5.1. The result for It follows directly.

5.2.3 Options on Sums of Futures

As we have discussed in Chapter 4, we need to price options on a portfolio of one months
futures since such portfolios represent longer-term futures within our model and are stan-
dard derivatives in electricity markets (and other commodity markets such as natural gas,
coal and oil). For a detailed treatment of this portfolio approach compare Section 4.

We consider options on weighted arithmetic averages of the underlying one month futures,
i. e.

e−r(T0−t)E

[(
1∑n e−rTi

n∑
i=1

e−rTiF (T0, Ti)−K

)+∣∣∣∣∣Ft
]
.

The pricing of options on a sum of forwards is similar (but not the same) as pricing of
Asian-type options. More precisely, the price of a multi-asset option with term-structure
and dependence is asked for. The challenge of pricing (arithmetic) Asian options, i. e.
options on weighted sums of underlying assets, is due to the fact that neither distribution
nor characteristic function of the sum are known.

Procedures to find (approximate) prices for Asian options are manifold. Firstly, one can
use Monte Carlo methods to price the option. There are sophisticated variance reduction
techniques to reduce the number of Monte Carlo paths significantly. Most of them go back
to the work by Kemna and Vorst (1990) and a recent overview can be found in Cont and
Tankov (2004, Chapter 11.5). Besides variance reduction, the path-dependent structure of
the option can be used to make the algorithms more efficient (cp. Broadie and Glasserman
(1996); Broadie et al. (1999)). Rasmus et al. (2004) and Schoutens and Symens (2003)
discuss the pricing techniques when the underlying processes are of Lévy-type. Yet, Monte
Carlo based techniques are time consuming and do not allow for model calibration.

Secondly, one can derive arbitrage bounds for the option price in several ways and deduce
an interval which covers the true but unknown price. The approach might be good enough
to have an estimate for the price, but is usually insufficient for calibration purposes either.
Albrecher and Predota (2002) and the references therein are a good starting point for
research in that area.

Thirdly, one can approximate the distribution of the average by a well-chosen distribution
and obtain an approximated price, which can be used for calibration. This is the method
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we pursue in this work. Since the proper choice of the approximating distribution is a
topic of its own, we dedicate a whole chapter to the issue. Chapter 6 of this thesis discusses
several approximating distributions among them the lognormal distribution, NIG and a
candidate, that is proposed by us, the exponential of an NIG, which we call log-NIG.
There, we conduct an extensive simulation study to find the best approximation, which
is obtained by moment-matching. Here, we do not want to go into details of the study
and we think it suffices to say that the log-NIG distribution performs best among all
candidates. This is why it is our choice that we have in mind in the upcoming sections.

We want to outline the pricing algorithm, which is based on a moment-matching tech-
nique. As mentioned above, the idea is to approximate the risk-neutral distribution of the
sum (average) 1Pn e−rTi

∑n
i=1 e

−rTiF (T0, Ti) by a suitable distribution and use this approx-
imating distribution to price the option. Depending on the approximating distribution,
the option price is then given by a Black-type formula, by density pricing according to Eq.
(5.5) or can be computed by FFT methods. The latter is applicable in all cases discussed
below.

After having chosen a suitable and parametrized class of approximating distributions, we
need to estimate the parameters. In the following we present the procedure to specify
an approximating distribution based on matching moments. We want to note that many
simplifications in the estimation technique discussed in the literature are not applicable
since the summands in our model are neither stationary nor independent.

The well-established idea of the procedure explained below is to compute the moments
of the sum of futures and approximate it by a distribution with same moments. The
theoretical foundation behind this is summarized in an Edgeworth expansion:

Theorem 5.5. (Edgeworth Expansion)

Let F be a continuous distribution function with density f and characteristic exponent ψ.
Define cumulants in case of existence of the derivatives as

ck(F ) :=
1
in
dkψ(u)
duk

∣∣∣∣
u=0

, k ∈ N.

Let G be another continuous distribution with density g and assume that both have at least
first four finite cumulants with c1(F ) = c1(G). Then, the density f can be expanded in
terms of g:

f(x) = g(x) +
c2(F )− c2(G)

2
d2g(x)
dx2

− c3(F )− c3(G)
3!

d3g(x)
dx3

+
c4(F )− c4(G) + 3(c2(F )− c2(G))2

4!
d4g(x)
dx4

+ η(x)

where η(x) is an error term with representation

η(x) =
∫ ∞
−∞

1
2π
eitxo(t3)dt.

Proof. Jarrow and Rudd (1982, Appendix)
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The basic statement of the theorem is that the difference between two distributions can
be expressed as the difference of cumulants. The concept of cumulants is closely related
to that of moments. While moments can be defined in terms of derivatives of the char-
acteristic function, cumulants are defined via derivatives of the characteristic exponent.
In fact, there is a one-to-one correspondance between the two quantities. The conversion
formula and proofs are given in the textbook by Stuart and Kendall (1963) and we state
only special cases to have an intuition of the quantities. Let mi and ci denote the ith
order centered moment and cumulant respectively (m1 is the (uncentered) expectation),
then the relation between moments and cumulants is given as follows:

m1 = c1

m2 = c2

m3 = c3

m4 = c4 + 3c22
m5 = c5 + 10c3c2

...

Using such explicit formulae, it is possible to convert from moments to cumulants straight-
forwardly. Even more, when two distributions share the same first moments, they also have
same first cumulants, which makes moment-matching very similar to cumulant-matching.

We return to the statement of the Edgeworth expansion. While expectations/1st cu-
mulants of F and G are equal by assumption, the difference in second order cumulants
accounts for differences in variances, the third order term accounts for skewness and the
fourth order cumulant for kurtosis. Of course, the expansion could be continued for higher
order cumulants, yet it is agreed upon in the academic literature that the first four mo-
ments/cumulants are the most important quantities when pricing derivatives.

The quality of the approximation depends on the size of the error term η(x). Yet, there
is no upper bound in general. If all moments of F and G exist, then it can be shown that
η(x) → 0 uniformly in x ∈ R when the order of approximation is increased. If either F
or G feature infinite moments of some order, the error term has to be assessed carefully.
This has been done in some basic cases by Mitchell (1968) and Schleher (1977). That the
error term will be small in our applications is a result of the simulation study in Chapter
6.

Using the proposition above one can derive the following approximation for a European
call option price.

Corollary 5.6. (Call Price Approximation)

Let F and G be distribution functions with densities f and g that are sufficiently differen-
tiable. Let CF and CG denote the price of a European call option on an underlying with
risk-neutral distribution F and G respectively. T0 denotes maturity and K the strike of
the option. Then we can expand the price of a call on F in terms of the price of a call on



5.2. PRESENTATION OF A LÉVY-DRIVEN TWO-FACTOR MODEL 97

G by

CF = CG + e−r(T0−t) c2(F )− c2(G)
2

∫
R

max(x−K)+g(2)(x)dx

−e−r(T0−t) c3(F )− c3(G)
3!

∫
R

max(x−K)+g(3)(x)dx (5.6)

+e−r(T0−t) c4(F )− c4(G) + 3(c2(F )− c2(G))2

4!

∫
R

max(x−K)+g(4)(x)dx+ η

where η accounts for all remaining differences and has representation

η = e−r(T0−t)
∫ ∞
−∞

max(0, x−K)+
∫ ∞
−∞

1
2π
eitxo(t3)dtdx.

Proof. Jarrow and Rudd (1982, Section 3)

The result can be interpreted as follows: When the true distribution of an asset is F we
can approximate the price of a call on that asset by assuming an alternative distribution
G, computing the call price based on G and correcting for differences in higher order
cumulants. The magnitude of correction depends on derivatives of the density of G and
the difference in cumulants. Naturally, it is the idea to use a distribution G which allows
for a simple option evaluation such as the lognormal distribution.

The size of the error term η cannot be estimated in general but is directly linked to the
error term η(x) in Theorem 5.5. Much of the literature has claimed that the first four
moments/cumulants are sufficient to determine the price of an option. If we are using an
approximating distribution which is capable of matching the first four moments perfectly,
then the theorem collapses to the statement

CF = CG + η.

This will be the case for all approximating distributions under consideration subsequently
with exception of the lognormal distribution. In this case the density of G is known and
Eq. (5.6) can be worked out with the result

CF = CG + e−r(T0−t) c2(F )− c2(G)
2

g(K)− e−r(T0−t) c3(F )− c3(G)
3!

g′(K)

+e−r(T0−t) c4(F )− c4(G) + 3(c2(F )− c2(G))2

4!
g(2)(K) + η.

G and g denote lognormal distribution function and density. The volatility parameter
of the lognormal distribution will be chosen so that variances (2nd cumulants) of the
distributions coincide. Then, the 2nd term in the equation will vanish and we are left with
a straightforward to evaluate option pricing formula for any type of distribution F .

Summarizing the approach above, it suffices to compute the moments of the true under-
lying distribution of the sum and match them with another suitable distribution (this is
equivalent to matching the cumulants as there is a one-to-one correspondance). Matching
the moments with some approximating distribution is topic of Chapter 6. Computing the
moments of the underlying is the focus of the following paragraphs.
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Define

A(t) :=
∑n

i=1 e
−rTiF (t, Ti)∑n
i=1 e

−rTi
.

This is the forward price of a contract delivering during n periods, often referred to as
swap rate. We want to price an option on A(T0), T0 ≤ T1. In the following we drop some
of the time indexes, set the current time t = 0 and for the sake of readability, we use the
following notation:

Fi = F (0, Ti), i = 1, . . . n

BP =
n∑
i=1

e−rTi

The next proposition will show how to compute moments of A(T0) in terms of the char-
acteristic exponents of the driving factors of F (t, T ).

Theorem 5.7. (Moments of Averages)

The mth power (m ∈ N) of the average A(T0) can be represented as

A(T0)m =
1

BPm
exp

{
mσ2L

(2)
T0

}
×

n∑
i1,...,im=1

(
e−r

Pm
k=1 Tik exp

{
m∑
k=1

∫ T0

0
σ(s, Tik)dL(1)

s

}
m∏
k=1

Fik exp{µ(T0, Tik)}

)
.

Assume further that the moment generating function of L(1) exists at

u =
m∑
k=1

σ(s, Tik), ∀s ∈ [0, T0] ∀Tik ∈ T

and of L(2) at u = mσ2. If the volatility function can be factorized as σ(t, T ) = f(t)g(T ),
then the expectation E [A(T0)m] is given in terms of characteristic exponents of L(1) and
L(2):

E[A(T0)m] = exp {T0ψL(2)(−imσ2)− T0mψL(2)(−iσ2)}
n∑

i1,...,im=1

e
−r

Pm
k1
TikFi1 · . . . · Fim ·

exp

{∫ T0

0
ψL(1)

(
−i

m∑
k=1

σ(s, Tik)

)
−

m∑
k=1

ψL(1) (−iσ(s, Tik)) ds

}
1

BPm
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Proof. The representation of A(T0)m follows from collecting terms in

A(T0)m =
(∑n

i=1 e
−rTiF (T0, Ti)∑n
i=1 e

−rTi

)m
(5.1)
=

1
BPm

(
n∑
i=1

e−rTiFi exp
{
µ(T0, Ti) +

∫ T0

0
σ(s, Ti)dL(1)

s +
∫ T0

0
σ2dL

(2)
s

})m

=
1

BPm

 n∑
i1,...,im=1

m∏
k=1

e−rTikFik exp
{
µ(T0, Tik) +

∫ T0

0
σ(s, Tik)dL(1)

s + σ2L
(2)
T0

}m

=
1

BPm
exp

{
mσ2L

(2)
T0

}
×

n∑
i1,...,im=1

(
e−r

Pm
k=1 Tik exp

{
m∑
k=1

∫ T0

0
σ(s, Tik)dL(1)

s

}
m∏
k=1

Fik exp{µ(T0, Tik)}

)
.

Computing the expectation on both sides of the last equation yields

E [A(T0)m] =
1

BPm
exp {T0ψL(2)(−imσ2)}

n∑
i1,...,im=1(

e−r
Pm

k=1 Tik E

[
exp

{
m∑
k=1

∫ T0

0
σ(s, Tik)dL(1)

s

}]
m∏
k=1

Fik exp{µ(T0, Tik)}

)
.

At this point it is not possible in general to compute the remaining expectation as a
product of corresponding characteristic functions as the stochastic integrals∫ T0

0
σ(s, Tik)dL(1)

s

are most likely to be dependent. If the expression can be factorized into a stochastic
integral common to all summands and a deterministic function, we can simplify the terms
above. This is why we assume that there are functions f and g such that

σ(t, T ) = f(t)g(T ).

Then

E

[
exp

{
m∑
k=1

∫ T0

0
σ(s, Tik)dL(1)

s

}]
= E

[
exp

{
m∑
k=1

g (Tik)
∫ T0

0
f(s)dL(1)

s

}∣∣∣∣∣
Lemma 5.1= exp

{∫ T0

0
ψL(1)

(
−i

m∑
k=1

g (Tik) f(s)ds

)}

= exp

{∫ T0

0
ψL(1)

(
−i

m∑
k=1

σ (s, Tik) ds

)}
.

Substituting this result and the risk-neutral drift

µ(t, T ) Lemma 5.2= −tψL(2)(−iσ2)−
∫ t

0
ψL(1)(−iσ(s, T ))ds

into the equations above, we yield the claim.



100 CHAPTER 5. A LÉVY-DRIVEN FUTURES MODEL

Using this representation based on characteristic functions (resp. characteristic exponents)
only, one can readily compute the first moments of the true but unknown underlying risk-
neutral distribution. We want to note, that the implementation of the moments can
simplify using symmetries. The first moment is given by

m1 =
1
BP

n∑
i=1

e−rTiFi

while in the computation of m2 one can save half of the operations when using symmetries
in the double sum over i1, i2. Similar considerations apply for all higher moments.

Now, we can match these theoretical moments with an approximating distribution and
apply the pricing routine via an Edgeworth expansion. Worked out examples for matching
moments with alternative distributions are given in Chapter 6 and are not repeated here.
In the following, we discuss particular models and compute the relevant quantities such
as risk-neutral drifts, characteristic exponents and existence conditions for moments.

5.2.4 Modeling Examples

In the following we discuss special cases of the term-structure model given by Eq. (5.1).
The discussion includes the following steps:

1. Specify an appropriately parametrized two-dimensional Lévy process
(
L

(1)
t , L

(2)
t

)
and volatility term-structure function σ(t, T ).

2. Compute characteristic function of the term-structure integral It =
∫ t
0 σ(s, T )dL(1)

s

(Lemma 5.1).

3. Check existence condition for risk-neutral drift µ(t, T ) (Lemma 5.2).

4. Check existence condition for high order moments (Theorem 5.7).

When all functions can be computed explicitly and existence is secured, then it is possible
to apply the option pricing technique presented before. Thus, the model and derivatives
are fully described.

As the most prominent example we choose (L(1)
t ) = (W (1)

t ) and (L(2)
t ) = (W (2)

t ) two
independent Brownian motions. Both motions are taken to have mean zero and variance
one. We assume the volatility term-structure to be described by

σ(t, T ) = σ1e
−κ(T−t).

This particular volatility specification can be factorized into f(t)g(T ) with

f(t) = eκt and g(T ) = σ1e
−κT .

The model has the appearance

F (t, T ) = F (0, T ) exp
{
µ(t, T ) +

∫ t

0
σ(s, T )dW (1)

s + σ2dW
(2)
t

}
(5.7)

and is the same as discussed in Chapter 4. We list it here again to clarify the procedure
and show that the methodology presented here coincides with what has been shown in
Chapter 4.
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We need to know the characteristic functions of the processes It =
∫ t
0 e

κsdW
(1)
s and W (2)

t

in order to compute the risk-neutral drift µ and option prices thereafter. All required
quantities are summarized in the following

Example 5.8. (Two-factor Brownian Motion Model)

If L(1) and L(2) in Eq. (5.7) are assumed to be independent Brownian motions W (1) and
W (2) with mean zero and variance one (i. e. a standardized two-dimensional Brownian
motion), then the characteristic functions of L(2)

t = W
(2)
t and Ĩt =

∫ t
0 e

κsdW
(1)
s are given

by

ϕ
L

(2)
t

(u) = exp
{
−1

2
u2t

}
ϕĨt(u) = exp

{
u2

4κ
(
1− e2κt

)}
.

The characteristic function of It =
∫ t
0 σ1e

−κ(T−s)dW
(1)
s is given by

ϕIt(u) = ϕĨt
(
uσ1e

−κT ) .
All moment generating functions exist for each u ∈ R and t > 0 so that the risk-neutral
drift is given by

µ(t, T ) = −1
2
tσ2

2 +
σ2

1

4κ

(
e−2κ(T−t) − e−2κT

)
.

Proof. Explicit computation of the result in Lemma 5.2 yields the risk-neutral drift above.
The calculation of the characteristic functions have been carried out in Example 5.3.

For implementation purposes it is important to realize that the knowledge of ϕ
L

(1)
t

and ϕĨt
for each u ∈ R suffices to describe all futures contracts independent of their maturity T .
The different maturities enter the formulae only by evaluating the characteristic functions
at different points. This makes coding convenient and very flexible as only characteristic
functions have to be substituted in order to obtain different models.

Another representative of processes commonly used for financial modeling is the exponen-
tial NIG process, which has been introduced in Section 2.2. The idea is to specify the
Lévy processes L(1),(2) in Eq. (5.1) by two independent NIG processes. This can be done
in different ways, of which we present the following.

We define a two-dimensional NIG process by the Lévy properties of Definition 2.13 and
specify the distribution of the process at time t = 1 to be a two-dimensional NIG distri-
bution, i. e.

(L(1)
1 , L

(2)
1 )′ ∼ GH2(λ = −1/2, χ, ψ, µ,Σ, γ), i = 1, 2

Σ = Diag(σ2
1, σ

2
2) ∈ R2×2

µ = −√χ γ√
ψ
∈ R2

γ = (γ1, γ2)′ ∈ R2

χ, ψ > 0.
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This means in particular, that we assume the same mixing distribution, even the same
mixing random variable for both marginal processes. While it would be possible to consider
two one-dimensional NIG processes coming from two mixing variables, it would not lead
to a two-dimensional NIG process in the sense of our definition anymore and we had to
cope with two more parameters χ and ψ.

In this setup the NIG process has zero mean and some variance different from the identity.
It were possible to restrict to unit variance and control for the variance in some alternative
way which is a matter of parametrization and yields equivalent results. The defining model
Eq. (5.1) reads now

F (t, T ) = F (0, T ) exp
{
µ(t, T ) +

∫ t

0
σ(s, T )dL(1)

s + L
(2)
t

}
. (5.8)

The volatility function is chosen to be

σ(t, T ) = e−κ(T−t).

All quantities necessary for option pricing can be computed explicitly and are summarized
in

Example 5.9. (Two-factor NIG Model)

Given a model driven by a two-dimensional NIG process as described above, the charac-
teristic functions of L(2)

t and Ĩt =
∫ t
0 e

κsdL
(1)
s are given by

ϕ
L

(2)
t

(u) = exp
{
−i
√
χ

ψ
γ2u−

√
χψ + u2χσ2

2 − 2iuχγ2 +
√
χψ

}
ϕĨt(u) = exp {Ψ(t;u)−Ψ(0;u)}

where

Ψ(s;u) =
√
χ

κ

[
− iuγ1e

κ s

√
ψ

−
√
ψ + σ1

2e2κ su2 − 2 iuγ1eκ s

+
iuγ1√
σ1

2u2
log
(
√
χ

(
−iuγ1 + σ1

2u2eκ s√
σ1

2u2
+
√
ψ + σ1

2e2κ su2 − 2 iueκ sγ1

))
+
√
ψ log

(
2χ
(
ψ − iueκ sγ1 + 2

√
ψ
√
ψ + σ1

2e2κ su2 − 2 iueκ sγ1

))]
.

The moment generating function of L(2) exists at u ∈ R as long as

ψ − σ2
2u

2 − 2uγ2 ≥ 0.

The moment generating function of Ĩt exists at u ∈ R as long as

ψ − σ2
1u

2e2κs − 2ueκsγ1 ≥ 0 ∀s < t.

The characteristic function of It =
∫ t
0 e
−κ(T−s)dL

(1)
s is given by

ϕIt(u) = ϕĨt
(
ue−κT

)
and existence of the moment generating function of It at u ∈ R is ensured when

ψ − σ2
1u

2e−2κ(T−s) − 2ue−κ(T−s)γ1 ≥ 0 ∀s < t.
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Then, the risk-neutral drift can be computed via

µ(t, T ) = ϕIt(−i) · ϕL(2)
t

(−i).

Proof. The characteristic exponent of L(1) and L(2) is

ψL(j)(u) = −i
√
χ

ψ
γju−

√
χψ + u2χσ2

j − 2iuχγj +
√
χψ, j = 1, 2

This explains the characteristic function ϕ
L

(2)
t

of L(2)
t . The characteristic functions of Ĩt

and It are taken from Example 5.4.

In order to apply Lemma 5.2 for computing the risk-neutral drift µ(t, T ) we have to ensure
existence of moment generating functions. The moment generating function of L(2)

t exists
at u ∈ R if

ψ − σ2
2u

2 − 2uγ2 ≥ 0

by the general discussion on GH distributions in Section 2.1. Asking for existence of the
moment generating function of Ĩt for each u ∈ R is equivalent to asking for existence of
the moment generating function of ψL(1)(ueκs) for each s < t and u ∈ R according to
Lemma 5.1. Existence conditions of ϕĨt are obtained by using the equation above where
u is replaced by ueκs. Analogously, existence of the moment generating function of It can
be guaranteed.

In this example, the moment generating functions do not exist in general for all u ∈ R
with a given parameter specification. Thus, a risk-neutral drift as in Lemma 5.2 cannot
be computed in general, i. e. the risk-neutral expectation might be infinite. This needs
to be ruled out by a proper choice of parameter. For the option pricing method by an
Edgeworth expansion, it will be necessary to check for the existence of higher moments,
too. Finally, the required moments should exist for all t ≤ T0 for an option’s maturity T0.
Sufficient conditions are given in

Example 5.10. (Two-factor NIG Model: Moment Conditions)

Consider an option with maturity T0 < T on A(T0) = 1Pn e−rTi

∑n
i=1 e

−rTiF (T0, Ti), where
F (t, T ) follows the model (5.8). A sufficient condition for the existence of the first m
risk-neutral moments of A(T0) is that

i)

{
ψ −m2σ2

1e
−2κ(T1−T0) − 2me−κ(T1−T0)γ1 ≥ 0 if γ1 > 0

ψ −m2σ2
1e
−2κ(T1−T0) − 2me−κTnγ1 ≥ 0 if γ1 ≤ 0

and

ii)
{
ψ −m2σ2

2 − 2mγ2 ≥ 0 if γ2 > 0
ψ −m2σ2

2 ≥ 0 if γ2 ≤ 0.



104 CHAPTER 5. A LÉVY-DRIVEN FUTURES MODEL

Proof. According to Theorem 5.7 we have to show the existence of the moment generating
function of L(2)

t at u = k for each k ∈ N, k ≤ m. The moment generating function of L(2)
t

exists at u ∈ R if
ψ − σ2

2u
2 − 2uγ2 ≥ 0.

If γ2 > 0 then we have for u = k ≤ m

ψ − σ2
2u

2 − 2uγ2 ≥ ψ −m2σ2
2 − 2mγ2 ≥ 0

by ii) of the example. If γ2 < 0 we have

ψ − σ2
2u

2 − 2uγ2 ≥ ψ −m2σ2
2 ≥ 0

which is true by ii).

By the same proposition we check the existence of the moment generating function of
L

(2)
T0

at u =
∑m

k=1 σ(s, Tij ) for all s ∈ [0, T0] and arbitrary Tij ∈ T . For γ1 > 0 and any
s ∈ [0, T0] we plug the particular u into the existence condition from Lemma 2.6:

ψ − σ2
1

 m∑
j=1

e−κ(Tij
−s)

2

− 2
m∑
j=1

e−κ(Tij
−s)γ1 ≥ ψ − σ2

1m
2e−2κ(T1−T0) − 2me−κ(T1−T0)γ1

≥ 0

where positivity is secured by i). If γ1 ≤ 0 and s ∈ [0, T0]:

ψ − σ2
1

 m∑
j=1

e−κ(Tij
−s)

2

− 2
m∑
j=1

e−κ(Tij
−s)γ1 ≥ ψ − σ2

1m
2e−2κ(T1−T0) − 2me−κTnγ1

≥ 0

which is true by i).

Reviewing the proof, we can see that T1 can be substituted by T0 in i). This would lead to
a more restricting condition and implies the condition of the theorem. Though this may
be less favorable, it would make assumption i) independent of T0 and T1. In fact, we can
make the condition entirely independent of the tenor structure by requiring

i′)
{
ψ −m2σ2

1 − 2mγ1 ≥ 0 if γ1 > 0
ψ −m2σ2

1 ≥ 0 if γ1 ≤ 0

since i′) implies i). This simplifies checking for existence when applying the moment
conditions in practice. Having illustrated the main ideas for a Lévy term-structure model
with two worked-out examples, we can turn to the implementation of both models and
conduct a preliminary analysis of the performance.

5.3 Calibration

In order to obtain risk-neutral parameter, we have to infer from current prices, not from
price time series. Since we are able to price options in the market and it is our goal to
fit the volatility surface, i. e. volatility term-structure (along maturity, fixed strike), and
volatility smiles (along strikes, fixed maturity), we use market-observed option prices to
calibrate the model. The procedure will be as follows:



5.3. CALIBRATION 105

1. Specify the Lévy processes in Eq. (5.1).

2. Decide for an approximating distribution to price longer-term options.

3. Find model parameters that minimize some well-chosen pricing error.

Two particular specifications of the Lévy model in Eq. (5.1) have been discussed in the
previous section – a two-factor Brownian motion and a two-factor NIG process. The choice
of the driving Lévy process determines the possible shapes of volatility smiles. Once the
model is chosen, quantities such as characteristic functions of the driving processes and the
term-structure integral have to be computed and implemented along with option pricing
routines.

The decision on the approximation scheme means to choose the approximating distribution
for swap-like options that influence the option price through the Edgeworth expansion.
While this seems to be a technical point and the lognormal approximation is working
well in practice, it raises several issues. The approximating distribution influences the
possible shapes of the volatility smiles. Combining an NIG-driven model with a lognormal
approximation implies that longer-term options will be priced by a Black-formula and
in-the-money, out-of-the money and at-the-money options will all have the same implied
volatilities, i. e. we will not observe volatility smiles within our model (when neglecting
higher order correction terms in the Edgeworth expansion). From that point of view,
we could have started with Brownian motions as driving Lévy processes. Clearly, the
choice of the driving process will influence the choice of the approximation. Chapter 6 will
analyze how well particular approximations perform and how close they are to the true
underlying distribution. In this chapter we use the distribution that performs best for the
approximation of the swap rate distribution, i. e. the exponential of an NIG distribution
(log-NIG).

Besides the determination of the volatility shapes, the approximation choice is a main
driver for the computation time needed for calibration. If the approximation is lognormal,
then only two parameter have to be estimated, which enter Black’s formula, that gives
an option price in little time. Using a log-NIG approximation for example, we need to
determine four moments to infer the four distribution parameters. The four moments are
computed according to Theorem 5.7 which involves the evaluation of four-folded sums.
Fortunately, the system of equations that needs to be solved to infer parameter of the
approximating distribution allows for an explicit solution in terms of basic functions. Since
the option pricing itself will be based on a Fourier transform technique, the algorithm for
a log-NIG approximation will be much slower than the evaluation by Black’s formula.

Finally, we discuss the objective function that will be minimized. As pointed out at the
beginning of this section we minimize a pricing error, i. e. we choose the parameters of
the model such that model option prices coincide with market option prices on a given
day as close as possible in the least squares sense. To be precise, we use the following
objective function:

M∑
i=1

(
Ci(θ)− CMarket

i

)2
−→ min

θ∈D⊂Rd
(5.9)

where CMarket
i denotes option prices observed in the markets and Ci(θ) the price of the

same option given by the model and a parameter set θ. Each i = 1, . . . ,M denotes an
option with either different strike or different maturity. D will be explained below and we
postpone the discussion of the choice of pricing errors as objective function to Section 5.4.
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D ⊂ Rd is the domain of the parameter values θ. The parameter vector θ ∈ Rd represents
the model parameters, where d is the number of parameters that need to be estimated.
These are the process parameters of (L(1)

t ) and (L(2)
t ) plus the reversion number κ. D

determines the admissible range of the parameters. This range is restricted by natural
conditions such as κ > 0, but also by the approximation scheme for pricing longer-term
options since we have to ensure that the underlying price processes have many enough
finite moments to allow for moment-matching. We consider the two examples again:

Example 5.11. (Two-factor Brownian Motion Model)

If L(1),(2) are Brownian motions, the model in Eq. (5.7) is fully specified by θ = (κ, σ1, σ2)′ ∈
R3. The underlying model implies finite moments of all order and no constraint is set by the
approximation scheme. Since all parameters have to remain positive, D = R+×R+×R+.

Example 5.12. (Two-factor NIG Model)

If the model is driven by a two-dimensional NIG process as in Eq. (5.8), seven parameter
have to be determined, i. e. θ = (κ, χ, ψ, σ1, σ2, γ1, γ2)′ ∈ R7. The model does not imply
finite moments of all order for the underlyings in general. If we price options using the
first four moments, the existence conditions amount to (cp. Example 5.10):

D =
{
θ ∈ R7 : ψ − 16σ2

1e
−2κ(T1−T0) − 8e−κ(T1−T0)γ1 ≥ 0 if γ1 > 0;

ψ − 16σ2
1e
−2κ(T1−T0) − 8e−κTnγ1 ≥ 0 if γ1 ≤ 0;

ψ − 16σ2
2 − 8γ1 ≥ 0 if γ2 > 0;

ψ − 8γ2 ≥ 0 if γ2 ≤ 0}

Since not all optimizers allow for non-rectangular boundaries as needed in the previous
example, we use penalty terms, which are steeply increasing as soon as the optimizer leaves
the admissible domain. Although there might be modifications to this approach, we did
not find any dependence of our estimates on the choice of the penalty function and never
encountered any issues regarding the admissibility of our estimates.

5.4 Choice of an Objective Function

We use the squared pricing error to infer model parameters from a given set of options.
We are aware of the fact that the choice of the objective function can have major influence
on the actual outcome of the estimation procedure, on the stability of estimates and that
there is a large variety of modifications to our objective function. First, we will discuss
why we use the pricing error as objective function instead of implied volatilities. Then,
we briefly mention some modifications that can be applied to increase numerical stability;
most of the modifications are reviewed in Cont and Tankov (2004, Chapter 13).
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5.4.1 Prices vs. Volatilities

Why do we choose to minimize the distance between market and model option prices and
not the distance between the corresponding option-implied volatilities? Where are the
differences and can one prefer one to the other?

Of course, both approaches would be equivalent if the model would yield an exact fit.
Since this will not be the case in general, one has to decide which option to give impor-
tance in the optimization. Using differences of implied volatilities as minimizing criterion
and weighting all options equally, one will most likely achieve estimates that resemble the
volatility smile rather well. The pointwise difference will be of similar size for all strikes,
regardless if the option is deep in-the-money, at-the-money or far out-of-the-money. Con-
verting these implied volatilities into prices, one will realize that the price difference of
ATM options is rather large and prices of ITM and OTM options are fitted very well.
This is due to the fact that it takes much larger changes in implied volatilities to change
the option price by, say, 1% in case of ITM/OTM options compared to ATM options. In
mathematical terms we are discussing the derivative of Black’s call price Bl as defined in
Definition 2.21 with respect to σ which is known as V, i. e.

V :=
∂Bl

∂σ
∼ φ(d1).

φ denotes the standard Normal density function evaluated at d1 as in Definition 2.21.
This means that small changes in Bl are proportional to σ by a factor V. The size of
V on the other hand is a function of moneyness (strike/forward) with a maximum at
Strike=Forward·e0.5σ2(T0−t). For reasonable values of σ and T0 − t we can say that V is
large for options being at-the-money or slightly out-of-the-money. That implies that close
to ATM options are more sensitive to changes in implied volatilities than ITM options
which results in larger price deviations for ATM options than for ITM/OTM options for
a given volatility error.

Though it might be nice to fit the smile well, we have to pay option prices in the end; thus,
matching prices is the objective of a practitioner rather than matching implied volatilities.
We should describe volatilities of close to ATM options well, maybe at the expense of
other options and the overall smile fit. This could be done by adding appropriate weights
to the objective function, i. e.

M∑
i=1

ωi

(
σi(θ)− σMarket

i

)2
−→ min

θ∈D⊂Rd
(5.10)

where the weights ωi could be Vi(σMarket).

In fact, this is what we implicitly do when calibrating to the square distance of option
prices. Consider the Taylor expansion of Black’s call option price Bl as a function of σ
around the market-implied volatility σMarket:

Bl(σ) = Bl(σMarket) +
∂Bl

∂σ

∣∣∣∣
σ=σMarket

(σ − σMarket) + η

where η is a remainder which is small for σ close to σMarket, i. e. it is of order
O
(
(σ − σMarket)2

)
. This yields the approximate result(
Bl(σ)−Bl(σMarket)

)2
=
(
V(σMarket)(σ − σMarket)

)2
.
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It turns out that minimizing pricing errors is a V-weighted minimization of volatilities,
though the weights are not V but V2.

Does it make a difference in practice? Without having conducted an extensive comparison
of the performance of (non-weighted) implied volatility matching with (non-weighted)
price matching, we can say that there is a major difference between the two. Figure 5.1
shows (among other things) in the lower left panel the ’smile’ of an estimated Black-
volatility (solid line) and an option with several strikes. As expected, the model smile is
flat. In the figure we are using Eq. (5.9) as minimization criterion and obtain an implied
volatility of about 47.4% which is close to a single option and far away from the majority
of options. Having used Eq. (5.10) instead (with weights ωi = 1), we would simply obtain
an arithmetic average of market observed volatilities as estimate which would amount to
about 45.5%, close to the majority of options. This difference is solely due to the fact,
that the single option is at-the-money and Eq. (5.9) puts much emphasis on this option
through the V-weight, while the others are far out-of-the-money and a rather large error
in implied volatilities is observed, which, on the other hand, does not result in a large
pricing error (lower right panel). A similar behavior of the estimated volatilities can be
observed using different options and different distributions (Figure 5.2). ATM options are
usually among the best fitted implied volatilities.

Furthermore, the objective function Eq. (5.9) is independent of using call or put option
prices (at least in a first order approximation), since V is the same for European calls and
puts. In fact, the same argument is true for a second order approximation involving the
so-called volga or vega-gamma. At the EEX, puts and calls are quoted on exactly the
same strikes, which leads to redundant information due to put-call-parity in this context.

5.4.2 Modifications of the Objective Function

After having justified the choice of pricing errors in the optimization routine, we can
discuss further modifications of the objective function.

The use of the squared distance instead of other powers or absolute values is mainly moti-
vated by the available optimizers that are readily implemented and can handle (weighted)
least-squares problems particularly well. It would be worth testing if other distances lead
to similar results.

The weights in the optimization function are all set equal to one, but many other choices
have been proposed, for example a bid-ask spread to give more importance to liquid prod-
ucts. Since the electricity option market is not very developed, liquidity in the exchange
traded options is very low in general. Yet, many exchanges as the EEX also serve as
clearing houses for OTC traded options, so that they might have a good view on prices
but do not provide bid and ask quotes. Alternatively, weights can be constructed using
the amount of energy to be delivered. This puts more emphasis on options on year futures
compared to month futures, which is desirable, since longer-term options belong to the
most traded options. Energy weights can be viewed as substitute to volume weights and
bid-ask weights.

Finally, one could use regularization methods to stabilize the optimization problem and
ensure uniqueness of a solution. Regularization methods require some a-priori view on
the optimal solution, a choice of entropy measure and a regularization parameter that
has to be chosen carefully. This adds complexity to the problem and though it might be
successful, we do not elaborate on this in the course of the thesis.

We try to circumvent the issue of getting caught in local minima of the objective function
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(5.9) by a proper choice of starting values for the optimizer. First, we calibrate the second
factor of the model to an option with long time to maturity assuming that the term-
structure effect of the first factor adds only little to the option price. Here, we keep the
parameters of the first factor fixed. Now, we fix those estimated parameters of the second
factor and use the optimizer to infer the term-structure parameter using only options close
to maturity, i. e. the one month options. Considering that this initial guess is already
a good choice for some of the options, we take this parameter combination as starting
value for the optimizer, which is now allowed to manipulate all parameters to improve the
overall fit.

5.5 Data Set

The basis of option prices observable in the market is larger in this context then it was
in Chapter 4 since we do not have to restrict ourselves to at-the-money options, but can
also use options whose strike differs substantially from the current forward price. Thus,
we have 87 different option contracts, which split up as follows:

• Options with delivery during one of the upcoming five months (3 to 7 strikes each,
total of 21)

• Options with delivery during one of the upcoming six quarters (3 to 4 strikes each,
total of 19)

• Options with delivery during one of the upcoming three years (3 to 26 strikes each,
total 47)

Since the market is not very liquid at the EEX, some of the price quotes are not reliable.
Another concern to the quality of data is the restriction of 0.001EUR tick size per option.
Especially options that are far out of the money show prices close to zero. They are given
in the price sheets with lowest tick size of 0.001EUR. The rounding error for options in
between two ticks is substantially. That is why we delete all options with prices below
0.005EUR. This leaves us with three fewer options. Options with three different maturities
and a total of 49 strikes are illustrated in Figure 5.1. A list of all options is given in Table
5.1.

The EEX also offers put options on the forwards, but they are listed for the same strikes
as the call options. Thus, they convert directly into the call prices given above by put-
call-parity. They do not provide further market information.

5.6 Preliminary Results

Having laid the foundations for a multi-factor Lévy-driven forward market model, we want
to discuss fitting quality and shortcomings of the two special cases that have been intro-
duced in the previous sections. We will focus on the two-factor NIG-driven model combined
with an option pricing algorithm based on a lognormal and log-NIG approximation. They
will be denoted by NIG/Lognormal and NIG/Log-NIG. The two-factor Brownian motion
model with lognormal approximation for options on averages (Normal/Lognormal) will
serve as a reference point and benchmark. We want to emphasize that the model analysis
based on market data is preliminary and does not aim at a complete performance test. It
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Product Strike Price Forward Product Strike Price Forward
March 07 44 0.522 39.85 Year 08 36 16.418 52.90
March 07 49 0.086 39.85 Year 08 37 15.490 52.90
March 07 55 0.010 39.85 Year 08 38 14.573 52.90
March 07 56 0.007 39.85 Year 08 39 13.669 52.90
March 07 57 0.005 39.85 Year 08 40 12.782 52.90
March 07 58 0.004 39.85 Year 08 41 11.914 52.90
March 07 59 0.003 39.85 Year 08 42 11.068 52.90
Apr 07 37 1.669 34.89 Year 08 43 10.247 52.90
April 07 48 0.083 34.89 Year 08 44 9.456 52.90
April 07 49 0.064 34.89 Year 08 45 8.698 52.90
April 07 50 0.050 34.89 Year 08 46 7.977 52.90
April 07 51 0.039 34.89 Year 08 47 7.294 52.90
May 07 39 0.690 33.50 Year 08 48 6.655 52.90
May 07 40 0.536 33.50 Year 08 49 6.062 52.90
May 07 41 0.414 33.50 Year 08 50 5.513 52.90
June 07 46 1.375 41.05 Year 08 51 5.012 52.90
June 07 47 1.151 41.05 Year 08 52 4.548 52.90
June 07 48 0.959 41.05 Year 08 53 4.120 52.90
July 07 49 2.775 46.18 Year 08 54 3.726 52.90
July 07 50 2.446 46.18 Year 08 55 3.363 52.90
July 07 51 2.150 46.18 Year 08 56 3.035 52.90

2nd Quarter 07 39 0.934 36.45 Year 08 57 2.735 52.90
2nd Quarter 07 40 0.699 36.45 Year 08 58 2.464 52.90
2nd Quarter 07 41 0.517 36.45 Year 08 59 2.221 52.90
3rd Quarter 07 45 3.299 44.80 Year 08 60 2.007 52.90
3rd Quarter 07 46 2.877 44.80 Year 08 70 0.810 52.90
3rd Quarter 07 47 2.496 44.80 Year 09 43 11.000 52.80
4th Quarter 07 58 1.734 49.97 Year 09 44 10.353 52.80
4th Quarter 07 59 1.555 49.97 Year 09 45 9.725 52.80
4th Quarter 07 60 1.398 49.97 Year 09 46 9.117 52.80
4th Quarter 07 61 1.265 49.97 Year 09 47 8.519 52.80
1st Quarter 08 64 4.433 60.16 Year 09 48 7.930 52.80
1st Quarter 08 65 4.100 60.16 Year 09 49 7.344 52.80
1st Quarter 08 66 3.788 60.16 Year 09 50 6.758 52.80
2nd Quarter 08 44 3.992 42.96 Year 09 51 6.162 52.80
2nd Quarter 08 45 3.614 42.96 Year 09 52 5.541 52.80
2nd Quarter 08 46 3.266 42.96 Year 09 53 4.826 52.80
3rd Quarter 08 51 5.998 51.70 Year 09 54 4.084 52.80
3rd Quarter 08 52 5.579 51.70 Year 09 55 3.602 52.80
3rd Quarter 08 53 5.181 51.70 Year 09 56 3.335 52.80

Year 09 57 3.130 52.80
Year 09 58 2.883 52.80
Year 09 59 2.624 52.80
Year 09 60 2.411 52.80
Year 10 54 4.320 53.39
Year 10 55 4.012 53.39
Year 10 56 3.701 53.39

Table 5.1 Market observed call option prices with delivery period, strike and corresponding forward price

(all numbers in EUR)
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Lognormal Normal inverse-Gaussian
Delivery σ2 Error χ ψ σ2 γ2 Error

Year 2009 0.195 4.5E-00 3.521 177 0.43 -3.24 3.5E-00
0.036 192 ≈ 0 -26.18 9.5E-01

Year 2008 0.222 2.7E-01 0.313 208 1.18 -1.90 1.3E-01
0.088 207 1.55 3.28 6.4E-02

April 2007 0.474 1.9E-03 1.666 242 0.95 -21.34 8.5E-04
0.047 207 3.68 -51.22 4.8E-06

Table 5.2 Estimation result of constant volatility factor for different models and particular options with

lognormal option price approximation (Log-NIG approximation below)

is rather intended to provide an intuition for advantages and drawbacks when applying
such models.

Calibration to Single Maturities

Before turning the focus on an overall fit, we try to assess the model quality considering
the particular options that have been illustrated in Figure 5.1. We have shown that
the electricity market has many volatility shapes on offer and we are interested to see
whether an NIG-driven model can reproduce this price behavior. We fit a one-factor NIG
model (without term-structure) to each single maturity. Model prices and volatility shapes
compared to market prices and volatility shapes are given in Figure 5.2.

One can see clearly, that each price curve is fitted very well from deep ITM options to the
far OTM options (right panels). The pricing error as defined by the objective function
(5.9) is very small and performs better than the best-fitting Brownian motion driven model
by a factor between 5 and 100 (cp. Table 5.2).

Converting the prices via Black’s formula into implied volatilities, we obtain the left panels
of Figure 5.2. We observe large differences between market volatilities and our model,
especially for deep ITM and OTM options. How does this comply with the good overall
fit on the price level? Though the prices are fitted very well, we have a pricing error which
is distributed over different strikes such that all model prices differ from market prices by
not more than 1%. Though the pricing error is small over all strikes, it takes much more
volatility to move prices by 1% in case of deep ITM options than it is necessary to move
prices by 1% for ATM options. In other words, though the difference in volatilities might
be large for ITM options, the impact on the option prices is negligable. We have discussed
this effect in Section 5.4.

In principle, an NIG model is capable of producing volatility smiles (better: prices) that
resemble important characteristics of market smiles/prices, though the market seems to
require more flexibility in the shapes than an NIG model can offer (left panels in Figure
5.2).

When it comes to the estimated parameters (Table 5.2), we find large fluctuations in the
optimum. It is not too surprising that the parameters are very different between the
one year and one month options, but even between consecutive years we find substantial
changes from positive to negative skewness (γ2), variability coming from the mixing distri-
bution (χψ) and from the Normal part (σ2). Yet, considering the implied volatility smiles
in Figure 5.2 one can hardly expect a model to capture both shapes with almost the same
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Figure 5.2 Left: Market-implied volatilities compared to model-implied volatilities, Right: Market

option prices compared to model option prices, Top: Options on year 2009 futures, Mid: Options on year

2008 futures, Bottom: Options on April 2007 futures



5.6. PRELIMINARY RESULTS 113

set of parameters.

Though we have already seen some limitations of an NIG model, we will now assess the
overall fit, i. e. we estimate a full-blown NIG two-factor model according to Eq. (5.1)
with log-NIG swap approximation to all available data.

Calibration to All Maturities

Before starting the analysis of the estimation, we want to comment on the estimation
process. We use standard optimizers which are publicly available and the programming
environment is Python. We tried to estimate parameters automatically according to the
procedure described in Section 5.3. We did not have to interfere with the algorithm in case
of a lognormal model with lognormal approximations. The results are identical to Chapter
4. Yet, we had substantial difficulties in finding optima when the underlying processes
are given by exponential NIG processes in both cases when the approximating pricing
routine was based on a lognormal and log-NIG approximation. The difficulties were to
some extent caused by an ill-behaved objective function. It seems as if the objective shows
local minima. We are convinced that most issues are due to the high dimensionality of the
optimization problem. Based on a discretization of the parameter space D we evaluated
the objective function at several points and started the optimizer at those points which
yield the three lowest function values. When the optimizer stopped we discretized the area
around that point and started the optimization at promising values again. This results
in significant improvements of the pricing error and due to an extensive testing procedure
we are confident to report estimates at global optima.

Table 5.3 shows parameter estimates as well as the minimal pricing error. The very first
result to note is that the Normal model with lognormal approximation is performing best
among the three alternatives. The other alternatives NIG/Log-NIG and NIG/Lognormal
give similar results but clearly worse than Normal/Lognormal. In terms of parameters
we have a much larger mean reversion parameter κ in the NIG-driven models, which
coincides with our intuition of capturing the term-structure effect better than in the Nor-
mal/Lognormal framework. The similarities in the mixing parameters χ and ψ can be
interpreted as an indicator that the optimal driving NIG process has been found. We can
also conclude that the volatility of the term-structure factor (σ1) is about four to five times
larger than the overall volatility (σ2) at maturity of the option. The last statement is of
course only true since also the skewness parameter γ1,2 are similar in both NIG-driven
models.

We try to shed light on the question, which properties can be improved by an NIG-driven
model and where the shortcomings are. First, we focus on the volatility term-structure, i.
e. the implied volatilities of options as function of time to maturity which is depicted in
Figure 5.3. At this point we want to mention again, that the exact shape of the market
term-structure at the very short end is not obervable, since none of the one month options
is at-the-money, all are deep in-the-money. Yet, these have been used to fit the model and
we have implicitly accounted for the moneyness. The model-implied volatilities depicted
in Figure 5.3 are computed for at-the-money options, which need not coincide with market
data, but share qualitative behavior. Thus, we have two uncertainties when analyzing the
curves: One stems from the market data (we do not see the ATM market curve), the
other comes from model extrapolation to compute an ATM curve. Having this in mind,
we observe an improvement of the fitting quality at the short end of the curve, i. e. the
steepness of the market observed term-structure effect can be reproduced by the model, in
fact, the NIG-driven models overshoot the market observed volatilities. This is expressed



114 CHAPTER 5. A LÉVY-DRIVEN FUTURES MODEL

Model/Approximation κ χ ψ σ1 γ1 σ2 γ2 Error
Lognormal/Lognormal 0.57 0.36 0.07 7.397

NIG/Lognormal 6.90 0.11 209.41 5.09 -26.54 1.43 -3.41 20.148
NIG/Log-NIG 6.24 0.12 205.87 5.42 -33.06 1.28 0.84 19.228

Table 5.3 Estimation result for different models and option price approximations using all available

option prices

by the large mean-reversion parameter κ. Of course it were possible to achieve such a
steep curve at the short end using the two-factor Brownian motion model as well, but
then the fit to quarter and year contracts would be poor.

The term-structure of quarterly contracts seems to be fitted well with NIG-driven models
having in mind that the market data are not ATM options though the model-implied
prices are. This explains that the model curves are below the market curve. In this view,
the quality of the Brownian motion driven model is questionable since model-implied
volatilities are constantly above market volatilities for quarterly contracts.

The remaining curve, the yearly contracts, are fitted well by the Brownian motion driven
model and rather poor by NIG driven models. In fact, we can hardly detect a term-
structure at all, which can be explained by the large mean-reversion.

Turning the focus to the model-implied volatility smiles, i. e. implied volatilities of options
as function of strike (better as function of moneyness, which is underlying divided by
strike), we move to the border of capabilities of NIG processes (Figure 5.4). Depending on
the chosen option, the model-implied smile resembles the market smile with very different
accuracy. We have already discussed that fitting the smile for strikes far away from the
current price of the underlying is not as important as one might assume, since option
prices are less sensitive to volatilities there compared to options that are at-the-money.
The main issue is that the qualitative behavior of the smile is not captured well and
even the pricing error can be quite large. The explanation for this effect can be found
in the specification of the driving Lévy process. A Lévy process with a given parameter
specification implies some volatility smile, which is flattening out as time to maturity
increases, but the overall shape is the same across all maturities. In contrast to that, the
electricity forward market shows many different volatility smiles for different maturities.
When estimating the parameter such that model prices coincide with market prices, we
obtain some kind of average in the smile. If two options have the same number of strikes
than the parameters are chosen such that both smiles are matched equally well. This
results in a problem in electricity markets since smiles tend to be structurally different.
Even the inclusion of two factors does not solve the problem, since the parameters χ and
ψ which are determining the type of smile are the same for both factors. Allowing both
processes to have different mixing parameters will probably not solve this issue as the
different smiles do not occur at the short end compared to the long end of the curve,
but can be observed within the long end for example. Of course, one could even think of
specifying two different driving Lévy processes for the factors, but we are not aware of any
Lévy process combination that can be estimated easily and has the flexibility of matching
such a wide range of possible volatility shapes.
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Figure 5.3 Market term-structure compared to model term-structure for Top: Lognormal model, Mid:

NIG model with lognormal approximation, Bottom: NIG model with log-NIG approximation; Solid lines

represent model month options, dashed lines represent model quarter options, dotted lines represent model

year options
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Figure 5.4 Left: Market volatility smile compared to model smile, Right: Market prices compared to

model prices; Different models for options on futures with delivery 2008; all models are estimated using

all available option prices.

5.7 Summary & Related Topics

In the course of this chapter we have presented a natural extension of the two-factor
Brownian motion model and the pricing of all relevant derivatives in the electricity market.
Besides the pricing algorithm we have given a calibration routine and showed results for
the German market.

In the introduction to this chapter we raised several issues and it is our intention to give
directions for answering the questions in the following.

Return Distribution

From a statistical point of view and the historic analysis of Chapter 3 we know about the
limitations of a Normal distribution for electricity returns and that GH distributions, in
particular the NIG, are promising candidates for a suitable model. From a risk-neutral,
option-implied point of view, we have to reject the hypothesis of a Normal return distri-
bution as well by the pure existence of volatility smiles. We have shown that NIG-driven
processes can be capable of describing the return distribution of a single forward contract
well, since each single volatility smile can be fitted appropriately. Yet, we were not able
to describe the joint return distribution with our NIG-driven model as well as we could
historically.

Option-Implied Volatilities and Calibration Results

The modeling of option-implied volatilities, i. e. the volatility smile, was successful par-
tially. We have shown that the volatility smile of an arbitrary option in the market could
be matched rather well with the method introduced in this section. We proved that the
Edgeworth expansion and option prices based upon that approximation yield volatility
smiles that resemble some of the market characteristics even in the context of a Brownian
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motion driven model with a lognormal approximation for options on averages but that
an NIG/Log-NIG and NIG/Lognormal specification can improve the basic approach sub-
stantially. Fitting the model across maturities was difficult in general and results are not
promising. The market shows too many different volatility shapes, so that a Lévy-driven
model will always tend to be misspecified. If a model is asked for that is best for the
entire market, we would suggest the two-factor Brownian motion model from Chapter
4 combined with the lognormal pricing approximation accounting for high order correc-
tions as presented in this chapter. Asked for a model to price single maturity options, an
NIG/Log-NIG model would be our recommendation.

Volatility Term-Structure

The effects to the modeling of the volatility term-structure are quite impressive. Lévy
processes allow for a more flexible term-structure, in particular a much steeper slope at
the short end of the curve compared to the standard Brownian motion model. It is the most
encouraging result for a further study of exponential Lévy processes in electricity forward
markets. Such studies should include alternative Lévy processes, volatility functions and
an analysis of parameter stability and inference of confidence intervals.

Additional to the results of the application of the model to market data, we want to
summarize our findings regarding the modeling and pricing mechanisms presented in this
chapter.

Modeling and Option Pricing

We have shown how to set up a Lévy-driven market model for electricity futures in detail.
We have pointed out that the knowledge of the characteristic function of the driving
process is of most importance when specifying a particular model for applications. We
have shown that Lévy models can lead to improvements in some cases and it must be
part of future research to find the best suited process. We have also shown that Lévy
models might not be capable of modeling the entire volatility surface of electricity markets,
but are capable of capturing particular shapes of the curve. This result is due to the
possibility of pricing options and swaption-like contracts in a fast and stable manner.
While pricing of options on forwards within the model can be done by evaluation of the
distribution function in some cases, the pricing through characteristic functions is an
alternative in many practical implementations. In particular, the approximation of the
average in swaption style options by the exponential of a Lévy distribution leads to pricing
formulae that involve the characteristic function of the distribution again, instead of the
distribution itself. We regard this as a major step forward when implementing Lévy-
driven models as the option pricing through distribution functions can be slow in contrast
to the FFT routine that is applicable here. Since the parameter of the approximating
distribution can be computed explicitly in some cases (e. g. log-NIG, cp. Section 6.4),
the option pricing routine can be carried out entirely knowing the first moments of the
underlying forwards that enter the average. The routine can be implemented with standard
programming techniques and can yield appealing numerical results.
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Chapter 6

Distributions of Arithmetic

Averages – A Simulation Study

In this chapter we are going to analyze distributional approximations of arithmetic aver-
ages under several specifications of the summands’ dynamics. The work is motivated by
the need for pricing routines for options on weighted averages and is based upon the ideas
in the works of Turnbull and Wakeman (1991) and Lévy (1992) which serve as starting
point for our discussion.

The task is to price a European call option with strike K on an arithmetic average A of
some given underlyings, i. e.

E
[
(A−K)+

]
where A :=

n∑
i=1

ωiFi.

ωi and Fi are quantities that can represent all kind of financial instruments/random vari-
ables. We mention some of them.

If Fi denote stock prices, then the option on A is known as Asian option. If Fi represent
currency exchange rates, then it is dubbed an average rate currency option. In the context
of interest rate models Fi represent forward LIBOR rates and A is known as swap rate,
the option on A as swaption. In commodity markets these type of averages appear in
a natural way, too, since delivery often takes place during a time period which can be
approximated by an average on some spot prices and we face the need to price options on
those delivery-period futures. In all cases the weights ωi are given some positive value.

Another variety of A is when ωi are allowed to be negative. Then we are talking about
chooser options (stock markets) and spread options (commodity markets). Since these are
structurally different in that the average A can become negative, we restrict ourselves to
ωi > 0 for each i = 1, . . . , n.

Pricing of arithmetic average options has been a major topic of research. Usually neither
distribution nor characteristic function of the average can be computed explicitly for an
exponential specification of Fi according to Section 2.2. Thus, none of the option pricing
techniques introduced in Section 2.3 can be applied. Yet, option pricing can be tackled by
many different methods and though the pricing itself is not topic of our study, we mention
some of the techniques briefly: One of the main directions of research is based on Monte-
Carlo methods (Kemna and Vorst (1990); Broadie and Glasserman (1996); Broadie et al.
(1999); Schoutens and Symens (2003); Rasmus et al. (2004)). Other directions include

119
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analytical approaches that try to find arbitrage bounds for prices (Simon et al. (2000);
Albrecher and Predota (2002)) and in recent years the pricing based on Fourier transforms
of averages has been developed (Carverhill and Clewlow (1990); Benhamou (2002)).

The approach pursued in our work is to approximate the risk-neutral distribution of the
average A properly. If the approximating distribution is known, analytical option pricing
can be performed by any of the option pricing techniques mentioned in Section 2.3. While
there is some literature available on the topic of distributional approximations, we will
show that the proposed approximating distributions have major shortcomings in general.
Additionally, the problem has not been addressed whether such distributions perform
similarly well in the context of energy markets. It is the goal of the chapter to improve
on both issues.

The outline of our analysis is as follows. First, we simulate the summands Fi and the
average A according to several model specifications driven by particular exponential Lévy
processes (Sections 6.2, 6.3 and 6.6). The specifications will represent a standard interest
rate market on one hand and an elecricity market on the other hand. Then we find
an approximating distribution for the simulated average via moment-matching (Section
6.4). The approximations will be from the GH class instead of the widely used lognormal
distribution. We compare the differences in distributions measured by distances introduced
in Section 6.5 and present the results of the simulation study in Section 6.7.

6.1 Literature Overview & Contribution

The idea of approximating the unknown distribution of A by some suitable alternative
is well established and dates back to research by Turnbull and Wakeman (1991) (and
even to Jarrow and Rudd (1982) in a different context). The authors price an arithmetic
Asian option by approximating the average through a lognormal distribution and compare
their results to Monte-Carlo prices. They can draw the conclusion, that the algorithm is
accurate enough for many practical purposes and quick. An extensive and similar study
was conducted by Lévy (1992) with the same result.

Since the publications mentioned above assess the validity of approximations by the accu-
racy of option prices in a lognormal setting, it is basically enough to match the variance
of A well which is achieved easily by moment-matching methods. If necessary, the option
pricing routines can be extended to include differences in higher order moments as well
(cp. Corollary 5.6). Yet, the question whether the entire distribution is matched well is
in the focus of the more recent paper by Brigo and Liinev (2005). Their simulation study
presents a statistical analysis of the distributional distance between LIBOR and Swap
market models. The LIBOR market model assumes forward LIBOR rates as underlying
assets, that are driven by geometric Brownian motions under their corresponding forward
measure. This implies dynamics for swap rates (i. e. weighted sums of LIBORs), which
contradicts the distributional assumption of lognormality for swap rates in the swap mar-
ket model. This makes both approaches incompatible theoretically. Yet, both models are
widely used in parallel and the question arises, how large is the distributional distance
between them. The authors use the Kullback-Leibler distance to measure the difference
between the true entire swap distribution in the LIBOR model and the best fitting lognor-
mal distribution. They draw the conclusion, that the difference is negligable under many
types of volatility-correlation surfaces of the LIBORs and typical swap rate specifications.

Since then, many modifications of the approach discuss the choice of approximating distri-
butions, especially when the underlying process is not lognormal, but follows some other
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Lévy process. A recent series of papers by Albrecher and Predota discusses the pricing
of arithmetic Asian-type options under exponential Lévy models in the context of stock
markets. As in the LIBOR model, the arithmetic averages usually do not have known
densities, thus approximative pricing of the options needs to be done as well as bounds
for option prices can be given. In particular, the authors provide an algorithm how to
approximate the distribution of the average of independent assets by a moment-matching
method (cp. Albrecher (2004)). They discuss two numerical examples: Firstly, assets
driven by the exponential of a variance-gamma process (VG) and a VG distribution ap-
proximating the average (Albrecher and Predota (2002)); Secondly, assets driven by an
exponential Normal inverse-Gaussian process (NIG) and a NIG distribution approximat-
ing the average (Albrecher and Predota (2004)). They compare their approximations to
lognormal approximations and use option pricing errors compared to the true simulated
price as measure for the goodness of fit. They find that the lognormal approximation
performs drastically worse than their competitors. We conjecture that this is due to the
fact that the lognormal distribution is not resembling the true distribution well. We see
an indicator for that in the increasing pricing errors when moving the strike level of the
option away from the forward price, i. e. when pricing in-the-money and out-of-the-money
options. Even though correction terms are included in the pricing formula that allows for
volatility smiles in a lognormal approximation, only the first four moments are considered.
The alternative NIG approximation matches the first four moments perfectly and probably
the whole distribution better and will, thus, give better option pricing results, especially
when pricing options with strikes different from the current underlying price. Yet, it is
not clear in which sense the NIG is fitting the true distribution better and if it is really
the appropriate candidate. We will show that the goodness of fit can still be increased by
an alternative approximating distribution.

In our study we are going to combine the issues raised by Brigo and Liinev (2005) and the
work by Albrecher: We use exponential Lévy models for the forward prices and analyze
the distance between a well-chosen approximating distribution for the arithmetic average
of those forwards and the true distribution of the average obtained by simulation. We will
not compare pricing errors but use several distance measures that take entire distribution
functions into account.

In the course of this chapter we will answer the following questions, which have not been
addressed in the academic literature:

• Is the lognormal approximation performing well for averages, even though underly-
ings are driven by other exponential Lévy processes? Can the approximation in a
lognormal LIBOR model be improved using more flexible distributions such as NIG?

• Can we improve the approximation quality by using distributions that are concen-
trated on the positive real numbers (e. g. exponentials of an NIG distribution)
opposed to the distributions by Albrecher and Predota?

• How do the distributional approximations perform in a commodity market environ-
ment, in particular in electricity markets?

In our study, we assess different distributional specifications of the assets. In particular, we
consider exponential market models driven by generalized hyperbolic processes with special
cases including Normal, Normal inverse-Gaussian and hyperbolic distributions. We allow
for a volatility-correlation surface described by Brigo and Liinev (2005) in order to have a
comparison for our results. As approximating distributions we do not only analyze the ones
mentioned above (lognormal and NIG), but also the more intuitive positive distributions
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such as the exponential of an NIG distributed random variable which we will dubb log-
NIG.

We utilize the method of moments as approximation method similar to the approaches
mentioned above. It is the natural way of parameter inference for the approximating
distribution in the context of option pricing. We discuss several commonly used statistics
such as L1 and L2 distances and the Anderson-Darling distance as goodness of fit measure.

6.2 Model Presentation

For the simulation study we utilize a futures market model as applied for option pricing
in Chapter 5. Since we assume deterministic interest rates, it is not the LIBOR model
assessed in Brigo and Liinev (2005) but we will show at the end of this section, how models
and ideas relate.

We summarize briefly the model setup and refer to Chapter 4 for more details. Given
a finite time horizon [0, T ], a filtered probability space

(
Ω,F , (Ft)t∈[0,T ],Q

)
and a tenor

structure 0 ≤ T0 ≤ T1 < . . . < Tn ≤ T , assume n ∈ N futures processes (F (t, Ti))t∈[0,T ]

with delivery time Ti, i = 1, . . . , n (delivery period [Ti, Ti+1], i < n in the context of
electricity markets) to be governed by a d-dimensional exponential Lévy process (Lt)t∈[0,T ],

F (t) :=

 F (t, T1)
...

F (t, Tn)

 = F (0) exp {Γ(t, T1, . . . , Tn)Lt} , Γ ∈ Rn×d. (6.1)

F (0) is the initial value as observed in the market at time zero. The variance-covariance
matrix Γ can explicitly control the time-dependence of variance and correlation among
the assets F (t, Ti). By introducing the matrix Γ we can choose (Lt)t∈[0,T ] to be a Lévy
process (with characteristics independent of t) and still obtain non-stationary increments
for F (t). In fact, we are not interested in the actual dynamics of the futures, but only
in the distribution at some terminal time T0 ≤ T1 which will be the exercise date of the
option. Thus, we can replace the additive process (Γ(t, T1, . . . , Tn)Lt)t by a Lévy process
(L̃t)t with the property

Γ(T0, T1, . . . , Tn)Lt
d= L̃T0 (6.2)

without changing the distribution of the average at time T0.

Regarding the measure Q we only need to say that we start off with a risk-neutral pricing
measure right from the beginning. Our goal is to analyze the risk-neutral distribution
of an arithmetic average of some of the F (t, Ti), which does not require the knowledge
of the historic distribution (and thus the real-world measure P) at all. Of course, the
risk-neutral distributions and Lévy processes discussed in the following are motivated by
statistical findings under the measure P (cp. Chapter 3) and one needs to argue how the
measures P and Q relate. At this point we want to mention only that the change from
the real-world measure P to some risk-neutral Q is particularly convenient, when Q is
defined by an Esscher-transform since this keeps the structural characteristics of the Lévy
processes under consideration, i. e. GH processes remain GH processes when moving from
P to a risk-neutral measure Q. While this is not the topic of the simulation study, it is
important to note that dynamics are specified under Q and we have to make sure that all
processes F (t, Ti) are martingales according to Section 4.3.
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We are interested in the risk-neutral distribution of the weighted sum A(t) of the under-
lying assets,

A(t) :=
n∑
i=1

ωiF (t, Ti) (6.3)

where ωi, i = 1, . . . , n are some non-negative weights.

As mentioned earlier, the distribution of A(t) is not explicitly known in general but plays
a crucial role in different applications. We want to mention two of them and show how
our setup relates to existing research:

Firstly, A(t) can be interpreted as swap rate in the lognormal forward LIBOR model
discussed in Brigo and Liinev (2005). Though the authors start off from a somewhat
different model, namely the LIBOR market model, and have to work out the risk-neutral
measure carefully since forwards are specified under the corresponding forward measure,
they end up with a swap rate of type (6.3), where the weights ωi are stochastic initially,
but are frozen to some particular value and contain information about initial bond prices,
which are given deterministically. This makes their approach comparable to ours though
we assume deterministic and equal weights from the beginning. Often, the dynamics of
the swap rate A(t) is assumed to be lognormal (this leads to the so-called lognormal swap
market model), which contradicts the lognormality assumption of the forwards. This gap
remains for all commonly used distributions of exponential Lévy-type and it is important to
know how large the difference is. Additionally, one might be interested in pricing swaptions
consistent with the lognormal forward LIBOR model, which requires the (approximative)
knowledge of the expectation E [(A(t)−K)+].

Secondly, when F (t, Ti) are given by STi and (St) follows a one-dimensional exponential
Lévy process of Eq. (6.1) then an option on the arithmetic average A(t) in Eq. (6.3)
(wi = 1

n) is known as Asian option and is the setting discussed by Albrecher and Predota
(2002) and Albrecher and Predota (2004). Here, we also need to know the distribution
of A(t) in order to compute expectations of type E [(A(t)−K)+]. In this context it can
be convenient to use the independence of increments of (St)t∈[0,T ] for moment-matching
procedures. Of course, the stationary representation in Eq. (6.2) is not valid here.

In the analysis we will specify two models that are both similar to the first scenario in that
we consider forward markets where forwards can be dependent. Of course, all theoretical
considerations apply as well to the second scenario with slight modifications.

Simulation of the average A(T0) for some fixed T0 ∈ [0, T1] is straightforward as long as
the (joint) distribution of F (T0, Ti), i = 1, . . . , n is known and random number generators
can be applied. The simulation procedure depends on the choice of the Lévy process and
is discussed in the following section.

6.3 Underlying Distributions, Simulation & Approximating

Distributions

Underlying Distributions

As pointed out in Chapter 3, GH distributions are suitable to describe price returns. This
is why we consider Lévy processes (Lt) with increment distributions from this class (and
special cases thereof) as driving factors in our model given by Eq. (6.1). Since we are
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interested in some terminal risk-neutral distribution rather than in entire dynamics, we
do not need to specify how the process arrives at this terminal distribution. It suffices to
know that

LT0 ∼ GHd(λ, χ, ψ, µ,Σ, γ), χ, ψ > 0, λ ∈ R, µ, γ ∈ Rd, Σ ∈ Rd×d.

Definition, properties and further details on the class of GH distributions are summarized
in Chapter 2.

In our analysis we discuss two special cases that are widely used in practice and are
of interest in the thesis for option pricing as well, i. e. the Normal inverse-Gaussian
distribution NIG (λ = −1/2) and the hyperbolic distribution (λ = 1).

Additional to the two GH processes, we discuss the d-dimensional Brownian motion as
driving Lévy process so that we can compare our findings to results reported in previous
studies. In this case the distribution of (Lt) at terminal time T0 is given by a Normal
distribution with some mean µ ∈ Rd and a covariance matrix Σ ∈ Rd×d.

Simulation

Simulation reduces in this context to the simulation of d-dimensional Normal random
deviates and d-dimensional GH distributed random deviates. The first case is standard as
it involves the simulation of d independent Normal numbers which will be scaled by the
square root of the proper covariance matrix to impose a desired dependence structure on
the deviates. The latter case is not as established and is outlined below.

From the very definition of a GH distributed random variable X ∈ Rd as a special case of
a Normal mean-variance mixture (cp. Definitions 2.1 and 2.4), we repeat that

X
d= µ+Wγ +

√
WBZ

with Z a k-dimensional standard Normal, W a non-negative real-valued random variable
(mixing variable) independent of Z, B ∈ Rd×k and µ, γ ∈ Rd.

Simulation algorithms make use of this property in the following way:

1. Simulate Z and multiply the vector by B to impose the desired dependence structure.

2. Simulate W ∼ GIG(λ, χ, ψ) according to an algorithm described in Atkinson (1982).

3. Compute X = µ+Wγ +
√
WBZ.

Implementations of the simulation algorithm for special cases can be found for several
programming languages. We use the Splus implementation accompanying the book by
Embrechts et al. (2005a).

Finally, the simulation of the average A(T0) is achieved by substituting the simulated
quantities into Eq. (6.3).

Approximating Distributions

We turn to the question, which distributions are considered for approximating the average
A(T0). A natural choice is the lognormal distribution, but also the NIG distributions has
been discussed.
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The most prominent example for approximation is the lognormal distribution as it has been
discussed in Lévy (1992), Turnbull and Wakeman (1991) and Brigo and Liinev (2005). It
is straightforward to implement and the quality of approximation seems to be reasonable
in many applications as measured by e. g. option pricing errors and can definitely serve
as a starting point and benchmark for further studies. Most importantly, the lognormal
approximation leads to Black-type option prices, which are widely used and very successful
in practice. A major drawback is, that stylized facts of neither the underlying assets
themselves nor of the averages can be described appropriately by lognormal distributions.
This puts the pricing of options on such averages by Black-type formulae in question.

Albrecher (2004) argues that it were natural to use the same class of distribution for
modeling the assets and approximating the averages, i. e. use a lognormal model and
approximate by lognormals, use NIG models and approximate by NIGs and so on. This
basically means, that there is no reason to take one distribution for the driving process
and another for approximation. This would unnecessarily increase complexity. Such a
choice leads to more involved option pricing routines but can increase the goodness-of-fit
to the true distribution according to their study.

Our suggestion is to consider distributions of random variables which are given by Z = eY

where Y ∼ GH1 (λ, χ, ψ, µ,Σ, γ). In other words, we do not use GH distributions as
approximations but exponentials of GH distributed random variables in total analogy to
lognormal approximations instead of Normal approximations. Due to this analogy we call
the distribution of exponentials of GH distributed variables log-GH distribution. Densities
f and distributions F of such a Z are given in terms of densities and distributions of Y ,
i. e.

fZ(s) =
1
s
fY (log s)

FZ(s) = FY (log s).

An advantage of the approach is that one can always apply a pricing method by Fourier
transforms to the option pricing problem. Fourier pricing methods require the knowledge
of the characteristic function of the logarithm of the underlying. While this function is not
known in general for logarithms of GH distributions, it is known for logarithms of log-GH
distributions. If Z = eY then ϕlogZ = ϕY . Thus, we are able to price options for a broad
class of distributions with the same algorithm. The applicability of the Fourier transform
method depends on the tractability of the characteristic functions, which is given in case
of log-GH distributions. Details on the Fourier option pricing algorithm as introduced by
Carr and Madan (1999) are given in Appendix A.

Another advantage of the approach is that log-GH random variables are positive with
probability one, which is desirable as the arithmetic averages of Eq. (6.3) are positive, too.
While a lognormal approximation incorporates this knowledge, the GH approximations
suggested by Albrecher and Predota ignore this circumstance. Our suggestion using log-
GH distributions can make a step forward in finding a proper approximation.

Summarizing the discussion above we will consider the lognormal, NIG and log-NIG distri-
bution as candidates for approximation. The lognormal will serve as benchmark to assess
the fitting quality of NIG (here in a different context than in Albrecher (2004)). Log-NIG
is our proposed distribution, which shall increase the fitting quality of the former. We
could have used other candidates of the GH and log-GH class as well, most prominently
HYP and log-HYP distributions. We will discuss the issue in the next section in more
detail and summarize our experiences with that special case in Section 6.8.
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6.4 Parameter Inference by Moment-Matching

We determine the parameters of the approximating distribution by matching moments as
it has been done by the authors of all previous studies. While simulating the true dis-
tribution and estimating the parameters of the approximating distribution via maximum
likelihood might be possible in our simulation setting, it is time-consuming and not appli-
cable in practice since it is exactly the simulation procedure which shall be avoided by an
approximation.

We assume an approximating distribution that is parametrized by r unknowns. In order
to estimate the parameters by matching moments, we have to infer the first r ∈ N (un-
centered) moments mj , j = 1, . . . , r of the random variable A(t) (for some fixed t) from a
simulated sample Xk, k = 1, . . . , N by using standard estimators

m̂j =
1
N

N∑
k=1

Xj
k, j = 1, . . . , r.

Alternatively, we could compute moments analytically from Eq. (6.3) as one will do
when applying the approximation in practice (cp. Section 5.2.3 in particular Theorem
5.7). However, it turns out to be the inferior method here since we are comparing the
simulated and not the true distribution to the approximating distribution. Of course, the
simulation will converge to the true distribution as sample size increases, but especially
the simulation of high order moments (r > 3) requires a large sample for the convergence
to take place. We want to reduce the simulation error as much as possible in this study
and infer moments from the sample. In both cases we have to assume the existence of the
first r moments of A.

If A will be approximated by a random variable Y ∼ GH1(λ, χ, ψ, µ, σ2, γ) with charac-
teristic function ϕY , we infer parameters of the distribution by matching moments, i. e.
solving the r-dimensional system of equations

m̂j = i−jϕ
(j)
Y (0), j = 1, . . . , r. (6.4)

If A will be approximated by a random variable Z = eY with Y ∼ GH1(λ, χ, ψ, µ, σ2, γ)
and characteristic function ϕY , we infer parameters of the distribution by solving the
r-dimensional system of equations

m̂j = ϕY (−i · j) = exp{ψY (−i · j)}, j = 1, . . . , r. (6.5)

It will be convenient to work on logarithms of the equation above and define

ψY (u) = logϕY (u).

ψY (u) is also known as characteristic exponent.

Often, the system of r equations needs to be solved numerically but can be reduced to
r − 1 equations, because for j = 1 it is possible to solve for the location parameter µ
explicitly in case of all distributions discussed below.

In the following examples we discuss some approximations in detail. We summarize ex-
istence conditions for moments of the approximating distribution and solve the resulting
system of equations. We start with the lognormal distribution that yields a well-known
result.



6.4. PARAMETER INFERENCE BY MOMENT-MATCHING 127

Example 6.1. (Matching by Lognormal Distribution)

Assume that the first two moments m1 and m2 of a random variable A exist. Then, an
approximating lognormal distribution with parameters µ and σ2 with same moments is
given by

µ = −1
2

logm2 + 2 logm1

σ2 = −2 logm1 + logm2.

Proof. The result is standard and can be deduced from Eq. (6.5). The characteristic
exponent of a Normal random variable with mean µ and variance σ2 is

logϕ(u) = −1
2
σ2u2 + iµu.

Thus, the logarithms of the first two moments of a lognormal random variable are given
by evaluation of logϕ(u) at u = −i and u = −2i, i. e.

logϕ(−i) =
1
2
σ2 + µ

logϕ(−2i) = 2σ2 + 2µ.

Matching the first equation with logm1, the second with logm2 and solving for µ and σ2

yields the result.

Though the result is standard, we want to note that we will apply the same approach
when approximating by the exponential of a GH variable Z = eY where

Y ∼ GH1(λ, χ, ψ, µ, σ2, γ).

Once the characteristic exponent of Y is known, we can apply the technique – yet, solving
the system of equations might involve numerical procedures.

Example 6.2. (Matching by Log-NIG Distribution)

Assume the existence of the first four moments m1, . . . ,m4 of a random variable A. Con-
sider another random variable Y ∼ GH1(λ = −1/2, χ, ψ, µ, σ2 = 1, γ) satisfying the re-
strictions

ψ − 16− 8γ > 0 if γ ≥ 0

ψ − 16 > 0 if γ < 0.

Then eY has same first four moments as A if

γ = −χ+ µ2 + 2µ
√
χψ − 2µ logm1 − 2

√
χψ logm1 + logm2

1

2χ

ψ =

(
2χ+ 2µ2 + 4µ log2m1 − 2 log2m1 − 4µ logm2 + log2m2

)2
4χ (2 logm1 − logm2)

2
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and the remaining parameter µ and χ are chosen such that

logm3 = 3µ−
√
χψ − 9χ− 6χγ +

√
χψ

logm4 = 4µ−
√
χψ − 16χ− 8χγ +

√
χψ.

Proof. Due to the relation

GH(λ, χ, ψ, µ, σ, γ) = GH(λ, χ/k, kψ, µ, kσ, γ), k > 0

an approximation by an arbitrary exponential NIG distribution will yield infinitely many
parameter combinations if there is at least one solution to the moment matching problem.
Thus, without loss of generality, we can restrict to σ = 1. (Likewise, we could have fixed
χ or ψ to a specific value.)

Now, the derivation is similar to Example 6.1. The characteristic exponent ψY of a NIG
random variable Y with parameters χ, ψ, µ, σ = 1 and γ is given by

ψY (u) = iµu−
√
χψ + u2χ− 2iuχγ +

√
χψ.

Thus, logarithms of moments of eY are obtained by computing ψY (−ik), k = 1, . . . , 4.
Setting these equal to logm1, . . . , logm4 and solving the system of equations in Eq. (6.5)
gives the claim.

The condition ψ − 16− 1(γ ≥ 0)8γ > 0 is needed to ensure existence of four moments of
eY . Moments of Z exist if the moment generating function of Y exists at k = 1, . . . , 4.
According to Lemma 2.6, this can be guaranteed if

ψ − k2 − 2kγ ≥ 0 for k = 1, . . . , 4.

The condition is implied by the assumption above.

We want to add that the system of equations in Example 6.2 allows for explicit formulae
for the parameters as polynomials in the logarithm of the moments. The implementation
of the formulae will drastically increase the speed of the approximation since it is not
necessary to solve the system numerically. We omit the formula for space reasons.

Example 6.3. (Matching by NIG Distribution)

Assume the existence of the first four moments m1, . . . ,m4 of a random variable A. Con-
sider another random variable Y ∼ GH1(λ = −1/2, χ, ψ, µ, σ2 = 1, γ). Then Y has same
first four moments as A if

γ = − 3(2m3
1 +m3 − 3m1m2)(m2 −m2

1)
9m3

2 − 18m3m1m2 − 6m4
1m2 − 3m2m4 + 3m4m2

1 + 2m6
1 + 8m3

1m3 + 5m2
3

ψ = − 3(m2 −m2
1)γ

3m1m2 − 2m3
1 −m3

χ =
ψ3(m2

1 −m2)2

(ψ + γ2)2

µ = −χγ −m1
√
χψ√

χψ
.
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Proof. The same argument regarding overparametrization applies as in Example 6.2 and
we set σ = 1 without loss of generality. Substituting the proposed solution into the system
of equations in Eq. (6.4) yields the claim. Alternatively one can use the result in Albrecher
(2004) after Proposition 2 and reparametrizing the solution there.

Here, we can see once again the tractability of NIG distributions as the system of equations
can be solved explicitly. This is mainly due to the fact that the Bessel function with index
λ = −1/2 has a tractable form in contrast to the HYP distribution, where Bessel functions
with index 1 are involved. The characteristic function of Y ∼ GH1(λ = 1, χ, ψ, µ, σ2, γ) is
given by

φY (u) = eiµuξ

(
1
2
u2σ2 − iuγ;χ, ψ

)
, u ∈ R

ξ(s;χ, ψ) =
(

ψ

ψ + 2s

)1/2 K1

(√
χ(ψ + 2s)

)
K1(

√
χψ)

, s ∈ R.

Thus, the case of (log-)HYP cannot be worked out that explicitly. There are algorithms
to compute those Bessel functions quickly, but they cannot be solved for the argument
analytically, so that we can state only the following:

Example 6.4. (Matching by Log-HYP Distribution)

Assume the existence of the first four moments m1, . . . ,m4 of a random variable A. Con-
sider another random variable Y ∼ GH1(λ = 1, χ, ψ, µ, σ2 = 1, γ) satisfying the restric-
tions

ψ − 16− 8γ > 0 if γ ≥ 0

ψ − 16 > 0 if γ < 0.

Then eY has same first four moments as A if

m1 = eµ
(

ψ

ψ − 1− 2γ

) 1
2 K1

(√
χ(ψ − 1− 2γ)

)
K1

(√
χψ
)

m2 = e2µ
(

ψ

ψ − 4− 4γ

) 1
2 K1

(√
χ(ψ − 4− 4γ)

)
K1

(√
χψ
)

m3 = e3µ
(

ψ

ψ − 9− 6γ

) 1
2 K1

(√
χ(ψ − 9− 6γ)

)
K1

(√
χψ
)

m4 = e4µ
(

ψ

ψ − 16− 8γ

) 1
2 K1

(√
χ(ψ − 16− 8γ)

)
K1

(√
χψ
) .

Proof. The same argument regarding overparametrization applies as in Example 6.2 and
we set σ = 1 without loss of generality. Substituting the characteristic function into the
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system of equations in Eq. (6.5) yields the claim. The condition ψ− 16− 1(γ ≥ 0)8γ > 0
ensures existence of the first four moments of eY which comes again from the existence
condition of the moment generating function of Y at k = 1, . . . , 4, i. e.

ψ − k2 − 2kγ ≥ 0.

While it were possible to solve the first equation of the system for µ, the remaining system
has to be solved numerically, which is a drawback in applications. The case of HYP is
even less tractable than log-HYP as derivatives of Bessel functions are required. Though
they can be computed in terms of Bessel functions, the equation system that needs to be
solved for moment-matching is rather involveld and we can only state

Example 6.5. (Matching by HYP Distribution)

Assume the existence of the first four moments m1, . . . ,m4 of a random variable A. Con-
sider another random variable Y ∼ GH1(λ = 1, χ, ψ, µ, σ2 = 1, γ). Then Y has same first
four moments as A if

mj =
1
ij
∂j

∂uj
eiµuξ

(
1
2
u2 − iuγ;χ, ψ

)∣∣∣∣
u=0

j = 1, . . . , 4

ξ(s;χ, ψ) =
(

ψ

ψ + 2s

)1/2 K1

(√
χ(ψ + 2s)

)
K1(

√
χψ)

, s ∈ R.

Proof. The same argument regarding overparametrization applies as in Example 6.2 and
we set σ = 1 without loss of generality. Substituting the characteristic function into the
system of equations in Eq. (6.4) yields the claim.

Though all derivatives can be computed in terms of Bessel functions of order 0 and 1, the
exact formulae do not yield further insights and cannot be solved for the parameter in
terms of basic functions.

Summarizing the five examples above we have to state the lognormal distribution is most
tractable among all candidates due to the low number of parameter. NIG and log-NIG
follow closely, since the system of equations can be solved explicitly. HYP and log-HYP
are least tractable and numerical root-finding procedures need to be applied in practice.
Existence of solutions is not guaranteed in any of the non-lognormal cases.

Finally, we add some details on the implementation of the matching procedure. In case
that we cannot solve the equations explicitly we have to use numerical solutions of the
equation system. At the same time, we cannot allow for an arbitrary solution of the equa-
tions, moreover we have to find solutions that yield distributions satisfying the parameter
restrictions. This will not always be the case and we will then use the distribution as
approximation whose parameter are admissible and yield the smallest possible distance to
the given moments in the least-square sense. Thus, we convert the constrained root-finding
problem into a constrained least-square problem

r∑
i=1

(mi −mi(θ))
2 → min

θ∈D
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where θ ∈ Rr denotes the r parameters to find, mi represent the given and approximated
moments, while the optimization set D ⊂ Rr is determined by the moment conditions.
Such a least squares function can easily be optimized by standard routines implemented
in any programming language.

6.5 Measures of Distance

We turn to the issue of measuring the distance between two given distributions. The
main objective of the study is to decide whether one or another distribution is closer to
a simulated sample distribution. We could perform formal statistical tests with the null
hypothesis of the true distribution being one of our proposed GH distributions. Since
we know that our candidates cannot be the true distribution but only approximations,
we expect all tests to reject the null for a sufficiently large sample. Instead, we apply
a formal testing procedure that is similar to the Kolmogorov-Smirnoff-test that allows
to conclude in a statistically precise manner which alternative distribution is performing
better than another. Additionally to the formal test, we compute other statistics and
compare their values directly. From that information we will also draw conclusions about
the appropriateness of distributions.

Since the latter is a procedure that does not necessarily give significant results, we choose a
variety of statistics focussing on different properties of the distributional fit. We use L1 and
L2 distances, which take the overall fit into account and the Anderson-Darling distance,
which puts more emphasis on the tail behavior of the approximating distribution. These
measures are standard in the statistical literature and are also used for distributional
goodness-of-fit analysis in case of GH distributions in the work by Raible (1998). In the
following we describe the statistical methods as we apply them for our study.

We start with a formal testing procedure based on the Kolmogoroff-Smirnov test. Given a
sample X1, . . . , XN of independent and identical distributed random variables, we define
the empirical distribution function

F̂N (x) =
1
N

N∑
i=1

1(Xi ≤ x).

The maximal absolute distance between the empirical distribution F̂N and the true (usu-
ally unknown) underlying distribution F is defined by

DN := sup
x∈R

∣∣∣F̂N (x)− F (x)
∣∣∣ . (6.6)

The statistic DN features appealing properties that allow to construct formal tests on the
underlying distributions. Important properties of DN are summarized in

Lemma 6.6. (Properties of DN)

Consider a sample X1, . . . , XN of independent and identical distributed random variables
with distribution F . Define DN as above and let X(1), . . . , X(N) denote the order statistics.

i) In case of a continuous distribution F , we have

DN = max
1≤j≤N

{∣∣∣∣ jN − F (X(j))
∣∣∣∣} .
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ii) DN −→ 0 almost surely as N →∞.

iii) Q[DN ≥ x] ≤ 2 exp{−2Nx2} for all x > 0.

Proof. The results are standard. All of them can be found in the textbook by Shao (2003,
p. 399 for i) and Theorem 5.1 on p. 279 for ii) and iii)). The first statement leads to the
so-called Kolmogorov-statistic, the second result has been proven originally in Glivenko
(1933), and published in a journal by F. P. Cantelli; the third statement is due to Wolfowitz
(1954) known as Dvoretzky-Kiefer-Wolfowitz inequality.

The first result gives guidance in computing the test statistic based on a sample assuming
that the true distribution F is given by a hypothesized candidate. The second item states
that the difference between empirical and true distribution converges to zero. From that
we can conclude, that if the test statistic yields small values for a hypothesized distribution
function G in place of the true distribution F , then G and F need to be close in the sense
that the supremal difference is small as well and we can compare the test statistic DN for
different candidates G indeed. The third result gives an approximation of the probability
distribution of DN . Note, that the given bound does not depend on the usually unknown
distribution function F . Using the results above we construct following goodness-of-fit
tests:

Lemma 6.7. (Tests based on DN)

Let X1, . . . , XN be an independent and identical distributed sample according to the con-
tinuous distribution F . Let G be a continuous distribution function. Fix a significance
level α ∈ (0, 1).

i) The hypothesis H0 : F = G vs. H1 : F 6= G can be tested at significance level α
by the test function

Ξ(X1, . . . , XN ) = 1

(
DN ≥

√
1

2N
log

2
α

)
.

The null hypothesis has to be rejected in case Ξ = 1.

ii) A (1− α)-confidence interval for the distance supx∈R |F (x)−G(x)| is given by[
max

1≤j≤N

{∣∣∣∣ jN −G(X(j))
∣∣∣∣}− ε(α), max

1≤j≤N

{∣∣∣∣ jN −G(X(j))
∣∣∣∣}+ ε(α)

]

where ε(α) :=
√

1
2N log 2

α .

Proof. The first statement is an immediate consequence of Lemma 6.6. We have to show
that the test function Ξ leads to rejection though the null is true only with probability
less than α:

QH0 [Ξ = 1] = QH0

[
DN ≥

√
1

2N
log

2
α

]
≤ α
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The second statement relies on the inequality for each x ∈ R:∣∣∣F̂N (x)−G(x)
∣∣∣− ∣∣∣F̂N (x)− F (x)

∣∣∣ ≤ |F (x)−G(x)| ≤
∣∣∣F̂N (x)−G(x)

∣∣∣+ ∣∣∣F̂N (x)− F (x)
∣∣∣ .

On the set
{
ω ∈ Ω :

∣∣∣F̂N (x)− F (x)
∣∣∣ ≤ ε(α)

}
we have∣∣∣F̂N (x)−G(x)

∣∣∣− ε(α) ≤ |F (x)−G(x)| ≤
∣∣∣F̂N (x)−G(x)

∣∣∣+ ε(α) ∀x ∈ R.

In particular

sup
x∈R

∣∣∣F̂N (x)−G(x)
∣∣∣− ε(α) ≤ sup

x∈R
|F (x)−G(x)| ≤ sup

x∈R

∣∣∣F̂N (x)−G(x)
∣∣∣+ ε(α)

which is the confidence interval above. We need to show that the relation holds with
probability 1− α at least:

QH0

[∣∣∣F̂N (x)− F (x)
∣∣∣ ≤ ε(α) ∀x ∈ R

]
= QH0 [DN ≤ ε(α)] ≥ 1− 2e−2Nε(α)2 = 1− α

with ε(α) as in the proposition.

We want to emphasize that it is a non-trivial task to obtain significant statements when
comparing alternative hypotheses H1 and H ′1. Usually, one compares values of statistics
and corresponding p-values in order to rank different alternative assumptions. Though
applied often, such comparisons do not lead to statistically significant results in general.

However, the proposition above allows for the following statistical procedure:

1. Compute DN under the null hypothesis of F = G.

2. Perform the test on H0 : F = G. If the test does not reject the null, G is so close to
the true underlying distribution F , that the difference cannot be detected. (Note,
that we know that F 6= G.) If the test rejects the hypothesis, use other candidates
G̃.

3. For two candidates G and G̃ that have been rejected, compute confidence intervals
for supx∈R |F (x)−G(x)| and supx∈R

∣∣∣F (x)− G̃(x)
∣∣∣ at levels 1−α/2. If the intervals

do not overlap, we can conclude which distribution is closer to F at level 1− α.

We turn the focus now on other measures of distance. The Anderson-Darling statistic has
been introduced by Anderson and Darling (1954) and is given by

AD = max
x∈{X1,...,XN}

∣∣∣F̂N (x)−G(x)
∣∣∣√

G(x)(1−G(x))

for a sample X1, . . . , XN as above where G denotes a hypothesized distribution function
and F̂N the empirical distribution function of F which will be simulated in our context. It
measures the maximal distance between two distributions where more weight is put into
the tails. Thus, it places more emphasis on a misspecification of probabilities of extreme
events, which is important when assessing heavy-tailed distributions. The estimator is
standard and readily applied.
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L1 and L2 distances are the most intuitive and commonly used distance measures as they
give the absolute and quadratic distance between two probability functions F and G, i. e.

L1 =
∫ ∞
−∞

|F (x)−G(x)| dx

L2 =
∫ ∞
−∞

(F (x)−G(x))2 dx

Replacing F by the empirical distribution F̂N and approximating the integrals above we
find estimators for L1 and L2.

Another popular choice is the Kullback-Leibler distance, which is applied in the study on
LIBOR swap rate approximations in Brigo and Liinev (2005). We encountered serious
difficulties in applying the distance which are closely linked to density estimation and the
optimal bandwidth choice therein. In fact, we could reach any ranking of the distributions
under considerations by changing this bandwidth parameter, which is why we do not
present the results in subsequent sections. Yet, we will briefly discuss our experiences
with the Kullback-Leibler measure in Section 6.8.

6.6 Statistical Proceeding

The statistical procedure splits up into the following steps:

1. Specification of the market model, in particular the volatility structure Γ and the
driving Lévy process (Lt).

2. Simulation of F (T0) according to Eq. (6.1) and computation of A(T0) according to
Eq. (6.3).

3. Estimation of parameters of various distributions for the average A(T0) via method
of moments.

4. Computation of distances between simulated true empirical and approximating dis-
tribution of the average A(T0).

We have discussed items 2, 3 and 4 in detail and we only need to add information on the
specific choice of parameters in our simulation setup.

We consider two volatility-correlation specifications and initial values for F (0), which
represent a swap rate in some interest rate market and a delivery-over-period forward
contract in the electricity market. We choose these two representatives for our study in
order to have a comparison to existing results (the interest market is discussed by Brigo
and Liinev (2005)) and to infer information about the approximations in case of energy
markets which are topic of this thesis.

LIBOR Market

Take the tenor structure to be T0 = 5y, T1 = 6y, . . . , T5 = 10y and corresponding
initial forward rates F (0) = 1

100 (6.13, 6.28, 6.27, 6.29, 6.23)′. Choose weights ωi = 1/5



6.6. STATISTICAL PROCEEDING 135

and consider A(T0) =
∑5

i=1 ωiF (T0, Ti). The instantaneous correlation and volatilities are
given by

ρ = (ρij)i,j=1,...,5 =


1.0000 0.9996 0.9968 0.9952 0.9862
0.9996 1.0000 0.9986 0.9975 0.9903
0.9968 0.9986 1.0000 0.9998 0.9963
0.9952 0.9975 0.9998 1.0000 0.9977
0.9862 0.9903 0.9963 0.9977 1.0000


σ = (σi)i=1,...,5 = (0.136, 0.127, 0.122, 0.118, 0.114).

Thus, the terminal covariance is

Γ = T0 · (ρijσiσj)i,j=1,...,5.

The forward rates are market data for a five-year swap rate with time to maturity five
years. Data and volatilities are taken from the study by Brigo and Liinev (2005) where we
refer to specification 1a), i. e. the covariance matrix stems from constant instantaneous
volatilities with positive and decreasing instantaneous correlations when moving away from
the diagonal. It is a toy specification for a LIBOR market model and will serve here for
comparison with the results of the study by Brigo and Liinev (2005). Of course, our setup
is not exactly the same as a LIBOR specification but should reflect important properties.
The only difference is in the specification of the weights ωi.

Energy Market

Here we consider a forward contract with delivery over a six-months period. The maturity
of the contract is T0 = 5 years in the future from now. The corresponding initial forward
prices are assumed to be F (0) = (39.40, 60.00, 62.49, 56.00, 44.92, 39.50)′; the weights are
chosen ωi = 1/6. The instantaneous correlation matrix is chosen by

ρ = (ρij)i,j=1,...,6 =


1.00 0.55 0.45 0.40 0.35 0.30
0.55 1.00 0.85 0.80 0.70 0.65
0.45 0.85 1.00 0.85 0.80 0.75
0.40 0.80 0.85 1.00 0.85 0.80
0.35 0.70 0.80 0.85 1.00 0.85
0.30 0.65 0.75 0.80 0.85 1.00


σ = (σi)i=1,...,6 = (0.40, 0.35, 0.25, 0.20, 0.18, 0.17)
Γ = T0 · (ρijσiσj)i,j=1,...,6 .

The choice is motivated by the statistical analysis of electricity forwards in Chapter 3 and
represents a typical forward curve and a standard seasonal power contract as it appears
in the market (cp. Figure 3.7).

Lévy Process Specification

As background driving Lévy processes, we consider a multidimensional Brownian motion
for the forward rates as in the lognormal forward LIBOR model and NIG and HYP
processes as special cases of the class of GH distributions. In order to simulate NIG and
HYP processes we have to choose the parameter such that the terminal covariance is Γ as
given above. While the Brownian motion is fully specified by the terminal covariance, we
recall that the covariance of X ∼ GHd(λ, χ, ψ, µ,Σ, γ) as in Definition 2.4 is

Cov[X] = E[W ]Σ + Var[W ]γγ′, W ∼ GIG(λ, χ, ψ).
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We want to have parameter of X such that

Cov[X] = Γ(T0, T1, . . . , Tn).

Thus, the specification of a terminal Γ leaves some freedom in the choice of the underlying
distribution for simulation. The particular choice of parameter is motivated by parameter
estimates reported in Prause (1999) for interest rate markets and as they appear in the
estimation results of Chapter 5.

Interest Market: γ = 0, χ = 1.3 · 10−5, ψ = 10000
Energy Market: γ = 0, χ = 2.1 · 10−2, ψ = 3000

We have chosen to set γ = 0 since it is not clear by the results of Chapter 5 if the electricity
contracts yield positive or negative values for γ. In context of interest rate markets we
have to rely on estimates in Prause (1999). He reports numbers only for unskewed GH
distributions. Moreover, the exact values of χ and ψ are not directly comparable to
numbers reported elsewhere as the choice of Σ can make up for differences. In fact,
the quantity χψ has to be chosen correctly. This overparametrization issue has been
addressed in the course of this chapter several times and is summarized by the equality of
distributions:

GHd(λ, χ, ψ, µ,Σ, γ) = GHd(λ, χ/k, kψ, µ, kΣ, kγ), k > 0

6.7 Results

In this section we discuss the results of the simulation study. We will consider the LIBOR
market case and the energy market case separately. We perform each simulation with
50000 runs.

6.7.1 LIBOR Market

Table 6.1 gives the different distance measures from empirical distributions to hypothesized
distributions. The upper part of the table is computed as in the lognormal forward LIBOR
model with lognormal, NIG and log-NIG approximations respectively. Taking this as
starting point we can conclude that the NIG approximation has similar overall performance
compared to the lognormal approximation as measured by DN , L1 and L2 distances.
Differences are small, yet significantly away from each other as measured by standard
errors. In fact, the NIG approximation seems to be inferior to the lognormal. Only
when it comes to the Anderson-Darling distance which focuses more on the tail of the
distribution one can see the shortcoming of the lognormal approximation and the better
quality of the NIG.

Considering the tail, we have to differentiate between left and right tail of the distribu-
tions. The quality of the left tail is not measured well by the Anderson-Darling statistic
as simulated realizations cannot be negative in contrast to the NIG approximation. The
misspecification there is not taken into account to full extent since AD evaluates simu-
lated and approximating distribution at sample values Xi. The probability of obtaining
a negative swap rate according to the NIG is about one path out of 2880. In contrast,
the lognormal distribution matches this non-negativity property perfectly. It is the right
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Approximating DN L1 L2 AD Q[X < 0]
Distribution

F ∼ Lognormal
Lognormal 8.96E-02 1.86E-03 1.02E-02 6.64E-00 -

7.19E-06 4.63E-05 1.38E-01

NIG 1.38E-01 2.12E-03 1.20E-02 2.89E-01 3.47E-04
6.09E-06 5.13E-05 1.40E-03

Log-NIG 5.38E-03 8.61E-05 4.82E-04 2.52E-02 -
5.90E-06 3.57E-05 3.12E-03

F ∼ Normal inverse-Gaussian
Lognormal 5.98E-02 2.48E-03 9.36E-03 1.96E+01 -

1.49E-05 6.02E-05 7.76E-00

NIG 5.88E-02 2.93E-03 1.00E-02 1.43E-01 8.16E-04
1.78E-05 5.95E-05 2.37E-03

Log-NIG 2.84E-02 1.26E-03 4.76E-03 8.49E-02 -
1.46E-05 5.71E-05 8.36E-04

F ∼ Hyperbolic
Lognormal 4.58E-02 1.77E-03 6.85E-03 1.25E-00 -

1.34E-05 5.58E-05 4.53E-01

NIG 3.40E-02 1.54E-03 5.40E-03 7.84E-02 2.57E-04
1.62E-05 5.60E-05 1.83E-03

Log-NIG 2.07E-02 9.45E-04 3.42E-03 6.49E-02 -
1.28E-05 4.92E-05 1.35E-03

Table 6.1 Goodness-of-fit measures for several approximating distributions when underlying asset F is

lognormal, NIG and HYP; Bootstrapped standard errors below; critical values for DN : ε(α = 10%) =

5.47 · 10−3, ε(α = 5%) = 6.07 · 10−3, ε(α = 1%) = 7.28 · 10−3

tail, which is mostly measured by the Anderson-Darling statistic. The more pronounced
probabilities there seem to be captured better by the NIG.

Yet, we can combine the two properties of non-negativity and heavy right tail in the
log-NIG which clearly outperforms both alternatives. The difference according to L1 and
L2 is less than 5% of the difference implied by alternative distributions while improving
the right tail behavior at the same time. Of course, the probability of negative values
is zero under this distribution. What is most striking is the performance in the DN -
statistic. Log-NIG does not only improve the alternatives significantly, a test on equality
with the true distribution could not be rejected at an any level of confidence below 10%
(DN = 5.38 · 10−3, critical value ε(10%) = 5.47 · 10−3). According to Brigo and Liinev
(2005), the error of a lognormal approximation can be interpreted as a misspecification of
0.55% of the volatility parameter that enters Black’s formula. Our log-NIG approximation
would even reduce this misspecification.

We obtain a similar picture when the driving Lévy process is multivariate HYP and NIG
(sections 2 and 3 of Table 6.1). The lognormal and NIG fit the simulated data in about
the same quality with the difference that the lognormal puts zero probability on negative
values in contrast to NIG while the NIG is much better in the right tail. According to
other distances it is not clear, if the NIG yields a better approximation at all. The log-NIG
is superior to both alternatives, though the approximation is not in the confidence region
around the empirical distribution this time.

An illustration of the estimated densities and distributions is given in Figure 6.1. We
cannot identify a clear pattern in the misspecification of the approximating densities and
distributions. We can only interpret the bad performance of NIG in that non-negative
data force the NIG into some shape that diminuates the flexibility to capture the rest of
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Approximating DN L1 L2 AD Q[X < 0]
Distribution

F ∼ Lognormal
Lognormal 6.02E-02 2.45E-00 2.81E-01 1.95E-01 -

1.80E-02 1.90E-03 1.72E-03

NIG 6.36E-02 1.71E-00 2.27E-01 1.53E-01 1.99E-03
1.20E-02 1.49E-03 1.29E-03

Log-NIG 2.16E-02 6.97E-01 8.78E-02 7.74E-02 -
1.39E-02 1.66E-03 8.00E-04

F ∼ Normal inverse-Gaussian
Lognormal 3.87E-02 1.99E-00 1.97E-01 1.05E-01 -

2.17E-02 1.98E-03 1.68E-03

NIG 1.44E-01 5.03E-00 6.01E-01 3.64E-01 1.64E-02
1.81E-02 1.89E-03 1.82E-03

Log-NIG 1.82E-02 8.92E-01 9.06E-02 5.16E-02 -
2.06E-02 1.99E-03 8.65E-04

F ∼ Hyperbolic
Lognormal 5.12E-02 2.60E-00 2.59E-01 1.34E-01 -

2.18E-02 2.01E-03 1.21E-02

NIG 2.15E-01 7.12E-00 8.80E-01 5.40E-01 2.47E-02
2.29E-02 2.04E-03 1.75E-03

Log-NIG 3.69E-02 1.63E-00 1.73E-01 9.91E-02 -
2.14E-02 1.91E-03 1.31E-03

Table 6.2 Goodness-of-fit measures for several approximating distributions when underlying asset F is

lognormal, NIG and HYP; Bootstrapped standard errors below; critical values for DN : ε(α = 10%) =

5.47 · 10−3, ε(α = 5%) = 6.07 · 10−3, ε(α = 1%) = 7.28 · 10−3

the data well. We will see how the positivity constraint influences the estimation when
moving to the energy specification below, where the center of the distribution is closer to
zero as measured by standard deviations.

6.7.2 Energy Market

We conduct the analysis within a model that resembles more the features of commodity and
stock markets in that the distributions are usually far away from zero in absolute values,
but volatilities are higher and tails more heavy. In fact, positivity is more restrictive in this
setting as the mean is closer to zero as measured by standard deviations. While the mean
of A(T0) in the LIBOR model (≈ 0.0624) is about 3.7 standard deviations (≈ 0.017) away
from zero, the mean of A(T0) in the energy model (≈ 50.42) is only about 1.8 standard
deviations (≈ 27.53) away from zero.

Table 6.2 shows the simulation results. The overall picture that we obtain here is similar to
that of the LIBOR specification though not as pronounced as there. When the underlying
average is a sum of lognormals then we have again that the lognormal approximation has
about the same goodness as the NIG approximation. Even the right tail is fitted well as
measured by the Anderson-Darling statistic. The NIG is performing only slightly better.
Once again, log-NIG is the best choice among the candidates under consideration. It
shows the best results across all measures of distance. The improvement is statistically
significant based on the test statistic DN .

When the underlying distribution of the average does not come from a sum of lognormals
but from a sum of exponential HYP and NIG processes then we find the surprising result
that the lognormal approximation yields significantly lower distances than NIG. This might
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Figure 6.1 Approximating densities and distributions of an interest rate swap rate in a lognormal (top),

exponential NIG (middle) and exponential HYP (bottom) forward LIBOR specification
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be due to positivity of the lognormal approximation which is not guaranteed by NIG.
Again, log-NIG gives the lowest numbers though the difference is not as big as it was in
the LIBOR specification.

While the performance in the upper tail is similarly good for lognormal and NIG approx-
imations, performance in the lower tail as measured by the probability of negative values
is drastically worse for NIG. If we had about one out of 2880 paths ending with negative
swap rates in the LIBOR market, we can observe one out of 500 (0.2%) up to one out of
60 swap prices (2.5%) for the energy contract finishing in negative numbers. This is an
alarming result for practical applications.

The illustration of densities and distributions is given in Figure 6.2. In contrast to the
LIBOR market specification, we have the impression, that the non-negativity of the sim-
ulated sample poses a tough restriction on the NIG density. The effort of pushing the
probability mass to positive numbers yields an extremely peaked density. This in turn
leads to a distribution function that is increasing much faster than the empirical distribu-
tion in all cases, most obviously in the HYP specification (lower panel).

6.8 Summary & Related Topics

In this chapter we have conducted a simulation study that should lead to an answer to
the question, whether the lognormal approximation of a positive arithmetic average is
suitable in energy markets as well and if it is possible to improve the approximation by
alternative distributions. In particular we were interested to shed light on the goodness
of approximation of NIG compared to log-NIG.

We can state a clear-cut result: The performance of the lognormal approximation will be
similar in energy markets as in the LIBOR context studied by Brigo and Liinev (2005). The
quality of NIG is close to that of a lognormal approximation. Both candidates are definitely
outperformed by a log-NIG approximation, i. e. the exponential of an NIG distributed
random variable. The result remains true among all driving processes considered in the
study.

While positivity is an omnipresent issue in interest rate markets, positivity of approximat-
ing distributions does not really pose a problem in the LIBOR example as even a Normal
or NIG distribution will yield shapes that imply only small probabilities for negative rates.
This is due to the rather small variance compared to the mean of the random variable.
Positivity is of much greater concern in energy markets (and probably stock markets,
too) as variance is much higher relative to the mean and an approximating distribution
yields notable probabilities of negative average prices. Here, the application of positive
distributions makes a difference.

Besides the fitting quality of log-NIG we want to mention that the parameter restriction
due to the moment-matching conditions did not pose a severe problem. We found that our
estimated parameters were always away from the boundary and moments were matched
almost perfectly. This does not hold for estimation of NIG. We experienced difficulties in
estimation in that simulated moments could not be matched perfectly by the NIG in some
cases. In particular, estimation was difficult in scenarios where the mean of the simulated
data was close to zero. We had to interfere with the optimizing routines manually in order
to obtain a reasonable result. In that respect, log-NIG is definitely preferable.
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Figure 6.2 Approximating densities and distributions of an electricity swap in a lognormal (top), expo-

nential NIG (middle) and exponential HYP (bottom) specification
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HYP and Log-HYP Approximations

HYP and log-HYP approximations for the average A are available, too. In fact, we
included both cases in our analysis and the results were similar to those of NIG and
log-NIG. However, it turned out that solving the apparent equation systems can lead to
numerical instabilities. This might be due to the repeated evaluation of Bessel functions
and the boundary conditions for admissible parameter values. While it was possible to
obtain distance measures for each single case that has been discussed in the previous
section, we had to interfere with the optimizing routine often in order to obtain admissible
and optimal parameter estimates. Hence, bootstrapping standard errors requires a deeper
analysis of this issue. Since distance estimates were close to those of NIG and log-NIG,
we conject that quality of HYP and log-HYP is similar, and that the latter two are less
tractable.

Kullback-Leibler Distance and Density Estimates

We want to discuss informally the use of Kullback-Leibler distances as we experienced dif-
ficulties when applying the measure as suggested by Brigo and Liinev (2005). The measure
has been introduced by Kullback and Leibler (1951). The Kullback-Leibler (KL) distance,
also called KL information and KL divergence, is an intuitive measure for describing the
distance between two densities f and g (contrary to distances used above, which worked
on distribution functions). In our setting, all distributions have continuous densities and
we can define the KL distance by

KL(f, g) =
∫ ∞
−∞

f(x) (log f(x)− log g(x)) dx.

The measure features the following appealing result, which is worked out in detail in Brigo
and Liinev (2005): If f is some arbitrary continuous density and g is from an exponential
family with d parameters, thenKL is minimal when f and g share the same first dmoments
implying that matching moments is the best possible approximation (in the KL-sense). In
our applications some but not all distributions are from the exponential family.

The challenge in applying the measure is the statistical estimation from a finite sample
when one of the densities is unknown. Assume a sample X1, . . . , XN with unknown density
f and denote by X(i) the ith order statistic. Then we can estimate the integral I1 :=∫∞
−∞ f(x) log g(x)dx by

Î1 =
∫ ∞
−∞

log g(x)f̂N (x)dx =
∫ ∞
−∞

log g(x)dF̂N (x) =
1
N

N∑
i=1

log g (Xi) .

where F̂N denotes the empirical distribution of F , which has density f . This part does
not involve empirical density estimation and is a stable, fast converging procedure.

The integral I2 :=
∫∞
−∞ f(x) log f(x)dx is called relative entropy and several estimators

have been proposed. According to an overview report by Beirlant et al. (1997) (and the
extensive list of references therein) entropy estimators can be divided broadly into three
groups. Plug-in estimates which use kernel estimation for f , hence the integral I2 needs
to be evaluated numerically (cp. Dmitriev and Tarasenko (1974)); sample-spacing based
estimates which will be used and explained below; and nearest-neighbor based estimates
which find its way to applications rarely (cp. Tsybakov and van der Meulen (1996)).
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We tried estimators from the second group which involves differences of sample values
whose order is apart by some well-chosen number r ∈ N called spacing. In general, the
density f will be estimated by

f̂N (x) =
r

N

1
X(ir) −X((i−1)r)

, x ∈ [X((i−1)r), X(ir)].

The density estimate is consistent for N →∞ when

r(N) →∞ and r(N)/N → 0. (6.7)

The particular form of f̂N allows an explicit computation of I2 when replacing f by f̂N and
the estimator of I2 will be consistent as well, though biased. It turns out that consistency
of f̂N is not necessary to derive a consistent estimator of I2 which is why several corrections
have been proposed to account for the bias and to reduce the asymptotic variance. Again,
we refer to Beirlant et al. (1997) for a list of estimators and the corresponding references.

According to Brigo and Liinev (2005) all estimators yield similar results in their study
so that we restricted ourselves to the well-known Vasicek-estimator (cp. Vasicek (1976))
which is spacings based:

Î2 = − 1
N

N∑
i=1

log
(
N

2r
X(i+r) −X(i−r)

)
where X(i−r) := X(1) if i − r ≤ 0 and X(i+r) := X(N) if i + r ≥ N . Weak and strong
consistency under different assumptions on f has been proven in Beirland and van Zuijlen
(1985) and van Es (1992) for f with bounded support (cp. the latter for asymptotic
properties as well) and in Tarasenko (1968) and Beirland and van Zuijlen (1985) for f
with unbounded support.

Applying the Vasicek estimator in our study and bootstrapping standard errors resulted in
unsatisfactory distance estimates and large standard errors in the order of the estimates.
The estimates are very sensitive to the parameters that can be chosen in the estimation
procedure. In fact, on a given simulated sample we could achieve any ranking of the
distributions under consideration by a proper choice of r so that we did not find the
measure helpful in our context. The exact implementation of the distance estimate as it is
used by Brigo and Liinev (2005) was not available in any form so that it was not possible
to establish their results.

We believe that the sensitivity to the parameter r is closely linked to the optimal band-
width choice in estimating densities. We found it extremely difficult to choose the band-
width appropriately so that the inclusion of an empirical density in Figures 6.1 and 6.2 is
representative. Different choices led to density estimates that resembled similarities with
all distributions under consideration. So we chose to not depict the sample density but
only the empirical distribution.

Option Pricing Error

Finally, we want to remark that our analysis aimed at comparison of distributions and we
applied particular indicators for doing so. The main application that we have in mind is
that similar distributions will yield similar option prices, i. e. the true simulated price
of a swaption will be well-approximated by the price of an option on an approximately
similar random variable. Of course, the pricing error is hardly quantifiable in terms of
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distances in distribution as measured by the quantities above, i. e. we cannot say that
the best fitting distribution according to L1 distances will yield the most realistic option
price. Hence, one can argue that the option pricing error has to be employed as distance
measure. Indeed, this has been done by some of the aforementioned authors. Yet, one
has to note that higher order correction terms can be applied for pricing options when
the underlying distribution is approximated. This correction term influences the pricing
error substantially and does not allow to conclude on the goodness of the approximating
random variable. Also, the option pricing error depends on the moneyness of the option.

With our analysis we have shown, that a log-NIG approximation is a proper choice in
many practical cases as the underlying true distribution is matched very well. In that
sense, all option prices are very likely to be recovered with reasonable accuracy.



Appendix A

Option Pricing Using Fast Fourier

Transforms

A.1 Option Pricing Using Fourier Transforms

Contrary to the Black-Scholes framework, where explicit formulae for pricing European
calls are available, many other modeling approaches do not allow for such direct pricing
routines. The pricing method by Fourier transforms is a widely used method to price
options in financial models when the risk-neutral density of the underlying asset is not
given in an analytical tractable form, however the characteristic function, which also fully
describes the probabilistic behavior of the underlying, can be evaluated easily. By now,
there is a large variety of Fourier-based pricing algorithms (cp. Cont and Tankov (2004,
Section 11.1.3) for some of them), yet we restrict the discussion to one of the most common
versions introduced by Carr and Madan (1999).

Given a filtered probability space
(
Ω,F , (Ft)t∈[0,T ′],Q

)
and a stochastic process (Ft)t∈[0,T ′]

adapted to the filtration (Ft)t∈[0,T ′], the time-t price of a European call on an underlying
described by Ft with strike K and maturity T < T ′ is given by

C(t, T,K) = e−r(T−t)E
[
(FT −K)+|Ft

]
where we assume that Q is a measure such that (Ft) is a martingale. The idea is to
analytically compute the Fourier transform of C as a function of K, derive a tractable
expression in terms of the characteristic function of logFT and apply Fourier inversion to
that transform in order to obtain the call price.

Denote the Fourier transform and the inverse Fourier transform of a square integrable
function f : R 7→ R by

Ff(v) :=
∫ ∞
−∞

eixvf(x)dx

F−1f(x) :=
1
2π

∫ ∞
−∞

e−ixvf(v)dv.

Defined in this way, F and F−1 are inverse to each other and we have F−1Ff = f for
square integrable functions f . Though square-integrability might not be necessary, it is
sufficient.

145
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In our context, the call price as a function of the strike price C(k) will replace the function
f(x), where k := logK. The arguments t and T are suppressed in this notation.

We have that C(k) → Ft as k → −∞ (or equivalently K → 0) where Ft is the current
price of the underlying. Thus, C(k) is not square integrable in k and we consider the
modified price

Cmod(k) := eαkC(k), α > 0.

This dampens the call price C(k) as k → −∞, but might invoke difficulties as k → +∞.

It has been shown in Carr and Madan (1999), that Cmod is square integrable if

E
[
|FT |α+1

]
<∞.

For ease of notation let t = 0. Then we can find the Fourier transform of Cmod by basic
manipulations in terms of the characteristic function of logFT , ϕT (u) = E

[
eiu logFT

]
:

FCmod(v) =
∫ ∞
−∞

eixvCmod(k)dk

= e−rT
ϕT (v − (α+ 1)i))

α2 + α− v2 + i(2α+ 1)v

and we can recover the call price by inversion

C(k) =
e−αk

2π

∫ ∞
−∞

e−ivke−rT
ϕT (v − (α+ 1)i)

α2 + α− v2 + i(2α+ 1)v
dv. (A.1)

With this representation we are able to compute the price of a European call based on the
characteristic function of the underlying without knowing the density explicitly.

The parameter to choose is the dampening exponent α. Carr and Madan (1999) suggest
to consider

max{α > 0 : E
[
|FT |α+1

]
<∞}

as an upper bound. Since in our applications all processes have finite variances, setting
α = 1 seems to be a valid choice. Though the choice appears arbitrary to some extent, we
could not find any improvement in our results when changing α to other values.

A.2 Application of Fast Fourier Transforms

Fast and precise evaluation of the integral in Eq. (A.1) is crucial for applicability of the
Fourier transform method. Often, there is no analytical expression for the call price and
one has to use numerical approximation methods. Since the integral has to be evaluated
many times in the context of calibration, it is important to reduce the number of operations
that are needed for the approximation as much as possible. A routine that has been proven
very powerful in this context is the Fast Fourier Transform (FFT) technique.

The FFT is an efficient algorithm due to Cooley and Tukey (1965) which allows to compute
quantities of the kind

Fn(fk) =
N−1∑
k=0

fke
−2πink/N , n = 0, . . . , N − 1



A.2. APPLICATION OF FAST FOURIER TRANSFORMS 147

for N being a power of 2. In general one would need N2 operations to compute Fn, n =
0, . . . , N − 1 for an arbitrary N . If N is a power of 2, then the FFT algorithm reduces
complexity to the order of O(N logN) operations. The algorithm is readily implemented
in most programming languages and will not be discussed further in this work.

The algorithm can be applied to Eq. (A.1), when the integral is cut off and discretized, i.
e.

C(k) ≈ e−αk

2π

∫ B/2

−B/2
e−ivke−rT

ϕT (v − (α+ 1)i)
α2 + α− v2 + i(2α+ 1)v

dv

≈ e−αk

2π

N−1∑
j=0

wje
−ivjke−rT

ϕT (vj − (α+ 1)i)
α2 + α− v2

j + i(2α+ 1)vj
(vj − vj−1)

where N is a constant determining the number of sampling points that needs to be chosen,
vj are sampling points discussed below and wj are weights corresponding to a chosen
integration rule. We will assume that w0 = wN−1 = 1/2 and 1 else.

Fixing the sampling points for the integral approximation at vj = − π
∆k + j 2π

N∆k , we have
that the integral cut-off point is B = 2π

∆k . ∆k is another parameter for the approximation
that needs to be chosen.

If we evaluate the call price at log-strikes

kn = −N∆k
2

+ n∆k, n = 0, . . . , N − 1,

we sample in the log-strike space from −N∆k
2 to (N−1)∆k

2 .

Combining the two choices we can manipulate the call price above to obtain

C(kn) ≈ e−αkn+iπn−iπN/2

N∆k
Fn(fj), n = 0, . . . , N − 1

fj = wj exp{iπj}e−rT ϕT (vj − (α+ 1)i)
α2 + α− v2

j + i(2α+ 1)vj
, j = 0, . . . , N − 1.

Next, we discuss the appropriate choice of N and ∆k. On one hand, the parameter ∆k
should be chosen small to have a valid approximation of the integral over R by an integral
over a finite interval, since the bounds B depend on ∆k. On the other hand, this influences
the sample points vj and makes the distance between two vjs rather large and the integral
approximation unprecise. To increase precision, N needs to be chosen larger, but this will
also increase computation time.

According to extensive studies a choice of ∆k = 0.005 and N = 2048 leads to acceptable
approximation results in many cases (cp. Matsuda (2004)). This implies that we compute
calls on a grid with fineness 0.005 in the log-strike axis ranging from -5.12 to 5.12, which
translates into strikes from 0.006 units of currency to 167.17 units of currency. Note that
the grid is not equidistant in the strike axis, but rather fine on the lower bound and rough
at the upper bound. We keep these parameter choices throughout the thesis.

By this procedure we obtain option prices for strikes on the grid Kn = exp{kn}. As
mentioned before, it is rather fine around k = 0 (K = 1). Since one can normalize the
option pricing problem to an underlying with F0 = 1, this allows for a fine grid for at-
the-money options as desired. The more the option is in- or out-of-the money, the worse
will the FFT perform. To overcome this difficulty there are special FFT variations that
price certain types of moneyness particularly well. (Compare Matsuda (2004) for worked
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out examples and numerical comparisons.) These have not been applied in the thesis.
It remains to compute the option price with strike K as interpolation of two prices at
neighbouring Kn.
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Doléans-Dade, C. Quelques applications de la formule de changement de variables pour
les semimartingale. Probability Theory and Related Fields, 16(3):181–194, 1970.

Eberlein, E. and Keller, U. Hyperbolic distributions in finance. Bernoulli, 1:281–299,
1995.

Eberlein, E. and Kluge, W. Exact pricing formulae for caps and swaptions in a Lévy term
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Communications in statistics. Stochastic models, 13(4):887–910, 1997.

Samuelson, P. A. Proof that properly anticipated prices fluctuate randomly. Industrial
Management Review, 6(2):41–49, 1965.
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• Award by association of power-related companies in Baden-Württemberg for master
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Zusammenfassung

Das Ziel dieser Arbeit besteht darin, Terminpreise für energiebezogene Rohstoffe mathe-
matisch exakt zu beschreiben, um verschiedene aktuelle Fragestellungen zu beantworten.
Die mathematische Beschreibung der Märkte und die Bearbeitung dieser Fragestellungen
erstreckt sich über die Kapitel 3 bis 6.

Kapitel 3 – Eine mehrdimensionale statistische Analyse von Rohstoffmärkten
und Anwendungen in der Risikosteuerung

Die Risikosteuerung von Energieportfolien ist eine wichtige Aufgabe für Energieversorger
und Banken, die in Energiemärkten aktiv sind. Für eine optimale Steuerung ist es von
großer Bedeutung, statistische Eigenschaften der Portfoliokomponenten und des gesamten
Portfolios zu kennen. In Kapitel 3 führen wir eine multivariate statistische Analyse
wichtiger Energieträger und energiebezogener Terminkontrakte durch, die für Energieport-
folios wichtig sind. Während Analysen von Strompreisen in den letzten Jahren deutlich
zugenommen haben, gibt es bisher kaum statistische Resultate für Terminpreise energiebe-
zogener Rohstoffe wie Öl, Kohle, Erdgas und CO2-Zertifikate. Eine erste gemeinsame
Analyse solcher Energiepreise findet sich lediglich in der Arbeit von Kat und Oomen
(2006b).

Die Schwierigkeit einer solchen mehrdimensionalen statistischen Analyse liegt zum einen
in der Konstruktion eines aussagekräftigen Datensatzes, da die verfügbaren Zeitreihen auf-
grund des Samuelson-Effektes instationär sind und verschiedene Lieferperioden in Strom-
kontrakten die Daten nur schwer vergleichbar machen. Zum anderen weisen Warentermin-
preise eine Vielzahl verschiedener Verteilungseigenschaften auf. Die genannte Publikation
widmet sich lediglich einer Korrelationsanalyse zwischen verschiedenen Energieträgern und
klassischen Wertpapieren, um die Güte von Rohstoffmärkten als alternative Anlageklasse
zu untersuchen. Neben der Korrelationsanalyse geben sie keinerlei Hinweis auf eine Vertei-
lung, die die gemeinsame Entwicklung der untersuchten Preise beschreiben kann. Insofern
stellt die von uns durchgeführte Verteilungsanalyse solcher Preise eine Neuerung an sich
dar.

Wir beschreiben die Konstruktion eines aussagekräftigen Datensatzes in Abschnitt 3.3.1.
Wir verwenden multivariate verallgemeinerte hyperbolische Verteilungen, um die gemein-
same Preisentwicklung der genannten Terminkontrakte zu beschreiben. Die Wahl dieser
Verteilungsklasse ist hauptsächlich durch eindimensionale Analysen verschiedenster Fi-
nanzmärkte motiviert, in denen sie sich bewährt hat. Es ist ein Hauptresultat unserer
Analyse, dass verallgemeinerte hyperbolische Verteilungen deutlich besser geeignet sind
als die häufig benutzten Normalverteilungen, um die empirischen Preisentwicklungen zu
beschreiben (Abschnitt 3.4). Außerdem stellen wir den Nachteil unseres mehrdimension-
alen Ansatzes dar, der sich darin ausdrückt, dass die verschieden großen Häufigkeiten
extremer Preisänderungen in den unterschiedlichen Terminkontrakten in allen multivari-
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aten Verteilungsannahmen nur unzureichend widergespiegelt wird (Abbildung 3.8).

Die Resultate der statistischen Analyse werden dann für die Risikobewertung von Ener-
gieportfolios herangezogen. Wir verwenden dafür Portfolios, die in gewissem Maße als das
finanzielle Äquivalent von Kraftwerken interpretiert werden können. Hier ist die Schwierig-
keit die stabile Berechnung der Risikomaße für Verteilungen mit großen Wahrscheinlich-
keiten extremer Preisbewegungen. Hier können wir ein hilfreiches Resultat beisteuern, das
die besonders einfache Berechnung des ’expected shortfall’ basierend auf verallgemeinerten
hyperbolischen Verteilungen ermöglicht (Theorem 3.3).

Die Erkenntnis für die Risikosteuerung ist ein realistischerer Blick auf die Risiken von
Energieportfolios, da die vorgeschlagenen Verteilungen die empirischen Risiken sehr genau
widerspiegeln. Wir können ebenso zeigen, dass der CO2-Zertifikatehandel in gewissem
Maße geeignet ist, um Risiken unvorteilhafter Wertbewegungen der Portfolios zu reduzieren
(Tabellen 3.4 – 3.7).

Kapitel 4 – Modellierung von Terminkontrakten mit Lieferperioden

Die statistische Analyse von Terminkontrakten gibt Hinweise darauf, welche Eigenschaften
stochastische Modelle haben müssen, die die Entwicklung solcher Kontrakte beschreiben.
In Kapitel 4 verwenden wir die Ergebnisse von Kapitel 3, indem wir ein Modell für Ter-
minkontrakte auf Stromlieferungen aufsetzen, das sogenannte Term-Structure-Effekte ab-
bilden kann. Diese Effekte wurden bereits in Samuelson (1965) erwähnt. Unser Modell-
vorschlag erlaubt das Preisen von Optionen auf die modellierten Terminkontrakte mittels
weit verbreiteter Black-Formeln, die der Arbeit von Black (1976) entstammen. Zwar gibt es
zahlreiche Alternativen zur Strompreismodellierung in der existierenden Literatur, jedoch
beginnen die meisten Modelle mit der Beschreibung von Strom-Spot-Preisen und leiten
dann die Dynamik von Terminkontrakten ab. Diese ist dann nur ungenau beschrieben bzw.
wird überhaupt nicht auf Realitätsnähe untersucht. Außerdem werden alle existierenden
Modelle historisch geschätzt, d. h. es werden Zeitreihen von Preisen analysiert, um die
Modellparameter zu ermitteln. Insbesondere gibt es kein Terminmarktmodell für Strom,
das risikoneutral formuliert wird und Lieferperioden in den zugrundeliegenden Kontrakten
beachtet.

Unser Beitrag in diesem Kapitel ist es, die Terminpreise für Strom direkt zu modellieren
und dabei ebenfalls die Lieferperioden solcher Verträge zu berücksichtigen. Diese Liefer-
perioden anstelle von Lieferzeitpunkten wie in vielen anderen Märkten führen dazu, dass
die Volatilität der Preise neben dem Term-Structure-Effekt (also die Abhängigkeit von
der Restlaufzeit des Kontraktes bis zur Lieferung), auch von der Länge der Lieferperioden
beeinflusst wird. Beobachtungen am Markt führen zu der Erkenntnis, dass Kontrakte mit
kurzen Lieferperioden deutlich volatiler sind als solche mit langen Lieferperioden.

Der Modellansatz kann damit zusammengefasst werden, dass Kontrakte mit einmonatiger
Lieferperiode als Grundbausteine verwendet werden. Für diese wird eine geometrische
Brownsche Bewegung mit zeitabhängigen Koeffizienten angenommen, die Term-Structure-
Effekte beschreiben kann. Kontrakte mit mehrmonatiger Lieferperiode werden aus diesen
Bausteinen abgeleitet. Sie können als gewichtete Summe (Durchschnitt) der einmonati-
gen Verträge dargestellt werden. Der verwendete Ansatz hat Ähnlichkeiten mit den
in Zinsmärkten verbreiteten LIBOR-Marktmodellen und die mehrmonatigen Terminkon-
trakte ähneln Zins-Swaps in ihrer Auszahlungsstruktur.

Außerdem können wir zeigen, dass unsere Herangehensweise konform ist mit No-Arbitrage-
Argumenten für Strommärkte, die von Benth und Koekebakker (2005) entwickelt wurden



(Abschnitt 4.3).

Um das Modell an Marktdaten anzupassen, leiten wir in diesem Rahmen explizite Formeln
für alle gängigen Optionen auf Terminkontrakte her und gewinnen risikoneutrale Modell-
parameter aus den am Markt gehandelten Optionen. Wir können die historische Schätzung
von Parametern gänzlich vermeiden und umgehen damit jegliche Schwierigkeiten, die dem
sonst benötigten Marktpreisrisiko innewohnt. Zusätzlich diskutieren wir eine Anwendung
unseres Modells für den deutschen Strommarkt und zeigen, dass die Effekte, die durch
die Restlaufzeit der Verträge und die Länge der Lieferperioden erzeugt werden, realistisch
abgebildet werden können. Wir führen ebenfalls eine Stabilitätsanalyse mit positivem
Ergebnis durch.

Kapitel 5 – Ein Terminmarktmodell basierend auf Lévy-Prozessen

Während das eben beschriebene Modell basierend auf Brownschen Bewegungen Vola-
tilitätsstruktureffekte beschreiben kann, sind andere Verteilungseigenschaften nur unzu-
reichend abgebildet. Wir verallgemeinern den Ansatz, indem wir die allgemeinere Klasse
von Lévy-Prozessen als zugrunde liegende Risikofaktoren zulassen. Wir präsentieren und
schätzen in Kapitel 5 ein Lévy-getriebenes Modell, das neben den Term-Structure-Effekten
auch sogenannte am Markt beobachtbare Smiles und Volatilitätsoberflächen beschreiben
kann. Die Parameterschätzung dieses Modells erfolgt erneut risikoneutral über Options-
preise. Auf diese Art umgehen wir die Schwierigkeit, bei der Schätzung von Lévy-Modellen
zwischen Preisänderungen zu unterscheiden, die von stetigen Fluktuationen bzw. von
Sprüngen herrühren. Dieses ist ein exakt nicht zu lösendes Problem, wie die Arbeiten von
Honore (1998) und Ait-Sahalia (2004) ausführen.

Unser Beitrag zu existierender Forschung besteht in diesem Kapitel aus zwei Aspekten: Als
Erstes beschreiben wir ein Terminmarktmodell für Strom, das Lieferperioden beinhaltet
und auf Lévy-Prozessen basiert. Ein solcher Ansatz ist bisher noch nicht untersucht wor-
den. Wir leiten alle Größen her, die für die Modellbeschreibung und das Derivatepreisen
notwendig sind. Dazu gehören insbesondere die Bedingungen an den risikoneutralen Drift
(Lemma 5.2) und charakteristische Funktionen der Terminpreise in einem Spezialfall,
einem zweidimensionalen Normal-Inverse-Gaussian-Prozess (Beispiel 5.9).

Als Zweites müssen wir für die Parameterschätzung einen effizienten Algorithmus zum
Preisen von Optionen auf die Terminkontrakte mit Lieferperioden angeben. Diese Op-
tionen haben Ähnlichkeiten mit Swaptions, die zugrundeliegenden Prozesse mit Swaps.
Die Schwierigkeit im Preisen solcher Optionen besteht darin, dass weder Verteilung noch
charakteristische Funktion der Swaps bekannt sind, falls die modellierten Bausteine von
exponentiellen Lévy-Prozessen beschrieben werden wie in unserem Fall. Um aufwendige
Simulationen zu vermeiden, approximieren wir den Optionspreis. Die Approximation
beruht darauf, die tatsächliche, unbekannte Verteilung durch eine ähnliche, bekannte
Verteilung zu ersetzen und dann mit dieser die Option zu preisen. Der Ansatz ist bewährt
und beruht auf einer Edgeworth-Entwicklung. Meist wird eine Lognormalverteilung als
Approximation verwendet. Im Gegensatz dazu verwenden wir eine Verteilung, die sich als
Exponentialfunktion angewendet auf eine Normal-Inverse-Gaussian-Zufallsvariable gewin-
nen lässt. Diese Verteilung wurde bisher noch nicht im Zusammenhang mit der Options-
preistheorie diskutiert und wir zeigen, welche Vor- und Nachteile der Ansatz hat. Um
ihn verwenden zu können, müssen Parameter der approximierenden Verteilung über die
Momentenmethode geschätzt werden. Dazu müssen die Momente des Terminkontraktes
mit Lieferperiode (also des Swaps) innerhalb des Modells bestimmt werden, was in Theo-
rem 5.7 erfolgt.



Schließlich illustrieren wir die theoretischen Überlegungen mit einem Normal-Inverse-
Gaussian-Prozess (ein Spezialfall der verallgemeinerten hyperbolischen Prozesse aus Kapi-
tel 3) und zeigen Möglichkeiten und Herausforderungen anhand von Marktdaten auf.
Analog zum vorherigen Kapitel ist der Prozess zweidimensional und die beiden Dimen-
sionen des Prozesses dazu gedacht, Term-Structure-Effekte und den Einfluss von Liefer-
perioden zu beschreiben. Zusätzlich werden an ihnen die auftretenden Berechnungen
vorgestellt. Die Haupterkenntnis ist hierbei, dass diese spezielle Konfiguration des Modells
Optionspreise für eine bestimmte Restlaufzeit und variierende Ausübungspreise marktkon-
form angeben kann (Smile), jedoch die gesamte Volatilitätsoberfläche nur unzureichend
beschrieben wird. Dieses wird prägnant in den Abbildungen 5.2 – 5.4 verdeutlicht.

Kapitel 6 – Verteilungen von arithmetischen Mitteln – Eine Simulationsstudie

In Kapitel 6 tragen wir zur Verbesserung eines Approximationsproblemes bei. In vielen
Märkten werden Derivate gehandelt, die eine Swap-ähnliche Struktur haben, wie in den
obigen Abschnitten im Zusammenhang mit Terminkontrakten für Strom bereits beschrie-
ben. Da für diese Swaps weder Verteilungen noch charakteristische Funktionen bekannt
sind, werden diese oft approximiert. Die bekannteste Approximation ist gegeben durch
eine Lognormalverteilung (Lévy (1992) und Turnbull und Wakeman (1991)), da sie zu
etablierten Optionspreisformeln führt, es gibt jedoch auch Vorschläge, Normal-Inverse-
Gaussian-Verteilungen und Variance-Gamma-Verteilungen (Albrecher und Predota (2002)
und Albrecher und Predota (2004)) zu verwenden.

Wir zeigen, wie die vorgeschlagenen Approximationen verbessert werden können. Dazu un-
tersuchen wir die herkömmliche Lognormalverteilung, die kürzlich vorgeschlagene Normal-
Inverse-Gaussian-Verteilung und eine von uns konstruierte Alternative. Diese lässt sich als
Exponentialfunktion einer Normal-Inverse-Gaussian-Zufallsvariable gewinnen. Wir wer-
den die Schätzung der Parameter über die Momentenmethode durchführen (Beispiel 6.2)
und die Qualität der Approximation in allen drei Fällen mittels einer ausführlichen Simu-
lationsstudie analysieren. Im Gegensatz zu allen vorgenannten Autoren messen wir die
Qualität nicht indirekt über Optionspreisfehler, sondern folgen dem Vorschlag von Brigo
und Liinev (2005) und beziehen die gesamte Verteilung in die Analyse mit ein, indem wir
die L1- und L2- Abstände sowie den Anderson-Darling-Abstand untersuchen.

Unsere Studie ergibt, dass die von uns vorgeschlagene Verteilung alle Alternativen deut-
lich übertrifft. Sie verbessert nicht nur die Beschreibung extrem großer Swap-Preise
verglichen mit der Lognormalverteilung, sie ist auch eine positive Verteilung, was die
Beschreibung von Swap-Preisen nahe bei Null verbessert, insbesondere verglichen mit
der Normal-Inverse-Gaussian-Verteilung. In der Tat charakterisiert unser Vorschlag die
simulierte tatsächliche Verteilung so gut, dass beide statistisch in einigen Fällen nahezu
ununterscheidbar sind (Tabellen 6.1 & 6.2). Letztlich ist die Approximation konstruktions-
bedingt auch sehr gut zum Preisen von Optionen mittels Fast-Fourier-Transformierten
geeignet und die Qualität der Optionspreise sollte damit deutlich verbessert werden. Der
daraus resultierende Optionspreisalgorithmus wurde bereits im vorangegangenen Kapitel
angewendet.

Gliederung der Arbeit

Die Strukturierung der Arbeit ist durch die genannten Aufgabenstellungen motiviert.
Einerseits bilden die Kapitel 3 bis 6 die natürliche Argumentationslinie der stochastischen
Modellierung angefangen bei einer statistischen Analyse (3) über das Aufstellen eines



grundlegenden Brownschen Modells (4), das alle relevanten Derivate bepreisen kann und
als Vergleich dient, bis hin zu einer allgemeineren Formulierung mittels Lévy-Prozessen
(5), die etwaige Nachteile des vorherigen Modells verbessern. In diesem Zusammenhang
begegnen wir einem Optionspreisproblem, das in einer Simulationsstudie untersucht wird
(6).

Andererseits beleuchtet jedes Kapitel einen eigenständigen Aspekt von Energietermin-
märkten, so dass sie auch weitgehend unabhängig voneinander gelesen werden können.
Fragestellungen der Risikosteuerung werden in Kapitel 3 angesprochen, das Preisen von
Derivaten ist Inhalt der Kapitel 4 und 5. Die Simulationsstudie in Kapitel 6 präsentiert eine
neue Möglichkeit der Approximation für sogenannte asiatische Optionen und Swaptions
und ist damit nicht einmal auf Rohstoffmärkte beschränkt.

Kapitel 2 stellt die notwendigen mathematischen Hilfsmittel bereit, die die gesamte Arbeit
hindurch benutzt werden. Es dient zur Definition von Begriffen und Notation.


